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A knowledge-based grapheme-to-phoneme conversion for Swedish

Niklas Torstensson (nicke @isp.his.se)

Abstract

A text-to-speech system is a complex system consisting of several different modules
such as grapheme-to-phoneme conversion, articulatory and prosodic modelling, voice
modelling etc.

This dissertation is aimed at the creation of the initial part of a text-to-speech system,
i.e. the grapheme-to-phoneme conversion, designed for Swedish. The problem area at
hand is the conversion of orthographic text into a phonetic representation that can be
used as a basis for a future complete text-to speech system.

The central issue of the dissertation is the grapheme-to-phoneme conversion and the
elaboration of rules and algorithms required to achieve this task. The dissertation aims
to prove that it is possible to make such a conversion by a rule-based algorithm with
reasonable performance. Another goal is to find a way to represent phonotactic rules
in a form suitable for parsing. It also aims to find and analyze problematic structures
in written text compared to phonetic realization.

This work proposes a knowledge-based grapheme-to-phoneme conversion system for
Swedish. The system suggested here is implemented, tested, evaluated and compared
to other existing systems. The results achieved are promising, and show that the
system is fast, with a high degree of accuracy.

Keywords: Grapheme-to-phoneme, GP-conversion, Text-to-Speech, algorithm,
knowledge-based, Swedish
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1. Introduction

This thesis deals with the creation of a knowledge-based grapheme-to-phoneme
conversion system for Swedish. The work can be seen as having four main points of
focus including (1) development of a parsing algorithm to handle textfiles containing
orthographic text in Swedish, (2) a method to represent phonological rules in a form
adapted to computation, (3) development of phonological rules for transcription of
orthographic text into a suitable phonetic representation, and (4) testing and
evaluation of the system. The algorithm and the rules have been designed,
implemented, tested and evaluated. A software application has been written for
development and evaluation purposes.

A short introduction in Section 1.1 will give an overview of the field, and introduce
some basic linguistic and phonetic concepts.

1.1 Principles and basic concepts

A text-to-speech system or TTS is, as the name implies, basically a system for
converting written text into synthetic speech. Systems like these are large and
complex, ranging over many different research fields in linguistics, computer science,
computational linguistics, signal processing, phonetics and acoustics. This means that
the creation of such a system must be a cooperative effort between people of different
diciplines and areas of expertise. The functionality of the complete system is, in short,
to take an orthographic (“normal”) text, split it in some way to find what grapheme
(roughly letter) or combination of graphemes correspond to which phoneme (speech
sound). Ideally, there should be a 1 — 1 correspondence between graphemes and
phonemes, i.e. one letter corresponds to one speech sound, but for different historical
reasons this is mostly not the case since spoken and written language do not always
evolve in the same direction. To resolve this lack of correspondence, an algorithm and
phonotactic rules will be applied to get a phonetic representation of the orthographic
text. This phonetic representation can then by rules be represented as a phonetic
representation which, in turn, can serve as a starting point for transformation into
synthetic speech.

In creating the phonetic representation, some notation suitable for this purpose must
be chosen. The normal and most common phonetic notation is the IPA-alphabet
(http://www?2.arts.gla.ac.uk/IPA/ipa.html). TPA - the International Phonetic
Association - was founded in 1886 in Paris to promote the scientific study of
phonetics and the various practical applications of that science. As a tool to achieve
this, an alphabet of symbols to represent speech sounds was invented, and with
revisions over the years this is still the standard means of phonetic transcription used
today. However, the symbols of the IPA are more adapted to paper than to computers;
this is why another method for transcription has to be used here. The alternative
chosen is the SAMPA-transcription
(http://www.phon.ucl.ac.uk/home/sampa/home.htm). SAMPA, or Speech Assessment
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Methods Phonetic Alphabet, is a machine-readable phonetic alphabet developed in
1987-89 by an international group of phoneticians (Gibbon 1997). Instead of the
special characters used by the IPA, SAMPA uses characters in the ASCII-table for
transcription, which makes it well-adapted for use in computation.

For handling some problematic Swedish phonemes, the X-SAMPA extension will be
utilized (http://www.phon.ucl.ac.uk/home/sampa/x-sampa.htm). This builds on the
SAMPA basis, but is able to handle more specific phonetic features, like some
Swedish fricatives and allophones. Some of the vowel-sounds specific to Swedish, i.e.
the over-rounded wowels in /hus/, /r6d/ and /myr/ are not covered within the SAMPA-
alphabet, which is why the X-SAMPA-extension is used.

Writing phonological and phonotactic rules is another area where the standard is ill-
adapted to computation. Since there is no new standard way of doing this, a method
and notation had to be thought up for this project. It is based on logic, and uses
standard ASCII characters to represent conditions. This is further explained in section
4.2.1.

1.1.1 Notation

To distinguish different categories of example words in the text, a graphical notation
will be used as follows; Swedish lexemes, i.e. words, will be written between
/slashes/. The English translation will be written in (brackets), and phonological
transcriptions in [square brackets].

1.2 Background

In describing the background to text-to-speech systems, it seems appropriate to start
by describing the early attempts to create synthetic speech. This development starts
long before computers even seemed a remote possibility. Creating a “talking
machine” has been a goal for scientists ever since the late part of the 18th century
when Christian Gottlieb Kratzenstein built, according to Fromkin & Rodman (1998),
“an instrument constructed like the vox humana pipes of an organ which...accurately
express the sounds of vowels”. Kratzenstein also presented theories about the sounds
of vowels, and what made them differ from each other. Some years later, Wolfgang
von Kempelen of Vienna came up with a machine equipped with bellows to simulate
lungs, and with other mechanical devices to simulate the different parts of the vocal
tract (Lemmetty 1999).

Alexander Graham Bell saw a replica of Kempelen’s machine at an exhibition in
1850, and this triggered him to create a talking machine that was even better. The
basis for this “talking head” was a cast of a human skull fitted with various materials
to form the velum, palate, teeth, lips and other articulators. A metal larynx with a
slotted piece of rubber as vocal cords crowned the creation. This machine was able to
produce vowel sounds, some nasal sounds, and even a few short combinations of
sound when  properly  maneuvered with a  system of levers
(http://www.ling.su.se/staff/hartmut/kemplne.htm).

2
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Other, more or less bizarre attempts along the same line have followed. Some have
included organic tissue in various forms, e.g. dog’s heads or human larynxes, and
others have been built out of rubber hoses and leather bellows (cf. Fromkin &
Rodman 1998). What they all have in common is the basic formula for producing
speech: A complex, periodic tone of an adequate frequency is created in some sort of
a tube, open at one end. This tone is manipulated in some way to enhance the
harmonics corresponding to the formant values of a certain vowels acoustic features.
Noise is added to the spectrum to create fricative sounds. Temporary blocking of the
air (sound) stream produces stops and affricates.

Technology has evolved in a rather drastic fashion since the dog’s head days. Literary
imaginations from the sci-fi genre are not far away. The talking machine has always
had a prominent place in film and literature, from Arthur C Clarke’s HAL (Clarke
1968) via the all-knowing ‘Computer’ in Star Trek, to Douglas Adams’ Marvin - the
depressed robot (Adams 1979). The next step, in analogy with the history of science
and art, should therefore be that we see these fantastic machines in reality. We have
recording equipment that allows us to sample sounds in quality bordering on the
unbelievable. Computers and software open up new possibilities for performing
acoustic analysis of sound by different measuring techniques and for combining
sounds in almost any way we want. International exchange within the academic
community combined with research fundings open up new paths in the field (e.g.
Fraser & Dalsgaard 1996).

So, what has happened in the field in the last fifty years, and where are we today? The
current methods to generate machine speech focus on electronic methods and, for the
past decades, electronic simulations using digital computers. There are several places
where speech technology is a major research area, and it is impossible to mention
them all. However, there are a few names and places that cannot be left out in a text
like this.

Haskins Laboratories (http://www.haskins.yale.edu) dates back to the 1930s, and is
located in New Haven, Connecticut. At the end of World War 11, the focus was on
developing prosthetic devices for the soldiers returning blinded, deafened, and
maimed. A special committee was organized for research on prosthetic devices for the
blind.

In the late 40s, an optical pattern playback synthesizer was invented, and research at
Haskins labs has since then focused on human communication by speech and reading.
Continued research on speech perception, recognition, production, and synthesis, and
their relationship to reading, language disabilities, cognition, and related topics have
continued at Haskins Laboratories and are in full swing today, forming a major
trademark of the institution.

Bell labs is named after Alexander Graham Bell, one of the pioneers in the field
(http://www.bell-labs.com/project/tts/tts-overview.html). It has been a center of
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innovation for 75 years, and has a wide variety of research areas, including speech
technology and text-to-speech synthesis. The history of speech synthesis research at
Bell Laboratories dates back to before the computers. The aforementioned analogue
speaking machine, the Voder, is an early result of research at Bell Labs. Current
research on text-to-speech systems at Bell Labs is focused on concatenation synthesis.

The Spoken Language Group at the MIT Laboratory for Computer Science
(http://sls.Ics.mit.edu/sls/research) is another place where speech research has been
successfully focused on human-computer interaction, using natural spoken language.
Specific research areas at MIT are speech recognition, natural language
understanding, dialogue modelling, language generation and speech synthesis.

In the early 50s, Gunnar Fant at the Kungliga Tekniska Hogskolan (KTH), Sweden,
(http://www.speech.kth.se) introduced the first cascade formant synthesizer OVE I,
which consisted of formant resonators connected in cascade. The name OVE has been
interpreted as an acronym for, amongst other suggestions, Orator Verbis Electris, but
according to the inventor himself it was given the Swedish name Ove for a very
obvious reason: It was the first word the machine could pronounce fairly well. Ten
years later, in 1962, Fant and Martony introduced an improved OVE II synthesizer,
which consisted of separate parts to model the transfer function of the vocal tract for
vowels, nasals, and obstruent consonants (Fant & Martony 1962). The OVE projects
were followed by OVE Il and GLOVE at KTH, and the present commercial Infovox
system is descended from these (Carlson et al. 1981; Barber et al. 1989; Karlsson et
al. 1993).

An interesting fact to observe here is that the basic principles from van Kempelen’s
engineering efforts, i.e. to start with a tone at appropriate frequency, emphasize the
harmonics for certain formants and temporarily cutting off the sound to produce stops
and fricatives, still hold! This is done according to the same method, but with other
equipment.

1.3 Evaluation of the current state in TTS-research

The field of speech synthesis has been subject to intense research for quite a number
of years, and major progress has been made in designing systems and applications for
text-to-speech. However, for obvious reasons, the major part in research deals with
systems designed for English. A number of large corporations have been working on
TTS-projects and some working systems have come out of this. The focus for further
development of these existing systems seems to lie in the speech synthesis area, with
the aim of enhancing the quality and naturalness of the speech and intonation.

The trend in TTS-research has been the use of statistical and data-oriented methods
instead of this project’s more knowledge-oriented approach. The grapheme-to
phoneme conversion has been solved by using huge databases and neural networks to
map the spelling of words onto a string of phonetic symbols representing the
pronunciation (e.g. Daelemans & Bosch, 1996). The current situation tends to turn



Niklas Torstensson - 2002

back more towards knowledge-based and rule based systems. According to lectures
and conversations with one of the authorities in the field, Professor Emeritus Gunnar
Fant, KTH Stockholm, this is a common opinion in grapheme-to-phoneme
conversions, speech generation and prosodic systems. He argues from his own
experience that it must be possible to create well-functioning rule-based speech
systems.

Further support for this view is supplied by D. H. Klatt (Klatt 1987), who compares
statistical learning strategies with knowledge-based rule systems. A network used in
NETtalk (Sejnowski & Rosenberg, 1986) was trained on a 20,000 word phonemic
dictionary and reached a correctness of 90 % for phonemes and stress patterns. This
is, according to Klatt, a surprisingly good result. A typical knowledge-based rule
system (Bernstein & Pisoni 1980) was evaluated against random samples of a very
large dictionary and performed at 85 % correct at a word level (all phonemes correct
and stress pattern correct). This implies, according to Klatt, a phoneme-correct rate of
better than 97 %.
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2. Objectives, methods and goals

Since there are working TTS-applications on the market, it goes without saying that
there exists working grapheme-to-phoneme conversion algorithms. This is a
conclusion derived from the fact that some sort of GP-conversion is an absolute
necessity for the functionality of any TTS-system. However, relatively few of these
existing systems are, for obvious reasons designed for Swedish. Furthermore, those
that do exist do not have the desired performance and/or ability for extension. In
addition to this, the existing systems are so closed that it is impossible for an outside
observer to separate the GP-conversion from the rest of the system, thus making
evaluation of it impossible. This fact, in turn, rules out the possibility of using that
GP-conversion in another system.

This work suggests a GP-conversion system, designed for Swedish, which meets the
desired criteria regarding performance, transparency, re-usability and extensionability.
The goal state for this project is a fast-working system with an accuracy on word level
of at least 80% and on phoneme level of at least 95%. These are expectations based
on earlier research, (c.f. Bernstein & Pisoni 1980 or Mannel & Clark 1987), and with
respect to the relatively small scale of this project.

In recent years, the prevalent view has been to develop GP-systems using statistical
methods utilizing very large amounts of data and very large lexica. As a lexicon, no
matter how extensive, never can cover all aspects of a language or, for that matter,
include all existing words it is of interest to find another way of doing this. The
solution proposed here is to use a knowledge-based approach. This is achieved by
using written rules to govern the transcription. This seems especially appropriate for
Swedish, as a lexicon cannot cover the aspects of the word-forming process where
two or more lexemes are joined together to form a new word. The method proposed
here is, in other words, knowledge-oriented rather than data-oriented.

2.1 Objectives

The overall objective for this project is to create the initial and crucial part of a text-
to-speech system for Swedish by the use of a knowledge-based approach. The reasons
for this approach is pro primo to prove that it is possible to create such an algorithm
using rules instead of statistical methods; pro secundo because the knowledge-based
approach is better adapted for porting to further steps in the chain of creating a
complete text-to-speech system. Research in areas like prosody, stress and timing for
synthetic speech also tend to move towards knowledge- and rule-based systems.

The reason for undertaking this project is in other words as multi-faceted as the
research field itself. There are however three main objectives. The first objective is to
create an algorithm for handling and parsing the input-text to make it possible to
apply transcription rules to it. This step includes some simple text normalization.
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The second objective is perhaps the most challenging, and consists of writing the
actual rules to govern the transcription from orthographic text in Swedish to a
phonetic representation. This step includes finding a form to represent the rules in a
computational-friendly way. This because the prevalent standard for phonological
transcription works well for writing and reading on paper, but is ill-adapted to
computation because of the notation standard as illustrated in Fig. 5, section 4.2.1.

The third objective is to find a suitable representation for the output, in such a way
that it must be adapted for use in further steps in the creation of a complete text-to-
speech system.

2.1.1 Spin-offs

There are also a couple of potentially important spin-off effects of the project. Among
these is to create a working grapheme-to-phoneme module that the department can
use freely and without restrictions in future projects within the field of TTS-systems.
Another effect is to achieve this while keeping the encoding as transparent as
possible, thus making it possible to use parts of the project in future teaching at the
department.

The elaboration of a representation for writing phonological rules that works in
computation is another feature that could be used in similar projects in the future.

2.2 Method

The first step is to decide the different forms of representation, i.e. in what form the
input, the rules and the output should be in order to facilitate future work. When this
is decided, the parsing algorithm must be designed and implemented in a way that it
can handle the specific features of any random text in Swedish together with the
transcription rules. The format of the rules must be in a form that can express all
features of standard phonetic rules but, as opposed to these, be adapted to
computation. An application to test the function of the system is needed, as the
method of necessity is iterative and changes between the construction of rules and the
testing and evaluation of them. This application is programmed object-oriented and
event-driven. It is implemented in Delphi, and it communicates with a relational
database written in MS Access where the transcription rules are stored. The method
has thus been iterative, changing between the elaboration of rules, implementation of
these rules, testing them using the application program and correcting errors.

The whole system is, of necessity, designed to be language-specific rather than
language-independent.

2.3 Goals

The goal is to create a grapheme-to-phoneme algorithm that can handle orthographic
text written in Swedish sufficiently well. A realistic expectation of performance is to

7
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achieve a correctness at 80% on word-level and better than 90% correct at phoneme
level. This is a realistic expectation as it has been achieved in knowledge-based
systems for other languages. (Bernstein & Pisoni 1980)

It must be kept in mind that the system is limited in function, and thus cannot be
expected to handle anything outside standard Swedish phonotax. Things that fall
outside this scope, like some proper names, acronyms, some loanwords and technical
terms, are not expected to be correctly transcribed.

The system is not expected to handle phonotactic exceptions, like some proper names
and names of cities. These often fall into a special category of phonotax, and will in
many cases require a special lexicon linked to the database. This is a subject for
further research, and could well be seen as a future project.

2.3.1 Delimitation

It is necessary to draw the line on what not to deal with in an area as broad as this.
Therefore, what will not be dealt with in this dissertation are subjects like sentence-,
word and phrase intonation and stress at sentence, word and syllable level. These
features could be dealt with in the process of creating the voice for the system.
Neither will large lexica nor word parsing to morphologic or phonemic level be dealt
with, since these are too complex areas to include here, and have their own fields of
research.
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3. TTS-Systems

3.1 Overview

The easiest way to view the function of a TTS as an application is to start by
considering it in the broadest possible context, i.e. as part of a speech-to-speech
machine translation system. In order for such a system to function, all the different
aspects of computational linguistics must be taken into consideration (Fig. 1).

Speech
recognition

Text
analysis

Transfer

Text
generation

Text-to-
speech

STT TTS
Rules, Rules,
Lexicon... Lexicon...

Grapheme-to-Phoneme
Conversion

Figure 1: Speech-to-speech system, schematic overview

What this thesis deals with is, in other words, a small part of the rightmost box
labelled text-to-speech in fig. 1.

3.2 Applications

There are many possible applications for TTS-systems, both as stand-alone
applications and as components in larger systems. As an aid for the disabled a TTS
can serve several purposes, e.g. helping people with severe speech impairments to
communicate both person-to-person or over the telephone line with other people. In
language teaching a TTS-system has an obvious place as a tool for learning
pronunciation.

A well-functioning TTS could also prove to be a cornerstone in many types of
information systems and data base interfaces.

Other possible applications are e-mail reading, or, combined with information
extraction, it can be used to read out news collected from newsgroups or the web. It
can also be used for spoken messages over the mobile phone net as a complement to
SMS.

3.3 The modules of a TTS

The last part of this chain, the text to speech system, is what this work deals with, and
the figure above aims to put this into its context. To further clarify the role of this
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work in the big picture, the text-to-speech part can be broken down in a similar way
as the speech-to-speech system in fig. 2.

Graph-to-phone
conversion

Phonetic
representation

Ortographic text

System lexicon

X

Speech rules Speech source

b

Synthetic speech

b

Figure 2: Text-to-speech system, schematic view

A text-to-speech (TTS) system consists of a number of integrated systems or sub-
modules. Roughly speaking, a TTS can be divided into three main sub-modules. This
is the grouping used by d’Allesandro (1998), which is well-suited for this purpose.
The first module is a grapheme-to-phoneme (GP) conversion. This consists of
translating a written utterance into the corresponding stream of phonemes. Ideally,
this should also include possible phonemic variants. The second module consists of
computing a series of prosodic markers and/or numerical values to be attached to this
phonemic string. The third and last module deals with the actual production of the
speech waveforms.

The voice-production step can be gone about in basically three different ways. The
first method is by using formant-driven, or rule-based synthesis. The human vocal
tract has certain major resonant frequencies. These frequencies change as the
configuration of the vocal tract changes, e.g. when we produce different vowel
sounds. The resulting resonant peaks in the vocal tract transfer function are known as
formants. The formant-driven method uses a sound source to create a noise evenly
distributed over the spectrum. By enhancing and decreasing critical semi-tones in the
spectrum correlating to measured values for formants of natural speech-sounds,
synthetic speech-sounds are created.

10
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The second method for voice-production is called synthesis by concatenation, and
relies on large quantities of recorded natural speech. These recorded phonemes are cut
so that each piece extends from the center of a given phoneme to the center of the
next phoneme. When generating the synthetic speech, these short pieces, or diphones,
are concatenated according to governing algorithms.

The third method, time-domain synthesis, uses a large diphone database, and neural
nets to predict what diphones should be pasted together. The neural net creates an N-
best list of diphones, where the one with the highest probability gets chosen.

Which method of these three possible will be used in the future development of this
project has not yet been finally decided, but the formant driven method is a primary
candidate. The final choice can be made later, since all three methods demand a
working GP-conversion.

3.3.1 The grapheme-to phoneme module

My angle of approach is to solve the first part of this chain, i.e. the transformation of
input text into a phonetic representation. This will be done by a rule-based, grapheme-
to-phoneme algorithm, mainly implemented in Delphi, and adapted to Swedish
phonotax from the start. The later parts of a TTS-system dealing with the speech
production will not be further focused upon in this dissertation.

Since written text by definition consists of arbitrary symbols, and as such does not
have a one-to-one correlation to the pronunciation of the sign itself, this step needs
elaboration. The first critical step in developing a TTS is, in other words, to create
rules and algorithms to transfer orthographic written text to phonetic text.
Furthermore, these rules differ drastically between languages depending on the
phonetic system and the phonotax of the language in question. The angle of approach
to accomplishing this is to find general, or as general as possible, rules about how the
sign relates to the sound or pronunciation. To achieve this, consideration must be
taken of a number of factors, the context being the most important one. With this
done, an algorithm transforms the orthographic text into phonetic symbols.

An algorithm-based approach is chosen for this project instead of, for example, a
neural net-approach. This because it is possible to come up with rules for handling the
transformation in an equivalently or more accurate way than a NN could accomplish.
Another vital reason for this decision is the spin-off effect of being able to use these
rules for additional research and teaching, as an explicit rule system is so much more
transparent than, for instance, a neural net. A third aspect to consider here is that a
rule-based module should be easier to integrate into the whole system when further
developed.

11
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3.3.2 Correlation between IPA and SAMPA

Since most people - linguists or the average dictionary reader - tend to have a higher
degree of knowledge about the IPA alphabet than about the SAMPA ditto, it seems to
be a good idea to map one onto the other to enhance understanding. As can be seen in
the comparison (table 1) the SAMPA alternative is a lot less complicated to handle in
this computational context, compared to the traditional IPA alphabet.

Table 1 : Correlation between SAMPA and IPA

SAMPA IPA WORD SAMPA-trans.
Plosives
p P pil pi:l
b b bil bi:l
t t tal tA:l
d d dal dA:l
k k kal kA:1
g 9 gas g0:s
Fricatives
f f fil fi:l
v v Var vo'r
S S sil si:l
S f sjuk S}k
h h hal hA:1
C Y tjock Cok
Sonorants
m m mil mi:l
n n nal no:l
N n ring rIN
r T ris ri:s
1 1 16s 12:s
J j Jag JA:g
Long vowels
1 it vit viit
e: e: vet ve:t
E: e sal sE:l
y: y: syl sy:1
}: w: hus h}:s

12
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2: a: fol 2:1
u: w sol su:l
0: o! hal ho:l
A: a hal hA:1
Short vowels
I 1 vitt vit
e e vett vet
E € ratt rEt
Y Y bytt bYt
u0 o buss buOs
2 @ foll f21
U (4] bott bUt
(0] b hall hOl
a a hall hal

13
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4. The system encoding

The system is encoded using Delphi 5, and this is done for a number of reasons. Since
this project is supposed to serve as platform for further use, both as a module of other
applications and in education at the department, it is vital that the code itself is
sufficiently transparent. Writing in Delphi also allows creation of a logic GUI without
the tedious work required in many other programming languages. Another reason for
this decision is that Delphi runs well in Windows environment, and can make use of
existing DLL:s without too much work.

The specific mapping between the graphemes and the phonetic transcription is based
on the individual graphemes’ place in a context. Each grapheme is classed as
belonging to either the class consonants (K) or vowels (V). The graphemes classed as
vowels are then given an index number for articulatory position, in accordance with
the traditional IPA vowel chart (Fig. 3). In short, the parameters high/low and
front/back represent the position of the tongue when a phoneme is realised as a speech
sound. The index numbers are set as coordinates in a grid placed over the IPA vowel
chart (International Phonetic Association 1999).

High
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‘3 } . A “
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3 q L
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¥ |
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§ 8 &
& N B
Low .
& i :
. |
. 1 ;
0 - ¢ PRI MR W 6 o [N

Figure 3: Vowel chart with coordinate grid

4.1 The testing application

The testing application (fig. 4) plays a crucial part in the development of the rules.
Since the rule-database (RDB) quickly grows beyond human abilities of control, a
tool for checking the function and logic of the rules is necessary. As the rules contain
contextual information, and the sheer number of rules makes it difficult to overlook
the interaction between them, this application is of great help in the process. Section
4.3.2 contains more information on the RDB.
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Input-text Splitted input- Rules used for
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Figure 4: The testing application

The functionality of this testing application is to display the input-text in a window.
This text is either imported as a textfile, or written directly in the text-window. The
split text is then shown, word by word, in the Word-column. The SAMPA-column
displays the transcribed text, thus making it possible to check the transcription of
every word for correctness. The rightmost column, Rules, displays all rules used for
each word, enabling the detection of wrongly used rules and conflicts between rules.

4.2. Encoding

4.2.1 General idea

The general thought behind the architecture is to be found in phonotax and graphemes
rather than in phonetics or computation. The basic question is what knowledge is
required to determine how a certain letter is pronounced according to Swedish
phonotax? The obvious answer must be found in the given context. There are some
very general phonotactic rules that apply to Swedish. For instance, a long vowel is
followed by a short consonant, and a short vowel is followed by a long consonant.
This is well-known basic knowledge, but only states facts about the duration, not the
quality of a sound. To state facts about the sound quality connected to a grapheme, it
is necessary to see what precedes and succeeds that grapheme.

To cope with this, a database is used to store contextual information about graphemes
in different contexts. This information is formulated as rules for the different
phonological alternatives that can apply to a grapheme depending on what context it
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is found in. This is implemented by specifying what is in the position before the
grapheme at hand (precontext) and what follows after it (postcontext). This method
requires several rules for most graphemes, with the exception of some consonants that
get the same transcription regardless of their context.

The normal way to write phonological rules as described by e.g. Chomsky & Halle
(1968) or R. Lass (1984) is very elaborated and fairly clear to interpret for humans,
but because of their notational form and difficulty to represent in DB-tuples and
programming languages, not very suited to machine parsing. This standard form of
rule-writing is in the form exemplified below (Fig. 5).

example 1 example 2

K
g

t—> @/ S n—s 1/

Figure 5 : Example of standard phonological rule-writing

The first of the two phonological rules above, Example 1, describes the deletion of /t/
if /t/ occurs in the context described to the right of the arrow, ie. before a word-final
/s/. This is a situation found e.g in the Swedish word /skjuts/ where the /t/-sound
disappears and the word is pronounced [SuOs] without the /t/-sound.

The second rule, Example 2, states that the pronounciation of /n/ tends to move to the
back of the oral cavity, or be velarized in the context before a /k/ or a /g/. This appears
both within words, as in the Swedish word /pank/ pronounced as [paNk], and in
junctures between words, as in /din gris/ pronounced [dINgri:s].

This format of rule writing is, as stated earlier, not easily adapted to parsing, which is
why a new representation for the rules had to be thought up for this project.

4.2.2 The transcription rules

The format of the rules thought up for this project had to meet two basic criteria: They
had to be computer-readable, which is why the IPA-standard was discarded in favour
of a more logic-inspired form - using characters in the ASCII-table. Furthermore, they
had to be semantically rich enough to express facts about contextual relationships.

Creating the rules is an iterative process, using known facts about phonology and
phonotax to create basic rules and testing them using the testing application. Short
text-fragments are tested and evaluated, and the results of these tests are used to write
additional rules to be tested again. In this fashion a set of rules, spanning from very
general to more specific, are iteratively built and stored.

16
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The transcription rules are stored in the RDB and, as aforementioned, written in a
form inspired by formal logic. To be able to express the necessary conditions,
different constants and variables are used as explained below in table 2.

Table 2 : RDB constants and variables

Sign | Interpretation

% | Zero, or more graphemes

8 One or more graphemes

Exactly one grapheme

Consonant category

Greater than

C
V | Vowel category
>
<

Less than

= Equal to

! Not equal to
| Or

$ Equals the preceding grapheme

No grapheme (implicit)

& | No grapheme (explicit)

By using this symbolic notation, rules and conditions for transcription can be
expressed with sufficient semantic richness. Since the transcription of a grapheme, as
stated earlier, depends on in what context it is placed, this is represented in the rules.
Each grapheme is seen as surrounded by a pre-context and a post-context. The pre-
and post-context-fields in the RDB can thus either be empty, contain a constant or a
variable, or contain a condition. This is the central feature of the RDB.

The vowel pre- and post-context field can contain, apart from additional information,
a parenthesis that carry either contextual- or articulatory information. Hence, a post-
context field can look like the example below. (Table 3)

Table 3 : Example of RDB entries

Graph | SAMPA | Category | PreCont | Phon | PostCont Index | FroBack | HiLo | Expl.

e e: V % e KX(X=V)% | 79 1 1 leta

sk S Vv sk | V(*>=2)% | 70 skida

17
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The interpretation of the above examples are as follows; The grapheme /e/, belonging
to the vowel-class (V) should be SAMPA-transcribed to [e:] under the contextual
constraints for this grapheme. If it is preceded by zero or more graphemes (%) and the
post-context consists of a consonant (K) followed by an (X) such that (X) is a vowel
(V) and zero or more graphemes thereafter (%).

The /sk/ combination contains slightly different information. This states that /sk/
should be SAMPA-transcribed to [S] if there is no pre-context, i.e. it is word-initial,
and if it is succeeded by a vowel (V) that has any value for front / back (*) and a value
for high / low that equals or is greater than 2.

The parsing of these rules is part of the Algorithm module, and will be described in
more detail further on in this text under Parsing algorithm, (sect. 4.3.3.)

4.3 Architecture

The system can be viewed as consisting of separate modules and sub-modules. The
three main modules are the algorithm module, the evaluation application and the rule
database. The central parts are the algorithm and the rules, for practical reasons stored
in a relational database.

PreCondition
PostCondition

( MatchRul
" Algorithm \—  7iicie

Evaluation
application

Normalise text 3
Open File S )
Initialise Application N—
Split Text
Run Algorithm RDB
Delete from RDB
Update RDB
Print Output
SaveToFile Rule DataBase:
SaveToDb Transcription rules
Check Numerals stored
Statistics

Figure 6: Architecture overview
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4.3.1 Evaluation application

The evaluation application is, as mentioned earlier, programmed to be event-driven
and object-oriented. It consists mainly of functions to help and assist in development
and evaluation of the transcription rules. The functionality of this module is, as shown
in fig. 6, to handle the incoming ortographic textfile by opening the text-file,
normalise it and split the text into an array of words. Other functions are to
communicate with the RDB keeping the set of rules updated, and to handle the output
in a way that facilitates interpretation af the result. The simple GUI is implemented
for several reasons. As it is a necessary part of the development to keep track of
which transcription rule is used for each phoneme, this application makes it possible
to see all rules used for each transcribed lexeme (fig. 7).

9 savpa - Transcrbervioy
File Tools

-

e 1SAMPA Rifes ‘

R

Figure 7: Example output from the evaluation application

The rules used to transcribe the lexeme /skydda/ are seen in the Rules-field in fig. 7
above, and they are presented with hyphens as delimiter. In other words — the input
word /skydda/ is SAMPA-transcribed as [SYda] using the rules:

-skV(*,>=2)%
“%yKX(X=$)%
-dd%

%X (X=$)Ka%

This output is used as a tool in creating and adapting the rules, as it offers the
possibility to track erroneous use of rules, and adds to the transparency of the system
avoiding the “black box”-feeling.

4.3.2 Rule Database (RDB)

The RDB is a relational database implemented in Microsoft Access, and it contains
information about all Swedish graphemes, the phonotactic rules, categorization into
vowels or consonants and some articulatory facts about the vowels. To cope with
some special features of Swedish spelling / articulation concerning some words like
the conjunction /och/, [and], a part of the RDB works as a very small lexicon. The
lexicon part of the DB also deals with numerals from 0 to 10. For the system to be
able to cope with larger numerals, a separate parsing algorithm along the same
principles will be needed just to transcribe these. This could be an idea for a future
research project along the same lines as this.

19



Niklas Torstensson - 2002

The RDB is built of 165 tuples and 9 columns. The column headings as in table 4 are,
from left to right:

Table 4: RDB column headings

Graph: The grapheme to be transcribed.
SAMPA: The phonetic character.
Category: What category the grapheme is. Can be one of:
V — Vowel
K — Consonant
Bi-graph — Two characters
Tri-graph — Three characters
Lex — A lexeme
PreCont: Context preceding the current grapheme.
Phon: Current grapheme
PostCont: Context succeeding the current grapheme
Index: Optional order of rule-processing
FroBack: Phonetic articulatory value for front / back. Vowels only.
Values between 0 — 3.
HiLo: Phonetic articulatory value for high / low. Vowels only.

Values between 0 — 3.

The last column in the RDB, Expl, is more of an explanatory nature, to store example
words.

The category-column is where the grapheme, or graphemes, are placed in their
respective category, and enables storing of lexemes and other combinations of
multiple graphemes in the RDB. The reason for this is to be able to cope with word-
initial consonant clusters that orthographically consist of two or three graphemes, but
are realized as one phoneme. Another reason is to be able to store common words that
do not confirm to normal phonotax, e.g. /och/ (and), which according to phonotactic
rules would be transcribed with a final fricative, [OS], but should be [Ok].

The precontext- and postcontext-columns contain conditions for under what
circumstances a grapheme should be transcribed into a certain phoneme. The
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conditions are based on logic and common programming syntax, but adapted to the
specific purpose. By using both context-fields, sufficient semantic richness is
achieved to express different kinds of conditions for transcription. It is possible to
pinpoint a graphemes placement in a lexeme, e.g. word-initial or word-final. The
preceding and / or following characters can be specified in different ways, either by
uniquely naming them or by giving a value for one or more phonetic quality. This
together allows the writing of complex rules that can take several aspects of the
context into consideration.

The Index-column makes it possible to assign a numeric index to a set of rules, in
order to enforce the priority of the rules. By doing this, a certain rule can be tried
before others, and that can make sure that the most general rule is tried only if all the
others fail.

The front/back and high/low columns store information about articulatory properties
for vowels. This enables a form of rule-writing where it can be stated that a
combination of graphemes shall be transcribed in one way if the following vowel has
a certain value for one or both articulatory dimensions.

4.3.3 The parsing algorithm

The requirement specification when building the parsing algorithm was that it must
deal with more than one grapheme at a time in order to deal with contextual restraints.
Since a Swedish phoneme can be represented as one, two, or a maximum of three
graphemes realized as one phoneme, the algorithm has to take three graphemes at a
time into consideration. The algorithm works as shown in Fig. 6.

Step one is to split the input text into an array of words, and at the same time perform
text-normalization. This means cleaning the text of non-printing characters as
multiple white-spaces and carriage-returns. Step two is to turn the first word into an
array of chars, setting a startvalue to 1 and endvalue to 3. These first three chars are
then compared to the RDB. If a matching rule is found, the SAMPA-transcription
goes to a temporary word-string, and the next three chars are dealt with in the same
fashion.

If no match is found, the end-value is decreased with 1, and the same procedure is run
again, i.e. the two first chars are checked against the RDB. If they match, the
SAMPA-transcription goes to the temporary word-string, and if not, end-value is
decreased by 1, leaving only one char to compare to the RDB. This corresponding
transcription is sent to the temp word-string, start value is set to 1 and end-value is set
to 3, and the same procedure is repeated.

This is iterated for each word until end of word, and the temp word-string is sent to a
temp output-string. When end of file is reached, the resulting temp output-string is
sent to the temporary output-string and stored. The source code for the algorithm can
be seen in Appendix 2.
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> FrLength - -

Word(X)

Sti=1
FrLength := 3

*kkk
Ch=getCh(St, FrLength)

A

*kk

R=getRules(Ch)

No

FrLength > 1

S <>'#

St = startvalue

FrLength = Length of frame

# = No match - Empty

Ch = array of chars [1...3]

S = SAMPA-string

Sw = transcribed SAMPA-word

* R = set of rules [1...N]

**f(R) = a function that returns the correct
trancription of 'Ch' with respect to 'R’
if any matching rule is found

*** getRules =returns all rules for 'Ch'.

*h Kk

getCh = Gets all chars within framelength

Yes
St+FrLength -1

Write(Sw)

Figure 8 : The parsing algorithm, flowchart
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4.3.4 Algorithm functionality, Example

To illustrate the functionality of the algorithm, a transcription-example of the word
/skydda/ is shown in steps.

skydda start value := 1 [s], frame length := 3 [sky], length(word) := 6
Searching for /sky/-rule in RDB --> fail

skydda start value := 1 [s], frame length:= 2 [sk], length(word) := 6
Searching for /sk/-rule in RDB --> succeed

/sk/ --> [S] ; send to TempWordString
TempWordString := [S]

skydda start value := 3 [y], frame length:= 3 [ydd], length(word) := 6
Searching for /ydd/-rule in RDB --> fail

skydda start value := 3 [y], frame length:= 2 [yd], length(word) := 6
Searching for /yd/-rule in RDB --> fail

skydda start value := 3 [y], frame length:= 1 [y], length(word) := 6

Searching for /y/-rule in RDB --> succeed

[oraph]samp|category]erecontlphon] postcontindex]Frontsacklhio)
% y KX )% 90 1

/y/ -->[Y] ; send to TempWordString
TempWordString := [SY]

skydda start value := 4 [d], frame length:= 3 [dda], length(word) := 6
Searching for /dda/-rule in RDB --> fail

skydda start value := 4 [d], frame length:= 2 [dd], length(word) := 6
Searching for /dd/-rule in RDB --> succeed

dd bi-graph * dd /°

/dd/ --> [d] ; send to TempWordString
TempWordString := [SYd]
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skydda start value := 6 [a], frame length:= 1 [a], length(word) := 6

Searching for /a/-rule in RDB --> succeed

/a/ --> [a] ; send to TempWordString
TempWordString := [SYda]
length(word) = 6, TempWordString to OutputString
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5. Results

The system was tested on a number of different texts of varying kinds. The initial
testing was performed using short excerpts from Swedish newspapers on the web. To
get more reliable and statistically valid results, longer texts were used. Test Text no. 1
is the lyrics of an album (Magnell 1981) with text of a more poetic style. The reason
for using a text of this type is to find the same combination of phonemes in several
different contexts, since the text is rhymed. It also contains a significantly higher
occurence-rate of compound words consisting of more than two constituents. The text
file used consists of 2854 words including punctuation marks. Without punctuation
marks the sum of words is 2807, and the total sum of unique words is 999. Out of
these 999 unique words, 791 were correctly transcribed and 208 had some error in the
transcription. This gives a correctness level of 79,2%

The second input text file, text no. 2, is an excerpt from a Swedish work of fiction
(Sjovall & Wahloo 1969) and consists of 11476 words including punctuation marks.
Without punctuation marks the sum of words is 10222, and the sum of unique words
is 2684. Out of these, 606 had some error in the transcription, which gives a
correctness level of 77,4 %.

A view of the results calculated at phoneme level indicates that out of a total of 11482
graphemes in text no. 1, 10936 are correctly transcribed and 546 graphemes are
transcribed into the wrong phoneme. This gives a performance of 95,2 %.

As for the second text, out of 49744 graphemes in text no. 2, only 721 graphemes
were transcribed into a wrong phoneme. This gives a correctness of 98,6 % at
phoneme level, which is a bit over what was initially expected.

Table 5: Results

Test text No. 1 Test text No. 2
No. of words 2854 11467
No of unique words 999 2684
No. correctly transcribed 791 2078
No. of erroneous 208 606
Correct rate — word level 79,2 % 77,4 %
No of graphemes 11482 49774
No of correctly transcribed 10936 49053
No of erroneous 546 721
Correct rate — phoneme level | 95,2 % 98,6 %
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These results are close to and, at phoneme level, over the initial expectations of
performance level and in accordance with earlier results along the same lines (section
2.3).

5.1 Error types

The transcription errors can be divided into different sub-types to explain the results
more accurately. The main error-types are

I. Vowel quantity errors - where a vowel is transcribed as long instead of short, or
vice versa.

II. Vowel quality errors — where a vowel is transcribed as rounded instead of un-
rounded or vice versa.

III. Character error — where a wrong character is used in the transcription.

The most frequent of these error-types are of type I, quantity errors, where the length
of a vowel is transcribed wrongly. 48,8% of the total errors are of the type where a
long vowel is transcribed as short, and in 21,8% of the cases a short vowel is
transcribed as long. Type II errors, of quality kind, occur in 4,4% of the errors. That a
grapheme is transcribed as the wrong phoneme, error type III, occurs in 4,0% of the
erroneous transcriptions. The remaining 20,6% consists of words with multiple errors,
i.e. two or more of the above errors in the same word.

The type Il errors are mostly associated with transcription of the grapheme /u/ and
distributed over different contexts. The reason for this appears to be that no general
rule can be written to cover all possible aspects of vowel quality for this grapheme in
Swedish. Type III errors appear in two different contexts. The first is in foreign
loanwords which do not follow Swedish phonotax, i.e. words like “trenchcoat” and
“sherry”. The second context is in joints between lexical entities of compound words
where grapheme combinations can appear that get wrongly transcribed.

The system performs with a correctness rate close to 80 %, and this seems to be the
maximum limit for a rule-based system without any additional built-in linguistic
knowledge. The obvious question to follow is - what further knowledge would it take
for the system to get closer to 100 % accuracy? The answer lies in looking at the
problems at hand. One problematic situation is homographs where pronunciation
and/or intonation is crucial for word-meaning. There are several such words, as shown
in table 6.
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Table 6 : Homonyms

Swedish lexeme Alternative 1 Alternative 2

/vin/ vE:n (gentle) vEn (friend)
/planet/ plA:net (the plane) plane:t (planet)
/men/ mE:n (injury) men (but)
/sen/ sE:n (late) sen (later)
/min/ mi:n (expression) | mln (mine)
/kort/ kUrt (card) kOrt (short)
/drog/ dru:g (pulled) dro:g (drug)
/kora/ CO:ra (to drive) k9:ra (to sing)
/fordelar/ f9:rde:lar (advantages) | f9rde:lar (divides)
/ovan/ u:van (unfamiliar) | o:van (above)
/tomt/ tUmt (empty) tOmt (site, plot)
/banan/ bA:nan (the track) banA:n (banana)

To resolve ambiguous situations like these, semantic information is needed. One
alternative could be to use a lexicon with semantic information, like WordNet (Miller
1997). This electronic lexical database is so far designed for English, but work is in
progress to create versions for other languages, e.g. Dutch, Italian, and Spanish under
the name of EuroWordNet (http://www.hum.uva.nl/~ewn/).

Another category of words not easily adapted to rule-writing are short words with
identical CV (consonsnant/vowel) structure, but different vowel quality, as
exemplified in table 7.

Table 7 : Identical CV-structures

fjag/ --> jA:g /men/ --> mEn
/det/ --> de:t /den/ --> dEn
/har/ --> hA:r /mej/ --> mej
/sak/ --> sA:k /kan/ --> kan
/tid/ --> ti:d >/din/ --> dIn
/ren/ -->re:n /rem/ --> rem
/vil/ --> vE:l /val/ --> vEl
/del/ --> dE: /dej/ --> dej

A simple solution in this case would be to add these words to the system lexicon, but
since this borders on hard-coding and seems a bit ad hoc, this has not been done.
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Swedish words that diverge from normal phonotax is another example that is of non-
rule-adaptive nature. As an example the word /allena/ (alone). The word /allena/
should, according to phonotactic rules, be transcribed with a short e-sound after the
double consonants, [alena], but is in fact pronounced with a long e-sound and should
thus be transcribed [ale:na].

Yet another situation occurs in some junctures between constituents of compound
words. A typical example is /ingd/ (be part of) with the two constituents /in/ and /g&/

where the juncture [ng] appears. If treated as one lexeme, the transcription according
to the rules will be [INo:] instead of the correct [Ingo:] Out of the total 596 erroneous
words, 157, or 26,3 % are compound words.

In a text as extensive as Text no. 2, (Sjovall & Wahl6o 1969) consisting of 10222
words, some words occur more frequently than others. A group of words has a
significantly higher occurence rate than others. These are, with no. of occurence in
brackets; /och/ (490), /han/ (275), /det/ (221), /pa/ (216), /i/ (207), /var/ (166), /en/
(163), /att/ (155), /sa/ (153), /inte/ (130), /som/ (129), /hade/ (121), /den/ (115), /sig/
(115), /for/, (105).

By far the most frequent word in this text is the conjunction /och/ (and), followed by
five pronouns, one determiner and the infinitive marker /att/. Out of these 15 most
frequent words, 10 are correctly transcribed, and 5 have some error in the
transcription. This gives a hint that if these 5 words were to be added to a small
lexicon, the overall performance would significantly improve.

5.2 To be solved

Some of the problems encountered during the work were expected from the start of
the project. Such problems include proper names and names of places, which do not
always conform to general phonotactic rules. The only solution to this seems to be the
use of a lexicon. Another problem are xenophones, or foreign speech sounds as
defined in Lindstrom & Eklund (1999 a; 1999 b). A xenophone, in their definition, is
a foreign phoneme not included in normal phonotax of a language. Examples of such
speech sounds are very common as they appear, for example, in names of foreign
persons and places. As there is not yet a fixed convention for how these foreign names
and words should be pronounced in Swedish, rules that apply to these can not be
formulated. An example of this is /James/ which could be transcribed either as [jelms]
or [dZelmz] depending on personal preferences.

A general problem with orthographic text in Swedish is that it is in a sense
agglutinative or compounding. As a consequence of this, compound words are written
without blank spaces between the constituent words, i.e. one text-word can
correspond to many lexical items. This causes problems in the transcription rules with
letter combinations like /stj/ or /sk/ when they appear in the joint of such a noun. An
example could be a word pair like /héstjdvel/ - /polstjdrna/ (bloody horse) - (polar
star). Both words have the same pattern of letters (-stjd-) in the joint between the
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constituent words, but they should be transcribed differently, i.e. as respectively
[hEstj{:vel] and [pu:1S{:rna]. In other words - there is nothing in the letter pattern that
contains clues to the transcription.

The fourth and obvious problem concerns foreign words that appear, for example, as
quotations in a Swedish text. This is common both in technical literature and the
press. How should a text about music be transcribed if the Swedish text contains parts
of lyrics in English?

The problem with Swedish compound words being written as one text-word is a
troublesome fact that seems to demand some sort of word-parsing to fully come to
terms with. If the text was disambiguated and parsed to morpheme level before the
phonetic transcription, the problem with transcribing compound words would be
solved. One such parsing algorithm for Swedish is LexWare (Dura 1998) and deals
specifically with this problem.

It appears that some aspects of transcription will require a lexicon to avoid frequent
errors. The main function of such a lexicon would be to handle abbreviations and
acronyms, as these categories cannot be transcribed otherwise.

A lexicon will be needed to handle proper names, names of places, acronyms as these
do not follow general phonotactic rules. This lexicon can also include words that are
so unique in phonotax that one word demands its own transcription rule, i.e. the
conjunction /och/.

Another problem appears in Swedish texts containing foreign words or phrases. This
is very common in manuals and technical texts of different kinds, as well as in the
form of quoted passages in texts of different kinds. To fully cope with this, a
language-identification module needs to be integrated into the system. Such modules
exist, and are possible to integrate into a system like this.

29



Niklas Torstensson - 2002

6. Discussion and future work

The goal for this project has been to create knowledge-based rules and a working
algorithm for the transcription of Swedish orthographic text into some phonetic
representation, which is suitable for further computation. The level of correctness
aimed for has been an 80-85 % correct transcription rate at word-level and 95 % at
phoneme level. This expectation is based on earlier research for other languages
(Bernstein & Pisoni 1980).

It has proved possible to create a system for Swedish phonetic transcription that meets
these initial criteria, - at phoneme level even a bit better than expected. However, for a
system to perform better than this, some sort of complementary action will have to be
taken. With the rule-based approach as a foundation, and parsing of the ortographic
input-text down to word-level, the troublesome situation with compound words is
avoided, thus theoretically decreasing the error-rate by 20 %.

6.1 Discussion

In comparison to other similar systems, the one described here has both its advantages
and disadvantages. The first notable advantage is that it is a substantially smaller, and
consequently faster working system than others in the same field. In rule-based
approaches, the number of rules vary from system to system, but typically range from
500 up to about 4000. In the domain of GP-conversions for French, the language-
specific problems, of course, differ from Swedish, but other problems tend to be
identical. These involve heterophonous homographs, phonological ambiguities,
abbreviations, proper names and numbers (Boula de Mareiiil et al. 1998). The most
widely proposed solution to this is to include an exceptions-lexicon in the system.
With this done, eight similar systems were evaluated by Boula de Mareiiil et al. with
respect to the systems’ performance at phoneme level, performance for specific words
(proper names, acronyms and numbers) and language-specific problems. The
systems’ performance on phoneme level proved to be in the area of 94,9 to 99,6 %
correctness.

A similar system based on a finite state method including GP-conversion rules is
described in Bouma (2000), where the system is designed for GP-conversion of
Dutch. This Dutch system also works similarly to the one described in this paper up to
a point, but is extended with a learning algorithm to aid rule-developing. The actual
rules are designed to have a target grapheme with a left- and a right-context. The
context frame is two graphemes long, as opposed to the three-grapheme frame used in
this project. This is for language-specific reasons and for differences between
Swedish and Dutch phonotax.

The performance for the Dutch system is high, with results at phoneme-level between
93.6 to 99,0 % correctness, and at word-level between 60,6 and 92,6 % correctness.
The best result is achieved by inducing 2221 rules. The conversion process using this
system is computer-intensive, probably due to a combination of the number of rules
and to the fact that the system is implemented in Prolog. The best result run on 40.000
words took 603 minutes of CPU-time. This gives a rate of 1.1 transcribed words /
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second. The system described in this thesis was clocked transcribing 10.222 words in
7 minutes, which gives a transcription rate of 24.3 words / second. Transcription
speed not being the only criteria for a successful system design, it still has to be taken
into consideration when evaluating the performance of a system.

Other implemented solutions to TTS-systems include syntactic parsing of the text, as
in the French FipsVox system (Goldman et al 2001). The GP-module solution in this
system is based on a lexical database used by a syntactic analyzer and a rule-based
expert system for out-of-lexicon words. The lexicon contains 200,000 transcribed
words, with some additional information regarding semantic features and frequency.

The functionality of the rule-part of the system is based on left- and right-context, and
it consists of about 700 rules. The rules are selected according to the graphemic
sequence and graphemic context as well as syntactic context. This module also deals
with the usual concerns of numerals, acronyms and proper names, using different
forms of pre-processing. Though no explicit performance data are given by the
authors, they admit that what is most troublesome to cope with are lexical ambiguities
and in particular heterophoneous homographs.

A GP-solution along the same lines as the one described here is to be found in the
Australian MU-Talk TTS-system developed at Macquarie University, Sydney
(http://www.ling.mq.edu.au/~rmannell/sIp807/mu_talk/index.shtml). The GP-module
included in the TTS-system is developed around a lexical database containing the
5000 most frequent English words, and the most important exceptions to the GP-rules.
Apart from this lexicon, the module has been augmented with a suffix stripper and a
set of grapheme-to-phoneme rules (Mannell & Clark 1987). The suffix-stripper works
as a small root-level parser, to match words against the lexicon. All out-of-lexicon
words are transcribed using the GP-rules. The system performs at 85 % correct on
out-of-lexicon words, i.e. where transcription is done by rules, and 98.46 % correct on
overall word-level for the whole system with the lexicon in use.

Many of the difficulties in the field of grapheme-to-phoneme conversion tend to be
language-independent rather than language-specific. In literature and scientific papers
from different language areas, the same obstacles tend to show up. These concern, as
aforementioned, abbreviations, acronyms, heterophonous homographs, proper names
and numerals. The system presented in this paper does not solve these problems better
or worse than other systems referred to. It performs with about the same results as the
other systems reffered to, but does this with a small number of rules, and much less
need for computational power.

Another conclusion to draw from this project is that for a system to perform close to
100 %, some sort of lexicon is necessary. By adding the most frequent words in the
test-text to a lexicon, the accuracy will improve significantly using only a small
system lexicon. Also included in this lexicon should be words so specific that they
demand a rule of their own to be transcribed (c.f. Mannell 1987). This is to be seen in
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contrast to the statistical methods, utilizing very large lexica and no, or very few,
transcription rules.

6.2 Future work

There are several ideas that could be subjects for further research along the same lines
as this project. One such idea is to incorporate the existing system with a parser, like
the one mentioned earlier in section 5.2, to parse the orthographic text down to word-
level, and by this avoid some problems with the Swedish way of writing compound
words without white space between the constituents.

To enhance the functionality of this system a lexicon could be added to cope with the
already mentioned difficulties, such as abbreviations, acronyms, proper names and
names of places. This could also be extended to cover the more frequent foreign
words appearing in Swedish texts. This lexicon should by no means be compared to
the huge lexica used in statistical approaches to this problem, but rather be a small,
specific lexicon aimed at the above mentioned problems.

To be able to handle texts containing numbers written as numerals larger than 10 and
transcribe these phonetically, a special parser will be needed. An idea is to build this
similar to the system for text-parsing. To achieve this a small lexicon for numbers
from O to 19, even tens, hundreds, thousands etc. could be combined with the same
type of stepping algorithm as for the text parser.

The system suggested here is not perfect, and there is still work and improvements to
be made along the lines proposed. However, it shows promising results and should be
easily extended to incorporate such improvements. Even if this is not the end of the
overall project, or even the beginning of the end, at least it is the end of the beginning.
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Web pages
All links checked April, 2002.
Bell Labs

http://www.bell-labs.com/project/tts/tts-overview.html

EuroWordNet

http://www.hum.uva.nl/~ewn/

Haskins Labs
http://www.haskins.yale.edu/

International Phonetic Association - IPA

http://www2.arts.gla.ac.uk/IPA/ipa.html

KTH

http://www.speech.kth.se/
MIT

http://www.sls.lcs.mit.edu/sls/research/
MU-Talk

http://www .ling.mq.edu.au/~rmannell/slp807/mu_talk/index.shtml

SAMPA - (Speech Assessment Methods Phonetic Alphabet) machine-readable phonetic alphabet

http://www.phon.ucl.ac.uk/home/sampa/home.htm

SAMPA for Swedish

http://www.phon.ucl.ac.uk/home/sampa/swedish.htm

Wolfgang von Kempelen's and the subsequent speaking machines

http://www.ling.su.se/staff/hartmut/kemplne.htm

WordNet — An electronic lexical database

http://www.cogsci.princeton.edu/~wn/w3wn.html

X-SAMPA, the extension of SAMPA

http://www.phon.ucl.ac.uk/home/sampa/x-sampa.htm
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Appendix 1 - The rule database (RDB)

10 ti:@ lex 10

2 tvo: lex 2

3 tre: lex 3

4 fyrra lex 4

5 fem lex 5

6 seks  lex 6

7 S}: lex 7

8 Ota lex 8

9 ni:@ lex 9

a A: Vv % a KX(X=a)% 80 2 0 skapa

a A Vv Ki a K 70 2 0 dam

a a \ % a X(X=Cc)X(X=K)% 90 3 0 fére /ck/

a a Vv %X(X=$)K a % 85 3 0 efter
dubbelkons.

a a Vv I a 60 3 0 finalt

a A: \Y %, a X(X=r) 80 2 0 har

a A: \Y %, a X(X=nV(*IX(X=K); 70 2, Ovarit

a a \Y% % a % 5 3 0 GEN.

a a \' % a KX(X=$)% 100 3 0 fore
dubbelkons.

a A \Y %X(X=K), a X(X=9)% 95 2. Obhar

av Av lex av

b b K % b % buss

bb b bi-graph % b %

o s K *c 5 precis

o k K *c 70 pommac

c s K c X(X=V)* 100 cykel

c k K c  X(X!=k)% 90 clark
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cofserlnsgon]_procanlprod roscon Jnsolpamaolia] e
cc ks bi-graph % cc % accelerera
ch C bi-graph ch X(X=i)% 0 chips

ch S bi-graph ch % 0 chef

ch S bi-graph % ch % kliché

ck k bi-graph % ck % hacka
cka ka tri-graph %, cka % efter /ck/
d d K d

dd d bi-graph *dd (%

dj dj bi-graph *d 100 adjektiv

dj ] bi-graph d - 90 djur

e { \" % e X(X=rX(X=n% 96 2 0 herr

e e \ %, e X(X=K) 70 2 1len

e @ \'% e i5 3 1 pojke

e e \ % e KX(X=K)% 80 2 1 hett

e e: \ % e KX(X=V)% 79 1 1 leta

e e: \Y K e K 100 1 1 vet

e e \ %! e X(X=C)X(X=k)% 83 2 1 \veckla

e e Vv % e % 5 2 1 allmén...
e e \Y % e KX(X=$)% 95 2 1 hett

e e \Y YX(X=$)K e % 94 2 1 yllefilt

e e Vv X(X=b), e ** 90 /be/-prefix
é e: \Y %, € % 1 1 idéer

ee ee bi-graph %, ee % overseende
f f K f

ff f bi-graph ff (%

g j K *X(X=r), g 50 arg

g j K g V(*<2)% 95 goéra

g g K *X(XIn), g 40 stig

g j K g X(X=eld|aly|i)% 100 ge

g g K g X(X=o|n|a|a|l|r)% 100 gav

g g K % g9 % 5 allman...
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(oraph|sampa]Categony| precontphon| Postcont [index|FroBackfuito]  Expl. |
K % g 90 gul

g g V(*,>=2)%

9 9 bi-graph o9 %

gi gi bi-graph g

gi j bi-graph g " gjuta
gn Nn bi-graph *ogn % regna
h h K h

hj i bi-graph hj % hjarta
i i Vv Koi 0 3vik

i [ \Y %, i KX(X=K)X(X=V)% 80 1 3 vinter
[ [ Vv Y%, 1 % 0 3

[ [ v % i KX(X=$)% 100 1 3 sill

i i v %, i KX(X=V)% 0 3sil

i [ v %X(X=V)K| i KX(X=V)% 90 1 3 narkotika
i [ \Y % i X(X=c)X(X=k)% 1 3 nicka
i [ v %, i X(X=K) 1 3 varit

j j K j

k k K %, kK % 10 kaffe
k C K k  X(X=y)% 90 kyckling
k C \Y k  X(X=8)% 100 kansla
k k K Ik 80 ask

I I K I

lj j bi-graph j % ljus

Il I bi-graph % kalle
m m K m

mm m bi-graph *mm %

n n K n

ng N bi-graph *ng % sang
nk Nk bi-graph *nk % bank
nn n bi-graph o %

0 U \ % 0 KX(X=K)% 90 2 3 ost
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GraphiSAMPA|Category ‘ _ Postcont “‘
o O \Y % 0 % om

0 O \ % 0 X(X=m) 95 2 2.som
o) 0] \ % 0 X(X=rX(X=1)% 94 2 2 korta
0 0O \Y % 0 X(X=C)X(X=k)% 100 2 2 |locka
o) (0] Vv % 0 KX(X=$)% 100 2 2 brott
0 0: Vv %X(X=k)| o [* 7 3 3 kol

o u v %X(X=$)KI 0o % 98 2, 3fyllo
0 u: \ % o K 99 3 3 sol

0 u: \ * 0 100 bro
och Ok lex och och
p p K p pil
PP P bi-graph P %
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