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Abstract

Glaucoma is an optic neuropathy characterised by irreparable damage in the form of gradual
vision loss. As one of the leading causes of blindness worldwide, research into preventative
healthcare such as accessible, early-stage screening mechanisms is rapidly growing in
importance. Automated deep learning methods integrated with retinal fundus image datasets
hold promise however balancing model capacity against calibration and resource constraints
remains a major challenge within digital healthcare.

This study systematically evaluated trade-offs between diagnostic performance, structural
complexity and clinical calibration across convolutional neural networks (CNNs) to identify
optimal frameworks for mobile health glaucoma screening. Five distinct architectures-
EfficientNet B0, EfficientNet-B7, Efficient-V2-M, VGG16, and ResNet50- were optimised across a
hyperparameter grid search using the REFUGE2 dataset and results evaluated were based on the
optimal configuration for each architecture.

Due to the dataset’s class imbalance (80% healthy), clinical viability was evaluated at the standard
0.5 decision boundary using F1 Score and classifier decision-boundary calibration was profiled
using confidence strip plots. Continuous prediction probabilities from unseen test sets were
extracted for each architecture to calculate Receiver Operator Characteristic (ROC) curves.
Structural parameter weights were mapped against diagnostic performance to outline the
experimental efficiency frontier.

The study revealed that while high-capacity networks like EfficientNet-B7 (~64M parameters)
can achieve isolated, peak theoretical metrics (highest AUC=0.8556), they can fall short at the
clinical decision boundary (F1 Score = 0.5674).

Conversely, the highly compact EfficientNet-BO (~4M parameters), established a superior
efficiency frontier and delivered a predictable, stable performance consisting of AUC=0.837, the
highest overall F1 Score (0.643), and B0 yielded more polarised, confident predictions with a low
False Positive Rate of ~5.3%. VGG16 and ResNet50 delivered poor performances despite
increased parameter count compared to the lean, EfficientNet-B0 model with smeared predictions
across the decision boundary, demonstrating higher diagnostic uncertainty.

This study demonstrates that architectural scale does not guarantee clinical reliability on finite
and specialised, biological datasets. Out of the evaluated models, EfficientNet-B0 is established as
the definitive choice for clinical translation into low-resource settings due to its compact
parameter profile and highly confident calibration.



Popular scientific summary

Glaucoma is an eye disease that affects millions worldwide. Its effects are permanent because
glaucoma is the gradual destruction of the optic nerve - the biological cable connecting the eye
(retina) to the brain. This nerve transports the visual input the eye gathers and sends it to the
brain which processes it and understands what the eye is seeing. When this cable is damaged the
body’s ability to process visual information decreases, leading to the vision loss associated with
glaucoma. As these nerve fibres do not regrow, this damage cannot be undone. The part of the
eyeball where the nerve connects is called the optic disc and as the nerve is damaged the shape of
this disc changes. There are many types of glaucoma recognised now with varying risk factors and
degrees of severity. The two biggest problems are that 1) It is irreversible, meaning once affected,
there is no current treatment or cure to make it better again, and 2) It has a slow, creeping effect
beginning with the peripheral (side) vision meaning most do not realise that they have it until a
substantial amount of their vision is gone.

Slow progression means the early stages seemingly have no symptoms and even when patients
are having regular check-ups, it will progress until they notice their vision declining. Because the
shape of the optic disc changes so gradually, it is also hard for opticians to notice in eye exams
until a significant change has occurred which is often too late. Most diagnostic methods rely on
imaging of the retina and blood vessels in and around the eye, as well as clinical examinations.
Right now, much of this is done using expensive, specialised hospital equipment and a trained
optician. For this reason, research has turned to artificial intelligence (Al) to help analyse images
and data to check for patterns that the human eye might miss early on.

For Al to detect glaucoma, computers need to be taught how to ‘see’. Most human brains know
what a dog looks like because they have seen dogs thousands of times over time and learned their
features. A trained optician knows the signs for glaucoma because they have seen similar
symptoms in many different patients and have learned the signs from the eye exams. Al works in
a similar way using something called a convolutional neural network (CNN). It acts as a digital
sliding window to scan over an image and pick out subtle features and clues to what the image
could be. Training Al requires millions of images and specific medical images can be hard to come
by, so a method called transfer learning is usually used. The Al is first trained on a large, publicly
available image database of everyday objects, and then fine-tuned on a smaller, more specific set
of images relevant to the task. For this study, the CNNs were retrained on a medical image dataset
of the back of the eyes (fundus photographs). The CNNs sliding window scanned over these
images to learn details such as the shape of the optic disc and the pattern of the blood vessels in
healthy and glaucoma patients to distinguish between the two.

Many CNNs are complex and require a large amount of computational power, and many
healthcare settings like hospitals or clinics do not have computers with the required hardware to
run the CNNs efficiently. For this reason, this study looks to compare five different CNN models
by their computational cost and diagnostic accuracy to help healthcare providers with their
decision to invest in costly systems to run large models at a higher efficiency. It also seeks to see
whether smaller models can be as accurate as some of the larger models as this could lead to
further research into mobile deployment in communities with less resources. If successful,
widespread use of CNNs to analyse fundus images could significantly increase early detection of
glaucoma and save millions of people’s eyesight before it is too late.
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Introduction

Glaucoma

Retinal diseases such as glaucoma are a global issue, with many being progressive and
irreversible. Glaucoma is an optic neuropathy which does irreparable damage to the optic nerve
with risk factors such as heightened intraocular pressure (I0P) and/or loss of blood flow (Asrani
et al,, 2024; Casson et al,, 2012). It is one of the leading causes of blindness worldwide, with the
number of affected people assumed to be much higher than reported due to its early
asymptomatic nature. The damage reduces nerve fibres, gradually changing the appearance and
function of the optic nerve, or optic disc (Dietze et al., 2026). Within the optic disc there is the
optic cup which enlarges when the surrounding nerves atrophy, leading to irreversible vision loss.
These alterations can be seen with fundus imaging or retinography. Gradual onset is often painless
and because of the asymptomatic progression it goes undetected until advanced stages of
development (Flaxman et al., 2017; Diaz-Pinto et al., 2019).

Glaucoma refers to not just one but a group of diseases of the eye. Early studies defined two types,
acute congestive and simple non-congestive, before drainage angles were recognised and further
defined glaucoma as narrow, open or closed (Barkan, 1938). Nowadays glaucoma is defined by
major types: primary angle-closure glaucoma (PACG), primary open-angle glaucoma (POAG),
secondary glaucoma and congenital glaucoma (Johnson & Brubaker, 1986) Normal-tension
glaucoma (NTG) is deemed as an open-angle type with the IOP still presenting in the normal range
(Lee et al, 1998) and is a complex syndrome with a variety of proposed pathophysiological
concepts as potential causes (Killer & Pircher, 2018; Leung & Tham, 2022). There have been
several studies showing the varying proportions of NTG within POAG from 30% in Italy (Bonomi
et al,, 1998) to as high as 92.3% in Japan (Iwase et al,, 2004), which means the definition of
‘normality’ for IOP is being reconsidered by many.

Diagnosis

Traditional methods of detection often rely on diagnostic measures such as retinal fundus imaging
to look at the optic disc, blood vessels and macula. These measures are observer-dependent
interpretations and other clinical examinations include visual field testing (VF) and optical
coherence tomography (OCT) (Li et al., 2018). Studying the results of these reports is highly
subjective, especially in early development when it is most crucial to diagnose, and with the
number of affected individuals forecast to rise to 111.8 million in 2040 (Tham et al.,, 2014) there
is increasing pressure to advance both screening and diagnostic techniques (K et al., 2023; Alayén
etal, 2023).Some advanced techniques such as OCT give cross-sectional images of the retina with
high resolution compared to fundus photographs. These provide high diagnostic accuracy but are
costly and less accessible, motivating fundus-based automated screening using architectures such
as convolutional neural networks for scalable glaucoma detection.

Convolutional Neural Networks

Modern deep learning started with the perceptron, a simple mathematical concept created to
mimic biological neurons and their connectivity patterns. Its primary purpose is to classify input
data into one of two classes based on a learned decision boundary (Harman & Kulkarni, 2011).
This became the foundational groundwork for training algorithms and neural network models.
Simple models were refined over time into artificial neural networks (ANNs), an evolution that
enabled the finding of complex patterns in grid-like labelled data. General uses for deep learning
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today vary widely and common examples include translation and speech to text software (Ilgaz et
al.,, 2024).

However, standard neural networks struggle with images because they don’t understand the grid
structure of a photo, leading to the development of Convolutional Neural Networks (CNNs). These
introduced the convolutional layer, which acted as a sliding window that scanned the image and
picked out features across the matrix such as edges, textures, and shapes.

The general CNN architecture consists of three main layers, the convolutional layer, the pooling
layer and the fully connected layer. This can be seen visually in Figure 1. The first and second
layers work together extracting features from the input dataset, after which the third layer
classifies the extracted features with specific labels. The final output is a vector of length N
(number of classifiers) with each classifier assigned a certainty value representing the likelihood
of representation. The classifier with the highest certainty is selected to be the prediction for the
image. The top 5 error rate is a metric that represents the percentage of images in the top 5
predictions with an incorrect label.

Fully
Connected
Convolution , O
Input Pooling __..- O
i O
O
. O

\ J\ )
Y Y

Feature Extraction Classification

Figure 1. Visual Representation of a Simple Convolutional Neural Network Architecture
(Vivek Bhagat 2022)

The first widely accepted CNN was LeNet-5, named as such due to its 5 layers- 2 convolutional and
3 fully connected, and was used by banks to identify the hand-written numbers on cheques when
digitised (Lecun et al,, 1998). The field further expanded when AlexNet outperformed others by
significantly reducing the top 5 error on the ImageNet dataset (Krizhevsky et al., 2012). These
developments established CNNs as effective for image analysis and recognition tasks. The
network was deeper, stacking more convolutional layers and implementing rectified linear units
(ReLUs) for the first time. The architectures that followed AlexNet were GoogLeNet/Inception
modules (Szegedy et al., 2015), VGGNet (Simonyan & Zisserman, 2015), and ResNet (Residual
Networks)(He et al., 2015) which each advanced the capacity, efficiency and then ResNet brought
the top 5 error rate down even further. These architectural advances form the basis of many
modern CNN-based approaches in medical image analysis, where differences in depth, parameter
efficiency, and feature reuse can significantly influence performance on tasks involving
anatomical structures, such as retinal fundus imaging.

While early CNN architectures primarily increased representational capacity by stacking
additional convolutional layers, later designs have introduced other distinct strategies to address
limitations associated with depth and computational cost. VGG-based models achieve strong
performance through deep stacks of small convolutional kernels. This enables hierarchical feature
extraction but at the expense of many other parameters and significantly increased memory
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requirements (Simonyan & Zisserman, 2015). Residual networks such as ResNet50 introduced
skip connections that allow gradients to propagate through deep networks with increased
effectiveness, lessening vanishing gradient problems during backpropagation, and allowing for
deeper architectures without performance degradation (He et al, 2015). More recent
architectures including the EfficientNet family adopt a compound scaling strategy that improves
parameter efficiency while maintaining representational power. They do this by optimising
network depth, width, and input resolution all together (Tan & Le, 2020). These different designs
influence how models capture multi-scale structural information in retinal fundus images and
may lead to variations in classification performance and computational efficiency when applied
to glaucoma detection tasks.

Real-world applications for convolutional neural networks are growing all the time and span
multiple industries and disciplines including healthcare, automotive, manufacturing and security.

Within ophthalmic imaging research, CNNs are applied to retinal fundus photography for
glaucoma-related data analysis such as optic disc and cup segmentation, cup-to-disc ratio
estimates and image level classification (Alsohemi & Dardouri, 2025, Diaz-Pinto et al.,, 2019).
These tasks rely on detection of subtle variations within the retina so changes in architectural
characteristics can significantly affect the model performance. This is particularly relevant in the
context of medical imaging where annotated datasets are limited, and image quality varies widely.

Image Datasets

Large image datasets have multiple types, many of which are publicly accessible. Those relevant
to glaucoma research can be divided into glaucoma-focused, multimodal and OCT-centric, and
general large retinal datasets. Many are now intended for research using deep learning
technologies (Camara et al., 2022; Kiefer et al., 2023). Table 1 shows the most relevant datasets to
current glaucoma research. Among these datasets, REFUGE2 was selected for this study due to its
balanced size, standardised annotations and suitability for controlled benchmarking of glaucoma
classification models.

Table 1. Notable Large Image Datasets Relevant to Glaucoma Research.

Image Dataset Type of Dataset Year Released Number of Images
REFUGE Glaucoma-focused 2020 1200

REFUGE2 Glaucoma-focused 2022 2000

AIROGS Glaucoma-screening specific 2024 113,000

G1020 Glaucoma-focused 2020 1020

ACRIMA Glaucoma-focused 2019 705

RIM-ONE Glaucoma-focused 2011 485

RIGA Glaucoma-structure specific 2018 750

Drishti-GS /-GS1 Glaucoma-focused 2014 101




The Drishti database is part of seven public fundus image data sets published with manual
annotations for glaucoma-relevant structures by the University of Groningen to facilitate
automatic glaucoma detection (J. Guo et al., 2019). The other six are: CHASEDB, Diaretdb1_v_1_1,
DRINSHTI, DRIONS-DB, DRIVE, HRF, and Messidor. Other notable multimodal and OCT-centric
datasets are Harvard Glaucoma Fairness, Harvard-GF (Luo et al., 2024) which looks at retinal
nerve fibre layer thickness (RNFLT) and 3D OCT scans, and GAMMA (Wu et al., 2023) which
combines both OCT scans and fundus imaging with grading and segmentation information.

Transfer Learning and Previous Studies

Many CNNs are pre-trained on large, readily available datasets for example, ImageNet, and
subsequently fine-tuned for domain-specific tasks such as glaucomatous fundal imaging in the
medical field (Simonyan & Zisserman, 2015). This approach enables models to re-use learned low-
and mid-level visual representations and adapt to task-specific anatomical features (Diaz-Pinto et
al, 2019). This ability to be repurposed with a more intentional dataset is valuable within the
medical field where dataset sizes vary drastically depending on resources, cost of annotations,
patient availability and privacy. Studies have shown that CNNs initialised with pretrained weights
from ImageNet outperform those trained from scratch and fine-tuning improves classification
accuracy for small datasets (Shin et al., 2016;Tajbakhsh et al., 2016). This has led to ImageNet-
based transfer learning becoming a standard within the medical field for image analysis. Within
glaucoma research, several studies have adopted this paradigm. (Orlando et al., 2020) and Gémez-
Valverde et al., 2019 applied the VGG16 architecture for glaucoma detection and optic disc and
cup segmentation, achieving high accuracy and establishing a strong, commonly referenced
baseline for fundal imaging tasks. Other studies have used and compared architectures such as
MobileNet and ResNet50 to balance performance with computational efficiency (Diaz-Pinto et al.,
2019).

Recent developments have seen the introduction of the EfficientNet family of CNNs, offering
improved parameter efficiency through compound scaling. Comparative analyses of these
architectures remain limited in the context of glaucoma-related fundus imaging (Simonyan &
Zisserman, 2015; (Alsohemi & Dardouri, 2025). This gap motivates this study to evaluate and
compare multiple CNN architectures using the same REFUGE2 dataset and evaluation metrics.

Aim

The aim of this study was to systematically compare the performances of established classic and
modern CNN architectures to systematically evaluate the trade-offs between diagnostic accuracy,
computational efficiency and stability in automated glaucoma detection. This study will
benchmark VGG16, ResNet-50, and selected EfficientNet variants (B7/B0/V2M) to identify
architectures that achieve the highest diagnostic performance using transfer learning in PyTorch
on the REFUGE2 retinal fundus image dataset. This research is vital in contributing to the
development of scalable Al tools for use in early glaucoma screening in healthcare settings, both
high-resource and community-based, to reduce preventable vision loss.



Materials and Methods

Dataset

The dataset used in this study was the REFUGE2 (Fang et al.,, 2022) , which consists of colour
retinal fundus images for automated glaucoma classification with a total image count of 2,000.
1,200 of the images correspond to those originally released as part of REFUGE1, and the other 800
are the new additions. The images contain annotations for glaucoma classification, optic disc/cup
segmentation and fovea localisation and all are available for download through the challenge
website (https://refuge.grand-challenge.org). The full dataset was split into a training set,
validation set and test set as shown in Table 2 and a fixed random seed was applied to
approximate the reproducibility in the training results.

Table 2. Image Data Split of the REFUGE2 Dataset. GC - Glaucoma.

Data Split Number of Images Percentage of Dataset source
GC Non-GC  Total total data (%)

Training 120 1080 1200 60 REFUGE1

Validation 80 320 400 20 REFUGE2

Test 80 320 400 20 REFUGE2

Model Architectures and Training
The study implemented five varying CNN architectures (see Table 3) for glaucoma detection in
the images taken from the REFUGE2 dataset.

Table 3. The CNN Architectures Implemented and their Key Features. Parameter counts and layer depths
represent the finalised binary classification models following the removal of their original ImageNet
classification heads.

Architecture No. of No. of No. of Model Study Value
Convolutions Trainable Parameters Category
Layers
VGG16 13 16 ~14.7M Baseline Tests if simple 3x3 convolutions

are more stable

ResNet-50 49 175 ~23.5M Residual Evaluates if ‘skip connections’
preserve subtle optic nerve
features through deeper layers

EfficientNet- 18 237 ~4M Efficient Tests if losing parameters
BO strongly affects performance
EfficientNet- 42 480 ~52.8M Fused- Evaluates impact of fused
V2-M Efficient MBConv layers
EfficientNet- 16 813 ~63.7M High-Cap  Establishes the ‘ceiling’ of
B7 performance at high

computational cost.

The models were initialised using ImageNet pretrained weights and the workflow was conducted
in Python (v3.12.13) with PyTorch (v2.11.0) and CUDA (v12.8).
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To ensure a fair and controlled comparison between architectures with different depths and
parameter counts, all models were trained using a standardised dataset split (Table 2) and
consistent augmentation parameters shown in Table 4 below. The models were trained for a
maximum of 50 epochs, with early stopping applied based on validation performance. This was
chosen to prevent overfitting, ensuring the training across networks was consistent and used
identical batch sizes and loss functions. Hyperparameter tuning and dual early stopping were
applied based on the validation set derived from the training to prevent overfitting. In the first
phase early stopping patience was set to 5, and in the second, fine-tuning phase it was set to 3.
The test set was kept hidden and not used at any stage of training, hyperparameter tuning, or
model optimisation. This ensured the testimages did not influence the development of the models.

To optimise computational efficiency, a data-loading pipeline was implemented using an in-
memory caching mechanism to pre-process and store images as standardised arrays. All images
were rescaled to a uniform 512x512 pixels to preserve localised features such as neuro-retinal
boundaries. Random augmentations were applied during training to increase the variability of the
training set images (Table 4). These were resampled each epoch independently, ensuring the
model was shown varied versions of the images over time. These different perspectives included
horizontal and vertical flips, random rotation, colour jitter, and greyscale conversion.

Table 4. Hyperparameters and Augmentation Parameters Used During Training. Those marked with * were
resampled each epoch independently. Dropout rate and batch size values, marked with A, cycled through
the values listed during the grid search.

Parameter Values
dropout_rate [0.15,0.3] A
batch_size [8,16] A
learning_rate le-4
finetune_learning_rate le-5
image input_size 512x512
max_epochs 50
patience [5, 3]
brightness_delta* 0.1
contrast_delta* 0.1
zoom_factor* 0.1
rotation_factor* 0.05

To isolate and fairly evaluate the core feature extraction capabilities of each architecture, the
default classification heads of all models were removed and replaced by a standardised head, seen
in Figure 2. This head utilised Adaptive Average Pooling to calculate the average value of the
feature grid for each architecture, compressing the spatial patterns and converting the 2D image
matrix into a 1D vector (Figure 2). This was followed by 1D batch normalisation to stabilise the
feature distributions and a dynamic dropout layer (p=0.15 or p=0.30) to prevent feature co-
adaptation; when neurons become dependent on each other to detect a pattern instead of learning
the features independently. Final diagnostic predictions were generated via a single linear layer
with a Sigmoid activation function to output a continuous probability. This significantly reduced
parameter counts across architectures (e.g, reducing VGG16 from its traditional 138M
parameters to ~14.7M) to enable a more direct comparison of core feature-extraction backbones
of models like VGG16 against the more modern residual and compound-scaled networks of the
EfficientNet family.
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Figure 2. Standardised Classification Head Pipeline for Glaucoma Diagnosis. The flowchart illustrates how
the custom head processes images to generate the final diagnostic prediction.

Fine Tuning Protocol

Multi-stage fine-tuning was employed to adapt pre-trained ImageNet weights to glaucoma-
specific features. Each model was initially trained with all convolutional layers frozen, followed
by unfreezing a limited number of upper layers to enable task-specific adaptation. The number of
unfrozen layers was selected proportionally to the depth of each architecture to account for the
varying depths. The ratio was set to 10% for all but EfficientNetB7, which was limited to 5% due
to its significantly higher parameter density. These subsets of the upper layers were unfrozen and
retrained on the REFUGE2 dataset to allow the models to learn more glaucoma-specific retinal
features.

The experimental framework was automated using a nested loop structure that iterated through
combinations defined in table 4 as a grid search. For each experimental ID (exp0-3) the system
executed a full training and evaluation cycle for every architecture ensuring the models were
exposed to identical training conditions and augmentation. To prevent hardware bottlenecks
from the high computational demand, a GPU memory management protocol was implemented
with CUDA cache clearing between model iterations.

Diagnostic Evaluation

To evaluate and compare the diagnostic performance of the optimised architectures, both
threshold-dependent and independent analysis was implemented. For threshold-dependent
analysis, continuous output probabilities generated by the classifier’s final Sigmoid layer were
binarized using a standardised classification threshold of 0.5. The primary metrics to assess
screening efficiency were Accuracy, Sensitivity (True Positive Rate, TPR), Specificity (True
Negative Rate, TNR), and F1 Score, calculated using the following standard equations:

Sensitivity (TPR) = TP+—F1V



Specificity (TNR) =

TN + FP
Accuracy = TP+TN _ TP+TN
TP+TN+FP +FN P+ N
Precison = L
TP+ FP
Recall = L
TP+ FN
F1 Score — precision * recall

precision + recall

Where TP, TN, FP and FN represent the counts of True Positive, True Negatives, False Positives,
and False Negatives, respectively. P and N are used for the actual number of positive and negative
cases. False positive rate (FPR) is calculated as 1 - Specificity.

No Information Rate (NIR) was calculated as follows:

N
P+N’'P+N

No Information Rate = max (

)

As the test dataset exhibits a class imbalance, the NIR was calculated to establish a baseline
accuracy. To evaluate beyond this majority-class baseline, F1 score was prioritised to evaluate
how well the models diagnosed the rarer glaucoma cases.

Diagnostic stability was assessed using the Area Under the Curve (AUC) of the Receiver Operator
Characteristic (ROC) curve. The AUC measures the probability that a randomly chosen positive
case (glaucoma) will be ranked higher by the classifier than a randomly chosen negative case
(healthy). Rather than aggregating outputs across multiple experimental iterations, the final ROC
curve and corresponding test AUC for each architecture were constructed from the optimal
hyperparameter configuration runs for each architecture. Computational efficiency i.e., how well
each model performed relative to its computational cost, was evaluated by plotting the structural
capacity of each architecture (parameter count) against diagnostic performance (test AUC) of the
optimal hyperparameter configuration for each architecture.

Finally, to assess the clinical reliability and diagnostic calibration of these optimal models, the
continuous prediction probabilities generated for the test set were visualised using confidence
strip plots. This analysis evaluated the density and distribution of the optimal configurations’
predictions relative to the 0.5 decision threshold, illustrating not only the binary classification
accuracy but also the degree of confidence with which each architecture separated positive from
negative cases.



Results

The optimal hyperparameter configurations for each architecture are presented in table 5 along
with the total number of parameters used after replacing the classification head. EfficientNet-B0
and B7 shared the same optimal configuration of experiment ID Exp3 with a batch size of 16 and
dropout rate of 0.30, despite having a significant difference of ~60M in total parameters.
EfficientNet-V2-M and VGG16 also shared the same optimal configuration of ExpO with both a
smaller batch size of 8 and a dropout rate of 0.15. These two models also have a large difference
of ~38M parameters. ResNet50 was alone with its optimal configuration shown to be in Exp1 with
a batch size of 8 with a higher dropout rate of 0.30.

Table 5. Optimal Hyperparameter Configurations and Model Size. Experimental ID consisted of Exp 0, Exp
1, Exp 2 and Exp 3.

Architecture Experiment Batch Dropout Learning Fine-Tune Total

ID Size Rate Rate LR Parameters
(LR)

Efficientnet- Exp 3 16 0.30 1x107-4 1 x 10”5 4,011,389
BO
Efficientnet- Exp 3 16 0.30 1x107-4 1x107-5 63,794,641
B7
Efficientnet_ Exp 0 8 0.15 1x107-4 1x107-5 52,862,197
v2_m
VGG16 Exp 0 8 0.15 1x107-4 1x107-5 14,716,225
Resnet50 Exp 1 8 0.30 1x107-4 1x10”-5 23,514,177

The training and validation loss trajectories (Binary Cross-Entropy) for the optimal
hyperparameter configuration of each architecture are presented in Figure 3. These convergence
plots show a consistent downward trend in training loss that is fairly smooth across all
architectures. VGG16 is the only model to have a temporary spike occur at 15 epochs after which
the training loss continues down relatively smoothly until early stopping occurs around 20
epochs. The other 4 models all show mostly uninterrupted downward training loss curves with
early stopping occuring roughly around 40 epochs for each.

The validation loss curves show higher diversity in trends between models. EfficientNet-V2-M and
VGG16 show the most stable validation loss trajectories beginning with a steep downward curve
which plateaus out around epoch 10 and remains closer to the training loss line for the rest of the
run. EfficientNet-BO and B7 have validation loss curves which also begin with a steep decent to a
minimum loss of ~0.4 around 10-15 epochs however they then begin to gradually climb again
even as training continues to decrease towards 0.2. ResNet50 exhibited the most instability,
beginning with a validation loss descent for around 5 epochs before seperating from the training
loss curve and becoming unstable. Its validation curve climbed steadily after epoch 5 until epoch
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20, after which it became highly volatile and elevated, shown as multiple spikes in Figure 3, for
the remainder of the training cycle.
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Figure 3. Convergence Trajectories for the optimal run of each architecture. BCE- Binary Cross-Entropy.

ROC curves were plotted (Figure 4) using the unseen test set to visualise the relationship between
sensitivity (TPR) and specificity (FPR) for the five optimal hyperparameter configurations for
each architecture. Figure 4 plots the sensitivity against the specificity with the AUC as the primary
metric of diagnostic performance.

EfficientNet-B7 and B0 were the top diagnostic performers. B7 was the overall strongest by AUC,
achieving an AUC of 0.856, with B0 close behind with an AUC of 0.837. However, examining the
curve at the 10% FPR threshold, EfficientNet-BO achieves a higher sensitivity of 0.64 when
compared to B7’s 0.54, meaning at 10% FPR B7 is much closer in sensitivity to V2-M than it is BO.

EfficientNet-V2-M performed moderately well (AUC=0.796) exhibiting a stable curve close to
reaching 0.8 but still failing to match the other EfficientNet models in discriminitive power. VGG16
(AUC=0.775) and ResNet50 (AUC=0.731) performed the poorest with the lowest AUC scores and
weakest discriminitive abilities as at the 10% FPR mark both models identified less than 50% of
the true glaucoma cases lying much closer to the random classifier line.

The specific performance metrics for each architecture at the standard 0.5 decision threshold are
detailed in Table 6. The class imbalance exhibited in the test set means the No Information Rate
was calculated to be 0.80. Resnet50 achieved a seemingly acceptable accuracy of 0.795 and an
impressive specificity (0.903), but a poor sensitivity of 0.363 meant almost 2/3 of true glaucoma
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cases were missed by the model despite its accuracy being near-baseline. Using F1 score,
EfficientNet-BO achieved the highest (0.643), balancing both sensitivity (0.575) and specificity
(0.947) with an FPR of just 5.3%. While B7 achieved the highest AUC, its F1 score (0.568) falls
short due to its low sensitivity (0.500).

1.0_ i . 11 1 r. §

True Positive Rate

Architectures
EfficientNet-BO (exp3) (AUC = 0.8368)
EfficientNet-B7 (exp3) (AUC = 0.8556)
Efficient-V2-M (exp0) (AUC = 0.7963)
ResNet50 (expl) (AUC = 0.7305)
VGG16 (exp0) (AUC = 0.7745)

==+ Random Classifier

ARAR

‘ T T T 1
0.0 0.2 0.4 0.6 0.8 1.0

False Positive Rate

Figure 4. Receiver Operator Characteristic (ROC) curve Comparison of the optimal hyperparameter
configuration for each architecture. The dashed diagonal line represents the performance threshold of a
random classifier (AUC=0.5).

Table 6. Specific Performance Metrics for each Architecture's Optimal Run. Bolded values indicate the
highest of that column.

Architecture Experiment Test Accuracy Sensitivity Specificity F1

ID AUC (Overall) Score
EfficientNet- exp3 0.8556 0.8475 0.5000 0.9344 0.5674
B7
EfficientNet- exp3 0.8368 0.8725 0.5750 0.9469 0.6434
BO
Efficient-V2-  exp0 0.7962  0.8000 0.6875 0.8281 0.5789
M
VGG16 exp0 0.7745  0.8100 0.4750 0.8938 0.5000
ResNet50 expl 0.7305 0.7950 0.3625 0.9031 0.4143
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The continuous prediction probabilities generated for the hidden test set by the optimal
configuration of each architecture are visualised in Figure 5. These strip plots display the
distribution and density of the final Sigmoid outputs relative to the 0.5 decision boundary.
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Figure 5. Diagnostic Calibration via Confidence Strips (Optimal Confidence Strips) demonstrating the
continuous prediction probabilities of the five optimal hyperparameter configurations.

The probability distribution with the least polarisation is that of ResNet50 with a significant
volume of its ouput probabilites for both the positive and the negative classes being distributed
across the central probability space and crossing the 0.5 decision boundary. The positive
(glaucoma) probabilities appear to cluster more densely around the decision boundary rather
than separating toward the 0.0 or 1.0 limits. The negative (healthy) probabilities are gathered
more below the 0.5 decision boundary than the positive distributions are, but still do not seem to
cluster around the 0.0 limit. VGG16 displays a slightly stronger polarisation of negative
probabilities towards the 0.0 limit whereas its positive probabilities are more widely spread with
some of them extending below into the <0.5 range and some extending more towards the 1.0 limit.

EfficientNet-V2-M positions a large volume of positive predictions above the 0.5 threshold,
clustering towards 1.0, with the densest positive cluster near 1.0, aligning with its sensitivity.
However, its negative probability distributions is much wider with a notable density of healthy
cases extending up into the >0.5 probability range.

EfficientNet-B0 and B7 show the strongest polarisation of outputs towards both extremes of the
scale and for both architectures the negative test cases are densely clustered near 0.0 while the
positive cases group more towards 1.0. EfficientNet-B0 exhibits fewer total predictions near the
0.5 threshold compared to EfficientNet-B7, resulting in BO having a cleaner visual separation of
classes across the central boundary. Overall, among the five architectures, EfficientNet-BO
displays the most distinct separation of both positive and negative class predictions at the
extremes of the probability scale.
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To evaluate computational size relative to diagnostic performance, the test AUC from the optimal
hyperparameter configuration of each architecture was plotted against its total parameter count

(Figure 6). The resulting scatterplot visualises the architectural efficiciency for the evaluated
models.

EfficientNet-B7 achieved the highest absolute AUC score (~0.856) but required the largest
parameter footprint of ~64M parameters. In contrast, EfficientNet-B0 had the smallest parameter
footprint of ~4M parameters and achieved a competitive AUC score of 0.837. EfficientNet-V2-M
recorded an AUC score of 0.796 with a higher parameter count of ~52.9M parameters.

The older architectures, VGG16 and ResNet50, demonstrated lower optimal performances with
AUC scores of 0.775 and ~0.731 respectively, despite both being models larger than EfficientNet-
B0 at around 3.5 and just under 6 times the parameter count (~14.7M and 23.5M).
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Figure 6. Scatterplot Mapping Diagnostic Performance against Structural Complexity. This efficiency

comparison of architectures is based on Test Area Under the Curve (AUC) and structural capacity (total
parameter count). Individual runs are colour-coded by architecture.
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Discussion

This study used the binary classification of glaucoma from retinal fundus images to evaluate and
compare the performances of five different convolutional neural network architectures. Each
model demonstrated a distinct performance based on varied metrics. Model selection and clinical
viability were evaluated based on a combination of threshold-dependent diagnostic metrics,
prediction calibration, and computational efficiency.

From the five models tested, EfficientNet-BO emerged as the optimal architecture for real-world
clinical deployment. While high-capacity networks like EfficientNet-B7 demonstrated the highest
threshold-independent discriminative capacity (test AUC 0.856), this did not translate to the best
performance at a practical decision boundary. Due to the natural class imbalance of the REFUGE2
dataset (No Information Rate= 0.80), overall accuracy can be inflated by high specificity, and AUC
can mask difficulties in minority-class detection (Imani et al., 2026). When evaluated using the F1
Score, EfficientNet-B0 achieved the highest performance (0.643) compared to B7 (0.567) as F1
Score strictly penalises missed true glaucoma cases.

The results of this study align competitively with existing literature using the REFUGE and
REFUGE2 benchmarks. In the foundational REFUGE challenge evaluation, Orlando et al., 2020
demonstrated that deep learning models could achieve AUC scores ranging from 0.85 to over 0.95,
with top-ranked automated systems outperforming independent human clinical expert. Similarly,
in an independent evaluation using the REFUGE dataset as a test cohort, (Hemelings et al., 2021)
reported a glaucoma classification AUC of 0.87 using standard convolutional neural networks. The
peak threshold-independent performances achieved in this study like the test AUCs of 0.856 by
EfficientNet-B7 and 0.837 by EfficientNet-BO fall into the same diagnostic range. Top-ranking
teams in the official REFUGE2 challenge (Fang et al., 2022) report marginally higher peak AUCs
however these frameworks rely on computationally heavy, multi-model ensembles or multi-task
learning architectures that simultaneously train on optic disc segmentation masks. For example,
Wang et al,, 2024 achieved near-perfect diagnostic metrics using the REFUGE dataset but required
the deployment of massive, multi-model ensemble networks. Independent research explicitly
demonstrates that multi-task frameworks leverage localised segmentation similarities to achieve
significantly higher AUCs than baseline networks trained for single-task glaucoma
classification(Pascal et al., 2022).

To contrast, the performance achieved in this study was generated by single, standalone
classification networks. That the highly compact EfficientNet-BO (~4M parameters) achieved a
test AUC of 0.837 using only image-level labels validates the thesis of this study that advanced
compound-scaled architectures can rival the diagnostic power of large ensembles or heavy legacy
networks with a fraction of the computational footprint.

Clinical screening environments often necessitate stringent operational thresholds, such as 10%
false positive rate (FPR). FPR is often set at a 10% threshold in clinical environments to prioritise
sensitivity and prevent an influx of false positives that take resources away from the true positives
Fan etal., 2022; Majid et al,, 2025. At this 10% FPR threshold, EfficientNet-B0 achieved a superior
sensitivity of ~0.64 compared to B7’s ~0.54, indicating the leaner, compound-scaled network of
EfficientNet-B0 has a greater robustness for specialised medical screening (X. Zhang et al., 2024).

Large models like EfficientNetB7 (~64M parameters) show here that bigger is not always better
universally when training on specialised and finite image datasets. Their size means they have
excess representational capacity, which is a positive on much larger datasets. However, on those
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smaller such as REFUGE-2, this can make the model highly sensitive to hyperparameter tuning
adjustments and initialisation states and prone to learning ungeneralisable artifacts (Varoquaux
& Colliot, 2023).

The generalisation gap is what is referred to as the drop in metrics like AUC between the
validation and unseen test set. This shift is common when transitioning to test sets due to
variations in systems or clinical site protocols (C. Zhang et al., 2017). Most networks are also
expected to perform poorer on the unseen test set due to variation in image quality, visual noise
and label inconsistencies (Shi et al.,, 2024), however, larger models especially can have a tendency
to overlearn the training and validation set leading to decision boundaries latching onto visual
noise and artifacts within the image creating more false alarms (Boyd et al, 2024), like
EfficientNet-V2-M’s cluster of positive predictions for negative cases (Figure 5). Since the
REFUGE-2 dataset is only comprised of a homogenous group of Chinese patients it suggests
ethnicity and pigment variation was not one of the major variations in this test set, placing the
burden of generalisability entirely on the architectures’ ability to process variations in localised
structural markers and image capture quality.

Visual and label noise can reduce the generalisation gap and is one of the limitations of medical
datasets as annotations are time-consuming and resource intensive (Shi et al., 2024). Often these
datasets either do not have labels, or have low-quality annotations, and methods to combat this
include employing multiple experts to check labels for improved accuracy and consistency, and
using denoising methods (Ashraf et al., 2022;Wang et al., 2020.). Image quality is also a problem
in traditional methods due to the wide range of equipment in use and is the reason why a thorough
pre-processing and image augmentation process is used in this study to increase the models’
ability to accurately identify the hidden test set images despite any variations.

Calibration

While threshold-independent metrics such as AUC provide an overview of discriminative
capacity, they can mask internal classifier defects that can affect real-world clinical suitability
(Imani et al, 2026). To look closer at the diagnostic decisiveness of the models, continuous
prediction probability distributions of the hidden test set were examined (Figure 5). As with most
clinical screening datasets, REFUGE-2 has a higher proportion of healthy images than pathological
(negative-majority). A traditionally safe classifier displays a highly polarised distribution, densely
packing healthy predictions towards 0.0 to avoid false alarms.

Both EfficientNet-B7 and B0 in exp3, and VGG16 in exp0, exhibited this distribution in the negative
range with dense clusters toward 0.0 demonstrating these models successfully mapped the retinal
structural features of normal tissue, such as healthy optic cup-to-disc ratios, and confidently
dismiss healthy tissue with high computational certainty. EfficientNet-BO exhibited fewer total
predictions near the 0.5 threshold compared to B7, resulting in a slightly cleaner separation of
classes across the central boundary. The low-density distributions of the glaucoma cases in both
architectures reflect the lack of training images as well as the gradual transition of glaucoma
through subtle structural changes as the models are less confident in clustering borderline cases.

The intermediate models displayed varying degrees of calibration. EfficientNet-V2-M had a more
polarised distribution of positive cases than it did negative cases, with a dense cluster near 1.0.
This indicates high confidence in identifying diseased cases due to its higher sensitivity (0.6875),
despite the imbalance in the training set. Its negative probability distribution was much wider
meaning it identified a notable proportion of healthy cases as being glaucoma.
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ResNet50 exhibited a slight calibration collapse with its positive cases clustered around and under
the 0.5 decision boundary, into the negative range instead of clustering around 1.0. Its negative
cases are clustered toward the 0.0 limit however the model’s inability to identify the majority of
positive cases mean that the model would fail to detect most glaucoma cases during screening,
leading to patients going unnoticed for longer without proper care.

Guo et al, 2017 established calibration frameworks that can trace this collapse to the
manifestation of diagnostic uncertainty and decision boundary distortion during layer
optimisation. From a health screening perspective, the clinical consequences of this collapse
would not lead to unsustainable false-alarm rates or unnecessary referrals to secondary
healthcare practices that already suffer from this (Fernandes et al., 2020), but could instead cause
more harm to patients with early stages of glaucoma that go undetected leading to severe
symptoms.

Efficiency

The evaluation of computational efficiency against model complexity was done to transition the
analysis from simply diagnostic metrics to real world constraints of deployment. To map this
relationship, a scatter matrix was created plotting the hidden test AUC from the optimal
hyperparameter configurations against the model parameter counts across a standardised linear
scale (Figure 3). This distribution outlines the Pareto frontier, balancing two important metrics
for the best trade-off in performance and computational cost. This isolates models with a
maximised diagnostic performance while minimising resource consumption.

EfficientNet-BO occupies the leftmost section of the plot with a high AUC (0.837) while only
consisting of ~4M parameters, the lowest of all five studied networks. Its efficient performance is
supported by Berke Erdas & Arslan, 2024, showing EfficientNet has consistent performance
across classes. The efficiency can be directly attributed to the compound scaling principles laid
out by (Tan & Le, 2020), which scale depth, width, and input resolution uniformly. Compound-
scaled convolutions are adept at extracting localised biological markers such as the structural
variations in optic cup-to-disc ratios, without a large parameter bloat. This efficiency suggests B0
is the model best suited for real, clinical support in resource-constrained settings, and it could
have potential for deployment on mobile health hardware without sacrificing diagnostic safety.

EfficientNet-V2-M and B7 both occupy the right side as the models with the highest parameter
count, with B7 establishing the absolute upper boundary of diagnostic power in exp3 with an AUC
of 0.8556. Their AUC values however, come at a much higher cost with the complexity of their
parameters. Its high AUC suggests B7 may be a good choice for clinical work in a healthcare setting
that has the resources for a dedicated GPU to handle the model’s computational power, provided
optimal parameters are used to ensure the model does not fail.

VGG16 and ResNet50 make up the legacy networks that both fall below the efficiency frontier.
They occupy the middle ground in parameter count but have much lower AUC values with even
their top runs scoring below the three EfficientNet models, creating a poorly optimised ‘valley’ in
the centre of the distribution. Despite having three to five times the parameter counts of the
compact EfficientNet-B0 network, these architectures delivered far inferior performances based
on test AUC, as well as having the two lowest F1 scores of the five architectures at 0.50 and 0.414,
respectively. This inefficiency aligns with research showing that older, deep-stacking layers and
rigid residual blocks allocate large blocks of trainable weights to redundant feature channels. On
smaller, specialised biological image datasets, the excessive features accelerate overfitting
causing performance to drop when hyperparameter conditions vary suggesting sensitivity to
initialisation or a lower capability to generalise.
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Transitional Readiness

One of the main objectives of this study was to compare models and observe how they can be
moved out of experimental frameworks and into public health screening. EfficientNet-BO0 is the
definitive candidate for real-world deployment based on the metrics observed over the study.
Public health environments value predictable baseline stability under hardware constraints over
volatile, isolated peak performances. EfficientNet-BO achieves a highly competitive AUC, and its
sensitivity of ~0.64 at 10% FPR indicates it correctly identifies ~2/3 true glaucoma cases under
clinical conditions. While sensitivity alone is not sufficient for a definitive, standalone diagnostic
tool, it is valuable as a first-line automated triage system. Within global ophthalmic care,
particularly in settings where patients may not otherwise receive screening, capturing 64% of
positive cases provides a clinical advantage that could streamline the workflow of over-burdened
specialists.

Operational stability is critical when looking at potential within mobile health and point-of-care
screening devices and physical limitations are introduced. Executing complex CNNs on smaller,
portable devices introduces physical memory and cache restraints. Deep, legacy networks such as
VGG16 and ResNet50 would exhaust hardware resources without offering optimal diagnostic
performance and leave parameter bloat and low diagnostic security. In contrast, BO’s low
parameter footprint with stable, high performance, suggests a potential to comply with hardware
restrictions even on standard smartphone processors. These comparisons make EfficientNet-BO
the most robust and practical model when balancing diagnostic accuracy with computational
efficiency due to its optimal balance of high accuracy and minimal parameter count.

This lean computational profile is important when recognising socioeconomic barriers within
global ophthalmic care. Ophthalmology Al suffers in low-resource screening environments as
specialised and expensive GPU infrastructure in inaccessible to rural or underfunded clinics. High
bandwidth cloud connections can also be unavailable or unreliable. These restrictions highlight
the importance of these compact, efficient tools that are lightweight without sacrificing diagnostic
performance.

Mobile Health

The integration of mobile health into routine clinical practice redefines traditional healthcare
workflows, shifting from a passive patient reception to an active self-management model (Su et
al,, 2025). Digital health platforms aim to empower patients by providing streamlined access to
remote consultations, medication tracking and biometric monitoring. This increased autonomy is
important for decentralised management of chronic conditions like glaucoma, allowing
individuals to engage in preventative models. However, this transition introduces distinct
challenges regarding patient safety and structural compatibility with existing health systems.
Unlike centralised protocols where professionals collect and directly verify diagnostic measures,
mobile health structures rely on patients or caregivers to capture and upload their own health
data. This introduces other risk such as variations in data quality, the absence of physical
assessments and the vulnerability of patients with lower digital literacy levels. Mobile health
shows promise however, integration with existing systems is important and moving away from
in-person assessments should not be done without full understanding of the potential
consequences within the current healthcare systems in place.
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Limitations and Strengths

The empirical findings demonstrated that model size does not scale linearly with diagnostic
reliability on smaller, biomedical datasets. Specifically, the high-capacity architecture
EfficientNet-B7 achieved an isolated AUC performance peak but exhibited optimisation volatility
suggesting careful hyperparameter tuning is needed to be used effectively. In contrast, the
compact EfficientNet-BO established a better efficiency and delivered a high-performing
framework (Test AUC of 0.837, F1 Score of 0.643) optimised for clinical translation.

The methodology is further limited by its unimodal approach, using only 2D static fundus images.
Glaucoma is inherently characterised by 3D topographical changes in the optic nerve and
therefore the absence of optical coherence tomography (OCT) cross-sections restricts the models’
access to critical depth information. While confidence strips evaluated diagnostic certainty, the
study also lacks spatial interpretability.

Another constraint of this work stems from the homogeneity of the training data demographic.
The REFUGE2 benchmark cohort is comprised entirely of images from Chinese populations. In
modern, non-homogenous societies, a reliable public algorithm must remain robust across
patients from diverse backgrounds.

Conclusions

In conclusion, this study demonstrates that when deploying deep learning for automated
glaucoma screening on specialised biomedical datasets, architectural size does not strictly
correlate with clinical viability. While high-capacity models like EfficientNet-B7 yield peak
theoretical metrics, they suffer from parameter bloat, hyperparameter volatility, and clinical
calibration instability. By contrast, EfficientNet-BO emerged as the optimal architecture,
establishing the Pareto efficiency frontier by balancing robust minority-class detection (highest
F1 Score) and highly polarised predictive confidence with a minimal computational footprint. This
lean architectural profile positions EfficientNet-B0 as a highly scalable, transitional tool suited for
deployment within mobile health platforms and resource-constrained environments, ultimately
contributing to the democratisation of early preventative ophthalmic glaucoma care.

Future Perspectives

While F1 Scores were utilised in this study to rigorously evaluate diagnostic performance under
the 80/20 class imbalance, the reliance on a single, static dataset remains a constraint. To further
validate the robustness of these findings, future studies must implement K-fold cross-validation
and evaluate the optimised architectures against distinct, multi-centre datasets.

In future, integrating explainable Al tools such as Gradient-weighted Class Activation Mapping
(GRAD-CAM) would visually confirm that the architectures are actively basing their predictions
on the neuro-retinal rim and optic-cup, rather than background artifacts.

Future research should prioritise multi-ethnic training and validation as variations in ethnicity
correspond to distinct physiological changes in fundus pigmentation and melanin density within
the retinal pigment epithelium (RPE) (Rajesh et al, 2025). These studies should evaluate
architectures against multi-ethnic datasets or use hidden test sets sourced form distinct ethnic
groups to audit how variations in pigmentation affect feature extraction and downstream
diagnostic generalisation. This is also relevant in the context of pigmentary glaucoma and could
be useful in expanding the research surrounding its pathology (Di Pippo et al., 2020).
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Another area of future research is the investigation into the sub-clinical diagnostic capabilities of
these models. In clinical settings, false positive rates (FPR) are heavily penalised to prevent
healthcare infrastructure from becoming overwhelmed with referrals. However, deep learning
networks extract nuanced, localised features that are overlooked during human visual inspection.
This aligns with the findings of (Fan et al., 2022) which observed that the false positive rates were
significantly higher in eyes that were initially diagnosed as healthy by human experts but
subsequently progressed to later stage glaucoma during follow-ups. This indicates that what a
standard label flags as a FP may represent the detection of early, sub-clinical glaucomatous
damage before it is able to be perceived by human clinicians. Future studies could implement
more long-term tracking protocols to determine whether well-calibrated models, such as the
EfficientNet-BO networks in this study, can serve as predictive tools as well as cross-sectional
classifiers (Madadi et al., 2024).

Ethical aspects, gender perspectives, and impact on the society

This study uses the REFUGE2 dataset, a publicly available retinal fundus database designed for
glaucoma assessment and released for research purposes. The main objective of this study is to
compare the performance of different convolutional neural network architectures under
experimental conditions so ethical considerations relate to the interpretation of results while
taking bias and data representation into account. All personal information was removed from the
images for privacy prior to public release and the original data collection was performed
according to the appropriate ethical standards of the Declaration of Helsinki. There is no direct
interaction with human participants for this study and no new patient data was collected. As there
is no detailed metadata on gender, age or other demographic characteristics, biases or imbalances
in the population representation cannot be evaluated and the dataset is limited in the conclusions
that can be drawn. Acknowledging these limitations restricts the conclusions to the architecture’s
performances instead of clinical effectiveness.

All models are trained and evaluated using identical data splits, preprocessing steps, and
evaluation metrics to ensure fairness and reproducibility. The work complies with the dataset’s
licensing terms of non-commercial academic research. The study is low risk as it only involves
secondary analysis of anonymised data, and no clinical decisions are made based on the output of
the models. Societal value is gained from the development of scalable Al screening tools to
contribute to earlier clinical intervention and reduce preventable vision loss.
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Appendix

AUC vs Model Size (Model Efficiency Comparison)
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Appendix Figure 1. Efficiency Comparison based on Validation AUC for all runs of each architecture.
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Appendix Figure II. Individual ROC curves for each run of each architecture based on the Validation
Set.
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Prediction Probability Distribution (Top 5 Models)
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Appendix Figure IIII. Predicted Probability Distribution of the Top 5 Model Performances. The five top
performing model runs (by validation AUC) are compared to visualise how the models are making the
prediction decision and with what certainty. The bars represent the confidence of the model predictions
in classifying images as healthy (0.0) or glaucomatous (1.0). The counts are normalised and plotted as
density against the prediction frequency.
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Appendix Figure III. Individual ROC Curves for each run of each architecture based on the test set.
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