UNIVERSITY
OF SKOVDE

An LLM-powered Chatbot
for Knowledge
Management in
Manufacturing Automation

Master’s degree Project in Virtual Project Realization
Second Cycle 30 credits

Spring Semester 2026

Student: Taylor Butler

Supervisor: Ludwig Mittermeier

Examiner: Amos Ng

e
>

=
O
p—
oF
D
L
—
oL
P

-




Abstract

Knowledge is a key strategic resource for organizations, and an organization’s ability to
successfully manage and transfer knowledge has a wide range of impacts on key
performance indicators. This study looked at how Elektroautomatik, a small Swedish
automation company could improve their knowledge management process through use
of generative Al. Prior to this study employees at Elektroautomatik used a OneNote
document (Kunskapsbank) to manage knowledge across various automation projects.

This study proposed solution in the form of an LLM-powered chatbot that utilized a
Neo4J GraphRAG database built off the Kunskapsbank document. An iterative design
and creation process was used to develop the chatbot first utilizing a RAG retrieval
model, then a GraphRAG with a monolingual query function for the chatbot, and finally
a bilingual query function that could search information in the GraphRAG in both
English and Swedish. Developing the RAG and GraphRAG required specialized data
generation and query handling processes as the Kunskapsbank document contained a
mix of information in a mixed media format of text, images, and tables, and was written
in both English and Swedish.

The chatbot was evaluated based on a set test questions and ground truths developed by
Elektroautomatik using the RAGAS metrics context precision, context recall, semantic
similarity, factual correctness, and faithfulness. The three methods, RAG, monolingual
GraphRAG query, and bilingual GraphRAG query were all evaluated, and the bilingual
GraphRAG query had the best performance overall. Through the development of this
LLM-powered chatbot the study was able to demonstrate how generative Al could be
used to develop a knowledge management system that could handle a mixed media and
bilingual knowledge dataset.

Future studies should focus on improving performance of Swedish language queries,
evaluating the system on a more robust set of test questions, and following up on user
testing evaluation after completing a full application. Additionally, the LLM-powered
chatbot knowledge management system developed in this thesis should be tested at other
manufacturing automation companies to verify results.

Keywords: Generative Al; Knowledge Management; Chatbots; Knowledge Management
Systems; Automation Manufacturing; RAG; GraphRAG; LLM
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1.1

1.2

Introduction

Background

Knowledge is a key strategic resource for organizations all over the world (Haug,
2026). How an organization manages, shares, and utilizes knowledge can have
a major impact on key performance indicators, like innovation. Fortune 500
companies lose an estimated $31.5 billion USD a year from failing to effectively
share knowledge, making effective knowledge management (KM) an incredibly
important topic both within research and the private sector.

To tackle the issues of KM, organizations attempt to develop knowledge
management systems (KMS). KMSs are information systems (IS) that support
individuals in sharing, applying, and creating knowledge in their organization.
These IS tools can take different forms, but the most popular form is a data
repository that allows users to store, create, and share business knowledge
across different employees and departments (Haug, 2026).

The rise of generative artificial intelligence (AI) and machine learning (ML)
technologies has led organizations to investigate how it can be utilized to
improve quality and efficiency in their work processes. Leading to the question
of how can Al be used for KM?

This study presents the creation of a KMS artefact that uses an LLM-powered
chatbot to help a medium sized Swedish automation company with KM.
Through the creation of this artefact the study demonstrates how to utilize Al
for KM in manufacturing automation organizations.

Elektroautomatik

Eletroautomatik is a medium sized company with over two hundred employees
located in Skovde, Sweden, which provides automation solutions to
manufacturing companies nationally and abroad. These automation solutions
include fully customized automated production processes that they build and
test in-house before installing at customer sites, and mobile robots such as
AGVs and AMRs. In addition to developing automation solutions, they also
provide aftermarket maintenance and support for their products, including
education/training materials for their customers.

Elektroautomatik develops automation solutions through individual projects
delivered to a variety of local, national, and international customers. The
company completes over one hundred automation projects a year. Across these
different projects there is overlap with similar parts, materials, equipment,
programming languages, and processes used to complete different projects.
This makes efficient knowledge transfer incredibly important for
Elektroautomatik as carrying over and utilizing knowledge gained from one
project to the next saves the company considerable time and resources.



Additionally, documenting and learning from mistakes made during projects
improves quality for the next project and prevents reoccurring mistakes.

To facilitate this knowledge transfer from project to project, the company
maintains a OneNote Kunskapsbank (Knowledge Bank) Document where
employees individually upload a variety of tacit and explicit knowledge such as
tutorials, process documentation, emails, and links to outside resources, like
supplier user manuals. Documents are vaguely organized by subjects, such as
IT tools, supplier, sensor programming, software etc. Additionally, the
documents often include a mix of media featuring text, spreadsheets, and
pictures. The language used in this Kunskapsbank document is a mix of English
and Swedish.

1.2.1 Kunskapsbank Usage by Employees at Elektroautomatik

A short survey was conducted at Elektroautomatik to understand how
employees currently utilize the company’s Kunskapsbank document for
knowledge management and knowledge transfer. Eleven employees responded
to the survey. As shown in figure 1 more than half of the respondents had been
working for the company for five years or less, while one respondent had worked
at the company for five to ten years, and the remaining three respondents had
worked at the company for over ten years. Of the employees surveyed over fifty
percent of employees used the Kunskapsbank document weekly, and another
twenty seven percent of employees reported using the document monthly.
Another eighteen percent of employees rarely used the document, shown in
figure 2. However, when asked what they were most likely to do first when
encountering a problem at work only one employ stated that they would
reference the Kunskapsbank document, with all other respondents preferring to
ask a colleague or attempt to solve the problem on their own.

s Less than 1 year
= 1to 5 years
= 5to0 10 years

Over 10 Years

9%

27%

Figure 1: Respondents' Years of Service at Elektroautomatik



Daily

= Weekly

= Monthly
43%

= Monthly
21%

| rarely use the Kunskapsbank
OneNote document

22%

Figure 2: Employees’ Usage Rate of the Kunskapsbank Document

In addition to collecting statistics on the usage of the Kunskapsbank document,
this survey also examined how employees felt about the document by asking
them to rank how much they agreed or disagreed with statements related to the
usability of the Kunskapsbank document on a scale from one to five with one
being disagree and five being agree. While employees surveyed were neutral on
their ability to find the information they needed in the Kunskapsbank
document, more than half of the employees surveyed disagreed with the
statement, “I am able to efficiently find information in the Kunskapsbank,” as
seen in figure 1. Additionally, employees either felt neutral or disagreed with the
statement, “The Kunskapsbank is easy to navigate,” shown in figure 2.
Additionally, employees also either disagreed or were neutral about statements
related to their ability to find the information they need in the Kunskapsbank
document and the relevancy of the information they were able to find, results of
these statements can be found in appendix A. Despite employees’ answers
indicating that they found the Kunskapsbank document difficult to navigate and
efficiently pull information from almost all the employees surveyed either
agreed with or were neutral about the statement, “When I first started at
Elektroautomatik the Kunskapsbank was a helpful tool/reference, shown in
figure 5. One employee even provided an additional comment at the end of the
survey stating, “I strongly believe that Kunskapsbanken is a great tool. But it is
hard to add information and find information.”

10



(&)}

N

Number of Respondents
N w

—_

0 I I I .
1 2 3 4

Disagree/Agree on a Scale from 110 5

Figure 3: “I am Able to Efficiently Find Information in the Kunskapsbank
Document,” employee responses on a scale from 1 to 5 where 1 is disagree
disagrees with the statement and 5 is agrees with the statement.
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Figure 4: “The Kunskapsbank is Easy to Navigate”, employee responses on a
scale from 1 to 5 where 1 is disagrees with the statement and 5 is agrees with the
statement.
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N w BN

Number of Respondents

-

1 2 3 4 5

Disagree/Agree on a Scale from 1 to 5

Figure 5: “When 1 first started at Elektroautomatik the Kunskapsbank was a
helpful tool/reference,” employee responses on a scale from 1 to 5 where 1 is
disagrees with the statement and five is agrees with the statement.

It was not possible to infer a correlation between an employee’s years at the
company and their likelihood of agreeing or disagreeing with statements related
to usability of the Kunskapsbank document from the survey results.
Additionally, it was also not possible to infer a correlation between an
employee’s usage rate of the document and their opinions on usability.
However, it should be noted that this survey was based on a small number of
responses, and that results should be further verified with a more robust follow-
up survey.

The results of this survey provide evidence that employees at Elektroautomatik
are regularly, weekly, or monthly, using the Kunskapsbank document for
knowledge management and transfer, and see the value in the tool for KM and
knowledge transfer. However, despite seeing value in the Kunskapsbank it also
proves to be an inefficient and difficult to navigate KMS limiting its effectiveness
for KM at the company. Inefficient and difficult KMSs are less likely to be used
long term by employees and cost the company time and money in lost
productivity. Ineffective KM can also lead to quality issues and workplace
mistakes. These noted issues with the Kunskapsbank document as a KMS/tool
for KM led Elektroautomatik to investigate how they could develop new KM
processes and tools that utilize AI to improve efficiency and usability.

Research Questions

The issue of knowledge transfer is not unique to Elektroautomatik. Companies
across the world struggle to efficiently maintain and fully utilize their knowledge

12



1.4

databases and invest millions of dollars into research and solutions to this
problem. Recent advancements in different AT and machine learning
technologies have created numerous tools to help companies and workers
complete their work more efficiently with improved quality leading to the
question, how can Al tools be utilized to improve knowledge management and
transfer?

This project aims to answer the question of how Al can be used in corporate
knowledge management by developing an LLM-powered chatbot for
Elektroautomatik that utilizes a GraphRAG database to answer employees’
work-related inquiries. The GraphRAG is built using Elektroautomatik’s
Kunskapsbank document to provide company specific technical knowledge to
the chatbot, and to improve the existing tools usability. Through the chatbot
employees can more efficiently use this existing knowledge management tool
for knowledge transfer.

The creation and implementation of this chatbot KMS shows proof of concept
for how genAl can be used to support technical knowledge management.
However, the process of creating this chatbot also generated additional research
questions which include:

1. Can an LLM chatbot utilizing a GraphRAG database improve knowledge
transfer within a company?
a. Will employees find this KMS preferable to more traditional
methods of knowledge management?

2. Will a GraphRAG retrieval method perform better for answering technical
subject matter questions related to automation manufacturing than the
traditional RAG retrieval method?

3. When knowledge databases contain information in multiple languages how
does a system ensure that user queries in one language return relevant
information in all languages?

Scope and Limitations

This thesis looks at how an LLM-powered chatbot KMS can be used to support
manufacturing automation. It focuses on manufacturing automation at
Elektroautomatik, an SME located in Skovde Sweden. The system utilized
Elektroautomatik’s existing KMS, which was created by employees at the
company and contained data in both English and Swedish. This thesis project
was conducted onsite at Elektroautomatik over the course of six months.
Through the creation of the chatbot KMS artefact this thesis aimed to
investigate whether a chatbot KMS could improve KM at Elektroautomatik,
compare RAG and GraphRAG retrieval methods, and develop a method for
handling data that contained both English and Swedish.

13



1.5

The results of this study were limited by small survey sample sizes due to a low
number of participants. Since both surveys conduced during this thesis were
completely anonymous it is impossible to verify if the initial respondents to the
first survey conducted at Elektroautomatik were the same employees who
participated in the user testing of the chatbot. The quantitative RAGAs
evaluation of the chatbot was limited by a lack of robust test questions. A set of
test questions were developed by employees at Elektroautomatik who provided
both the questions and expected answers to serve as ground truth. The
employee generated questions served as good starting point for evaluating the
chatbot, however, they asked simple factual retrieval questions such as what is
the password for this system or where can I find this tool in Robotstudios’ UI
and did not test the chatbots ability to answer more complex inferential
questions. Additionally, the chatbot developed within the timeframe of this
study was a working prototype not a fully functional application. It is also
important to note that this study was conducted at one Swedish SME using
their specific knowledge management documentation, so the findings of this
thesis cannot automatically be assumed to apply to other manufacturing
automation companies.

Organization of this Thesis

This thesis is organized into nine chapters. Chapter one is an introduction into
the topic of this thesis, the initial research questions, and an overview of
Elektroautomatik, the company where this thesis was conducted. Chapter two
is a frame of reference that provides the academic basis required to
understand the context and work of this thesis. Chapter three is relevant
research which gives an overview of recent relevant studies and literature used
in thesis. Chapter four discusses the methods and methodologies employed in
this thesis. Chapter five is an overview of the design and creation of this thesis’
LLM-powered chatbot artefact and explains how the chatbot works. Chapter
six is the system evaluation and results and presents a review of system using
RAGAs along with a second user survey conducted at Elektroautomatik.
Chapter seven is a discussion of the results presented in chapter six. Chapter
eight is the final conclusions of this thesis. Chapter nine is the list of references
used in this thesis.

14



2 Frame of Reference

2.1

Knowledge Management and Knowledge
Management Systems

Business Knowledge Management (KM) is a highly relevant topic in research
and knowledge is considered a key strategic resource for organizations across
all sizes and industries (Haug, 2026). Knowledge management refers to
identifying, leveraging, and organizing collective knowledge within an
organization. Fortune 500 companies lose an estimated $31.5 billion dollars a
year from failing to effectively share knowledge, and how companies
share/transfer knowledge is widely acknowledged as a crucial factor that
contributes to companies’ competitive advantage.

An organization and its employees possess two types of knowledge: tacit
knowledge and explicit knowledge. Tacit knowledge (TK) is the intangible
knowledge that people draw upon in action, but is difficult to express or share
in language, like driving a car or operating machinery (Barley, Treem and Kuhn,
2018; Hadjimichael and Tsoukas, 2019). Management researchers have linked
TK to organizational innovation and performance. Explicit knowledge is
information that is codified and shared in a material form, like a tutorial,
manual, or presentation. In management research tacit knowledge comes first
and explicit knowledge comes second, being generated by tacit knowledge.

There are two approaches to how tacit and explicit knowledge are shared within
organizations which includes codification and personalization. Codification
includes sharing knowledge by storing it in a data system, while personalization
shares knowledge through person-to-person contact (Haug, 2026).

One-way organizations deal with KM is through Knowledge Management
Systems (KMS), which are information systems (IS) that aid individuals in
knowledge creation, sharing, and applications in organizations. In the literature
KMS have three common applications which include, (1) the coding and sharing
of knowledge, (2) the creation of knowledge directories, and (3) the creation of
knowledge networks (Alavi and Leidner, 2001). KMSs can apply to both
codification and personalization knowledge sharing strategies.

When developing KMSs there is a need to evaluate their success and usefulness
for the organization. There are three different factors widely accepted in IS
literature for evaluating the success of an IS system, like a KMS, which includes:
(1) learning benefits from the knowledge, (2) costs of searching for relevant
knowledge, and (3) costs of knowledge transfer (Haug, 2026). When developing
a KMS and evaluating its success it is important to consider the tasks it supports,
for example a KMS is more likely to be successful when it supports a task that
requires a wide breadth of knowledge as opposed to tasks that require a narrow
field of knowledge. Additionally, a KMS needs to include an adequately
extensive database of knowledge to be useful to its userbase. After initial
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implementation KMSs also need to be maintained and updated regularly to
sustain their usefulness over time.

Artificial Intelligence, Machine Learning, and Deep
Learning

The birth of Artificial Intelligence began in the 1940s with the publication of the
science fiction short story Runaround by American author Isaac Asimov
(Haenlein and Kaplan, 2019). This short story is about a robot developed by two
engineers and focuses on the Three Laws of Robotics:

(1) a robot may not injure a human being or, through inaction,
allow a human being to come to harm; (2) a robot must obey
the orders given to it by human beings except where such
orders would conflict with the First Law; and (3) a robot must
protect its own existence as long as such protection does not
conflict with the First or Second Laws.

Generations of scientists in the fields of robotics, computer science, and Al
would be inspired by this story including Marvin Minsky, an American cognitive
scientist, who would go on to co-found the MIT Al laboratory.

At the same time Alan Turing, an English mathematician was working on
developing a machine that could break the Enigma code used by Germany in the
Second World War (Haenlein and Kaplan, 2019). This machine, The Bombe, is
generally considered the first working electro-mechanical computer and was
able to break the Enigma code, something that at the time most of the world’s
best human mathematicians believed to be impossible. Developing The Bombe
led Turing to begin thinking about the intelligence of such machines, and in
1950 he published the article, “Computing Machinery and Intelligence.” This
seminal article described how to create intelligent machines and more
importantly how to test their intelligence. The test proposed in this article posits
that if a human is interacting with another human and a machine and is unable
to distinguish the machine from the other human, then the machine can be
considered intelligent (Turing, 1950). Now known as the Turing test, this
method is still used as a benchmark today when testing the intelligence of
artificial systems. Shortly after Turning published this ground breaking paper,
the word, and academic discipline, Artificial Intelligence was coined (Haenlein
and Kaplan, 2019), when Marvin Minksy and John McCarthy hosted the
Dartmouth Summer Research Project on Artificial Intelligence in 1956.

But what was and is AI? One of the founders of the field, John McCarthy (2007)
defined Al as,

“The science and engineering of making intelligent machines,
especially intelligent computer programs. It is related to the
similar task of using computers to understand human
intelligence, but AI does not have to confine itself to methods
that are biologically observable.”
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Early examples of AI technology, developed following the Dartmouth
Conference, include the computer program ELIZA (Haenlein and Kaplan,
2019). A natural language processing tool, ELIZA could simulate human
conversation and was one of the first programs that was capable of attempting
to pass the Turing test (Weizenbaum, 1966). Other successful early Al programs
include the General Problem Solver developed by Herbert Simon, Cliff Shaw,
and Allen Newell, which could solve simple puzzles, and IBM’s Deep Blue, a
chess playing program, which beat world champion Gary Kasparov in 1997.

However, these early programs faced a problem; They failed to live up to
performance expectations largely due to how they approached replicating
human intelligence (Haenlein and Kaplan, 2019). All these programs were
Expert Systems, a type of program that formalizes human intelligence as a
collection of rules that are formatted into a top-down series of if-then
statements. While this worked exceptionally well for specific tasks, like playing
chess, it struggled to perform tasks that require the program or machine to
interpret external data, learn from that data, and then use those learnings to
reach specific goals like recognizing faces or labeling objects in an image. If
these programs could not flexibly adapt to changes in data or the environment
to achieve specific goals, could they truly be considered intelligent? This led
researchers to begin looking at other methods for developing intelligent
systems.

Machine Learning emerged from the fields of Control Science and Computer
Science (Fradkov, 2020), and provided a potential solution to the limitations of
early Al programs. Statistical methods for developing Al systems had been
proposed as early as the 1940s when Canadian psychologist Donald Hebb
developed Hebbian Learning theory which replicates the process of neurons in
the human brain. These statistical methods gave Al programs the ability to
reactively learn from training data, and perform tasks, like image labeling, that
previous Expert System programs had struggled with. In 1943 McCulloch and
Pitts proposed a neuron-based model that featured an input layer, a logical layer
representing an activation function, and an output layer (Ekundayo and
Ezugwu, 2025). According to Ekundayo O. and Ezugwu A., “this model served
as the foundational architecture for artificial neural networks (ANN).” However,
their model had limited applicability for linear problems. A notable variation of
this model was Rosenblatt’s “perceptron,” designed to recognize letters of the
alphabet. Along with these ANN models, other statistical methods were being
developed to create learning recognition systems that would become a part of
ML today, including deterministic methods where uncertainty was modeled as
an element of a bound set (Fradkov, 2020). This research would stagnate after
1969 when findings showed that computers at the time did not have sufficient
processing power to handle ANNs (Haenlein and Kaplan, 2019; Fradkov, 2020).

AT and ML began to make a comeback in popularity and support for research
increased after the success of Google’s AlphaGo, an artificial neural network
developed to play the board game Go, which was able to beat the human world
champion in 2015 (Haenlein and Kaplan, 2019). Go is significantly more
complicated than chess, and it was previously believed that a program would
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not be able to beat a human champion. Now we are living during an explosive
time of development for AI and ML. Today machine learning technology like
artificial neural networks form the basis for many applications referred to as Al.
However, while modern pop culture, news, and blogs aften use the two terms
interchangeable it is clear that while the two technologies share a conducted
history they are distinct fields of study. As Kristian Kersting said in her article
Machine Learning and Artificial Intelligence: Two Fellow Travelers on the Quest
for Intelligent Behavior in Machines, “these fields share the same fundamental
hypothesis: computation is a useful way to model intelligent behavior in
machines,” but they are not the same (2018, para. 1).

Large Language Models

Machines lack the ability to comprehend and communicate in human language,
thus a branch of AI research, Natural Language Processing (NLP), has
developed with the goal of giving machines the ability to process and
communicate with human language (Wang et al., 2024). While general AI and
ML technologies are focused on modeling human intelligence, NLPs are a
specific branch of AT and ML concerned with modeling human language. One
type of NLP is the Language Model (LM), which is a type of ML model used to
predict upcoming words in a sentence (Jurafsky and Martin, 2026). The first
language models were n-grams, and their mathematical foundation was
established by Andrey Markov in the early 20t century (Ghaseminejad Raeini,
2025). Other types of language models include statistical, rule-based,
information retrieval, vector space, neural network, transformer, and state
space.

The history of chatbots starts with ELIZA (Ghaseminejad Raeini, 2025), the
same program discussed in the previous section 2.2 as an example of early Al
technology. ELIZA was a rule-based language model that had a knowledge
database for answering questions based on keyword ranking. Following ELIZA,
rule-based chatbots systems were popular in research. One ML technology that
would become incredibly popular for developing large language models was the
artificial neural network.

Recurrent neural networks developed in the 1980s that were first used for
building language models (Ghaseminejad Raeini, 2025). However, these
models struggled with vanishing gradient bottle necks, and issues with
processing sequences with long-term dependencies. Long Short-Term Memory
(LSTM) networks developed in 1997, and Gated Recurrent Units developed in
2014, were both new models that could deal with the vanishing gradient issues
of earlier recurrent neural networks, however, as a result the LSTM networks
were more computationally expensive, and the GRUs struggled with long-term
dependencies in data (Hochreiter and Schmidhuber, 1997; Sutskever, Vinyals
and Le, 2014). Another major development in ANN language models includes
the sequence-to-sequence models (Seq2Seq) (Sutskever, Vinyals and Le, 2014).
This family of language models was primarily developed for machine translation
tasks to map a sequence in one domain to a proper sequence in another domain,
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and they commonly employ encoder-decoder architecture. However, Seq2Seq
are usually based on LSTMs or GRUs architectures, and the models can struggle
to absorb a sequence’s important information.

The need for models to focus on important information motivated researchers
to look for mechanisms that could be used to create models that could pay
attention to certain parts of a sequence. This would lead to the rise of attention-
based language models. In 2014 researchers developed a simple but genius
method of adding an attention mechanism to encoder-decoder architecture
(Bahdanau, Cho and Bengio, 2014; Ghaseminejad Raeini, 2025). The method
worked by encoding the relative importance of the elements in a sequence and
assigning it to each sequence as it was processed. This mechanism would go on
to be used in other architectures and significantly advance the field of ANNs and
NLPs.

In 2017 the paper All You Need is Attention was published, introducing the
Transformer Architecture (Vaswani et al., 2023). Based off the attention
mechanism developed by Bahdanau, Cho, and Bengio, this model replaced the
recurrent layers of popular encoder-decoder architectures with a self-attention
layer. These self-attention layers allowed the neural networks to mathematically
understand the relationship between different points in a database and
therefore understand the relationship between different words within a text.
This understanding allows the model to better interpret the meaning of words
in a text based on context.

Vaswani et al.’s Transformer Architecture has gone on to create the foundation
of the large language models that power some of the today’s most well-known
chatbots, including ChatGPT (Ghaseminejad Raeini, 2025). These large
language models are distinct from the earlier smaller language models of the
past century as they are built off datasets with millions to trillions of tokens
thanks to modern advancements in computer hardware like GPUs. From the
creation of the first chatbot, ELIZA in 1966, LLMs have emerged as a powerful
NLP tool with a plethora of real-world applications.
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3 Relevant Research

3.1

Use of Al in Knowledge Management Systems

While KMS have existed for many years, the recent popularity and development
of better performing GenAlI models shows Al can serve as a powerful tool with
applications in KMS that mitigate traditional challenges to knowledge
management and knowledge transfer. For example, Al deployment can be a key
enabler for process innovation, giving firms a competitive advantage. A study
from Standaert and Andries looked at the impact a firm’s level of AT deployment
had on process innovation and found that AI could be used to transfer tacit
knowledge between individuals without the need for interpersonal interaction
(2026). The authors also noted that AI does not suffer from human limitations
related to ability and motivation making it an especially effective driver for
knowledge transfer for firms that struggle with fostering effective cross-
functional collaboration, and that Al knowledge can be a tool to generate explicit
knowledge from tacit knowledge. However, Al is most successful when firms
deploy it at scale and integrate its use and functionality across the entire
organization, particularly in environments at the firm where there is a low level
of inter-personal interaction.

Anjum, Xu, and Makki found that for small and medium sized enterprises, like
Elektroautomatik, generative Al had a positive and significant association with
KM. According to the authors generative Al can help support knowledge
creation, storage, and retrieval processes, lessening the cognitive load of
employees (2026). However, it is important to note that this study also found
that high organizational support for Al initiatives could drive employees over
dependence on Al tool for work related tasks.

Several different studies have looked at the use of AI and generative models for
KMS. One such study explored the applications of implementing Al into KMS
specifically for developing energy systems involving renewable energy sources.
The KMS considered for this study was for decision evaluation and the study
determined that AI had four key roles in the system: personal intelligent
assistant, specialized intelligence, codification of knowledge, and discovering
unnoticed patterns (Buchatskaya et al.,, 2024). In a KMS AI should be
responsible for processing large arrays of information, establishing patterns and
making initial decisions, while a human being was required for verifying the
obtained decisions, demonstrating that one use for Al in KM is in aiding the
decision-making process through knowledge retrieval.

Nguyen et al. created an LLM-based Multi-Agent System designed to generate
concise and accurate summaries of software documentation (2026). The use of
a multi-agent system is utilized to deal with the limitations of single LLM, such
as poor performance for tasks requiring domain-specific expertise or complex
multi-step reasoning. This study was a follow up to previous work where the
authors developed Metagente, a multi-agent framework composed of four LLM-
based agents. These four agents interacted collaboratively utilizing a teacher-
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student model. Summaries generated by the Metagente framework were
evaluated using ROUGE (Recall-Oriented Understudy for Gisting Evaluation)
Scores, which is a metric for evaluating automatic summarization and machine
translation, but retires a ground truth text. The system iteratively refined a set
of prompts to produce the best prompt to use for generating the final summary.
Results from the study showed that when compared to other single LLM agents
Metagente achieved the strongest overall ROUGE performance and was less
prone to verbosity and off-topic content, offering an additional approach to
dealing with LLM limitations when handling tasks that require domain-specific
expertise like a KMS.

These studies provide examples of how LLMs, generative Al, and natural
language programing can be used to answer technical questions across multiple
domains. These studies offer different methods for dealing with the limitations
of LLMs when handling tasks that require domain-specific knowledge. While
these studies provide usages tasks outside of organization KM, many of their
findings can be applied to the development of KMS systems that utilize LLM
models. Additionally, these studies provide examples for how to evaluate the
performance of different LLM models that can be used in evaluating the KMS
artefact created in this study.

RAG and GraphRAG Retrieval Methods

Despite recent breakthroughs LLM models are still prone to limitations which
include biases and hallucinations. Bias in AI models can be caused by bias
within the dataset used to train the model (Ranjan, Gupta and Singh, 2024). If
the dataset is skewed or not fully representative of the material, this could lead
to a poorly trained model that has unreliable results. A hallucination is when an
LLM perceives a pattern or object that is nonexistent and generates an output
that is nonsensical or inaccurate. These hallucinations can often have negative
real-world consequences for users of LLM-powered Al such as spreading of
misinformation or a misdiagnosis in healthcare applications.

Hallucinations pose a serious risk to LLM applications particularly in real-world
applications where precision is critical, and these “hallucinations arise from
LLMs reliance on potentially outdated or domain general training data” (Dziri
et al., 2022; Barry et al., 2025). Introduced by Lewis et al. Retrieval Augmented
Generation (RAG) has be proposed as a solution to hallucinations, and as a way
to improve an LLM performance on domain specific information (2021). RAG
models use an input sequence to retrieve text documents and use them as
additional context when generating target sequences.

A study by Arslan, Munawar, and Cruz looked at use of RAG-LLMs for business
related information extraction (2024). In a case study the authors created a
Chatbot that utilized a RAG-LLM for information extraction in organizations,
and then measured the Chatbot's precision, recall, and accuracy based on
testing that used a manually curated dataset of 120 questions related to business
events. The Chatbot using the RAG and Llama2 model had a precision of eighty
nine percent, a recall of eighty four percent, and an accuracy of eighty five
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percent, demonstrating that the model was effective and efficient at
determining relevant information and able to consistently deliver accurate
results across all classifications. From this study the authors determined that
RAGS can be a powerful tool for information extraction (IE) in business
domains but noted that current literature lacks a comprehensive classification
of RAG with LLMs based on NLP tasks.

Limitations of LLMs, RAG, and GraphRAG for
Minority Languages

Elektroautomatik’s dataset presents an interesting challenge to research as it
contains information in both English and Swedish. While Elektroautomatik
could not provide exact data related to how much of their dataset is written in
each language from review during this study it is possible to make an estimate.
Close to one hundred percent of the user generated content in the
Kunskapsbank document appears to be in Swedish, while ninety percent of
documentation that comes from outside suppliers is in English. However, this
estimate is complicated by supplemental material employees choose to include
in their generated content. In this supplemental material text generated by
employees is almost always in Swedish, while the pictures, diagrams, tables, and
graphs the employees include in their documentation is in English because it
comes from tools, software, and equipment whose user interfaces are in English.
For example, an employee might have created a guide on how to modify settings
in ABB’s RobotStudio, while the text included in the guide will be in Swedish,
images the employee added to their guide highlighting how to navigate the
program will include English text as RobotStudio’s user interface is in English.

Selecting LLM models for multilingual applications can be difficult because
many available benchmarks for NLP models do not cover all applications,
particularly those in specific technical domains, like clinical, construction, or in
the case of this study automation manufacturing (Vakili, Hansson and
Henriksson, 2025; Choi et al., 2026). Additionally, a model’s high performance
on an English benchmark does not guarantee comparable results in other
languages, and LLMs can experience issues with cultural bias when performing
tasks in minority languages (Ranjan, Gupta and Singh, 2024). Though Swedish
benefits from its relationship to other Germanic languages in this aspect and
LLMs trained on English datasets have shown the ability to adapt answers to
Swedish cultural norms (Holmstréom, Kunz and Kuhlmann, 2023).

A major limitation for LLMs in minority language applications is the amount of
available training data (Holmstrom, Kunz and Kuhlmann, 2023). Substantial
amounts of data are required to train LLMs, and for minority languages building
a large enough dataset for adequate training is one of the biggest challenges,
especially when building models for technical datasets. As popular English
language models become increasingly large keeping up with their performance
for minority language models becomes an issue, according to Holmstrém, Kunz,
and Kuhlmann,
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Assuming continued up-scaling of architectures, it appears
unlikely that the NLP community can collect enough data to
produce models with abilities comparable to the English
models for all languages or even languages families.

ChatGPT models have been shown to work well on domain specific datasets
(Hertzberg and Lokrantz, 2024; Kostiuk et al., 2025), however this task is more
difficult for minority languages due to the further decrease in dataset size
(Shaqalaih et al., 2025). For example, the study Medical Graph-RAG: Bilingual
Graph-Based Reasoning for Cardiological Intelligence by Shaqualih L. et al.
presented the first bilingual English Turkish MedGraphRAG (2025). The
authors of this study looked at accuracy, precision, recall, and Fi-Scores for
models in both English and Turkish using the MedGraphRAG and compared it
to a baseline that utilized GPT-40-mini. In addition, to these measurements the
authors also performed a small case study to demonstrate how their system
performed in a real-world cardiology setting, by asking it to answer multiple
choice questions from a clinical cardiology review book. In comparison to the
GPT-40-mini MedGraphRAG generated more accurate and medically aligned
responses. In comparison to the English model, the Turkish model’s
performance was constrained due to reduced size and coverage of the dataset.
While this study utilizes a GraphRAG system for healthcare applications it is
like uses related to KM systems as clinical question answering needs to be
factually accurate, transparent, and with traceable evidence. The poorer results
for the GraphRAG answers in Turkish also highlight how LLMs’ performance
can struggle with minority language applications.

Research Gaps

A review of Large Language Models for manufacturing noted several studies
that explored how LLMs could be used for industrial knowledge management
(Li et al., 2026). The studies highlighted focused on how LLMs could be used
for general information extraction in manufacturing contexts. While many of
these studies are focused on general industrial applications of LLMs and KM,
this thesis developed a new application for LLMs in manufacturing
automation using a chatbot KMS. Through partnership Elektroautomatik this
thesis was also able to evaluate how an LLM-powered chatbot KMS would
perform in a real industry environment, presenting a real-world application of
LLMs in manufacturing automation. Additionally, this thesis builds a
comparison of RAG and GRAPH retrieval methods in LLM manufacturing
applications by developing and comparing the performance of both methods
for LLM applications in manufacturing automation.

As noted in section 3.3 LLMs notoriously struggle with performance in
minority language applications (Holmstrém, Kunz and Kuhlmann, 2023;
Shagqalaih et al., 2025). This thesis also proposes a unique multilingual search
approach to deal with these known limitations.

The work of this thesis presents a new application of LLMs in KM of
manufacturing automation that is rarely found in the literature and presents a
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unique method for dealing with the limitations of LLM chatbots in
multilingual applications for minority languages.
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4 Research Methods and Methodology

4.1

4.2

4.3

Theoretical Basis

The main research paradigm adopted in this project is positivism because it
breaks up the broad initial question presented by Elektroautomatik, how can Al
be used for KM, into a smaller easy to study topic. Through the development of
a KMS artefact the study develops one application of gen AI for KM in
automation manufacturing. The findings of this study, particularly the
performance metrics of the chatbot are also able to be repeated and tested by
other researchers to validate this study.

While qualitative data was generated through surveys of employees at
Elektroautomatik, the implementation of this LLM-powered chatbot can still be
evaluated at other similar companies for comparison. There will be other small
and medium-sized automation companies comparable to Elektroautomatik that
have similar issues with KM and would be interested in developing improved
KMSs. Even though the work culture and employee demographics might change
from company to company it is still possible for other researchers to evaluate
and validate the findings of this study at other companies like Elektroautomatik.

Research Strategy

The research strategy adopted by this study is design and creation. The four
main research questions presented in this study are answered through the
development of an artefact, in the form of a KMS that utilizes an LLM chatbot
to help employees. This artefact is an instantiation which serves as proof of
concept that answers the key research question of how Al can be used to support
knowledge management. Additionally, through the iterative process of creating
this artefact the additional research questions raised by this study were
generated and answered. For example, in this study first a RAG database was
created for a KMS chatbot, this RAG database was revised and turned into a
GraphRAG database. Once an initial query method was developed this function
was returned to an a multilanguage handling process was implemented within
the query function to answer research question 3, “When knowledge databases
contain information in multiple languages how does a system ensure that user
queries in one language return relevant information in all languages?”

Data Generation

Data for this study was generated using a mixed-method approach creating both
quantitative and qualitative data. Qualitative data was generated through two
surveys at Elektroautomatik. The first survey asked employees to complete a
questionnaire that evaluated their regular use, habits, and opinions of the
Kunskapsbank. This questionnaire was self-administered with respondents
completing it via google form on their own, and it generated both quantitative
and qualitative data. The goal of the questionnaire was to provide a baseline
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understanding of how employees currently interact with and utilize the
company's Kunskapsbank system for KM.

The qualitative data included employees’ opinions and feelings regarding the
current knowledge transfer processes, along with any general feedback they
might have in relation to the current Kunskapsbank tool. Quantitative data was
generated via the survey through statistics about employee reported uses,
behavior, and habits along with data generated via Likert scale questions that
seek to gauge the usability of the Kunskapsbank tool.

Once the LLM-powered chatbot was created, employees were asked to evaluate
it and then fill out another questionnaire. This test and questionnaire were self-
administered with respondents completing the testing in a small office at
Elektroautomatik and then filling out the questionnaire immediately after
testing. The results of these two questionnaires were compared to answer
research question 1, and to determine which method of KM employees would
prefer.

The chatbot was evaluated through quantitative data measured through RAGAs,
a python library that provides specific metrics for evaluation of the performance
of LLMs (Es et al., 2024). Five of these metrics were chosen to evaluate chatbot
including context precision, context recall, semantic similarity, factual
correctness, and faithfulness. Employees art Elektroautomatik created a set of
nine questions and answers. These questions were given to the LLM-powered
chatbot, and its responses were compared to the employee generated questions
using the RAGAs metrics. The results of these metrics allowed for evaluation of
the chatbots performance along with providing data to compare the different
data retrieval methods developed for the chatbot such as RAG, GraphRAG, and
bilingual GraphRAG search.

Sustainability

GenAl and other AI technologies present issues towards sustainability.
Particularly unregulated expansion of AI which poses a risk to the achievement
of the United Nations Sustainable Development Goals (SDGs), particularly
SDGs 16, peace, justice, and strong institutions, 8, decent work and economic
growth, and 10, reduced inequalities (Truby, 2020; THE 17 GOALS |
Sustainable Development, accessed June 2026). Al has the power to be misused
for illegal activity, negatively impacting SDG 16. For example, while AI has
become a sophisticated tool for preventing crimes like money laundering, it also
poses a double edge sword because it can be used as a tool for money laundering.
“Al software automatically works on tasks given by its human
programmer”(Truby, 2020), and experiments have demonstrated its ability to
learn how to commit market manipulation for profit demonstrating its potential
benefits to criminals (King et al., 2020; Truby, 2020).

Automated decision-making by financial institutions and employers has the
potential to negatively impact underserved applicants both financially and
professionally negatively impacting SDG 8. For example many companies are
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now using LLMs to achieve higher quality matches in resume screening (Wu et
al., 2026). However, this prospect comes with the significant risk that failure to
address gender bias in resume screening may unfairly exclude female
candidates in STEM fields further exacerbating gender imbalances.
Additionally, unlike many other NLP applications bias in resume evaluation can
alter individuals career trajectories and reinforce structural inequalities
preventing growth towards SDG target 8.5 which is to, “achieve full and
productive employment and decent work for all women and men” (THE 17
GOALS | Sustainable Development, accessed June 2026). Bias in LLM
screening methods used by financial institutions that may limit individuals
abilities to access loans and other financial resources also negatively impacts
growth towards SDG target 8.10 which is to increase, “access to banking,
insurance, and financial services for all,” as automated decision-making can
exclude (Truby, 2020).

AT apps and digital services have been established to benefit the developing
world through medical diagnosis; however, critics argue that the growth of Al
tech start-ups in developing countries is comparable to a new form of
colonialism. For example, “firms started in Africa with the intent of benefiting
Africa, eventually become owned and managed by Europeans and Americans
who draw most of the profit” (Miiller, 2016; Truby, 2020). Additionally, human
workers used to label training datasets often face exploitative and damaging
work environments. OpenAl used Keyan workers to label a dataset made up of
tens of thousands of violently graphic text snippets pulled from the darkest
corners of the internet (Perrigo, 2023). This text described situations of child
sexual abuse, bestiality, murder, suicide, torture, self-harm, and incest in
graphic detail while the Keyan workers labeling the data were paid between
$1.32 and $2 USD an hour. If unchecked genAl growth may disproportionally
benefit the wealthiest members of society, while also relaying on exploitative
labor from developing countries directly preventing the SDG 10.1 target to,
“achieve and sustain income growth of the bottom forty percent of the
population at a rate higher than the national average”(THE 17 GOALS |
Sustainable Development, accessed June 2026)

Besides the UN SDGs, another major negative impact on sustainability of genAl
is Al data centers, energy consumption, and the natural materials required to
support Al technology. A ChatGPT query needs nearly ten times as much
electricity to process as a google search, and it is expected that data center power
demand will grow one hundred and sixty percent by 2030 (Goldman Sachs,
2024). Additionally, manufacturing AI hardware requires rare earth metals,
which are unsustainably mined and lead to harmful electronic waste (Frimpong,
2025).

However, despite difficulties there are also many applications for AI that
support sustainable development. Al is increasingly used to achieve precise
predictions, constant monitoring, risk evaluations for complex environmental
data, and environmental professionals are reported increased interest in using
Al in their work particularly in areas of water management, earth observations,
sustainability, and waste management (Konya and Nematzadeh, 2024). Other
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literature looks at applications of genAl in use sustainable development projects
through risk management as genAl supports more accurate forecasting,
resource optimization, and compliance monitoring (Mohamed et al., 2026).

These issues lead to the concept of the Al environmental sustainability paradox,
which describes how Al contributes to both environmental improvements while
also driving new environmental pressures (Chouksey et al., 2026). As genAl and
other Al technologies continue to expand and become more integrated in our
institutions and daily life it is important that these risks and negative impacts
are mitigated through strong regulations to support sustainable and equitable
growth of these technologies.

Currently it is difficult to estimate the full sustainable impact of this thesis. The
chatbot developed for this thesis was trained on the Qwen model which was
trained on 18 trillion tokens (Qwen et al., 2025). Training an LLM of this size
will require significant computational power. However, this model used the pre-
trained open access version of Qwen and was run on a small laptop computer.
Additionally, the chatbot developed using this model has the potential to
improve efficiency and reduce quality issues at Elektroautomatik when used as
a KMS which could have positive impacts on sustainability. Future follow ups to
this study could focus on the topic of sustainability by evaluating the hardware
and electrical requirements of the system-built verses performance, and looking
at the chatbot KMS’s potential improvements to efficiency and quality at
Elektroautomatik and weighing those improvements with the environmental
costs associated with using and training an LLM.

Gender and Ethics

Individuals impose gender based biases on chatbots just as they do other human
beings (Han et al., 2025). Gender stereotypes shape how individuals perceive
and evaluate the digital systems they interact with, for example male chatbots
are often viewed as more competent, while female chatbots are perceived as
being more approachable. According to Han et al., “chatbots whose gender
aligns with stereotypical occupational roles—such as a female chatbot in nursing
or a male chatbot in a mechanical setting—tend to receive more favorable
evaluations from users.” The chatbot developed in this thesis was given the
name, Kalle Kunskap. The name Kalle was chosen because it is well known in
Sweden from the writings of Swedish author Astrid Lindgren and as the Swedish
name for Donald Duck. Kunskap was used because the chatbot’s GRAPH data
retrieval system was built from the company’s existing Kunskapsbank
document. However, the first name Kalle is masculine, and could have
inadvertently caused employees engaging with the chatbot to perceive it as male
affecting how they view and interact with the chatbot. Given that manufacturing
is a male dominated field in Sweden this could cause participants evaluating the
chatbot to have a more favorable view of the system (Sweden: population by
field of education and gender, no date). Additionally, the user’s own gender also
impacts how they interact and view the gender of a chatbot. The gender of
survey participants was not collected, however, feedback about experience
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interacting with the chatbot could be influenced by the participants own socially
constructed relationship to gender.

This study complied with ethical standards to safeguard the rights and privacy
of survey respondents. Each respondent gave consent to participate in the
survey and was made aware that participation in the survey was entirely
voluntary. Responses to the survey were anonymous, and no identifying
information was collected from participants.
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5 The LLM-powered Chatbot Design and Creation

5.1

Overview of the Chatbot System

An overview of how the LLM-powered chatbot works is shown in figure 5. Using
a Streamlit user interface, shown in appendix B, a user inputs their query in
either English or Swedish. Then, the chatbot performs a bilingual query,
searching through a Neo4J GraphRAG database for relevant chunks using Top
K (in this system K=4) method. The GraphRAG returns the document chunks,
which provide context to the Qwen3:8b LLM model through Ollama that then
generates a response in both English and Swedish. After that, the bilingual
query function translates, normalizes, and combines the responses, and the
chatbot returns an answer to the user along with a list of the Top 4 relevant
sources that were used to generate the response.

User Interface GraphRAG Retrieval Process
Neog4J Gra
bt 5 o 2047 Gmpl.lRAG Documents
Streamlit Bilingual Query Cypher Retriever

§ —— S (@) S oo DU

Lo ; Translate, Normalize, Documents provide
Ollammia LM context for LLM

and Combine Response

Figure 6: Overview of the Chatbot Answer Retrieval Process

Initially, a basic RAG system was created to provide context to the Chatbot
utilizing a Chroma vector database. Documents in the form of
Elektroautomatik’s Kunskapsbank Document, and other supplier user manuals
were used to create the vector database. Text information from these documents
was extracted, chunked, and then embedded into the database. While the
Chroma database worked well, a substantial portion of knowledge stored in the
documents was missing because only text from the documents was extracted.

Many employee-generated entries in the Kunskapsbank relied heavily on
images to communicate information. This could include screenshots of different
software with instructions on how to select and change different settings in the
program, or pictures taken of equipment demonstrating how to properly
connect different pieces of equipment. Additionally, supplier user manuals
contained tables and diagrams that were not embedded into the vector
database. As shown in figure 6, during the extraction phase, images from every
document would also be extracted and a visual language model (VLM) was used
to create short text descriptions of each image. The VLM created image
descriptions using an LLM that was given the following prompt:
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This prompt was selected based on experimentation with multiple prompts that
varied in length and instruction. The LLM was given five images to generate
prompts for using each prompt and then the generated texts were compared.
This prompt was selected based on the quality of prompts it created along with
the amount of time it took to generate and the size of text it generated as longer
text would increase processing time for other processes.

Image text descriptions generated by the LLM were then chunked and
embedded into the chroma database with the document text. Text before and
after the images were included with the image text descriptions to add context
to the image descriptions. This new Chroma Database generation pipeline
allowed the RAG database to include not just text information, but also
information stored within images, charts, and tables.

Documents:

« Kunskapsbank
* Other resources

Information Vector
Extraction Chunking Embedding Database

— I 0 0 <>

e 01 0 -

— — — [
00 |

=
-]
S %

Summarization i EI

Figure 7: Chroma Database Generation Pipeline

To improve the chatbots performance, a GraphRAG database was created using
the initial RAG Chroma vector database. A Neo4J GraphRAG database was
created using an LLM, shown in table 5, to extract nodes and relationships from
the Chroma Vector database. To extract nodes and relationships the LLM was
given the following prompt:



EXTRACTION PROMPT = """
Extract factual tripl

Once the GraphRAG database was generated, the chatbot query function was
then updated to first check the GraphRAG database for relevant chunks, and to
revert to the RAG vector database if the GraphRAG database search failed. The
GraphRAG database created contained 63,845 nodes with 92,983 relationships.
To query the GraphRAG database an LLM, from table 1, was given the following
prompt:

wow .

return r

say have enough
that the

updating the Kunskapsbank

{graph context}

Vector context:
{vector context}

Quec on:
{question}

wwwn

A key aspect of Elektroautomatik’s Kunskapsbank Document is that knowledge
is stored and communicated in both Swedish and English. Additionally, the
content of the English and Swedish knowledge is not one to one, meaning that
some knowledge is stored only in English while other knowledge is stored only
in Swedish. This necessitated the ability to search the GraphRAG in both
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languages as searching in only English or Swedish could result in the chatbot
missing relevant information stored in only one of the two languages. This was
done through a multilingual handling process, shown in figure 7, that was built
into the GraphRAG query function.

The multilingual handling process works by translating the user’s query and
performing two searches in the GraphRAG in both English and Swedish. As

Translates user input Queries Neo4J in non-user Translates response Normalizes
language into input langauage. back into user input responses from

English/Swedish langauge both searches

@) — & — @) — &
1

f

(
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N ch
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G —EA &R EE—=

User Queries Détects iri Queries Neo4J in user Combine results Chatbot returns

3 1 put ! X 5
Chatbot in English language input langaugae. from both queries response to user in

or Swedish input langauage

[ o]

Figure 8: Chatbot Multilingual Handling Process

shown in figure 7, when a user submits a query in either Swedish or English,
their query is first translated, using the LLM model shown in table 1, into the
non-user input language. Then the system searches for context stored in the
GraphRAG based on both the initial user input and the translated input. Once
it has retrieved and generated a response based off the context provided by the
GraphRAG, the answer in the non-user input language is normalized and
translated back into the user input language. The responses from the searches
in both user input language and the non-user input language are then combined,
and a single answer is returned to the user in their initial input language. This
multilingual handling process created the bilingual query function that the final
version of the chatbot used. The prompt for this function can be found in
appendix B.

A Hugging Face sentence transfer was used to generate vectors for the Chroma
database, and multiple Ollama LLM models were used to build other parts of
the chatbot. One LLM was used for the visual language model (VLM) used to
generate text descriptions of images, graphs, etc. Qwen3:8b was used to build
the Neo4J database and as the main LLM for the chatbot query. Additionally,
another Qwen model was used for translation, all LLMs used for the system and
their applications are listed in table 1. While commercial LLM options like
ChatGPT, Claude, or Gemini are accessible via an API these models were not
chosen due to data privacy stipulations given by Elektroautomatik. Instead,
various models of the Qwen were selected because they were open source and
could be run on a local computer using Ollama, and because this family of
models has a comparable performance to commercial models (Kostiuk et al.,
2025).



Table 1: LLM Models used and their function in the chatbot.

Model

Application

sentence-
transformers/paraphrase-
multilingual-MiniLM-L12-v2

Qwen3g-vl:4b

Qwen3:8b

Qwen2.5:7b

Embedding model to generate vectors from
documents for building Chroma database,
and RAGAs evaluation

VLM used to generate text descriptions of
images, tables, and other graphics in
database documents

Building Neo4J GraphRAG from Chroma
database embeddings and querying database
for chatbot

Used for translation of user input and
response

34



6 System Evaluation and Results

6.1

Evaluation Methods

6.1.1 RAGAs Method

The RAGAs system described earlier in section 4.3, Data Generation, of this
report was used to quantitatively evaluate the performance of all three chatbot
querying methods, RAG, monolingual GraphRAG, and bilingual GraphRAG.
These query methods were evaluated using a set of nine questions and ground
truths.

Elektroautomatik created the set of nine questions and the expected answers to
those questions that could serve as ground truths for evaluating the
performance of the chatbot. These question-and-answer sets were provided in
both English and Swedish for comparison of the chatbots performance in both
languages generating a total of eighteen test questions. The chatbot was asked
these questions and its performance was evaluated based on the answer it
provided in comparison to the ground truth generated by Elektroautomatik.
Each query method was tested using these question-and-answer sets.

Five metrics were used to evaluate the chatbots response which include,
precision, recall, semantic similarity, factual correctness, and faithfulness.
Precision evaluates the chatbots ability to retrieve relevant chunks higher than
irrelevant ones for a given inquiry (Es et al., 2024). As shown in equation 1, it is
calculated by dividing the number of true positives at K (K=4) by the sum of true
positives and false positives. A true positive is where the chatbot returns a
correct token, and a false positive is where the chatbot returns a token it thinks
is correct but is false. Recall, shown in equation 2, measures the chatbot’s ability
to return all relevant information by comparing the number of claims in the
retrieved context that match the ground truth reference to the total number of
claims in the reference. Semantic Similarity evaluates the semantic resemblance
between the chatbot’s generated response and the ground truth. It ranges from
zero to one and is calculated by comparing cosine similarity between the
chatbot’s response embedding and the ground truth embedding. The factual
correctness metric evaluates the factual accuracy of the chatbot response by
comparing it to the ground truth. This is done by comparing the claims returned
by the chatbot to the number of true claims that are in the ground truth answer.
Finally, the last metric used to evaluate the system was faithfulness, which
measures from zero to one how factually consistent the chatbot response is with
the facts in the ground truth. As shown in equation 3, this is done by dividing
the number of claims in the response that are supported by the ground truth
with the total number of claims in the response.

K o
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Context Precision = - -
Total number of relevant items in top K results
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Number of claims in the reference supported by the ground truth (2)

Context Recall =
Total number of claims in the reference

Number of claims in the response supported by the ground trut

Faithfulness =

(3)

Total number of claims in the response

These RAGAs metrics provided a quantitative tool for measuring the
performance of the final version of the chatbot and provides a way to compare
the performance of the three different querying methods developed, RAG,
monolingual GraphRAG, and bilingual GraphRAG. Through this evaluation
method it is possible to evaluate research questions two and three by analyzing
the metric scores for each query method.

6.1.2 Survey Method

Two surveys were conducted at Elektroautomatik to evaluate the chatbot
performance as a KMS. These surveys provided an additional evaluation
method that’s results could be compared to the results from the RAGAs
evaluation method. Additionally, because the developed chatbot is intended to
be used as a KMS it was also important to consider the human factors that would
impact the systems success as a KM tool (Haug, 2026) in order to answer
research question one.

The first survey was given via a google form that was distributed to employees
at Elektroautomatik through email. This survey looked at employees’ current
usages of their traditional KMS, the Kunskapsbank OneNote Document, and
examined employees’ current feelings around the Kunskapsbank OneNote
Document as a tool for KM. The survey consisted of two sections, where the first
section of survey collected demographic data about employees such as years of
service and asked them questions related to their usage of the Kunskapsbank
document such as how frequently they used it and how long it typically took
them to use the tool. Then the second section of the first survey gave employees
statements and asked them to rank whether they disagreed or agreed with the
statement using a Likert scale from one to five with one being disagree and five
being agree. These statements were related to use of the Kunskapsbank
document and examples of the statements include, “I am able to efficiently find
information in the Kunskapsbank,” and “It is easy to find relevant to find
information in the Kunskapsbank.” A baseline for KM at Elektroautomatik was
established through this first survey, and that baseline was used to evaluate the
success of the chatbot as a new KMS.

Before completing the second survey employees at Elektroautomatik were asked
to complete a user test of the developed chatbot. A computer with the chatbot
running on a local laptop was set up in a meeting room on site at
Elektroautomatik, and over the course of two days employees came in and
experiment with asking the chatbot various questions related to their work in
automation manufacturing. Besides the chatbot user interface, a copy of the
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6.2

Kunskapsbank OneNote document was provided to employees, so that they
could fact check generated answers.

Immediately after completing the user test, employees then anonymously filled
out the second survey which consisted of three sections. This survey asked
employees to evaluate the chatbot based on metrics like ease of use, efficiency,
and relevancy and accuracy of the answers returned. The results were compared
to the baseline from the first survey presented in the introduction to assess the
chatbots performance as a KMS. The author of this study was not in the room
while employees were completing their user testing or the second survey.

Since the first and second survey were anonymous and there was no way to
determine if employees completing the user test had also completed the first
survey, the first section of the second survey was exactly the same as the first
section of the first survey and collected demographic data along with data
around employee use of the traditional Kunskapsbank OneNote document
KMS. The second section of the second survey focused on collecting data related
to employees’ feelings towards chatbots and their usage in the workplace as
employees’ personal feelings towards chatbots could impact how they interact
and respond to the chatbot. Finally, the last section of the second survey asked
the employees to evaluate the chatbot based on their user test. This included a
mix of multiple-choice questions and statement-based questions where
employees were asked to rank a statement on a Likert scale like the first survey.

The results from the second survey were compared to the results from the
baseline generated from the results in the second survey to evaluate the
performance of the chatbot not just in terms of accuracy, but also as a valuable
tool for KM. These results also helped to answer research question one by
evaluating whether employees would prefer the new chatbot KMS purposed by
this study over Elektroautomatik’s traditional Kunskapsbank OneNote
Document KMS.

Results

6.2.1 Chatbot RAGAs Performance Results

The performance results for the RAG query method in table 2 and figure 9
include the methods performance on just the English questions, just the
Swedish questions, and the total average for both question sets combined.
Sematic similarity, context precision, and context recall were the same for both
languages and the total average. However, English outperformed Swedish on
factual correctness and faithfulness. These results show that the RAG query
method can find relevant documents from the Kunskapsbank corpus but
struggles to generate responses that are factually accurate from the provided
context. However, the high faithfulness scores indicate that the answers it
provides are accurate to the relevant documents it pulls and that it is not prone
to generating hallucinations to support its responses.
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Table 2: RAG Query Performance for five metrics, CP is context precision, CR is
context recall, SS is semantic similarity, FC is Factual Correctness, and FF is
Faithfulness

Query Avg Avg Avg Avg Factual Avg

Language Context Context Semantic Correctness Faithfulness

Precision Recall Similarity

Total 1.00 1.00 0.42 0.58 0.89
Average
English 1.00 1.00 0.42 0.61 0.95
Swedish 1.00 1.00 0.42 0.56 0.82
1.00
m Total Average
0.90 m English
0.80 m Swedish
E 0.70
o
£ 0.60
o
© 0.50
[}
O
@ 0.40
Q
©
= 0.30
0.20
0.10
0.00
Avg Context Avg Context Avg Semantic Avg Factual Avg
Precision Recall Similarity  Correctness Faithfulness

Figure 9: RAG Query performance for English questions, Swedish questions,
and then the total average of the results for both English and Swedish

The results for the monolingual GraphRAG query are given in table 3 and figure
10. For average context precision, semantic similarity, the monolingual
GraphRAG query performed similarly for all language inputs and the total
average. The English query response performance for factual correctness
increased slightly in comparison to the RAG method. However, for the Swedish
language query performance the RAG method outperformed the monolingual
query method with factual correctness for Swedish language queries decreasing
by 0.12. The RAG method also outperformed the monolingual GraphRAG query
method on faithfulness for both language queries and the total average. Overall,
though the monolingual GraphRAG query method is still able to find and return
relevant documents, it struggles to match the language used by the ground-
truths and to generate factual responses from those documents. While the
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factual performance metric scores are low for both query languages and the total
average, the faithfulness scores are still acceptable meaning that it is not prone
to making up information outside the corpus.

Table 3: Monolingual GraphRAG Query Performance for five metrics, CP is
context precision, CR is context recall, SS is semantic similarity, FC is Factual
Correctness, and FF is Faithfulness

Query AvgCP AvgCR AvgSS AvgFC AvgFF
Language

Total 1.00 1.00 0.42 0.56 0.86
Average
English 1.00 1.00 0.42 0.67 0.92
Swedish 1.00 1.00 0.41 0.44 0.79
1.00
m Total Average
0.90 m English
0.80 m Swedish
o 070
o
£ 0.60
o
© 0.50
o
O
@ 0.40
L
@
2 0.30
0.20
0.10
0.00
Avg Context Avg Context Avg Semantic Avg Factual Avg
Precision Recall Similarity  Correctness Faithfulness

Figure 10: Monolingual GraphRAG query performance for English questions,
Swedish questions, and then the total average of the results for both English and
Swedish

The final query method developed was the bilingual GraphRAG query method,
results for this method are presented in table 4 and figure 11. This model sees a
significant increase in the factual correctness score, particularly for English
language queries, where the RAG and Monolingual GraphRAG query methods
had factual correctness scores of 0.61 and 0.67 for English language queries,
respectively, the bilingual GraphRAG model’s score was 0.89. The factual
correctness score for Swedish language queries also increased in comparison to
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the RAG and Monolingual GraphRAG queries. However, the model does see a
decrease in its scores for context precision and recall in comparison to the RAG
and monolingual GraphRAG queries, though in comparison to other studies the
scores are still acceptable (Siriborvornratanakul and Rittikulsittichai, 2026).
These scores indicate that the bilingual GraphRAG query method may be
missing a few relevant document chunks from the corpus, however, is good at
pulling accurate information from those documents.

Table 4: Bilingual GraphRAG Chatbot Query Performance for five metrics, CP
is context precision, CR is context recall, SS is semantic similarity, FC is Factual
Correctness, and FF is Faithfulness

Query AvgCP AvgCR AvgSS AvgFC Avg FF
Language
Total 0.74 0.99 0.43 0.78 0.74
Average
English 0.77 0.97 0.42 0.89 0.86
Swedish 0.72 1.00 0.44 0.67 0.62
1.00
m Total Average
0.90 = English
m Swedish
0.80
— 0.70
o
o
£ 0.60
o
© 0.50
[e]
®
© 040
5
= 0.30
0.20
0.10
0.00
Avg Context  Avg Context Avg Semantic Avg Factual Avg
Precision Recall Similarity Correctness Faithfulness

Figure 11: Bilingual GraphRAG query performance for English questions,
Swedish questions, and the total average of the results for both English and
Swedish

Table 5 and figure 12 compare the total average results of both the English and
Swedish language queries for all three methods. Comparisons of all three
methods’ performances in only English and only Swedish were also conducted;
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however, the results were similar to the results for the total average so they are
not shown here and instead can be found in appendix D. Though on key
difference is the monolingual GraphRAG query method underperforms the
RAG query method for Swedish language queries.

Table 5: RAG Query, Monolingual Query GraphRAG and Bilingual Query
GraphRAG Comparison for five metrics, CP is context precision, CR is context
recall, SS is semantic similarity, FC is Factual Correctness, and FF is
Faithfulness

Query Method AvgCP AvgCR AvgSS AvgFC AvgFF

RAG 1.00 1.00 0.42 0.58 0.89
Monolingual 1.00 1.00 0.42 0.56 0.86
Query
GraphRAG
Bilingual Query 0.74 0.99 0.43 0.78 0.74
GraphRAG
1.00
0.90 BRAG
® Monolingual GraphRAG
0.80 m Bilingual GraphRAG
0.70
g 0.60
5
§ 0.50
% 0.40
=
0.30
0.20
0.10
0.00

Avg Context ~ Avg Context Recall ~ Avg Semantic Avg Factual Avg Faithfulness
Precision Similarity Correctness

Figure 12: RAG Query, Monolingual GraphRAG Query, and Bilingual
GraphRAG Query comparison for five metrics total averages, average context
precision, average context recall, average semantic similarity, average factual
correctness, average faithfulness

The bilingual query method significantly outperforms both the RAG and
monolingual query method in terms of factual correctness. This means that
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while the bilingual query method might be missing relevant documents from
the corpus that the RAG and monolingual methods are finding, the answers it
returns from those documents are more factually accurate. Though the bilingual
queries lower faithfulness score indicates it might be more prone to
hallucinations in comparison to the RAG and monolingual query methods. All
models struggle to match the semantic language used by the ground truth,
however this is not necessarily an issue as current sematic similarity metrics like
RAGAs for evaluating RAG and GraphRAG perform well on simpler texts but
fall short on more complex applications (Oliva et al., 2025).

6.2.2 Elektroautomatik Employee User Testing of the Chatbot

In total seven employees participated in the user testing of the chatbot at
Elektroautomatik. The demographics of these employees varied slightly from
the initial demographic of employees from the baseline survey. For example, in
the first survey shown in figure 1 around twenty-seven percent of employees
who responded had worked at Elektroautomatik for over ten years, while in the
second survey as shown in figure 12 no employees surveyed had been with the
company for that long. Additionally, when comparing figures 14 and 2 more
employees who participated in the user testing and second survey reported
rarely using the Kunskapsbank OneNote document than employees who
responded to the first survey. This might indicate that employees who took part
in the user testing and second survey were less familiar with Elektroautomatik’s
traditional KMS, or that they were not using the traditional Kunskapsbank
Document KMS due to issues with the tool and would be more inclined to like a
proposed new KMS.

= | ess than 1 year
= 1to 5 years

51to 10 years

Figure 13: Respondents' Years of Service at Elektroautomatik Second Survey
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Figure 14: Employees’ Usage Rate of the Kunskapsbank Document Second
Survey

Employees who participated in the user testing were all familiar with chatbots
and reported favorable opinions of their use. Every employee who participated
in the user testing and survey reported that they had already used another
chatbot like ChatGPT or Gemini, and that they were using chatbots either daily
or weekly, both survey results are available in appendix E. Additionally, all
employees surveyed reported that they were already using a chatbot for work
related tasks with others reporting chatbot use for other tasks as well shown in
figure 15. Employees also reported favorable opinions of both general chatbot
use and chatbot use at work highlighted in results available in appendix E,
indicating that employees at Elektroautomatik would be amenable to a KMS
that utilizes a chatbot.
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Figure 15: Second Survey responses to the question, "What sort of tasks do you
use chatbots for? Please select all that apply: Education Related Tasks, Personal
Related tasks, Work Related Tasks"

When evaluating the accuracy of answers provided by the chatbot eighty-six
percent of users said that the answers to their queries were accurate, shown in
figure 16, while fourteen percent said that the answers it returned were not
accurate, this is slightly higher than the total average RAGAs score for the
bilingual query method of 0.78. Here there was also a disagreement between the
user testing results and the RAGAs metrics scores for the performance of
English and Swedish language queries, as in additional comment fields users
reported multiple instances where Swedish queries were more accurate than
English queries, and instances where responses to Swedish queries were more
verbose than responses to English queries which disagrees with the lower
RAGAs faithfulness scores for Swedish queries. Additionally, survey responses
differed from the RAGAs metrics on relevance of answers as four out of seven
respondents reported that they felt the answer they received from the chatbot
was relevant, and only two reported that they felt the answer they received was
not relevant, while one responder was neutral. Where the total average RAGAs
faithfulness score for the bilingual query was 0.74 and the bilingual query
performed lowest for total average faithfulness out of the three query methods.
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Figure 16: Second Survey responses to the question, "Did the chatbot return
accurate information?"
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Figure 17: Second Survey responses to the question, "How relevant was the
information the chatbot returned?”

The survey indicated that employee acceptance and approval of the developed
chatbot KMS would be high at Elektroautomatik. All employees who completed
the user testing except one, who was neutral, agreed that they would be likely to
use the chatbot they assessed when they had a question at work. Additionally,
all employees surveyed were either neutral or felt that the chatbot was easy to
use as shown in figure 31 in appendix E. In comparison to the first survey where
employees were either neutral or disagreed with the statement, “the
Kunskapsbank is easy to navigate.” However, employees were divided on their
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feelings about the efficiency of the chatbot KMS as seen in figure 18, with some
employees reporting they felt the system was not efficient and other reporting
that it was efficient. However, when asked at the end of the survey if the
Kunskapsbank chatbot was fully implemented at Elektroautomatik which
would they be more likely to reference first, the chatbot or the Kunskapsbank
OneNote Document, all employees reported that they would reference the
Kunskapsbank chatbot first, these results are available in appendix E figure 33,
along with all other results from the second survey.

N w )

Number of Respondents

—_

1 2 3 4 5
Not Efficient/Efficient on a Scale from 1 to 5

Figure 18: Second Survey responses to the question, "How efficient was the
Kunskapsbank chatbot to use?"
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7 Discussion of Results

7.1.1 Chatbot Performance

This LLM-powered chatbot, serves as a KMS artefact which demonstrates a
specific application for genAl in automation manufacturing KM. The final
chatbot can help employees at Elektroautomatik more efficiently access
information stored in their Kunskapsbank document lessening cognitive load,
helping to sustain cognitive effort, and promoting meaningful knowledge
transfer (Kim and Ji, 2026).

A comparison of the results from the survey completed after user testing to the
results from the initial baseline survey indicate that employees prefer the
chatbot KMS to Elektroautomatik’s traditional Kunskapsbank OneNote
document system. In terms of usability, from the second survey five out of seven
respondents agreed that they found the chatbot easy to use while six out of
eleven respondents from the first survey reported that they disagreed with the
statement, “The Kunskapsbank is easy to navigate,” and all other respondents
were neutral. Additionally, seven respondents out of eleven from the first survey

While results from figure 18 show mixed results for employees’ views of the
chatbot system’s efficiency this is due to the amount of time it currently takes
for the chatbot to generate response to queries. The current prototype
experiences long search times with difficult queries often taking up to three or
four minutes. This could be due to the computational limits of the hardware
used for this study. All work done for this study was completed on hardware
provided by Elektroautomatik and the computer used was not optimized for
using the Qwen model selected However, lighter weight models were not used
due to the noticeable drop in performance despite increased response times.

Despite issues with efficiency, these findings show that the chatbot KMS
proposed by this study would be an improvement to Elektroautomatik’s current
Kunskapsbank tool, and that it would help employees more quickly and
efficiently access knowledge created by others.

When looking at the performance of the chatbot based on the RAGAs methods
all query methods performed similarly to other studies for RAG and GraphRAG
retrieval methods using RAGAs metrics for evaluation (Fukui et al., 2025;
Siriborvornratanakul and Rittikulsittichai, 2026). On context recall and context
precision with the RAG and Monolingual retrieval methods using the Qwen3:8b
model outperformed OpenAl 03-mini  and Gemin-2.0-Flash
(Siriborvornratanakul and Rittikulsittichai, 2026). While the bilingual query
method underperformed both models on context precision and recall. However,
the total average faithfulness for the bilingual query method outperformed the
OpenAl model on faithfulness with a score of 0.78 compared to a score of
0.6997, and the English only faithfulness score of 0.89 was close to the Gemini
score of 0.95. However, both the RAG and monolingual GraphRAG query
method significantly underperformed both models on faithfulness scores with



total averages of 0.56 and 0.58, respectively. Comparing the three methods to a
study that used RAGAs metrics to evaluate a RAG retrieval system using GPT-
40 on Japanese hospital documentation all three methods performed similarly
on factual correctness (Fukui et al., 2025). This study also showed similar or
worse scores for semantic similarity, demonstrating that these results are
consistent with other findings in the literature. Comparison of the three
methods indicate that the bilingual GraphRAG query method is superior for
returning relevant and factually accurate responses.

7.1.2 RAG, Monolingual GraphRAG, and Bilingual GraphRAG

Query Performance Comparison

For all models there is a noticeable difference in performance for factual
correctness and faithfulness metrics between English and Swedish. However,
for the models that use a GraphRAG database this difference is more
pronounced than the RAG model. The bilingual GraphRAG query model has a
0.89 score for factual correctness on English queries in comparison to a 0.67
score for Swedish queries. This difference is even more pronounced for the
monolingual query model which only scored a 0.44 in factual correctness for
Swedish queries.

One explanation for this issue could be that the majority of LLMs are trained on
majority languages with larger populations of speakers like English, Spanish,
German or Chinese. There is often more available data for training models in
these languages than there is for minority languages like Swedish (Holmstro,
Kunz and Kuhlmann, 2023). This means that the most popular commercial and
open-source models perform better on tasks in these majority languages.
Additionally, it is difficult for minority languages, like Swedish to sustainably
keep up with the difference in dataset size. There are models specifically trained
on Swedish data like bellman-8b-swedish, and models initially trained on other
languages can be fine-tuned for Swedish. However, one study suggests that fine
tuning for Swedish may not yield significant differences in performance in
comparison to normal commercial or open-source models (Kostiuk et al.,
NBREAL 2025).

The bilingual GraphRAG query system outperforms both the RAG and
Monolingual GraphRAG query systems in factual correctness by a difference of
0.2 and 0.22, respectively. This difference is even more pronounced when only
scores for English language queries are considered as shown in figure 12. These
results imply that the multilingual handling process improves the chatbots
queries for both English and Swedish tasks, answering research question three,
when knowledge databases contain information in multiple languages how does
a system ensure that user queries in one language return relevant information
in all languages?

While semantic similarity only scored 0.42 or a 0.43 for all models this is not
necessarily an issue. Especially for the bilingual GraphRAG query model as this
could also indicate that the chatbot is able to pull facts from relevant chunks and
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communicate them in a way that is different from the human generated ground
truths.

Future improvements could be made to the current iteration of the chatbot
improving its factual accuracy in Swedish language queries. Additionally, the
current chatbots queries of the GraphRAG could be improved to increase the
relevance of chunks it pulls.

The model could also be tested further with a more robust set of test questions,
as the ones provided by Elektroautomatik were basic and did not test the
model’s ability to make more complex connections across different documents
in the GraphRAG database or perform more difficult tasks like comparing pros
and cons of different robot models for example.

7.1.3 Relevance to Research

As noted in section 3 relevant research multiple studies highlight the issue of
performance for LLMs in tasks using a minority language. Through the
multilingual handling process this study presents one option for chatbots and
GraphRAG systems that require storage and retrieval of information in minority
languages. This has applications in multiple areas of research not just within
manufacturing or automation as GraphRAG databases and LLMs are also
popular topics within other fields of study like healthcare. However, more
research needs to be conducted to improve the performance of the multilingual
handling process to achieve higher factual correctness scores for the Swedish
query. This could be done through implementation of specialized LLMs for
specific tasks within the process.

It also builds on studies like Knowledge Sharing in Manufacturing using Large
Language Models: User Evaluation and Benchmarking by Samuel Kernan Freire
et al., which developed an LLM querying method for factory operators to extract
(2024). This study presents a prototype for a fully implemental chatbot KMS,
utilizing a similar system design for KM in automation manufacturing. It also
expands on the querying method by implementing a data extraction pipeline
that includes the ability to summarize visual data, and a multilingual handling
process for pulling knowledge from a bilingual database.

Finally, this chatbot provides a concrete example for how gen Al can be used to
support KM in manufacturing. Many studies looking at various Al technologies
in manufacturing are highly theoretical and overview the state of current
research. This chatbot provides a concrete example for how gen Al can be used
to support KM in manufacturing.
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8 Conclusions

8.1 Answers to the Research Questions

This study initially proposed three research questions:

1. Can an LLM chatbot utilizing a GraphRAG database improve
knowledge transfer within a company?

a. Will employees find this KMS preferable to more traditional
methods of knowledge management?

2. Will a GraphRAG retrieval method perform better for answering
technical subject matter questions related to automation
manufacturing than the traditional RAG retrieval method?

3. When knowledge databases contain information in multiple languages
how does a system ensure that user queries in one language return
relevant information in all languages?

Survey data was used to build an understanding of Elektroautomatik’s current
Kunskapsbank KMS usage by employees and build a baseline for comparison.
After a prototype of the chatbot was completed, employees completed a user
test and participated in a second survey. From the second survey as seen in
figure 33 in appendix E all employees who participated in the user testing and
second survey said that they would choose to use the LLM-powered Chatbot
KMS proposed by this study over Elektroautomatik’s traditional
Kunskapsbank OneNote document system. Additional comparison of the two
survey results indicates that employees at Elektroautomatik found the chatbot
easier to use than the traditional Kunskapsbank KMS which is an important
factor that contributes to the success of a KMS long term (Haug, 2026). These
findings indicate the chatbot could be implemented as a successful KMS to
improve KM, and that it would likely be preferred by employees over the more
traditional method currently utilized at Elektroautomatik.

However, this study only proposes an initial prototype of an LLM chatbot that
could be used as a KMS at Elektroautomatik, and participation in the user
testing was limited. To further confirm these findings, additional follow-up
larger surveys and user testing would need to be conducted at
Elektroautomatik to verify these initial findings.

The second research question proposed by this study was examining whether a
GraphRAG retrieval process would perform better at answer Which leads to
the third research question this study proposed. Three query methods, the
RAG, monolingual GraphRAG, and bilingual GraphRAG were created for
providing the chatbot with initial technical context from a corpus built from
Elektroautomatik’s Kunskapsbank document. Through the RAGAs evaluation
metrics, the study was able to quantitively evaluate and compare the
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8.2

performance of these three methods. From the results the RAG outperformed
or performed similarly to the monolingual GraphRAG query on every metric
except for the English factual correctness score where the monolingual
GraphRAG query performed better. This means that the RAG method was
better overall at generating factual answers to queries though both methods
did a decent job of retrieving relevant information from the corpus. However,
the bilingual GraphRAG query method significantly outperformed both the
RAG and monolingual GraphRAG query methods on factual correctness for
both languages and the total average. While the bilingual GraphRAG query
method saw a slight drop in context precision and recall it was still the better
model overall given the significant increase to its factual correctness,
demonstrating a need for multilingual handling which leads to the third and
final research question.

Elektroautomatik’s knowledge database presented the unique challenge of
storing information in both Swedish and English. Additionally, a single
document could often include both English and Swedish text. This
necessitated the ability to query the corpus in both languages. To accomplish
this task a multilingual handling process was used to develop a bilingual query
method. This method allowed the chatbot to search for context from the
GraphRAG database in both Swedish and English and then return a response
to the user in their initial query input language. When compared using the
RAGASs metrics, this method significantly outperformed the RAG and
monolingual GraphRAG query methods on factual correctness. Even though it
slightly underperformed the two models on context precision and recall it was
still overall best method for extracting relevant context and providing factual
responses to users. Through the development and testing of these three
methods this study was able to demonstrate how a system can ensure that user
queries in one language return relevant information in all languages.

Recommendations for Future Studies

There are different areas that future iterations of this study could focus on,
such as improving performance for Swedish language queries, comparing
performance with difference LLMs, or a cost benefit analysis of different LLMs
with different computer hardware specifications.

Future studies could expand on the success of this model by improving the
model’s Swedish language querying ability, different LLMs could be
implemented for different tasks such as translation and querying the
GraphRAG database. Additionally, different LLMs could be used to query the
database based on the query language to improve quality of returns for
queries, specifically in Swedish. Another method that was presented in the
research was a multi LLM agent method that used four different LLMs to
optimize data extraction. The LLMs collaboratively utilizing a teacher-student
model to work together and showed an optimized performance in comparison
to a single LLM (Nguyen et al., 2026). A similar method of using multiple
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8.3

LLMs working together to optimize different tasks like data extraction or
multilingual handling could be tested.

A more robust set of test questions should also be used to further evaluate the
LLM chatbot, as the questions provided by Elektroautomatik focused on easy
extraction of specific facts like IP addresses or program passwords. These
questions do not provide insight into how the chatbot will perform on
extracting information for more complex tasks or if it needs to make
connections across different documents within the GraphRAG database.

For actual implantation of this LLM-powered chatbot as a KMS relevant future
work should look at comparing the payoff vs. cost of different LLMs and the
computer hardware required. Providing data on the costs of computer
hardware required for implementing assorted sizes of various commercial or
open-source LLMs vs. the payoffs in performance for those models would be of
significant interest to industry.

General Conclusions

Elektroautomatik is a medium sized Swedish automation manufacturing
company, which specializes in producing automated manufacturing assembly
cells and mobile robots. The company has a KMS that uses a OneNote document
called the Kunskapsbank to store knowledge across different automation
projects. Content in the Kunskapsbank document was created by employees and
contained unlabeled data with a mix of media forms from written text to graphs,
diagrams, and pictures. Additionally, information within the document was
stored in both Swedish and English, and information in the two languages was
not one to one presenting the unique need to query the database in both
languages regardless of the user input language.

After an initial survey was completed at the company it was clear that while
employees valued the resource, they found it difficult and inefficient for KM.
This necessitated an improved KM tool that could help employees more quickly
access information stored in the document.

As a solution this study presents an LLM-powered chatbot that demonstrates
how genAl can be used to develop a KMS for automation manufacturing
through design and creation methodologies. The chatbot was created through
an iterative process that started with developing a chatbot that used a RAG
Chroma database to provide context from the Kunskapsbank document.

Then the Chroma database generation pipeline was improved upon by adding
image extraction, using a visual language model to describe images and tables
so that they could be saved to the Chroma database. After the Chroma database
was updated, it was then used to generate a Neo4J GraphRAG that the chatbot
could query for context instead of the Chroma database. Next a bilingual query
method was developed through implementation of a multilingual handling
process that translated user queries and searched the GraphRAG database in
both English and Swedish to provide context from information stored in the
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Kunskapsbank document to the chatbot. This method was able to achieve
acceptable factual correctness scores and outperformed the other two retrieval
methods. Additionally, user testing also verified that the method provided
accurate responses from the chatbot, and that users found this new method
preferable to using Elektroautomatik’s traditional Kunskapsbank document
KMS.

The chatbot demonstrates how genAl can support KM in automation
manufacturing and contributes to existing research by providing a potential
solution for handling multilingual GraphRAG data extraction. Through a
bilingual querying function, the chatbot was able to improve factual correctness
performance on a set of test questions in comparison to the monolingual
GraphRAG and RAG query functions, along with approval from user testing.

Future studies should focus on improving the multilingual handling process
through LLM selection optimization, further developing the chatbot for full
industry implementation. As the chatbot is improved additional follow up
surveys should be completed at Elektroautomatik to evaluate the chatbots
success as a KMS and compare user evaluations to other evaluation methods
like RAGAs.
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Appendix A Elektroautomatik First Survey Data

9% = Less than 5 minutes
= 5 to 10 minutes
10 to 30 minutes

= | do not use the
Kunskapsbank OneNote
document enough to know

55%

Figure 19: First Survey responses to the question, "How often do you use the
Kunskapsbank OneNote document in your work?"

9% = Ask a colleague

= Attempt to solve the
problem on my own

= Reference the
Kunskapsbank OneNote
document

36% 55%

Figure 20: First Survey responses to the question, "When you have a question or problem
at work what are you most likely to do first?"
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Figure 21: First Survey responses to the statement, "It is easy to find relevant information
in the Kunskapsbank," on a scale from 1 to 5 with 1 representing disagree and 5
representing agree
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Figure 22: First survey responses to the statement, "When I reference the Kunskapsbank
I find the information I need," on a scale from 1 to 5 with 1 representing disagree and 5
representing agree
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Appendix B Chatbot Design and Prompts

Language / Sprak
Kalle Kunskap
Hey, I'm Kalle Kunskap!
I've studied your Kunskapsbank and am here to help answer your work-related questions.
Ask me anything and I'll see if I can find the answer in the Kunskapsbank for you!
Tip: | can answer in both English and Swedish - just ask in whichever language you prefer!

» Your question:

> Example questions

Figure 23: Chatbot English User Interface

Language / Sprak

Kalle Kunskap Swedis Svensi

Hejsan, jag heter Kalle Kunskap!
Jag har studerat eran Kunskapsbank och ar hir fér att hjilpa dig att svara pa dina fragor.
Fréga mig vad som helst s ska jag se om jag kan hitta det i kunskapsbanken.

Tips: Jag kan svara pa bade svenska och engelska - fraga bara pa det sprak du foredrar!

» Din fraga

> Exempelfragor

Figure 24: Chatbot Swedish User Interface

LATE_TO_SWEDISH_PROMPT = WWwm
: the ] o -




Swedish:
mmn

TRANSLATE TO ENGLISH PROMPT = """
Translate the following text to English. Return ONLY the English
translation, no explanations:

Text: {text}
English:

wmw

DETECT LANGUAGE PROMPT = """
Detect if the following text is in English or Sy
with ONLY one word - either "English" or "Swedish":

Text: {query}
Language:
mwmn

COMBINE RESULTS PROMPT ENGLISH = """

You are a bilingual assistant. Below are search results from
querying the knowledge graph in both English and Swedish.
Original Query (in {ori : {original query}
Translated to {other 1 slated

Results from

Results from {other language} ¢ rch (translated to English) :
{translated results}

Please provide a comprehensive answer that combines information
from BOTH search res re

** IMPORTANT GUIDELINES: **
If you find relevant information in the search results,

provide a complete ar er based on that information.
2. If the search results contain NO relevant inform
answer the question, DO NOT make up an answer. Instead:

- Clearly state that you couldn't find the
current Kunskapsbank

- Suggest that the user might need to add relevan
to the Kunskapsbank

o

- Provide guidance on what kind of documents would help answer
this type of question

- End with a suggestion to update the documentation

Present your answer in ENGLISH.




entera

PROMPTfSWEDISH — nun
&kig assistent. Nedan

{other language}

HITTA INTE PA
du inte

kan behd

ent

ditt

ltat fran att

som skulle hjdlpa

latera
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Appendix C Elektroautomatik Generated Test
Questions and Ground-Truths

Table 6: English test questions and ground-truth answers created by Elektroautomatik.
IP addresses and passwords have been omitted to protect Elektroautomatik’s data

privacy.

Questions

Answers

What is the default IP address for Kistler
maXYmos units?

Default IP address for maXYmos is:

How do I get a background without a gradient
in RobotStudio?

Download and use SolidBackground.dll,
external add-in.

What is the SIMIT license server name/IP?

The license server is:

What must be configured in SIMIT for
RobotStudio to read the SharedMemory data
area?

To allow RobotStudio to read the
SharedMemory data area from SIMIT, you
must enable "Signal description in header" in
SIMIT.

In what file format is the alarm log saved
when exported from the HMI to a USB stick?

Itis saved as a “.csv” file.

What is the password to log in to a Balluff
master?

What is the default password for a Hokuyo
safety scanner?

What process data does a PIAB

piCOMPACT23 use? 2 bytes input and 2 bytes output
In what format is "pressure" displayed on an
SMC PF3A air flow meter? mBar (as integer)

Table 7: Swedish test questions and ground-truth answers created by Elektroautomatik.
IP addresses and passwords have been omitted to protect Elektroautomatik's data

privacy.

Fragor

Svar

Vad ar default IP address pa kistlers
maXYmos burkar?

Default IP adress ﬁé maXYmos ar

Hur far jag en bakgrund utan "gradient” i
Robotstudio?

Ladda ned och anviand SolidBackground.dll,
externt Add-in

Vad heter SIMIT Licensserver?

Licensservern heter:

Vad maste man gora i SIMIT for att
RobotStudio ska kunna ldsa data-arean
SharedMemory?

RobotStudio skall kunna ldsa data-arean
SharedMemory fran SIMIT, méste man i
SIMIT bocka i "Signal description in header"

Vilket filformat sparas larmloggen ifran HMIt
nar det exporteras till en USB-Sticka?

Den sparas som en ".csv" fil.

Vad ar det for 16senord for att logga in pa en
balluff master?
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Vad ar de for defaultléosenord pa en Hokyio
sidkerhetsscanner?

Vad ar det for processdata pa en PIAB -
piCOMPACT23?

2byte in och 2 byte ut

vilket format visas "pressure” i en SMC PF3a
luftmitare?

mBar (Som integer)
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Appendix D Chatbot RAGAs Performance Results
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Figure 25: RAG, monolingual, and bilingual query methods comparison for English
language queries.
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Figure 26: RAG, monolingual, and bilingual query method performances comparison for
Swedish language queries.
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Appendix E Elektroautomatik Second Survey Data

= 5 to 10 minutes
= 10 to 30 minutes

Over 30 minutes

29% 57%

Figure 27: Second Survey responses to the question, "When using the Kunskapsbank
OneNote document on average how long does it take you to find an answer to your initial
question?"

= Ask a colleague

= Reference the Kunskapsbank OneNote
document

= Attempt to solve the problem on my
own

14%

Figure 28: Second Survey responses to the question, "When you have a question or
problem at work what are you most likely to do first?"
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=Yes

= No

= | am not aware of another
chatbot

Figure 29: Second Survey responses to the question, "Have you used another chatbot like
ChatGPT, Claude, Gemini, etc. before?"

= Daily
= Weekly
= Monthly
| do not use a chatbot enough to

estimate
| do not use chatbots

57%

Figure 30: Second Survey response to the question, "How often do you use a chatbot?"

68



Number of Respondents
w

1 2 3 4 5
Negative/Positive on a Scale from 1 to 5

Figure 31: Second Survey response to the question, "How do you feel about general
chatbot use?" on a scale from 1 to 5 with 1 representing negative and 5 representing
positive.

0 l I I
3 4 5

1 2
Negative/Positive on a Scale from 1 to 5

N w B

Number of Respondents

=N

Figure 32: Second Survey responses to the question, "How do you feel about chatbot
use in the workplace?" on a scale from 1 to 5 with 1 representing negative and 5
representing positive.
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Number of Respondents

-

4

3

2 I

0 l
2 3 4 5

Difficult/Easy on a Scale from 1 to 5

Figure 33: Second Survey response to the question, "How easy was the Kunskapsbank
chatbot to use?" on a scale from 1 to 5 with 1 representing difficult and 5 representing
easy.

Number of Respondents

| l
0
1 2 3 4 5
Not Likely/Likely on a Scale from 1 to 5

Figure 34: Second Survey responses to the question, "How likely would you be to use this
chatbot when you have a question at work?" on a scale from 1 to 5 with 1 representing
not likely and 5 representing likely.

70



= The Kunskapsbank OneNote
Document

= The Kunskapsbank Chatbot

= | do not know

Figure 35: Second Survey responses to the question, "If the Kunskapsbank Chatbot was
fully implemented at Elektroautomatik which would you be more likely to reference first:
The Kunskapsbank OneNote Document, The Kunskapsbank Chatbot, or I do not know."
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