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Abstract

As the complexity of Pure-SQL queries continues to increase, the impact they have on the
readability and maintainability of code also continues to increase. Object Relational Mapping
(ORM) offers a means of abstracting the SQL queries, turning them into more easily handled
objects. The main drawback of ORMs is the performance impact from the addition of an
abstraction layer to transform ORM objects into SQL queries for interactions with a server. The
study aims to measure the impact of two ORM libraries, Prisma and Sequelize, with Pure-SQL
as a baseline using the metrics of response time and memory usage through a quasi-experiment.

The response time results show that while generally close, as expected Pure-SQL has the
lowest response time across all query operations and is statistically different from both Prisma
and Sequelize. Memory usage results also show that Pure-SQL is the most memory efficient and
is also statistically different from Prisma and Sequelize.
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Abbreviations

ORM - Object Relational Mapping
CRUD - Create, Read, Update, Delete
DBMS - Database Management System
SQL - Structured Query Language
Pure-SQL - Queries made of only SQL (no libraries)
ANOVA - Analysis Of Variance

API - Application Programming Interface
CPU - Central Processing Unit

CLI - Command Line Interface

GUI - Graphical User Interface

OS - Operating System

GC - Garbage Collector

Fork - Copying a repository to branch out separately from the original



1 | Introduction

SQL is a core part of software development as it is one of the most popular and widely used
ways to ask questions of and manipulate data in a database. As the complexity of SQL queries
continues to increase, it is common for developers to employ tools to decrease syntactic complexity
while maintaining semantic complexity (Majerik and Borkovcova, 2023).

The aim and idea behind Object Relational Mapping libraries are to shift the responsibility
of creating and structuring queries from the developer to the ORM library by abstracting them
into objects which are more easily handled. Turning SQL queries into objects allows for more
advanced queries to be created while keeping the objects structured, increasing both readability
and maintainability for the developer.

The main drawback that comes with ORMs is their impact on the performance of an applic-
ation. The addition of an abstraction layer inherently comes with a decrease in performance.
While previous research exists comparing ORMs to each other, there is little research comparing
ORMs to Pure-SQL. The lack of research comparing ORMs to Pure-SQL can cause problems as
the average developer may not have interacted with ORMSs previously as they are a somewhat
popular but specialized tool, though their popularity is steadily on the rise (OSSInsight, 2026).

However, it is likely that an average developer has interacted with Pure-SQL to some degree
because of its central role within software development. Therefore, it is important to highlight the
difference in performance between ORMs and Pure-SQL so that developers with no experience
using ORMs can use a familiar metric as a baseline to compare with.

The study includes a quasi-experiment running CRUD operations through two ORM libraries
and Pure-SQL to see if the ORM libraries show a difference in terms of memory use and response
time. The experiment is believed to be relevant as millions of SQL queries are made daily and
with the rise of chatbots these requests are more complex than ever (Trippas et al., 2025).

The ORM libraries used in this study are Prisma and Sequelize. Both libraries are designed
for Node.js and TypeScript and are generally seen as some of the more popular ORMs as they are
used by everything from small teams to large companies. The ORMs were chosen because of their
popularity and proximity in performance as seen in the test conducted by Kahvic, Hemmander,
and Gustafsson (2024).

The dataset used for the experiment is Springer Petclinic as it is an open-source dataset that
can be downloaded, edited and used freely (Kren and Juergen, 2003). The database was chosen
as it is relatively easy to work with and set up. Petclinic is also complex enough to accommodate
queries of varying complexity. The two database systems that are used are MariaDB and Post-
greSQL. Both database systems are run through Docker to try and lower the outside interference
with the experiment.

Postman and its extension Newman are used to help run the experiment. Postman is a unified
platform for interacting with APIs (Postman, n.d.b). Newman is used to help run each collection



multiple times and to get results in JSON to more easily use them. The analysis of the data from
the experiment is done mainly with ANOVA and Tukey for response times, while Kruskal-Wallis
is used for memory usage.



2 | Background

2.1 Object Relational Mapping

Object Relational Mapping or ORM is a collection of techniques aimed at enabling object-
oriented database interactions as opposed to relational database interactions. In other words,
it allows for handling database data as objects which can be manipulated more easily than
Pure-SQL queries. Manipulating data as objects allows teams of developers to utilize the same
structure for all queries, and ensures that even future developers don’t need to learn an entirely
new query structure, as it can differ greatly between teams (Majerik and Borkovcova, 2023).

Without an enforced structure for queries, it is possible for a developer to misinterpret the
suggested structure. Misinterpretations may happen for many reasons, such as not paying atten-
tion to how queries should be created, or making incorrect assumptions about guidelines. They
might also employ third-party solutions which change the query structure further, leading to less
readable and reliable code as each developer produces queries of varying quality and usability
(Majerik and Borkovcova, 2023). ORMs can enforce a set structure which must be followed,
while also splitting queries up into more defined parts. Where a query may require several steps
to connect tables, an ORM can simply look up the relations in its own schema, and connect the
tables in one go, greatly reducing overall syntax complexity for the developer while maintaining
semantics.

2.2 Structured Query Language

Structured Query Language, or simply SQL, is a programming language used to get and manip-
ulate data from databases. Manipulation and collection of data is normally done using CRUD
operations such as SELECT, INSERT INTO, UPDATE, etc. Each operation has a different
purpose and can be used together with JOIN and WHERE to retrieve only specific data. The
more operations are linked together with JOIN, the harder it is for the developer to handle the
data correctly. A common occurrence with inefficient operations is that they can force databases
to take longer to process the query, leading to performance degradation over time (Oracle, n.d.).

2.3 CRUD Operations

CRUD is an abbreviation for the different database interaction operations. These are Create,
Delete, Update and Read. They are the standard for interaction with databases to insert new
records, retrieve information about, update, or delete existing records. A record is a single line



in a database table containing the information stored in the database. Each record is a single
instance of data consisting of attributes, which are the various variables used to organize the
record (Kahvic et al., 2024).

Just like normal SQL queries, ORMs use CRUD operations to communicate with databases.
They communicate similarly as ORMs are designed not to replace Pure-SQL, but to abstract
it. Allowing developers to more easily interact with databases using enhanced structuring, type
safety and less complex syntax as opposed to creating a whole new language for database inter-
action.

2.4 ORM Functionality

When an ORM is run the code that has been written for it is converted to SQL and the response
from the DBMS is converted to be easier to understand. ORM involvement can therefore be
thought of as ORMs being ”"middlemen” that support developers by assisting with interactions
with DBMSs.

Table 2.1 is an example of how a SQL statement to get all pets can look in Pure-SQL,
Sequelize and Prisma. Table 2.2 and table 2.3 are what the generated SQL from the Sequelize
and Prisma code from table 2.1 looks like.

Table 2.1: Pure-SQL and ORMs - get all pets

Pure-SQL Prisma Sequelize

SELECT * FROM pets prisma.pets.findMany () Pet.findA11Q)

Table 2.2: Generated Prisma - get all pets

SELECT “pets™. id", “pets” . name’, “pets . birth_date™, “pets’. type_id",
“pets” . owner_id® FROM “pets® WHERE 1=1

Table 2.3: Generated Sequelize - get all pets

SELECT "id", "name", "birth_date", "type_id", "owner_id" FROM "pets" AS "Pet"

An example with a more convoluted question can be seen in appendix A.



As seen in the tables 2.1, 2.2 and 2.3, the SQL generated by the ORM is longer than the
Pure-SQL. Other examples are that Sequelize has a feature where it likes to use singular terms
instead of plural (pet instead of pets) in its own code. Sequelize-Contributors (n.d.) states
that the use of singular and plural terms is not necessary but it’s the recommended way to use
Sequelize. A unique aspect of Prisma that can be better seen in appendix A is that Prisma has
problems when it comes to using joins as it likes to instead make multiple separate queries that
it then combines instead of just doing them in one query with joins (GitHub, n.d.a).

2.5 JavaScript & TypeScript

JavaScript is a highly popular programming language used for website back-end development,
and more recently server-side development. By default JavaScript is a loosely typed language
as it does not have explicitly defined types. Lack of explicit typing makes writing code simpler
as types are assigned at runtime and do not have to be explicitly defined by the developer but
can make reading and maintaining code harder (Netscape, n.d.). TypeScript is an extension of
JavaScript that adds syntax for types to help catch errors earlier by adding strict typing, forcing
types to be assigned manually before code can be compiled, making the code more purposeful.
Adding syntax for types has the opposite effect of loose typing, where writing code becomes more
advanced, but reading and interpreting it becomes easier (Microsoft, 2012).

2.6 Containers

Containers are a resource-efficient way of packaging code, dependencies, and other parts of an
application into essentially their own virtualized minicomputer. While containers and virtual
machines share a similar basic concept, the way containers function is different from virtual
machines. While virtual machines emulate both the hardware and software parts of a computer,
containers only create a virtualized version of the operating system. Essentially a virtualized
version of the operating system means that containers only contain the relevant parts of the
operating system for the application to function. A container commonly consists of the program,
or part of the program in a larger application known as a multi-container application (IBM,
n.d.a).

2.7 Docker

Docker is an application that assists in creating, controlling and sharing containers on a computer
(Docker, n.d.a). Docker containers are created from a created Docker image consisting of the
application code, dependencies, and other additions. Docker containers help ensure that all
instances of the program created from a Docker image are the exact same every time (Docker,
n.d.b). Using Docker to create an application increases reproducibility as the same application
environment can be created without the need for manually setting up the same versions of each
library and add-on.

2.8 Postman & Newman

Postman is a unified platform for designing, testing, distributing, documenting, and monitoring
APIs. According to Postman, 98% of Fortune 500 companies use Postman (Postman, n.d.b).



Postman uses a comprehensive application and GUI to send queries in order to test APIs as
well as display the query response and response time. Postman also allows for automated and
repeated executions of separate queries using Postman collections. Collections are a premade
set of instructions allowing Postman to automatically execute in a set order, allowing for more
expansive testing of APIs while ensuring the methods are correct and consistent. By default,
Postman collections output a report file with a predetermined structure and no way to customize
the layout. To change the layout of a Postman report, Newman is required instead.

Newman, a Postman add-on, allows Postman collections to be executed directly in the CLI
as well as in development environments, instead of through the Postman application. Executing
directly in the CLI allows for greater control over Newman as a whole, as well as offering custom
data collection formatting (Postman, n.d.a). By default, Newman creates a report which contains
a lot of information, some of which is only usable in certain situations. Instead, creating a custom
report format allows for extraction of certain data that is relevant to the test. External data can
also be entered into the same output document without needing extra processing, which allows
for a single document to contain all the necessary data for a test.



3 | Related Research

Kahvic et al. (2024)

Kahvic et al. (2024) conducted a quasi-experiment of three different TypeScript-based ORMs
comparing response times, memory usage and throughput (operations per second). The ORMs
analyzed were Prisma, Sequelize and Mikro-ORM which were tested using the PostgreSQL data-
base engine. Kahvic et al. (2024) used two levels of ORM object complexity for each CRUD
operation, for each ORM. Their findings highlight that no ORM is inherently superior as all
three ORMSs perform similarly, each excelling under different circumstances.

Inspection of the individual results shows that Mikro-ORM consistently performs with a
greater separation, while both Prisma and Sequelize display a much greater proximity. While
Kahvic et al. (2024) performed an extensive test and reported relevant results, their experiment
was based on relative performance between the ORMs, without a baseline for comparison. The
lack of a baseline makes it difficult to determine the true impact of the differences observed
between the libraries.

The study aims to expand the work conducted by Kahvic et al. (2024) by introducing a
Pure-SQL baseline to compare against two of the libraries used, namely Prisma and Sequelize,
as well as test their performance on two database engines, namely PostgreSQL and MariaDB.
While Kahvic et al. (2024) included Mikro-ORM in their study, it is excluded from the study as
it is not as widely used as either Prisma or Sequelize.

Yusmita, Arya, Wijaya, Suryaningrum, and Siswanto (2025)

Yusmita et al. (2025) conducted a study comparing the TypeScript-based ORMs Prisma and
and Sequelize as well as Pure-SQL using the PostgreSQL database engine to quantify if there
is a performance difference between them. The experiment used the performance metrics CPU
usage, memory usage, query execution time, and stability. Query execution time is defined as
the total time taken from the instant a query is sent through the API, to the database, until a
response is received. Stability is defined as the difference between the lowest recorded response
time, and the highest recorded response time.

Their conclusion highlights Pure-SQL as the more efficient choice as it outperforms Prisma
by as much as 2.26 times based on a composite performance index, incorporating all performance
metrics into a single, comprehensive number. The experiment performed by Yusmita et al. (2025)
is sound and the conclusions they reach are extensive. However, as they only compare Pure-SQL
against a single ORM there is room for further expansion of the subject. Our study aims
to compare Pure-SQL to Prisma and Sequelize, using the MariaDB and PostgreSQL database
engines to increase the external validity, and generalizability of results.



Zmaranda, Pop-Fele, Gyoriédi, Gyorddi, and Pecherle (2020)

Zmaranda et al. (2020) conducted a case study comparing three of the most popular .NET-
based ORMs Entity Framework Core 2.2, nHibernate 5.2.3 and Dapper 1.50.5. The case study
consisted of a performance comparison between the different ORMs on the metrics execution
time and memory usage. Similar to Yusmita et al. (2025), execution time is the time it takes
for a request to produce a response and memory usage is the total memory used by the program
during the execution of a query. The results Zmaranda et al. (2020) reach are, much like Kahvic
et al. (2024), that no single ORM library is superior in all operations. Part of their conclusions
includes that nHibernate scores the lowest values for all iterations of the ”insert” operation, while
EF Core scores the lowest values for one-to-one "update” operations, while Dapper scores the
lowest values for one-to-many ”update” operations.

While Zmaranda et al. (2020) provide valuable data, their results discussion lacks comprehens-
ive result analysis. Providing their assessment as ”better” or ”worse”, rather than an extensive
results evaluation focusing on both response times and memory usage separately, makes it hard
to distinguish between the performance metrics. The lack of clarity in the discussion makes it
more difficult to read, as it is necessary to go back to their results to interpret the conclusion they
reach for each operation. Additionally, similar to Kahvic et al. (2024), Zmaranda et al. (2020)
do not include a Pure-SQL baseline in their study, which makes it difficult to fully comprehend
the differences in performance between the libraries.

Giivercin and Avenoglu (2022)

Giivercin and Avenoglu (2022) performed an experiment comparing three popular ORM libraries
in the .NET 6 environment. The libraries compared are nHibernate, Dapper and Entity Frame-
work Core, which are the same libraries studied by Zmaranda et al. (2020). While both studies
make use of the same libraries, and measure query execution time and memory usage, Giivercin
and Avenoglu (2022) also measures CPU usage which Zmaranda et al. (2020) do not.

Interestingly, the results gathered by Giivercin and Avenoglu (2022) differ from those of
Zmaranda et al. (2020). While the reason for the discrepancies is unclear, some factors could
be differences in performance measurements, the use of different versions of the ORMs, or the
use of different NET versions. Giivercin and Avenoglu (2022) also mentions that the results of
their study may differ from similar studies due to the lack of standardized testing queries and
strategies, and mentions Zmaranda et al. (2020) as an example of the difference in results based
on experimental setup.

Some of the results gathered by Giivercin and Avenoglu (2022) highlight Dapper as the
ORM with the lowest execution time for read, delete, search and sort operations, while EF Core
”performs” the best for update and insert operations and nHibernate displays worse performance
than both EF Core and Dapper. The insert operation is interesting as Zmaranda et al. (2020)
found that nHibernate performs better than both Dapper and EF Core in their test. As with
both Kahvic et al. (2024) and Zmaranda et al. (2020), there is no Pure-SQL baseline included in
the study by Giivercin and Avenoglu (2022) which makes it more difficult to interpret the results
as the performance is measured relatively between the ORMs. With no set baseline to compare
to the relative performance measurements are harder to interpret.

Hule and Ranawat (2023)

Hule and Ranawat (2023) performed a literature review analyzing different ORM tools for data
access object tiers using a Model-View-Controller architecture. As they conducted a literature
review, no experiment was done. However, their analysis of related studies functions as an



overview of similar experiments such as the one conducted by Zmaranda et al. (2020), among
others. One of the studies included in the review was that of Colley, Stanier, and Asaduzzaman
(2018) which shows the same trend as Yusmita et al. (2025), that Pure-SQL queries consistently
perform better than their ORM counterparts. Colley et al. (2018) does mention that both ORM
and database tuning can mitigate the performance overhead introduced by ORMs, but Pure-SQL
queries remain more effective overall.

Hule and Ranawat (2023) proposes an experiment based on the literature review including op-
timizing ORMs using purpose-built applications which enable faster development and database
integration, as well as the creation of ORM objects using graphical interfaces to reduce syn-
tactic load, and streamline development. While the experiment proposed by Hule and Ranawat
(2023) differs from the performance analysis our study aims to conduct, it is useful to consider
the conclusions reached based on literature relevant to the subject, as well as evaluate their
interpretations to reach a deeper understanding of ORMs.

10



4 | Problem Statement

4.1 Problem

With the transition to complex artificial-intelligence based systems, the cost of queries has greatly
increased in a short time (Trippas et al., 2025). With the increased cost of querying, it’s important
to find ways to increase the performance of information retrieval. To help with querying some
companies use ORMs to make their job of creating and controlling queries easier.

4.2 Aim & Objectives

4.2.1 Aim

The study aims to study the performance overhead introduced by object-relational mappers for
developers considering the use and implementation of ORMs in software applications. The focus
is on Prisma and Sequelize, with Pure-SQL being included as a baseline. An API and CRUD
operations are used to test the libraries and Pure-SQL in different situations to measure and
visualize the difference between them.

4.2.2 Objectives

These are the objectives that need to be fulfilled to complete the experiment.

Establish performance metrics to benchmark ORM overhead
Measure performance differences between Pure-SQL and ORMs
Execute each paradigm in isolation and record the results
Compare and analyze results using statistical analysis

Clarify the performance overhead introduced by ORMs

CUP o=

4.3 Research Questions & Hypotheses

RQ.1 — Is there a performance difference between Pure-SQL and ORM-libraries with regard to
memory usage?

H1y — There is no difference in performance between Pure-SQL and ORM-libraries
with regard to memory usage.

11



H1, — There is a significant difference in performance between Pure-SQL and ORM-
libraries with regard to memory usage.

RQ@.2 — Is there a performance difference between Pure-SQL and ORM-libraries with regard to
response time?

H2y — There is no difference in performance between Pure-SQL and ORM-libraries
with regard to response time.

H2, — There is a significant difference in performance between Pure-SQL and ORM-
libraries with regard to response time.

4.4 Collaborative Responsibilities

The study and report are a collaborative effort between Maximilian Dahlquist and Erik Gust-
afsson. As it is done in a group it is important to distinguish who is responsible for which parts
of the experimental setup and report.

4.4.1 Maximilian’s Contributions

Maximilian is responsible for setting up the MariaDB database and installing Prisma for Mari-
aDB, as well as the creation of the custom response time recording script integrating Newman
and the custom memory usage script. Maximilian is also responsible for running the test and
gathering the results.

4.4.2 FErik’s Contributions

Erik is responsible for setting up the PostgreSQL database and installing Sequelize for Postgr-
eSQL. He is also responsible for the choice of queries used and a custom script for generating
the graphs used in the report.

4.4.3 Joint contributions

The report has been written jointly by both parties, with no defined responsibilities for differ-
ent parts, meaning that all sections of the report have been contributed to by both members
throughout the entire writing process.

12



5 | Methodology & Im-
plementation

5.1 Experimental Environment

The study makes use of a quasi-experiment as it is the best fit for a comparison between Pure-SQL
and ORM libraries. A quasi-experiment differs from a normal experiment in that it does not make
use of any random variables, enabling a more direct comparison between various methods without
the risk of randomized variables skewing results (Wohlin, Runeson, Host, Ohlsson, Regnell,
Wesslén, et al., 2012). The quasi-experiment is conducted using Pure-SQL queries and ORM
objects on two different database engines.

While two distinct engines are used, they are not used to compare results as that would
introduce confounding variables since it would be impossible to know whether it is the computer
hardware or database engine affecting the query performance. Instead, the results are only
compared between Pure-SQL, Prisma and Sequelize on the same machine. The results are then
compared to see if there is a difference in performance. The specific performance aspects which
are investigated in the study are response time and memory usage. Response time is the time
it takes to get the results from the query. Memory usage is the amount of memory required to
send the query and receive the response.

Similar to Kahvic et al. (2024), our study is also a comparison of the libraries. The test is
executed using Newman as it allows for execution of the same query multiple times, after which
it outputs a report of the selected metrics. A custom file (newman.ts) has been created which
collects and outputs the relevant metrics for the experiment (like response time) and allows for
finer control of the contents of the reports. The test is also run in containers using Docker to
limit outside interference as much as possible and use an Express server as it is lightweight and
can handle the querying, both from the Pure-SQL and ORMs.

Figure 5.1 shows an overview of the test structure, consisting of the DBMS, with a state
reset before each test and the same set of queries modified for each database language. Both
databases then run the queries through Pure-SQL, Prisma and Sequelize in isolation. After
the tests are run, statistical analysis is performed using ANOVA and Tukey for the normally
distributed response time data, while Kruskal-Wallis is used for the non-normal memory usage
data.

13



Operating MacOS
System

PostgreSQL

State Reset State Reset

Methods [Pure SQL [ Prisma } [Sequellze} [Pure SQL} [ Prisma } [Sequellze]

Docker
Containers
DB Systems

MariaDB

Dataset

! v v .
Performance | Response | Memory Response Memory
Metrics Time Usage Time Usage
Kruskal- Kruskal-
ANOVA ][ Wallis ] [ANOVA ][ Wallis ]
Statistical
Tests
End End

Figure 5.1: Experimental Environment

5.2 Candidate Object Relational Mapping Libraries

The experiment makes use of two ORM libraries, Prisma and Sequelize. Two ORMs are used
as they provide an overview of the relative performance between them, as well as a comparison
with the Pure-SQL baseline. The comparison allows for a clearer picture as comparing a single
ORM to Pure-SQL, while plausible, gives less of an overview of how different ORMs compare to
each other and Pure-SQL simultaneously.

The requirements considered when choosing ORMs are first and foremost that they are open-
source and do not use proprietary technology, and are compatible with both the PostgreSQL and
MariaDB database engines. Additionally, the performance of the ORMs was considered, based
on the conclusions drawn from Kahvic et al. (2024) where Prisma, Sequelize, and MikroORM
were compared.

Prisma was chosen as it was one of the libraries compared in the study by Kahvic et al. (2024)
and therefore has already been compared with other libraries. Using Pure-SQL as a baseline, it is
then possible to compare the performance with other libraries from Kahvic et al. (2024) without
going through the whole comparison all over again. Prisma is also (according to Prisma) the
most popular ORM for TypeScript (Data, n.d.).

Sequelize was chosen as the second ORM because it was also a part of the experiment conduc-

14



ted by Kahvic et al. (2024). It is also apparently one of the most actively developed ORMs and
is used by large corporations such as Walmart (Sequelize-Contributors, n.d.). Both Prisma and
Sequelize are built to work with Node.js and TypeScript but differ in their strengths. Prisma
is designed with developer experience and type safety in mind while Sequelize is designed to
balance abstraction and control with a comprehensive and promise-based API.

As PostgreSQL and MariaDB are highly common database engines, most ORMs support both
and so DBMS choice was not a major obstacle in the choice of ORM. Additionally, many ORMs
are fully open-source and allow for free usage and manipulation at the discretion of the developer.
The obstacle left is the conclusion drawn by Kahvic et al. (2024) as a point of consideration for
fitting ORMs.

The results gathered by Kahvic et al. (2024) illustrated the differences in performance between
the three ORMs, where for a majority of tests, Prisma and Sequelize show similar performance,
while MikroORM appears to perform differently to both Prisma and Sequelize. There are a
few exceptions to the difference between ORMs, however, in general the results illustrate the
performance discrepancy between MikroORM, and Prisma & Sequelize.

5.3 Benchmark Implementation

5.3.1 Structure & Modules

The benchmark is designed with two major modules in addition to the server used to handle and
forward requests. These modules are designed to send the requests to the application, record
the response times and record the memory usage of the program. The Newman module used
to send requests and measure response times is based on the Newman library which allows for
easily setting up and sending queries and recording the program response time. The memory
usage module is activated after each query is completed to record the current memory in use
by the program and link it to the query in question. The modules work together to create a
comprehensive benchmark environment able to measure the performance of any query and ORM
library supported by the application.

5.3.2 Memory Usage Module

Memory usage is measured using an internal Node.js function, showing accurate and targeted
memory use for the program which gives a good overview of the difference in memory perform-
ance between Pure-SQL and the ORM libraries. Additionally, it records and measures without
extensive contamination from outside sources, such as other programs or operating system pro-
cesses. There is still some level of contamination as some operating system processes cannot
be disabled and background applications cannot be fully removed. The effect is that the total
memory assigned to the program may be less than it would have been on a completely clean
system, but the contamination should not change results drastically as the operating system
generally does a good job of dynamically assigning memory.

The memory usage module is set up to record absolute memory values, as recording memory
delta can lead to negative memory readings when the application clears memory during major
garbage cleaning. Using memory delta, the application takes a snapshot of the memory usage im-
mediately after startup, and compares subsequent values to the snapshot. The negative memory
readings appear when the program clears a large amount of memory, causing the total memory
used to drop below the initial snapshot value, resulting in negative values. Using absolute values,
it is possible to bypass the issue entirely, as the memory usage measured is that of the applica-
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tion as a whole, which does not undergo significant change except for the memory used by query
engines such as Pure-SQL and ORMs.

Node.js uses an automatic garbage collection system which is called when the total memory in
the program reaches a certain threshold, based on the memory assigned. Allowing the application
to handle garbage collection on its own can cause issues as during larger iteration tests garbage
collection activates to clean up unnecessary memory, causing spikes in response times and issues
with memory tracking. Using the automatic garbage collection also leads to memory usage
compounding until cleared automatically by the collector, creating a sawtooth pattern of the
combined memory usage of several queries, instead of the memory usage of a single query. To
get more accurate readings of each query, garbage collection is set up to run manually once at
program startup to ensure a clean slate, and after each query to ensure that the memory usage
is measured per query, instead of compounding until cleared by the automatic GC.

5.3.3 Newman Module

Newman is a core part of the study as it is used to query the database, and record response times.
Using only the Newman CLI proved to be insufficient as it only allows for minimal control over
running collections and requires long and sophisticated commands to run a collection and save
the results. Regardless, Newman can cleanly record and report response times and allows for
deeper customization if imported into code. To make full use of the tools Newman offers the
experiment makes use of Newman in the form of a script allowing for running collections and
automatically storing formatted reports with a simpler command. Newman can generate reports
from the CLI, but these are generally bloated and contain a lot more information than is needed
for the study. Formatting custom Newman reports to only print out the query iteration, response
time, and memory usage recorded externally allows for a more streamlined workflow and easier
to read reports.

The Newman module works by first taking in some parameters, included in the start com-
mand. The arguments needed to run the command are the name of the collection, and the
number of iterations for the test. If no collection name is included Newman has nothing to run,
and so cannot start. If no iteration count is included Newman runs a single iteration of the
collection after running a warm-up. The warm-up is intended to minimize the effect of the pre-
viously described ”cold start” scenario. It does the ”warm-up” by running 100 iterations of the
chosen collection. Once the warm-up sequence is finished the GC is triggered manually to clean
up the memory before the test, and the real test begins, based on the iteration count entered as
a parameter.

The sequence for running the Newman script is visualised in Figure 5.2. It is intended to
minimize the impact of database a cold start which is a phenomenon that occurs when a database
has not been queried for an extended time, or is queried for the first time after a start. Including
queries made on a cold database may skew results negatively as the first queries are a lot slower
compared to the rest. Cold starts are expected on the first request in most cases, but to ensure
that they do not impact the test the program executes 100 requests to completely warm up the
database. After the warm-up the GC is run to clear any old queries and stale objects out of
memory, after which the real test begins. The GC helps ensure a clean slate for when the real test
starts, otherwise the leftover memory may skew the results and act as a confounding variable.
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Run warm-up
Run Newman.ts sequence
(100 runs, discarded)

Run test and save
Run garbage cleaner
results

Figure 5.2: Newman run sequence

5.3.4 Caching

Caching allows for a program to store recently or often used data separately to enable faster
recovery of said data. However, in the case of the study the existence of a cache could invalidate
the results as the test would shift from how well Pure-SQL performs against ORMs to how well the
program is able to cache database queries. To ensure that caching is not an issue a few measures
have been taken. Firstly, a header has been added to all Newman collections, disabling HTTP
caching entirely on the request side (Mozilla, 2026). An additional layer of caching prevention is
on the database side. Disabling the query cache forces the database itself to retrieve information
every time. While caching has been disabled on both PostgreSQL and MariaDB, the way caching
is done varies by database engine, but the outcome is the same between them.

Another caching prevention strategy is the use of Node’s manual GC. The GC is designed
to free memory by clearing unused objects which are still active in the application, in our case
the queries, and results of said queries. As the garbage is collected between each run, the
previous query is cleared from memory forcing the application to go through the whole process
of retrieving the query results again. These measures ensure that the program cannot cache the
requests or responses meaning that each iteration of a given collection is isolated from the rest.
The lack of caching helps ensure a scientifically sound experiment as it is a measure of the actual
performance of Pure-SQL and ORMs.

There is an argument to be made that the inclusion of caching would help the experiment
emulate a real-world situation more closely. Caching is widely used in software as it provides
faster access to frequently accessed data reducing load times and improving the experience for
the user. However, as mentioned it would invalidate the results of the experiment as it would no
longer be a test of how effective Pure-SQL is when compared to ORMs. Therefore, the exclusion
of caching is a central and important part of the scientific integrity of the experiment (AWS,
n.d.).

5.3.5 Candidate Database Management Systems

To host and interact with a database, technologies like database engines and database manage-
ment systems are necessary. For this study the database management systems used are Post-
greSQL, also known simply as Postgres (PostgreSQL, n.d.a), and MariaDB, a fork of MySQL
(MariaDB, n.d.a). Both PostgreSQL and MariaDB are open source which means that anyone is
allowed to use the software for free and all their source code is available for anyone to use and
improve on as they see fit. Advantages of open source software include wider support and faster
updates as community requests are usually taken more seriously compared to proprietary soft-
ware. It is also possible for experienced developers to submit their own changes to the software
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and since the code is available for anyone to use, it is also easier to find and fix bugs and security
flaws, leading to better and safer software.

PostgreSQL is consistently seen as one of the most popular and most used DBMS applications
in the world thanks to its ability to support a wide range of both relational and nonrelational
data types. PostgreSQL is also one of the oldest working DBMS applications available today,
having launched in the 1990s. Thanks to both its widespread usage and age, it is one of the most
evolved applications. With a deep history and powerful foundation, it supports a wide range of
database engines, languages, and ORM libraries (IBM, n.d.b).

MariaDB is one of the most popular and widely used open-source DBMS. It is made by
the original creators of MySQL as a fork, is part of most cloud offerings and is the default in
most Linux distributions. MariaDB is sponsored by several large companies like Amazon, Intel
and IBM (MariaDB, n.d.a). MariaDB is forked from MySQL which means that its relational
databases, data and table definitions are similar. The difference between them is that MariaDB
prioritises flexibility and user freedom while MySQL uses proprietary solutions, such as Oracle
Cloud and Oracle HeatWave (MariaDB, n.d.b).

5.3.6 Baseline Performance Comparison

To establish a baseline and avoid only making use of relative performance metrics, Pure-SQL
queries are used as the performance of Pure-SQL is more widely known compared to most
ORM-libraries. SQL is the standard for interacting with databases in applications that employ
relational database models, such as PostgreSQL and MariaDB. Since SQL-queries are in general
made by the developer, their quality is directly connected to the expertise of the developer who
created them. Most query engines have a built-in optimizer which attempts to find the best way
to execute a line of queries (Beaulieu, 2009, p. 9).

While the optimizer can improve the performance of the SQL, the biggest factor in raw
performance is the quality of the query itself. ORM-libraries aim to offload the responsibility of
writing queries to the query generator of the library itself. The offload means that the quality
of generated SQL queries is dependent on how well the ORM-library is made, rather than the
developer who would normally write the query (Majerik and Borkovcova, 2023).

5.3.7 Selected Queries

When the experiment was being planned it was decided to use one simple and one advanced
query for every CRUD operation. The reason for the decision was to test if the complexity of
the query influenced the performance.

When deciding whether a query is simple or advanced the main variables observed were the
number of query operations made and the number of joins used. The amount of queries was an
important variable as more queries used leads to more resources used. The amount of joins used
was chosen as according to PostgreSQL (n.d.b) the most difficult relational operator to process
are joins as their resource use grows exponentially the more of them that are used.

18



Table 5.1: CRUD Operation - Simple Read

Pure-SQL

Prisma

Sequelize

SELECT * FROM pets

prisma.pets.findMany ()

Pet.findA11()

The goal of the read query is to get all the information from each pet.

The query is deemed a simple query as it only includes one table and has no limitations on what

to include.
Table 5.2: CRUD Operation - Advanced Read
Pure-SQL Prisma Sequelize
SELECT prisma.owners.findMany ({ Owner.findA11l({
owners.id, where: { include: [{
owners.first_name, pets:{ model: Pet,
owners.last_name, some: { required: true,
owners.address, types:{ include: [{
owners.city, name: 'hamster' model: Visit,
owners.telephone }, required: true,
FROM owners visits:{ },
JOIN pets ON owners.id some: {} {
= pets.owner_id } model: Type,
JOIN visits ON pets.id } where: {
= visits.pet_id } name: "hamster"
JOIN types ON pets.type_id s 3,
= types.id include:{ required: true,
WHERE types.name = 'hamster' pets:{ },
where: { }
types:{ b
name: 'hamster'
}3
visits:{
some: {}
}
1,
include:{

visits: true,
types: true
}

}
}
b

The read query has the goal of getting all information about owners that have a pet hamster

that has had a visit.

The query is deemed an advanced query as it has to include four tables to get the relevant

information and it has the limitation of only searching for hamsters.
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Table 5.3: CRUD Operation - Simple Create

Pure-SQL

Prisma

Sequelize

INSERT INTO
owners (
first_name,
last_name,
address,
city,
telephone)
VALUES (
'Deller’',
'Menser',
'Notwere st',
'Entier',
'0000666000"')

prisma.owners.create({
data:{
first_name: "Deller",
last_name: "Menser",
address: "Notwere st",
city: "Entier",
telephone: "0000666000"

B;

Owner.create({
first_name: "Deller",
last_name: "Menser",
address: "Notwere st",
city: "Entier",
telephone: "0000666000",
b;

The create query has the goal of creating a new owner with the name Deller Menser, who lives
in Entier on Notwere st with the phone number 0000666000.
The query is deemed a simple query as it’s a create that only includes one table that doesn’t
need to be connected to anything else.
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Table 5.4: CRUD Operation - Advanced Create

Pure-SQL Prisma Sequelize
resultsl = prisma.visits.create({ Visit.create(
INSERT INTO data:{ {
owners ( visit_date: visit_date: "2009-08-15",
first_name, new Date('2009-08-15"), description:
last_name, description: "rabis check",
address, 'rabis check', Pet: {
city, pets:{ name: "Blue",
telephone) create:{ birth_date: "2007-02-23",
VALUES ( name: 'Blue’, type_id: 2,
'Entre’, birth_date: Owner: {
'Dublo’, new Date('2007-02-23'), first_name: "Entre",
'le trest avenue 5', last_name: "Dublo",
'Paris', types:{ address:
'0908234680) connect: {id:2} "le trest avenue 5",
RETURNING id }, city: "Paris",
telephone: "0908234680",
results2 = owners:{
INSERT INTO create:{ },
pets ( first_name: "Entre", },
name, last_name: 'Dublo’, {
birth_date, address: include: [
type_id, 'Le trest avenue 5', {
owner_id) city: 'Paris', association: VisitWpet,
VALUES ( telephone: include: [PetWowner],
'Blue', '0908234680" ,
12007-02-23", } 1,
25 }, }
" + resultsi["id"] + ") } )
RETURNING id }
})
INSERT INTO include:{
visits ( pets:{
pet_id, include:q{
visit_date, owners: true
description) }
VALUES ( }
" + results2["id"] + ", }
'2009-08-15", 1};

'rabis check')

The create query has the goal of creating an owner named Entre Dublo with their dog Blue and

a visit for Blue.

The query is deemed an advanced query as it involves three tables that need to be correctly
linked so that relations end up correct.
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Table 5.5: CRUD Operation - Simple Delete

Pure-SQL Prisma Sequelize
Deller = prisma.owners.findFirst ({ Deller = Owner.findOne({
SELECT where: { where: {

*
FROM owners
WHERE first_name
'Deller’
LIMIT 1

DELETE FROM
owners

WHERE id =
Deller["id"]

first_name: "Deller"
¥
1))

prisma.owners.delete({
where:{
id: deller.id
}
B

first_name: "Deller"
}
B;

Owner.destroy ({
where: {
id: Deller?.get("id"),
}
b;

The delete query has the goal of deleting an owner with the name Deller.
The query is deemed a simple query as it only involves one tables and an owner that has nothing

connected to it.
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Table 5.6: CRUD Operation - Advanced Delete

Pure-SQL Prisma Sequelize
Entre = owner = ) . Entre = Owner.findOne({
SELECT prisma.owners.findFirst ({ where: {
owners.id where:{ first_name: "Entre",
FROM owners first_name: 'Entre' }
WHERE first_name = } 1
'Entre’ b;
LIMIT 1 Blue = Pet.findOne({
pet = where: {
Blue = prisma.pets.findFirst({ owner_id:
SELECT where: { Entre?.get("id")
pets.id owner_id: owner.id }
FROM pets + b

WHERE owner_id = Entre["id"] | });
Visit.destroy({

visit = prisma.visits.deleteMany ({ where: {
SELECT where:{ pet_id: Blue?.get("id")
visits.id pet_id: pet.id
FROM visits } b;
WHERE pet_id = Blue["id"] b
. Pet.destroy({
DELETE FROM visits prisma.pets.delete({ where: {
WHERE id = visit["id"] where: { id: Blue?.get("id")
id: pet.id }
DELETE FROM pets } b
WHERE id = Blue["id"] 19N
. Owner.destroy ({
DELETE FROM owners prisma.owners.delete({ where: {
WHERE id = Entre["id"] where: { id: Entre?.get("id")
id: owner.id }
} B
19

The delete query has the goal of deleting the owner Entre. To delete Entre, Entre’s dog Blue
and it’s visit have to also be deleted.

The query is deemed an advanced query as it involves deleting an owner that has a pet with a
visit. The deletion therefore requires the use of three tables and that the deletion is then done
in the correct order.
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Table 5.7: CRUD Operation - Simple Update

Pure-SQL Prisma Sequelize

oldDeller = deller = oldDeller = Owner.findOne ({
SELECT prisma.owners.findFirst ({ where: {

* where:{ first_name: "Deller",

FROM owners
WHERE first_name = 'Deller'
AND city = 'Entier'
LIMIT 1

UPDATE

owners

SET city = 'Exiter'
WHERE id = oldDeller["id"]

first_name: "Deller",
city: "Entier"
}
1))

prisma.owners.update ({
where:{
id: deller.id,
city: "Entier"
})
data:{
city: "Exiter"

B;

city: "Entier",
b
Owner .update (

city: "Exiter"

},
{
where: {
id:
oldDeller?.get("id")
}

)

The update query has the goal of changing an owner named Deller who lives in Entier to instead

live in Exiter.

The query is deemed a simple query as it is an update done on only one table and only one

variable is changed.
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Table 5.8: CRUD Operation - Advanced Update

= visits.pet_id
WHERE visits.id
= oldVisit["id"]
LIMIT 1

UPDATE
visits
SET
visit_date
= '2011-06-24"',
description
= 'rabies shot boost'
WHERE id = oldVisit["id"]
UPDATE
owners
SET

WHERE id = oldOwner["id"]

address = '8 Rue de Nesle'

description:
'rabies shot boost',

pets:{
update:{
owners:{
update:{
address:
'8 Rue de Nesle'

Pure-SQL Prisma Sequelize
oldVisit = visit = 0oldVisit = Visit.findOne({
SELECT prisma.visits.findFirst({ include: [{
visits.id where:{ model: Pet,
FROM visits pets:{ required: true,
JOIN pets owners: { include: [{
ON visits.pet_id last_name: 'Dublo’, model: Owner,
= pets.id address: where: {
JOIN owners "Le trest avenue 5" last_name: "Dublo",
ON pets.owner_id } address:
= owners.id } "Le trest avenue 5"
WHERE owners.last_name }, },
= 'Dublo’ select:{ required: true,
AND owners.address id: true H,
= 'le trest avenue 5' }]
LIMIT 1 b; b;
oldOwner = prisma.visits.update({ oldOwner = Owner.findOne({
SELECT where:{ include: [{
owners.id id: visit.id model: Pet,
FROM owners }, required: true,
JOIN pets ON owners.id data:q{ include: [{
= pets.owner_id visit_date: model: Visit,
JOIN visits ON pets.id new Date('2011-06-24"'), where: {

id: oldVisit?.get("id")

required: true,

}
B;

>

Visit.update(
{

visit_date: '2011-06-24"',
description:
'rabies shot boost'

1,
{

where: {
id: oldVisit?.get("id")

}
);

Owner .update (

address: "8 Rue de Nesle"

B

{

where: {
id: oldOwner?.get("id")

}
)

The update query has the goal of changing which street an owner with the last name Dublo lives
on and updating a visit Dublo’s pet has had.
The query is deemed an advanced query as it’s an update that involves three connected tables
with two of the tables having variables changed.
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5.3.8 Containerization

Docker is used to containerize the testing application. The purpose of containerization is to split
the application up to make it easier to develop and maintain. The setup consists of two containers,
one for the database and one for the backend used to call the database. Using containers for
the different parts of the application also allows for quicker deployment on different computers.
Containerization also allows the program to run the same regardless of operating system or other
external factors, except performance-related hardware (Docker, 2023).

5.3.9 Data Visualisation

To visualise the data obtained through the experiment it was decided to use the programming
language Python with the library Matplotlib to generate visual graphs. There are four graphs
for each DBMS (four PostgreSQL graphs, four MariaDB graphs). Each section’s graphs include
simple response time, advanced response time, simple memory use and advanced memory use.
Each of these graphs has the combined results of the CRUD operations (create, read, update
and delete) of their respective types (simple or advanced) put into them. The combination was
done to have a comparison of the entire system instead of just comparing CRUD operations.

5.4 Performance Metrics and Measurement Strategy

This experiment measures and records response times and memory usage during queries to de-
termine if there is a difference in performance between Pure-SQL and object-relational mappers.
Two DBMS and two query complexities are used to measure the performance of the two ORMs
and Pure-SQL.

The measurement of response times is handled by Newman as it is able to send queries and
record response times in an efficient manner. Memory usage is recorded using a native Node.js
function which is able to target the current memory in use by the application at any point, such
as immediately after the conclusion of a query. The experiment is run on a single computer
in order to avoid computer hardware as a confounding variable in combination with different
database management applications being used. Refer to table 5.9 for a comprehensive overview
of the computer hardware and software versions used for the test.

Table 5.9: Hardware Overview

Device Mac

Model Apple MacBook Pro

0S Apple MacOS Tahoe 26.5

CPU Apple M3 Pro 11-core ARM @ 4050MHz
GPU Apple M3 Pro 14-core ARM @ 4050MHz
RAM Hynix 18GB LPDDR5 @ 6400MHz
Storage Apple 512GB SSD @ 5000MB/s R/W

5.4.1 Response Times

Response times are collected using the Newman extension for Postman integrated into a custom
script for more extensive control over test automation and report generation compared to both
the GUI-based Postman and the CLI-based Newman on their own. The enhanced control allows
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for a more automated workflow, as well as more focused and smaller report files which can be
immediately visualised in graphs without extra modifications or processing.

Response time collection is handled by the Newman function which gives less overall control
over how response times are measured but simplifies the workflow and ensures accurate and
deterministic readings. The response time is the total time from the request being sent until
the response is received. When a ORM is used more steps are included in the process but both
ORMs and Pure-SQL share the same basic principle for query handling.

When using Pure-SQL, the request is sent from Newman to the server where it is handled by
the server’s built-in query driver and forwarded to the database. Once the database has handled
the request it sends back the relevant data as a response which is received by the Express server
and finally sent back to Newman which flags the request as completed.

When an ORM is introduced the process is changed as the ORM has to abstract the object
into a Pure-SQL query before it can be sent to the database. It is the additional conversion
layer that introduces ORM overhead, and is responsible for the performance difference perceived
between Pure-SQL and ORM libraries. The query is sent from Newman to the Express server
which processes the request and then sends it to the ORM. The ORM abstracts the object into
a Pure-SQL query which the database can understand and forwards it. Once the database has
handled the query it generates a response and sends it back to the ORM which generates a
new object with the response data. The object is then sent to the Express server and finally to
Newman.

In neither case is network speed a factor as the entire application and database are hosted
locally and containerized using Docker. The local hosting ensures that the response times are
entirely based on the speed of the application and database, and the difference between the
Pure-SQL and ORM results can be attributed to the ORM overhead, as opposed to network
speed differences.

For a visual overview of the entire process involved in recording response times, see figure
5.3. The chart outlines every event from the socket initialization until Newman receives a full
response. In the figure, server refers to the Express server used in the application to handle
requests, database refers to PostgreSQL or MariaDB and ORM refers to Prisma or Sequelize
depending on the current test.
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Figure 5.3: Response time chart

5.4.2 Memory Usage

There are many ways to measure memory usage for specific programs. A popular method to
measure memory usage, and the strategy of choice for the study, is to use the native Node.js
method process.memoryUsage() which returns an object with various memory usage information
for the Node.js process, of these the heapUsed metric is used as it shows the memory currently
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in use by the application in the heap. The Node.js method isolates the memory usage to the
process and returns the currently read usage value. The method can be called several times to
get the memory usage over time in conjunction with queries, allowing each query to be connected
to the current memory read by the program (NodeJS, n.d.b).

Using targeted memory usage measurements ensures that the values are not influenced by
external processes which could nullify the integrity of the test. Instead, the targeted memory
usage tracking records only the memory in use by the program in isolation which allows for a
clearer overview of the memory usage overhead introduced by ORMs in comparison to when they
are not in use.

Memory usage is collected immediately after a request is finished using native Node.js methods
to call the memory usage recording script upon the completion of the query. Recording memory
usage immediately after a request ensures that the current memory reading is a result of the
request in its entirety and not the result of background processes which could otherwise influence
the reading if a delay was introduced. In order to ensure that previous queries have no effect
on the current request the GC is also run before each request, clearing the process memory of
unused data.

5.5 Alternative Methods

5.5.1 True Experiment

Initially, the study was to be conducted using a true experiment, including randomized queries
and environments. Wohlin et al. (2012, p. 16) describes a true experiment as an experiment
where a single variable is altered at a time, while all others remain static. The experiment is
then run, the results are recorded, and another variable is altered. A true experiment would
mean running many more iterations of the experiment compared to a quasi-experiment.

True experiments also employ randomization as part of the experimental design. In the case
of the study randomization could be a randomization of query execution order. Randomization
would not be fitting for the study as the aim is to gather consistent benchmarking results for all
paradigms. In order to ensure fairness in the benchmarking process equivalent queries are used
in the same order for all paradigms in isolation with no randomization.

5.5.2 Interviews

Another discussed method was interviews. According to Wohlin et al. (2012, p. 62) an interview
is simply a discussion between the researcher and participant. The interview discussion includes
the research questions posed, but the structure of the interview can differ.

The idea was to interview people who have interacted with ORM libraries in a structured
manner, meaning to ask questions in the same way every time to establish on the qualitative
side, whether people consider ORM libraries to be worth the inherent performance impact. The
interview idea was quickly rejected, as finding experts on ORM, who are also willing to participate
could prove difficult. Additionally, it was decided that establishing a performance baseline using
Pure-SQL takes priority as it is often better for people to make an informed decision based on
existing quantitative data, even though opinion holds a certain weight as well.

5.5.3 Case Study

The last method discussed was a case study, which Wohlin et al. (2012, p. 14) describes as
consisting of observing several companies as they use the ORM libraries in their day-to-day
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operations and comparing how they perform. An issue is that separating the libraries from the
usage context is difficult. Confounding factors can cause major issues for a case study, as there
is a lot less control when compared to an experiment.

An example is that it may not be possible to tell whether the performance of a library is due
to the library itself, or the surrounding variables such as environment, or complexity of queries
used. Because of these issues, the idea of a case study, while interesting, is not a good fit for the
study and has been rejected. Additionally, finding companies that are both willing to participate
in a study and make use of ORMs can prove difficult. With these limitations in mind a case
study would not work in such a short timeframe and with the available resources.
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6 | Results

The experiment was executed using a total of 48 different configurations, split up by database
management systems, query methods and CRUD operations. Both DBMSs were run once using
Pure-SQL, and once using each of the ORM libraries. The setup means that six separate config-
urations were used in total for each CRUD operation, of which there are eight. Refer to Figure
6.1 for a visual overview of the structure including the DBMSs, methods and CRUD operations.
The figures are a combined overview of the results of the tests done using each configuration.
Therefore, some results may look equal on the graphs while in reality they differ per operation.
The graphs show only the combined results to keep the results section concise and relevant.

DBMS

Methods

CRUD

Figure 6.1: Experiment test structure
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6.1 PostgreSQL Results

6.1.1 Response Times
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Figure 6.2: Simple response times PostgreSQL

The simple CRUD results in figure 6.2 show that Pure-SQL has the least variance in overall
response times, while Prisma and Sequelize display a wider but equal variance. The results also
show that while Pure-SQL is faster on average, the difference to both Prisma and Sequelize is
negligible visually.

As the response times appear similar, a one-way ANOVA has been conducted on each CRUD
operation in isolation, showing that regardless of the visual proximity of results, all CRUD
operations show statistical significance between Pure-SQL, Prisma and Sequelize. While there is
a statistical difference between Pure-SQL and the ORMs, the practical difference is small enough
that for an average application the actual overhead introduced by either ORM for a simple query
would not have any noticeable effect for the user.

The results highlight that the difference is minor, but as Pure-SQL has lower response times
on average it supports the theory that ORMs do introduce some performance overhead with
regard to response time. The simplicity of each CRUD operation is the most likely reason for
the minor difference observed between the results, as the queries are extremely simple and do
not require a lot of processing.
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Advanced

Advanced combined response time (PostgreSQL)
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Figure 6.3: Advanced response times PostgreSQL

Figure 6.3 shows the response times for the advanced CRUD operations. With the increase in
complexity Pure-SQL displays increased variance matching Prisma, while Sequelize displays a
greater variance compared to the other methods. Even with the increased variance Pure-SQL
still shows lower response times than both Prisma and Sequelize, while Prisma displays the lower
response times of the two ORMs.

The visual proximity warrants a one-way ANOVA test conducted per operation which points
to a statistical significance between Pure-SQL, Prisma and Sequelize for each CRUD operation
in isolation. The statistical tests show a significant difference but the practical difference, similar
to the simple queries, is negligible. The biggest non-outlier difference is as little as 7ms which is
not perceptible to a human and requires a large amount of consecutive queries before any effect
is noticeable.

Regardless of the practical aspect the result further strengthens the theory that ORMs in-
troduce a measurable and statistically significant overhead at the more complex level of query.
The larger differences observed visually compared to the simple queries are due to the increase
in complexity as more steps are required, and the ORMs need to perform more processing to
correctly handle the more complex queries.
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6.1.2 Memory Usage
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Figure 6.4: Simple memory usage PostgreSQL

Figure 6.4 shows the memory usage for simple queries. Immediately, Prisma sticks out as it
uses more memory while both Pure-SQL and Sequelize use less memory and share more similar
memory usage.

Overall Pure-SQL still performs best with the least variation in memory usage and the lowest
overall values. Sequelize performs similarly but with slightly higher values and more variance.
As there is a slight overlap between Pure-SQL and Sequelize a Kruskal-Wallis test is conducted
which shows a statistically significant difference between the methods. In practice the difference
in memory usage is small enough that it should not cause major problems unless the system is
already strained for memory in general. However, the difference does mean that the application
requires more memory which could require invoking the V8 garbage collector more often, reducing
performance to a minor degree.

The result strengthens the hypothesis that ORMs introduce memory usage overhead as well,
even for simple queries which do not require large amounts of processing by the ORMs them-
selves. As there is little processing required the complexity of the queries contributes little to
the differences seen between the methods.

34



Advanced

i Advanced combined memory use (PostgreSQL)

40

w
o
L

w
=}
L

Mean memory use (MB)

?

20

T T T
Prisma Pure-SQL sequelize
Query engine

Figure 6.5: Advanced memory usage PostgreSQL

The advanced memory usage results seen in figure 6.5 tell a similar story to the simple ones, with
Prisma using significantly more memory than both Pure-SQL and Sequelize. Both Pure-SQL
and Sequelize again use similar amounts of memory, with Sequelize displaying a larger variance
compared to Pure-SQL.

As with all other results Pure-SQL is the best performing, using the least memory overall
for the advanced queries. The proximity of Pure-SQL and Sequelize warrants a Kruskal-Wallis
test which shows that there is a statistically significant difference in the performance between
them. The practical aspect of the advanced results is similar to the simple ones, being that the
increased memory use displayed by Prisma would realistically not cause problems on a system
without an already high memory pressure, but could lead to slightly impacted performance as a
result of increased memory handling requirements.

The results again support the hypothesis that Pure-SQL measurably outperforms ORMs on
memory usage, although as mentioned the practical difference is minor. The similarity between
the simple and advanced query graph points to query complexity not impacting memory usage in
a major way, as the actual memory usage values remain similar between both complexities. The
largest difference is the increased variance observed in Sequelize, but otherwise the complexity
has minimal impact on actual memory usage.
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6.2 MariaDB Results

6.2.1 Response Times
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Figure 6.6: Simple response times MariaDB

Figure 6.6 shows the response times for simple queries. All three methods perform roughly
equally, with Pure-SQL displaying a lower variance than both ORMs, and Sequelize displaying
the lower variance of the two. All three methods had at least one instance of a query taking only
1ms, while Pure-SQL also has the longest response time as part of its outliers.

Pure-SQL still has the lowest response times on average, with both Prisma and Sequelize
only having slightly slower average response times. Prisma performed the worst, having both the
largest variance and slowest non-outlier response times but by a small margin. The proximity
of the results warrants a one-way ANOVA and Tukey test which shows that for each CRUD
operation in isolation there is a statistically significant difference between the ORMs and Pure-
SQL. The results, while statistically significant, are not meaningful in any practical way, as
the difference in response time is only a few milliseconds which is far below the threshold of
what any human could notice. The results still support the hypothesis that ORMs introduce
measurable overhead as both Sequelize and Prisma do exhibit slower and more varied response
times compared to that of Pure-SQL. The complexity of the queries has little impact on the
results as they are very simple and do not require much extra processing from the ORMs, as
evidenced by the proximity of the results.
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Figure 6.7: Advanced response times MariaDB

Figure 6.7 shows the response time results of the advanced queries. Visually these results high-
light that Pure-SQL outperforms both ORMs with lower response times on average, as well as a
majority of response times scoring below the average of both ORMs. Both Prisma and Sequelize
display very similar results, with both the same average and distribution of quartiles. The only
visible difference between them is the few slower outliers presented by Sequelize.

As the results are visually similar one-way ANOVA and Tukey tests are warranted which
show that there is a statistically significant difference between each method when separated by
CRUD operation. As with the simple queries, the results carry no practical significance as the
differences in response times are still very close and too low to be noticeable by a person. The
results further strengthen the hypothesis that ORMs introduce overhead as Pure-SQL again
outperforms both ORMs in a measurable capacity, even though the overhead carries no practical
significance. The query complexity has a notable but minor impact on the response times as only
Pure-SQL was able to achieve a 1ms response time while both Prisma and Sequelize could not.
The increase in complexity also contributes to a wider variance in the case of both Pure-SQL
and Sequelize.
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6.2.2 Memory Usage
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Figure 6.8: Simple memory usage MariaDB

The simple query memory usage results in figure 6.8 show that Prisma uses a lot more memory
than both Pure-SQL and Sequelize while Sequelize and Pure-SQL are much closer in terms of
memory usage numbers. Pure-SQL displays a lower variance in memory usage overall and slightly
lower average memory usage compared to Sequelize.

The proximity between Pure-SQL and Sequelize warrants a Kruskal-Wallis test which points
to a statistical significance between Pure-SQL and Sequelize. While there is a statistical signific-
ance the practical impact of the memory usage differences is small enough that unless a system
already suffers from memory management inefficiencies the added workload of an ORM does not
have a major effect. The Kruskal-Wallis test result is true for both Sequelize and Prisma even
though Prisma uses a lot more memory relative to Sequelize.

Regardless of the practical impact the results support the hypothesis that ORMs cause
memory usage overhead in relation to Pure-SQL, as evidenced by the increase in memory usage
and memory usage variation from both Prisma and Sequelize. The query complexity likely has
little impact on the results as the queries are very simple and do not require a lot of extra memory
to process for the ORMs.
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Figure 6.9: Advanced memory usage MariaDB

The advanced query memory usage results in figure 6.9 are very similar to the simple query
results, displaying an almost identical placement of each method with only a slight increase in
variance for both ORMs, as well as a slight decrease in variance for Pure-SQL. The decreased
Pure-SQL variance is unexpected as the increase in complexity is expected to also lead to a
wider variance. While no statistical test was done to confirm significance the difference is small
enough that it is practically indistinguishable. Pure-SQL still outperforms both ORMs scoring
the lowest memory usage values with only a minor intersection with Sequelize.

The minor intersection between Pure-SQL and Sequelize warrants a Kruskal-Wallis test which
shows that the difference is statistically significant and that Pure-SQL does perform better than
Sequelize. The practical impact of the results is negligible as the differences are small enough
that they would realistically have no impact in a real environment unless the aforementioned
memory management issues were already present.

The advanced query results further support the hypothesis that ORMs introduce overhead
as the figure presents Pure-SQL outperforming both ORMs, although to a minor degree. The
query complexity has no major impact on the queries as the results are almost identical to those
of the simple queries with only a slight increase in variance in the case of Prisma and Sequelize.
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7 | Discussion

7.1 Results Discussion

Overall the results point to a clear, although minor, advantage for Pure-SQL over ORMs in
terms of both response times and memory usage. The ORMSs at times appear equal in the
figures, while the statistical tests still point to a statistical difference. The difference happens
because of the combination of the CRUD operations in the graphs, while the tests are done on a
per operation basis. The test separation helps expose the hidden differences not made apparent
by the combined results on the graphs.

7.1.1 Response Time Results

The response time results display an advantage for Pure-SQL as it consistently scores lower
response times compared to both ORMs regardless of configuration or CRUD operation. The
complexity of the queries does influence the difference between the methods, although the dif-
ference is very minor. Between the ORMs there is no clearly superior library, and practically
the difference is minor enough that the overhead introduced by the ORMs would have very little
real-world impact compared to Pure-SQL.

7.1.2 Memory Usage Results

For memory use the results all seem to point towards a minor advantage for Pure-SQL when
compared to Sequelize with that advantage growing bigger when more complex queries are used.
The more interesting results however concern Prisma as it appears to be noticeably worse than
both Pure-SQL and Sequelize for all CRUD operations. While in the figures the difference
between the ORM and Pure-SQL can be seen, Kruskal-Wallis test were conducted to confirm
that Pure-SQL has a statistically significant advantage compared to both ORMs. However, the
actual practical difference is low (even for Prisma) as most modern-day systems can handle small
differences without any noticeable impact to performance. It could however start to worsen if
implemented in systems that are already strained for memory and it could also lead to the
garbage collector needing to be used more, leading to minor performance decreases.

7.1.3 Explanation of Differences

The differences between the ORMs and Pure-SQL in terms of response time and memory usage
could be explained through different means but the main reason should be how the ORMs
generate their SQL. The difference can be seen from the examples made in 2 where for the more
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complex query the ORMs generate SQL statements that are twice the size of the Pure-SQL. For
Sequelize there is also the problem of it preferring singular over plural table names when making
SQL and that seems to be influencing the response time and memory usage.

Prisma is also known to have problems when using joins that can lead to it taking more time
and using more memory than might be necessary (GitHub, n.d.a). It has also been discovered
that during the time of running our experiment the newest version of Prisma has had a bug that
has increased the memory it uses (GitHub, n.d.b). The bug was reported during the planning
and setup of the project but before the execution of the queries. The cause of the bug has not
been found and it appears to not have been fixed as of the writing of the article.

7.1.4 Chosen Method

As stated in chapter 5, the method that was used was a quasi-experiment. The reason mostly
comes down to a quasi-experiment being a simple way to test the hypothesis and answer the
research questions in a controlled environment. The reason that a quasi-experiment was chosen
and not a true experiment is that a true experiment would require more time and resources than
were available in the given time frame.

As a true experiment introduces randomization, it could lead to vastly different results, or
similar results, depending on the circumstance. However, what the actual outcome might be is
hard to say. What is clear is that a true experiment would make it harder to conduct a fair
comparison of ORMs and Pure-SQL as the randomization could greatly improve the results of
one paradigm with simpler queries, while harder queries could worsen another, skewing results
and causing incorrect conclusions.

While a case study was considered, it was deemed to not have been feasible as it would require
more time and resources, as well as the voluntary participation of a few companies. With regard
to these factors a case study seemed near impossible to pull off. If more time and resources were
available, a case study could give important insight into how different companies employ ORM
libraries, and how they may benefit or suffer from their use of said ORMs. It would however be
hard to conduct a scientifically sound study as all companies are likely to use similar resources
in very different ways meaning that the performance gained or lost may not apply specifically
to an ORM, as several confounding variables may exist in the production environments of the
companies.

Had a case study been viable, it would have been interesting to see the results, as real world
production environments give insight into how an ORM may be used, whether the companies
benefit from the use of ORMs to different degrees, and if there are certain areas where the use
of ORMs might be more impactful than others.

Lastly, exploring the qualitative side of ORMs was considered, as considering the human
side of a tool made to support engineers in enabling more complex queries with less complex
code could prove interesting. The research would be done using interviews, asking individuals
who have used ORMs about their experience and figuring out how the use of ORMs may have
impacted their understanding and ability to create complex database queries, compared to Pure-
SQL.

The research would highlight the human aspect of using ORMs, as while quantitative studies,
such as our study, are very important not only to make informed decisions, but to drive the
objective science forward, the qualitative side could prove to be equally important. If ORMs
improve the ability for more people to create more advanced queries, they may be worth using
despite their inherent performance deficit.
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7.1.5 Practical Relevance

As stated by Trippas et al. (2025) the cost of queries has increased with the transition towards
complex Al-based systems. The increase shows that the need for high performance is an ever-
increasing problem. It is therefore important to see if something like the use of ORMs, given
their ease of use, is worth it in comparison to the impact they can have on performance.

Further, Al-based systems are generally not reliable as they are prone to issues with po-
tentially incomplete code, incorrect semantics and old, deprecated or incorrect methods. The
problems increase the need for purpose-built libraries to handle more advanced queries as relying
solely on Al to create and maintain systems is unreliable and often leads to expansive problems
(Abrahdm and Koupil, 2025).

ORM libraries are a good way to keep query complexity low (in comparison to Pure-SQL)
by allowing more complex queries to be handled using easier to read and maintain syntax. The
improvement from query complexity may cause the performance decrease introduced by ORMs to
equal or at least compete with the performance that would have been gained by using Pure-SQL,
depending on the quality of SQL used.

A major issue with ORMs is that they are usually built for a specific platform, such as
TypeScript, .NET, etc. which means that for each language used a different ORM is required.
The issue may lead to inconsistent results from using ORMs as different ORMs work differently
with varying syntax, overhead, and overall usability (Hule and Ranawat, 2023).

While the drawbacks of ORMs can be problematic, they are still very useful for their main
purpose, that being reducing the complexity of SQL queries. With regard to complexity, ORMs
add a lot of value to the production and maintainability of applications.

As an example, in our study creating ORM queries was a lot simpler and took less time
compared to Pure-SQL queries, and converting from Pure-SQL to ORM queries was easier than
vice-versa. ORM queries are also easier to read and understand, as they format the queries in
very specific ways that are more understandable to developers who have limited experience using
Pure-SQL. ORM queries for both Prisma and Sequelize can be viewed in chapter 2.

It is easy to see why ORMs are appealing, as they improve the query workflow massively, while
also bringing down code complexity without sacrificing semantics and actual query complexity.
Regardless, it is important to consider that ORMs are not a perfect solution for all scenarios.

The performance overhead, while minimal in our study, may prove problematic for systems
that always require the absolute quickest performance, where even milliseconds can make a
difference. For systems that don’t rely on speed, ORMs provide a satisfying solution to improve
the overall experience and reduce difficulty when working on queries, increasing readability and
reducing complexity for a common bottleneck.

7.1.6 Problems

The study has not been conducted without issues, some small and some large. One of the larger
issues encountered during the experiment was the lack of mathematically provable normal dis-
tribution in the measured response time data, regardless of its visual appearance being normally
distributed. As mentioned previously in both the conclusion validity and test result validity
sections, it is believed that the issue is caused by two major problems coming together. The first
is the lack of continuous data because of the Newman based response time measurements. The
other is the small standard deviation observed because of the very small variance in response
times. While both issues on their own are enough to disqualify the data from passing normality
tests, as they are both present at the same time, they are considered compounding problems.
The suggested fix for the issue is to use another response time measurement tool, such as
a custom one, or a library made to measure performance. The fix would in theory allow for
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finer control over response time measurements, such as measuring in floats which would allow
for continuous data, and offer more granularity in how results are collected. The way to increase
the standard deviation is less clear, but a way to increase it could be to fill in dummy data while
ensuring that the distribution and results are not affected. The fix would allow for reliable results
which could also more reasonably pass normality tests. Another way would be to introduce ways
of slowing down response times, such as testing on a real network with a remote device.

Another issue is the method in which memory usage is gathered. While the process.memoryUsage()
function can read and display the memory currently used by the program, that is not the purpose
intended by the Node.js developers. While the exact impact of the tool is hard to measure it is
reasonable to believe that there is a very minor impact on the overall performance of the program
as it must pause to record the current memory used at the end of each request.

The issue could have been avoided using an external memory measurement tool purpose-built
to discover and handle memory usage. However, considering the time and resources available,
the fix would be a sizable additional challenge, and depending on the scale of the solution would
not be possible in the short timeframe available.

7.2 Threats to Validity

7.2.1 Conclusion Validity

A threat to the conclusion validity is the ambiguity regarding normality of the response time
data as normality tests do not show that the data is a normal distribution. Regardless, the data
has been reviewed visually, and it appears normally distributed. Refer to Figure 7.1 for a visual
graph of the response time data. Therefore, the decision has been made to interpret the response
time data as normally distributed even though the normality tests do not mathematically prove
it.

The precision of response times is measured in milliseconds which, while extremely accurate,
based on the very low response times measured may not be precise enough. Measuring response
times in nanoseconds instead might give a deeper understanding of the absolute differences in
response times as it would allow for a bigger visual difference between the query engines.

7.2.2 Construct Validity

The quality of the SQL queries can pose a threat to construct validity. SQL is a central part
of our study as the goal is to figure out how big the performance difference between Pure-SQL
and ORM-libraries is. To ensure that the performance comparison is valid the Pure-SQL queries
need to be of high quality, while being comparable to the ORM generated SQL queries. If either
side is not properly handled it can lead to inconclusive results, or one side appearing to perform
better than it should.

The complexity of the SQL queries can also pose a threat to construct validity, as even the
most complex queries in our study use only four standard JOINs, which is simple compared to
standard queries in most production environments. The lack of complexity in the queries could
lead to the results being less varied in the test than they would be in the real world. Regardless,
the results in the test should reflect real-world results, even if they could be somewhat closer.

7.2.3 Internal Validity

A problem that had to be solved was the outliers of the first iterations. The problem stems from
the fact that the application must connect to the database before it can execute queries and
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it counts that connection time in the first iterations, so they end up slower than the rest. The
problem was solved by running the collection 100 times as a warm-up, without saving the results.
After the warm-up garbage collection is done manually, and the real test can commence. The
fix means that a collection of 100 iterations effectively does 200, where the first 100 iterations
are discarded. The fix has no impact on the actual results gathered, as it is simply present to
ensure that a cold start scenario does not occur as the consensus is that a cold start does not
reflect real world conditions.

There was also a problem with caching. The problem comes from the program using the
cache to save information so it can get certain information quicker if it is commonly used by a
query. The feature is great for optimisation of programs but causes problems during the test as it
starts to affect the response times when doing executions with a large number of iterations. The
problem was solved by disabling the database cache and emptying the program cache before every
run, as well as after each request so that no information is saved that can affect response time.
In addition, each test, both for Pure-SQL, and the ORMs was run under the same conditions so
that there would be as little difference between them as possible.

The way memory usage and response times were captured during testing could be a threat
to internal validity as the program has to use resources to capture measurements. The capturing
might lead to increased memory usage, or increased response times. It is also hard to verify as
executing the tests without measuring may impact performance, but without any way to capture
the data it is impossible to conclude. The assumption is that if there is an impact it is minimal
and therefore should not cause major issues.

Response time also has the problem of it only being measured in integers as that was the
only way to get it from Newman. The issue is that response time has been warped to a level that
could affect the results. After looking at the results, however, it was deemed that the warping
hasn’t affected the results badly enough to invalidate them.

7.2.4 External Validity

A threat to the external validity of the experiment was only measuring memory usage and
response time as it might not give the full picture of all the differences. However, as these are
seen as the most important metrics when it comes to querying performance they offer the best
general overview of performance. There was also the concern of the study only using two ORMs
and two DBMSs so the experiment can’t be said to be true in all situations. However, since the
chosen ORMs and DBMS are among the most popular, in most general situations it should hold
true.

To ensure that as few unknown variables end up affecting the experiment as possible Docker
was used for containerization. Two containers were used, one container for the database and one
for the script. Since Docker follows open container initiative guidelines the containers should be
compatible with other containerization applications as well, though the compatibility has not
been tested.
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Figure 7.1: Response time Normality visualised

7.2.5 Impact of Threats

As it stands it is not believed that any of the threats to the validity have a massive impact on
the results, as there is nothing major that would cause the results to be incompatible, or lead
to incorrect conclusions being drawn. The biggest threat is likely the quality and complexity of
the SQL code.

The SQL code is simple, the most complex query being four standard JOINs. However, their
complexity is simple when compared to the complexity of queries used in real-world systems
meaning that the results of the experiment may not fully reflect how big the performance differ-
ence could be in the real world. However, the results do show a difference in both response time
and memory usage meaning that even at a simple level there is a noticeable, although minor
difference.

Perhaps the biggest threat to the validity of the study is that the quality of the SQL has
not been verified, therefore it is possible that the SQL is very inefficient or could be done in a
different way. Similarly, the ORM queries have not been verified so the same problem may apply
there, with poorly made queries that do not reflect real world production level code.

7.3 Test Result Normality

As mentioned in the conclusion validity, the response time data produced by our experiment
appears to conform to a normal distribution visually while D’Agostino’s K2 normality test results
say that the data is not normally distributed. The most likely explanation is the discrete nature
of the data as a byproduct of how Newman records response time. Newman is only able to
record and report response times in millisecond integers meaning that response times are always
rounded to the nearest full number.

Naturally, the rounding leads to less precise data, as well as data which cannot be normally
distributed as integer data is discrete by nature. Another reason for the failed normality is that
the data does not have a large enough standard deviation to qualify as normally distributed.
The small standard deviation leads to data that appears normally distributed visually but fails
normality tests. The rounding and small standard deviation issues mean that while the data is
normal visually, mathematically it is not.

Regardless of the normality test the decision has been made to run ANOVA on the response
time results, as ANOVA can be run on sufficiently large datasets that approach normality, re-
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gardless of their actual normality (Blanca, 2017). The decision only applies to response time
results as memory usage test results show a clear and aggressive right skew. Because of the
skew the results are not roughly normally distributed which invalidates the use of ANOVA on
those results. As ANOVA cannot be used for memory usage data the test used instead is the
Kruskal-Wallis test as it is essentially an alternative to the ANOVA test fit for non-normal data
(McCrum-Gardner, 2008).

7.4 Randomized Query Variables

During development of the environment, a discussion was held on whether to use Newman’s ran-
dom query variable generator, which would allow Newman to generate a random query variable
based on a preexisting set of strings. The random variable generator would in theory allow the
program to add an extra layer of complexity as the database would be required to handle queries
with new variables each time. To confirm whether using randomized query variables might have
an impact on the query response times in general, a test was put together to compare the times
using random variable generation and using fixed variables.

The results of the test can be seen in Figure 7.2. The test compared Pure-SQL using ran-
domized query variables, generated by Newman against Pure-SQL using fixed query variables,
which would remain the same each time. The results of the test show that regardless of whether
randomized query variables are used or not the response times stay roughly the same. The
largest difference is the variance between the two, even though it is very small. Their mean
times are within 0.3ms of each other with fixed SQL having a mean of 2.9382ms and random
SQL having a mean of 3.2604ms. In the end the decision was made to exclude randomization of
query variables, as it does not appear to have an impact on the performance of the program.
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Figure 7.2: Randomized vs fixed query variables - response times
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7.5 Ethical, Societal and Sustainability Issues

It is imperative that this study remain ethical. Remaining ethical means to not infringe on
copyrighted material, claim work done by others as your own, ensuring scientific integrity and
validity and taking responsibility for the work done. The ALLEA code covers these topics and
outlines the ethics each researcher should strive for (Vetenskapsradet, 2024, p.11). To ensure
that our study follows the ethical guidelines outlined by the ALLEA code it is ensured that only
OSS applications, or applications which explicitly allow free access are utilized. There is not a
lot to talk about regarding anthropological ethics. Our experiment does not involve any living
creatures and the information in the database, while based upon a real situation, is entirely
fictitious so there are no problems with sensitive information.

While there are no anthropological ethics to consider, there is another ethical consideration.
That is the importance of a scientifically sound study. A scientifically sound study means that
the study is done in a way that can contribute to the scientific community and expand the field
in a relevant and practical way. A scientifically sound study is pursued by making use of proven
methods, in our case a quasi-experiment, as well as employing the scientific method by defining
a question and forming hypotheses before any testing begins. The test itself has been performed
with a focus on scientific and statistical integrity, ensuring that the results are valid and able to
contribute important information to the field.

7.5.1 Environmental Sustainability

Sustainability wise, an increase in performance of queries can influence the environment as it
would lower the energy need of servers. An improvement to performance would also help the one
sending the queries as more efficient queries reduce energy footprints and reduce waiting times.
Ramu (2023) states that as the scale and complexity of modern database systems continues to
increase, the need for database optimization becomes increasingly relevant.

Ramu (2023) also notes that poorly optimised databases increase power usage which requires
more resources to keep up, and more time to handle queries, leading to higher environmental im-
pact from small-scale databases, all the way up to data centers, which host large-scale databases,
and are already highly resource intensive (Lawson, 2026). While the results of our specific study
may not be scalable to the extent that it is useful for a full-scale data center, they are still ap-
plicable to small and medium-scale systems and are an important stepping stone to investigating
the environmental impact that ORMs can have.

7.5.2 Economic Sustainability

The performance of queries could also influence economic sustainability as it would be cheaper
to run a server with more optimised queries. There is also the part that some ORMs have a
subscription cost to use which could be avoided by using Pure-SQL. Ramu (2023) notes that more
efficient databases lead to faster and less energy-hungry systems which in turn means that the
cost of running and maintaining databases lowers as efficiency increases. Every operation on a
database takes some level of energy. Tsirogiannis, Harizopoulos, and Shah (2010) found that the
energy used by a database, most of which is used by the CPU, does not scale with performance,
but notes that higher energy efficiency usually also means better database performance.
Myalapalli, Chakravarthy, and Reddy (2015) describes proper database tuning techniques,
including SQL query writing to improve efficiency, as non-trivial and suggests that it takes a
lot of work and time to properly optimize databases. SQL queries are not the only factor in
the efficiency of a database, but they are one of the major ones. Therefore, if the handling of
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SQL queries could be done automatically by ORMSs, less time could be spent trying to optimize
database queries, and instead more focus could be put on tuning other database bottlenecks. The
automation of query handling would allow for more optimised databases which also means less
energy consumption and higher computing speed, lowering costs for the company and speeding
up database querying keeping customers satisfied.

7.5.3 Societal Sustainability

For society the use of ORMs could improve web-browsing enjoyment for the average person in
cases where poorly made Pure-SQL queries could be replaced by faster ORM generated ones.
The largest impact would likely be for developers as the change could affect the amount of people
willing to use ORMs and therefore affect the ORM community which the consequences of are
beyond the scope of the paper. There is also the aspect of developer enjoyment where some
developers have an easier time working with ORMs so deciding to use them or not can increase
or decrease developer enjoyment of programming,.

ORMs are from the ground up designed as tools to help developers build better code without
needing to risk the complexity of said code becoming too hard to deal with. While ORMs can do
their job well, they cannot and are not designed to replace the knowledge and skill of a specialized
database engineer, and therefore they should not be considered a threat to the job security of
database engineers, or other related personnel.

ORMs are a useful tool to reduce the overall complexity of a database, which would make the
job of database engineers simpler in practice. The ORMs could have an impact on the number
of engineers required in a team, but as ORMs come with knowledge requirements of their own,
it would be likely that database engineers could learn how to manage ORMs rather than be
replaced by them.
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8 | Conclusion and Fu-
ture Work

The results from the experiment show that in terms of both response time and memory us-
age Pure-SQL has a statistically significant advantage compared to both ORMs. However, the
difference is practically not significant when viewed for modern systems.

When looking at the research questions from chapter 4.3 that were set out to be answered,
it can be said that the null hypotheses for both RQ1 and RQ2 can be safely rejected. With the
ANOVA and Kruskal-Wallis tests it is indicated that there is a significant difference between
Pure-SQL and the ORMs in terms of performance in both response time and memory use.

These results were the expected outcome as the general consensus is that Pure-SQL is more
performance efficient and prior experiments point to Pure-SQL being more effective. The biggest
surprise is that our results are less extreme than prior experiments like Yusmita et al. (2025) as
their experiment points to there being a real practical difference in performance. The reason the
results turned out the way they did is suspected to result from how the ORMSs generate their
SQL.

The explanation can best be seen in chapter 2.4 and Appendix A with how Prisma and
Sequelize generate SQL that achieves the same things but with less efficient code. It can be
worth mentioning that people do not tend to choose to use ORMs to improve the performance
of their system but to improve the comfort of development instead.

8.1 Future Work

There are multiple ways to build upon what our experiment has established. One of the ways
is to include more ORM libraries to further generalize the results and increase external validity.
Including more ORM libraries would allow a wider range of results allowing for a broader audience
to make use of the findings. For example, discovering that they may be using an inefficient ORM
library or have a reliable comparison between many ORMs to find the one that fits their needs
the best. Whatever the application, the more libraries are included, the wider the results are,
which increases usability.

Possible future work is to increase the size of the database used as our experiment made use
of Petclinic which is a microscopic database compared to a lot of company databases. While
Petclinic was sufficient for the test, and the results scale to some degree where it can be useful
even for medium-scale systems, it would be interesting to increase the scale of the database and
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see how that might affect the performance of the ORMs. If ORMs can efficiently handle a small
database with a small number of tables, such as Petclinic, with only a minor performance hit but
massively reduced syntactic complexity. What impact would a larger database with many more
tables, and opportunities for much more complex queries have on the performance of ORMs as a
whole? Would the complexity of creating ORM objects catch up to that of Pure-SQL queries, and
what is the practical limit of an ORM’s usefulness, where the performance decrease outweighs
the reduction in complexity?

The test could be run on a Linux or Windows operating system to confirm if that would have
any effect. While Linux is not the most popular operating system for clients, its popularity has
been steadily rising over the last couple years, going from roughly 1% in 2018 to around 5% in
2025 (CommandLinux, 2025), Windows still dominates the desktop space, and therefore would
be the most likely to be used with ORMs.

The study utilized only virtualized networks hosted locally on the device. To more accur-
ately reflect real-life conditions, one of the ways the study could be expanded is by hosting the
database server on a remote device, such as a Raspberry Pi. Hosting on a remote device would
allow for more realistic response times compared to the relatively quick response times observed
in our study. The hosting should be handled carefully as network latency could prove to be
a confounding variable, making it harder to measure the exact impact of the ORM libraries’
performance on a real network.

While network latency may cause issues, conducting a performance comparison under more
realistic circumstances could reveal unexpected results, as the local network setup may affect
response times and memory usage differently for Pure-SQL compared to the ORMs, or may
reveal that remote network connections have little effect on the performance between Pure-SQL
and ORMs. In either case it is a way to expand the experimental design and make further
conclusions.

ORMs could be used in conjunction with other database optimization techniques to test if
they are a viable alternative to manual query optimization methods. Working together with
other optimization techniques could give ORMs a different angle as instead of simply replacing
queries in production, they could actively support the optimization of databases as a whole.
The conjunction would allow for faster databases, that use fewer resources and speed up the
experience for both developers, and users.
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A | Appendix A - ORM

Creation

A.0.1 More convoluted question

Gets all pet owners who have a hamster that has had a vet visit.

Table A.1: Pure-SQL and ORMs - get owners with hamsters

Pure-SQL Prisma Sequelize
SELECT prisma.owners.findMany ({ Owner.findAll ({
owners.id, where:{ include: [{
owners.first_name, pets:{ model: Pet,
owners.last_name, some: { required: true,
owners.address, types:{ include: [{
owners.city, name: 'hamster' model: Visit,
owners.telephone }, required: true,
FROM owners visits:{ },
JOIN pets ON owners.id some: {} {
= pets.owner_id } model: Type,
JOIN visits ON pets.id } where: {
= visits.pet_id } name: "hamster"
JOIN types ON pets.type_id T, },
= types.id include:{ required: true,
WHERE types.name = 'hamster' pets:{ H,
where: { 1
types:{ 1))
name: 'hamster'
3,
visits:{
some: {}
}
},
include:{
visits: true,
types: true
}
}
}
b

The Sequelize and Prisma code from A.1 will look like A.2 and A.3 when converted to SQL by

the ORM.




Table A.2: Generated Prisma - get owners with hamsters

SELECT “owners™ . id", “owners . first_name , “owners . last_name,
“owners” . address”, “owners . city , “owners . telephone’ FROM "owners
WHERE EXISTS(SELECT ~tO~. owner_id~ FROM “pets™ AS “tO° LEFT JOIN “types’
AS “j17 ON ("j17.7id") = (t0 . type_id™) WHERE (( j1°. name> = 7 AND
(*j17.7id> IS NOT NULL)) AND EXISTS(SELECT "t2° . pet_id~ FROM “visits~

AS “t2° WHERE (1=1 AND ("t0~.7id”) = ("t2 . pet_id”) AND ~t2° . pet_id"

IS NOT NULL)) AND (Towners™ . id”) = ("tO . owner_id ) AND ~t0. owner_id"
IS NOT NULL))

SELECT “pets™. id", “pets’. name’, “pets” . birth_date”,

“pets” . type_id", “pets . owner_id~ FROM “pets® LEFT JOIN “types™ AS "j3°
ON (°j37.7id") = ("pets”. type_id’) WHERE (((°j3" . name™ = 7 AND (~j3°.7id"
IS NOT NULL)) AND EXISTS(SELECT “t4° . pet_id® FROM “visits™ AS “t4~ WHERE
(1=1 AND ("pets”. id") = ("t4 . pet_id’) AND “t4° . pet_id~ IS NOT NULL)))
AND “pets”. owner_id~ IN (NULL))

SELECT “visits™. id", “visits™. pet_id™, “visits’ . visit_date~,
“visits®. description® FROM “visits™ WHERE “visits™. pet_id~ IN (NULL)

SELECT “types™. id", “types” . name  FROM “types” WHERE
“types” . id> IN (NULL)

Table A.3: Generated Sequelize - get owners with hamsters

SELECT "Owner"."id", "Owner"."first_name", "Owner"."last_name", "Owner"."address",
"Owner"."city", "Owner"."telephone", "Pets"."id" AS "Pets.id", "Pets".'"name"

AS "Pets.name", "Pets"."birth_date" AS "Pets.birth_date", "Pets"."type_id"

AS "Pets.type_id", "Pets"."owner_id" AS "Pets.owner_id", "Pets->Visits"."id"

AS "Pets.Visits.id", "Pets->Visits"."visit_date" AS "Pets.Visits.visit_date",
"Pets->Visits"."description" AS "Pets.Visits.description", "Pets->Visits"."pet_id"
AS "Pets.Visits.pet_id", "Pets->Type"."id" AS "Pets.Type.id", "Pets->Type".'"name"
AS "Pets.Type.name" FROM "owners" AS "Owner" INNER JOIN "pets" AS "Pets" ON

"Owner"."id" = "Pets"."owner_id" INNER JOIN "visits" AS "Pets->Visits" ON
"Pets"."id" = "Pets->Visits"."pet_id" INNER JOIN "types" AS "Pets->Type" ON
"Pets"."type_id" = "Pets->Type"."id" AND "Pets->Type"."name" = 'hamster'
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