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Abstract

The thesis uses a quantitative experimental research method to find differences in
performance, user experience, and developer experience between the front-end
frameworks Blazor and React. The thesis aims to provide a comprehensive comparison
between Blazor and React, both when using Server-Side (Blazor Server and React
Server-Side Rendering) and Client-Side (Blazor WebAssembly and React Client-Side
Rendering) methods. The experiment conducted in the thesis consisted of the
development of four applications which were identical in all ways but framework and
rendering methods; Blazor WebAssembly, Blazor Server, React Client-Side, and React
Server-Side. These applications were designed based on a legacy system currently in use
by Volvo Digital Technology & Operations. The experiment consisted of running four
different performance tests on each of the applications: Playwright with initial load,
Playwright without initial load, Lighthouse, and Google DevTools performance. During
the performance tests, the only outlier was Blazor WebAssembly. The performance test
results were then used alongside multiple user experience guidelines to establish if the
frameworks and rendering methods had an impact on user experience. Here Blazor
WebAssembly was again the only outlier. The research also included gathering data
from three developer communities to compare the available community support for
React, Blazor, JavaScript, and .NET by visiting the communities’ tags and tallying the
total posts. This was made to give an insight into the developer's experience with the
two frameworks. JavaScript and React together represented 89.95% of the total posts
counted. Aside from the experiment, the thesis also touches on the subject of
modernization and reasons for an organization to move away from legacy systems, and
concluded that legacy systems are expensive, limit organizational flexibility, and finding
experts of aged architecture is harder as modern frameworks rise in popularity.

Keywords: React, Blazor, Front-end, Modernization, Legacy systems, Developer
experience, User experience, Performance
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1 Introduction

Due to the importance of legacy systems to the organizations which use them and the
difficulty of replacing them, it is not an easy task to know when the decision should be
made to take on a modernization project. It is also not a simple matter to move the
organization to a new system once the choice has been made to do so, but rather a long
list of decisions to be made; not least of which is the decision of whether to develop a
system in-house or to decide on a commercial-off-the-shelf solution - and if the former
is decided upon; which architectural framework to use in development to make best use
of the strengths of the software and the knowledge of the in-house developers already
available.

This thesis will analyze why companies should modernize legacy systems, focusing on
organizations with an in-house development team available to them. It will also analyze
how the choice of front-end framework affects the end result based on performance,
developer experience, and user experience. More specifically, the thesis will focus on the
differences between the two frameworks Blazor and React. The reason why specifically
Blazor and React were chosen is due to the popularity of React, the growing number of
users of Blazor, as well as a lack of comparative research regarding the two.

The goal of this thesis is to answer the question of which front-end framework between
Blazor and React is best suited to which situation from the perspective of performance,
developer experience, user experience, and with future development and maintenance
considered. The question which will be researched to reach this goal is: “When
modernizing legacy systems, how does the choice of front-end framework affect the end
result in terms of developer experience, user experience, and performance?”, with the sub-
questions: “Why should an organization make the decision to start a modernization
project?”, “Which benefits and disadvantages come with React and Blazor respectively?”,
as well as “When should Blazor be chosen over React, and vice versa?’. The aim of these
questions is to enable organizations and decision-makers to make informed selections
about which front-end frameworks to use, in addition to existing research available
touching on, as well as comparisons made between different front-end frameworks. To
answer these questions, four different applications were developed in collaboration
with a team at Volvo Digital Technology & Operations (Volvo DTO), and tests will be
conducted to measure performance. Two of the applications use Blazor with different
rendering methods, WebAssembly and Server-Side Rendering, and the other two use
React with different rendering methods, Client-Side and Server-Side Rendering.



2 Background

First, it will be established what a legacy system is, and the problems and challenges that
come with them. For instance, legacy systems often bring limitations in terms of
scalability, flexibility, and integration with modern technologies, which might cause
problems as the legacy systems often are heavily integrated into critical processes
within the organization (Adepoju, Eweje, Collins & Austin-Gabriel 2024).

To later reach an understanding of which framework to use when modernizing legacy
systems, React and Blazor will first be presented. React and Blazor also bring different
rendering methods, and since the two types bring different performance gains and
losses, the different rendering methods will be presented - alongside their respective
advantages and disadvantages.

2.1 Legacy system

What precisely defines a legacy system varies widely depending on who is using the
term, which is why a clear definition of the thesis’s use of the term will be established.
The thesis will refer to a legacy system as an information system which is built on
outdated technologies, is expensive and difficult to maintain and update, as well as
lacking flexibility due to outdated architecture (Hussain, Bhatti & Ur Rasool 2017).

Due to the continued need for maintenance of legacy software to keep it working,
especially if it is used in relation to more up-to-date software, most legacy systems are
unrecognizable from how they were structured when they were first released, and up-
to-date documentation is rarely anywhere to be found - making the source code the
most reliable way of understanding it (Matthiesen & Bjgrn 2015). Since many legacy
systems are built on technologies which are no longer in large-scale use, or even
obsolete, hiring experts of these technologies may prove both difficult and expensive
(Jomhari et al. 2024).

Legacy systems are, however, not necessarily a relic from a distant past. Systems
developed specifically for or by an organization and custom tailored to fit their business
processes run into the problem of having just one unique customer, as opposed to a
commercially available system which is likely to have multiple. The issue with having
just one unique customer is that the system will not receive updates and maintenance
unless the organization itself can manage this, and it will become legacy much quicker
than a system acquired from the market (Irani et al. 2023).

Legacy systems are, however, often of high importance to organizations as they are often
deeply ingrained in organizational functions, making the decision of replacing or
modernizing it a logistically difficult one (Abu Bakar, Razali & Jambari 2022; Adepoju et
al. 2024).



2.2 Technical debt

Keeping legacy systems afloat past their expiration date almost inevitably leads to
technical debt. Technical debt, also known as code debt or design debt, refers to
maintenance obligations which are accumulated through shortcuts or suboptimal
solutions taken during the process of developing or updating a system. These shortcuts
are primarily due to quick fixes, poor documentation, or reliance on outdated code
(Mucci 2025; Xiao, Cai, Kazman, Mo & Feng 2016) - the latter of which is the focus of this

paper.

Mucci (2025) brings up a variant of technical debt called architectural debt, which refers
to when the foundation for an information system lacks scalability, flexibility, and
maintainability - in this category of technical debt legacy systems are a prime example.
The maintenance of legacy systems is often costly but necessary. This creates a need for
understanding of when an organization should evaluate its continued maintenance of
their legacy systems, or when instead the most rational option is to discontinue the
legacy system and modernize.

Another variant of technical debt to be taken into consideration for organizations with
in-house development is that of excessive diversity; when the development team is
already familiar with- and hesitant to leave behind the technologies used within their
legacy systems (De Toledo, Martini, Nguyen & Sjgberg 2022).

The proverbial payment of a technical debt often takes the form of debugging,
refactoring, or ongoing code maintenance (Mucci 2025), which can cost a company a lot
of money. However, Rinta-Kahila, Penttinen & Lyytinen (2023) explains how managers
typically decide against paying off technical debt in favor of maintaining and sustaining
the legacy software as eliminating the debt is seen as limiting the exploration of new
options due to finite resources, inevitably leading to more debt accumulation. This
feedback loop, Rinta-Kahila, Penttinen & Lyytinen (2023) goes on to explain, hinders the
discontinuance of the legacy system and goes on to put the organization in a debt-
constrained state.

According to a 2020 report from the Consortium of Information & Software Quality
(CISQ), the estimated cost of legacy system maintenance in the US alone during 2020
was 1.2 trillion US dollars (CISQ 2020). CISQ (2020) also estimates that up to two-thirds
of software maintenance work can be classified as “waste”, which they define as all non-
value-added activities such as time spent understanding the code, correcting defects, or
finding and fixing errors. This means that for one year alone the cost of poor-quality
software in operation and maintenance an estimated amount of $800 billion was wasted
in the US alone.

2.3 Modernization

Digitalization has in recent history proven to be an enabler for efficiency, innovation,
and competitiveness. Despite this, the CISQ (2020) report shows that about 75% of the



resources spent on IT-related work in the US during 2020 were spent on maintenance
and lifecycle support of legacy systems. As mentioned earlier, legacy systems are often
deeply integrated in organizations’ most vital processes, which might make it hard to
dismantle and modernize (Abu Bakar, Razali & Jambari 2022; Adepoju et al. 2024).

The numbers presented by CISQ (2020) regarding how much the maintained life cycle of
legacy systems is costing organizations, imply that at some point it would be cheaper to
discontinue the legacy system and take on a modernization project to create software to
cover the often mission-critical functions. There are, however, risks regarding new
development as well. According to CISQ’s (2020) report, the rate of IT projects being
canceled before completion has been around 19% for multiple years. About 47% of all IT
projects, CISQ (2020) reports, were either above budget, behind schedule, below the
promised quality, or any combination of the three. In other words, only about 34% of IT
projects are successful in terms of the goals that were set up prior to their initiation.
When it comes to replacing a legacy system, which as mentioned often handles mission-
critical functions for the organization, it can be very difficult to know when the risk of a
failed modernization project is worth it.

Irani et al. (2023) state that if a system is either developed by-, or tailor made for the
organization which intends to use it, it is almost inevitable that the system will reflect
the current operations and procedures used within the organization, and for that reason
both systems and business processes need to be designed in a way that facilitates
change. For legacy systems, this is rarely the case. Rinta-Kahila, Penttinen & Lyytinen
(2023) describe that since legacy systems reflect an organization’s strategic intent and
operation logic at the time of its introduction, this logic becomes socially ingrained
within the organization over its life cycle. This means that the intent to dismantle a
legacy system in favor of a newer system may be met with pushbacks from the end-
users, which may hinder the process of discontinuance.

For a concrete example of the possible problems when modernizing the digital
infrastructure to discontinue a legacy system in favor of a modern solution, one can look
to the case study of Rinta-Kahila, Penttinen & Lyytinen (2023). Their case organization
stated the reason for their move away from the local legacy systems in their
multinational manufacturing network was a reorganization from local and geography-
based management towards a more global structure. This also coincided with them
opening several new factories in Asia, whereas the company had its roots in Europe. The
case organization’s leadership recognized that the software landscape they currently
had - a decade-old legacy system which had been locally tailored from site to site, built
on aging technology which posed future security and stability risks and the uptime of
which depended on a dwindling pool of experts - did not support their desired
structure. The organization started its restructuring in 2006 and ended the project in
2013. By this time, they had gone through two staggered phases of implementation and
still not been able to marginalize the legacy system, and at the time of the case study
significant portions of the legacy system were still in use. The failed attempts of



dismantling a legacy system while implementing a new system has left them with “a
complex system architecture, mounting hidden maintenance costs, and the inability to
fully exploit the digital options promised by the common [commercial-off-the-shelf]
systems” (Rinta-Kahila, Penttinen & Lyytinen 2023). This is in line with the findings of
Advanced (2021), who in its 2021 annual report found that 77% of organizations have
started but failed to complete a modernization project, and that 36% of organizations
who have completed a modernization project consider it a failure.

2.4 Choosing front-end framework

When an organization decides to modernize a legacy system, it is a complex and risky
move to make. Therefore, it is of value to choose the right framework that suits the
project and organization best; “as the landscape of web development continues to evolve
rapidly, choosing the right front-end technology stack for application development has
become a critical challenge for developers and organizations” (Naik 2024, p. 211).

When an organization chooses to take the step from legacy systems into modern front-
end frameworks, it is not easy to know which front-end framework and which
architecture to choose. There are a lot of different front-end frameworks, for example:
React, Angular, Vue, Bootstrap, jQuery, Svelte, and Blazor. Different front-end
frameworks bring different benefits and drawbacks, therefore it is good to know when
to choose which front-end framework. Having agreed on a front-end framework early on
in migration increases the chance of a successful migration from a legacy system to a
modern front-end framework, as well as ensuring the final product is properly
optimized for the organization (De Toledo et al. 2022).

This thesis will specifically focus on the differences between Blazor and React. These
front-end frameworks are chosen based on the wide usage of React and the upgoing
usage of Blazor, also due to the lack of previous comparative research. Stack Overflow
(2025) conducted a survey which indicates that React is the most used web front-end
framework in 2025. There has also been a 2.1 percentage points increase in usage of
Blazor, compared to a survey conducted a year prior (Stack Overflow 2024). Ollila,
Makitalo & Mikkonen (2022) describes Blazor and React as some of the most used
modern front-end frameworks. They also state that the performance characteristics of
these front-end frameworks, referring to React and Blazor amongst a few others, had
been poorly studied at the time of their article. This indicates that there is a gap in the
research between these front-end frameworks. The increased usage and the gap in
research make this a relevant topic.



2.4.1 Blazor

Blazor is described as a front-end framework based on CSS, HTML, and C#. Blazor
applications are based on Razor components (user interface elements) and use Razor
syntax to combine the HTML elements with the C# functionality (Microsoft 2025d).
Blazor is a part of the .NET family and is a modern front-end framework where
developers can reuse components that can be run both from the client, from a server, or
both (Microsoft n.d.). As mentioned, Blazor can run on client- or server-side, and the
differences between these two hosting methods are of value to understand since it
affects the performance of the application in different ways.

Blazor WebAssembly (Blazor WASM)

Blazor WASM is client-side, and the key functionality is that the application will run
locally in the user’s web browser. This means that components are executed directly in
the client’s browser; Ul updates and event handling are also made directly in the
browser. If for example a user clicks an increment button the client-side C# method will
be executed, further on local state updates will be made, and lastly the render tree
(DOM) difference is calculated and applied to the browser (Contentful 2025). Figure 1
illustrates the iterative process between Blazor and the DOM.

Blazor WebAssembly (WASM)
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runtime is downloaded to the browser.
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Figure 1: Illustration of how Blazor WASM works. Based on Microsoft (2025b).

Microsoft (2025b) describes several benefits of using Blazor WASM:

e Workload is on the user’s client rather than on the server,

e Application can run offline,

e Itis possible to provide the application to the user by Content Delivery Network
(CDN),

e C(lient resources and capabilities are used to their full potential.



Microsoft (2025b) also describes some limitations of using Blazor WASM:

¢ Since all Razor components are not supported by all browsers, the functionality
of the application is limited to what the browser/browsers can handle. The user
also needs to have hardware and software that supports Blazor WASM.

e The download size is larger since the whole application is downloaded at once.

e Might be a long initial loading time, also the DOM updates might lag (Contentful
2025).

e The user has access to the source code since it is downloaded locally, which may
pose a security risk for the host.

Blazor Server

The main difference between Blazor WASM and Blazor Server, which will be referred to
as Blazor SSR, is how the application executes. When an application is hosted in a server
environment, all the components are executed on the server, and all Ul updates, event
handling, and JavaScript calls are handled in real time over a SignalR connection
(Microsoft 2025b; Contentful 2025). In Figure 2, the flow of information and interaction
between the client and server using SignalR connection is explained visually.

Server Blazor Server (SSR) Client
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server, uFdaEes.

with the server.

Figure 2: Illustration of how Blazor SSR works. Based on Microsoft (2025b).
The benefits of SSR (Microsoft 2025b):

e SSR applications have a smaller download size than their WASM counterparts

e Faster loading time.

e The support for a variety of browsers is also a benefit, as WASM does not support
all browsers.

e Apps that use SSR can take advantage of server capabilities like .NET APIs.



e The source code from a SSR application is not available to the user.
Some disadvantages of SSR (Microsoft 2025b):

e Higher latency due to communication with the server.

¢ No offline support, so server uptime is crucial to an SSR application.

e The computing is done by the server, so user experience may be limited by the
server's hardware, especially when multiple users use the application
simultaneously.

2.4.2 React

React is a JavaScript library, used for interface rendering and is defined by its
component structure, meaning that buttons, images and other units can be nested into
reusable components (Meta Open Source n.d.a). React can be used to create single-page
applications (SPAs), which means that once the application is loaded, the user stays on
the same URL all the time, assuming no routing tool is used. React will handle
interactions from the user and will render the needed information and Ul for the user
(Wieruch 2024). There are multiple ways to utilize React, for example different
frameworks or build-tools can be used. Examples of frameworks that can be used in
React are Next.js and React Router. It is also possible to start from scratch and use build
tools like Vite, Parcel, and RSbuild (Meta Open Source n.d.a). Since it is of value to
understand the differences between choosing a front-end framework or starting from
scratch, the differences will be explained. Before learning about different front-end
frameworks, it is important to establish different rendering methods that are used with
React.

Client-Side Rendering

MDN (2025) describes Client-Side Rendering (CSR) as when HTML content is generated
with JavaScript, all in the browser. This means that the content is executed locally on the
user’s browser, and all HTML content is generated locally. Mendes (2025) states that
data fetching, state management, and other interactions are the browser's responsibility
to execute (Figure 3).
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Figure 3: Illustration of how React CSR works. Based on Mendes (2025).

Benefits of CSR:

Interactivity: A more responsive and snappy application is possible since updates
on the website do not require a full-page reload (MDN 2025).

Performance: When using CSR, the server only needs to send information about
the HTML and JavaScript on the initial load. The information is further cached for
the user, which should be more efficient than loading a whole HTML page every
time, and should also bring an easier workload on the server. Since the
information is cached and no server connection is used, further information that
is needed can be fetched via API connections (MDN 2025).

Disadvantages of CSR:

Slower initial load of the web page (Jartarghar, Salanke, AR, GS. & Dalali 2022).
The client-side bundle is however smaller compared to Blazor WASM (Contentful
2025).

Search engine optimization (SEO) might be worse since the CSR has no pre-
rendered HTML (Strapi 2025).

Server-Side Rendering (SSR)

For React, Server-Side Rendering (SSR) works differently from Blazor SSR. React SSR
utilizes the server and completely renders the necessary HTML content on the server.
This means that the UI of the web page can be almost instantly displayed when the user
visits the website (Hanafi, Haq & Agustin 2024). When the user visits a website with SSR,
arequest is sent to the server, and the following steps are executed; when the request is
first received, the server will fetch all the necessary data from the database. The server



then starts the pre-render, which means that it creates static HTML files from JavaScript.
The HTML file is then sent to the browser where the HTML file will be rendered and
instantly projected for the user. Note that the JavaScript code is being downloaded while
the site is projected, which means that there is no interactivity on the site until the
JavaScript is downloaded. Lastly, the application will execute React and make the page

interactable (Hanafi, Haq & Agustin 2024; Jartarghar et al. 2022). Figure 4 illustrates the
steps in SSR.
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Figure 4: Illustration of React SSR. Based on Mendes (2025).

There are some clear benefits of using SSR over CSR:

e The initial loading of the application and pages is faster than CSR.

e Improved SEO (Hanafi, Haq & Agustin 2024)

e Since SSR runs on the server, secrets and tokens can be stored securely since they
are not exposed to the user (AKDevcraft 2025)

e Users need fewer network calls; this results in network and compute loads on the
server and not the client.

e “You get fresh content straight from the server without API staleness or ‘loading
shimmer fatigue’” (AKDevcraft 2025).

There are also some disadvantages of using SSR:

e Server latency might be a problem. The application is dependent on the server’s
performance. If the backend is slow, the application will be blocked (AKDevcraft
2025).

e More performance is applied on the server, which means that the servers need to
be optimized to handle high workloads if the website is visited a lot. This can
result in higher costs which might escalate quickly. (AKDevcraft 2025)
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e A more complex development experience (AKDevcraft 2025)
Front-end frameworks and build tools

As mentioned before, there are different front-end frameworks and build tools when
using React. The most used front-end framework, Next.js, and the most used build tool,
Vite, will be introduced (Stack Overflow 2024).

Next.js

Next.js is a React front-end framework that is used for building modern web
applications. It brings features that make server-rendered and client-side rendered
development easier (Thumala, Mane, Patil, Tambe & Inamdar 2025). Next.js is also a
well-known front-end framework. Based on a survey conducted by Stack Overflow
(2025), 20.8% of the respondent developers are using Next.js. The clear benefit of
Next.js is that it comes as a pre-built front-end framework where full-stack
development, different rendering modes and middleware are already integrated (Vercel
2026).

Vite

Vite is a front-end development build-tool used for the development of web-based
applications. Vite is a scaled back tool, prioritizing a lean core of functions such as
Rollup-based build steps, which excludes unused code from the execution and
automatically splits code into chunks for manageable loading. Vite also provides a dev
server with built-in features such as hot module replacement (HMR), and native
TypeScript support (Vite n.d.a; Vite n.d.b; Rollup n.d).

Vite was created in response to the growing problem of ambitious applications using
JavaScript being heavier to cold start, which Vite addresses by first dividing the modules
of an application into two categories: dependencies and source code. Dependencies,
mostly plain JavaScript, are pre-bundled using esbuild, which makes it 10-100 times
faster than JavaScript-based bundlers (Vite n.d.c). The source code is served to the
browser via native ESM, which lets the browser take the part of the bundler, while Vite
sends the code dynamically when it is requested, thus sparing the work of managing the
entire source code at once unnecessarily (Vite n.d.c).

2.4.3 TypeScript vs JavaScript

When using React, there is a possibility to choose between TypeScript and JavaScript.
The differences will be established. TypeScript is a syntactic superset of JavaScript,
meaning it shares the same syntax as JavaScript but also adds more on top of that
(W3Schools n.d). This means that any syntactically correct JavaScript file can be run
through the TypeScript compiler. The extra syntax TypeScript adds to JavaScript is static
typing, meaning that the developer can specify which type of data a given variable
should expect to contain or receive (W3Schools n.d). This in combination with the
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compilation means that any typing errors in a TypeScript file will be caught in the
compile time type checking rather than during runtime, which is the case of JavaScript.

2.5 Response time and user experience

Since the response time of the application might affect the user experience, it is of
interest how this might affect the choice between Blazor and React. Nielsen (1993,
p.135) defines that the advice for response times has been almost the same for many
years, and defines the following references for response times:

e < 0.1 second; this feels like an instantaneous response time for the user.

e 0.1 - 1.0 Seconds; with this response time, the user notices that there is an
interruption in the response time. Even if so, there should be no need for
feedback for the user since a response time between 0.1 and 1.0 seconds does not
remove the feeling of operating directly.

e 1.0 - 10 seconds; this is about the limits on where the user’s attention will be
disrupted from the workflow on the application. If the response time persists
even longer, a user will want to perform other tasks while waiting.

Nielsen (2014) also received questions about how to know the acceptable response
times of web applications. The following answer was provided:

“The fundamental usability recommendations are the same, no matter the
implementation, since we are discussing user experience, not coding. Therefore,
the response time guidelines for web-based applications are the same as for all
other applications. These guidelines have been the same for 46 years now, so
they are also not likely to change with whatever implementation technology
comes next.” (Nielsen 2014)

This is highly applicable on the comparison between React and Blazor, since these
response time metrics can be used to evaluate whether framework affects the user
experience. Nielsen (1993) also wrote about how feedback should or should not be
given to the user, depending on the response time. This aspect would affect the user
experience but is not of relevance to analyzing the different frameworks.

The guidelines from Nielsen (2014) provide a sound basis for the evaluation of user
experience. However, Liu, Zhang & Yan (2023) defines that when transferring content
users might have a negative experience when it takes 3500ms or longer. For page-
turning, which is a comparable task to loading the first page on an application,
everything that has a longer latency than 500-700ms may lead to a negative experience.
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3 Problem area

3.1 Problem background

Modernization of legacy systems is an increasingly important way for organizations to
stay competitively relevant, and flexible to changes in their digital- and organizational
processes. However, as Kahila, Penttinen & Lyytinen (2023) highlight with their 2023
case study; dismantling a legacy system, which often is of substantial relevance to an
organization’s core processes and infrastructure, is not as easy as running an installation
and being done with it, but rather a multi-year operation with historically low success
rates. CISQ (2020) estimates that only about 34% of IT-projects, not considering its
nature or importance for the organization, reach their finish line within budget, on time,
and with promised result - with 47% being late, above budget or underperforming, and
a further 19% being canceled before their completion.

When making the decision to begin a modernization project of a legacy system, there are
many things to consider - not least so for organizations with in-house development.
Amongst these things are, of course, which system and how to perform the switching
from the old system to the new one while maintaining uptime as much as possible as
many legacy systems are vital to their organization’s core processes. Another aspect to
consider, however, is how to design the architecture of the new system, and considering
different architectural front-end frameworks brings with them different strengths and
weaknesses this may not be an easy task. Due to the different strengths and weaknesses,
the choice of IT architecture can ensure that the final product is optimized for the
organization, its goals, and its needs. Making a clear decision on which technologies and
front-end frameworks to use, however, is something De Toledo et al. (2022) states has a
positive impact on the future sociotechnical debt of excessive diversity of knowledge
and developmental habits and preferences of the organization’s developers.

One way for digital architects to decide on an architecture and front-end framework to
follow for a project, especially of the magnitude of legacy modernization, is to turn to
scientific research clearly showcasing the strengths and weaknesses of different front-
end frameworks in relation to one another to make an informed decision regarding what
would work best for the project at hand and its future maintenance. In this case,
however, as Ollila, Makitalo & Mikkonen (2022) state in their 2022 research article,
there is a noticeable gap in the research conducted in this area - something that has
been noticed even now while gathering sources for this paper, especially regarding the
front-end frameworks Blazor and React.
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3.2 Research question

To fill the gap in research regarding comparative performance tests of Blazor and React,
this paper sets out to provide answers to the research question “When modernizing
legacy systems, how does the choice of front-end framework affect the end result in terms
of developer experience, user experience, and performance?”. To complement the main
research question, these sub-questions will be investigated:

e Why should an organization make the decision to start a modernization project?
e Which benefits and disadvantages come with React and Blazor respectively?
e When should Blazor be chosen over React, and vice versa?

The questions have been formatted to cover a wide range of decision-making, both
technological and social. For example, the questions address when one front-end
framework should be chosen over the other with performance in mind, and to what
degree developer- and user experience is affected by the decision of front-end
frameworks.

3.3 Expected result

The expected result of this paper is to form a more complete understanding of the
strengths and weaknesses of Blazor and React, and in which contexts it is advantageous
to pick one over the other when modernizing legacy systems. It is expected to produce a
basis for decision makers in organizations, the basis is expected to include both user
experience guidelines and performance measures which can indicate the performance of
Blazor and React, as well as community data to reflect the developer experience. Based
on internal guidelines for organizations, the basis can be used to base decisions on what
is important for the organization. For example, if the community perspective is an
important aspect when choosing framework, the basis should be able to indicate which
framework that performs best in that aspect. The basis should therefore facilitate
decision-making in the modernization process for stakeholders such as, project
managers, software architects and development leads.

[t also expected at this point that for an organization which already has a development
team at their disposal, the level of developer experience with either front-end
framework should have great impact on the decision of which front-end framework to
use, rather than any performance difference uncovered by the study; if the developers
have a wide knowledge and expertise with .NET-development a Blazor application
should be preferred, and vice versa if the developers are already accustomed to
JavaScript-development. If, however, the development team has expertise with the
legacy system and the technologies used for its development and maintenance, and little
to no familiarities with modern architectures it is expected to be a decision based on
technology alone - that the threshold for entry is comparable or negligible between
Blazor and React, that rather the intent with the application is the deciding factor. It is
also expected that Blazor and React will have differing degrees of community support.
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Even if it is expected that the developer's experience plays a big role in which
framework should be used, it is still expected that findings of advantages and
disadvantages in documentation, performance and development experience will be
made.
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4 Method

The research question which the methodology intends to find answers to is: “When
modernizing legacy systems, how does the choice of front-end framework affect the end
result in terms of developer experience, user experience, and performance?”.

To find conclusions regarding the research question, a quantitative experimental
research approach was adapted, as this provided a solid basis for comparing the
different front-end frameworks, as well as outlines a comprehensive methodology for
later replication. The experimental approach also made it possible to adapt and to follow
new patterns and paths over the course of the study.

The quantitative experimental research approach consisted of gathering community
data through research, as well as gathering performance data through an experiment of
the two frameworks. For an approach such as this, where runtime- and community data
were collected in large numbers to be compared and analyzed in comparison to one
another, Barroga et al. (2023) describes a quantitative approach to be preferable. The
quantitative data that was gathered uses concrete/physical measurements (Lindblom &
Hemeren 2010), which for this thesis means that the performance data is presented in
milliseconds or seconds, and the community data is presented as in number of posts.

The gathering of community statistics was achieved by visiting different developer
forums and taking note of the total posts made with framework-specific tags. The goal of
this is to answer the developer-experience aspect of the research question by examining
the available community support regarding the two respective frameworks. The reason
for this approach is that access to community support can greatly help in a knowledge-
based field such as software development, as described by Ye, Yamamoto & Kishida
(2004).

The experiment aimed to answer the performance-, framework advantage, and user-
experience aspects of the research question. This was accomplished by recreating part
of a legacy system belonging to, and currently in use by, Volvo DTO in both Blazor and
React, executing a variety of performance tests, and comparing the data gathered. To
this end, a Blazor WASM- and a React CSR application were developed to undergo
performance tests. Two interfaces of the legacy system were chosen for development, as
Volvo DTO defined these as two of the most used aspects of the system and frequently
used alongside each other. The experiment limited the development to these two
interfaces as it gave the project a reasonable delimitation, while still maintaining enough
complexity so React and Blazor could utilize their respective strengths and weaknesses.

Through the performance tests, a pattern emerged which showed that the Blazor WASM
application had significantly longer loading times. To investigate this pattern further, a
Blazor SSR application was developed, as well as a React SSR application to explore the
differences between the four rendering methods. The performance data was further
used to analyze response times of the applications, which was in turn used to analyze
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user-experience through guidelines established by Nielsen (1993; 2014) and Liu, Zhang
& Yan (2023). The opportunity of having a legacy system at the disposal of the authors
through Volvo DTO, and the gap in comparative research regarding React and Blazor as
described in chapters 2.4 and 3.1, made the abovementioned choices relevant.

First, a qualitative methodology was considered mainly due to the authors’ familiarity
with the process. However, the realization was quickly made that using a qualitative
methodology providing data from e.g. semi-structured interviews with developers
would make it difficult to provide a satisfying answer to the research questions, while a
quantitative experimental approach could provide a solid foundation for analysis. This is
strengthened by Barroga et al. (2023) who in their listings of which methodology is
suitable for which type of research; and lists a quantitative approach as favorable for
experimental research. For these reasons, a quantitative experimental approach was
chosen.

4.1 Performance tests

In this chapter, the different performance tests used to gather data, how they work, what
they include, and what data is expected to be gathered will be established.

The performance data was gathered using three separate testing methods: Playwright,
Lighthouse, and DevTools (performance-tab). When analyzing the data no specific
framework was used, instead comparing the test results to one another using metrics
such as average test run duration, median test run duration, standard deviation, as well
as 95th - and 99th percentile for tail latency analysis. At first, the intention was to
conclude the experiment using Playwright with the use of the Lighthouse tests to
strengthen the emerged patterns. However, as the Lighthouse tests instead brought
further patterns to be investigated, the DevTools performance test was included.

4.1.1 Playwright

Playwright is a testing framework used for end-to-end testing which simulates user
interaction with an application to test its functionality (Playwright n.d).

The reason Playwright was chosen for testing was partly due to prior knowledge of the
framework, as one of the authors have previously designed software tests using
Playwright, as well as a study conducted by Almabruk, Abdalhamid & Almabruk (2025)
which showed that Playwright is a suitable choice for scenarios which prioritize stable
response times and execution consistency. Playwright utilizes an auto-wait functionality,
where if an element which is to be verified in the test is not yet loaded upon reaching the
verification-step, the script will automatically wait for the element to appear without the
need for an artificial timeout or failing the test (Playwright n.d). This is well suited for a
performance test where element load timing is the key variable.
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The Playwright test script was designed to simulate a typical user workflow across the
application. Initially, the application is opened, and key elements of the home page are
verified to ensure correct loading (see Figure 5).

Show start Show status of

sequence production unit

Figure 5: Home page of the application

The script then navigates to the “Show start sequence” page (Figure 6) where key
elements are verified.

Home

Show start Show status of

sequence production unit

Figure 6: Playwright navigates to Show start sequence page

After verification, the script interacts with the dropdown (Figure 7), verifies the data,
and selects a predetermined option. Figure 8 shows the data-table which appears after
the selection is made.

Main Line ® ~
I I e e T T
65600016 2026-01-02
65600017 2026-01-02 50
65600018 2026-01-02
65600019 2026-01-02
65600020 2026-01-03
65600021 2026-01-03
65600022 2026-01-03
65600023 2026-01-03
65600024 2026-01-04
65600025 2026-01-04
65600026 2026-01-04
65600027 2026-01-04
65600028 2026-01-05
65600029 2026-01-05
65600030 2026-01-05

Figure 7: Playwright interacts with select-element
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C-Line v
Ordecta promettpe  sureee  lewefepasce Cwcielt  Mem
65600016 2026-01-02
65600017 2026-01-02
65600018 2026-01-02
65600019 2026-01-02 51
65600020 2026-01-03
65600021 2026-01-03
65600022 2026-01-03 300
2026-01-03 200
65600024 2026-01-04 100
65600025 2026-01-04
65600026 2026-01-04
65600027 2026-01-04
65600028 2026-01-05
65600029 2026-01-05
65600030 2026-01-05 51

Figure 8: Playwright verifies correct data after selection is made.

After verifying that the data in the table changed as expected, the script navigates back
to the home page, from where it navigates to the “Show status of production unit” page
(Figure 9).

Home

Show start Show status of

sequence production unit

Figure 9: Playwright navigates back to home page and later to Status of production unit-page.
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After initial element verifications, the script interacts with the search bar by selecting it
and typing in a predetermined number. At this point, the search should reveal only one
option which is also verified, after which the option is selected (Figure 10 and 11).

[ Order ID: ] Carrier Type: v Production Type: v

Carrier ID: Production Unit:

No data. Use one of three filters in above form to show data.

Completed Stations
No data. Mark a row in above table to show completed stations.

Figure 10: Playwright finds and interacts with the search filter, and types in "23"

‘ Carrier Type: V‘ Production Type: V’

les600023 [ )

Carrier ID: ‘ Production Unit: ’

Order Data

No data. Use one of three filters in above form to show data.

Completed Stations
No data. Mark a row in above table to show completed stations.

Figure 11: After "23" is typed in, the only option is verified and selected
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The selection adds data to a table, so the script verifies that the data is correct, and then
goes on to interact with a predetermined table row (Figure 12). This fills a second table

with data.

2100002300
2100002301
2100002302
2100002303
2100002304
2100002305
2100002306

2100002307

2100002308 50 AGV @-Line Ho10

2100002309
2100002310

2100002311

Completed Stations

No data. Mark a row in above table to show completed stations.

Figure 12: After verifying the data table appeared as intended, and with correct data, the predetermined line is selected

The second table data is verified (Figure 13), after which the script navigates to the

home page.

with a click

65600023 AGV v H-Line v
50 2100002308
Order Data

2100002300

2100002301

2100002302

2100002303

2100002304

2100002305

2100002306

2100002307

2100002308 50 AGV H-Line HO10

2100002309

2100002310

2100002311

Completed Stations
65600023 20260103 260103 000308 ok Ho10 H-palett 50

11:0000 11:0400

Figure 13: Playwright verifies that the second data table appears with correct data
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From the home page, the script then navigates back to the “Status of production unit”
page to verify that the state was saved properly and then navigates to the “Show start
sequence” page to also verify that state, and the test is then completed. To read more
about the state handling, see chapters 4.2.2 and 4.2.3.

The above script was executed 1 000 times per application and per each of the two
designed scenarios; where one scenario measured the time in milliseconds from the
navigation of the page to the test's completion, and the second scenario started the time
measurement once the home page elements were loaded in. The reason for the two
scenarios was to measure the different performance times of the applications both when
counting the time from before the Playwright-script visits the web application, as well as
after the web application is rendered; from here on referred to as first paint (FP), and
without first paint (xFP) respectively. When first designing the scenarios, a third
scenario was considered where FP was included, but the cache and cookies from the
previous run were cleared using Playwright’s built-in “clearCookies” function. This
scenario was later discarded as the results showed very little differentiation from the
regular FP-runs.

Initially, the two scenarios were tested using 1 000 iterations with one worker function;
however, the test results became inconsistent with later re-runs of the same
methodology, as well as each test run taking approximately 30 minutes to complete. To
combat this, the 1 000 runs were divided between 5 worker functions which ran
simultaneously, which yielded more consistent results as well as taking about 6 minutes
per test run. Each worker function ran 201 tests each, and the first run was then
removed, as an inconsistency was noticed with the first run per worker function.

4.1.2 Lighthouse

Lighthouse is a developer tool from Google, which can measure performance,
accessibility, best practice, and SEO for the web application.

The Lighthouse tests were performed 5 times on each application, as no reliable way to
automate the testing was found. However, the performance data achieved through the
tests were often very stable, with little to no variety in results, so 5 was deemed a
reasonable number of tests. For this experiment, only the performance section will be
used. The performance section analyzes the application in 5 different metrics, First
Contentful Paint (FCP), Largest Contentful Paint (LCP), Total Blocking Time (TBT),
Cumulative Layout Shift (CLS), and Speed index. CLS will not be a part of this thesis’
experiment. The metrics used will be established:

FCP: “First Contentful Paint (FCP) measures the time from when the user first navigated
to the page to when any part of the page's content is rendered on the screen. For this
metric, ‘content’ refers to text, images (including background images), <svg> elements,
or non-white <canvas> elements” (Walton 2023). It is further described by Walton
(2023) that to ensure a satisfying experience for users, a score of 1.8 seconds or less

22



should be strived for with FCP. If an application has a score of 1.8 — 3.0 seconds, it is
described that the application needs improvement, and if the score is over 3 seconds, the
FCP is poor.

LCP: “LCP reports the render time of the largest image, text block, or video visible in the
viewport, relative to when the user first navigated to the page” (Pollard & Walton
2025a). Pollard & Walton (2025a) describes that to provide good user experience the
application should have an LCP of 2.5 seconds or less. An LCP between 2.5 seconds and
4.0 seconds needs improvement, and an LCP of 4.0 seconds or more is poor.

TBT:

“The Total Blocking Time (TBT) metric measures the total amount of time

after First Contentful Paint (FCP) where the main thread was blocked for long
enough to prevent input responsiveness. The main thread is considered
‘blocked’ any time there's a Long Task; a task which runs on the main thread for
more than 50 milliseconds. We say the main thread is ‘blocked’ because the
browser cannot interrupt a task that's in progress. So, if a user does interact
with the page in the middle of a long task, the browser must wait for the task to
finish before it can respond.” (Pollard & Walton 2025b)

This means that if a user is blocked for 250ms, the TBT will be 200ms. It is described by
Pollard & Walton (2025b) that a good user experience is received if the TBT is less than
200ms; this means that 200ms should be a metric to strive for when building
applications.

Speed index: “Speed Index measures how quickly content is visually displayed during
page load. Lighthouse first captures a video of the page loading in the browser and
computes the visual progression between frames. Lighthouse then uses the Speedline
Node.js module to generate the Speed Index score” (Chrome for developers, 2019). The
metrics for Speed index are as follows, 0-3.4s (green, fast), 3.4-5.8 (orange, moderate)
and over 5.8 (red, slow) (Chrome for developers, 2019).

When executing the tests for all applications, the navigation mode was used, the device-
setting was set as desktop, and categories were set to performance. Lighthouse also uses
network throttling as default; the reason for this is to emulate the ~85th percentile
mobile connection speed (Raine 2023). Since the Playwright tests were performed
without network throttling, and the ~85th percentile mobile connection speed is not of
interest for the thesis, Google’s DevTools without network throttling was also used to
complement the performance tests.

4.1.3 DevTools

The performance tab in DevTools was used as this shows LCP and CLS while also
showing Interaction to Next Paint (INP). The only metric that is of interest to this
experiment is LCP. For measuring the LCP, 300 manual tests were made for each
application and documented in Excel. There was no clear way to automate the tests, and
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a comparable sample rate was desired to match the Playwright tests. It took too long to
manually do 1 000 tests for each application. It was therefore decided that 300 tests
were enough to get an indication of whether the LCP for DevTools would match the
initial load in Playwright, and to confirm the patterns which emerged in those tests.

4.2 Applications

Four applications were developed for the experiment. Two applications were developed
using Blazor; Blazor WASM and Blazor SSR, and two applications using React; React CSR
and React SSR. The four applications were developed to be as comparable as possible.
This means that as few plugins as possible were used, architectural decisions were made
to give the applications the same conditions, and code for the Blazor WASM and React
CSR were created out of best practice according to documentation. These decisions were
made to ensure the performance measures would be as trustworthy and comparable as
possible.

Since the Blazor SSR and React SSR applications were created in the testing phase, the
time was limited. Therefore, it cannot be guaranteed that those applications are
developed according to best practice.

4.2.1 Shared architectural decisions for Blazor and React

The aspects listed below apply to both React and Blazor, regarding both the CSR/WASM
and SSR versions.

Tailwind CSS

All applications used Tailwind CSS (Tailwind). Tailwind gives easier management of the
styling of the application and is used to give the four applications the same appearance.
The Tailwind that was developed in the React application could be reused in the Blazor
application, and later in the SSR applications. This made the development more effective
and provided a shared structure of the code. The only difference is that React has
Tailwind set up using Vite, and Blazor has it set up via Tailwind CLI.

Backend / Endpoints

To give the applications the same computing conditions, a shared backend was created.
The backend uses TypeScript and handles data from a Json-file set up in a structure
comparable to a relational database and has endpoints for each functionality that is
required in the applications. The data fetched from the endpoints is pre-filtered by the
backend so that no computing is required by the applications, to ensure only the front-
end performance is measured. The endpoints could then be used by both React and
Blazor when the different applications require the data. The backend is hosted by
Node.js as a localhost on the developer’s computer, which means that no network
latency is present when accessing the endpoints.
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The drawback of this is that the CPU and RAM of the computer might be bottlenecked
and therefore affect the performance of the application, though these conditions are the
same for the four applications and therefore deemed negligible.

While the data in the mocked database is reflective of the data structure used by Volvo
DTO, the data itself is fabricated so as not to disclose any actual company data.

Common file structure

In all applications, a similar file structure was used to have a comparable development
workflow. The following folders were used: Pages, Features, and Components. The pages
of the application are stored in the Pages folder, and in each page-file the different
features of the specific page are established. Each feature is stored in the Features
folder, and in the feature-files the actual functionality and behavior of that specific
feature is established. Lastly, the features may use specific components which in turn
are stored in the Components folder.

An example on how this folder and file-structure can be used on a home page is:

Pages folder: first, a home page file (e.g HomePage.tsx) is created in the Pages folder. In
the file, two features are used; “add user” and “login”. These two features are called in
the HomePage.tsx file.

Features folder: the “add user” and “login” features are added as separate files in the
Features folder (e.g AddUser.tsx and Login.tsx). In the “AddUser.tsx” and “Login.tsx” file,
the functionality of the features is created. Both features might then use a button that is
called on.

Components folder: a button file is added to the Components folder (e.g. Button.tsx).
The functionality of that specific component is implemented and can be reused in the
“add user” and “login” feature.

Running the applications

When Blazor WASM and React CSR were developed and functional, a build was created;
Blazor through Visual Studio’s built in Publish-function and React using the npm “build”-
command. They were both executed and launched using the npm command “npx serve”
(npx is a part of npm). Npm is an established software to download packages and code
and can also run JavaScript environments with the help of Node. Serve is a service for
running static files as a webserver; it is commonly used to test production-builds. The
reason Serve was used for the WASM/CSR applications was to ensure that the method of
execution would have no impact on the performance data collected. There are other
hosting models like “http-server”, and the choice of hosting models might affect the
performance. Even if so, the most important thing is that the CSR/WASM applications
have the same conditions, therefore Serve was used as it seemed to be a simple set up.

The Blazor SSR application was hosted using the .exe file provided when building the
application, and the React SSR application was built using the “npm build” command and
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then hosted using the “npm run preview” command. The reason these options were
used instead of Serve, is that Serve can only serve static files. This means that the server
applications are not compatible with Serve, and therefore the established hosting-
models provided by Vite and Microsoft were used.

4.2.2 Architectural decisions for Blazor

For the Blazor applications, Visual Studio was used for development. The reason for this
is that the authors of the thesis had previous experience in setting up a .NET
environment in Visual Studio. It also includes complex debugging for .NET
environments, which is useful.

For state management, the built-in state handler was used. The code developed aspired
to use best practice following Blazor’s documentation (Microsoft 2025e), as well as
avoid external plug-ins to ensure the experiment did not have to consider the potential
performance difference between e.g. Fluxor contra Redux. Separate files were used for
each state. The reason for this was to have a clear code which can easily be maintained,
and with each functionality separated. The states were registered as dependency
injections in the program.cs file; this means that the state can be injected into a
component or constructor. The state could then be used where it was needed.

The routing was handled with the built-in routing in Blazor.

4.2.3 Architectural decisions for React

For React, VS code was used as multiple non-scientific sources recommended the IDE for
React, and no reliable source was found which argued against the choice. React’s own
state management was used, and a context file that handled the states globally was
created. The context file could then be called upon in a relevant file that needed access to
read or alter the state.

For handling the routing in React, React Router Declarative mode was used.

4.3 Ethics

From an ethical perspective, no interviews were conducted, nor were user data
collected. The research strived to keep good research practice. Therefore, the following
fundamentals were followed:

e “Reliability in ensuring the quality of research, reflected in the design,
methodology, analysis, and use of resources” (Vetenskapsrdadet 2024).

e “Honesty in developing, undertaking, reviewing, reporting and communicating
research in a transparent, fair, full, and unbiased way of accountability”
(Vetenskapsradet 2024).

o “Respect for colleagues, research participants, animals, society, ecosystems,
cultural heritage, and the environment” (Vetenskapsrdadet 2024).
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e “Accountability for the research from idea to publication, for its management
and organisation, for training, supervision and mentoring, and for its wider
impacts” (Vetenskapsradet 2024).

Reliability and honesty were followed by reading and understanding credible sources
for all knowledge the thesis is based on, as well as citing them to ensure the information
can be traced, and facts be checked by the reader. The fundamental of respect was
followed in the collaboration with Volvo DTO, as no source code or sensitive data was
included in the final material, or implemented in the applications developed.
Accountability was considered through transparency to the host team at Volvo DTO;
regular updates as to what was done and results which were gathered, as well as regular
check-ins with stakeholders of the thesis to ensure the purpose of the thesis has
remained on track in relation to the expected themes.
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5 Analysis

In this chapter, the data that was gathered in the tests will be presented and analyzed.
Community data will also be presented, which alongside the test data will be used to
evaluate the differences between the frameworks. The data and analysis will be
presented based on the corresponding software test, with each test organized under its
own subheading. The test results from the WASM-/CSR applications will be presented
and analyzed first in chapter 5.1 with corresponding subheadings, followed by the test
results from the SSR applications in the same manner in chapter 5.2, and lastly an
overarching discussion of all applications and test results is presented in chapter 5.3.

The tests performed on the four applications were run separately on a Dell laptop while
no other activities were performed on the machine. The specifications of the computer
are:

e CPU: Intel(R) Core(TM) Ultra 5 135U, 1600 MHz, 12 Core(s), 14 Logical
Processor(s)

e RAM: 32Gb DDR5

e Hard drive: SSD

e GPU: Integrated into CPU.

5.1 Performance data for Blazor WASM and React CSR

5.1.1 Playwright data

As explained in chapter 4.1.1, the runtime was measured with two scenarios per
application: one where the FP was included in the measurement (referred to in the chart
in Figure 14 as “React CSR” and “Blazor WASM”), and one where the timer started once
the home page elements were loaded onto the page (referred to in the chart in Figure 14
as “React CSR xFP” and “Blazor WASM xFP”). These two scenarios were tested to
measure the difference in performance between the frameworks both when simply
navigating the page, and when also taking FP into account. It is important to know that
the FP in the Playwright tests is not the same as FCP in e.g. Lighthouse tests. In Figure
14, below, the data from the test runs are presented as bell curves. The bell curve shows
how likely a value is to occur. This means that the tip of the curve shows the most likely
value to occur during a run; then the narrowness of the curve shows how much the
values differ. With a narrow curve, the tests had very similar values, while with a
broader curve the tests had very different values.

As established in chapter 4, the Playwright test consists of 5 worker functions each
executing 201 iterations of the test where the first iteration is removed due to an
inconsistency. The removed run is also removed from all data presented below.
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Playwright tests (ms)
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Figure 14 : A chart displaying the test run data of the CSR/WASM applications using Playwright. The time is
measured in milliseconds.

In Figure 15, the raw data from all five simultaneous runs for each scenario of React CSR
and Blazor WASM is provided. It is worth noting that the runs are not presented in
Figure 15 from first to last, but rather the first 200 runs of the chart represent the first
worker function, 201-400 represent the second worker function and so forth. The raw
data will not be analyzed but is presented to provide transparency and give reliability to
the tests.

Raw data Playwright tests CSR/WASM applications (ms)
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Figure 15: A chart which shows the raw data from the Playwright tests for the CSR/WASM applications. This shows
an indication of the deviations between the runs.
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Based on the Playwright test data, average run-time, standard deviation and median
were brought out, as well as the 95th and 99th percentile. All numbers presented are
based on the entire test population per scenario.

For calculating the average test run-time, the “=AVERAGE” function in Excel was used.
Figure 16 shows the results for each scenario:

Average runtime (ms)
1800 1,708.56

1600
1400
1200
1000
800
600
400
200

1,158.59

1,132.60 1,066.74

W React CSR  m Blazor WASM  ® React CSRxFP  m Blazor WASM xFP

Figure 16: Chart displaying the average runtime for the different Playwright tests ran on the CSR/WASM
applications

For calculating the median, the “=MEDIAN” function in Excel was used. The median
shows the value that is in the middle when all values are sorted in order of magnitude.
Figure 17 shows the results for each scenario:

Median runtime (ms)
1800 1,695.69

1600
1400
1200
1000
800
600
400
200

1,163.33
1,133.16 1,053.32

B React CSR  m Blazor WASM  ® React CSRxFP  m Blazor WASM xFP

Figure 17: Chart displaying the median runtime for the different Playwright tests ran on the CSR/WASM
applications

For calculating the standard deviation, the “=STDEV.P” method was used in Excel. The
standard deviation is a good measurement for understanding how values in the tests
differ from the average value. For example, for Blazor WASM (with FP) the average
runtime is 1708.56ms and the standard deviation is 119.63ms. This means that based on
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all the test data, each run differs by an average of 119.63ms from 1708.56ms. So, each
run normally runs between 1588,93ms and 1828,19ms. The lower the standard
deviation is, the more consistent the tests were. Figure 18 shows the result for the
standard deviation for each scenario:

Standard deviation (ms)
140

119.63

120 109.09

107.16

100 85.56

B React CSR  mBlazor WASM  ® React CSRxFP  m Blazor WASM xFP

80
60
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20

Figure 18: Chart displaying the standard deviation for the different Playwright tests ran on the CSR/WASM
applications

To find the 95th percentile, the Excel formula “=PERCENTILE([cell range], 95)”. The
95th percentile shows the run which was placed 95% towards the bottom when all
values are sorted in order of magnitude (Figure 19).

95th percentile time (ms)
2000 1,902.01

1500 1,340.97

1000
500
0

1305.87
1191.85

M React CSR  ®Blazor WASM  ®React CSRxFP  ®m Blazor WASM xFP

Figure 19: Chart displaying the 95t percentile runtime for the different Playwright tests ran on the CSR/WASM
applications

To find the 99th percentile, the Excel formula “=PERCENTILE([cell range], 99)”. The
99th percentile shows the run which starts the list of the 1% slowest runs when all

values are sorted in order of magnitude. Results for 99th percentile are shown in Figure
20.

31



99th percentile time (ms)
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Figure 20: Chart displaying the 99t percentile runtime for the different Playwright tests ran on the CSR/WASM
applications

5.1.2 Playwright analysis

When looking at the xFP test results, Blazor WASM and React CSR were very comparable
in performance, only differentiating 65.86ms (5.99%) in the average runtime (Figure
16) and 79.83ms (7.03%) in the median run (Figure 17), where Blazor had the faster
times in both aspects. Over the 1 000 runs, however, the standard deviation (Figure 18)
with the Blazor WASM application was only 85.56ms while the React CSR application
deviated to an average of 109.09ms, a difference of 22.41%. This shows that Blazor
WASM both ran faster when ignoring FP and was more consistent in the performance
output.

When instead also counting the time for FP, the difference between the two applications
starts showing more measurably. Here, the average between the two applications
(Figure 16) rose to over half a second at 549.97ms (38.36%), and the median (Figure
17) to a difference of 532.36ms (37.24%), where React CSR had a lower time in these
aspects. Instead, the difference in the standard deviation (Figure 18) was no longer as
big; only 10.54ms (9.22%) differentiated between the two applications, where this time
Blazor had the lowest deviation.

When looking at the 95th and 99th percentile for the xFP runs, there are some
differences in the tail latency between React CSR and Blazor WASM. At the 95th
percentile the Blazor had a run lasting 1191.85ms, making it 10.50% longer than the
1066.74ms average, and at the 99th percentile the run lasted 1424.36ms, making it
25.11% slower to complete than the average run. For React CSR, the 95th percentile run
lasted 1305.87ms, or 13.27% above the 1132.60ms average, while the 99th percentile
run lasted 1376.74ms, or 17.55% higher than the average.

There are some notable differences between the frameworks and their respective tail
latency from the test results of the xFP tests as compared to the FP tests. In the FP tests,
Blazor’s 95th percentile test ran for 1902.01ms, making it 10.17% slower than the
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1708.56ms average, and its 99th percentile test ran for 2132.67ms, or 19.89% slower
than the average. For React, the 95th percentile run lasted 1340.97ms, or 13.60% slower
than the 1158.59ms average, while the 99th percentile run lasted 1401.54ms, which
makes it 17.33% slower than the average.

The numbers show that during runtime, when the application is already loaded, the
differences between the two applications are nearly negligible, as the average time only
differentiates with 5.99% and median runtime with 7.30%. The increased gap between
the two frameworks in the test runs where FP was considered, however, indicates that
the primary factor slowing Blazor down in those runs is the FP. When FP was included,
the average test speed differed by 38,36%. The increased test speed when FP was
included is most likely due to the increased download size mentioned by Microsoft
(2025b).

Blazor WASM shows to be the most consistent framework of the two during runtime, as
the xFP tests show that the standard deviation (Figure 18) between the frameworks
deviates with 20.41%, and Blazor shows a lower tail latency as compared to React’s for
95% of the runs. When, however, the FP is included, the difference in standard deviation
between the frameworks shrinks to 9.22%, while the tail latency is still to Blazor’s
advantage for the 95th percentile and evening out towards the 99th.

The average runtime for the Blazor WASM application was 1708,56ms with FP, and the
average runtime for the Blazor WASM application XxFP was 1066,74ms, which means
that on average the FP of the application takes 641,82ms for the Blazor WASM
application. According to the guidelines by Nielsen (1993), this is a response time that
the user would experience as an interruption but would still be experienced as a direct
operation. However, when analyzing the same data on the React CSR application, the
average runtime was 1158,59ms, and the average runtime without the loading time was
1132,60ms, which means that the React application has a FP-time of only 25,99ms.
According to Nielsen (1993), this is a response time which feels instantaneous without
interruption.

5.1.3 Lighthouse data

Five test runs were performed using Lighthouse to measure the performance of the
applications. These tests were performed on the same day, and under the same
circumstances. The Lighthouse test data is displayed in seconds.

Figure 21 shows the average time of each metric in Lighthouse on the React CSR
application.
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React CSR Performance Lighthouse (Seconds)
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Figure 21: The average time for each metric using Lighthouse on the React CSR application.

Figure 22 is also provided to present the raw data from the tests to show the deviations
between the runs. The X-axis shows which run it is, and the Y-axis shows the number of
seconds it took. The reason why only the blue color is seen is because the LCP and the
FCP have the exact same numbers as the Speed Index and are therefore hidden behind
the blue line. Like the raw data of the Playwright tests, the raw data from the Lighthouse
tests will not be directly analyzed but stands to offer transparency to the data.

React CSR raw data Lighthouse (Seconds)
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Figure 22: A line chart that shows the raw data from the Lighthouse tests for React CSR.

The same tests and number of runs were made on the Blazor WASM application. The
results are shown below in Figure 23 which shows the average time for each metric for
the Lighthouse tests, and Figure 24 which shows the raw data from the tests.
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Blazor WASM Performance Lighthouse (Seconds)
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Figure 23: The average time for each metric using Lighthouse on the Blazor WASM application.

Blazor WASM raw data Lighthouse (Seconds)
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Figure 24: A line chart that shows the raw data from the Lighthouse tests for Blazor WASM.

5.1.4 Lighthouse analysis

Comparing the Lighthouse test results of the WASM/CSR applications to one another
shows immediate and obvious differences; the React CSR application had consistent test
results, returning 0.3s in all aspects of the test except TBT which remained at 0.0s. The
Blazor WASM application was largely consistent with LCP-times, with an output of 3.6s
with one outlier run with an LCP-time of 3.7s, had a Speed Index which over the five
runs averaged 1.86s, and a TBT which averaged 0.18s. This indicates that of the
WASM/CSR applications, the React has a clear advantage when launching the
application. According to the guidelines for TBT as mentioned by Pollard & Walton
(2025b), the Blazor WASM application barely meets the requirement for what they
establish as reasonable TBT, 200ms, while the React CSR application did not measure
any TBT at all. As for LCP, Pollard & Walton (2025a) describes that an application should
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have a time of 2.5 seconds or less to provide a good user experience. In this aspect of the
tests, the Blazor WASM application measured 3.7s, which indicates that it needs
improvement, while the React CSR application measured 0.3s which is well within the
range. Both the React CSR- and the Blazor WASM application measured 0.3s in FCP,
which is considered a satisfying user experience (Walton 2023).

When analyzing the Lighthouse tests for the WASM/CSR applications, the metrics show
a whole other response time on the Blazor application compared to the Playwright tests.
The React application, however, has almost identical values as the Playwright tests. For
Blazor, the Speed Index is 1,86 seconds on average, the FCP is 0.3 seconds on average,
and the LCP is 3,62 seconds on average. This indicates that the application loads in 0.3
seconds and then the loading icon of WASM / the application shows. The loading takes
3,62 seconds. This means that compared to the Playwright tests, the loading time of the
application is about 2980ms slower. This might differ since the Playwright tests only
check if the header is loaded on the page, and not all the content. However, the tests
should not differ too much, as this indicates that the network throttling made by
Lighthouse causes long LCP-times. If comparing the Blazor application’s average LCP
from DevTools (661ms) and loading time from Playwright tests (641,82ms) it is much
more comparable since the time only differs about 20ms.

However, when comparing the LCP for Lighthouse and loading time from the Playwright
for the React application, the results are a lot different from the Blazor application. For
Lighthouse the LCP is on average 0,3 second, the FCP is on average 0,3 seconds, and the
Speed index is on average 0,3 seconds. This means that the LCP for the React Playwright
test only differs about 5ms from the loading time in the React Lighthouse test.

5.1.5 DevTools data

As mentioned, the DevTools (performance-tab) tests were needed to gather more
information about the WASM/CSR applications. The tests were performed manually, and
were executed by refreshing the page 300 times, and documenting each result in excel.
The cache was also cleared at each reload which was done by using the command
CTRL+SHIFT+R. In Figure 25, the average runtime for LCP in Lighthouse, the average
runtime for LCP in DevTools, and the average FP of Playwright for the React CSR
application. The average FP was calculated by taking the average runtime for React CSR
(1158,59ms, provided in Figure 16) and extracting it with the average runtime for React
CSR xFP (1132,6, provided in Figure 16), which results in an average FP of 25,99ms.
Figure 26 uses the same metrics and same calculations but for Blazor WASM instead.
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React CSR average time for Lighthouse LCP, DevTools
LCP and Playwright FP (ms)
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Figure 25: A bar chart for React CSR that shows the average time for the three different test methods used.

Blazor WASM average time for Lighthouse LCP,
DevTools LCP and Playwright FP (ms)
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Figure 26: A bar chart for Blazor WASM that shows the average time for the three different test methods used.

5.1.6 DevTools analysis

When comparing the DevTools test results, the React CSR application had an average
LCP-time of 140ms, while the Blazor WASM application averaged 661ms; this means
that on average the React CSR application had an LCP-time which was 78.82% lower
than the Blazor WASM application.

The comparison between the LCP in Lighthouse, LCP in DevTools and loading time in
Playwright shows that the React application seems to differ more between LCP in
DevTools and FP in Playwright than Blazor. However, when comparing LCP in DevTools
and LCP in Lighthouse, the Blazor application is much slower, which indicates that the
network throttling affects the Blazor application far more than the React application.

From a user experience perspective, the guidelines by Nielsen (1993) imply that the
user may start to lose interest in the task when using the Blazor application. When using
the React application, the user will notice a delay but still experience an instantaneous
response time. Even though the guidelines by Nielsen (1993) are a good starting point,
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Liu, Zhang & Yan (2023) show that a negative experience can be had much earlier than
after 10 seconds. The Blazor Lighthouse tests that have an average LCP of 3.62 seconds
might cause the user to have a negative experience since it is way above the 1 second
guideline from Nielsen (1993) and the 500-700ms from Liu, Zhang & Yan (2023).

5.2 Performance data for React SSR and Blazor SSR

This chapter will include the same table structure and the same headers as chapter 5.1
to make it clear and consistent; the only difference is that the data is from the tests of
React SSR and Blazor SSR.

5.2.1 Playwright data

The scenario and test workflow are the same as with the CSR/WASM applications, and
the calculations for average runtime, standard deviation, median runtime, 95th
percentile, and 99th percentile are the same as described in chapter 5.1.1. The data will
be presented in Figure 27 through Figure 33 and further analyzed in chapter 5.2.2.

Playwright tests (ms)
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Figure 27: Chart displaying the test run data of the SSR applications using Playwright.

Like the CSR/WASM raw data (Figure 15) - the raw data in Figure 28 is not
representative of all runs in order, but rather the five worker functions lined up in
internal order next to one another.
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Raw data Playwright tests SSR applications (ms)
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Figure 28: A chart which shows the raw data from the Playwright tests for the SSR applications. This shows an
indication of the deviations between the runs.

The Y-axis in Figure 29 shows the average runtime in milliseconds for the different
scenarios in the SSR applications, while the X-axis defines the different scenarios.

Average runtime - SSR (ms)
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Figure 29: Chart displaying the average runtime for the different Playwright tests ran on the SSR applications

The Y-axis in figure 30 shows the median runtime in milliseconds; the X-axis defines the
different scenarios.
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Median runtime - SSR (ms)
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Figure 30: Chart displaying the median runtime for the different Playwright tests ran on the SSR applications

Figure 31 shows the standard deviation in Milliseconds. The Y-axis defines the MS, and
the X-axis defines the different metrics.

Standard deviation - SSR (ms)
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Figure 31: Chart displaying the standard deviation for the different Playwright tests ran on the SSR applications

Figure 32 shows the 95th percentile test runs. The Y-axis shows the number of
milliseconds, and the X-axis shows the different scenarios.
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95th percentile time - SSR (ms)
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Figure 32: Chart displaying the 95t percentile runtime for the different Playwright tests ran on the SSR applications

Figure 33 shows the 99th percentile test runs. The Y-axis shows the number of
milliseconds, and the X-axis shows the different scenarios.
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Figure 33: Chart displaying the 99t percentile runtime for the different Playwright tests ran on the SSR applications

5.2.2 Playwright analysis

Looking at the xFP tests of the Blazor- and React SSR applications; the Blazor application
averaged 170.11ms faster than the React application, a difference of 14.89% (Figure 29),
and the median runs differed 183.42ms, or 17.55% (Figure 30), again in Blazor’s
advantage. When looking at the standard deviation, React was the most consistent of the
two SSR applications, with a standard deviation of 19.88ms lower than the Blazor
application, a difference of 19.64% (Figure 31).

When looking at the test results of the SSR-applications when also taking FP into
account, the numbers are largely more comparable between the frameworks. The
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difference in average test runtime is only 33.09ms, which comes out to 2.80% (Figure
29), and the median runtime differs 33.99ms, or 2.91% (Figure 30), both to Blazor’s
advantage. As for the standard deviation, the React application once again had more
consistent test runs with the standard deviation being 25.79ms, or 17.02%, lower than
that of the Blazor application (Figure 31).

When analyzing the tail latency of the SSR xFP runs, the Blazor application’s 95th
percentile run lasted 231.38ms, or 19.22%, longer than the average run, while the 99th
percentile run lasted 392.18ms longer than the average - a difference of 28.74%. As for
the React Application, the 95th percentile run lasted 162.16ms, or 12.43%, longer than
the average run, and the test run at the 99th percentile lasted 247.77ms longer than the
average, making it 17.81% slower.

As for the tail latency of the SSR application tests including the FP, the numbers differ
quite a bit between the applications. The 95th percentile run of the Blazor application
ran 250.96ms, or 17.76%, slower than the average runtime, while the 99th percentile
run was 289.62ms slower than the average - which means a difference of 19.95%. As for
the React application, the 95th percentile run was only 168.5ms, or 12.36%, slower than
the average test runtime, while the 99th percentile test run lasted for 437.85ms longer
than the average runtime - making it a difference of 26.82%.

The numbers as concluded above show that the two SSR applications are very
comparable in the runs where FP is included in the time, as the average test run and
median test run only differed just under 3% respectively. The difference in tail latency
between the two applications indicates that the React application is the most stable in its
test time deviation, as its 95th percentile only differs 12.36% from its average test
runtime, as opposed to the Blazor application which had a 95th percentile run which
deviated 17.76%. However, at the 99th percentile mark the React application showed a
test time which was 26.82% higher than the average time, as opposed to the Blazor test
run at the 99th percentile which was 19.95% higher than its average. This indicates that
most of the time using the application, the React application will give the most
consistent runtime. Though, in the outlier runs, the React application has higher
deviations.

The spike in difference in the average times of the xFP runs of the SSR applications
indicates that the initial loading time is still the biggest difference between the two
applications, as when not counting it the Blazor application’s average test run went from
2.77% faster than React, to 14.89% faster.

5.2.3 Lighthouse data

When testing the SSR applications with Lighthouse, 5 runs were performed for FCP, LCP,
Speed Index, and TBT, to ensure comparability to the results from the CSR/WASM
application tests.
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Figure 34 shows the average time of FCP, LCP, Speed index, and TBT in Lighthouse for
React SSR. The Y-axis provides the time in seconds, and the X-axis defines the different
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Figure 34: The average time for each metric using Lighthouse on the React SSR application.

Figure 35 shows the raw data of all executed runs on lighthouse for React SSR. The Y-
axis shows the time in seconds, and the X-axis provides the specific run that was
executed. The colors of the lines show which metric it corresponds to. Like the raw data
of the Playwright tests, the raw data from the Lighthouse tests will not be directly
analyzed but stands to offer transparency to the data.
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Figure 35: A line chart that shows the raw data from the Lighthouse tests for the React SSR application.

For Blazor SSR, the average time for each metric in Lighthouse is shown in Figure 36.
The Y-axis shows the time in seconds, and the X-axis shows which metric that was used.
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Figure 36: The average time for each metric using Lighthouse on the Blazor SSR application.

Figure 37 also provides the raw data of each run of Lighthouse for Blazor SSR. The Y-axis
shows the amount of time in seconds; the X-axis shows which specific run that was
executed, and the color of the line indicates which metric it represents.
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Figure 37: A line chart that shows the raw data from the Lighthouse tests for the Blazor SSR application.

5.2.4 Lighthouse analysis

The pattern which was noticed in the Lighthouse tests of the WASM/CSR applications is
no longer present; the Blazor and React applications are far more comparable in the SSR
versions. While the Blazor SSR application had marginally higher test times than its
React counterpart, the differences are small enough to barely be noticeable. As both
applications’ test times fall under the category of 0.1-1.0 seconds, they are both
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potentially experienced as a slight interruption in response time, according to the
guidelines established by Nielsen (1993, p.135), but still retain the experience of an
instantaneous operation - especially since the test times are closer to the lower end of
the time range. As for the guidelines for LCP, FCP, and TBT (Walton 2023; Pollard &
Walton 2025a; Pollard & Walton 2025b), the SSR applications are both well within the
recommended ranges for all metrics.

5.2.5 DevTools data

The same calculations and metrics are used in Figure 38 and 39 as in chapter 5.1.3. See
chapter 5.1.3 for details regarding how the metrics are calculated. Figure 38 shows the
average runtime for LCP in Lighthouse, the average runtime for LCP in DevTools, and the
average FP of Playwright for the React SSR application. Figure 39 provides the same
metrics for Blazor SSR.

React SSR average time for Lighthouse LCP, DevTools
LCP and Playwright FP (MS)
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Figure 38: A bar chart for the React SSR application which shows the average time for the three different test methods
used.
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Blazor SSR average time for Lighthouse LCP, DevTools
LCP and Playwright FP (MS)
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Figure 39: A bar chart for the Blazor SSR application which shows the average time for the three different test methods
used.

5.2.6 DevTools analysis

When looking at the SSR applications’ test times in the DevTools test, they were very
comparable to each other; where the React application test average this time was only
5.81% lower than the average of the Blazor application. This again deviates from the
pattern which emerged in the corresponding CSR/WASM tests, as the SSR applications’
test times only deviated 5Sms from each other. As both applications’ average test times
are below 0.1s, they both fall in the fastest category of the guidelines established by
Nielsen (1993, p.135). This means they are both experienced as having instantaneous
response time without interruption.

5.3 CSR/WASM vs SSR analysis

5.3.1 Playwright

When looking at the Playwright FP test results across the four applications, the largest
outlier is the Blazor WASM application. This indicates that the slow test time of the
Blazor WASM application is neither a fault of Blazor’s inherent loading speed, as Blazor
SSR had the second lowest average test time of the four applications, nor a fault of the
client-side rendering aspect of WASM, as React CSR had the lowest average test time of
the four applications being 3.28ms lower than the average of Blazor SSR. It would
instead seem that some aspect of the way the WASM packages and sends the application,
or possibly how it assists in building the application for the browser is what causes the
higher test time. This finding is in line with the limitation brought forth by Microsoft
(2025b), as they explain that one of the drawbacks for Blazor WASM is precisely that;
the larger download size as the entire application is downloaded upon initialization.

The finding that the Blazor SSR application load times, regarding FP, LCP, Speed Index,
and TBT, were all lower than the Blazor WASM application is also in line with the
drawback of WASM as documented by Microsoft (2025b), as well as with the mentioned
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upside of the SSR application; that the smaller download size would lead to a faster
loading time (Microsoft 2025b).

For a side-by-side comparison of the four applications’ FP test results, see Figure 40.
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Figure 40 The Playwright test data with FP from all four applications in comparison to each other.

5.3.2 Lighthouse

When comparing the test data from the Lighthouse-tests between the rendering
methods, the results from the React CSR application and that of the React SSR
application does not contain any noteworthy difference as only the LCP-time differed
between the two; where React CSR had a consistent output of 0.3s in LCP whereas React
SSR gave an output of 0.4s.

The two Blazor applications, however, varied widely between the two rendering
methods. Comparing the numbers of the Blazor WASM application to those of the Blazor
SSR application, the difference is notable; the Blazor SSR had an LCP-time which over
the five runs averaged 0,44s, a Speed Index which averaged 0.4s, and a TBT of 0.0s. This
means that on average the Blazor SSR had an 87.78% lower time than the WASM
application with the LCP, had a 78.49% lower Speed Index, while also testing without
any TBT to be measured, compared to the WASM-average of 0.18. Only the FCP-time
stood out in the advantage of the WASM application, as it consistently had an FCP-output
of 0.3s, whereas the SSR application was consistent with an FCP-output of 0.4s.

5.3.3 DevTools

Comparing the DevTools tests of CSR/WASM to the SSR counterparts, the average test
time for LCP of the React SSR application was 42.14% lower than that of the CSR
application, which is in line with the CSR drawback mentioned by Jartarghar et al.
(2022); that the initial load times of CSR applications are higher. As displayed by Figure
16 and 29, this was not the case for the Playwright tests, though this may be due to a
difference in how FP was measured in the Playwright tests compared to how Devtools
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measured LCP. For Blazor, the average test time for LCP for the SSR application was
86.99% lower than that of the WASM application, which further solidifies the drawback
as mentioned by Microsoft (2025b). In both cases, the average test times were lower for
the SSR application, though remarkably more so in the case of Blazor.

5.4 Community statistics

5.4.1 Community data

Data from three different forums was gathered; the forums used were Stack Overflow,
Hashnode and Dev.To. The data was gathered based on published posts under the tags
“React”, and “Blazor”. Figure 41 shows the comparison of React and Blazor; the Y-axis
shows the number of posts, and the X-axis shows the different forums.

Blazor vs React community posts.
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Figure 41: Posts on three different forums using the tags Blazor and React. (Stack Overflow 2026a; Stack Overflow 2026b;
Hashnode 2026b; Hashnode 2026c; DEV 2026a; DEV 2026b)

Due to the low number of posts with the tag “Blazor”, NET was also included as Blazor is
a part of the .NET family. A lot of solutions could therefore be found in .NET posts. Figure
42 shows the comparison between Dotnet and React. The Y-axis shows the number of
posts, and the X-axis shows the different forums.
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Dotnet vs React community posts.
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Figure 42: Posts on three different forums using the tags Dotnet and React. (Stack Overflow 2026a; Stack Overflow 2026c¢;
Hashnode 2026a; Hashnode 2026¢; DEV 2026b; DEV 2026¢)

Since .NET was included, it was also decided to compare JavaScript and .NET. Figure 43
shows the comparison of Dotnet vs JavaScript, the Y-axis shows the number of posts,
and the X-axis shows the different forums.

Dotnet vs Javascript community posts
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Figure 43: Posts on three different forums using the tags Dotnet and JavaScript. (Stack Overflow 2026c; Stack Overflow
2026d; Hashnode 2026a; Hashnode 2026d; DEV 2026¢; DEV 2026d)

Lastly, the total posts for each tag were compounded into a pie chart. See Figure 44 for
the total result.
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Total posts for each framework / programming language
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Figure 44: Total posts from the three forums using the tags Blazor, React and Dotnet. (Stack Overflow 2026a; Stack
Overflow 2026b; Stack Overflow 2026c; Stack Overflow 2026d; Hashnode 2026a; Hashnode 2026b; Hashnode 2026c¢;
Hashnode 2026d; DEV 2026a; DEV 2026b; DEV 2026c; DEV 2026d)

5.4.2 Community analysis

Based on Figure 41, the React community appears to be much livelier than the Blazor
community; React has around 476 000 posts whereas Blazor had around 16 000 posts.
The is a huge difference which can play a crucial role when developing applications. To
be able to read about problems that other people already have solved can both save time
and frustration.

The statistics in Figure 41 might, however, not be the whole truth. Blazor is a part of the
NET family; this means that a lot of answers might be found under the .NET (Dotnet) tag
on the different forums. In Figure 42, the number of React and Dotnet posts on the
forums is established. React around 476 000 posts on Stack Overflow, around 29 000
posts on Hashnode, and around 92 000 posts on Dev.to. This is a total of about 596 000
posts. Dotnet has around 341 000 posts on Stack Overflow, around 2 000 posts on
Hashnode, and around 23 000 posts on Dev.to, this is a total of about 365 000 posts. The
number of Dotnet posts is a lot higher than the total posts for Blazor, still React has
around 231 000 more posts than the whole Dotnet family. The comparison between
Dotnet and React is interesting since React still has a higher number of posts. If
JavaScript were included, which is the language and the basis for React, the React
community would dominate by far. At the time (2026-03-31) JavaScript has a total of 2
523 475 posts only on Stack overflow, which is a lot more than the Dotnet family.

In Figure 44, the total posts for both React, Blazor and Dotnet are established; it is
crucial to know that a lot of the Blazor posts also include the Dotnet tag, which means
that a large percentage of the Blazor posts may have been counted twice. Despite this,
React has led when counting the total posts on community sites.

Even though React has a lot of total posts; during the inspected seven-day period (2026-
03-24 - 2026-03-31) only 19 posts were made on Stack Overflow with the React tag and

only 6 posts with the Blazor tag on Stack Overflow over the same period (Stack Overflow
20264a; Stack Overflow 2026b).
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6 Results

In this chapter the research question, “When modernizing legacy systems, how does the
choice of front-end framework affect the end result in terms of developer experience, user
experience, and performance?”, will be answered with support of the sub-questions:

e Why should an organization make the decision to start a modernization project?

e Which benefits and disadvantages come with React and Blazor respectively?

e When should Blazor be chosen over React, and vice versa?

The results in chapters 6.1-6.6 are organized into subheadings based on the research
questions to give a comprehensive overview of the research, and a conclusion is given in
chapter 6.7.

6.1 Why should an organization make the decision to start a
modernization project?

In chapter 2.2, it was concluded that legacy software costs a lot of money to maintain,
both in the amount of time it takes to perform maintenance but also due to the aging
architecture having fewer, and thus more costly, experts. Apart from this, legacy systems
developed by the companies which use them are often structurally rigid and originally
based on business processes from the time it was developed. For these reasons,
organizations with legacy systems should investigate their own possibilities of
modernization, as this may in the long term save them both money and human
resources which would otherwise be spent, or wasted, on maintenance. On top of freeing
up resources, a modernization effort may also open the possibility of structural change
of the organization’s business processes, which may have been taken for granted due to
software limitations, and social engraining of the old processes.

6.2 Performance perspective

When deciding to initialize a modernization process, it was found to be important to
early on decide upon which framework to work with, as this reduces the risks of a failed
project by making sure everyone involved shares the same vision for the final product.
The thesis aimed to provide guidance in which front-end framework to choose between
Blazor and React when taking the step to modernize. The experiment established the
differences in Blazor’s and React’s front-end performance over three different variants
of software tests, performed on the four applications developed during the thesis. It was
concluded in the tests that Blazor WASM had a long FP-time, LCP-time, and Speed Index
compared to the other three applications. Since all those aspects were much better on
Blazor SSR, it can be concluded that WebAssembly is the reason for the longer test times,
and that using SSR solves the issue. This finding can be strengthened by Contentful
(2025) who states that “Blazor WebAssembly can take a while to load on startup; you
have to download the entire .NET runtime”. When instead considering the xFP test
results, the applications showed very similar performance; the difference is nothing that
would notably affect the end-user or the application's quality. This means that the slow
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FP of Blazor WASM is only a problem if e.g., the final product of a modernization project
will be restarted or opened/closed multiple times per day; otherwise, this will not be as
noticeable. The Blazor WASM application is therefore not recommended if the
application needs to be reloaded multiple times per day. The Lighthouse tests also show
that the network throttling heavily affected the LCP of the Blazor WASM application, a
critical consideration if it is known that the network connection is slow. Contentful
(2025) also mentioned that Blazor WASM can have significant slower FP if network
connection is slow.

To conclude, the only difference between the frameworks and rendering methods that
stood out notably during the tests was that Blazor WASM had a slower initial load when
starting the application. The other applications had very comparable test scores in all
tests conducted during the experiment.

6.3 User Experience perspective

Based on the guidelines presented by Nielsen (1993, p.135), the performance numbers
of Blazer WASM will affect the user; especially if the network performance is limited.
Based on the Playwright tests on Blazor WASM, the user would notice an interruption
and based on the Lighthouse tests the user's attention would be interrupted (Nielsen
1993, p.135). Regarding the user experience guidelines for FCP, LCP, and TBT (Walton
2023; Pollard & Walton 2025a; Pollard & Walton 2025b), the Blazor WASM application
had a good FCP-time, just barely an acceptable TBT-time, and an LCP-time which needs
improvement. As for the other applications’ various performance tests, they all fall
within the thresholds of what is to be considered a good application based on the
guidelines presented by Nielsen (1993, p.135). They also performed well regarding the
guidelines for FCP-times as presented by Walton (2023), the guidelines for LCP-times as
presented by Pollard & Walton (2025a) and had no measured TBT which is well below
the recommended maximum of 200ms as described by Pollard & Walton (2025b).

6.4 Developer Experience perspective

Outside of the performance tests, an analysis of different React- and Blazor communities,
as well as of the communities of JavaScript and .NET, was performed. In the analysis it
was concluded that the React community had a total of 596 350 posts and JavaScript had
a total of 2 821 567 posts, Blazor had a total of 16 084 posts, and .NET had a total of

365 649 posts. This shows that the React- and JavaScript community has a significant
advantage over the Blazor- and .NET community. This could mean that when using the
frameworks, a developer posting to the React community in search of assistance has a
greater chance of getting their questions answered than they would in the Blazor
community. Even if the communities are not particularly active, it can still be useful
since a lot of the questions might already be answered, especially in the React
community.
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6.5 When should Blazor be chosen over React, and vice versa?

Considering all aspects of the analysis, both performance tests, community analysis, and
the user experience; it can be concluded that the choice of framework has little impact
on the final product, and the decision of which framework is right for an organization
should primarily be made based on existing in-house expertise. If an organization
already has a team of front-end developers familiar with JavaScript development, React
should be the preferred option, while if they already have a dedicated .NET team, Blazor
is likely to be the better option. This can be strengthened by Contentful (2025), who
mentions that choosing Blazor over React makes more sense if the team already has
experience with C# and .NET, and even more if .NET is already integrated in some
systems. The difference in performance between the React CSR and -SSR applications
gave no indication as to which should be preferred in which situations. For Blazor,
however, it is clear based on the performance results in addition to the user experience
guidelines that if the final product of a modernization project is intended to be
opened/restarted frequently, the SSR rendering method is to be preferred over WASM
due to the difference in launch-time and the user experience linked to such delays. If,
however, the final product is to e.g. be launched once then stay running, the loading
times of WASM should be of no issue. It can also be concluded that the community for
React/JavaScript is much more established, which means that if the community aspect is
a weighty aspect for the choice, React is a much better decision.

Finally, Stack Overflow (2025) conducted a survey where 44.7% of respondents had
used React, and 7% of the respondents had used Blazor. It is therefore recommended to
consider this, as one of the reasons why legacy systems get costly is because it is hard to
find employees with expertise in outdated technologies.

6.6 Which benefits and disadvantages come with React and Blazor
respectively?

In chapter 2.4, the strengths and weaknesses of the different frameworks are
established.

For Blazor (chapter 2.4.1), WASM is described as putting the workload on the user’s
client as opposed to the server, making it possible to provide the application to the user
by CDN, and utilizing the client resources (Microsoft 2025b). Microsoft (2025b) also
describes WASM as being limited in the sense of browser compatibility, giving the user
access to the application’s source code, and having a larger download size due to the
whole application being downloaded at once - the latter of which was very noticeable in
the tests. Blazor SSR is described by Microsoft (2025b) as having a smaller download
size, faster loading time, and more versatile in browser support. The downsides of
Blazor SSR, however, are described as having a latency in user interaction, not having
offline support, and the server being tasked with handling the brunt of the performance.
Of the mentioned advantages and disadvantages of Blazor SSR, only the faster loading
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time was noticed during the experiment. Contentful (2025) also describes that Blazor in
general is faster for CPU-bound tasks as it runs on C#.

For React (chapter 2.4.2), the CSR rendering method is defined as being very responsive
due to updates not requiring a full page reload, and having good performance as the
initial load only sends HTML and JavaScript which is later cached for the user to provide
both a snappy user experience, and easier workload for the server (MDN 2025). As for
the downsides of CSR, Jartarghar et al. (2022) describes CSR as having a slower initial
load, and Strapi (2025) describes CSR as having worse SEO due to not having pre-
rendered HTML. For React SSR; the loading time and SEO are improved over the CSR
alternative (Hanafi, Haq & Agustin 2024), requiring fewer network calls, not providing
the user with the source code, and receiving content directly from the server which
avoids API staleness (AKDevcraft 2025). However, React SSR may be limited by server
performance as the server has a bigger role in the performance than with CSR, and SSR
is described as having a more complex development experience (AKDevcraft 2025).
Contentful (2025) also mentions that React in general is slower for CPU-bound tasks
since it runs on JavaScript.

To summarize the most crucial advantages and disadvantages, React has a fast client-
side performance which makes it better for Ul-rendering than Blazor. On the other hand,
it is slower in CPU-bound tasks (Contentful 2025). The initial load of React can be even
faster if SSR is used. Blazor has a long loading time when using WASM but can be
improved if using Blazor SSR, still compared to React SSR the Blazor SSR might be
slightly more delayed. Blazor is however fast on CPU-bound tasks (Contentful 2025).

The abovementioned strengths and weaknesses are nothing that was experienced in the
tests performed during the experiment of the thesis, with the exception being the slower
load time of Blazor WASM and corresponding faster load time of Blazor SSR. This may be
aresult of the tested applications not being heavy enough to make them stand out. This
will be discussed further in chapter 7.2.

6.7 Conclusion

During the experiments it was concluded that the choice of frameworks did not
measurably affect the application’s performance or user experience, but the choice of
rendering method might. For this reason, the recommendation based on the results of
the thesis is to base the choice of framework on the knowledge which any eventual in-
house team already has. If the team is familiar and accustomed to C#, then Blazor should
be the given choice. Likewise, if the team is experienced with JavaScript, then React is
likely the better option. If the team, however, is starting from scratch, then the
advantages and disadvantages mentioned in chapter 6.6 should be taken into
consideration alongside the community support as described in chapter 6.3.
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7 Discussion

7.1 Key findings

The key findings of the thesis are that Blazor WASM was the only application that stood
out in the performance tests, otherwise no pattern was found in which convincingly
made one front-end framework stand out as clearly superior to the other. The Blazor
WASM application had significantly longer FP-time, LCP-time, and Speed Index than the
other applications; though when FP was excluded from the Playwright tests the Blazor
WASM- and React CSR applications performed similarly - even slightly to Blazor
WASM'’s advantage. This combined with the fact that the Blazor SSR application
outperformed the Blazor WASM application with a far larger margin than the differences
between the React counterparts led to the conclusion that the problem with the FP-time,
LCP-time, and Speed Index did not lie with Blazor inherently, but rather with WASM as a
rendering method. Besides the Blazor WASM application, the other applications tested
very similarly. It is worth keeping in mind that the percentages presented in the analysis
represent very short times, and that even a percentage difference that seems substantial
may only represent fractions of a second. The result also presented advantages and
disadvantages of each framework, e.g. React has a faster client-side performance, but
Blazor is faster in CPU-bound tasks. However, this was nothing that the performance
tests showed. The only clear disadvantage that could be strengthened with the
performance tests was that the initial load for Blazor WASM is slow.

The available community support was examined by gathering data from three developer
communities; Stack Overflow, Dev.To and Hashnode. The result of this analysis was that
React has a far larger number of posts to these communities, which indicates a larger
community and could be interpreted to mean a larger possibility of a React developer
finding answers to a problem they have encountered already answered, or a larger
chance to get a quick response when posting a question of their own in comparison to
the corresponding community availability for a Blazor developer. It was considered that
the Blazor community could be considered a sub-community of .NET forum posts, but
even with this comparison React outnumbered the total community posts. Should the
same consideration be made about React being a sub-community of JavaScript forum
posts, the difference is even more substantial as the JavaScript and React posts together
stood for 89.95% of the total posts counted.

The conclusion made regarding which framework should be chosen based on the
performance tests, is that performance should have little impact on the choice of which
framework to choose. An organization which hosts an in-house development team
should instead look to the competencies it already possesses, and decide based on this; if
the development team already has competencies in .NET development Blazor should be
the clear choice, while a development team with competencies in front-end development
and JavaScript/TypeScript would likely have an easier time adjusting to React. If,
however, in-house competencies are not a deciding factor in the choice of framework,
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the community statistics speak for greater opportunity of community assistance when it
comes to React.

Regarding why a company should modernize their legacy systems at all, it was
established that legacy systems are very costly to maintain and developers familiar with
older technologies are harder to come by as modern technologies become more
prevalent and popular. The cost of maintaining a legacy system also stems from the
structural complexity they tend to have, making the act of actually fixing the problems
about a third of the total work put into the maintenance; as understanding what causes
the issues, localizing it, and understanding how to resolve it makes up an approximate of
two thirds of the time, and therefore cost, of the maintenance work.

7.2 Discussion of the chosen method

The quantitative experimental research approach proved successful in finding data
which could provide a basis of comparison between the frameworks and rendering
methods; both in the performance and user experience perspective. In retrospect, given
the research question and aim of the thesis, the authors believe the chosen methodology
to be optimal for the work done, and that an alternate method would not be as effective.
However, some limitations still exist in the execution of the methodology; these will be
discussed in chapter 7.3.

7.3 Limitations of method

The limitations of the method as identified by the authors are:

The applications were simple: As the applications developed had to be within the
scope of the thesis, there were clear limitations as to what did and did not appear
possible to achieve in the time frame available. For this reason, the applications are
quite lightweight from a performance perspective, which may limit the potential for the
different front-end frameworks and their different rendering methods to completely
display what limitations and strengths they possess in the experiments conducted.

Potential limitations with exclusions of plug-ins: The applications were designed to
be similar in structure and function without the use of external plugins. For this reason,
it is possible that the use of common external plugins would both alter the results of the
experiment and, potentially, be more representative of the way the two front-end
technologies are commonly used in development. This was, however, excluded as
including plugins and the impact they may have on the performance of the applications
would have been beyond the scope of the thesis.

The SSR applications were developed in a rush: The SSR applications were developed
in response to curiosity regarding the Blazor WASM test results in the Playwright- and
Lighthouse tests, and whether it was an issue inherent to Blazor or regarding the
rendering method. Due to this, they were designed by deconstructing the respective
WASM/CSR applications and applying the parts to an SSR structure. For this reason, it is
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very possible that the SSR applications could have been designed in a more correct way,
and that this in turn could have affected the final test results of the SSR applications and
altered the results.

SSR applications are not executed the same way: As the SSR applications were
planned, designed, and tested with limited time available, very little time could be
dedicated to finding a single method to execute both applications. It is unknown to the
authors at this point whether the difference in execution method could have an impact
on the performance, and if so to what degree.

Community data may be skewed, or an incomplete perspective: Due to the nature of
the communities which sourced the data used in the community analysis, that users
themselves add the tags which were counted and are not limited to one tag per post, it is
possible that some of the posts counted in e.g. the “.NET"“-tag statistics also included
posts which had the “Blazor”-tag and vice versa. It is also possible, however unlikely,
that users create posts or questions not including relevant tags but instead let the
context of the question speak for itself, and thus be excluded from the tag-count
conducted. Besides the tag-count potentially not showing the whole picture, it is also
possible that community posts may not give a complete picture of available community
support, as it is not certain that more posts can be directly translated into constructive
advice or help available to a developer seeking it.

A deviation was found with Blazor SSR Playwright data: It was discovered late into
the editing process that the fifth worker function of the Blazor SSR Playwright test,
presented as run 801-1 000 in Figure 28, tested slower than the other worker functions.
No obvious reason presents itself as to why this may be, as all worker functions
executed simultaneously, but this may have skewed the average result for Blazor SSR in
this test. When this deviation was found a new Playwright test was performed to verify
if there was a pattern to this deviation, and the new test was more consistent between
the worker functions with no notable deviation. The decision was made that, even with
the new test scores, the big picture findings of the thesis remained the same, and the
recommendations made would not have been altered with this new information.

7.4 Scientific-, Social-, and ethical significance

The thesis aimed to fill the aforementioned gap in comparative research between the
front-end frameworks Blazor and React, and data was produced which compares both
the runtime- and application start-up performance. While further aspects of the
respective strengths and weaknesses can be researched, a baseline for the comparisons
has been established.

The established baseline for front-end framework comparisons between Blazor and
React provides IT architects with a stronger basis for deciding which front-end
framework to choose for a modernization project based on scientific findings. This
decision is rather important as it lays out the foundation for how both the workflow,
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final product, and life cycle maintenance will look like. It is therefore important to decide
based on as much information as possible, to ensure the choice is well suited to the
system, the development team, as well as the long-term plans for the organization and
system.

From an ethical perspective, the thesis followed the ethical guidelines as stated in
chapter 4. No personal data was gathered during the research; internal data of Volvo
DTO was either excluded from the finished product or never included, and Volvo DTO
was kept updated throughout the process. The thesis followed the guidelines for
reliability and honesty through thorough citing of sources as well as transparent
presentation of the data gathered. As for the findings and results of the thesis, no ethical
implications were identified by the authors.

7.4.1 Collaboration with Volvo DTO

As mentioned in previous chapters, the thesis was written in collaboration with Volvo
DTO. The collaboration entailed Volvo DTO having desired research subject but giving
full freedom regarding methodology and format of the outcome.

After the result was presented to the Volvo DTO team, the thesis supervisor commented
that the results were both interesting and useful; both to himself out of interest in the
subject but also to the company as it could be a part of a basis for discussion and
decision-making when evaluating front-end technology choices in the future. This gives
an indication that the results of the thesis can be useful for IT architects when deciding
on technologies to use in new development projects.

7.5 Future research

During the thesis multiple aspects of future research were discovered; both through
realizations of where the thesis could have improved with more time available, and
through curiosities regarding adjacent- and follow-up subjects.

Blazor Auto: During the analysis of the experiment results, the authors first
encountered the Blazor rendering method Auto, which combines aspects of both SSR
and CSR rendering (Microsoft 2025f). It would be interesting to see further research be
done, also putting Blazor Auto into the perspective of the front-end frameworks and
their rendering methods, and see how it compares.

Similar research into Blazor and React with more performance-heavy
applications: During the experiments and analysis it became clear that the applications
may not have been demanding enough performance-wise to put enough stress on the
front-end frameworks for them to show and utilize their respective strengths and
weaknesses. For this reason, it would be interesting to see if future research with more
time to develop more performance-heavy applications, for example with a non-static
backend to see how updates to the data are handled or using popular plugins to see if
they affect performance, would come to the same conclusions. Another approach would
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be to create applications in both Blazor and React where both Ul-performance and CPU-
bound tasks are tested.

Furthering research regarding a combined solution of .NET and React: One aspect
that the thesis does not consider is the option of combining the expertise of JavaScript-
and .NET-developers when designing architecture; developing a system utilizing a React
front-end with a .NET backend. This could utilize the respective strengths of each
framework, and it would be interesting to explore what effects would have on the
performance and user-/developer experience of the final application.

The difficulties of learning a new framework as an experienced developer: During
the thesis, it was expected from an early stage, that it would take unexpectedly uneven
performance tests between the applications for the result to sway too far from the
verdict of “if you have a .NET team choose Blazor, if you have a JavaScript team choose
React”. [t would therefore be very interesting to see precisely how difficult it would be
for a .NET developer to familiarize themselves and gain proficiency with React, and/or
the other way around. One aspect of this could possibly be the community support
brought up in this thesis, and to what extent it may be of use to a developer familiar with
the logic of the code - just not the semantics, the syntax, or the structure.

The effects of Al on the community forum: As mentioned in chapter 5.4.2 of the
analysis; despite the large number of total posts, the weekly posts of both Blazor- and
React forums were at the time of the collected data unexpectedly low. On Stack
Overflow, which based on the number of posts hosts the largest community for both
frameworks, there had been 19 posts in the past week with the “React” tag, and 6 with
the “Blazor” tag. This number took the authors by surprise, considering the large
number of posts made in total with the respective tag. No further research was done on
different time periods, as it fell outside the scope of the thesis, though it would be
interesting to see research conducted on the trends of online communities, such as the
developer ones, since the rise of Al, and the effect LLMs such as ChatGPT, Gemini, or
Claude Code.
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