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Summary

This thesis examines whether large language models (LLMs) can translate natural language
questions into SQL queries for a Manufacturing Execution System (MES). MES databases store
important production data, but retrieving that data can require knowledge of the interface,
database structure, or SQL. The study therefore investigates how model size and model speciali-
sation influence effectiveness and efficiency in natural language-to-SQL generation. A controlled
quasi-experiment was carried out in collaboration with Schneider Electric using four Qwen2.5
models, the same question bank, a sanitised industrial MES database, manually created retrieval-
augmented generation (RAG) context, SQL validation and read-only execution. The evaluation
considered both effectiveness and efficiency. Effectiveness was measured through exact match,
execution success, and F1-score, while efficiency was measured through latency and token usage.
The results showed that no model performed best in every area. Among the larger models, spe-
cialisation led to different strengths: one model produced more correct results regarding exact
match and Fl-score, while the other more often generated executable SQL. The smaller mod-
els were faster overall. The experiment results were also discussed with a Schneider Electric
representative through a limited semi-structured validation interview to support the practical
interpretation of the findings.

keywords: Large Language Models; Manufacturing Execution Systems; Text-to-SQL; Effective-
ness and Efficiency; Model size; Model specialisation
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1 | Introduction

In modern manufacturing, production data is needed for many everyday decisions. Information
about orders, alarms, machines, materials, and production events is often handled through the
Manufacturing Execution System (MES). These systems connect production activities with data,
but the information is not always easy to access. A user may need to know where to look in
the system, how the data is organised, or how to write SQL queries. As a result, even simple
questions can be difficult to answer without technical knowledge.

A possible way to reduce this barrier is to let users ask questions in natural language. Large
Language Models (LLMs) can generate text and code-like output, which makes them relevant
for tasks where a question needs to be translated into database queries. In this context, a
user could ask for information about production data without writing SQL manually. Natural
language access could make MES data more accessible, especially for users who understand the
production process but do not know the database structure. An industrial setting also creates
demands; the generated SQL must be controlled, safe to run, and accurate enough to support
decisions.

The work investigates how model size and model specialisation affect LLM performance in
natural language-to-SQL generation for an industrial MES database. The comparison focuses on
four Qwen2.5 models: Qwen2.5-3B-Instruct, Qwen2.5-Coder-3B-Instruct, Qwen2.5-7B-Instruct,
and Qwen2.5-Coder-7B-Instruct. These models were selected to compare smaller and larger
models, as well as different specialisations, general and coder. The selection makes it possible to
study whether, for example, a larger model performs better or a smaller model is faster.

The method for investigation is a controlled quasi-experiment. Each model is tested with the
same question bank, the same sanitised MES database, the same prompt structure, the same
retrieval-augmented generation (RAG) context, and the same validation and evaluation process.
The implementation follows a pipeline where a natural language question is combined with
relevant schema context, passed to a model, validated as SQL, executed against the database,
and compared with expected results. The generated queries are restricted to read-only SQL to
reduce the risk of unsafe database operations.

The evaluation looks at both effectiveness and efficiency. Effectiveness is measured using
exact match, execution success, and F1-score, which together show whether the generated SQL
runs and whether the returned result matches the expected answer. Efficiency is measured
using latency and token usage, since response time and resource use are important in practical
industrial systems.



2 | Background

The manufacturing industry is becoming increasingly digital, and sometimes access to production
data is required. Manufacturing companies often use several system layers for different purposes;
manufacturing execution systems (MES) are one such intermediate layer. At the same time,
large language models (LLMs) have improved significantly, enabling users to ask questions of the
LLM rather than seeking the information themselves. The result is that LLMs can help bridge
the gap between users and systems. But factories have real-world requirements that make this
harder than it sounds. The generated queries should be correct, safe, stable and efficient.

2.1 Manufacturing Execution Systems

Manufacturing Execution Systems (MES) are information systems used to support, monitor,
and document production execution between higher-level enterprise planning systems and shop-
floor operations (MESA International, 1997). In manufacturing companies, MES can be used
for tasks such as tracking orders, monitoring machines, logging alarms, managing materials, and
documenting production events. For example, an MES may store information about when a
production step starts or finishes, which alarms occurred, or which orders are currently active.

Because MES systems connect production activities with operational data, they often become
central sources of information in daily work. Users may need to retrieve information from the
system to understand production status, investigate problems, or follow up on orders and alarms.
MES systems can also become complex over time. They are often customised for specific factories,
processes, and customer needs, which can make both system maintenance and user interaction
more difficult.

Traditionally, users interact with MES data through graphical user interfaces. Such interfaces
can be effective, but they may require users to know where information is located and how the
system is structured. Yuan et al. (2025) note that MES interfaces may involve training for new
users and repetitive steps. Retrieving information directly from the underlying database requires
knowledge of the database schema and SQL. These factors create a motivation for exploring
natural language interfaces as a way to make MES data more accessible.

Since MES systems can contain important production and customer-related information,
access to their data must be controlled. Even when the goal is only to retrieve information,
an LLM-based interface should avoid unsafe operations, restrict database access, and protect
sensitive data.



2.2 Large Language Models

2.2.1 Definition and General Capabilities

LLMs are deep neural network models trained on vast amounts of text from datasets, designed
to predict and generate natural language. Rather than possessing a genuine understanding,
LLMs predict the next most probable token in a sequence based on statistical patterns from
their training data. The responses produced appear to be semantically meaningful, which can
lead users to confuse them for real understanding and reasoning.

The general and specific expertise of LLMs is growing rapidly and has demonstrated strong
performance across a wide range of tasks, including code and text generation, translation, and
database querying. The ability to convert natural language into executable commands, such as
SQL statements, has made them a topic of interest for integration into established but complex
systems, such as MES (Yuan et al., 2025; Ojuri et al., 2025).

2.2.2 Limitation Concerns

Despite their strong potential and capabilities, as stated earlier, LLMs do not possess genuine se-
mantic understanding and reasoning akin to that of humans. Their output is based on probability
and always has a chance of containing inconsistencies, hallucinations, or inaccuracies. So while
adoption seems lucrative, there is some hesitation in serious industrial settings where faulty op-
erations can lead to very severe consequences (Yuan et al., 2025). As a consequence, LLM-based
MES systems will require operational encapsulation, controlled access, and structured workflows.

2.2.3 Transformer Architecture

LLMs are built on transformer architecture (Vaswani et al., 2017), which replaces sequential
processing with attention mechanisms that allow the model to capture relationships between all
words/tokens in a sequence simultaneously, even if they are far apart in the sentence structure.
It also makes processing more efficient, as all tokens are processed in parallel rather than step-
by-step.

2.2.4 Tokens and Tokenization

Tokenisation is an important step in the LLM data preprocessing process (Zhao et al., 2026). It
segments raw text into smaller units called tokens, which are then used as the input for the LLM.
Early approaches often used word-based tokenisation, where each word represented a token. A
more modern approach is subword tokenisation, which splits words into smaller components,
enabling the model to use rarer words effectively (Sennrich, Haddow, and Birch, 2016).

2.2.5 Training, Scale, and Specialisation

LLMs are developed through large-scale training on different text corpora, where the models learn
to predict the next token in a sequence. Brown et al. (2020) show an example of this using GPT-
3, where it performs tasks without task-specific fine tuning. After pre-training, models can be
further adapted through instruction tuning and alignment methods to improve task completion
(Ouyang et al., 2022).

Model scale is commonly described as the number of model parameters, with labels such as
35B indicating approximately 35 billion parameters were used during training. These are the
internal values that change during training and represent the amount of information the model



contains. Larger models often exhibit greater capacity for more accurate responses and task-
following, and may possess abilities that smaller models cannot. Performance is also affected by
factors such as the type of training data used (Zhao et al., 2026; Kaplan et al., 2020).

Quantisation is a model compression technique that reduces the memory required to run an
LLM by representing values with lower numerical precision. Dettmers et al. (2023); Zhao et al.
(2026) describe quantisation as a process that maps floating-point values, such as model weights
and activations, into lower precision representations. Dettmers et al. (2023) introduce the data
format of 4-bit NF4, which is used in this thesis. NF4 quantisation can reduce the memory
required to deploy an LLM, but may also introduce approximation errors, as the recovered
value is not always identical to the original. Post-training quantisation refers to applying this
compression after the model has been trained. In this thesis, post-training quantisation was used
on the 7B models to make them possible to run on the available hardware.

LLMs can differ in their specialisation; most are intended as general-purpose, while others are
shaped through their training data to focus on specific strengths. For example, training on code
data substantially improves the quality of synthesised programs, showing an improved coding
ability (Zhao et al., 2026; Chen et al., 2021).

2.2.6 Capabilities Important for Text-to-SQL

Prior research on LLMs suggests that scaling in size may improve model performance and that
sufficiently large models can exhibit emergent abilities not present in smaller models which is
described by Wei et al. (2022). The scaling effect contributes to continued interest in developing
increasingly larger models. In the context of this thesis, the ability to follow instructions is
especially relevant, since the model requires the ability to follow instructions and answer questions
correctly and accurately. Increased model scale can improve instruction-following, although this
improvement varies across tasks and model families (Zhao et al., 2026).

2.3 Considering the Industrial Context

The manufacturing industry is fundamentally driven to increase its output, efficiency, and sta-
bility. The implementation of LLMs within MES environments should therefore be evaluated
not as an isolated feature, but as a functional component of a larger production system. Such
integration must be functional with respect to many other parts of the system. From a real-world
perspective, several limitations emerge and should be taken into account.

2.3.1 Data Security and Integrity

An LLM with unfettered access to a company’s database containing sensitive information poses
a significant security risk; the LLM must be severely limited in what it can safely access. MES
databases usually contain sensitive customer records, production data, and inventory informa-
tion. As mentioned by Yuan et al. (2025), existing LLM-based systems are, for the most part,
used for non-intrusive queries to circumvent catastrophic risks, such as hallucinatory editing of
important data. Ojuri et al. (2025) evaluate execution accuracy as an essential metric for deter-
mining if generated queries can retrieve correct results from a database, showing the importance
of precision, recall, and accuracy in data gathering. If the LLM’s sole purpose is to retrieve
information, consideration should be given to restricting it to actions for that purpose alone, es-
pecially to prevent important data from being altered or removed through hallucinatory editing
or unintended modifications.



2.3.2 Cost, Resources, and Scalability

A realistic limitation of LLM integration is the infrastructural and financial costs, especially
for small and medium-sized companies. Companies need to consider hardware requirements,
energy consumption, hosting infrastructure, and ongoing maintenance expenses when integrating
LLM-centred systems. Workflows built around LLMs often incur increased token consumption
and computational overhead due to prompt engineering, chain-of-thought processes, and tool
coordination. Ojuri et al. (2025) highlight that companies must balance model sophistication,
computational costs, and industry usability, and this trade-off is apparent when comparing high-
performing models with smaller alternatives. Consequently, industrial systems must demonstrate
that the implementation has value equal to or greater than the operational costs. Companies
with smaller budgets cannot afford prolonged experimentation or large-scale investments without
clear gains. Cost-efficiency thus becomes a very important aspect in a real-world industry setting.

2.3.3 Time and Operational Efficiency

LLM-based systems may introduce significant operational latency not otherwise present in tra-
ditional interfaces, as the pipeline might include a lot of steps like RAG retrieval, prompt en-
gineering, query generation, validation, and formatting of results. In a real industrial setting,
the value of the system is not solely based on whether the result is correct, but also on how
quickly it produces an answer and whether that speed can keep up with ongoing work. Keskin
et al. (2025) emphasise that timely error analysis is crucial since delays in production can lead
to losses in production and revenue. Keskin et al. (2025) findings show that operational speeds
are an important concern to consider. On the other hand, natural language interfaces reduce
the need for expertise when retrieving information, thereby improving efficiency and reducing
training costs (Yuan et al., 2025). From an industrial perspective, a MES-based LLM interface
is valuable if the whole process is fast enough to support the surrounding environment while
maintaining correctness.

2.3.4 Human-Centred Development and Knowledge Gaps

A prevalent issue in implementing systems is the mismatch between the expertise required to
use the system and the user’s actual level of knowledge. Keskin et al. (2025) highlights that
more focus should be placed on human operators as a centrepiece in the development of LLM-
driven manufacturing interfaces. The effectiveness of these systems depends not only on correct
technical implementation but also on workers’ ability to interact with and understand the system.
There is a risk in the knowledge gap, creating a barrier which will halt effective decision-making.
The knowledge gap between workers and GUI tools makes implementation difficult and may
hinder effective operations. Yuan et al. (2025) also highlights that existing systems are not as
human-centred as they should be and notes that natural language interfaces may help bridge
the complex leap in knowledge from traditional interfaces to Al-driven systems. Though these
systems will still require precise training to be correctly adopted. Thus, human factors are an
important aspect of implementation that needs to be seriously considered.

2.3.5 System Performance and Risks

The implementation of LLM systems must be robust and predictable, especially when faced with
ambiguous input. Inaccurate operations can lead to severe consequences; the manufacturing
context is serious and complex, leaving little room for error in real-world workflows (Yuan et al.,
2025). Implementation quality is crucial; poor handling of errors or model outputs can lead to



incorrect responses or unstable behaviours. Yuan et al. (2025) propose structured techniques
such as request rewriting or multi-step operations generation, which essentially decompose more
complex tasks, increasing controllability and reliability.

2.4 LLM Performance

In a text-to-SQL setting, performance is not only about producing fluent language, but about
generating queries that are correct, executable, and practically usable. For this reason, the
evaluation of this study focuses on correctness-related measures, such as exact match and F1-
score, as well as efficiency-related measures, such as latency and token usage. In an MES context,
these aspects are especially important because the generated output must be correct, executable,
and efficient enough to be trusted and support daily work.

The performance of LLMs can be quantified by the following factors:

e Logging: Logging is used for evaluation and troubleshooting. If the user question is
logged, the generated query, the database result, and the final report are all available, it
becomes much easier to review failures, measure metrics, and explain the results in a more
clear way.

e Security: Manufacturing is a serious domain where incorrect operations can have real
consequences, increasing the need for controlled system behaviour (Yuan et al., 2025). The
system must prevent unauthorised or dangerous actions. The LLM should not generate
queries that can modify or delete data.

e Effectiveness metrics: Exact match - How often the generated query is correct overall.
Out of all the questions, how many were correct? Precision- How often queries that are
classified as ”correct” truly are correct. Recall - How much of the correct result was
actually returned. F1l-score- A combined measure of precision and recall. Execution
success- If the generated SQL is executable. Effectiveness is measured by how correct
the generated SQL queries are, using metrics such as exact match, precision, recall, F1-
score, and execution success. The most important question is whether the generated query
actually matches the user’s question and returns the correct result. In the text-to-SQL
area that is often evaluated with execution accuracy, meaning you run the generated SQL
and check if the output matches the expected answer (Shi et al., 2025). Another useful
view is to check different levels of correctness, for example, if the SQL has valid syntax,
if it runs correctly, and if it is semantically equivalent even when written in a different
way (Ojuri et al., 2025). In this thesis, correctness can be summarised with metrics like
accuracy, how many questions were answered correctly overall, and precision, how many of
the answers labelled as correct are truly correct, recall, how much of the expected result
was retrieved, and F1-score, which combines precision and recall into a single measure of
partial correctness.

e Efficiency metrics: Efficiency can be measured by response time (i.e., latency) and
token usage. Time efficiency, characterised as latency, translates into how quickly a query
can be generated to return an answer. A token is a small piece of text that an LLM
reads and writes, often part of a word or a whole word. Tokens affect both input and
output performance, therefore, directly affecting cost. There is often a trade-off between
higher accuracy and higher token cost in prompt-based methods (Shi et al., 2025). More
advanced multi-step workflows can improve execution accuracy, as measured by token
accuracy, thereby improving output quality (Yuan et al., 2025).



2.5 Natural Language Interface

Natural language interfaces to databases have been studied as a way to let users retrieve in-
formation without writing formal query languages themselves (Androutsopoulos, Ritchie, and
Thanisch, 1995). In production, many users want quick answers to their questions, for example,
”Which orders are delayed?” or ”What alarms went off the most last week?” If the user first
needs to understand the database structure and the MES system stores data, it becomes slow
and harder to use. A natural language interface can reduce this barrier by allowing users to
ask questions in natural language and then convert the request into an SQL query or an API
call. The result can be displayed directly in the chat, which makes access feel faster and more
practical.

Natural language is flexible, while MES operations require precision. Users can sometimes
have unclear requests, use local terms, or forget details like dates, product ID and such. A
real issue in chat-based MES interaction is that users may provide incomplete information in
the chat, so the system needs to ask follow-up questions or rewrite the request into a clearer
and more standardised form before it can safely execute anything (Yuan et al., 2025). When
the system is allowed to do more than just read data, it can be beneficial to add confirmation
steps so the user can approve what will happen before actions are executed. Schema linking is
important because real databases can be large, and sending the full schema to an LLM is often
unrealistic. Many text-to-SQL failures happen because the model selects the wrong table or
column names or misses entities mentioned in the question (Shi et al., 2025). To reduce these
matching errors, some systems use a step-by-step workflow to control and reduce the risk of
incorrect SQL generation, rather than trying to generate a perfect SQL query in a single step.

From a usability point of view, the goal is for the interface to feel simple for the user while
still behaving in a controlled way behind the scenes. One approach is to combine the LLM with
a structured pipeline, interpret the question, select relevant schema parts, generate a query, run
it, and then present the answer in a clear format. The idea is to find a way to let non-technical
users interact with databases using everyday language, often supported by an agent that helps
manage the steps and handle errors (Ojuri et al., 2025).

2.5.1 Retrieval-Augmented Generation

Retrieval-augmented generation (RAG) was introduced by Lewis et al. (2020). RAG can strengthen
a natural language interface by retrieving relevant context before the answer is generated, in-
stead of relying only on the model’s internal knowledge. Fan et al. (2024) write about RAG
as a method where retrieved information is combined with the original query as context for
the language model. RAG can be useful when the system needs external information such as
documents, database content or domain-specific descriptions.

In text-to-SQL tasks, RAG can help by providing schema information, table relationships,
and terminology that the model may need when generating a query. Murtaza et al. (2025)
describe an industrial RAG implementation where both documents and database content were
converted into chunks and retrieved based on the user’s question. For structured data, rows were
represented as JSON-like chunks, which supported more grounded responses with low latency.
They also applied query rewording to reduce ambiguity in user questions and validation steps
to improve answer quality. In a MES setting, these findings suggest that RAG may help the
interface return faster and more grounded answers while still keeping the interaction simple for
non-technical users.



3 | Problem area

3.1 Problem Definition

Manufacturing execution systems are central to many factories for managing production-related
information, so users frequently need to retrieve information from MES systems. However, inter-
action may require training and knowledge of how data is structured, which can slow information
retrieval.

Introducing LLMs into the industrial MES context is not straightforward; natural language is
flexible and can be ambiguous, while MES queries and operations must be precise and safe. Users
may submit incomplete or unclear requests, and incorrect model output can result in incorrect
answers or unsafe behaviour.

From an industrial perspective, it is therefore important to understand which LLM performs
best under MES constraints. In this thesis, LLM specialisation refers to whether a model is
trained to be general-purpose or task-oriented. The size and specialisation of the model may
affect both the effectiveness of the generated SQL and the system’s efficiency. Companies are
not only interested in correctness, but also in identifying models that deliver accurate SQL with
low latency and low token usage, which can support more cost-effective deployments.

3.2 Research Question

RQ1: How does model size affect the effectiveness and efficiency of LLMs in natural language-
to-SQL generation for an industrial MES database?

RQ2: How does model specialisation affect the effectiveness and efficiency of LLMs in natural
language-to-SQL generation for an industrial MES database?

3.3 Aim

The aim of this research is to evaluate and compare LLMs’ ability to translate natural-language
questions into executable queries for an industrial MES database, with a focus on SQL query
generation. This study aims to investigate the performance of models under controlled experi-
mental conditions, evaluating exact match, F1l-score, execution success, latency, and token usage
to assess effectiveness and efficiency in an industrial setting. The experiment is carried out using
a fixed question bank and read-only queries. Practical constraints will be considered, such as
hardware limitations, financial and energy costs, and safety precautions to prevent destructive
or unauthorised SQL operations.



3.4 Hypotheses

Model Size

HO; : Model size does not affect the effectiveness or efficiency of natural language-
to-SQL generation. Effectiveness is measured by exact match, execution success, and
F1l-score, while efficiency is measured by latency and token usage.

H1, : Model size affects the effectiveness or efficiency of natural language-to-SQL
generation. Effectiveness is measured by exact match, execution success, and F1-
score, while efficiency is measured by latency and token usage.

Model Specialisation

HO, : Model specialisation does not affect the effectiveness or efficiency of natural
language-to-SQL generation. Effectiveness is measured by exact match, execution
success, and Fl-score, while efficiency is measured by latency and token usage.

H1, : Model specialisation affects the effectiveness or efficiency of natural language-
to-SQL generation. Effectiveness is measured by exact match, execution success, and

F1-score, while efficiency is measured by latency and token usage.

3.5 Objectives

The following objectives must be fulfilled:

Table 3.1: Division of work based on project objectives and evaluation areas.

Area Description Responsible
Objective 1~ Understand the MES domain and database schema. Maria
Objective 2 Identify suitable LLMs for text-to-SQL generation. Simon

Objective 3

Develop a controlled experimental environment for gen-
eration, querying, and data collection.

Simon and Maria

Objective 4
4.1

4.2
4.3

4.4

Evaluate models based on effectiveness and efficiency.
Analyse how model size affects effectiveness and effi-
ciency.

Analyse how model specialisation affects effectiveness
and efficiency.

Evaluate and interpret the combined results across all
models.

Validate the practical relevance of the results with the
company.

Simon and Maria
Simon

Maria

Simon and Maria

Simon and Maria




4 | Method

4.1 Overview

This chapter describes how the experiment was designed and carried out. It first explains the re-
search method and alternative methods, and then describes the pipeline, RAG setup, validation,
and evaluation metrics.

4.2 Research Method

This study adopts a controlled quasi-experiment design to evaluate and compare multiple large
language models for natural language-to-SQL generation in a MES context. In software engi-
neering, experiments are used to study the effects of varying one or more factors while observing
the outcomes, and a quasi-experiment follows the same logic but lacks full randomisation of
treatment assignment (Wohlin et al., 2012). A quasi-experimental design is appropriate because
the aim is to examine how selected model characteristics affect observed performance outcomes
under controlled conditions. In addition to the controlled quasi-experiment, the study included
a limited qualitative company validation interview after the experimental results had been anal-
ysed. The purpose of this interview was to evaluate how the results could be interpreted from
the perspective of the industrial partner and to support the practical interpretation of the find-
ings. The interview was not used to collect the main experimental data and was not intended to
represent all possible MES users. Instead, it was used as a small-scale validation step with one
company representative.

The interview was semi-structured. A set of questions was prepared in advance, but the
discussion allowed follow-up questions and clarifications when needed. The questions focused on
whether the results were considered useful or realistic from the company’s perspective, what level
of correctness would be required before practical use, whether such a system could be tested in
comparison with existing approaches, and which evaluation metrics would matter most in prac-
tice. The addition of a semi-structured interview made the overall study a multi-method study,
where the main quantitative experiment was complemented by a limited qualitative validation
of the results.

The treatments consist of different LLMs that vary in size and specialisation, such as general-
purpose and code-oriented models. The independent variables are, therefore, model type and size.
The dependent variables are divided into effectiveness and efficiency measures. Effectiveness is
evaluated through exact match, execution success, and Fl-score (the harmonic mean of precision
and recall), based on whether the generated SQL queries are correct, executable, and return the

10



intended results. Efficiency is evaluated through latency and token usage, which reflect response
speed and computational cost.

To increase internal validity, the experiment is conducted in a controlled environment where
the same database schema context, question bank, prompt structure, guard mechanism, and
read-only access restrictions are used across model runs. By keeping these conditions as stable
as possible, the study aims to ensure that observed differences in outcomes are primarily related
to the treatments rather than to changes in the surrounding environments. Because the study is a
quasi-experiment rather than a fully randomised experiment, the results must be interpreted with
caution, since the variation can still be influenced by confounding factors outside the treatments
themselves (Wohlin et al., 2012).

4.3 Alternative Methods

An alternative method could have been to use an existing text-to-SQL benchmark or public test
suite. Shi et al. (2025) describe several benchmarks and evaluation methods used in text-to-SQL
research. An already established benchmark would have made the result easier to compare with
other studies. However, public benchmarks would not reflect the specific domain terminology,
schema structure, safety requirements, or MES database provided by the company this thesis is
in collaboration with.

Pre-train or further adapt a model specifically for the MES domain could have been an
alternative method. However, pre-training an LLM from scratch was not feasible in this thesis.
Pre-training requires more time, computational resources, and engineering effort. The selected
Qwen2.5 models were therefore used as already pre-trained and instruction-tuned models, rather
than being trained from scratch in this study. The aim was not to create a new LLM, but to
evaluate how existing locally runnable models perform under the same controlled MES text-to-
SQL conditions.

Another option was to fine-tune the models on MES-specific SQL examples. Shi et al. (2025)
discuss how fine-tuning is one of the main approaches in LLM-based text-to-SQL, together with
prompt engineering. Fine-tuning could improve performance by allowing the models to learn
common tables, joins, and terms from the database. It would, however, require more training
data, more computational resources, and more time. It would also make it harder to compare
the models in their original form. Since the goal was to evaluate the selected models under the
same conditions, fine-tuning was not used.

One other possible method was to use a more advanced RAG pipeline. Fan et al. (2024)
distinguish between sparse retrieval, which is based more on word matching, and dense retrieval,
which uses vector embeddings. An embedding-based RAG setup could retrieve relevant schema
information even when the wording in the user question does not match the wording in the RAG
file. The pipeline would require an embedding model, a vector index, a similarity metric, and
more decisions about chunking and index maintenance. Instead, a retrieval approach was used.

A fully randomised experiment was considered. However, the main factors in this study
are fixed model characteristics, such as model size and model specialisation. These cannot be
randomly assigned. The study was therefore designed as a controlled quasi-experiment, using the
same question bank, database, prompt structure, RAG setup, validation process, and evaluation
metrics for all models. The standardised design follows the experimental logic described by
Wohlin et al. (2012), where treatments are compared by measuring their effect on defined outcome
variables.

A broader interview study, survey, or user test could also have been used. Wohlin et al.
(2012) describe surveys, case studies, and experiments as different empirical strategies in software
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engineering. These methods could show what kinds of MES questions users ask. A case study or
user test could have evaluated a prototype in a more realistic industrial setting. These methods
would mainly focus on user needs, usability, or practical adoption. Since this thesis focuses
on effectiveness and efficiency in SQL generation, a broader user-centred study was outside the
scope.

4.4 Dataset and Experimental data

The dataset used in this study consisted of a sanitised industrial MES database, a manually
prepared question bank, baseline SQL queries, expected result files, and a RAG file. The MES
database was provided by Schneider Electric and hosted locally. Since the database was sanitised,
sensitive company information had been removed before the experiment. The question bank
contained 52 Swedish natural language questions covering the selected MES domains: alarms and
orders. The questions were based on the available database structure, domain understanding,
and information from the company contact. Each question had a manually written baseline SQL
query, which represented the intended query and was used to generate the expected result. The
expected results were stored as separate files, one for each question, since some result sets were
large and easier to manage separately. Each of the four models was evaluated on the same 52
questions, and the experiment was repeated 10 times for each model. Resulting in 520 generated
outputs per model and 2080 logged observations in total. The repeated runs were primarily used
to check variation in latency. The generated SQL outputs and correctness-related metrics were
stable across repeated runs, while the main observed variation was found in latency. Although
the dataset was limited to 52 questions and two MES domains, its purpose was not to cover
every possible MES question or to make broad claims about all MES databases. Instead, it was
designed to support a controlled and repeatable comparison of how the selected models behaved
under the same industrial conditions. The controlled setup made it possible to study differences
related to model size and model specialisation without changing the schema, prompt structure,
RAG context, validation process, or expected results between models. The study was conducted
in collaboration with an industrial partner, which gives the dataset practical relevance. The
dataset was used as part of a proof-of-concept to examine whether an LLM-based text-to-SQL
pipeline could be implemented and evaluated under company-relevant constraints. The results
should therefore be understood as evidence of feasibility and model trade-offs in this specific
industrial setting, rather than as a general benchmark for all MES systems.

Example from the question bank, Question 14 asks:
“Hur manga larm dr markerade som aktiva just nu?”
This question can be translated to:

“How many alarms are active right now?”

The corresponding baseline SQL was:

SELECT COUNT(*) AS active_alarm_count
FROM dbo.EventHistory

WHERE dbo.EventHistory.IsActive = 1;

The table and column names in this SQL example have been anonymised to protect sensitive
company information.
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Table 4.1: Example expected result for Question 14

active_alarm_count
59

The baseline SQL returned the expected result shown in Table 4.1. During evaluation, the
SQL generated by each model was executed against the same MES database and compared
with the expected result from the baseline SQL. For this example, execution success measured
whether the generated SQL could be executed without errors. Exact match measured whether the
generated SQL returned the same value, 59. Fl-score captured partial correctness by comparing
the returned rows and values with the expected result.
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4.5 Approach / Experimental Design
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Figure 4.1: Implementation workflow, a user question is combined with a fixed prompt template
sent to one of the four LLM models,
which generates a SQL query. Before execution, the query is validated to ensure correct syntax,
read-only behavior, and protection against unsafe statements. If approved, it is executed against
the MES database. The workflow also includes logging of generation information and evaluation
against baseline and expected results using the study’s effectiveness and efficiency metrics.

and retrieved Schema-RAG context. The prompt is then

The implementation code, setup scripts, prompt, and example file structure are available through
the repository linked in Appendix A. The original database, complete RAG, expected results,
and generated outputs are not included because they contain or are based on sensitive industrial
data. Skeleton and example files are provided to demonstrate the required structure.
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4.5.1 Domain and Schema Understanding

Before the models are selected, the domain and the database schema need to be understood. In
text-to-SQL, schema understanding relates to schema linking, where words in natural language
questions are connected to the correct tables, columns, and entities in the database. In an MES
context, schema linking becomes even more important since user requests can be ambiguous,
use local factory terms, or leave out details that are needed for a precise query. Previous work
suggests that successful use of LLMs in MES environments depends not only on generating
SQL but also on understanding schema relationships and domain-specific production knowledge.
Therefore, the study begins by identifying the relevant tables, keys, relationships and important
domain terms in the selected MES data before comparing the models (Shi et al., 2025; Yuan
et al., 2025).

4.5.2 Model Selection

The models were selected based on both the study’s needs and practical limitations. Instead of
choosing the largest possible models, this study focuses on a small set that can run within the
available hardware limits while allowing for a controlled comparison of model size and speciali-
sation.

Qwen 2.5 was chosen because it belongs to a model family that offers models in several com-
parable sizes and types, and it understands the Swedish language. Zhao et al. (2026) describe
Qwen2.5, which ranges from 0.5B to 72B parameters and is pre-trained on up to 18T tokens.
They also describe improvements over Qwen2 in areas such as coding, mathematical abilities,
instruction-following, long-form text generation, and structured data understanding and gener-
ation. The selected models were already pre-trained and instruction-tuned, but they were not
further pre-trained or fine-tuned on the MES database or on MES-specific SQL examples in this
thesis.

The selected models were Qwen2.5-3B-Instruct, Qwen2.5-Coder-3B-Instruct, Qwen2.5-7B-
Instruct, and Qwen2.5-Coder-7B-Instruct. The selection enabled comparison of two sizes (3B
and 7B) and two types of models (general-purpose and code-oriented).

The reason for the different model types was to examine whether larger models perform
better and whether code-specialised models have an advantage in text-to-SQL tasks for a MES
environment. General-use models were included as a baseline for broad natural language under-
standing and instruction-following, while the coder model was included because SQL generation
is a structured, code-like task, even though the selected models were not specifically trained
for SQL generation. The paired selection of general-use and coder models allowed comparing
whether code specialisation improved SQL generation relative to general tuning, while keeping
the model family and sizes comparable.

All models were selected from the same model family to make the comparison more controlled.
Using one model family reduced differences caused by completely different architectures and
made it easier to focus on the impact of size and specialisation. The models were also selected
because they are publicly available, can be downloaded, and can be run locally. Local deployment
was relevant not only from a practical perspective but also from an industrial one, since local
deployment reduces dependence on external services, avoids per-token APT costs, and gives better
control over sensitive company data.

The goal is not simply to test the largest model possible, but to compare models that reflect
a balance between effectiveness and efficiency. This balance is relevant from an industrial MES
perspective because industrial solutions need to be accurate, fast enough to use in practice, and
not unnecessarily expensive.
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4.5.3 RAG and Prompt Context

Lewis et al. (2020) introduce RAG as an approach that combines a pre-trained generative model
with retrieved external knowledge, allowing the model to use retrieved documents as additional
context during generation. In this thesis, this approach was adapted in a simpler, domain-specific
form. RAG was used to retrieve relevant MES schema information for each question, where
manually created schema chunks were added to the prompt to support SQL generation. Fan
et al. (2024) distinguish between sparse retrieval, which relies more on word-based matching, and
dense retrieval, which uses vector embeddings to represent queries and documents. The retrieval
used in this thesis is closer to sparse or lexical retrieval, since it does not use embeddings, a
vector database, or vector similarity metrics such as cosine similarity.

The RAG source was a JSON file containing manually created chunks for the selected alarm
and order domains; some chunks describe alarm-related tables, while others describe order-related
tables. These were written based on meaning and purpose; each chunk represented a specific
type of database knowledge, such as table descriptions, important columns, verified joins, join
paths, status information, active alarms, alarm counts, and order status.

The chunk retrieval parameter was fixed to K=3, which means that up to three chunks
were selected based on their relevance to the question. In addition to these retrieved chunks,
mandatory domain-specific chunks containing joins information and terminology mappings were
always included. Therefore, the total number of chunks added to the prompt could be higher
than three. Limiting retrieval to the most relevant chunks kept the prompt focused and avoided
adding the full database schema every time. Such an approach may help improve the results
when the full schema is too large or too noisy to include directly in the prompt. RAG has
also been described as a way to reduce the limitations of LLMs, for example, hallucinations and
outdated knowledge (Fan et al., 2024).

For each natural language question, the retrieval step selected the most relevant chunks and
added them to the prompt together with the instructions. The complete prompt consisted of
a system message, a user instruction template, the selected schema context, and one natural
language question, as shown in Listing 4.1.

System message:
You generate exactly one SQL Server SELECT query and nothing else.

User message:
You are generating SQL for Microsoft SQL Server.

The user question may be written in Swedish.
Translate it into exactly one SQL query.

Rules:

- Return ONLY SQL.

- Do NOT explain anything.

- Do NOT include markdown.

- Use ONLY SQL Server syntax.

- Use ONLY tables, columns, joins, and schema names supported by the schema context.
- Do NOT invent tables, columns, or placeholder names.

- Follow the user question as literally as possible.

- Do NOT add extra columns unless explicitly requested.

- Do NOT add row limits unless explicitly requested.

- If a row limit is explicitly requested, use TOP, never LIMIT.

- Use the verified join path exactly as given in the schema context.

- If the user asks for "most common" or similar frequency-based results, return grouped
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results without TOP unless a limit is explicitly requested.
- If the schema context is insufficient, return exactly INVALID_QUERY.
- Do NOT rename columns.

Schema context:
{context_text}

User question:
{question_text}

SQL:

Listing 4.1: Prompt template used for SQL generation. Retrieved schema context was used for
each user question. The remaining instructions were fixed across all models and runs.

{context_text} was replaced with the retrieved and mandatory schema chunks, while {question_text}
was replaced with the current question from the question bank. The rest of the prompt was con-
sistent for all models and runs. The prompt was designed to instruct the model to generate a
single SQL server SELECT query only, with syntax requirements, and restrictions. For example,
through testing the models attempted to use LIMIT which is not a part of SQL Server syntax.
The same RAG file, retrieval method, K-value, and prompt structure were used for all eval-
uations.

4.5.4 Environment Implementation and Data Gathering

The implementation was designed to be portable and repeatable, while remaining compatible
with the university’s laboratory computers to the extent possible. Due to restrictions on ad-
ministrative privileges, some required software could not be installed directly on the university
computers. As a result, the experimental pipeline was divided across multiple computers. Model
generation, which uses the computer’s hardware, was performed on university computers, while
database execution and data evaluation were performed on local laptops. The models were
loaded using Hugging Face Transformers. For the 7B models, 4-bit NF4 quantisation through
BitsAndBytes was used to make the models execution possible on the available hardware.

Table 4.2: Hardware and software used in the experimental pipeline

Stage Computer Specification

Logging Cross-system Windows 11; Python 3.12; Jupyter Notebook

Model generation University PC Intel i7-11700; RTX 3070; 8 GB VRAM; 32
GB RAM

Database execution and Local laptop Intel i5-1135G7; Intel Iris Xe Graphics; 8

evaluation GB RAM

To support repeatability and transfer between environments, the pipeline was divided into
separate stages, with each stage producing a file containing the data required for the next stage.
The structure enabled moving between computers without any reconstruction. The implemen-
tation was based on Python using Jupyter Notebook. On a fresh computer, the environment
could be recreated by installing Miniconda and running the setup script to install the required
packages and configure the kernel.

The experimental data were stored in several separate files. One file contained the RAG
used to retrieve context, one file contained the complete question bank, and expected answers
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are stored in separate files for each query. The structure was chosen because some result sets
are very large, and combining all expected outputs into one file would make the data difficult to
manage.

The database used in the experiment is a sanitised MES database provided by Schneider
Electric and hosted locally using Microsoft SQL Server Developer Edition.

A full experimental run was carried out in several consecutive steps.

1. To start, the selected model processed each question in the question bank. For each ques-
tion, the generated output, the extracted SQL query, the validation outcome, latency, and
token usage were logged and saved in a file.

2. In the next stage, the generated SQL queries were executed against the database. The
output, latency, and validation data were then logged in a new results file, along with the
older data.

3. After runs had been completed for all models, the collected result files were passed to a
final stage that aggregated the data for evaluation and visualisation.

4.5.5 Validation and Evaluation

Exact match
t ..
Correctness Based on Precision

) F1-score {
Effectiveness Based on Recall
Executability — Execution success

Latency
Efficiency {
Token usage

Figure 4.2: Hierarchy of performance metrics used in the evaluation.

Performance
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Table 4.3: Overview of performance metrics used in the experiment.

Metric Category Interpretation in this study

Exact match Effectiveness Strict correctness. A value of 1 indicated fully matching
result while a value 0 means it did not match.

Execution success Effectiveness Executability. Shows if the SQL could run with a value
of 1, but not if it was correct, a value of 0 means it failed
execution.

Fl-score Effectiveness Partial correctness. A value of 1 means a full match

with the expected results, while 0 means no overlap.

Latency Efficiency Runtime efficiency. Measured in seconds. Lower values
means faster task completion.

Token usage Efficiency Resource usage. Lower numbers indicate lower amount
of processed and generated tokens.

The evaluation metrics were divided into Effectiveness and efficiency, and shown in Figure 4.2
and Table 4.3 to provide a comprehensive assessment of the model’s performance.

Exact match was calculated as a straight comparison between the generated answer and
expected answer:

1, Exact match

Exact match =
0, Not match

The overall Exact match was then computed as the proportion of correct queries:

Correct queries
Exact match = ~OTTeeh queres -
All queries

Execution success was used as a binary metric indicating whether the generated SQL could
run against the database after validation. The queries were limited to read-only statements
starting with SELECT or WITH.

Queries were rejected if they were empty, returned INVALID_QUERY, appeared truncated, con-
tained multiple statements, did not begin with SELECT or WITH, or contained blocked SQL key-
words. Examples of blocked keywords include INSERT, UPDATE, DELETE, MERGE, CREATE, DROP,
ALTER, TRUNCATE, EXEC, DECLARE, GRANT, REVOKE, DENY.

Fl-score was used as a table-level partial correctness metric. It combines the precision and
recall of rows with the precision and recall of columns into a final harmonic mean. Precision
reflects how many of the returned rows or columns are correct, while recall reflects how many
of the correct results the model returned. The metric penalises both missing and incorrect rows
and columns.

Both tables were normalised to reduce irrelevant formatting differences. Column names were
standardised by converting them to lowercase, replacing non-alphanumeric characters with un-
derscores, and removing repeated or surrounding underscores. Cell values were also standardised
before comparison, by trimming whitespace, rounding float values, and converting dates to a
consistent format.
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Column matching was performed by first matching identical normalised names. For un-
matched columns, the implementation attempted content-based matching by comparing com-
patible value types, such as numeric with numeric or text with text. Candidates were scored
based on the overlap between unique values, and the highest-scoring match was selected if the
overlap was at least 0.60. This content-based matching step was an attempt at partial correct-
ness, even when column names differ but the values still correspond to an expected column.

Rows were compared after the column alignment by converting each row into a tuple and
counting row occurrences. Duplicate rows were handled by frequency, so repeated rows must
occur the same number of times in both the expected and returned results to be fully matched.

Matched columns

Column Precision =
Returned columns

Matched columns

Column Recall =
olumn Reca Expected columns

Matched rows

Returned rows
Matched rows

Row Precision =

Row Recall = —————
ow feca Expected rows
Final Precision = Row Precision x Column Precision
Final Recall = Row Recall x Column Recall
F1 — Final Precision - Final Recall

" Final Precision + Final Recall

For example, if the expected result table has three columns and the generated result returns
two columns, both of which are correct, column precision is 2/2 = 1.0, while column recall is 2/3
= 0.67. If the expected result has 100 rows and the generated result has 80 rows, all of which
are correct after alignment, then row precision is 80/80 = 1.0, and row recall is 80/100 = 0.8.
The final precision is therefore 1.0 x 1.0 = 1.0, and the final recall is 0.8 x 0.67 = 0.53. The
final Fl-score is then approximately 0.70.

Latency was measured as the time the end-to-end operation takes to finish. Because of how the
experiment is set up, the measurement is split between model generation and database querying,
which is then combined into a total time.

Token usage was an estimate of computational costs; it is the sum of tokens used in the model
input and output. Token usage is a reflection on financial costs, as with non-free options, the
monetary cost is per token used.

To summarise the results, the mean and standard deviation were calculated for each metric.
The mean is an aggregation of the data, while the standard deviation shows the variability across
repeated tests.

A scatter plot was used to visualise the relationship between effectiveness and efficiency. To
analyse the trade-off, Pareto dominance was used: a model is considered in the Pareto front as
optimal if no other model performs better in one metric without performing worse in another.
The result will show the set of models that have the most balanced trade-offs between effectiveness
and efficiency. After the results had been analysed, feedback was collected from the company.
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4.5.6 Company Validation Interview

After the experimental results had been analysed, a limited semi-structured validation interview
was conducted with the company representative from Schneider Electric. The purpose was to
discuss the results from an industrial perspective and to evaluate whether the findings were prac-
tically meaningful in the MES context. The interview was used as a complementary validation
step rather than as the main source of data.

The interview followed a prepared question guide, but follow-up questions and clarifications
were allowed during the discussion. The questions focused on the company’s interpretation of
the experimental results, the level of correctness required before practical use, whether such a
system could be tested compared with existing approaches, and which evaluation metrics would
matter most in practice.

The interview included the following questions:

1. What does the company think about the results?

2. What level of correctness would be required before a system like this could be
useful in practice?

3. Would the company consider using such a system compared with traditional
approaches?

4. Which metric would matter most in practice: correctness, execution success,
latency, or cost?

5. How should the results be interpreted in relation to future development or cus-
tomer testing?

Notes were taken during the interview and summarised afterwards. The summary was used
to support the interpretation of the results and to identify practical implications and limita-
tions. Because the interview included only one company representative, the findings should be
interpreted as limited company feedback rather than as a general user perspective.
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5 | Results

5.1 Overview

This chapter presents the results from three different perspectives; firstly, the results are presented
in relation to model size, comparing the performance of general models of sizes 3B and 7B.
Secondly, the results are presented in relation to specialisation, comparing the performance of a
code-focused and a general model of size 7B. Thirdly, all four models are compared to provide an
overall view of their effectiveness and efficiency. Effectiveness is measured by execution success,
which shows whether the generated SQL could run, while exact match shows whether the result
fully matched the expected answer. F1-score measures partial correctness by showing how much
the returned result overlapped with the expected answer. Latency measures response time and
token usage.

Table 5.1: Model labels used in the results.

Full model name Model type Label used in results
Qwen2.5-3B-Instruct General-purpose  3B-General
Qwen2.5-7B-Instruct General-purpose  7B-General

Qwen2.5-Coder-3B-Instruct  Code-oriented 3B-Coder
Qwen2.5-Coder-7B-Instruct  Code-oriented 7B-Coder

The results are gathered from 10 experimental runs of each model. Each run used a test
set of 52 questions, resulting in 208 distinct generation cases. Each case was repeated 10 times,
resulting in 2080 logged observations in total.

Across the repeated runs, the generated SQL outputs were stable for each model. The
observed run-to-run variation was therefore found mainly in the latency measurements. The
pattern can be observed in the additional box plots for exact match, execution success, F'1-score,
and token usage, which are provided in Appendix B.
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Table 5.2: Effectiveness mean results table.

Model Exact match Execution success F1l-score
3B-General 0.096 0.788 0.236
7B-General 0.096 0.885 0.328
3B-Coder 0.077 0.788 0.306
7B-Coder 0.115 0.827 0.352

5.2 Effectiveness - Exact Match, Execution Success, and
F1l-score
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Figure 5.1: Bar chart showing exact match results per model. Scores are shown on a scale from
0 to 1, where 1 means that all generated answers exactly matched the expected result.
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Figure 5.2: Bar chart showing execution success per model. Scores are shown on a scale from 0
to 1, where 1 means that all generated SQL queries executed successfully.
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Figure 5.3: Bar chart showing Fl-score per model. Scores are shown on a scale from 0 to 1,
where higher values indicate a closer match between generated and expected query results.

Table 5.3: Outcome types by model.

Model Blocked before execution Exact match Executed but mismatch Execution error
3B-General 30 50 360 80
7B-General 0 50 410 60
3B-Coder 20 40 370 90
7B-Coder 0 60 370 90
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Figure 5.4: Grouped bar chart showing distribution of outcome types per model. Each model
was evaluated over 520 generated outputs, based on 52 questions repeated across 10 runs.

5.2.1 Model Size

The comparison between model sizes showed mixed results across the effectiveness metrics. Fig-
ure 5.1 showed that both models achieved the same exact match score, with a mean of 0.096.
The difference was larger for execution success and Fl-score. Figure 5.2 showed that the 7B-
General model had a mean execution success of 0.885, compared to 0.788 for the 3B-General
model, resulting in a difference of 0.097. Figure 5.3 showed that the 7TB-General model also had a
higher mean F1-score, of 0.328, compared to 0.236 for the 3B-General model, giving a difference
of 0.092.

5.2.2 Model Specialisation

The comparison between the two 7B models showed a somewhat mixed result across the effec-
tiveness metrics. In Figure 5.1, the exact match results show that 7B-Coder achieved a higher
score than 7B-General, with a mean of 0.115 compared to 0.096. The difference was 0.019 in
favour of the code-oriented model. The same pattern can be seen for Fl-score in Figure 5.3,
where 7B-Coder reached a mean F1l-score of 0.352 compared to 0.328 for 7B-General. The dif-
ference was 0.024, suggesting that the code-oriented model returned results that were slightly
closer to the expected answers. Interestingly, Figure 5.2 shows the opposite pattern for execution
success. 7TB-General had a mean execution success rate of 0.885, while 7B-Coder had 0.827. The
difference was 0.058 in favour of the general-purpose model.

5.2.3 Overall Effectiveness Across All Models

When all four models are compared, the results show that no single model performed best across
all effectiveness metrics. Figure 5.1 shows that 7B-Coder had the highest exact match score,
with a mean of 0.115. Figure 5.3 shows the same pattern for Fl-score, where 7B-Coder also had
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the highest mean value, 0.352. These results suggest that the code-oriented model was generally
closest to the expected answers. Figure 5.2 has a different pattern for execution success. 7B-
General had the highest execution success, with a mean of 0.885. This value was higher than
7B-Coder, which had an execution success of 0.827. The two 3B models had lower and similar
execution success, both 3B-Coder and 3B-General reaching 0.788. The outcome distribution in
Figure 5.4 gives a more detailed view of these results by showing how the generated outputs were
distributed across outcome types. Both code-specialised models returned 90 out of 520 questions
as invalid SQL, 3B-General returned 80, and 7B-General returned 60. Figure 5.4 also shows that
only 3B-General and 3B-Coder generated SQL that was blocked before execution, with 30 and
20 cases respectively.

5.3 Efficiency - Latency and Token Usage

Table 5.4: Efficiency mean results.

Model Latency (s) Tokens

3B-General 5.016 4= 0.090 1177
7B-General 9.034 £+ 0.188 1199
3B-Coder 5.991 £+ 0.129 1195
7B-Coder 8.080 £ 0.226 1190

Mean latency by model Mean latency across runs
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Figure 5.5: Latency per model. Latency is measured in seconds, where lower values indicate
faster generation.
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Mean token usage by model
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Figure 5.6: Bar chart showing token usage per model. Token usage is measured as the total
number of tokens used during generation, where lower values indicate lower model input and
output cost. The values are similar across all models, indicating that token usage was not a
major differentiating factor for efficiency in this experiment.

5.3.1 Model Size

The efficiency metrics for the 7B and 3B general models showed mainly a difference in latency
which can be seen in Figure 5.5a. The 3B-General model had a mean latency of 5.016 seconds
with a standard deviation of 0.090, while the 7B-General model had a mean latency of 9.034
seconds with a standard deviation of 0.188. The difference was 4.018 seconds, with the 7B-
General model taking longer to generate responses.

Token usage was similar between the two models. Figure 5.6 shows that the 3B-General
model used an average of 1177 tokens, while the 7B-General model used an average of 1199
tokens. The difference was 22 tokens, with the 7B-General model using slightly more tokens.

5.3.2 Model Specialisation

For efficiency, the main difference between the two 7B models was found in latency, as shown
in Figure 5.5a. 7B-Coder completed the task faster on average, with a mean latency of 8.080
seconds. 7B-General had a mean latency of 9.034 seconds. The difference was 0.954 seconds
between the two models. The latency standard deviation was 0.188 seconds for 7B-General and
0.226 seconds for 7B-Coder. These values show that the latency varied only slightly.
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The difference in token usage was smaller, as shown in Figure 5.6. The code-oriented model
used an average of 1190 tokens, and the general-purpose model used 1199 tokens. The difference
was therefore 9 fewer tokens per query on average for 7B-Coder.

5.3.3 Overall Efficiency Across All Models

When looking at efficiency, Figure 5.5a shows that the smaller models were faster than the larger
ones. 3B-General had the lowest mean latency with 5.016, followed by 3B-Coder with 5.991.
The two 7B models were slower. 7B-Coder had a mean latency of 8.080, while 7B-General had
the highest latency with 9.034.

Token usage was similar across all models as shown in Figure 5.6. 3B-General used the fewest
tokens on average, with 1177 tokens, while 7B-General used the most, with 1199 tokens. The
7B-Coder had a token usage of 1190, and the 3B-Coder had a token usage of 1195.

5.4 Summary of Experimental Results

Figures 5.7-5.10 show the relationships between efficiency and effectiveness across the repeated
experimental runs. Each point represents one run for one model. The labels R1-R10 refer to
Run 1 through Run 10. Execution success and Fl-score are both bounded between 0 and 1,
but the y-axes are adjusted to the observed ranges to make differences between runs and models
easier to see.
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Figure 5.10: Relationship between token usage and F1-score across the repeated experimental
runs. Token usage is measured as total tokens.

Figures 5.7-5.10 summarise the trade-offs between effectiveness and efficiency across the re-
peated runs. The 3B-General model had the lowest latency and token usage, but also the lowest
Fl-score. The 3B-Coder model had lower latency than both 7B models and a higher F1l-score
than 3B-General, but it had the lowest exact match score and shared the lowest execution suc-
cess rate with 3B-General. The 7B-General model had the highest execution success, but also
the highest latency and token usage. The 7B-Coder model had the highest exact match and
Fl-score, with lower latency and token usage than the 7B-General model. 3B-Coder did not
perform best in any individual metric, but it ranked in the middle.

From a Pareto perspective, no model was dominated when considering all effectiveness and
efficiency metrics. The models, therefore, represent different metric trade-offs rather than a
single ranking.

5.5 Company Validation Interview Results

The semi-structured validation interview with Schneider Electric provided a practical interpre-
tation of the experimental results, the interview added value by connecting the controlled exper-
imental results to the industrial context in which the system could potentially be used.

What does the company say about the results?

The company representative described the results as interesting and better than expected.
The partial correctness results, which were around 30% for some of the models, were seen as a
promising starting point. The results were considered interesting because the implementation was
tested under local deployment conditions that reflected the company’s potential implementation
plan, as well as with models trained on limited data and on constrained hardware used for
generation.
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What level of correctness would be required before a system like this could be useful
in practice?

A correctness level of around 60% was described as a reasonable starting point for a first
version that could be tested by customers. In such a setting, users could provide feedback,
and the system could be improved through further training, better prompts, improved RAG, or
additional validation steps.

Would they use it compared to their traditional ways?

The system could be interesting as a beta version, but not yet as a finished production solution.
If a first version could reach the 60% correctness, the company would consider it useful enough
to test with customers and further improve over time. However, if the system were expected to
perform more advanced tasks, such as planning or multi-step reasoning, larger models or further
adapted 7B models could become more relevant.

Which metric would matter most in practice: correctness, execution success, la-
tency, or cost?

The company considered correctness to be the most important metric in practice. Execution
success and latency are still important, but a query that runs quickly is not valuable if the
returned result is wrong. Cost was not seen as the main concern in this case, since the intended
deployment would be local rather than based on cloud API usage. Latency was considered
acceptable if the answer was valuable enough, for example, a waiting time of up to 30 seconds
could be acceptable for more complex questions, while simple questions should still be answered
quickly.
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6 | Discussion

6.1 Interpreting Results

6.1.1 Model Size

The results suggest that the larger general-purpose model was more effective than the smaller
general-purpose model in some metrics. The 7TB-general model had higher execution success and
Fl-score, suggesting that the larger model was better at producing SQL that could be executed
and that more closely matched the expected results. Interestingly, however, both models reached
the same exact match score. This means the larger model did not produce more fully correct
answers, even while its outputs were more often executable and had higher partial correctness.

These results indicate that the main improvement from 3B to 7B was not a complete increase
in correctness but rather a reduction in more severe failures. It seems that the 7B model produces
more usable SQL, but not necessarily more fully correct SQL.

The efficiency results show the expected trade-off between computational costs and task la-
tency. The 3B model was expectedly faster on average, as it requires less computation. However,
token usage was nearly identical across the models, suggesting that the latency difference was
not due to differences in output size but rather to the computational cost of the larger model.

These results are difficult to interpret as a clear improvement. Executable is a very important
metric, but it is not sufficient if the output is incorrect. The higher execution success and F1-
score of the larger model show better partial performance, but the exact match shows that it
still did not solve more questions, according to the expected results.

Overall, the 7B model appears partially more effective, while the 3B model appears more
efficient, indicating that model size does affect how well it performs tasks to some extent and
how quickly.

6.1.2 Model Specialisation

In the comparison between the two 7B models, code specialisation gave some higher advantages,
but not in all aspects. 7B-Coder achieved a higher exact match and F1l-score, which suggests
that it was somewhat better at producing results close to the expected answers. However, 7B-
General had higher execution success. The higher execution success is important since a query
that cannot be executed is not useful in practice, even if the generated SQL appears close to the
intended solution. In a MES context, correctness is important because users need answers that
match the intended information needed.

The efficiency results suggest a small advantage for the 7B-Coder model, mainly in latency.
The difference in token usage was minor, which means that specialisation did not have a large
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effect on estimated token cost. Instead, the main practical difference was that the coder model
produced responses faster on average.

So, the conclusion is that the results do not suggest that code specialisation should auto-
matically be seen as better. 7B-Coder performed slightly better in exact match, Fl-score, and
latency, while the general-purpose model had higher execution success.

6.1.3 Interpretation Across All Models

Across all models, the results suggest that performance cannot be reduced to a single ranking.
All models performed better in some areas and worse in others, which means that model selection
depends on which metric is considered most important. 7B-Coder achieved the highest exact
match and Fl-score, while 7B-General achieved the highest execution success.

The smaller models were faster, but generally weaker in effectiveness. This difference indicates
that the models represent different trade-offs rather than any clear order from best to worst.
The trade-off is also supported by the Pareto analysis, where no model was dominated when all
effectiveness and efficiency metrics were considered.

A clarification is important: even if they are a part of the same effectiveness category, exe-
cution success and correctness are not the same thing. Execution success only shows that the
generated SQL could be run against the database after validation. It does not show whether the
query returned the intended answer. A model may generate SQL that is syntactically valid and
executable, but still selects the wrong rows and columns. In a working MES environment, this
distinction is important because an executable query may appear correct to a user even when
the results do not answer the intended question.

The low exact match and Fl-scores indicate that correctness remained the main weakness
across all models. Exact match ranged from 0.077 to 0.115, showing that only a small portion
of generated outputs fully matched the expected result. Fl-score was higher, ranging from 0.236
to 0.352, but still relatively low, even as a more lenient correctness metric. Execution success
ranged from 0.788 to 0.885, meaning a majority of SQL outputs were executable across all models.
Suggesting that the models could often produce executable output, but struggled to consistently
produce SQL that matched the intended result.

The disparity between execution success and correctness indicates the main challenge is not
to generate functional SQL, but semantic alignment with the questions asked. The models need
to understand what the user is asking for, connect the question to the correct tables and columns,
follow joins and return the result in a format that matches the expected answer. The outcome
table supports this idea; the largest category for all models was executed but mismatched queries.

The relationship between the 3B and 7B models shows that a larger size did not necessarily
solve the task more often. 7B-General had higher execution success and Fl-score than 3B-
General, but both models had the same exact match score. The difference between F1-score
and exact match suggests that the larger model reduced some severe failures and produced more
partially correct SQL, but did not produce more exact matches. Similarly, both 3B models
had the same execution success rate, but differed in correctness: 3B-General had a higher exact
match, while 3B-Coder had a higher Fl-score. This difference shows that exact correctness
and partial correctness do not always develop in the same direction. A model may improve in
similarity without producing fully correct answers.

The differences between the 7B models suggest that code specialisation may improve answer
closeness, but not necessarily execution success. 7B-Coder had the highest exact match and
F1l-score, suggesting it was better at generating results close to the expected answers. However,
7B-General had the highest execution success rate, suggesting that it was better at producing
SQL that could run without error. Therefore, code specialisation cannot be seen as better
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overall. The comparisons suggest that the interaction between model size and specialisation is
metric-dependent: the larger coder model was stronger for exact match and F1-score, while the
larger general model was stronger on execution success. These results do not show one generally
superior model type, but instead show different strengths depending on the model specialisation
and metric considered.

The efficiency results mainly show a difference in latency. The 3B models were faster than
the 7B models, as expected, since larger models require more computation. However, token
usage was similar across all models. The similar token usage is still meaningful despite the small
variation between models, because it suggests that model size and specialisation did not have a
major effect on token usage in this experimental setup. Instead, their effects were mainly visible
in latency and the effectiveness metrics. One likely explanation is that all models used the same
prompt structure, RAG context, and explicit instruction to only return SQL. Therefore, the
amount of text processed and generated was relatively similar, while the computational cost of
generating that text differed between models.

Overall, the results provide useful insights and potential, but they do not demonstrate that
the tested models are ready for production use. The models can generate executable SQL in
many cases, but the low exact match score and large number of mismatched executed queries
show that they cannot be trusted as autonomous query generators. A practical implementation
would therefore require controlled execution, validation, restricted database access, clear result
formatting, and possibly human review or guided user input. The models should be seen as
potential components in a controlled text-to-SQL pipeline, rather than complete solutions in
their own right.

6.1.4 Interpretation of Company Validation

The Schneider Electric validation interview added an important practical perspective to the
experimental results. From a purely experimental perspective, the low exact match and F1-score
show that the tested models were not accurate enough for use. The company representative still
considered the results promising as an early proof-of-concept, especially because the models were
tested locally and without domain-specific fine-tuning.

The perspective expressed by the company creates an important distinction between produc-
tion readiness and development potential. The results do not show that the system is ready to be
used directly in an MES environment, they suggest that the approach may be worth developing
further if it is combined with stronger validation, improved RAG, domain adaptation, and user
feedback.

The company’s view of around 60% correctness as a possible starting point should be inter-
preted carefully. It does not mean that 60% would be enough for full production use. Instead,
a limited beta version could be useful for customer testing if users are aware of the system’s
limitations and if their feedback is used to improve the system over time.

6.2 Relation to Previous Work

In text-to-SQL research, Shi et al. (2025) describe schema linking as one of the main challenges.
Schema linking requires the model to connect the user’s question to the correct table, columns,
joins, entities, and connections to the database. Like the results in this thesis, the models often
generated SQL that could be executed, but many of these queries still returned results that did
not match the expected answer. The gap between execution success and correctness suggests
that the main difficulty was not only SQL syntax, but also whether the model understood the
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MES question and connected it to the right parts of the database.

Yuan et al. (2025) studies natural language interaction with MES data through their Chat
with MES system, their system used an agent-based workflow with request rewriting and multi-
step dynamic operations generation. It achieved 80% execution accuracy in a simulated garment
MES, compared with 60% for their GPT-4 baseline. Request rewriting and multi-step operations
also improved the results. However, their results should not be compared directly with the results
in this thesis. Yuan et al. (2025) used a more advanced agent-based system and a simulated MES,
while this thesis evaluates locally runnable Qwen2.5 models for read-only SQL generation against
a sanitised industrial MES database. The lower exact match scores in this thesis, therefore, do not
necessarily go against their findings. Instead, the comparison suggests that model choice alone
may not be enough for accurate MES querying. Other parts of the workflow, such as request
rewriting, schema linking, validation, and multi-step query planning, may also be needed.

The industrial RAG system by Murtaza et al. (2025) can also be a comparison. Their system
was not a direct text-to-SQL evaluation but used both structured and unstructured data in an
industrial question answering pipeline. Structured database rows were converted into JSON-like
chunks, embedded, and retrieved together with document chunks. After retrieval optimisation,
their average response time was reduced. Their RAG-based approach differs from the approach
in this thesis, yet their work shows that practical industrial LLM systems depend on more than
the model itself. Retrieval design, indexing, validation, monitoring, and feedback mechanisms
can all affect answer quality and latency.

6.3 General Applicability and Broader Implications

The results should be interpreted with some caution. This study used one sanitised MES
database, a limited question bank, and four models from the same model family. Therefore,
the results should not be seen as proof of how all LLMs or all MES systems would perform.
What can be carried forward is the type of trade-off shown in the results. The model with the
highest execution success was not the same model that had the highest exact match and F1-score,
and the fastest models were not the most accurate. These results suggest that similar systems
should be evaluated with several metrics rather than one overall score.

The scientific value of the study is that it gives a controlled example of how local LLMs
perform in an industrial text-to-SQL setting. Since all models were tested under the same con-
ditions, the comparison helps show how model size and model specialisation can affect different
parts of performance. The results also show why execution success should be separated from cor-
rectness, a SQL query can run without errors and still return the wrong result. This distinction
is useful for future research on LLM-based database interfaces.

The broader societal value is that natural language interfaces could make industrial data
easier to access for users who understand the production process but do not know SQL or the
database structure. Easier access could reduce the gap between technical and non-technical
users. At the same time, the low exact match and Fl-score results show that such systems
should not be used as text-to-SQL tools in their current form. Before practical use, they would
need safeguards such as read-only access, validation, user permissions, clear result presentation,
and in some cases human review.

For companies, these findings can support early decisions about whether an LLM-based text-
to-SQL system is realistic in an MES context. The results show that model choice depends on
the intended use case. Some models produced more correct results, while others were faster or
used slightly fewer tokens. Therefore, the most suitable model depends on whether the company
prioritises correctness, execution success, response time, or cost. These findings should be seen
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as guidance for early-stage implementation decisions, not as evidence that such a system is ready
for full use.

6.3.1 Evaluation of Results for Schneider Electric

Based on the study’s results and scope, the tested models should not be considered ready for
autonomous use in a production MES environment. The models often generated executable SQL,
but the low exact match and Fl-score indicate they did not consistently return the intended
answers. The gap between executable SQL and correct results is important in an industrial
context, since an executable query may appear useful even when the results are incorrect.

The study also shows that no single model was best across all metrics. 7B-Coder was the
strongest for exact match and Fl-score, which makes it the most relevant candidate if answer
correctness and closeness to the expected result are prioritised. 7B-General had the highest
execution success, which makes it the most relevant if the priority is generating SQL that runs
successfully. 3B-General was the fastest, which makes it more relevant if low latency is the main
concern. Therefore, the choice of model depends on what is most important for the intended use
case.

The main result for the company is not that one of these models should be selected as a
finished solution, but that the results can guide future implementation. A solution should first
identify which quality is most important: correctness, execution success, latency, or cost. The
model should be part of a larger pipeline rather than an independent query generator. The
pipeline should include, if applicable, read-only access, validation, restricted permissions, clear
result presentation, and a general understanding of what LLMs are and what their limitations
are.

Further testing should include larger models, SQL-specialised models, RAG and schema link-
ing, more realistic user questions, and other implementation techniques, such as follow-up clar-
ifications. The system should also be tested with real users, since such an implementation will
need to handle jargon, ambiguous questions, or other issues.

It is important to note that the evaluation in this study relied on predefined answers to make
correctness measurable in a controlled way. In a real MES setting, correctness would ultimately
depend on the user’s information needs in the moment.

6.4 Credibility of the Study

This study was designed to be as close as possible to a realistic industrial context while remain-
ing feasible within the scope of a bachelor’s thesis. The collaboration with Schneider Electric
strengthened the study’s practical relevance, as the problem was based on a real industrial inter-
est rather than a purely theoretical use case. The database used in the experiment was a sanitised
version of a real MES database, enabling evaluation of the models against a data structure closer
to an industrial system than synthetic data.

The results’ credibility was also supported by the controlled experimental setup. All models
were evaluated using the same question set, database, data retrieval, prompt structure, and
evaluation. The generated SQL queries were executed against the same database and compared
using predefined expected results. The controlled design makes it clear that differences in models
were not caused by different task conditions but by the models themselves. The pipeline was
designed to log everything necessary for evaluation and generate all the tables and diagrams
needed at once, making the process and data transparent and easy to examine.
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6.5 Limitations and Threats to Validity

Although these design choices strengthened the study’s credibility, they also introduced limita-
tions. These limitations are discussed as internal, external, construct, and conclusion validity.

6.5.1 Internal Validity

One threat to internal validity is hardware and runtime variability. The generated SQL outputs
were mostly stable across repeated runs, likely because the generation settings were deterministic.
The observed run-to-run variation was found only in latency. During testing, a large variation
in latency was observed across computers, but not in any other metric. Indicating that latency
depends not only on the model, but also on the state of the specific machine, it is unclear which
condition caused the difference. Latency is therefore not just a metric of the model’s performance
but also a measure of the experimental setup.

Another internal validity threat is that the experimental pipeline was split between model
generation and SQL execution. Since the SQL server could not be locally hosted on the university
computers due to administrative restrictions, generation was performed on one system, while
execution and evaluation were performed on another. The pipeline split made the experiment
practical and reproducible, but it does not represent a fully integrated system. As a result, the
measured latency does not fully capture the timing of the whole system.

The results may be influenced by the chosen prompt, RAG structure, validation rules, and
pipeline. Any small changes to these aspects could affect the generated SQL. The results should
be interpreted as model performance within this specific pipeline, rather than as a general mea-
sure of each model’s capacity.

6.5.2 External Validity

A threat to external validity is that the question bank was predefined and limited in size. The
questions were designed to present relevant MES information needs based on the database struc-
ture and information from the company contact. However, they were not collected from real user
interaction. In a real workplace, users may ask questions in incomplete, ambiguous, domain-
specific, or informal ways. They may also use shorthand, local terminology, spelling mistakes, or
a mix of Swedish and English. This language limitation is important in relation to the results.
The models often generated executable SQL, but many of the queries were mismatched, making
it difficult to ensure correctness against the expected answers, even under controlled conditions.
More varied real-world input may make achieving correctness more difficult.

The study is also limited by the use of a sanitised MES database. Although it is still very
close to a real industrial system, the cleaned version does not fully reflect a live production
database with real, sensitive data, which would require stronger constraints and access controls.

Another external validity is that all models came from the same model family. This decision
made the comparison more controlled, since the study could focus on the differences in size and
specialisation. However, it also limits the extent to which the findings can be generalised to other
model families. Other models may have different architectures, training data and instructions.
Also because model capabilities and availability evolve quickly, conclusions drawn from a specific
set of models and versions may become outdated as newer models are introduced.

The experiment used isolated single queries. A real user-driven system may include follow-up
questions and reformulation. Such interactions could improve correctness, but it was outside the
scope of this thesis.
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The implementation was limited to read-only SQL generation. Limiting the implementation
to read-only SQL was necessary for safety, but it means the result does not cover more complex
MES interactions beyond information retrieval.

The company validation interview also has limited external validity. Only one company
representative participated, which means that the interview results cannot represent all MES
users, all roles within Schneider Electric, or other companies. However, because the representative
had knowledge of the company context, the interview still provided useful practical insight into
how the experimental results could be interpreted.

6.5.3 Construct Validity

A construct validity issue in this study is the distinction between execution success and correct-
ness. Execution success, exact match, and Fl-score are all part of effectiveness evaluation, but
they measure different aspects of model performance. Execution success was substantially higher
than the other two metrics across all models. Execution success cannot be interpreted as a part
of correctness, but as a separate measure of whether the generated SQL was executable.

Exact match and F1l-score have limitations as metrics. They measure how closely the gener-
ated result matches the predefined expected result, but the expected result should not be treated
as the only possible correct answer in every case. In the experiment, a fixed baseline was nec-
essary to ensure repeatable, measurable evaluations. In practice, however, the correctness of an
answer may depend on the user’s immediate need for information and on whether the returned
output is sufficient for the task at hand. A query may receive high partial correctness while still
being unusable in practice, if, for example, there is a missing important column.

Efficiency was measured using latency and token usage. These metrics capture important
aspects, but they do not cover all practical costs of an implementation, including hardware
requirements, maintenance, integration costs and complexity, energy use, and worker training.

6.5.4 Conclusion Validity

A threat to conclusion validity is the limited number of distinct questions. A larger, more varied
set of questions could further show the model’s strengths and weaknesses, with distinctions
between easier and more difficult questions.

The conclusions drawn from the company validation interview should also be treated with
caution. The interview supports the practical interpretation of the results, but it does not provide
statistically generalisable evidence.

The low exact match and F1-score across all models can be difficult to interpret correctly. The
results indicate that the models were not accurate enough for real-world use in the evaluated
setup; however, they do not prove that the models lack potential in text-to-SQL scenarios.
Different prompts, settings, RAG schema, training, and other techniques could lead to very
different results.

The Pareto analysis did yield useful data, but it depends on the selected metrics. According
to the analysis, no model was dominated, but the Pareto result may change if some metrics are
removed or new ones are added, such as user satisfaction.

Overall, the results should be interpreted as controlled evidence of model behaviours within
the specific experimental setup. They show how the selected models perform under these specific
conditions, not that they are ready for direct use in an industrial MES environment.
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6.6 Ethical, Societal, Ecological, and Economical Aspects

MES systems can contain sensitive production data, customer-related information, and important
details. Shi et al. (2025) note that API-based LLMs may create privacy concerns in production
environments, since prompts can contain private database information or business-sensitive con-
text. Although the database used in the experiment was sanitised, a secure implementation
requires strict access control. The LLM should not have unrestricted access to the database,
and generated SQL should be limited to read-only operations. Restricting generated SQL to
read-only operations reduces the risk of accidental changes, deletions, or other unsafe actions.
Yuan et al. (2025) also emphasise that inaccurate operations in manufacturing can have serious
consequences. Therefore, a production system would need a controlled back-end or middleware
that validates generated queries before execution.

Natural language interfaces can make MES data easier to access for users who do not know
SQL or the database structure. FEasier access to MES data may reduce the knowledge gap
between technical and non-technical users and make information retrieval faster in daily work.
At the same time, different users have different responsibilities and information needs. A real
system would therefore need to consider user roles, permissions, and the context in which the
information is used.

Logs can help explain results, support troubleshooting, and make it possible to review incor-
rect outputs. Murtaza et al. (2025) describe an industrial RAG system where user questions,
generated answers, confidence ratings, and feedback were logged to monitor answer quality.
Therefore, logs should be stored safely and only be used for defined purposes.

Resource usage should be considered. Larger LLLMs may improve performance, but they can
also require more hardware, energy, and maintenance. Zhao et al. (2026) write about how larger
LLMs require substantial compute resources, which makes model size relevant from both an
economical and ecological perspective. If a smaller model can provide acceptable results with
lower latency and fewer resources, it may be a more sustainable choice in some industrial settings.

For companies, the value of the system must be weighed against the cost of running and
maintaining it. An LLM-based solution can involve costs for hardware, electricity, maintenance,
development and possibly external API usage if cloud-based models are used. Token usage is
relevant because some commercial LLM services charge based on the number of tokens processed.
A model that gives slightly better results but requires more time, hardware, or token usage may
therefore not always be the most practical option.

6.7 Future Work

A first direction for future work could be to test the models on a larger and more varied question
bank. A broader question bank may include incomplete, informal, and domain-specific user
questions, as well as questions that use local terminology, short formulations, missing dates, or
assumed production context.

The model comparison could also be expanded by broadening the model comparison, including
other model families and larger models. Larger models could be beneficial because they may
have stronger instruction-following, better schema understanding, and a greater ability to handle
complex or ambiguous questions. A broader model comparison would make it possible to examine
whether the patterns observed in this study also appear across different types and sizes of models,
or whether other models show different trade-offs between effectiveness and efficiency.

Another possible extension is to investigate domain-specific adaptation for MES-based text-
t0-SQL generation. Shi et al. (2025) describe fine-tuning as one of the main directions in LLM-
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based text-to-SQL research, alongside prompt engineering. Future studies could therefore test
whether fine-tuning or other forms of domain adaptation using MES-specific questions, SQL
examples, and terminology improve exact match, Fl-score, and execution success.

Future work could also explore different prompt designs, RAG strategies, and schema linking
methods. Shi et al. (2025) identify schema linking as a major challenge in text-to-SQL, especially
when models need to select the correct tables, columns, joins, and conditions. Future studies
could therefore test more explicit schema linking steps or provide example queries before SQL
execution. Additional evaluation metrics could also be included to provide a broader view of
both technical performance and practical value.

A more advanced RAG pipeline could also be evaluated. Murtaza et al. (2025) discuss how
structured database content can be transformed into JSON-like chunks, embedded, and retrieved
together with unstructured document chunks. A similar approach could be tested for MES data
by indexing selected tables, schema descriptions, terminology mappings, and documentation in
a vector database. Indexing MES-related schema information and documentation in this way
would make it possible to evaluate whether embedding-based retrieval improves the selection of
relevant schema information.

User-centred evaluation could also be expanded through broader interviews or user studies
with several company representatives and potential MES users. A larger interview study could
include different roles, such as operators, developers, support staff, and managers, to identify
which MES questions are most relevant in daily work, what terminology users actually use, and
which types of incorrect answers would be most serious in practice.

Another direction for future work would be to deploy the solution in a real industrial setting
and study it as a case study or as part of a design science research process. A case study could
focus on how the system works in its intended MES context, including how users formulate
questions, interpret results, and handle incorrect answers. A design science approach could
further develop the artefact through repeated cycles of implementation, user evaluation, and
improvement of the integrated work-process model. Such a study would make it possible to
evaluate not only technical performance, but also how the solution fits into real workflows and
supports its intended purpose area.

More future work could investigate structured agent-based workflows. Yuan et al. (2025)
write that request rewriting and multi-step operation planning can improve execution accuracy
in an LLM-based MES interface. Similar techniques could be tested in the MES text-to-SQL
context. For example, request rewriting could help standardise user terminology before SQL
generation, while multi-step planning could divide complex questions into smaller query steps.

6.8 Research Ethics

This thesis included one limited semi-structured validation interview with a company represen-
tative after the experimental results had been analysed. The interview focused on the company’s
interpretation of the results and did not collect sensitive personal information. If future work
includes broader interviews, surveys, or user testing with company employees, further ethical
considerations would be needed. Wohlin et al. (2012) emphasise that studies involving people
should consider informed consent, confidentiality, scientific value, and the balance between risks
and benefits. Participants should therefore be informed about the purpose of the study, what
data is collected, how it is stored, and that participation is voluntary.

The main research ethics concerns were related to how the company-related database, gener-
ated SQL queries, query results, and logs were handled. The database used in the experiment was
a sanitised version of an industrial MES database. Using a sanitised database reduced the risk
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of exposing sensitive production data, customer-related information, or operational details. The
generated SQL queries were also limited to read-only operations, meaning that the experiment
was designed to retrieve and evaluate information, not to modify the database.

Care was also needed when reporting the results. The results are presented at the model
and metric levels, without showing sensitive database content or company-specific operational
details. The logs created during the experiment, such as generated SQL, validation outcomes,
execution results, latency, and token usage, were needed for evaluation, but should still be treated
as research data with limited access.
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7 | Conclusion

7.1 Summary of Findings

Qwen2.5-7B-Instruct is the strongest model if execution success is prioritised. It produces the
highest amount of executable SQL queries, which is important in an MES context, where non-
executable queries cannot support practical use.

If correctness is important, Qwen2.5-Coder-7B-Instruct is the strongest model. It achieved
the highest exact match and Fl-score, and it was also faster than Qwen2.5-7B-Instruct.

If the focus is speed, Qwen2.5-3B-Instruct had the lowest latency, but it had the lowest exact
match and F1, and shared the lowest execution success with Qwen2.5-Coder-3B-Instruct.

7.2 Achieving the Objectives

Objective 1: The MES domain and database schema were examined to identify the parts
of the database that were relevant to the study. The MES schema understanding supported
the question bank, baseline SQL queries, RAG context, and expected result files.

Objective 2: A suitable model family was selected that could feasibly run locally on the
available hardware, and whether it was relevant for the text-to-SQL task. Too small models
produced unstable outputs while larger models required too much generation time, so 3B
and 7B models were selected.

Objective 3: Queries were used to generate expected result files, which gave the evalua-
tion a fixed reference point. The expected result files made it possible to compare the SQL
generated by the models against predefined results instead of judging each output manu-
ally. The RAG file was created to provide the models with relevant schema and domain
information during SQL generation.

A notebook pipeline was created to generate SQL outputs, execute them against the
database, and evaluate the results. The implementation was designed to be easy to set
up and use, which made the experiment easier to repeat across several systems. Metrics
and outputs were logged and passed between stages before being compared against the ex-
pected results. The prompt instructions were also implemented together with the question
text and relevant RAG context, through RAG chunk retrieval.

Objective 4.1: Model size was evaluated by comparing 7B-General and 3B-General, since
these models had the same specialisation but different parameter sizes. The comparison
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used exact match, execution success, Fl-score, latency, and token usage to show how the
different sized models differed in effectiveness and efficiency.

Objective 4.2: Model specialisation was evaluated by comparing 7B-General and 7B-
Coder, since these models had the same size but different specialisations. The comparison
used exact match, execution success, Fl-score, latency, and token usage to show how the
general-purpose and code-oriented models differed in effectiveness and efficiency.

Objective 4.3: This objective was achieved by combining the results from the model
size and model specialisation analyses into an overall comparison of all selected models.
The overall comparison focused on the overall trade-off relationship between correctness,
execution success, latency, and token usage. Pareto analysis was used to evaluate whether
any model clearly dominated the others across these combined metrics. The analysis showed
how model choice depends on which metric is most important.

Objective 4.4: The practical relevance of the results was validated through a limited semi-
structured company validation interview with Schneider Electric. Company validation
supported the practical interpretation of the results and helped connect the controlled
experimental findings to the industrial MES context.

7.3 Evaluation of Hypotheses

The descriptive results do not support HO; since model size affected both effectiveness and
efficiency. In comparison between 3B-General and 7B-General, the larger model achieved higher
execution success and a higher Fl-score, while exact match remained the same. Model size also
affected efficiency, since the 3B-General model had a lower latency than the 7B-General model.
Token usage was similar between the two models. Thus H1; is supported, but the effect of model
size was metric-dependent rather than consistently positive across all metrics.

The descriptive results also do not support HO2 because model specialisation affected the
results. In the comparison between 7B-General and 7B-Coder, the code-oriented model achieved
higher exact match and F1-score, the general-purpose model achieved higher execution success.
Specialisation affected latency, since 7B-Coder was faster than 7B-General, while token usage
was very similar. Therefore, H15 is supported, but like model size the effect of specialisation was
also metric-dependent and did not show one model type as clearly better in all aspects.

7.4 Answering the Research Question

RQ1: How does model size affect the effectiveness and efficiency of LLMs in natural language-
to-SQL generation for an industrial MES database?

RQ2: How does model specialisation affect the effectiveness and efficiency of LLMs in natural
language-to-SQL generation for an industrial MES database?

The results show that both model size and specialisation affect natural language-to-SQL
generation, but the conclusions depend on the chosen metric rather than producing a single clear
superior model.

Model size affected the results, but not uniformly. The 7B models performed better in
some effectiveness metrics, those being execution success and Fl-score, but exact match did
not consistently increase with size. The 3B models were more efficient in terms of latency. This
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trade-off indicates that larger models improved some aspects of effectiveness but came at a higher
cost in efficiency.

Model specialisation also affected the results, but more inconsistently, without a clear overall
improvement from general to code. Its effect depended on model size and which metric was
considered. The code models had higher F1-scores, but they did not consistently improve exact
match or execution success. Code specialisation helped the models produce results closer to the
expected answer, but did not lead to better overall performance across all metrics. For efficiency,
specialisation did not show a clear pattern in latency.

For all models, token usage was very similar; the similar token usage may be due to the
answers being SQL queries, which limited variation in answer structure.

Although no model was Pareto dominated when all metrics were considered together, 3B-
Coder did not achieve the best result in any individual metric, making it the least favourable
option in the descriptive comparison.

The most favourable model depends on which metric is prioritised. 7B-Coder was better for
exact match and Fl-score, 7B-General was better for execution success, and 3B-General was
better for latency.

Therefore, there is no clear best model, but the research questions can be answered by stating
that both model size and specialisation affected natural language-to-SQL generation. Neither
factor produced a consistent improvement across all metrics, but showed a trade-off between
effectiveness and efficiency.
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A | Code repository

The source code for the implementation is available at: https://github.com/Rydberg-dev/
mes-1lm-text-to-sql


https://github.com/Rydberg-dev/mes-llm-text-to-sql
https://github.com/Rydberg-dev/mes-llm-text-to-sql
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Figure B.1: Box plot showing exact match across runs.
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Figure B.2: Box plot showing execution success across runs.
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Figure B.3: Box plot showing F1-score across runs.
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Figure B.4: Box plot showing token usage across runs.



