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Abstract

Large Language Models (LLMs) have advanced Natural Language Processing (NLP) but
remain prone to hallucinations, particularly in domain-specific applications such as legal text
processing. Retrieval-Augmented Generation (RAG) addresses this limitation by grounding
responses in retrieved documents. This study investigates the main and interaction effects of
chunking strategies and embedding models on retrieval performance in a Naive RAG pipeline
using a GDPR-based legal corpus. A controlled factorial experiment evaluated recursive,
token-based and sentence-based chunking in combination with the OpenAl text-embedding-
3-small and text-embedding-3-large models using Recall@k, Mean Reciprocal Rank (MRR)
and normalized Discounted Cumulative Gain (nDCG@k). The results show that both the
chunking strategy and the embedding model have statistically significant effects on retrieval
performance, with the chunking strategy being the dominant factor. A statistically significant
interaction effect was also detected, although the effect sizes for both the main and interaction
effects were small. Sentence-based chunking achieved the strongest overall performance,
while token-based chunking produced the highest MRR. Inferential analyses indicate that
these differences should be interpreted with caution, given their limited practical significance.

Keywords: Large Language Models (LLMs), Natural Language Processing (NLP), Retrieval-
Augmented Generation (RAG), Information Retrieval (IR), Chunking Strategy, Embedding
model, General Data Protection Regulation (GDPR)
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1 | Introduction

As generative artificial intelligence (GenAlI) continues to advance, Large Language Models
(LLMs) have become central to modern Natural Language Processing (NLP), enabling systems
to generate highly fluent, contextually relevant text by learning patterns from vast amounts of
data. LLMs are now widely used in everyday use and applications. Despite their capabilities,
they remain prone to hallucinations, producing fluent but factually incorrect or unsupported
statements, particularly when processing large or complex document contexts (Orpek et al.,
2024).

To mitigate these limitations, Retrieval-Augmented Generation (RAG) has been introduced
to enhance LLMs by incorporating relevant external knowledge during generation (Sakar and
Emekci, 2024; Peng et al., 2025; Barry et al., 2025; Wu et al., 2025). By combining retrieval
and generation components, RAG improves the factual grounding of model outputs. Neverthe-
less, traditional RAG systems can be inconsistent, as they rely heavily on retrieved information
and limited contextual integration, which may reduce performance in tasks like query-focused
summarization (Barry et al., 2025).

Two key factors that directly influence retrieval performance in RAG pipelines are embedding
models and chunking strategies. Embedding models transform textual data into vector repre-
sentations that enable similarity-based retrieval, while chunking strategies determine how source
documents are segmented into smaller units for indexing and retrieval (Sakar and Emekei, 2024).
The choice of embedding model affects how semantic similarity is captured, whereas chunking
impacts the granularity and contextual coherence of retrieved information. Together, these com-
ponents play a crucial role in enabling more accurate, coherent and context-aware RAG systems.

Although prior research has explored improvements in RAG architectures, including more
advanced frameworks and structured knowledge integration (Peng et al., 2025), there is still a
need for controlled empirical studies that isolate and evaluate the impact of fundamental retrieval
design choices. In particular, the interaction between embedding models and chunking strategies
remains insufficiently understood, especially in domain-specific contexts such as legal text, where
precision and recall of relevant information are critical.

This study addresses this gap by systematically evaluating how different embedding models
and chunking strategies affect retrieval performance in a baseline RAG (Naive RAG) pipeline
applied to a legal corpus based on the General Data Protection Regulation (GDPR). Using a
controlled factorial experimental setup with fact-based queries, retrieval effectiveness is measured
through established information retrieval metrics, including Recall@k, Mean Reciprocal Rank
(MRR), and normalized Discounted Cumulative Gain (nDCG@k). The factorial design further
enables analysis of both the individual and interaction effects of the selected factors, providing
insights into how retrieval configurations influence performance in practice.



2 | Background

This chapter outlines the key terminology and provides the necessary background context for
the study.

2.1 Natural Language Processing (NLP)

Natural language processing (NLP) is a branch of machine learning concerned with the analysis,
understanding and generation of human language. It consists of several core components, in-
cluding natural language understanding (NLU), natural language generation (NLG) and dialogue
management. These components enable computational systems to interpret and produce lan-
guage in a meaningful way (Khan et al., 2024). In recent years, advances in NLP have been driven
by the development of large-scale models capable of learning complex linguistic patterns from
vast datasets. Among these, large language models (LLMs) have emerged as a central technology,
enabling a wide range of NLP tasks such as text summarization, question answering, sentiment
analysis, machine translation, and text generation and classification (Khan et al., 2024). This
progress has shifted the field away from task-specific models toward more general-purpose ap-
proaches, as LLMs leverage large-scale training and deep neural architectures to perform multiple
NLP tasks within a single framework, reducing the need for specialized model design.

2.2 Large Language Models (LLMs)

Large language models (LLMs) are a class of machine learning models that are trained on exten-
sive text corpora using deep neural network architectures. Through this training process, they
learn to capture complex syntactic and semantic relationships within natural language, enabling
them to perform a wide variety of NLP tasks. Unlike earlier approaches, LLMs are capable of
generalizing across tasks and generating novel content based on learned patterns and contextual
input.

As a result, LLMs form the foundation of many generative artificial intelligence (GenATl)
systems, which are designed to produce new content such as text, images, music or code, based
on given inputs or prompts (Khan et al., 2024). Prominent examples of LLMs include ChatGPT,
LlaMA and DeepSeek.

Given their ability to process and generate large volumes of text, LLMs are increasingly
integrated with information retrieval (IR) systems. This integration enhances access to relevant
information by combining retrieval mechanisms with generative capabilities, thereby improving
the performance of search and other knowledge-intensive applications (Khan et al., 2024; Dai
et al., 2024; Chen et al., 2024; Zhang et al., 2024).



Despite their strong capabilities in language understanding and generation, LLMs have limita-
tions, particularly in handling domain-specific knowledge, real-time information and proprietary
data beyond their training corpus. This can lead to phenomena known as “hallucinations”,
where the model produces inaccurate or fabricated information. Consequently, LLMs are often
supplemented with external knowledge sources to mitigate this issue, an approach that has led
to the development of Retrieval-Augmented Generation (RAG) (Peng et al., 2025).

2.3 Information Retrieval (IR)

Information retrieval (IR) focuses on identifying and retrieving information that matches a user’s
query, with the goal of satisfying their information needs. Modern IR systems extend beyond
basic retrieval by incorporating features such as results diversification, personalization and in-
teractive interfaces, aiming to improve the overall user experience in increasingly data-rich envi-
ronments (Zhang et al., 2024).

Despite these advances, traditional IR approaches face limitations, particularly in accurately
interpreting user intent and adapting to complex or ambiguous queries. Their reliance on static
retrieval mechanisms and limited support for dynamic interaction can reduce their ability to
deliver contextually appropriate and personalized results (Zhang et al., 2024).

Recent developments in large language models (LLMs) have introduced a shift in IR by en-
abling deeper contextual understanding and more flexible interaction. When integrated into IR
systems, LLMs can support capabilities such as reasoning, memory and adaptive personalized re-
sponse generation, allowing for more nuanced interpretation of user queries and more responsive,
human-like information access (Zhang et al., 2024).

However, LLMs do not inherently provide reliable access to up-to-date or verifiable external
information, as their outputs are generated from learned representations rather than real-time
data sources (Peng et al., 2025). This limitation has motivated the development of hybrid
approaches that combine retrieval mechanisms with generative models. One prominent example
is Retrieval-Augmented Generation (RAG), which incorporates external information retrieval
into the generation process to improve factual accuracy and relevance.

2.4 Retrieval-Augmented Generation (RAG)

Retrieval-Augmented Generation (RAG) is a framework that combines information retrieval tech-
niques with large language models (LLMs) to improve factual grounding of generated responses
(Lewis et al., 2021). The development of RAG systems has emerged as a response to some lim-
itations of traditional LLMs, such as hallucinations. As LLMs are reliant on knowledge that is
acquired during pre-training, there are occasions where generated responses are factually inac-
curate. These are more prone to happen if users ask for domain specific or recent information.
To address this limitation, RAG augments the generation by dynamically retrieving relevant
external documents from a knowledge base and incorporating them into the model’s input. This
approach enables access to up-to-date and context-specific information, reducing hallucinations
and improving accuracy for the generated responses (Lewis et al., 2021). In this study, a Naive
RAG is replicated, a simple form of RAG, with storing and retrieval capability using a vector
storage. The overall process of the RAG is overviewed in (Figure 2.1)

¢ Query:
A user ask the model a question.



e Retrieval:
The model transforms the question into an embedding, to find similar embeddings from
the vector database.

e Augmentation:
The retrieved contexts are combined with the original query, adding additional context.

¢ Generation:
The LLM is now able to process and generate an answer from the query with the additional
information.

Context +
Prompt

Query |—— | Retriever | —>» LLM —>» | Answer

Vector
DB

Figure 2.1: RAG overview

2.5 Chunking

Chunking refers to the process of dividing larger amounts of data into smaller, manageable
segments (chunks) for processing. The size and structure of the chunks are constructed by
different techniques, rules and parameters (Chonkie, n.d.), see the chunking process overview in
Figure 2.2. Previous studies have shown that some chunking strategies combined with certain
embedding models perform better with certain configurations in retrieval performance, in favor
of larger models. While smaller models in some cases perform almost as well with lower token
usage (Stébler et al., 2025)

Early RAG systems used fixed chunking for their simplicity but were prone to split sentences
and facts on an atomic level with no regard to structures or boundaries (Lewis et al., 2021). This
effect could lead to retrieved documents with missing information, not giving the full necessary
context. More sophisticated chunking techniques have emerged in use for RAG-systems to keep
the context within relevant boundaries as an intention to make them more reliable depending on
the corpus domain and structure.

Chunking data is therefore an essential part in a RAG pipeline that might affect the stor-
ing and retrieval quality from an end to end perspective. The chunking process extracts the
targeted corpus and stores the data in smaller, formatted pieces with meaningful context and
structure, where the embedding model in a later stage is used to convert and ingest the chunks
as embeddings to the knowledge base (Ni’'Mah et al., 2025).



For the chunking process, there are several methods and algorithms following different rules
to chunk. The techniques used in this study are recursive, sentence and token based chunking, all
imported from Llamalndex open source library. The library wraps around the implementations
from the Chonkie library.

Recursive chunking delimits chunks by paragraph and structure boundaries, and sentence
chunking chunks documents with boundaries of keeping full sentences, while token chunking
splits documents by the boundaries of the maximum token configured.

Multiple
Chunks
Chunking
e —_—>
Large Text Strategy
Chunk n

Figure 2.2: Chunking process overview

2.6 Embedding

Word embedding models transform natural language to dense numerical vector representations,
referred to as embeddings. See the embedding process overview in Figure 2.3. These vectors are
constructed in a way so that semantically similar texts are positioned close to each other in the
vector space, while large distances between entities suggest a low relatedness (OpenAl, n.d.).
For similiar retrieval search, cosine similarity or Euclidean distance search are commonly used
to retrieve the related embeddings (OpenAl, n.d.).

In a RAG system, the embedding model is one of the core components for storing and
retrieving the external data (Amaral Cejas et al., 2025). As the model converts user queries
to numerical vector representations (embeddings) where semantically similar texts are retrieved
using vector similarity search from the knowledge base. This provides up-to-date context for the
LLMs to process.

Previous studies show that the choice of embedding models has an impact on the overall
retrieval quality and efficiency in a RAG system. (Kukreja et al., 2024)

In this study, we use two different sizes of embedding models from the same family provided
by OpenAl, text-embedding-3-small and text-embedding-3-large.
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Figure 2.3: Embedding process overview

2.7 General Data Protection Regulation (GDPR)

The General Data Protection Regulation (GDPR) is a European Union regulation governing
data protection and privacy. It defines legal principles, rights, and obligations related to the
processing of personal data (General Data Protection Regulation, 2016).

The regulation is structured as a hierarchical legal document consisting of articles, which are
further divided into paragraphs, subparagraphs, and individual clauses. Each article specifies a
distinct legal principle or requirement, often further refined into more detailed provisions. This
structure is characteristic of formal legal documents within the European Union and reflects the
precise and rule-based nature of regulatory texts.

2.8 ISO 25010 Standard - Maintainability

The ISO/IEC 25010 standard defines maintainability as the degree to which a system can be
modified effectively and efficiently, including the ability to correct faults, improve performance
or adapt to a changing environment (International Organization for Standardization, 2011). It
reflects how easily software can be updated and sustained over time and is characterized by five
sub-characteristics: modularity, reusability, analyzability, modifiability, and testability.

Maintainability was selected as the primary quality attribute in this study due to the rapidly
evolving nature of retrieval-augmented generation (RAG) systems. These systems frequently
incorporate changes in components such as models and data processing techniques. High main-
tainability enables efficient updates, supports continuous evaluation and debugging, and allows
systems to adapt to new performance and cost constraints without requiring significant redesign.
Consequently, it is essential for ensuring long-term sustainability.

2.9 Retrieval Evaluation Metrics

The evaluation of retrieval effectiveness in this study is conducted using three widely established
information retrieval metrics: Recall@k, Mean Reciprocal Rank (MRR), and Normalized Dis-
counted Cumulative Gain (nDCG@k). These metrics provide a complementary assessment of
retrieval quality by capturing both the presence of relevant documents and the quality of their
ranking.

Recall@k represents a non-rank-aware metric, focusing on whether relevant documents are
retrieved within the top-k results. In contrast, MRR and nDCG@k are rank-aware metrics that
evaluate the position of relevant documents in the ranked output (Weaviate, 2024).



These metrics are widely used in both academic research and industry practice for evaluating
retrieval and Retrieval-Augmented Generation (RAG) systems. Frameworks such as Llamalndex,
Weaviate, Evidently AI, and Pinecone incorporate them into their evaluation guidelines, while
prior studies such as Peng et al. (2025) further support their relevance in modern retrieval
pipelines (Pinecone, 2023; Weaviate, 2024; Evidently Al, n.d.; Llamalndex, n.d.).

2.9.1 Top-k Retrieval and Ranking

Top-k retrieval refers to the set of the first k& documents returned by a system in response to a
query, where k defines the evaluation cutoff.

Ranking refers to the ordering of these retrieved documents, where higher-ranked items are
considered more relevant. The quality of this ranking is critical in retrieval systems, as it de-
termines how effectively relevant information is prioritized. This aspect is directly evaluated by
rank-aware metrics such as MRR and nDCG@Qk.

2.9.2 Recall@Qk

Recall@k measures the proportion of relevant documents retrieved within the top-k results, re-
flecting the system’s coverage. It evaluates the system’s ability to capture relevant information
without considering ranking order. In other words, it measures how many of all relevant docu-
ments are successfully retrieved in the top-k results, answering whether the system finds most of
the relevant information at all (Pinecone, 2023; Weaviate, 2024; Evidently Al n.d.; Llamalndex,

n.d.).
Formula:
Recall@Qk — Number of relevant documents retrieved ir} top-k
Total number of relevant documents
Where:

e k: number of top retrieved results considered

2.9.3 Mean Reciprocal Rank (MRR)

Mean Reciprocal Rank (MRR) evaluates the rank position of the first relevant document in a
list of retrieved results. It is particularly useful for measuring early precision, as it assigns higher
scores when the first relevant document appears near the top of the ranking. Unlike Recall@k,
which considers whether relevant documents are retrieved within the top-k results, MRR focuses
solely on the first relevant result and is highly sensitive to its position. This makes MRR well-
suited for assessing how effectively a RAG system prioritizes relevant documents (Pinecone, 2023;
Weaviate, 2024; Evidently AI, n.d.; Llamalndex, n.d.).

Formula:

MRR = 45,

rank;

Where:
e N= total number of queries
e rank;= rank position of the first relevant document for query ¢

e If no relevant document is retrieved, the reciprocal rank is 0.



2.9.4 Normalized Discounted Cumulative Gain (nDCG@Qk)

nDCG@k evaluates ranking quality by considering both the position of relevant documents and
their graded relevance, reflecting the system’s ranking quality. It assigns higher importance to
relevant documents appearing at higher ranks, while applying a logarithmic discount to lower-
ranked results. In other words, it measures how well the system ranks documents by accounting
for both their relevance and their position, answering whether the most important documents
are ranked near the top (Pinecone, 2023; Weaviate, 2024; Evidently AI, n.d.; Llamalndex, n.d.).

Unlike Recall@k and MRR, nDCG@k supports graded relevance and multiple relevant doc-
uments, allowing evaluation in scenarios where documents vary in importance.

DCGQk:

k rel;
DCGQk =} i) oty

IDCG@k (Ideal DCG):

IDCG@k =Sk | el

i=1 log,(i+1)

nDCG@k:

aDCGak = PISEk

Where:
o k: cutoff rank
e rel;: relevance score at rank ¢
e rel}: ideal (sorted) relevance scores
e log,(i + 1): discount factor reducing the weight of lower-ranked results

nDCG@k ranges from 0 to 1, where 1 indicates a perfect ranking.

2.10 Related Work

Previous research has evaluated Retrieval-Augmented Generation (RAG) methods across differ-
ent vector databases, embedding models and large language models (LLMs). Sakar and Emekci
(2024) conduct a large-scale experimental study involving extensive parameter combinations to
analyze trade-offs between retrieval quality, similarity-based ranking, computational cost, token
usage and hardware efficiency. Their findings highlight that while higher similarity scores often
improve retrieval accuracy, they also increase computational cost. In contrast, contextual com-
pression techniques can reduce token consumption and improve efficiency, although at the cost
of reduced similarity performance. These trade-offs indicate that optimal RAG system design
depends on balancing retrieval quality with system efficiency constraints (Sakar and Emekci,
2024).

Barry et al. (2025) demonstrated contributions on enhancing classical RAG with GraphRAG
and Hybrid-RAG to reduce the hallucination levels, efficiency on computational cost, scalability
and enhanced explainability in the systems.

Kukreja et al. (2024) evaluated vector embeddings in RAG pipelines across multiple domains,
revealing the best suited metrics to evaluate embedding models are semantic similarity and rogue



scores instead of precisions, recall and F1 scores. As well as highlighting the importance of
embedding model selection to enhance the RAG effectiveness in NLP applications.

Amaral Cejas et al. (2025) systematically evaluated 12 embedding models across two datasets
within a RAG system to investigate the relationship between embedding quality and overall
RAG performance. Their results showed substantial differences in retrieval accuracy between
embeddings and highlighted that higher embedding quality generally improves retrieval and
downstream generation performance, although the strength of this relationship can vary across
domains.

Stébler et al. (2025) conducted a large-scale comparison of chunking techniques across seven
embeddings and multiple domain-specific corpora sourced from arXiv. Their study evaluated
open source and api-based embeddings and applied sentence, semantic and token-based splitting
strategies. The retrieval quality was measured by a judgment at the token level. In contrast,
our study measures in retrieved chunks with alternative metrics, such as MRR. They mention in
their limitation section that they did not conduct their study on any legal material, which our
work addresses.

2.10.1 Research Gap

Despite significant progress in Retrieval-Augmented Generation (RAG) systems, key limitations
remain in both system design and evaluation. Existing research has extensively examined embed-
ding models, chunking strategies, and retrieval configurations in RAG systems. However, these
studies often analyze components in isolation and provide limited insight into their combined
effect on retrieval performance in domain-specific settings.

Additionally, although prior research has highlighted trade-offs between retrieval quality,
efficiency, and system complexity, there remains a lack of systematic evaluation of how key
retrieval design choices affect performance in a controlled legal context. In addition, previous
studies have primarily reported raw performance results without rigorously assessing whether
observed differences are statistically significant, robust, or reliable. As a result, it remains unclear
whether reported improvements reflect genuine performance gains or are attributable to random
variation.

In particular, the main and interaction effects of embedding models and chunking strategies
and the relative importance of each factor have not been sufficiently examined using structured
legal corpora such as the General Data Protection Regulation (GDPR).

This study addresses this gap by examining how embedding models and chunking strategies
affect retrieval performance in a Naive RAG pipeline applied to GDPR text. Using fact-based
queries and standard information retrieval metrics and statistical analysis, the study evaluates
factor importance as well as the main and interaction effects of these retrieval design choices.



3 | Problem Statement

This chapter outlines the motivation for investigating a Naive RAG pipeline, with emphasis on
the effects of embedding models and chunking strategies on retrieval performance, including their
relative contributions and interaction effects. In particular, determining which factor contributes
more to retrieval performance and understanding their interaction remains insufficiently explored
in controlled, domain-specific contexts such as legal text corpora. The chapter further presents
the research questions and hypotheses guiding the experimental design.

3.1 Motivation

LLMs have demonstrated strong capabilities in natural language understanding and generation.
However, their effectiveness in domain-specific settings such as legal text processing is often
limited by hallucinations and a lack of grounded reasoning. RAG has emerged as a promising
approach to mitigate these issues by incorporating external knowledge during generation (Sakar
and Emekci, 2024).

Despite its adoption, the performance of Naive RAG pipelines remains highly sensitive to
retrieval design choices, particularly embedding models and chunking strategies (Stébler et al.,
2025). While these components have been studied individually, less attention has been given to
their combined effect and potential interactions within a unified retrieval pipeline.

This issue is especially relevant in the legal domain, where documents are structurally complex
and highly context-dependent (Phyu et al., 2024). In such settings, retrieval performance can
be strongly influenced by how text is segmented and represented, yet these factors are often
evaluated in isolation.

Accordingly, there is a need to better understand how embedding models and chunking strate-
gies interact within a controlled Naive RAG setting, particularly in domain-specific applications
such as legal text processing.

3.2 Aim

As outlined in Section 3.1, the performance of Retrieval-Augmented Generation (RAG) systems
is strongly influenced by design choices within the retrieval pipeline, particularly the selection of
embedding models and chunking strategies.

The aim of this study is to investigate how different embedding models and chunking strate-
gies affect retrieval effectiveness in a Naive RAG pipeline applied to a GDPR-based corpus.
Specifically, the study seeks to evaluate both the individual impact of these components and
their interaction effects on retrieval performance.

10



3.3 Research Questions

RQ; : Which factor contributes more to retrieval performance in a Naive RAG pipeline applied
to GDPR text: chunking strategy or embedding model?

RQs : To what extent is there an interaction effect between embedding models and chunking
strategies on retrieval performance in a Naive RAG pipeline applied to GDPR text?

3.4 Hypotheses

H1y: Embedding model choice has no statistically significant effect on retrieval performance.
H1;: Embedding model choice has a statistically significant effect on retrieval performance.
H2y: Chunking strategy has no statistically significant effect on retrieval performance.

H2;: Chunking strategy has a statistically significant effect on retrieval performance.

H3p: There is no statistically significant interaction effect between embedding models and chunk-
ing strategies on retrieval performance.

H3;: There is a statistically significant interaction effect between embedding models and chunking
strategies on retrieval performance.

3.5 Research Objectives

O7: Select and configure embedding models and chunking strategies for evaluation.

O5: Construct a fact-based QA dataset over a legal corpus.

O3: Implement a RAG pipeline with controlled experimental conditions.

O4: Evaluate retrieval performance using Recall@k, MRR, and nDCG@k.

Oj5: Perform statistical analysis using a two-way ANOVA to assess main and interaction effects.

Og: Perform Tukey HSD post-hoc comparison to identify statistically significant chunking-
embedding pairs.

O7: Analyze and visualize the impact of embedding models and chunking strategies.
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3.6 Work Distribution and Responsibilities

Author Responsibilities

Isak Chunking strategy design and implementation (sentence, token, recursive);
research question 1; hypotheses H1-H2; implementation of chunking module
in the RAG pipeline; discussion and conclusion.

Yuting Corpus preprocessing and dataset generation; evaluation framework design and
implementation; research question 2; hypothesis H3; RAG pipeline implemen-
tation (excluding chunking); introduction; problem statement; methodology;
implementation and discussion (H3).

Both Background; results analysis; general discussion of analysis of results; RAG
pipeline design and integration; mutual feedback, review, and refinement of all
sections.

Table 3.1: Summary of work contributions.

The work was jointly developed by both authors, with clearly defined responsibilities across
system development, experimentation, and writing. Both authors continuously reviewed each
other’s work and provided feedback to ensure coherence and consistency across all sections.

Isak was responsible for the design and implementation of chunking strategies within the
RAG pipeline and for hypotheses H1-H2. This also included the implementation of the chunking
module and contributions to the discussion and conclusion.

Yuting was responsible for data preparation, including corpus preprocessing and dataset
generation, as well as the evaluation framework. She wrote the introduction, problem statement,
implementation, and methodology chapters, contributed to the discussion (H3), implemented
the non-chunking components of the RAG pipeline, and was responsible for hypothesis H3 and
its analysis in the discussion chapter.

Both authors contributed jointly to the background, results analysis and general discussion
of the analysis of results, as well as the overall design and integration of the RAG pipeline. All
sections were mutually reviewed and refined through iterative feedback to ensure clarity and
consistency.
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4 | Methodology

This chapter outlines the research method used to address the research questions presented in
Chapter 3 and justifies the chosen experimental approach. A controlled factorial experiment is
employed to systematically evaluate retrieval performance in a Naive RAG pipeline. The design
enables consistent comparison of different system configurations and supports analysis of both
main effects and interaction effects between embedding models and chunking strategies.

This quantitative approach is appropriate for assessing differences in retrieval performance
using standard Information Retrieval (IR) metrics under controlled conditions.

4.1 Research Method and Approach

The study adopts a controlled factorial experimental design to evaluate the effects of different
system components in a Naive RAG pipeline. Factorial designs are well established for system-
atically examining the influence of multiple independent variables and their interaction (Collins
et al., 2014), while experimental guidelines from software engineering research ensure rigor in
design and execution (Wohlin et al., 2012).

The evaluation is conducted using a benchmark derived from GDPR articles, consisting of 159
single-hop fact-based queries. Each query is executed across six system configurations, formed by
combining two embedding models with three chunking strategies. This enables systematic and
reproducible comparison of retrieval performance under controlled conditions. All experiments
are conducted using the same corpus, query set, and evaluation procedure to ensure that observed
differences are attributable to system configurations rather than external variation.

The experiment focuses on retrieval effectiveness within a standard Naive RAG pipeline,
where vector similarity search is used to retrieve relevant document chunks from an indexed cor-
pus. In this setting, embedding models define the semantic representation space, while chunking
strategies determine how the source documents are segmented prior to indexing. These compo-
nents influence retrieval performance through distinct but interacting mechanisms.

Retrieval is evaluated at the chunk level, where each chunk is treated as an individual re-
trievable unit. Ground-truth relevance is defined using document metadata, specifically article
and paragraph identifiers, which identify relevant chunks for each query. This allows consistent
comparison across chunking strategies by assessing whether relevant chunks are retrieved and
how they are ranked. Performance is measured using standard information retrieval metrics,
including Recall@k, Mean Reciprocal Rank (MRR) and nDCG@k.

To improve robustness, each experimental configuration is repeated five times and the mean
performance across runs is used for analysis. A preliminary analysis indicated that performance
variation between runs was minimal, suggesting that more repetitions would not change the
results much. Five runs were therefore considered sufficient to stabilise estimates while balancing
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computational cost. This reduces the impact of stochastic variation in retrieval and ensures more
stable comparisons between configurations.

A two-way repeated-measures ANOVA is used to analyze the effects of embedding models and
chunking strategies on retrieval performance. This method enables the evaluation of both main
effects and interaction effects, based on aggregated results from the repeated runs. Tukey’s Hon-
est Significant Difference (HSD) test is then applied to perform pairwise post-hoc comparisons
and identify specific groups and pairs with statistically significant differences.

4.2 Alternative Methods

Alternative methodological approaches were considered. However, qualitative methods were
deemed unsuitable for the controlled quantitative evaluation required in this study. A factorial
experimental design was therefore adopted, as it enables systematic comparison of configurations
and objective assessment of retrieval performance.

4.2.1 Interviews

Interviews are a qualitative empirical method used to collect in-depth insights from domain
experts (Wohlin et al., 2012). In the context of this study, interviews could be used to assess re-
trieval outputs through expert judgement of relevance and correctness. In this case, a qualitative
interview-based approach could be used to evaluate system outputs through expert assessment.
In this setup, domain experts would review retrieved results and provide feedback on relevance,
correctness, and usefulness in relation to the given queries. This method is particularly useful
for capturing nuanced interpretations of system output and understanding how results are per-
ceived in real-world contexts. However, interview-based evaluation is inherently subjective and
may vary significantly between evaluators, limiting consistency. Additionally, it does not allow
for systematic manipulation of system parameters or reproducible measurement of performance
across configurations, making it unsuitable for comparative evaluation of embedding models and
chunking strategies.

4.2.2 Case Study

A case study is an empirical method that enables in-depth investigation of a system within a
real-world context (Wohlin et al., 2012). In this case, a case study approach could be used to
evaluate the RAG system within a single, well-defined application context, such as querying
GDPR-related documents. This method would focus on understanding how the system per-
forms in a realistic scenario, providing detailed insights into retrieval behavior, system outputs,
and failure cases within that specific setting. Case studies are particularly useful for exploring
complex systems in depth and capturing contextual factors that influence performance in prac-
tice. However, this approach limits the ability to systematically vary system components such as
embedding models and chunking strategies, and does not support controlled comparison across
configurations. As a result, findings would be highly context-dependent and less suitable for
generalizable or comparative performance evaluation.
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5 | Implementation

This chapter presents the implementation and execution of the experimental pipeline. It begins
by outlining the overall workflow, including corpus preprocessing, rule-based dataset generation,
and the transformation of structured queries into natural language. It also describes the selection
of the GDPR corpus as the primary dataset for the experiments.

The chapter then details the configuration and selection of chunking and embedding methods
and their integration into a Naive Retrieval-Augmented Generation (RAG) pipeline.

Additionally, it introduces the evaluation framework and the construction of the ground
truth dataset used for retrieval assessment. It also describes the experimental setups and the
evaluation of retrieval performance using standard information retrieval metrics. In addition, the
experimental environment and design decisions are outlined. The full implementation is available
on GitHub (see Appendix A.2).

5.1 Domain/Corpus Selection

The General Data Protection Regulation (GDPR) corpus is selected as the primary dataset in
this study due to its hierarchical structure and formally defined sections. This structure intro-
duces clear but non-trivial segmentation boundaries, making it particularly suitable for evalu-
ating chunking strategies. In addition, the dense and domain-specific nature of legal language
poses challenges for semantic retrieval, as relevant information is often distributed across longer
passages rather than isolated keywords.

The GDPR corpus represents a realistic and practically relevant setting for information re-
trieval systems, particularly in the legal domain, where precise and context-aware retrieval is
essential. It therefore serves as a meaningful benchmark for evaluating RAG systems in scenar-
ios that reflect real-world legal information needs. Moreover, the GDPR is publicly available
and openly accessible, which supports transparency, reproducibility and ease of validation of the
experimental setup.

In this study, the corpus is used as the dataset for evaluating retrieval performance in a
RAG setting. Its structure enables controlled experimentation with different chunking strategies
and embedding models, particularly in assessing how effectively semantic retrieval methods cap-
ture fine-grained legal context and retrieve relevant information at paragraph-level granularity,
including finer sub-structural elements within legal articles.

5.2 Dataset Preparation

This section describes the construction of the dataset used in the experiments. It begins with
preprocessing GDPR documents into a structured hierarchical format, followed by rule-based
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generation of deterministic question—answer pairs to ensure full coverage of selected articles. A
controlled query rewriting step is then applied using a LLM, converting structured questions into
compact natural language queries.

The resulting dataset is designed as a single-hop, fact-based retrieval benchmark, enabling
controlled evaluation of embedding models and chunking strategies while minimizing confounding
factors. In total, the dataset comprises 159 question—answer pairs, covering all paragraphs (159)
across b5 carefully selected articles out of the 99 available.

5.2.1 Corpus Preprocessing

The GDPR corpus was constructed by extracting official GDPR, documents from PDF format
and transforming them into a structured dataset suitable for retrieval-augmented generation
experiments. Due to formatting noise and inconsistent structural markers in the raw PDFs,
a preprocessing pipeline was designed to produce a clean, hierarchically organized representa-
tion. The pipeline consists of two main stages: (1) PDF extraction and text cleaning, and (2)
hierarchical parsing using rule-based segmentation.

In the first stage, all GDPR articles were extracted from the source PDFs and cleaned to
remove artifacts introduced during parsing, such as broken line structures, formatting inconsis-
tencies, and irrelevant symbols. This ensured that the text was suitable for reliable downstream
processing.

In the second stage, the cleaned documents were parsed into a hierarchical structure consisting
of chapters, sections, articles, and finer-grained components such as paragraphs and subpoints.
Each article was further decomposed into its internal logical units to support fine-grained re-
trieval.

However, due to the complexity and variability of the legal structure, only a subset of the
GDPR articles was included in the final dataset. Specifically, 55 out of 99 articles were selected.
To simplify the preprocessing and mitigate structural confounding variables, the selection was
restricted to articles exhibiting broadly similar structural patterns. This ensured greater consis-
tency across the corpus and reduced parsing ambiguities that could negatively affect downstream
retrieval performance.

Articles were excluded if they contained irregular structures that could not be reliably seg-
mented, such as inline references (e.g., “Article X.” within sentence flow) or deeply nested and
unsupported subpoint hierarchies. These exclusions were necessary to maintain a consistent and
machine-readable hierarchical format across the dataset.

The final set of included articles was manually defined to ensure full control over structural
quality and parsing reliability:
TARGET_ARTICLES = {"17,73”, 75", 77", 710", 7117, ”15”, 716", 18", "19”, 7247, 725", 726", " 27",
7297, 7317, 7327, 7337, 7387, 7397, 7447, 7467, 748", "50”, 7527, 53, 547, 7597, 7617, 763", 766",
7687, 7727, 787, PT57, 7767, 7797, 7807, "817, "82”, "84”, V857, "86”, "877, "88”, 7897, 7917, 792",
7937, 7947, 7957, 796", 7977, 798", 799" }

Finally, a manual post-processing step was performed to eliminate any remaining inconsis-

tencies, ensuring that all retained articles followed a uniform hierarchical format suitable for
downstream retrieval tasks.

5.2.2 Rule-based Dataset Generation

A rule-based approach was used to construct a structured question-answer dataset from the pre-
processed GDPR, corpus. The resulting dataset consists of 159 fact-based lookup queries. The
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objective of this step was to systematically transform each selected article and its internal para-
graph structure into deterministic QA pairs, ensuring full coverage of the legal content without
introducing model-based variability. The generation process operates on the hierarchical repre-
sentation of the corpus, where each article is decomposed into paragraphs and, when applicable,
further into structured subpoints.

For each paragraph, a corresponding question-answer pair is generated using a predefined set
of rules. For simple textual paragraphs, a direct question is generated that asks what the specific
paragraph of a given article regulates. The answer is extracted directly from the paragraph
content, ensuring faithful preservation of the original legal meaning. For paragraphs contain-
ing structured subpoints, a more structured question is generated. In this case, the answer is
decomposed into an introductory statement and a list of conditions derived from the subpoints.

This design enables the dataset to preserve conditional legal structures explicitly, rather than
flattening them into unstructured text. In addition, the dataset is intentionally constrained to
single-hop, fact-based information retrieval tasks, where each query can be answered directly from
a single paragraph without requiring multi-step reasoning or cross-article inference. This con-
straint isolates the effects of chunking strategies and embedding models in the retrieval pipeline,
ensuring that performance differences primarily reflect retrieval quality rather than reasoning
complexity.

To ensure dataset completeness, the generation process enforces full coverage of all selected
articles. Each paragraph contributes at least one QA pair, resulting in a deterministic dataset
that is structurally aligned with the hierarchical corpus and exhaustively represents the included
legal provisions. See example of the rule-based queries in Table 5.1.

QID  Article Query

What does Article 1, paragraph pl regulate?
What does Article 1, paragraph p2 regulate?
What does Article 1, paragraph p3 regulate?
What does Article 3, paragraph pl regulate?
What conditions are defined in Article 3, paragraph p2?

T W N =
W W= ==

Table 5.1: Example query set of rule-based queries.

5.2.3 Queries Into Natural Language Conversion

To improve retrieval performance and address limitations observed in embedding-based similarity
matching, a query rewriting step was introduced to transform rule-based questions into simpli-
fied natural language queries. Initial experiments showed that highly structured and verbose
queries negatively affected embedding similarity, as the retrieval model struggled to consistently
align complex, multi-component queries with relevant passages. This behavior was attributed
to semantic dispersion in the embedding space caused by overly detailed and syntactically rigid
query formulations.

To mitigate this limitation, a LLM (GPT-40-mini) was used to rewrite all rule-based questions
into compact natural language queries. The objective was to improve semantic alignment by
reducing structural complexity and emphasizing core meaning components.

The rewriting process was implemented using manually designed prompts, where task instruc-
tions and output constraints were specified based on human-defined rules. As described in prior
work, manual prompting is commonly used to guide large language models toward desired be-
haviors in downstream tasks, including both zero-shot and few-shot settings (Wang et al., 2026).
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In this study, the prompt follows a structured instruction-based design operating over multi-
field inputs (question, paragraph, and subpoints), enforcing deterministic transformation rules
rather than example-based learning and incorporating strict constraints to ensure consistency
and prevent information distortion.

Specifically, the model was instructed to extract only one to two key concepts from each
paragraph and its associated subpoints when constructing the final query. This constraint en-
forces semantic compression, producing concise and focused queries that retain the most relevant
retrieval signals. The full prompt template is provided in Appendix A.1.

This design introduces a trade-off. While reducing query complexity improves embedding
alignment, it may also bias the evaluation by increasing similarity scores due to overly simplified
representations. Excessive compression can artificially narrow the semantic space, potentially
inflating retrieval performance. To balance this effect, the one-to-two concept constraint was
chosen to preserve essential meaning while avoiding excessive abstraction.

The rewritten queries remain fully self-contained and preserve the original meaning of the
rule-based questions, while removing structural artifacts such as identifiers or conversational
elements. The resulting dataset consists of compact, semantically dense queries designed to
improve retrieval robustness under controlled levels of abstraction. See example of the rewritten
queries in Table 5.2.

QID  Article Query

1 1 What does Article 1 regulate regarding the protection of natural per-
sons and the free movement of personal data?

2 1 What does Article 1 regulate regarding fundamental rights and personal
data protection?

3 1 What does Article 1 state about the free movement of personal data
and the protection of natural persons?

4 3 What does Article 3 regulate regarding the processing of personal data
by a controller or processor in the Union?

5 3 What conditions are defined in Article 3 regarding the processing of

personal data, the offering of goods or services, and the monitoring of
behaviour within the Union?

Table 5.2: Example query set of rewritten queries.

5.3 Selection and Configuration of Embedding Models and
Chunking Strategies

This section describes the selection and configuration of embedding models and chunking strate-
gies used in the experimental pipeline. The system design follows maintainability principles
defined in ISO/TEC 25010 (Section 2.7), particularly modularity, analyzability, reusability, mod-
ifiability and testability, to support a controlled and reproducible experimental setup in which
components can be independently configured and evaluated.

Retrieval effectiveness is examined in relation to maintainability, with a particular focus
on analyzability and testability. These characteristics enable systematic evaluation, comparison,
and refinement of system components, while ISO/TEC 25010 provides a structured framework for
assessing how design decisions affect both retrieval performance and long-term maintainability.

To support this analysis, the system adopts a modular architecture that allows components
to be modified or replaced without affecting the overall pipeline. The number of configurations is
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intentionally limited to reduce complexity, improve analyzability, and minimize confounding vari-
ables, ensuring that observed performance differences can be attributed to the embedding models
and chunking strategies under investigation. This design facilitates controlled experimentation,
reproducibility, and systematic assessment of the relationship between retrieval effectiveness and
maintainability (International Organization for Standardization, 2011; ISO 25000, n.d.).

5.3.1 Embedding Models

Embedding models are selected based on their modularity, ease of integration and replaceability.
API-based models are used to decouple the embedding process from local hardware constraints,
ensuring consistent execution across environments and improving reproducibility.

Two models are included: text-embedding-3-small and text-embedding-3-large. Both
belong to the same model family, enabling controlled comparison while limiting variability in
architecture and tokenization. They represent a trade-off between computational efficiency and
representational capacity, allowing analysis of how model scale affects retrieval performance.

To support interchangeability, a lightweight abstraction layer provides a unified interface
for embedding generation. This abstraction layer ensures that models can be swapped without
modifying downstream components, maintaining low coupling within the pipeline.

5.3.2 Chunking Strategies

Chunking strategies are designed as modular preprocessing components that operate on a
configuration-driven architecture. This design supports testability and enables consistent
evaluation under identical experimental conditions.

Three strategies are implemented: recursive, token-based, and sentence-based chunking.
These approaches represent different segmentation principles, ranging from structure-aware split-
ting to fixed-size and linguistically motivated methods. This setup enables systematic analysis
of how segmentation granularity affects retrieval performance.

All implementations are based on the Chonkie Python library to ensure consistency and
reduce implementation-dependent variation (Chonkie, n.d.). Each strategy is defined via a con-
figuration object specifying the method and parameters. A uniform chunk size of 256 tokens
and an overlap of 32 tokens (where applicable) are applied across all configurations to ensure
comparability.

The preprocessing pipeline converts the hierarchical GDPR corpus into a flat document struc-
ture, where each paragraph and subpoint is treated as an individual unit with associated meta-
data. This design ensures traceability between retrieved chunks and their original context while
enabling fine-grained control over document segmentation.

5.3.3 Preprocessing Design and Experimental Control

To support reproducibility and experimental control, chunking is performed as a deterministic
offline preprocessing step, with outputs precomputed and stored. Each chunking strategy is
mapped to a predefined dataset, which is loaded directly into the retrieval pipeline.

This design ensures that embedding and chunking components remain modular, indepen-
dently configurable, and systematically testable. It enables a controlled factorial experimental
setup in which both factors can be varied in isolation, allowing clear analysis of their individual
and interaction effects on retrieval performance.
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5.4 Naive RAG Retrieval Pipeline Design and Integration

A Naive RAG-based pipeline is adopted in a retrieval-only configuration to isolate the effects
of embedding models and chunking strategies. By excluding additional retrieval optimizations
or architectural enhancements, performance differences can be attributed more directly to the
experimental variables rather than system complexity.

The pipeline design is inspired by existing open-source implementations of Naive RAG sys-
tems using Llamalndex, particularly the reference implementation provided by Diamant (n.d.).
It follows the same core architectural principles, consisting of chunking, embedding, indexing,
and retrieval components, while being adapted to support controlled experimental evaluation
rather than general-purpose retrieval.

The pipeline is designed as a modular system consisting of four main components: chunking,
embedding, indexing, and retrieval. This separation of concerns allows each component to be
configured and evaluated independently while maintaining a consistent overall architecture.

For implementation, predefined vector store abstractions provided by Llamalndex (Llamaln-
dex, n.d.) are used to handle embedding storage and retrieval. This design choice reduces
dependency on specific vector database implementations and minimizes potential confounding
factors introduced by alternative indexing systems. As a result, the experimental focus remains
on embedding and chunking configurations rather than infrastructure-level optimization.

Indexing is performed dynamically during each experimental run to ensure consistency with
the selected configuration. The detailed indexing procedure and experimental setup are described
in Section 5.6.

Together, these components form a controlled experimental framework that enables
systematic evaluation of (1) embedding model selection, (2) chunking strategy choice, and
(3) their main and interaction effects. This structure ensures reproducibility, comparability
across configurations, and support for controlled experimentation within a consistent pipeline
architecture.

See illustration of the Naive RAG retrieval pipeline in Figure 5.1.
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Figure 5.1: Naive RAG Retrieval Pipeline Overview

5.5 Retrieval Evaluation Framework

The evaluation framework in this study assesses the effectiveness of the RAG retrieval component
in a controlled and reproducible manner. It consists of three stages: (1) construction of ground
truth relevance sets, (2) generation of ranked retrieval outputs, and (3) computation of ranking-
based evaluation metrics.

5.5.1 Ground Truth Construction

Ground truth relevance data is derived from predefined evidence annotations in the dataset. Each
annotation specifies an article_number and paragraph_id that identify the relevant document
segment(s) for a given query. Relevant documents are extracted by matching these identifiers
against document metadata, resulting in a binary relevance set for each query. This ensures that
evaluation is based on deterministic references rather than manually assigned or heuristic labels.
Table 5.3 presents an example of the ground truth for GDPR Article 3, whereas the complete
raw JSON representation of this article is provided in Appendix A.2.
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Field Content

QID 5

Question What conditions are defined in Article 3 regarding the processing of
personal data, the offering of goods or services, and the monitoring of
behaviour within the Union?

Answer This Regulation applies to the processing of personal data of data sub-
jects who are in the Union by a controller or processor not established in
the Union, where the processing activities are related to: (a) the offering
of goods or services, irrespective of whether a payment of the data sub-
ject is required, to such data subjects in the Union; or (b) the monitoring
of their behaviour as far as their behaviour takes place within the Union.

Evidence Article 3, Paragraph 2 (subpoints a and b)

Table 5.3: Example ground truth question-answer pair (GDPR Article 3)

5.5.2 Retrieval Output Generation

Retrieval is performed using a vector-based similarity search over the indexed document chunks.
For each query, the system returns the top-k most similar chunks based on the embedding space,
where k is a configurable parameter.

To ensure reproducibility, retrieved results are sorted using a stable ordering strategy that
prioritizes similarity scores and uses chunk identifiers as a tie-breaker. This guarantees consistent
ranking across runs, even when similarity scores are identical.

5.5.3 Evaluation Protocol and Metrics

Retrieved results and ground truth sets are converted into a standard information retrieval
evaluation format consisting of query relevance judgments (qrels) and system-generated rankings
(runs). Qrels define the ground truth relevant documents, while runs represent the ordered
retrieval output for each query. This structure enables direct comparison between ideal and
system-generated rankings in a model-agnostic manner.

Evaluation is performed at cutoff rank k = 5 using standard information retrieval metrics.
Recall@5 measures the proportion of relevant documents retrieved within the top five results.
Mean Reciprocal Rank (MRR) captures how early the first relevant document appears in the
ranking. Normalized Discounted Cumulative Gain (nDCG@5) further evaluates ranking quality
by assigning higher importance to relevant documents appearing earlier in the list.

These metrics are computed using the rank-eval library (rank-eval, 2021), which provides
standardized implementations of common information retrieval evaluation measures, ensuring
consistency and reproducibility across experiments.

All metrics are computed using a dedicated evaluation function that processes qrels and run
data, producing structured performance scores for comparison across experimental configura-
tions.

5.6 Experimental Procedure

The experimental procedure is built on a modular RAG pipeline consisting of components for
chunking, embedding, indexing, retrieval, ground truth construction, and evaluation. These
components are orchestrated through a unified experimental runner that systematically executes
and evaluates different pipeline configurations.
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For each experimental configuration, defined by a specific combination of chunking strategy
and embedding model, the pipeline performs document indexing, query processing, retrieval of
top-k results, and evaluation against ground truth relevance sets. The chunking step is pre-
computed and stored in a structured JSON format, and is reused across experiments to ensure
consistency and efficiency.

For each run, the selected embedding model is used to convert the precomputed chunks into
vector representations. These embeddings are then stored in a Llamalndex vector store, which
serves as the retrieval index. As a result, the index is rebuilt for each full experimental run to
reflect the selected embedding configuration, while keeping the underlying chunk structure fixed.
This design prevents cross-contamination between configurations and ensures that differences in
performance are attributable to embedding models rather than preprocessing variability.

During retrieval, Llamalndex performs query embedding internally using the same embedding
model configured for the index. The query vector is then compared against stored chunk embed-
dings using cosine similarity to retrieve the top-k most similar chunks. The retrieved results are
evaluated against the corresponding ground truth annotations.

All indexing and retrieval steps are fully automated within the experimental workflow to
ensure reproducibility and consistency across configurations.

To improve robustness, each experiment is repeated five times to account for variability in
the system. The pipeline is executed independently for each run under identical configurations,
and results are aggregated across runs. Final performance metrics are reported as the mean of
these repeated executions.

This repeated evaluation design improves the reliability of the results by reducing the impact
of random variation and providing more stable performance estimates. The setup supports both
isolated configuration testing (individual chunking—embedding pairs) and full factorial evaluation
across all combinations of configurations.

All results are stored at both per-query and per-run levels, enabling detailed analysis as well
as aggregated comparison across configurations.

5.7 Experimental Environment

This section describes the software and hardware environment used to conduct the experiments.
All experiments were executed in a controlled local setup to ensure consistency and reproducibil-
ity across runs.

The implementation of the experimental pipeline is based on a Python environment. The
system uses a retrieval-augmented generation framework built with Llamalndex for indexing
and vector-based retrieval. Standard Python libraries are used for data processing, evaluation,
and experiment orchestration. All software dependencies are kept fixed across runs to avoid
variability introduced by version differences.

All experiments are executed on a single local machine to ensure consistent computational
conditions. While the primary evaluation focuses on retrieval quality rather than efficiency, this
setup eliminates potential variability caused by differences in hardware performance, memory, or
system load, ensuring that observed differences are attributable to experimental configurations
rather than the execution environment.

The hardware and software specifications of the machine used for all experiments are as follows:

e Operating System: Windows 11 Home (64-bit)
e Processor: 13th Gen Intel (R) Core (TM) i5-1335U (1.30 GHz)
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e Programming Language: Python 3.13.7
e Memory (RAM): 8 GB

5.8 Experimental Design Decisions

The final experimental setup is based on a standard Naive RAG pipeline designed to isolate the
effects of embedding models and chunking strategies on retrieval performance. The system is
intentionally simplified to reduce confounding variables and ensure controlled comparisons.

¢ RAG Framework. The study uses a Naive RAG architecture with a fixed vector store
provided by Llamalndex. More complex architectures, such as GraphRAG and other ad-
vanced RAG variants, were excluded to maintain experimental controllability, to mitigate
hardware constraints and ensure that performance differences can be attributed to retrieval
components rather than architectural complexity.

e Query Formulation. All queries are standardized as fact-based questions. This removes
variation in query type and ensures that differences in retrieval performance are not influ-
enced by linguistic or reasoning complexity.

e Text Segmentation (Chunking). Three chunking strategies are evaluated. Chunking
is treated as a primary experimental variable, as it directly affects how semantic context is
represented in the retrieval process.

e Embedding Models. Two OpenAl embedding models (small and large) are used. This
allows a controlled comparison of embedding capacity while keeping the model family
consistent to avoid architectural confounding factors.

e Dataset and Ground Truth. A custom dataset based on GDPR text is used. Ground
truth annotations include both paragraph-level and sub-paragraph references to enable
fine-grained evaluation of retrieval accuracy in structured legal documents.

e Evaluation Setup. The evaluation focuses exclusively on retrieval effectiveness. The
generation component is excluded to avoid confounding effects from language model be-
haviour.

e Experimental Configuration. The final design follows a 3 (chunking strategies) x 2
(embedding models) factorial setup, allowing analysis of both main and interaction effects
under controlled conditions.

5.9 Statistical Analysis

To ensure robustness and statistical validity of the experimental results, a combination of re-
peated sampling and inferential statistical analysis is applied, together with visual analysis and
descriptive analysis. The analysis is designed to evaluate the effects of embedding models and
chunking strategies on retrieval performance, as well as their potential interaction effects.
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5.9.1 Repeated Measures Averaging

Each experimental configuration is executed five times. This involves repeating the full RAG
pipeline under identical settings, including indexing, retrieval, and evaluation. The final perfor-
mance metrics are computed as the arithmetic mean across the five runs. This averaging reduces
the influence of random variation and provides a more stable estimate of system performance.

A compact experiment performance summary table is constructed to aggregate the mean
performance of each configuration, enabling direct comparison across embedding and chunking
combinations.

5.9.2 Two-Way Repeated Measures ANOVA

To statistically assess the influence of the experimental factors, a two-way repeated measures
ANOVA is conducted. This test is chosen because the experimental design involves repeated
observations of the same queries under all combinations of embedding models and chunking
strategies, making the measurements dependent rather than independent. In addition, the facto-
rial structure of the experiment allows for the analysis of both main effects and their interaction
within a single unified model. The analysis evaluates three effects:

e Main effect of embedding model, assessing whether differences in embedding repre-
sentations significantly affect retrieval performance.

e Main effect of chunking strategy, evaluating whether different text segmentation ap-
proaches significantly influence retrieval outcomes.

e Interaction effect, examining whether the effect of one factor depends on the level of the
other.

The ANOVA is performed using the Pingouin statistical library (Pingouin, n.d.), which re-
ports F-statistics, degrees of freedom, and p-values for each effect. These outputs are interpreted
as follows:

The F-statistic represents the ratio between explained variance and unexplained variance.
Higher F-values indicate stronger evidence that group means differ, while values close to 1 suggest
weak or no systematic differences between conditions (Diez et al., 2019).

The p-value (reported with Greenhouse—Geisser correction, pgc) indicates the probability
of observing the results under the null hypothesis. Low p-values (typically p < 0.05) indicate
statistically significant effects, while high values suggest that observed differences may be due to
random variation. The correction accounts for potential violations of the sphericity assumption,
particularly relevant for factors with more than two levels, in this case, such as chunking strategies
(Liu et al., 2022).

The effect size (generalized eta-squared, 7752)) quantifies the magnitude of an effect indepen-
dently of sample size. Higher values indicate stronger practical importance of a factor, while
values close to zero indicate weak effects even if statistically significant (Norouzian and Plonsky,
2018).

Together, F-statistics, corrected p-values, and effect sizes provide complementary information
on whether effects exist, how strong they are, and whether they are practically meaningful under
repeated-measures assumptions.
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Tukey HSD post-hoc comparison

The ANOVA analysis indicates the presence of statistically significant main effects and interac-
tions, but does not specify where these differences occur. Therefore, Tukey’s Honest Significant
Difference (HSD) test is applied to perform pairwise post-hoc comparisons and identify specific
groups and pairs with statistically significant differences (Agbangba et al., 2024).
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6 | Results

In this chapter, the results of the conducted experiments are presented. This includes a sum-
mary table of mean performance across repeated measures, results from the Two-Way repeated-
measures ANOVA, results from Tukey’s HSD post-hoc test, as well as visualizations in the form
of line plots across five repeated runs and boxplots for each evaluation metric (Recall@k, MRR,
and nDCG@Xk).

The performance summary table 6.1 reports values rounded to three decimal places. The
Two-Way repeated-measures ANOVA table 6.2 is reported with three decimals except p_GG_corr
for Chunking, which is reported in scientific notation (1.26FE — 9, equivalent to 0.00000000126)
due to its extremely small value and 173 for the Chunking x Embedding interaction, which is
reported with 4 decimal places due to its small magnitude. Tukey’s HSD results are reported
with 4 decimal places.

6.1 Retrieval Performance Summary

Chunking Embedding Recall mean Recall std MRR mean MRR std nDCG mean nDCG std

Sentence  OpenAl-small 0.903 0.216 0.955 0.155 0.905 0.203
Sentence  OpenAl-large 0.932 0.173 0.963 0.134 0.922 0.157
Recursive  OpenAl-small 0.815 0.268 0.948 0.166 0.830 0.230
Recursive  OpenAl-large 0.834 0.252 0.953 0.157 0.845 0.213
Token OpenAl-small 0.818 0.260 0.956 0.158 0.835 0.221
Token OpenAl-large 0.862 0.221 0.971 0.127 0.872 0.184

Table 6.1: Mean and standard deviation of retrieval performance across chunking strategies and
embedding models.

Table 6.1 presents the mean and standard deviation for Recall@k, MRR, and nDCG@k across
different chunking strategies and embedding models. The results show that sentence-based chunk-
ing combined with the OpenAl-large embedding model achieves the best overall performance,
especially for Recall@k and nDCG@k. Token-based chunking with the larger embedding model
achieves the highest MRR score. Overall, the differences between configurations are relatively
small, indicating similar retrieval performance across methods. Heatmap and confidence interval
plots are included in Appendix A.3-A.6 for visual interpretation of the results.
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6.2 Two-way Repeated-Measures ANOVA

While multiple evaluation metrics are reported (Recall@k, MRR, and nDCGQk), statistical
analysis is primarily based on nDCGQk, as it captures both retrieval relevance and ranking
quality. Recall@k and MRR are included as complementary metrics to provide additional context
for retrieval performance across configurations.

Source F  p-GG_corr ng2
Chunking 25.646 1.26E-9  0.025
Embedding 4.193 0.042 0.003
Chunking x Embedding  3.761 0.025 0.0006

Table 6.2: Results of the two-way repeated-measures ANOVA for nDCG@k.

Table 6.2 presents the results of the two-way repeated-measures ANOVA conducted on nDCG@k
scores to evaluate the effects of chunking strategy, embedding model, and their interaction on
retrieval performance. The results show statistically significant effects for all three factors. How-
ever, the corresponding effect sizes are small, indicating that the practical differences between
configurations are limited despite statistical significance. These findings suggest that the chunk-
ing strategy has a greater influence on retrieval performance than embedding size, although the
overall impact remains modest. The results should be interpreted cautiously, as the evalua-
tion is based on a single GDPR dataset and a controlled retrieval-only setting, which may limit
generalizability to broader RAG applications.

6.3 Tukey HSD Post-Hoc Comparison

Given the ANOVA results, Tukey’s Honest Significant Difference (HSD) test was applied to
identify specific pairwise differences at the 95% confidence level (o = 0.05) using nDCG@k as
the primary evaluation metric (see Section 6.2). The full results are provided in Appendix A.1.

Group 1 Group 2 Mean Diff p-value Lower CI Upper CI
recursive + OpenAl-large  sentence + OpenAl-large 0.0771  0.0098 0.0120 0.1422
recursive + OpenAl-small sentence + OpenAl-large 0.0918  0.0009 0.0267 0.1569
recursive + OpenAl-small sentence + OpenAl-small 0.0753  0.0127 0.0102 0.1404
sentence + OpenAl-large  token + OpenAl-small -0.0864  0.0022 -0.1515 -0.0213
sentence + OpenAl-small  token + OpenAl-small -0.0698  0.0274 -0.1349 -0.0047

Table 6.3: Significant Tukey HSD post-hoc comparisons for chunking and embedding configura-
tions (nDCG@Qk)

Table 6.3 reports the statistically significant pairwise differences identified by Tukey’s HSD
post-hoc test for nDCG@k. The results show that sentence-based chunking is significantly outper-
formed by both recursive and token-based chunking in several specific embedding configurations.
In particular, recursive chunking performs significantly better than sentence-based chunking for
both embedding models in selected pairwise comparisons, while token-based chunking with the
OpenAl-small model also outperforms sentence-based configurations in several cases. Overall,
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the findings suggest that sentence-based chunking is consistently less effective in several configu-
rations, while recursive and token-based strategies demonstrate stronger performance depending
on the embedding model.

6.4 Complementary Insights

6.4.1 Line Plots

The line plots indicate that the Naive RAG system exhibits a high degree of stability and deter-
minism, with performance remaining largely consistent across the five repeated full experimental
runs. This low variability further implies that the system produces reproducible outputs under
identical experimental settings. The line plots shown in Figures 6.1, 6.2 and 6.3 suggest that
retrieval performance across all metrics remains relatively stable across the five repeated full ex-
perimental runs, with only minimal fluctuations. The score range of 0.80—-1 is used to highlight
more precise variations, as using the full 0.00-1 scale would make differences less discernible.
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Figure 6.1: Line plot for mean nDCG@k across runs for different embedding models and chunking
strategies

29



1,00 MRR Across Runs
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Figure 6.2: Line plot for mean MRR across runs for different embedding models and chunking
strategies
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1.00 RECALL@K Across Runs
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Figure 6.3: Line plot for mean Recall@k across runs for different embedding models and chunking
strategies
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6.4.2 Box Plots

The boxplots shown in Figures 6.4, 6.5 and 6.6 complement the aggregated performance summary
and statistical analysis by illustrating the distribution of results across repeated runs, providing
additional insight into variability, stability, and outliers within each experimental configuration.
While ANOVA and Tukey’s HSD capture differences in mean performance, the visualized distri-
butions further contextualize these differences by highlighting consistency and robustness across
configurations.

Most setups exhibit relatively stable performance with limited variance. However, occasional
outliers are observed, particularly for more complex or fine-grained queries. These cases indicate
that performance can vary depending on specific query—document matches, where the similarity
search may retrieve texts that are semantically related but not fully aligned with the query intent.

This behaviour may be influenced by characteristics of both the query formulation and the
structure of the corpus, although the exact causes cannot be determined from the present analysis.
The legal nature of the dataset may also contribute, as many passages are highly similar and
generically formulated, which can increase the likelihood of partial matches. Overall, while
average performance remains high, a small number of such cases affect stability and warrant
further system-level consideration.
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Figure 6.4: Boxplot for nDCG@k across chunking strategies and embedding models.
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MRR distribution across queries
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Figure 6.5: Boxplot for MRR across chunking strategies and embedding models.
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Figure 6.6: Boxplot for recall across chunking strategies and embedding models.
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7 | Discussion

7.1 Analysis of Results

This section addresses the research questions from chapter 3 in relation to the results of this study.

The line plots (Figures 6.1, 6.2 and 6.3) indicate that the Naive RAG system is relatively stable
and deterministic, showing only minimal variation in results across the five repeated runs.

RQ; : Which factor contributes more to retrieval performance in a Naive RAG pipeline applied
to GDPR text: chunking strategy or embedding model?

H1 : Embedding model choice has a/no statistically significant effect on retrieval performance.

The results that are presented in Table 6.2 from the two-way ANOVA tests show that
the choice of embedding models is statistically significant, but with a small effect size (F =
4.193, p = 0.042, 773 = 0.003). For H1, this suggests that the choice of embedding model
does have an impact, but its influence on this experiment is limited. Therefore, we can
reject H1lg that embedding has no effect. One possible explanation for the weak effect in
this experiment is that the queries and chunks may not be complex enough to differentiate
between the embedding models, where a larger model could show its strength in handling
more vague queries. Looking at Figures A.4, A.5 and A.6 of confidence interval plots in the
Appendix, the larger model consistently shows better retrieval performance over the small model.

H2 : Chunking strategy has a/no statistically significant effect on retrieval performance.

The data in Table 6.2 shows that chunking has a larger effect compared to the embedding,
but still small (F = 25.646, p = 1.26e-09, 77527 = 0.025), which confirms that the choice of chunking
strategy also have an impact. The variety of performance from the chunking strategies are also
more noticeable compared to embedding models. The results overall suggest that the chunking
strategy is the more dominant factor in this experiment. Meaning we can also reject the H2,
that the chunking strategy has no effect.

Looking further into the different chunking strategies, the sentence-based chunking achieves
the strongest overall performance on most descriptive evaluation metrics, with the exception at
MRR, where token outperforms the sentence explicitly for the larger model. A reason for the
sentence based on achieving the best overall may be because of the semantic coherence within
each chunk, as it keeps full sentences. Which could also align better with our query structures.
While the other strategies could potentially introduce more noise or split chunks in a more
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awkward way, affecting the semantic coherence.

Both embedding models follow a similar trend through the chunking and measurements,
with the larger model performs better in all cases, where the largest variation difference between
the models seen on the token based strategy at recall@k. We can conclude that chunking does
affect the retrieval performance. And from our findings, the sentence-based chunking showcases
the best result for the GDPR corpus.

RQ2 : To what extent is there an interaction effect between embedding models and chunking
strategies on retrieval performance in a Naive RAG pipeline applied to GDPR text?

H3 : There is a/no statistically significant interaction effect between embedding models and
chunking strategies on retrieval performance.

The descriptive statistics (Retrieval Performance Summary table: Table 6.1) show observed
performance differences, while inferential statistics (Two-way Repeated-Measures ANOVA: Table
6.2 and Tukey’s HSD Post-Hoc analysis: Table 6.3) determine whether these differences are
statistically reliable. Together, they provide complementary insights rather than conflicting
conclusions.

The interaction effect between embedding models and chunking strategies is statistically
significant (F = 3.761, p = 0.025), although the effect size is very small (773 = 0.0006), indicating
that the interaction is detectable but has minimal practical relevance (Table 6.2).

Tukey’s HSD post-hoc analysis (Table 6.3) indicates that recursive and token-based chunk-
ing strategies significantly outperform sentence-based chunking in several pairwise comparisons.
However, these differences primarily reflect strong main effects of chunking strategy rather than
a pronounced chunking-embedding interaction.

Descriptive trends (Table 6.1) suggest that the impact of embedding size is slightly larger
for token-based chunking (0.835 — 0.872) compared to sentence (0.905 — 0.922) and recursive
chunking (0.830 — 0.845), although the differences are modest. If no interaction were present,
improvements from larger embeddings would be expected to be more uniform across chunking
strategies.

Across metrics, no single configuration dominates all evaluation dimensions. Sentence-based
chunking achieves the highest Recall@k (0.932) and nDCG@k (0.922), while token-based chunk-
ing yields the highest MRR (0.971), indicating a trade-off between ranking quality and early
precision. The trade-off means some chunking methods are better at finding the single best
answer quickly, while others are better at producing a more complete and well-ranked set of
relevant results. Token-based chunking improves early precision (MRR) because it creates more
precise retrieval units, but sentence-based chunking improves overall ranking stability and cov-
erage (Table 6.1).

Boxplots (Figures 6.4, 6.5, 6.6) further show occasional failure cases, suggesting potential
limitations that may warrant further system-level considerations.

While the two-way repeated-measures ANOVA identified a statistically significant interaction
effect between embedding models and chunking strategies, the Tukey’s HSD post-hoc analysis
provides a more nuanced interpretation. The significant pairwise differences identified by Tukey’s
test are primarily associated with differences between chunking strategies rather than with vari-
ations in the embedding—chunking interaction itself. Thus, although the ANOVA suggests the
presence of an interaction, the post-hoc results do not provide strong evidence that this inter-
action is practically meaningful. In this regard, the post-hoc analysis weakens support for the
practical relevance of the interaction effect and indicates that the ANOVA findings should be
interpreted with caution.
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Although the two-way repeated-measures ANOVA detected a statistically significant interac-
tion effect, Tukey’s HSD results mainly highlight differences between chunking strategies rather
than the embedding—chunking interaction itself. This suggests that the interaction effect has
limited practical relevance and should be interpreted with caution.

Overall, the chunking strategy is the primary factor influencing retrieval performance, while
embedding size has a secondary effect. Although ANOVA found a statistically significant inter-
action, its effect size is negligible, and Tukey’s HSD post-hoc results provide limited support for
its practical importance. Therefore, H3 is rejected statistically, but the interaction effect should
be interpreted with caution due to its limited practical significance.

The results suggest that the chunking strategy is the primary driver of performance in a
Naive RAG pipeline because it determines how information is segmented and represented prior
to retrieval. Effective chunking preserves coherent semantic units and ensures that relevant
information remains retrievable, whereas suboptimal chunking can fragment context or introduce
noise. Consequently, retrieval quality is strongly influenced by the structure of the indexed
chunks. While larger embedding models generally improve semantic matching, their impact
appears secondary, as they can only operate on the information made available through the
chunking process. This finding indicates that optimizing document segmentation may yield
greater performance gains than increasing embedding model size in Naive RAG systems.

In relation to previous studies, the findings of this study are broadly consistent with those
findings of Stébler et al. (2025), who identified sentence-based chunking as the highest-performing
chunking strategy. However, the results differ with respect to embedding model size: whereas
their study found that the smaller embedding model outperformed the larger one, this study
observed the opposite trend. Nevertheless, the performance difference between the two models
was minimal, with only a small and consistent advantage for the larger embedding model.

The results also align with those of Amaral Cejas et al. (2025), who found that larger em-
bedding models consistently achieved superior performance. However, unlike their study, which
evaluated 12 embedding models across two datasets and showed that embedding effectiveness
depends on both the dataset and use case, this study is limited to a single GDPR-focused dataset.
Therefore, it is unclear whether the observed advantage of the larger embedding model can be
generalized beyond this specific context.

The findings are also consistent with those of Sakar and Emekci (2024), who emphasized
the critical role of embedding models in Retrieval-Augmented Generation (RAG). Although this
study only compares two embedding models, OpenAl’s large and small embedding models, the
results further demonstrate the importance of embedding model selection for RAG performance.
Additionally, embedding models trained for more complex tasks, such as capturing semantic
relationships across numerical data, mathematical expressions and multilingual text, can signif-
icantly affect the effectiveness and efficiency of RAG systems. Similarly, Kukreja et al. (2024)
highlighted the importance of embedding models and noted that their performance may vary
with dataset or corpus characteristics, underscoring the need to evaluate them in the context of
their intended application.

7.2 Limitations

This study experiment was conducted by using only two models from OpenAl. Due to hardware
constraints, we were not able to evaluate a wider variety of open-source embedding models of
similar sizes. The results might not reflect the performance regarding a wider variety of models
from different architectures. Further limitations in this study are that the evaluation is based
on a single corpus, with a fixed configuration of chunk sizes and overlap across all chunking
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strategies. So we cannot generalize these findings for which strategy is the best across other
document structures and domains. For this, we would need to have several corpora within
different domains and hierarchies, as well as more chunking configurations and a larger variance
of question structure. As with a single legal corpus as a dataset, the result of the evaluation could
vary regarding other documents within the legal domain with a different document structure
and areas, as well as across other domains where different semantic characteristics are present.
Additionally, the queries were synthetically generated and might not fully reflect real-world
scenarios when asking for GDPR information

7.3 Threats to Validity

Construct Validity Threats

Construct validity is about the degree to which the instruments, metrics and scales measure
the cause-and-effect relation of the theory and observation. To be sure that the treatment
reflects the cause, and that the outcome reflects the construct and is visible in the data (Wohlin
et al., 2012). To mitigate mono-method bias. We use three different measurement tools for the
retrieval quality (Recall@k, MRR and nDCG@k). Considering mono-operation bias, there are
two independent variables in this study of multiple variance: three chunking strategies and two
embedding models. As for the research method and the experiment, the result might not fully
capture the interaction effect of the independent variables due to inaccurate representation and
manipulation of the constructs (tables and plots).

Internal Validity Threats

Internal validity concerns that if there were an observation between the treatment and outcome,
to be sure that there is a causal relationship and not the result of factors we have no control over
or haven not measured (Wohlin et al., 2012)

While our study settings are isolated from many factors that could interfere with the results,
by incorporating the same pipeline for all chunking, indexing, retrieval and measurements - as
well as iterating the experiment 5 times for a mean value, there are still some validity threats to
this study. In this case, fixed chunking and overlap parameters used across all chunking strategies
could be one threat, as the parameters might interact differently with each method, meaning that
some of the strategies could benefit more from parameters used in this study, while others could
potentially have optimal settings absent in this study.

Additionally, the chunking strategy is that we used an open-source library from Chonkie, the
strategies might differ in performance depending on from which library they are implemented
from.

The selection of articles and pre-processing of making the GDPR. corpus a more structured
form for ingestion is also a validity threat, as there are different methods and processes to
construct these, where the preservation of parsing and semantics could have an important role
in the study setting. Such differences can influence subsequent stages, including vector indexing
and retrieval effectiveness, eventually affecting the outcomes of the study.

The generation of queries is a third threat, as they were synthetically produced and might
not capture the full dimension of query types. In addition, queries are a variable not measured
in this study, but could affect the retrieval performance. Different wording and semantics would
affect how the embedding models would interpret the query to search for the relevant documents
in the vector space.
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External Validity Threats

The external validity concerns how well the results can be generalized outside of the study.

In this study, two embedding models are used by OpenAl and their API. As they are not
open-source, there are risks for the availability or replacement by new models in the future, so
these findings might only be relevant when this study is conducted. As the dataset is small and
uses only a single corpus with a specific structure and domain, there are risks of resulting bias that
only reflects the setup from this study, and is not applicable to other domains and configurations.
For chunking performance, the results might only be generalizable for structures similliar to the
GDPR document hierarchy, with paragraphs and subpoints on similar size. Meaning other legal
documents with different structures could benefit from different chunking strategies for better
performance.

The queries were constructed by an LLM and might not reflect real world use of retrieving
context. As of the limited amount of embedding models and chunking strategies, our findings
may not generalize to other combinations of models and chunking approaches.

Conclusion Validity Threats

To make sure there is a statistical significance between the treatment and outcome without
irrelevancies and misinterpretation in this study. Where the limited size and variety of the
queries and domain dataset could affect the validity of the conclusion. To mitigate this and
stochastic inference, multiple runs for each set of queries, model and chunking combination has
been done to make sure the system is deterministic. Additionally, an implementation of an
ANOVA test has been included to analyze the variance of the conditions, main and interaction
effects between the embedding models and chunking strategies. The ANOVA test is followed by
a Tukey’s HSD analysis to find significant differences of specific configuration pairs.

7.4 Research Ethics

As the GDPR document is publicly available. No sensitive information has been collected, stored
or shared. This study does not involve any human participants or personal data.

While all the methods, data and figures are from our own experiment, we can not ensure the
absence of errors. The information and claims in this thesis are either from our own work or
referenced to the original source. Ensuring transparency, integrity and reproducibility.

7.5 Sustainability

7.5.1 Ecological Aspects

By contributing insight into retrieval strategies, optimizing these parts can lead to less energy
consumption by retrieving correct data from the start, lowering the overall system computation
of a system that uses embedding and chunking as modules, such as in a RAG system. Optimized
RAG could lead to a more sustainable direction, especially for a larger scale system, where large
amounts of computational resources and retrievals are done. Even a small amount of efficiency
could possibly lead to a more ecological benificial solution in the long run.
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7.5.2 Economical Aspects

Improved retrieval implementation could lead to lower computational usage in both embedding
models and LLM from an end-to-end perspective in systems such as RAG.

Providing a better economic solution with a more efficient use. If some chunking strategies
are not relevant, by excluding these, there are opportunities to save implementation time and
resources, such as computational time and storage space. With relevant documents retrieved in
RAG models, smaller LLMs with lower token cost could be sufficient for reliable responses.

7.5.3 Social Aspects

Retrieving more accurate documents could lead to a higher trust from the user perspective and
confidence from the provider for the systems. Making a system such as RAG a more reliable tool
across several domains, not least in legal cases such as the GDPR to retrieve relevant information.

Related work is also mentioned on RAG-solutions within the medicine domain, where correct
end-to-end processes are more critical for patient security Kulshreshtha et al. (2025). RAG can
also enable for small-scale local expert system where privacy and integrity of the documents are
a priority, where the dependence of larger size of general LLMs is an issue.

7.6 Future Research

There are several ways to extend and complement this study’s research, addressing some lim-
itations and threats to validity. Regarding the embedding models. Our results show a small
effect size from the model selection. It would be interesting for a future study to extend this
by investigating how to increase the effect size from model selection and to further evaluate
embedding models. This study was constrained by hardware limitations, it would contribute to
study a wider variety of model and sizes from different families to investigate the impact of the
choice of models and their effect size on retrieval quality towards a larger sample within the legal
domain and specific use cases, to make the findings more generalizable. Similarly to Kukreja
et al. (2024), where they did their study with models from different families. The source of
open-source models could also facilitate easier replication for future studies.

Regarding chunking strategies, it would be interesting to investigate how different parameters
used for the chunking configurations could affect and to evaluate if the effect size differs more
depending on parameters or strategy, as well as how well optimizing chunking can improve the
retrieval quality, mitigating some of the internal threats to validity and generalizability.

Incorporating a larger corpus sample, as right now, this study is only looking into one corpus
from the legal field with the GDPR, which is a small dataset. A future study could investigate a
larger sample of different datasets similar to Amaral Cejas et al. (2025) and Sakar and Emekci
(2024) within and beyond the legal domain to see the effect size from chunking and embedding,
as well as how the retrieval quality is across a broad range of corpora. Addressing some of the
external threats.

As mentioned in the background, the Naive RAG pipeline is the most simple form of a RAG
model. Since then, there have been several RAG techniques developed that facilitate strengths
from additional components for specific use cases. One of these RAG model architectures is using
graphs instead of vector storage, known as GraphRAG. These models extend some limitations
of simple RAG with the capabilities of nodes and edge structures. GraphRAG models have been
shown to provide better retrieval effectiveness from queries where identifying complex relations
between entities is needed. Barry et al. (2025) looks into this in the finance domain. It would
be interesting to see a similar study setting to what we are doing, but with a GraphRAG. As
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well as compare it with the Naive RAG to see how the retrieval quality compares between these
models.

The study did not investigate looking into how queries could affect the retrieval process, and
believe this is worth investigating, as optimizing queries could possibly have a significant effect
on the retrieval effectivenes and the quality of the final output from a full pipeline process. One
limitation early LLMs had was the token context window for a prompt. It would be interesting
to see, if applicable, how providing full documents to the prompt would compare in answer
effectiveness to a RAG model that only tries to retrieve the relevant chunks. If the RAG-pipeline
is more effective for final response quality by filtering out the noise or if providing a full document
gives similar results and if it is worth the extra token cost.

Compared to related studies, while our study use different retrieval metrics, the result align
with Stébler et al. (2025) where the sentence splitter is the top performing chunking strategy.
The study extends this observation to a legal corpus, specifically GDPR texts. While legal texts
may vary, future research could make a similiar study on a larger sample of legal corpora to
improve the generalizability.
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8 | Conclusion

We investigate how different embedding model size and chunking strategies affect the retrieval
performance in a Naive RAG setup, by running multiple experimental runs with a combination
of configurations of using two different embedding model size, three different chunking strategies
and 159 queries with a legal corpus. The performance was measured using Recall@k, MRR
and nDCG@Qk. To detect statistical significant variations of the two independent variables,
an ANOVA test was implemented, followed by a Tukey’s HSD test to find specific pairs with
signficant differences. Our findings shows that both the choice of embedding models and chunking
strategies affect the retrieval performance to a small but significant degree, where the dominant
factor in our study for the retrieval performance is the chunking strategies.

Based on the results, the chunking strategy is the primary design factor consideration in a
Naive RAG pipeline for a GDPR corpus, having a substantially stronger impact on retrieval
performance than embedding model choice. Across metrics, sentence-based chunking achieves
the highest Recall@k and nDCG@k, while token-based chunking achieves the highest MRR,
reflecting stronger performance in retrieving relevant documents at the top of the ranking. Re-
cursive chunking performs consistently worse and is less suitable for general-purpose use in this
setting. These results indicate a trade-off between ranking completeness and early precision,
where sentence-based chunking is more effective for robust retrieval quality, and token-based
chunking is more suitable when prioritizing top-ranked accuracy. In contrast, embedding model
size has a secondary and relatively modest effect, with OpenAl-large providing small but con-
sistent improvements across configurations. The interaction effect between chunking strategy
and embedding model is statistically significant but extremely small, but its practical impact
is negligible. Additionally, while descriptive statistics indicate performance differences between
configurations, the ANOVA effect sizes and Tukey’s HSD post-hoc analysis provide limited evi-
dence that these differences are robust or practically meaningful. Therefore, the results should
be interpreted with caution. Overall, no single configuration dominates all evaluation metrics.
However, sentence-based chunking combined with OpenAl-large represents the most balanced
configuration for general-purpose retrieval in this GDPR corpus.
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A | Appendix

You are rewriting legal QA questions into a single clear, standalone search query.
STRICT RULES:

- Always include "Article {articlel}"
- Use natural, fluent language (not keyword lists)

CASE 1 - NORMAL PARAGRAPH (no subpoints):
- Extract 1-2 keywords PER sentence from the paragraph text

CASE 2 - INTRO PARAGRAPH (with subpoints):

- Extract 1-2 keywords from EACH paragraph_intro

- Extract 1-2 keywords from EACH subpoint

- ALL subpoint keywords must be included in the final question

GENERAL RULES:
- A keyword is 1-2 words representing a topic/subject
- Combine all keywords into one natural question

- Do NOT copy full sentences verbatim

- Do NOT include IDs (pl, sa, etc.)

- Do NOT use vague pronouns ("this regulation", "it", "the regulation")
- Do NOT create follow-up or conversational questions

- Each question must be fully self-contained

- Preserve original meaning exactly

- Use minimal wording for each keyword

QUESTION:
{question}

PARAGRAPH:
{paragraph_text}

SUBPOINTS:
{subpoints}

Return ONLY the rewritten question.

Figure A.1: Prompt template used for rule-based query rewriting into natural language.



{

"question_id": 5,

"question": "What conditions are defined in Article 3 regarding the processing of personal data,

— the offering of goods or services, and the monitoring of behaviour within the Union?",

"answer": {

"paragraph_intro": "This Regulation applies to the processing of personal data of data

— subjects who are in the Union by a controller or processor not established in the Union,
— where the processing activities are related to:",

"conditions": [

"(a) the offering of goods or services, irrespective of whether a payment of the data
— subject is required, to such data subjects in the Union; or",

"(b) the monitoring of their behaviour as far as their behaviour takes place within the

— Union."
},
"evidence": {
"article_number":

"subpoint_ids": [

"3" .
"paragraph_id": "p2",

"sa",
"Sb"
]
}
}
Figure A.2: Full example of GDPR Article 3 ground truth

Group 1 Group 2 Mean Diff p-value Lower CI Upper CI Reject
recursive + OpenAl-large  recursive + OpenAl-small -0.0148  0.9873 -0.0799 0.0503  False
recursive + OpenAl-large  sentence + OpenAl-large 0.0771  0.0098 0.0120 0.1422  True
recursive + OpenAl-large  sentence + OpenAl-small 0.0605  0.0857 -0.0046 0.1256  False
recursive + OpenAl-large  token + OpenAl-large 0.0274  0.8360 -0.0377 0.0925  False
recursive + OpenAl-large  token + OpenAl-small -0.0093  0.9986 -0.0744 0.0558  False
recursive + OpenAl-small sentence + OpenAl-large 0.0918  0.0009 0.0267 0.1569  True
recursive + OpenAl-small sentence + OpenAl-small 0.0753  0.0127 0.0102 0.1404  True
recursive + OpenAl-small token + OpenAl-large 0.0422  0.4342 -0.0229 0.1073  False
recursive + OpenAl-small token + OpenAl-small 0.0055  0.9999 -0.0596 0.0706  False
sentence + OpenAl-large  sentence + OpenAl-small -0.0166  0.9787 -0.0817 0.0485  False
sentence + OpenAl-large  token + OpenAl-large -0.0497  0.2488 -0.1148 0.0154  False
sentence + OpenAl-large  token + OpenAl-small -0.0864  0.0022 -0.1515 -0.0213  True
sentence + OpenAl-small  token + OpenAl-large -0.0331  0.6948 -0.0982 0.0320  False
sentence + OpenAl-small  token + OpenAl-small -0.0698  0.0274 -0.1349 -0.0047  True
token + OpenAl-large token + OpenAl-small -0.0367  0.5925 -0.1018 0.0284  False

Table A.1: Full Tukey HSD post-hoc comparisons for chunking and embedding configurations

(nDCGak)
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Figure A.3: Heatmap of recall@k, MRR and nDCG@k scores across chunking strategies and
embedding models.
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Figure A.4: CI plot for Recall@k across chunking strategies and embedding models.
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Figure A.5: CI plot for MRR across chunking strategies and embedding models.
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Figure A.6: CI plot for nDCG@k across chunking strategies and embedding models.



A.2 Code Repository

Repository URL
Naive RAG Implementation https://github.com/a23yutta/NaiveRAG_chunking_
and Evaluation embedding_evaluation

Continuation of Evaluation https://github.com/d22isaka/visualization
Plots and Visualizations

Table A.2: Github repositories.


https://github.com/a23yutta/NaiveRAG_chunking_embedding_evaluation
https://github.com/a23yutta/NaiveRAG_chunking_embedding_evaluation
https://github.com/d22isaka/visualization
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