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Abstract

Ergonomics evaluations in industrial settings commonly rely on manual observation, which is
time-consuming and subjective, often leading to inconsistencies. Automating this process with
large language models using raw video raises concerns regarding worker privacy and cost. This
study, conducted in collaboration with EasyErgo, investigates whether LLMs can generate nat-
ural language descriptions of human motion from pose data alone. A pipeline was developed
in which a machine learning classifier predicts human postures from pose estimation data, and
the resulting information is passed to a large language model that produces descriptions. The
pipeline was evaluated through two surveys in which participants matched generated descrip-
tions to their corresponding videos, comparing the proposed pipeline against MG-MotionLLLM,
a state-of-the-art motion-to-text system, and a random-guessing baseline. The results indicate
that the proposed pipeline is a viable proof-of-concept for privacy-preserving motion descriptions,
outperforming both chance level and MG-MotionLLM. The implementation is open source on
GitHub!.
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1 Introduction

Despite widespread industrial automation, ergonomics evaluation methods in practice still com-
monly rely on human assessors observing workers performing tasks. Manual assessments are both
time-consuming and susceptible to personal bias (Iriondo Pascual, Eklund, and Hogberg, 2025).
This limitation can, in turn, contribute to an increased risk of Work-Related Musculoskeletal
Disorders (WMSDs) among workers due to insufficient or inconsistent analysis. The ability to
record video and automatically generate natural language descriptions of human motion would
represent a substantial advancement for ergonomics analysts. However, sending raw video to ex-
ternal Large Language Models (LLMs) is impractical due to worker privacy regulations and the
financial cost of processing video at scale, motivating an approach based on pose data instead.

This study investigates, in collaboration with EasyErgo, a company focused on automating er-
gonomics evaluations, whether LLMs can be utilised in combination with a classifier to generate
accurate natural language descriptions of human motion based entirely on pose data. A Machine
Learning (ML) classifier, built around the European Assembly Worksheet (EAWS) framework,
predicts pose classes from pose estimation data, and the resulting pose information is subse-
quently provided to a LLM, which generates a description.

The proposed pipeline is evaluated through a survey in which participants are asked to match
generated descriptions with their corresponding videos. This evaluation is conducted for both
the developed pipeline and MG-MotionLLM, a state-of-the-art system capable of generating
descriptions from motion data (Wu et al., 2025). A binomial test and a Mann-Whitney test
are then used to assess the performance of the pipeline, first against chance to determine if the
descriptions carry meaningful information, and then against MG-MotionLL.M.



2 Background

2.1 Physical Ergonomics

Physical ergonomics is defined by the International Ergonomics Association (2000) as the do-
main concerned with human anatomical, anthropometric, physiological, and biomechanical char-
acteristics as they relate to physical activity, including working postures, repetitive movements,
and work-related musculoskeletal disorders. In industrial and production settings, physical er-
gonomics is applied to the design of workstations, tools, and work processes so that they ac-
commodate the physical capabilities of workers and reduce the risk of musculoskeletal disorders
(Berlin and Adams, 2017). In workplace settings, the focus shifts to the repetitive demands of
manual labour. A worker in repetitive assembly, for instance, performs the same motions and
exerts force through the same joints over extended periods. A study of 3,359 manufacturing
workers in Beijing found that repetitive operations and working in uncomfortable postures were
significant risk factors for WMSDs, with prevalence rates of up to 15% in the neck and 12.5% in
the lower back (Ding et al., 2023). Ma, Chablat, Bennis, Zhang, and Guillaume (2010) note that
musculoskeletal disorders in manual handling operations often arise from cumulative physical
fatigue caused by overload, and that conventional posture-based ergonomic tools lack a reliable
fatigue index, meaning this risk factor can go undetected in standard assessments.

2.1.1 European Assembly Worksheet

To prevent the accumulation of chronic injuries, risk assessment methods have been developed
to reliably identify which motions cause harm. They are designed to quantify factors such as
repetition rate, applied force, and joint posture to identify and address problem areas before
injuries develop (Sperling, Dahlman, Wikstrom, Kilbom, and Kadefors, 1993).

The EAWS is an ergonomics risk assessment method that was created for the evaluation of
assembly work in automotive industries (Schaub, Caragnano, Britzke, and Bruder, 2013). It was
developed as a revision of the Automotive Assembly Worksheet (AAWS) that had been in use
at several German car manufacturers before the inception of EAWS. Since AAWS had a limited
scope within car manufacturing, EAWS was developed as an extension of it for a wider field of
applications.

The EAWS risk assessment method consists of four sections for the evaluation of different types
of ergonomics problems. One of these sections, working posture evaluation, is made up of a
spreadsheet with 16 different postures listed per row. These postures range from standing upright
and walking, to crouching down with arms at or above shoulder level (Schaub et al., 2013).
Evaluators use this spreadsheet by analysing a working human subject over a set period of time
by marking the observed posture together with the duration of the posture. Depending on the



posture and its duration, different scores are generated by the spreadsheet. The more time spent
in unfavourable positions, the higher the generated score. The score is also adjusted by additional
attributes such as trunk rotation, trunk lateral bending, and far reach (how long the hands are
reaching from the body). A final score is output at the end of the spreadsheet based on the
variables that were used for evaluation score. The EAWS overall evaluation scheme categorises
the observed motions as either low risk, possible risk, or high risk based on the final evaluation
score.

2.2 Pose Estimation

Pose estimation is a computer vision technique that takes input from an image or video, and
then identifies the key points of the human subject in the given input, often being major joints
(Krishnan, Jayaraj, S, Thomas, and Joy, 2022). The extracted key points are connected to form
a skeleton representation of the human body, which is a simplified digital reconstruction of the
body. In its basic form, pose estimation works in two dimensions, locating each joint as a pixel
position in the image.

3D pose estimation extends this idea by locating the body’s joints in real-world space rather
than on the flat image plane, which makes it possible to measure things like depth, the direction
a limb is facing, and the true angle of a joint. None of these can be reliably determined from
a flat 2D image, where a bent arm pointing toward the camera and a straight arm may look
almost identical (Wang et al., 2021). A further step beyond this is human mesh recovery, which
reconstructs not just a handful of joint positions, but the entire surface of the body as a 3D
shape that can bend and move (Kanazawa, Black, Jacobs, and Malik, 2018). This gives a much
more detailed representation, capturing the person’s body shape, as well as their pose.

Once joint positions have been estimated, the motion can be expressed in terms of joint angles
rather than raw coordinates. This conversion is performed through Inverse Kinematics (IK), a
technique for calculating the joint angles of a connected structure, such as a skeleton, that are
needed to place specific points at given positions (Buss, 2004). In the context of human motion
analysis, an IK solver takes the estimated positions of the markers or keypoints as targets and
computes the joint angles of a skeletal model that best reproduces those positions. The solver is
also constrained by anatomical limits such as joint range of motion and bone length (Seth et al.,
2018). The resulting joint angle data is independent of the subject’s location and orientation in
space, which makes it more suitable in ML than the raw coordinates.

2.3 Machine Learning

Computers can only solve problems when the solutions can be fully defined with rules in advance.
However, defining these rules can be difficult for a human. ML addresses this by having a program
process data from which it automatically derives rules and patterns that approximate a solution
(Russell and Norvig, 2022). The rules are then packed together as a model and the model can
then use its internal conditions and rules to make guesses or classifications on data it has never
seen before.

There are three main ways to train a model: supervised learning, unsupervised learning, and
reinforcement learning (Bishop, 2006). The model used in this study uses supervised learning,
where the model is trained on data that has known labels. For example, for a model where the
current weather is predicted, the attributes humid and cloudy come with the observed outcome



raining. Consequently, the model is trained on relationships between inputs and outputs.

A risk with trained models is overfitting, where the model learns the training data too precisely
and therefore performs poorly on unseen data (Russell and Norvig, 2022). An overfitted model
has memorised the training set rather than learned generalisable patterns. This can happen
when a model is too complex in relation to the amount of training data available, causing it to
fit the noise in the training set rather than the underlying pattern that is wanted.

2.3.1 Decision Trees

A decision tree, depicted in Figure 2.1, is a supervised learning model consisting of diverging
nodes that together form a tree structure (Rokach, 2016). To make a decision based on specific
data, it starts at the root node, which is at the top of the tree. The root node contains a
condition based on the data that determines which connected node should be checked or traversed
next. The subsequent nodes, called test nodes, also have conditions that further describe which
connected nodes are to be checked. When a node is reached that has no outgoing edges, a leaf
node is reached. The leaf node has no condition, but instead contains a predicted value that the
tree then outputs.

Overfitting is more likely with deep trees, which have many layers, as they can create very specific
conditions that fit the training data exactly but do not transfer well to new examples (Russell
and Norvig, 2022).

No
A
Output: : Output:
raining sunny

Figure 2.1: Simplified Decision Tree to determine weather.
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Figure 2.2: Random Forest simplified with three trees.

2.3.2 Random Forest

A Random Forest, depicted in Figure 2.2, is a ML method using supervised learning that creates
multiple different decision trees based on the training data set (Breiman, 2001). When new
predictions occur, each decision tree in the forest performs a classification of the data. The
resulting predictions are then gathered as votes, and the classification with the most votes wins
and is output as the predicted classification.

The process of generating multiple different training sets that each generate an answer is called
Bootstrap-Aggregating (Bagging). For each new training set, a number of randomly chosen ex-
amples from the data set are used. This results in multiple trees that are trained on different data.
However, because the same examples can be selected multiple times across different bootstrap
samples, the resulting trees may share some similarity (Hastie, Tibshirani, and Friedman, 2009).
The Random Forest is an extension of this, where in addition to selecting random examples for
each tree, a number of random features are chosen that are used for each split (often /n features,
where 1 is the total number of features). This reduces the chance that correlations occur between
trees and makes sure that they are varied, which in turn reduces the risk of overfitting since the
final prediction relies on the aggregate vote of many different trees rather than any single one.

A Random Forest can be configured by setting different values for hyperparameters that dictate
how the model is trained. The two key hyperparameters are the number of estimators, which
controls how many trees should be created and used in the forest, and the maximum depth, which
limits how many levels of conditions each tree can have (Breiman, 2001). A higher number of
estimators generally produces predictions with higher accuracy at the cost of computation time,
while a tree with more levels can capture more complex patterns and rules, but risks overfitting.



2.3.3 Machine Learning Validation

A technique to validate a trained model with reliable performance metrics involves dividing the
labelled training data set into training and validation sets. A new model can then be trained on
the training data set and tested on the validation set to produce preliminary accuracy scores.
K-fold cross-validation, as described by Russell and Norvig (2022), improves on this by instead
splitting the data set into k (often 5 or 10) equal subsets, or folds. Training and validation are
performed k times, where on each round 1/k of the data is withheld from the training process
and then used for validation. The accuracy score reported for each fold is the proportion of
correctly classified samples in the held-out set. The average accuracy across the folds is then
reported, and should be a better estimate than a single score since the accuracy score becomes
an average of the entire training data set, at the cost of longer computation time.

A limitation of K-fold cross-validation is that it assumes that each sample is independent. If
some samples are highly similar, as in frames from a video, random assignment can place near-
identical samples in both the training and validation folds. The model will then appear to be
more accurate than it actually is, since it is evaluated on data that closely resembles what it has
already seen. GroupKFold addresses this by splitting the data according to group labels rather
than individual samples (Pedregosa et al., 2011). This ensures that all samples belonging to the
same group are kept together in either the training or validation fold, but never both.

2.3.4 Accuracy, Precision, Recall, and F1l-score

When evaluating a ML model, several metrics are used to describe different aspects of its per-
formance. Accuracy is the proportion of all predictions that are correct and provides an overall
measure of how often the model predicts the right class (Russell and Norvig, 2022).

However, accuracy alone can be misleading when some classes appear more often than others,
since a model that always predicts the majority class may still achieve a high score. Precision
and recall address this by focusing on the performance of individual classes. Precision is the
proportion of samples predicted as a given class that actually belong to that class, while recall
is the proportion of samples that actually belong to a class that are correctly identified as such
(Powers, 2020). A model with high precision rarely misclassifies other classes as the target class,
while a model with high recall rarely misses samples that belong to the target class.

These two measures are often combined into a single value known as the Fl-score, calculated as
the harmonic mean of precision and recall. Taking the harmonic mean means that a model must
perform well on both measures to achieve a high Fl-score, since a low value in either one pulls
the score down.

2.3.5 Confusion Matrix

A confusion matrix is a tool used to visualise the performance of a classification model by
presenting a two-dimensional table that shows how often each class is correctly predicted or
misclassified as another class (Russell and Norvig, 2022). Each row of the matrix represents the
actual class of a sample, while each column represents the class predicted by the model. Correct
predictions appear on the diagonal of the matrix, and off-diagonal entries reveal which classes
the model tends to confuse with each other. This makes the confusion matrix particularly useful
for identifying errors that are not apparent from an overall accuracy score alone, such as two
similar classes that are frequently mistaken for each other.



2.3.6 Feature Importance Ranking

Once a model has been trained, its features can be ranked according to their contribution to
prediction accuracy through permutation importance (Fisher, Rudin, and Dominici, 2019). This
is done by taking a trained model and shuffling the values of one feature at a time across the
test set, then measuring how much the model’s accuracy decreases as a result. A large drop
in accuracy indicates that the feature carries significant predictive information, while a small
drop suggests the opposite. Permutation importance is evaluated on held-out data, making it
less prone to bias toward features with many unique values than alternative methods computed
during training.

2.4 Large Language Models

Generative Al has seen a sharp rise in public use in recent years, driven largely by the increasing
availability of LLMs. As described by Mienye et al. (2025), LLMs are a category of ML models
that are trained on large datasets consisting of texts. They use the transformer architecture,
introduced by Vaswani et al. (2017), in which a self-attention mechanism allows the model to
weigh the relevance of every position in an input sequence relative to every other position, en-
abling it to capture long-range relationships between words. Models built on this architecture are
pre-trained without supervision on large unlabelled datasets, learning general language patterns,
and then fine-tuned with supervised training. When used to produce text, the model outputs
words one at a time by checking the full context of what has been written so far to determine
the next word.

Multiple language models existed before ChatGPT, but according to Cheng et al. (2025), LLMs
were not as widely used until the release of ChatGPT, based on the GPT-3.5 model, in late 2022.
With ChatGPT, users are able to generate realistic conversations, and it was built to resemble a
chat program where previous conversations are saved. The user can therefore interface with the
LLMs through a chat and engage in conversations with it since most LLMs also keep the context
of previous messages with each prompt. Another way of interacting with an LLM is through its
Application Programming Interface (API). Rather than using a chat interface, developers can
send prompts to the model through code and receive generated text directly. The API typically
requires authentication via a secret key and allows the developer to configure parameters such
as the model version and the system prompt that defines the model’s behaviour.

2.4.1 DeepSeek

DeepSeek is a company that released their first LLM in 2023, but gained notoriety in early
2025 with the release of the DeepSeek-R1 model (DeepSeek-Al et al., 2025b). DeepSeek-V3 is
the general-purpose model, while R1 is built on the same base but trained with reinforcement
learning to produce step-by-step reasoning before giving a final answer (Guo et al., 2025). The
R1 model uses a Mixture-of-Experts design, which allows it to use only 37 billion of its 671 billion
parameters for each token, which means it runs faster and uses less memory than a model that
activates all its parameters at once (DeepSeek-Al et al., 2025b).



2.4.2 Prompt Engineering

Prompt engineering is the science of creating clear and useful textual results with AI. Advance-
ments in generative Al have revealed a need for greater precision, relevance, and consistency
when crafting prompts (Ravikumar et al., 2025). The models are trained on large amounts of
data, and they therefore respond to patterns observed in similar data, not the users’ intentions. A
well-designed prompt clearly instructs the LLM on the expected input and the expected output.
There are several techniques to help create higher quality prompts as shown in Table 2.1.

Table 2.1: Prompting techniques (adapted from Ravikumar et al. (2025))

Technique Execution Example prompt

Zero-shot Prompting No prior examples in “Summarise this text”
prompts

Few-shot Prompting Include examples in “UI41=2-242=7"
prompt

Chain-of-thought Prompting Request step-by-step “Explain each step in your process”
reasoning

Persona-based Prompting Assigns role to model “You are an evaluator of

ergonomics”

The goal of each technique is to improve model performance when prompting in specific scenar-
ios. Zero-shot may be useful for testing the pattern understanding of the model, while Few-shot
prompting is used when a more precise and reliable answer is required to a specific question,
achieved by providing examples. Prompt engineering can be subjective and depend on specific
models (Ravikumar et al., 2025). There are no strict templates, instead loose guidelines for gen-
eral prompting styles. For example, the model DeepSeek-R1 is an Al reasoning model. However,
it is sensitive to prompts, and each prompt therefore requires careful consideration. As claimed
by DeepSeek-Al et al. (2025a), its performance is consistently degraded by few-shot prompting.
Therefore, the authors recommend a zero-shot approach. The research by DeepSeek-Al et al.
(2025a) demonstrates the variability in prompting technique required by different LLMs, and
that one solution does not fit all.



3 Related Works

Several existing works address problems adjacent to the one investigated in this study, spanning
pose classification using ML, ergonomics posture analysis, and motion-to-text generation. Al-
though none of them solves the exact problem of generating natural language descriptions from
video with usable results, they each inform specific design decisions made in this study. The
following sections examine these works and discuss their relevance to the approach taken here.

3.0.1 MotionGPT

MotionGPT is a hybrid model, proposed by Jiang et al. (2023) that features both text-to-
motion and motion-to-text. While the focus of the paper is to generate 3D-models that perform
different motions based on a description, it also supports motion captioning. To generate a
description, a motion sequence file is input (a file with a motion sequence where each frame has
joint coordinates, rotations, etc.) and then processed through a motion encoder. The motion
encoder processes the raw motion sequence and compresses groups of frames into a single vector
each, reducing the sequence into a more compact representation. Each vector is then matched to
its nearest entry in a learned codebook of abstract vector representations, producing a discrete
motion token. The sequence of tokens is then fed into a transformer-based language model.
The language model encodes the tokens to produce context between them, such as semantics
and relationships, and the decoder generates new words added to the output sentence based on
context and the preceding words.

MotionGPT3 is the latest continuation of MotionGPT, where discrete motion tokens are dropped
in favour of a more direct encoding of the motion data that preserves details of the original motion
(Zhu et al., 2025).

3.0.2 MG-MotionLLM

MG-MotionLLM is a motion-language model that focuses on understanding the different motions
a person performs during a video (Wu et al., 2025). It is trained with additional tasks such as
producing detailed motion captions and identifying the start and end of specific motion segments
from text, allowing it to describe individual body parts and shorter portions within a sequence.

10



3.1 Use of Random Forest To Classify Hand Posture

A previous study was conducted in which hand postures were classified using a Random Forest
classifier. In the work by Iriondo Pascual et al. (2025), they use glove motion capture systems
to record hand motions in subjects that perform one of three different hand postures. The hand
postures used in the study were power grip, lateral pinch, and pulp pinch. The motion capture
system captures joint angles in the hand at a frequency of 60 Hz, and they recorded 120 seconds’
worth of data per hand posture per participant. After labelling each data point as their respective
hand motion, and filtering for usable data produced by the motion capture system, a Random
Forest model was used as a classifier. 67% of the data points were used for training, and the
remaining 33% for testing. Using Random Forest, the researchers reached 100% accuracy using
the training and test data sets, and then 92.2% accuracy by validation on new data outside the
training and test set.

3.2 Pose-Based Motion Classification Using Supervised Machine Learn-
ing

In a recent study by Osawa et al. (2025), the researchers compare the performance of three
different supervised ML models when classifying different poses of a baseball pitcher. To train
the models, 500 videos were captured of right handed high school students performing a pitching
motion. MediaPipe, a motion pose estimation system, was then used to extract three-dimensional
joint coordinates of the pitcher for each frame of the videos. They then defined their own features
that were derived from the joint coordinates, for example lt_knee_angle which is the angle derived
from the left hip, left knee, and left ankle Cartesian coordinates. The created features are therefore
normalised, and do not depend on the subjects exact location and orientation within the frame.
A pitching motion is defined by the article as five sequential phases, and to label each frame they
had an “expert” manually review the motion and classify which phase the pitcher was in.

The supervised ML models Logistic Regression, Random Forest, and Light GBM were then used
to train a classifier each. The data set was randomly divided into 80% training data and 20%
validation data that the classifiers each first trained on and then was evaluated on. The three
models all reached high accuracy, with Light GBM having a final accuracy of 0.9971. It is worth
mentioning that although they reached such high accuracy, they never mentioned that the videos
are separated in the training and validation sets, only that they are randomised. Randomly
selected frames can end up split across training and validation sets, and if two such frames are
adjacent in the original video, the model is effectively tested on data it essentially already saw
during training.

3.3 Automation of OWAS

Ovako Working Posture Analyzing System (OWAS) is a method to analyse ergonomic postures
in different working environments (Seo and Lee, 2021). The occupations of the back, arms, and
legs of a worker in a single image are given a label by an evaluating expert which together will
generate a score in a ranking system that describes the ergonomics risks of the posture.

In the works of Seo and Lee (2021), they attempt to use ML to automatically predict some of
the labels for each body part in OWAS. To train the model, they used motion capture systems
to create 3D models from videos in which subjects are doing one of four different poses in three
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different directions. A total of 60,091 frames, or images, were extracted from this process. To
process the images into usable data, a silhouette of the subject was generated by subtracting the
background using ViBe. Any remaining noisy pixels belonging to the background were removed
using algorithms that filter out connected pixel groups smaller than 50 pixels. A bounding box
was finally placed around the subject to make the image completely encompass the subject.

To extract features from what the subject is doing from the image, an ellipse was fitted on the
subject based on the subject’s action. The ellipse is rotated based on the subject’s leaning.
Another feature was also used where the centre of mass of the subject is found, and then a
histogram of the image is created after the image is divided into slices from the centre of mass.
The ratio of black and white pixels in each slice was then added to the histogram for the image.
A classifier was then trained to predict postures based on the data. The classifier chosen for this
was Support Vector Machine, a supervised ML method.

After training and then predicting on their test data, a post-processing method was used where
they re-labelled each frame that was predicted fewer times than 10 frames in a row to the posture
that dominated the adjacent frames.

Something similar is done by Singhtaun, Natsupakpong, and Lorprasertkul (2024) on OWAS,
where rather than training a classifier, they instead define a rule-based classifier. They start by
retrieving a human skeleton that has 33 body landmark positions, or 3D-points in the skeleton,
from an image or video using MediaPipe. For each posture label, back, arms, and legs, they
then manually set the rules for what is defined as what within each posture based on the points.
Keypoints 23 and 25, for example, define the left knee-hip angle. If this angle is above or below
some specific value that they themselves define, together with the other leg features, the combined
posture of the legs is updated.

3.4 Related Work Summary

The works reviewed above each informed a specific design decision in the current project. Mo-
tionGPT demonstrated that motion data can be converted into discrete tokens and passed to a
language model to produce descriptions, which inspired the structure of the pipeline into pose
identification, classification, and language generation stages, as well as the use of motion tokens
to provide temporal context to the LLM. The studies by Iriondo Pascual et al. (2025) and Os-
awa et al. (2025) showed that supervised ML models, and Random Forest in particular, are well
suited to classify body postures from joint coordinate data, supporting the selection of Random
Forest as the classifier in this study. The work by Osawa et al. (2025) also revealed a limitation
in how training and validation data are separated when frames are drawn from the same video,
which motivated the use of GroupKFold in this project to prevent frames from the same record-
ing from appearing in both sets. As a result of this limitation, their classifier results are not
directly comparable to the classifier results in this work. Finally, the OWAS-based works by Seo
and Lee (2021) and Singhtaun et al. (2024) demonstrated that ergonomic posture analysis can
be framed as a per-frame classification problem, which motivated the use of per-frame EAWS
labels in this work. No single work addresses the full problem of generating natural language
ergonomics descriptions from video, and this study builds on these foundations by combining
them into a single end-to-end pipeline. The two systems, MotionGPT and MG-MotionLLM,
serve as the closest existing points of comparison for the pipeline developed in this thesis, with
MG-MotionLLM serving as the comparison system used in the surveys.
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4 Problem

4.1 Motivation

Several ergonomics assessment methods have been developed to evaluate the risk of WMSDs in
industrial assembly line work, requiring assessors to document and summarise observed motions
in text. However, research has shown that several assessment methods may lack both validity
and reliability, which can negatively affect the consistency of results between assessors and the
reproducibility of results by a single assessor (Rhén and Forsman, 2020). Observation-based
assessments have also been reported to be time-consuming, which could lead to low-quality
descriptions due to the limited availability of ergonomists (Iriondo Pascual et al., 2025). This
motivates an automated approach to video-based motion description.

However, the most direct form of automation, sending raw video to an external LLM, introduces
its own problems. First, worker privacy regulations make this difficult to justify: under the
Swedish Data Protection Act (Dataskyddslagen), which complements the General Data Protec-
tion Regulation (GDPR), personal data processing must align with the principles established
in GDPR Article 5(1)(c), which stipulates that data should be adequate, relevant, and limited
to what is necessary (Dataskyddslagen, 1 kap. 1 §). Processing raw-video footage of identifi-
able individuals through an external provider is therefore difficult to defend as necessary and
proportionate (Barbera, 2025). Second, the financial cost of processing video at industrial scale
is prohibitive. A one-minute video at 60 Frames Per Second (FPS) contains 3,600 frames; at
approximately 0.001138 USD per frame using the gpt-5 model (OpenAl, Accessed: 2026-03-17),
this amounts to roughly 4 USD per minute of footage. Together, these constraints motivate the
approach investigated in this thesis, which involves extracting pose data from video first and
then using an LLM to describe the resulting pose sequences rather than the raw footage.

4.2 Aim

This thesis aims to investigate whether LLMs can generate accurate natural language descriptions
of human motion from pose-estimated data derived from video. The work is motivated by the
needs of ergonomics assessment, where such descriptions could reduce the manual workload of
evaluators, and the pipeline is designed around an established ergonomics framework EAWS.
The generated descriptions are evaluated against chance and the current state-of-the-art motion-
to-text model, MG-MotionLLM.
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4.3 Research Question

Since it is not yet established whether general-purpose LLMs can generate accurate motion
descriptions from pose-estimated data, this thesis investigates the following research question:

How can LLMs be used to describe human motions from pose-estimated data in natural
language to support ergonomists?

4.4 Hypotheses

The research question is addressed through the proposed pipeline, which combines pose classifi-
cation and a general-purpose LLM to generate natural-language descriptions of human motion.

Since no identified prior work has combined a pose classifier with an LLM to generate motion
descriptions from pose data alone, there is no existing evidence that such an approach produces
meaningful output that can be used for ergonomics purposes. Before comparing the pipeline to
any alternative, it must first be established that the descriptions carry enough information for a
human to identify the motion they describe. H1 therefore tests whether participants can match
the descriptions to their corresponding videos at a rate above chance.

If H1 is confirmed, the next question is whether the pipeline can compete with existing motion-
to-text systems. H2 tests whether the descriptions generated by the pipeline can be matched
more accurately than those produced by MG-MotionLLM, the current state of the art in motion-
to-text generation.

Hypothesis 1 (H1)

H1,: LLMs cannot generate natural language descriptions of human motion from classifier-
predicted pose sequences that humans can match to specific videos better than chance.

H1,: LLMs can generate natural language descriptions of human motion from classifier-predicted
pose sequences that humans can match to specific videos better than chance.

Hypothesis 2 (H2)

H2,: LLMs cannot generate natural language descriptions of human motion from classifier-
predicted pose sequences that humans can match to specific videos better than descriptions
made by MG-MotionLLM.

H2,: LLMs can generate natural language descriptions of human motion from classifier-predicted
pose sequences that humans can match to specific videos better than descriptions made by
MG-MotionLLM.
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4.5 Objectives

To build and evaluate the proposed pipeline, this work is structured around four objectives:

1. Perform our own data collection by recording EAWS basic postures and processing the
videos into usable data.

2. Use the collected and processed data to train a ML model to predict poses on unseen data.
The model is evaluated using appropriate ML evaluation tools.

3. Predict a series of poses for all frames in a video using a trained model and send anonymised
pose data along with additional context to an LLM to get a natural language explanation
of the source video.

4. Evaluate whether the LLM produces accurate natural language descriptions from provided
data by testing with human subjects, with the generated descriptions becoming the inde-
pendent variable.

This study follows a design science research approach, within which objectives 1-3 are evaluated
through iterative artefact development and assessment, while objective 4 is evaluated through a
quasi-experiment as a survey.
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5 Method

5.1 Pipeline

Our proposal introduced in this study is described as a simplified pipeline in Figure 5.1. Three
artefacts are produced within the scope of this study: a trained ML model, a motion-to-text
component utilising that model, and the natural language descriptions generated by the compo-
nent. The descriptions are included as artefacts because they function as an independent variable
in the survey. However, they are research artefacts rather than project deliverables, as they are
generated solely to support the evaluation conducted in this study.

By converting video into joint angle data before any external API call is made, the pipeline
ensures that no identifiable visual information leaves the local system. Furthermore, replacing
raw video with a structured sequence of pose labels using a Random Forest classifier reduces the
input token cost to the LLM and provides structured input to aid the LLM in the description
process. The figure describes the proposed flow of the finished pipeline, from video to description.

Artefacts
Trained
Random Forest 2
Classifier / \
( Motion-to-text component ) N

Classify Description in

Motion Data postures based
on motion data

Send request to
LLM via API P natural language

e

Request contains:

-Classified Postures (Table A.6)
-Motion Tokens (Table A.5)
-Raw features (Table A.4)
-Text instruction (see Github)

Figure 5.1: Proposed Pipeline.
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5.2 Research Methods

Two complementary research methods are employed in this study: Design Science and a Quasi-
experiment. Both serve a specific purpose toward a common goal. Design science is used when
developing the natural-language pipeline, while a quasi-experiment is used when evaluating the
pipeline’s performance.

5.2.1 Design Science

This study follows a design science approach which is the practice of producing scientific knowl-
edge and solutions that are able to solve real-world problems during academic research (Rocha,
Formoso, Tzortzopoulos-Fazenda, Koskela, and Tezel, 2012). This bridging of theory and practice
strengthens the motivation and relevance of the research project. The result of a design research
project is often in the form of artefacts that can both be deployed and studied in industry and
academia.

In the work by Hevner, March, Park, and Ram (2004) they discuss and attempt to establish
requirement guidelines for effective design-science research. As summarised in Table 5.1, the
guidelines are made up of seven steps that each tackle some aspect of design-science research,
and according to the authors, each guideline should be addressed in some manner for design-
science research to be considered complete. To arrive at a balance between scientific rigour and
practical applicability, this work will attempt to fulfil each of these guidelines, as described in
the following.
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Table 5.1: Design-Science Research Guidelines. Reproduced from Hevner et al. (2004).

Guideline Description

1: Design as an Artifact Design-science research must produce a viable arti-
fact in the form of a construct, a model, a method,
or an instantiation.

2: Problem Relevance The objective of design-science research is to develop
technology-based solutions to important and relevant
business problems.

3: Design Evaluation The utility, quality, and efficacy of a design artifact
must be rigorously demonstrated via well-executed
evaluation methods.

4: Research Contributions Effective design-science research must provide clear
and verifiable contributions in the areas of the design
artifact, design foundations, and/or design method-
ologies.

5: Research Rigor Design-science research relies upon the application of
rigorous methods in both the construction and eval-
uation of the design artifact.

6: Design as a Search Process The search for an effective artifact requires utilizing
available means to reach desired ends while satisfying
laws in the problem environment.

7: Communication of Research Design-science research must be presented effectively
both to technology-oriented as well as management-
oriented audiences.

Guideline 1: Design as an Artifact

This study delivers two artefacts: a trained Random Forest classifier capable of predicting mod-
ified EAWS basic postures from joint angle data, and an LLM prompting pipeline that uses
a classifier to label sequences of motion data that are then sent to an LLM to receive natural
language descriptions.

Guideline 2: Problem relevance

This study investigates an automated description generator for ergonomic motions. Such a
tool would support ergonomists who currently produce these descriptions manually—a time-
consuming process—and would allow them to direct more of their time toward intervention and
decision making rather than manual observation. Although this work is not expected to deliver
a directly deployable product, it contributes to a foundation on which further research and
development can build.

The pipeline is developed in collaboration with EasyErgo, which defined the problem area, con-
firming that the problem exists in practice and that solutions are desired. There are also two
government-funded research projects working partially in the same problem-space: LITMUS and
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TIMEBLY 2. The LITMUS project focuses on exploring how the transition from industry 4.0 to
5.0 can be managed effectively (Hogskolan i Skovde, 2026a), and TIMEBLY 2 aims to improve
both productivity and ergonomics in manual assembly using AI. The specific part relevant for
this project is WP2 from TIMEBLY 2, which involves using Al to interpret movement from
video (Hogskolan i Skévde, 2026b). Both these projects provide additional motivation for the
relevance of the problem.

Guideline 3: Design Evaluation

Parts of this work are developed iteratively, where the ML and LLM components are presented
as artefacts that the supervising company evaluate and provide feedback on at each iteration.
Accuracy measures of the ML model, additional added solutions, the prompting techniques, and
preliminary results of generated texts are evaluated by the supervising company to determine if
requirements are satisfied, and if new requirements should be added.

Guideline 4: Research Contributions

This work contributes a pipeline that addresses two known problems with applying LLMs to
video-based ergonomics analysis: anonymisation and token overreach. Instead of passing video
directly to an LLM, the pipeline classifies the pose in each frame and sends the resulting sequence
of labels to the LLM for interpretation in natural language. The approach is conceptually similar
to Jiang et al. (2023), who represented motion as learned tokens for a custom language model,
but differs in using human-interpretable pose categories grounded in the EAWS framework and
an external LLM rather than a local one trained on motion data. The contribution is therefore
a pipeline that addresses the anonymisation and token-cost problems, and a demonstration that
LLMs can meaningfully interpret ergonomic pose sequences.

Guideline 5: Research Rigor

Rigour is applied to both the construction and evaluation sides of the artefact. On the con-
struction side, the posture classification scheme is grounded in the established EAWS framework
rather than a custom pose system, and the ML pipeline follows standard preprocessing and
training practices. On the evaluation side, the classifier is evaluated using GroupKFold cross-
validation grouped by source file, preventing data leakage between adjacent frames of the same
recording. The LLM evaluation uses a fixed model version with API parameters held constant
throughout testing, following established guidelines for controlled evaluation in software engi-
neering research (Wohlin et al., 2012). However, as LLMs are inherently non-deterministic, some
variation between runs should be expected.

Guideline 6: Design as a Search Process

The project is divided into subproblems addressed through agile sprints, with each sprint focusing
on requirements formulated together with EasyErgo. This iterative approach allows the design
space to be explored incrementally, with each sprint narrowing in on a more refined artefact
based on feedback from the previous iteration.

19



Guideline 7: Communication of Research

This thesis is written to serve a technology-oriented audience, such as researchers who may build
upon the work, and then summarised to a management-oriented audience within the ergonomics
industry. For the latter, the practical applications of the pipeline and our contributions to the
field are communicated in non-technical terms, keeping the focus on the problem it solves and
its potential impact rather than its implementation details.

5.2.2 Quasi-Experiment

A quasi-experiment explores the cause-and-effect relationship between independent and depen-
dent variables (Wohlin et al., 2012). Unlike a true experiment, participants are not randomly
assigned to groups, which may introduce selection bias and reduce internal validity, as differences
between groups cannot be assumed to be evenly distributed. This study aims to measure whether
generated natural language descriptions can be detailed enough to describe motions in a video.
Each trial of the experiment will result in a percentage of correct matches results. This accuracy
percentage will later be analysed and serve as the dependent variable. The independent variable
is the generated descriptions served to the subjects in each trial.

In this study, the lack of random assignment means that any observed differences in performance
between the two groups cannot be attributed solely to the generated descriptions with complete
certainty due to participant-related factors, such as interpretation ability or prior experience. To
mitigate this, all participants are shown the same set of videos in the same order and survey con-
ditions. The environmental variables are kept as consistent as possible under current conditions
to improve the comparability of the results.

5.2.3 Alternative Methods
Expert-based evaluation

In addition to the quasi-experiment approach, an expert-based evaluation method was consid-
ered to assess the accuracy and reliability of the natural language descriptions. Specifically, this
approach would have involved a certified ergonomics expert comparing the LLM-generated nat-
ural language descriptions to an expert-validated ground truth description of the input video.
This would have enabled a rapid and reliable evaluation of the generated descriptions compared
to a survey-based method. However, this was deemed infeasible for the scope of this study. The
limited time frame and limited resources made it difficult to recruit an expert and have them
systematically review the descriptions. Therefore, this approach was not pursued further.

Experiment

As explained by Wohlin et al. (2012), true experiments are difficult to perform in software engi-
neering due to the requirement for random assignment. In this study, random assignment would
have required roughly twice the respondent pool, since each respondent could only complete one
of the two surveys. It would also be impossible to guarantee that randomly assigned respondents
do not share survey links or complete both surveys, which could compromise the independence
of the groups. A quasi-experiment was therefore deemed a more suitable choice.

20



5.3 Dataset and Data Collection

This section describes the methods used to address the first objective: Perform our own data
collection by recording EAWS basic postures and processing the videos into usable data. It covers
the selection of the ergonomic assessment framework, as well as the dataset structure and data
collection process. The dataset consists of two components: training videos and survey videos.

Model Training Videos

The basic posture labels from the ergonomic assessment method EAWS were used to classify
frames in the pipeline. EAWS was chosen over OWAS, which was used in the related works
by Seo and Lee (2021) and Singhtaun et al. (2024), on recommendation from the supervising
company due to its established use in the automotive industry and simpler structure.

Training a ML classifier that outputs a posture label for every frame requires a labelled dataset.
No existing public dataset provides EAWS-labelled joint angle data derived from video, which
means that training data has to be collected specifically for this study. The data collection
is designed around three goals: obtaining clean per-frame labels without manual annotation,
introducing enough variation for the classifier to generalise, and keeping the recording process
feasible within the time constraints of the project.

To avoid manual frame-by-frame labelling, each video is recorded with a single subject performing
a single posture from the EAWS basic postures for the entire duration. Since every frame in
a video shares the same label, the labelling step is reduced to assigning one label per video
rather than per frame. Each subject interprets and performs the poses based on the stick figure
illustrations provided in the EAWS documentation along with basic instructions in order to
prevent overlap between poses. The videos are approximately 30-60 seconds long at 30 FPS,
and although each video contains a single held posture, all frames are included in the training
data rather than selecting a single representative frame. A person holding a posture is never
perfectly still, and the natural frame-to-frame variation in joint angles, caused by body sway,
minor adjustments, and pose estimation noise, provides the model with a realistic range of inputs
for each posture class. This variation better represents the conditions the classifier will encounter
when predicting poses on new videos.

To add variation, four individuals are recorded (two male, two female), each varying in height and
build, across multiple environments including a dimly lit storage location, an outdoor setting, a
well-lit apartment, and a lab environment. A subject is defined as a unique combination of person,
location, and camera perspective, meaning the same individual may appear as multiple subjects
across different recording conditions. The final dataset contains eight sets of approximately 15
videos each. See Figure 5.2 for examples of poses performed by two of the subjects.

Survey Videos

The overall dataset also includes videos for the surveys. These videos are used for the final survey-
based evaluation. In this evaluation, respondents attempt to match generated descriptions to
the corresponding videos; see Section 5.6 for further details. The survey videos are never used
to train the classifier, as they are not suitable for that purpose. Unlike the training videos, they
contain multiple postures and movements rather than a single labelled posture.
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(a) Subject recording EAWS basic posture (b) Subject recording EAWS basic posture 2
12 in ASSAR, Skovde in ASSAR, Skévde

Figure 5.2: Recording environments used during EAWS basic posture collection.

5.4 Machine Learning Methods

This section describes the machine learning methods used to address the second objective: Use
the collected and processed data to train a ML model to predict poses on unseen data. The model
is evaluated using appropriate ML evaluation tools.

5.4.1 Model Selection

The Random Forest classifier was selected for this study for two reasons. It is robust against
overfitting through its Bagging approach, which is particularly relevant here since the same
human subjects are present multiple times in the videos. It has also shown positive results in a
related work by Iriondo Pascual et al. (2025), where a Random Forest was successfully used in a
similar motion detection task. Since the focus of this study is not to optimise every step of the
pipeline, a well-established classifier with proven results in a comparable setting was preferred
over experimenting with alternatives.

5.4.2 Machine Learning Validation Method

Since samples consist of video frames, standard K-fold risks leakage between frames belonging
to the same video sequence. GroupKFold, an extension of K-fold available from the Python
package Scikit (Pedregosa et al., 2011), addresses this by dividing the data into folds based
on group labels rather than randomly and was therefore used in the ML validation to produce
accuracy data. Each fold ensures that all samples belonging to the same group appear entirely
within either the training or validation set, never both. In this project, the source file name
is used as the group label, ensuring that all frames from a given recording stay on one side of
the split and preventing near-identical adjacent frames from appearing in both the training and
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validation sets. The validation process iterates across all videos such that each video appears in
the validation set exactly once across the full cross-validation (and in the training set during the
rest of the CV). This provides a reliable average accuracy score.

5.5 Large Language Model Methods

The sections below detail the methods used in the third objective: Predict a series of poses for
all frames in a video using a trained model and send anonymised pose data along with additional
context to an LLM to get a natural language explanation of the source video.

5.5.1 Model Selection

The pipeline requires an LLM with API capabilities that can take the processed data together
with a prompt and produce text in natural language. DeepSeek’s reasoning model, DeepSeek-R1,
was used as the pipeline LLM throughout this project because it was readily available through
the supervising company and its use was both a requirement and a limitation from their side.
The pipeline is not dependent on any specific commercial LLM, and any model accessible via
API could be substituted.

5.5.2 Motion Tokens

To provide context to the LLM outside of the timeline of predicted poses, Motion Tokens are
provided as well, inspired by the work of Jiang et al. (2023). A Motion Token in this study
represents the delta in feature values for each specific feature (j) between two frames that are
approximately 0.2 seconds apart. Formally, these Motion Tokens are defined as

mje =011t — 051 (5.1)

Where At is the time difference to the nearest available frame to the 0.2-second target interval.
Since the data is frame-wise rather than sampled at exact 0.2-second intervals, the nearest frame
to each target timestamp is selected, meaning At =~ 0.2 in practice. 6, denotes the value of
feature j at frame ¢, which may represent a joint angle or a positional coordinate depending on
the feature.

Providing the Motion Tokens to the LLM provides additional context that it can use to describe
what is happening in a specific scene. With Motion Tokens, the LLM can analyse angular changes
to better differentiate between a static posture and a dynamic one. For example, a person who
is walking or transitioning between poses. See Table A.5 for an example of Motion Tokens.
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5.6 Survey Design

The fourth objective is evaluated as a quasi-experiment through two online surveys. This section
describes the design of the experiment, covering how the evaluation videos were recorded, how the
surveys were structured, the choice of comparison system, and how participants were recruited:
Evaluate whether the LLM produces accurate natural language descriptions from provided data by
testing with human subjects, with the generated descriptions becoming the independent variable.

5.6.1 Video Recording and Scripts

Six survey videos are recorded, each at the same workstation with the same subject performing
varying pre-scripted activities designed to emulate realistic work. The videos are intentionally
designed to be similar at a glance but with differing motions, so that respondents must rely on
many small details in the descriptions rather than large obvious cues. The scripts were reviewed
and approved by the supervising company, and are listed in Table C.1. Only six videos are
recorded and included in the surveys to prevent respondent fatigue while still providing enough
data for reliable scores. To ensure fairness between the videos, all videos are designed to have ap-
proximately the same duration of 20 seconds. This reduces the likelihood that participants would
associate description length with video length and use this as a basis for matching descriptions
to videos.

5.6.2 Survey Structure

Each video is processed through the pipeline to generate a natural language description. A
survey is then created in which respondents first read a short introductory text before entering a
nickname and selecting an affiliation with either TIMEBLY 2, LITMUS, or neither. Respondents
then watch each video and select the description they believe best matches the motions shown.
For each video, six descriptions are presented, and the same description may be selected multiple
times, which prevents respondents from being locked into a process of elimination. They may
also return to earlier questions and change their answers at any time.

The videos can be replayed an unlimited number of times. At the end of the survey, respondents
can leave qualitative feedback regarding the generated descriptions through an open-text field.
Even though the order of the videos is initially randomised during the survey design process,
that same order is shown to all respondents to ensure fairness. See Table 5.2 for an overview of
the survey structure.
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5.6.3 Comparison System

A second survey is created using descriptions generated by MG-MotionLLM instead of the pro-
posed pipeline. MG-MotionLLM was selected as the comparison system because it represents the
current state of the art in motion-to-text generation and was the strongest available alternative
after MotionGPT3 was ruled out due to poor description quality, see Table C.3 for MotionGPT3
descriptions. The second survey includes an additional final question asking respondents how
the descriptions compared to those in the first survey.

The comparison between the two systems is designed to be as controlled as possible. Both are
evaluated on the same six videos, participants perform the same matching task, and the survey
structure, instructions, and number of options are identical.

To avoid fatigue, an estimated completion time for the survey is presented to the participants
before the survey starts, around 5 minutes for the MG-MotionLLM survey, and 10 minutes for
the pipeline survey.

Table 5.2: Overview of survey structure. Each row represents a new page in the survey.

Survey 1 & 2 overview

Introduction
Instructions & Nickname
Affiliation

Video 6

Video 5

Video 2

Video 3

Video 1

Video 4

Comments

Difference* (only for MG-MotionLLM survey)

5.6.4 Participant Recruitment

Participants were recruited through convenience sampling (Golzar, Noor, and Tajik, 2022). The
authors distributed both surveys to friends and family, and the supervising company shared them
with researchers in the LITMUS and TIMEBLY 2 projects. No demographic data beyond a self-
chosen nickname and project affiliation were collected, as the surveys were designed to be fully
anonymous. The first survey received 33 responses and the second received 26. The second survey
was distributed approximately one week after the first, both were available for approximately one
week each. The pipeline descriptions were completed before the MG-MotionLLM descriptions,
and distributing the first survey as soon as it was ready allowed data collection to begin earlier.
Staggering the two surveys also reduced the risk of respondent fatigue, as completing both in
a single session would have been demanding. Since participation was anonymous, it cannot be
confirmed whether any respondents completed both surveys, nor can the sample be characterised
by age, profession, or geographic distribution. This makes it difficult to ensure all contacted
participants completed the survey, partially explaining the uneven sample sizes.
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5.7 Evaluation

5.7.1 Design Science Evaluation

Objectives 1, 2, and 3 are evaluated using design science evaluation practices, as described in
Guideline 3: Design Evaluation. The artefacts produced by objectives 2 and 3 are iteratively
reviewed and improved in sprints in collaboration with EasyErgo.

To evaluate the artefact produced from the second objective, a performance evaluation of the
trained model is performed for each review. The model is tested through the GroupKFold cross-
validation method, producing an accuracy score and a confusion matrix that are then shown to
EasyErgo during sprint reviews. The confusion matrix enables analysis of the poses that the
model struggles to distinguish.

The artefact produced from the third objective is evaluated by reviewing the generated text and
comparing it with the source video together with EasyErgo. For each development sprint phase,
several prompts are submitted to the LLM and the results are recorded, both to assess current
performance and to track improvement across iterations.

5.7.2 Quasi-Experiment Evaluation

To determine whether the results of the experiment support hypotheses H1 and H2, statistical
tests are used that compare the observed participant scores against what would be expected by
chance (for H1) and against the scores produced by MG-MotionLLM (for H2). Since participant
scores are limited to a small set of whole numbers between 0 and 6 (for example 3 correct guesses
out of 6), the data does not follow a normal distribution as it is discrete, so non-parametric
tests are required (Wohlin et al., 2012). To answer the two hypotheses H1 and H2 of this study,
Wohlin et al. proposes different types of statistical tests depending on the nature of what is
tested (Wohlin et al., 2012, Table 10.3).

Since H1 has only one factor (motion-to-text generation) and one treatment (our motion-to-text
method), the available tests are the chi-square and the binomial test. The binomial test was
chosen because each guess in the survey is an independent trial with a 1 in 6 chance of being
correct under random guessing, which exactly matches what the binomial test is designed to
evaluate. The 1 in 6 chance is due to the survey design itself which encompasses 6 questions,
each with 6 alternatives. Chi-square would also have been valid, but the binomial test is a more
direct fit for true or false trial data.

For H2 there is still only one factor, but two treatments (our method and MG-MotionLLM’s).
The design is not paired as the two surveys are sent out at different times, which made it
impossible to guarantee that each participant participated in both surveys, making it likely the
two groups would be unbalanced. As with H1, the score data is not normally distributed, so the
t-test is ruled out and a non-parametric test is required. The Mann-Whitney test is chosen in
preference to the Chi-square test because the score data is ordinal (0-6 correct matches), and the
Mann-Whitney test makes use of the ordering information in the ranks, whereas the Chi-square
test treats the categories as nominal and discards that information. The Mann-Whitney test is
also suitable for groups of different sizes, which as noted, is likely in this study.
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6 Approach

6.1 Dataset

All collected videos were processed through the SAM3D-OpenSim pipeline (explained in 6.1.1)
into Motion (.mot) files containing rows of approximated joint angles, where each row corresponds
to a frame and each column to a body feature, of which there are 40. In total, the training dataset
contains eight sets of approximately 15 videos each, resulting in 121,590 rows of data, which,
when multiplied by the 40 columns, results in 4,863,560 data points. See Table A.4 for example
data. While part of the dataset, the survey videos are never used in training the classifier and are
entirely separate. However, the six survey videos are still processed through the same pipeline
to convert them into motion data, which is then used to generate the descriptions in the surveys.

During Sprint 2, the EAWS basic postures were reduced from 15 to 11 by combining them. This
resulted in an imbalanced dataset, as some of the merged postures now included videos from two
previously separate classes, increasing their representation in the training dataset. As a result,
the classifier may be better suited to recognise certain postures than others. However, this can
mostly be accounted for through analysis of the confusion matrices and should in theory not
bring any noticeable negative effects.

6.1.1 SAM3D-OpenSim Pipeline

The processing of video into usable data is beyond the scope of this study; therefore, that task is
handled by the supervising company. However, the process is explained here anyway to provide
context. PNG frames are extracted from the source video at the target FPS. These frames form
the input for the pose estimation pipeline.

Segment Anything Model 3 (SAM3) is used to detect the human subject in each frame. SAMS3 is
a promptable segmentation model that can identify objects in images or videos based on concept
prompts such as “White flower” (Carion et al., 2025). In this pipeline, it is used to detect the
person and generate a segmentation mask that isolates them from the background.

MoGe2 is an open-domain geometry estimation model that is able to recover scene geometry
from a single image. MoGe2 is used here to estimate the camera Field of View (FOV) from the
first image in the video, which improves 3D reconstruction in SAM3.

The segmentation mask and FOV parameters are then passed to SAM 3D Body, a promptable,
full-body human mesh recovery model (Yang et al., 2026). SAM 3D Body reconstructs 3D human
body meshes from the input frame and outputs MHR70 keypoints, a subset from the Momentum
Human Rig (MHR) dataset (Ferguson et al., 2025), along with camera translation parameters.
These keypoints represent anatomical features of the human body.
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Following these steps, the keypoints undergo post-processing to improve the quality of data.
These steps include Butterworth smoothing, bone length normalisation, coordinate transforma-
tion for compatibility with OpenSim, and per-frame ground alignment (Iriondo Pascual, 2025).

The processed keypoints are then exported as marker trajectories in a format compatible with
OpenSim, in this case a Track Row Column (.trc) file. OpenSim is a free open-source software
built to create fast and accurate motion simulations, it can calculate variables such as forces
generated by muscles and tendon motion, or visualise skeletons based on coordinate and joint
angle data (Seth et al., 2018). Within OpenSim, an IK solver computes joint angles that best
reproduce the marker positions (Voss and Kopp, 2025). This process estimates approximately 40
Degrees of Freedom (DOF) representing articulated motions of the human body. The resulting
motion is stored in a .mot file which contains the reconstructed joint angles.

To make the training data more varied, each video is treated as if it came from a different person.
The pipeline does this in two ways: the subject’s height is randomised before the skeleton is
built, and SAM 3D Body naturally produces slightly different body measurements every time it
processes a video, even when the video shows the same person. An example of this variation is
shown in Figure 6.1. The result is that every video effectively contributes a unique body shape
to the dataset.

: (b) Reconstructed skeletons from the
(a) The same real subject recorded in two videos, demonstrating variation in
two different videos estimated body proportions

Figure 6.1: Variation in body proportions for the same real subject caused by the pipeline across
two recordings.
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Below are the pipeline stages as described by (Iriondo Pascual, 2025). This is shown to provide
a deeper understanding of the processing in the SAM3D-OpenSim pipeline.

Pipeline Stages

1. Frame Extraction: Video — PNG frames at target FPS
2. Person Detection: SAM3/VitDet bounding box detection

FOV Estimation: MoGe2 focal length estimation (first frame)

- W

3D Pose Estimation: SAM 3D Body — 70 MHR70 keypoints + cam_t

ot

Post-Processing: Smoothing, bone normalization, coordinate transform
TRC Export: OpenSim-compatible marker trajectories

Inverse Kinematics: OpenSim IK — 40 DOF joint angles

®© N>

FBX Export: Blender animated skeleton

6.1.2 Preprocessing

After processing the videos through the SAM3D-OpenSim pipeline, they must be processed
again to be viable for ML. For each frame, 40 different features are present that represent the
estimated parts of the body in some way. Some features contain no values, as they were not
deemed relevant by the supervising company. They are therefore removed from the training
data set prior to training and from the evaluation data prior to classifications; see Table A.3 for
removed features.

6.1.3 Data Validation of Motion Files

The .mot files contain large amounts of motion data. This poses several challenges, mainly that
it is difficult to verify if the data is accurate to the source video from a glance, but also that
it is difficult to determine a pose by viewing the data. Both issues are solved by importing an
.osim file, a file generated from the source video, into OpenSim and then importing the .mot file.
The .osim file provides the skeletal representation of the subject in the video, while the .mot
file supplies the motion—allowing the skeleton to move. Using this tool allows comparison of
the motions in the video to the motions of the skeleton in the OpenSim software, enabling some
validation of the generated data.
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6.2 Machine Learning

After the data has been preprocessed, it is processed through a script that reads the .mot file and
exports a Tab-Separated Values (.tsv) file containing the values. Each video contains only one
pose from the modified EAWS basic posture classification system (see Table A.2 in Appendix A),
which means that manual classification is not needed since each video represents only one posture.
The finalised .tsv file(s) is then used to train a model using the Random Forest algorithm. This
results in a trained model that is able to predict poses on joint angle .mot data. The model is
exported and stored as a .pkl file via Joblib using Python pickling. The trained model can then
be used within a project to predict postures from imported .mot files, outputting a predicted
posture for each row of feature data (see Table A.6 for an example output).

6.2.1 Postprocessing

The model outputs a series of poses from the 11 modified EAWS basic postures for each frame,
see Table A.2 for modified EAWS. Since the model does not reach 100% accuracy, the pose
sequence may be noisy and contain incorrect poses. To mitigate this, Seo and Lee (2021) suggest
a method in which poses that do not appear 10 or more times in a row are removed. The
justification for using this method is that a person can realistically not change their pose back
and forth in such a short time (in less than 10 frames, or around 0.334 seconds with 30 FPS),
and therefore it is likely noise. The second post-processing step is to reduce the size of the sent
dataset. This entails removing all repeated pose instances after each pose change. For example,
instead of “Sitting Sitting Sitting Standing”, it would be simplified to “Sitting Standing”. Since
each pose has a time value of when it occurred, the duration for which pose is held can therefore
be inferred by the LLM instead of sending the entire timeline of poses to it.

6.3 LLM Processing

The final step is packaging the Motion Tokens, the remaining rows of raw feature data, and the
complete pose timeline (time, poses, confidence) along with a tailored prompt and then sending
a request to DeepSeek-R1 via the DeepSeek API. The LLM analyses the package, and instructed
by the prompt, responds with a natural-language description in the requested format. Through
prompt engineering, a persona can be assigned, along with strict formatting rules to the LLM
so the descriptions can fit whatever definition the stakeholder may require. During testing,
several different prompts were used, but the final prompt used for evaluation can be accessed in
Section A.1.
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6.4 Design Science Evaluation

During the study, an agile development process was utilised to develop the model and connected
artefacts. Each cycle consisted of a planning stage, a development stage (sprint), a testing stage,
and a “deployment stage”, during which feedback was received from the supervising company
regarding the current state of the project. This feedback was then incorporated into the planning
stage of the following cycle.

Together with the supervising company, each sprint was evaluated and the next steps were
planned. During these evaluations, the capabilities of the Random Forest model were demon-
strated, including its accuracy scores, as well as the LLM prompt, and potential improvements
for both components were discussed. The confusion matrices, accuracy scores, and feedback
from the supervising company formed the basis for decisions made in subsequent sprints. At
each meeting, new goals and requests for the next sprint were established.

Once the supervising company was satisfied with the application, meaning that the model and
prompt together could generate descriptions of acceptable quality and correctness based on face
validity, the project proceeded to the next phase of evaluation. Each sprint is detailed in the
following sections to show the development process, the motivation behind decisions, and how
the final pipeline evolved throughout development.

Sprint 0

Sprint 0 was the baseline model with default configurations and was trained on a limited dataset
(four sets of 15 videos). Training used all 40 features and all original EAWS basic postures except
posture 16 (climbing). This posture was excluded for two reasons: it is unlikely in an industrial
setting, and the pipeline defines the floor as the lowest foot coordinate during pose estimation,
causing a climbing person to never appear to leave the floor. Confidence scores output by the
model for each posture were also added to the data sent to the LLM, which should enable the
LLM to determine if a posture should or should not be included in the description.

The model was tested on all combinations of max_depth (2, 5, 10, 20) and n_estimators (5, 10,
50, 500), with two sets of 13 videos, with each video containing one EAWS pose (one subject did
not record pose 8, 15, or 16). The evaluation results are reported in Section 7.1.

Sprint 1

Sprint 1 benefited from a larger dataset. Four more sets of videos (15 videos in each set)
were provided as training data to the model. Some features were trimmed, which were deemed
unnecessary and detrimental to the model, such as absolute coordinates and empty columns.
A feature importance ranking was also conducted in which the features are ranked based on
importance in the training, and the least important features are iteratively removed in a way
that increased the accuracy in new tests. The prompt sent to the LLM was also reworked. A
second predicted pose was added to the data sent to the LLM along with its confidence score to
provide additional context and alternatives to the LLM if the poses are unclear. The evaluation
results are reported in Section 7.1.
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Sprint 2

In the second sprint, the absolute coordinate “pelvis_ty” was re-added to differentiate between
lying down and standing up. The EAWS basic postures were also modified based on the confusion
matrix from Sprint 1 (Figure B.7). Several pairs of postures were frequently misclassified as
each other: postures 3 (bent forward 20-60°) and 4 (strongly bent forward >60°) because of
the similarity of the postures. Postures 5 (elbows at shoulder level) and 6 (hands above head)
showed similar overlap, as did postures 7 (sitting upright with back support) and 8 (sitting
upright without back support), where the distinction depends on back support that is not visible
in joint angle data. Postures 10 (sitting with elbows at shoulder level) and 11 (sitting with hands
above head) were merged for the same reason as their standing counterparts. These pairs were
merged into single labels, reducing the total from 15 to 11 postures. The full modified posture
set is shown in Table A.2. All modifications were reviewed and approved by the supervising
company.

The prompt sent to the LLM was completely reworked following principles from prompt en-
gineering. However, research by DeepSeek-Al et al. (2025a) found that few-shot prompting
consistently degraded the performance of DeepSeek-R1, thus few-shot prompting was avoided as
far as possible. Motion tokens were also added to the data sent to the LLM, these are explained
in Section 5.5.2 and they are designed to give the LLM more context of motions. All the feature
values for each predicted pose were also sent to the LLM to help determine a pose more exactly
by combining the values with the classified pose to generate more detailed pose descriptions, e.g.
“lifting one arm”, which is not a pose we classify. It also helps the LLM determine a pose if the
confidence values for both predicted poses are similar. The evaluation results are reported in
Section 7.1.

Sprint 3

The ML method was unchanged from Sprint 2. However, two new sets of training data containing
15 videos each were incorporated into the classifier model.

Changes were also made to the prompt. The prompt was restructured to read more like natural
text, and made more explicit to increase the description’s consistency.

The dataset features were also re-labelled internally to have more natural names like “Left arm
adduction” instead of “arm_add_1”, to improve the LLM’s ability to interpret the features. Lastly,
the postures were re-named internally to be easier for the LLM to interpret. Instead of “Standing
bent forward”, it is now called “Standing bent forward (10-90 degrees)”. The evaluation results
are reported in Section 7.1.

After the final sprint, the trained model and prompt were fixed and no further modifications
were made. From this point, any new video processed through the pose estimation pipeline can
receive a description by running the resulting motion data through the classifier and sending the
output to the LLM, with no additional manual steps required.

The final model used in the pipeline was trained with the best-performing configuration from
Sprint 3: n_estimators = 500 and max_depth = 10, achieving a cross-validated accuracy of 84%
(see Table 7.4).
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7 Results

7.1 Classifier Results Across Sprints

This section presents the cross-validated accuracy of the Random Forest classifier at each sprint.
All evaluations use GroupKFold cross-validation grouped by source file to prevent data leakage
from adjacent frames. Full hyperparameter sweep visualisations, confusion matrices, and per-
class classification reports for each sprint are provided in Appendix B.

Sprint 0

The best configuration (n_estimators = 50, max_depth = 2) reached a cross-validated accuracy
of 0.38. Full hyperparameter sweep results are shown in Table 7.1. The corresponding confusion
matrix and per-class metrics are provided in Figure B.3 and Figure B.4.

Table 7.1: Cross-validated accuracy of the Random Forest classifier across hyperparameter con-
figurations after Sprint 0. Values are mean accuracy 4 one standard deviation across GroupKFold
splits. The best configuration is shown in bold.

max_depth
n_estimators 2 5 10 20
5 0.35 £ 0.13 0.23 £ 0.12 0.19 £ 0.14 0.17 £ 0.10
10 0.30 £ 0.10 0.24 £+ 0.10 0.19 £ 0.13 0.18 & 0.14
50 0.38 + 0.12 0.27 £ 0.15 0.20 £ 0.14 0.19 £ 0.15
500 0.35 £0.14 0.29 £ 0.17 0.20 £ 0.15 0.18 &£ 0.15

Sprint 1
The best configuration (n_estimators = 50, max_depth = 5) reached a cross-validated accuracy

of 0.66, a substantial improvement over Sprint 0. Full results are shown in Table 7.2. The
corresponding confusion matrix and per-class metrics are provided in Figure B.7 and Figure B.8.
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Table 7.2: Cross-validated accuracy of the Random Forest classifier across hyperparameter con-
figurations after Sprint 1. Values are mean accuracy 4 one standard deviation across GroupKFold

splits. The best configuration is shown in bold.

max_depth
n_estimators 2 5 10 20
5 0.41 £ 0.05 0.60 £ 0.07 0.58 £ 0.05 0.53 £ 0.07
10 0.48 £+ 0.05 0.62 £+ 0.07 0.61 £ 0.09 0.56 4+ 0.07
50 0.54 £ 0.08 0.66 £+ 0.07 0.62 £ 0.08 0.59 £+ 0.07
500 0.56 £ 0.08 0.65 £+ 0.06 0.62 £ 0.09 0.60 £+ 0.07
Sprint 2

The best configuration (n_estimators = 50 or 500, max_depth = 10) reached a cross-validated
accuracy of 0.83, the largest single improvement across sprints. Full results are shown in Ta-
ble 7.3. The corresponding confusion matrix and per-class metrics are provided in Figure B.11
and Figure B.12.

Table 7.3: Cross-validated accuracy of the Random Forest classifier across hyperparameter con-
figurations after Sprint 2. Values are mean accuracy + one standard deviation across GroupKFold
splits. The best configuration is shown in bold.

max_depth
n_estimators 2 5 10 20
5 0.57 £ 0.11 0.76 £ 0.04 0.78 £ 0.02 0.76 &£ 0.03
10 0.64 £+ 0.10 0.77 £ 0.05 0.81 £+ 0.04 0.79 + 0.04
50 0.73 £ 0.11 0.78 & 0.07 0.83 £+ 0.04 0.81 4+ 0.04
500 0.73 £ 0.10 0.80 £+ 0.07 0.83 £ 0.04 0.81 4+ 0.04
Sprint 3

The best configuration (n_estimators = 500, max_depth = 10) reached a cross-validated ac-
curacy of 0.84, a marginal improvement from additional training data alone. Full results are
shown in Table 7.4. The corresponding confusion matrix and per-class metrics are provided in
Figure B.15 and Figure B.16.
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Table 7.4: Cross-validated accuracy of the Random Forest classifier across hyperparameter con-
figurations after Sprint 3. Values are mean accuracy 4 one standard deviation across GroupKFold

splits. The best configuration is shown in bold.

max_depth
n_estimators 2 5 10 20
5 0.57 £+ 0.07 0.75 £ 0.03 0.81 £ 0.03 0.79 4+ 0.04
10 0.64 £ 0.06 0.78 4+ 0.02 0.82 £ 0.03 0.80 4+ 0.04
50 0.71 £ 0.04 0.80 £+ 0.02 0.83 £ 0.04 0.82 4+ 0.05
500 0.75 £ 0.03 0.81 £ 0.03 0.84 + 0.05 0.83 £ 0.05

Sprint Summary

Across the four sprints, the best cross-validated accuracy improved from 0.38 in Sprint 0 to
0.84 in Sprint 3. The largest single jump was seen in Sprint 2, driven by the addition of the
pelvis_ty feature and by merging frequently confused labels. Sprint 3 saw a smaller incremental
improvement from additional training data alone, suggesting that the model was approaching
the limit of what could be learnt with the current feature set.
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7.2 Pipeline Survey

The descriptions used for the survey are detailed in Table C.4. The descriptions were generated
using the pipeline developed during this study. The videos contain a subject performing different
motions at one workstation. Each video uses the same camera placement, background, and
subject. They are all captured on the same day, within minutes of one another. The prompt
used is the latest User prompt, detailed in the GitHub link in Section A.1.
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Figure 7.1: Bar chart of average scores from first survey with descriptions generated by our
pipeline. Scores in survey are within a 0-6 range.

Figure 7.1 shows the average scores split by affiliation. The groups are based on the respondent’s
affiliation with either LITMUS, TIMEBLY 2, both, neither, and all respondents. Respondents
part of the LITMUS project scored the highest at 5.2, but only had a sample size of 5. Being
affiliated with neither LITMUS nor TIMEBLY 2 gave a score of 5.12, while the mean average
for All was 5.09.

More detailed charts are provided in Appendix D. The results are presented on a per-question
basis, with bar charts showing the scores for each description across the questions, as well as a
bar chart showing the total score distribution.
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7.3 MG-MotionLLM Survey

Below are the survey results using descriptions generated by MG-MotionLLM. The specific de-
scriptions shown to participants are listed in Table C.2, and the videos are identical to those
used in the first survey. MG-MotionLLM was run with its default prompt.
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Figure 7.2: Box plot comparing scores from the pipeline survey and the MG-MotionLLM survey.
The range of scores from the surveys are 0-6, thereby limiting the plot to that range.

Figure 7.2 shows the scores from the first and second survey as compared in a box plot. Re-
spondents were scored based on how many descriptions they correctly matched. Maximum score
was 6, and minimum score was 0. Guessing randomly would on average give a score of 1. The
Pipeline survey box plot (n=33) shows a median of 5 with an upper quartile at 6, a lower whisker
at 4, and outliers at 2 and 3. By contrast, the MG-MotionLLM box plot (n=26) shows a median
of 2 with the interquartile range spanning 1 to 3, a minimum of 0, and a maximum of 4.

Figure 7.3 shows average scores split by affiliation. The groups are based on respondents’ affili-
ation with either LITMUS, TIMEBLY 2, both, neither, as well as all respondents. Respondents
part of the LITMUS project scored the highest at 2.67 with a sample size of 6, followed by the
only respondent affiliated with both projects at 2.00. Respondents affiliated with neither scored
1.81, while those affiliated with TIMEBLY 2 scored 1.60. The mean average for all respondents
was around 1.96.

More detailed charts are provided in Appendix D. The results are presented on a per-question
basis, with bar charts showing the scores for each description across the questions, as well as a
bar chart showing the total score distribution.
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Survey 2 Scores by Affiliation
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Figure 7.3: Bar chart of average scores from second survey with descriptions generated by MG-
MotionLLM. Scores in survey are within a 0-6 range.

7.4 Hypothesis Testing

7.4.1 Hypothesis 1: Binomial Test
The first hypothesis (H1) tests whether participants can correctly match the descriptions gen-

erated by our tool to the corresponding videos at a rate above chance. The null hypothesis is
formulated as:

1

where p is the probability of a participant selecting the correct description. Each participant
is presented with six videos and six descriptions, and may assign any description to any video,
including using the same description multiple times. Under Hy, participants select the correct
description by chance. The alternative hypothesis is:

1
H11:p>6 (72)
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This is a one-sided test, as we are only interested in whether participants perform better than
chance, not worse. If the null hypothesis is true, the probability of obtaining 168 or more correct
answers out of 198 is:

198 i 198—i 198
198 1 5 1 198 :
P(168 or more correct) = E ( i ) (6) (6) = Gios E ( i >5198_’ ~24x107%
i i

1=168 1=168
(7.3)

A one-sided binomial test is performed with the number of trials n = 198, the number of successes
k = 168, and the null probability p = % The resulting p-value is ~ 2.4 x 107%, which is far
below the commonly used significance level e = 0.05. The null hypothesis is therefore rejected,
with results indicating that participants matched descriptions to videos at a rate significantly

above chance.

7.4.2 Hypothesis 2: Mann-Whitney Test

The second hypothesis (H2) tests whether the descriptions generated by the pipeline can be
matched to their corresponding videos more accurately than those generated by MG-MotionLLM.
The null hypothesis is formulated as:

H20 ZF1:F2 (74)

where F} is the distribution of scores from the first survey (pipeline descriptions) and Fy is the
distribution of scores from the second survey (MG-MotionLLM descriptions). Under HOq, the
pipeline’s descriptions are not matched more accurately than those from MG-MotionLLM. The
alternative hypothesis is:

H2,: Fy > Fy (75)

This is a one-sided test, as we are only interested in whether the pipeline performs better than
MG-MotionLLM, not worse. A one-sided Mann-Whitney test is performed to compare the scores
between the two surveys. The statistical analysis is performed using the “scipy.stats.mannwhitneyu”
function from the SciPy library in Python (Virtanen et al., 2020). With sample sizes n; = 33
and ny = 26, the test yielded U = 819.0 and a p-value of ~ 7.04 x 1071, which is far below the
commonly used significance level a = 0.05. The null hypothesis is therefore rejected. The results
indicate that the pipeline’s descriptions were matched to their corresponding videos significantly
more frequently than those generated by MG-MotionLLM.
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8 Discussion

8.1 Summary of findings

The first survey, which used descriptions generated by the pipeline, received an average score of
5.09 out of 6 with 33 participants, while the second survey, using descriptions generated by MG-
MotionLLLM, received an average score of 1.96 out of 6 with 26 participants. This indicates that
a difference exists between the two methods, with results indicating that our pipeline produced
descriptions that were easier for participants to match correctly.

Two statistical tests were performed to evaluate the hypotheses detailed in Chapter 4. For H1, a
binomial test was used to assess whether participants matched the correct descriptions produced
by our pipeline to the correct videos at a rate above chance, confirming that the observed
performance is unlikely under random guessing. For H2, a Mann—Whitney test was used to
compare the results of the two surveys. The test indicated a statistically significant difference
between the two groups, suggesting our pipeline descriptions received a higher matching score
than descriptions from MG-MotionLLM. While the Mann—Whitney test does not require equal
group sizes, unequal samples can affect statistical power. In this study, the group sizes (n = 33
and n = 26) are comparable, and the imbalance is not substantial.

The two main limitations of other approaches, privacy and token cost, are mitigated using the
proposed pipeline. By using pose estimation, the background of the video is removed and the
individual is reduced to an anonymous data representation. The cost benefit of the proposed
pipeline can be described through a comparison. As explained in Section 4.1, processing one
minute of raw video using ChatGPT was estimated to cost approximately 4 USD. During the
development process of this project, several hours of equivalent motion data were instead pro-
cessed using DeepSeek-R1 at a total cost of approximately 3-4 USD, several times less expensive
than raw-video-based alternatives. The cost of MG-MotionLLM is more difficult to compare, as
it is executed locally and its cost is primarily electricity usage rather than token usage.

The results support the conclusion that the proposed pipeline is a viable proof-of-concept to
generate natural language descriptions using a general-purpose LLM, while preserving worker
privacy and keeping token costs down. The results of the surveys strongly suggest that the
proposed pipeline produces descriptions that better represent the motions in a video compared to
other specialised state-of-the-art tools, enabling greater support and automation for ergonomists
and other domains.
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8.2 MG-MotionLLM

Descriptions generated using MG-MotionLLM were produced with its default prompt, using only
the basic required motion data for text generation. Attempts to use the same prompt as the
pipeline resulted in the model overloading and not generating any description. The resulting
descriptions from the default prompt are presented in Table C.2. Compared to the descriptions
generated by the pipeline (see Table C.4), the MG-MotionLLM outputs are less detailed and less
verbose. This difference is likely due to hardware limitations, as MG-MotionLLM was executed
locally.

It should be acknowledged that the comparison between the two systems is not fully symmetric.
The pipeline’s prompt was iteratively refined over four development sprints with feedback from
the supervising company, while MG-MotionLLM was executed with its default configuration and
no equivalent tuning. Additionally, the two systems receive fundamentally different inputs: the
pipeline provides the LLM with pre-classified pose labels, confidence scores, Motion Tokens, and
raw feature values alongside a detailed prompt, whereas MG-MotionLLM processes raw motion
capture data end-to-end without any intermediate classification step. The comparison therefore
reflects the performance of two complete systems under their respective intended operating con-
ditions, rather than a controlled evaluation of individual components. Despite this asymmetry,
the comparison remains informative as a measure of what each system can produce in practice
when applied to the same set of videos. The use of MG-MotionLLM as a comparison system
is therefore justified, and while not a completely fair comparison (local LLM versus commercial
LLM), represents the strongest state-of-the-art alternative that still preserves privacy and avoids
high token costs.

8.3 Results discussion

8.3.1 Classifier

The classifier was improved iteratively over several development sprints. The results discussed
are about the third and final sprint. In Sprint 3, the best classifier configuration achieved a
cross-validated accuracy of 0.84, representing a marginal improvement over Sprint 2.

The confusion matrix shown in Figure B.15 shows the relationship between the predicted pos-
tures and the true labels. A perfect confusion matrix would have a clean diagonal line with
values of 1.00 on the diagonal. The confusion matrix mentioned above shows a relatively clean
diagonal, with only three classes scoring below 0.80, compared to the overall average accuracy
of 0.84. The most frequently confused classes were 1 and 2 (Walking and Standing), 12 and
13 (Kneeling upright and Kneeling bent forward), and class 15 with classes 13 and 14 (Lying
down with Kneeling bent forward and Kneeling hands above head). The exact reason for these
misclassifications cannot be determined with certainty; however, several reasonable explanations
exist.

The confusion between Walking and Standing is likely due to the similarity of the postures them-
selves. Due to the nature of the classifier, it does not retain the context of previous classifications,
and therefore loses temporal information, meaning it struggles to distinguish a stationary stand-
ing pose from a walking pose captured at a single moment. This limitation is partially mitigated
during the description generation stage through the use of Motion Tokens.
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The confusion between classes 12 and 13 may be due to overlap between the two kneeling postures.
The overlap could be caused by noise in the training data, possibly due to subjects inconsistently
performing the posture. Another possible explanation is that the motion files do not contain
enough postural data for the classifier to reliably predict the correct class.

The confusion involving the lying-down posture (class 15) may similarly be due to limitations
in the available data. The motion data may not contain enough information for the classifier
to reliably predict the correct class, and it may therefore confuse the class with similar-looking
data.

8.3.2 Survey 1: Our Pipeline

The surveys gathered both quantitative data (scores) and qualitative feedback (comments). At
the end of each survey, there was an open field where people were allowed to leave feedback
or comments about the descriptions. Participants frequently reported difficulty distinguishing
between descriptions, with several noting that none appeared to fully match the corresponding
video, and some mentioning using a method of exclusion. On average, the participants scored
5.09 out of 6, indicating they were able to identify correct pairings, potentially relying on partial
matches or elimination strategies based on their feedback. Table D.1 contains all the comments
from this survey.

As explained earlier, the videos were intentionally designed to be relatively similar to one another
to encourage the respondents to analyse each individual component and not guess based on
major differences. The qualitative feedback suggests that this objective was achieved, as many
participants reported difficulty distinguishing between the descriptions. At the same time, the
relatively high average score indicates that the descriptions still contained sufficient information
for the participants to correctly match the corresponding videos. The feedback regarding use
of exclusion is also noteworthy. Applying a method of exclusion requires that at least some
descriptions are correctly identified, since participants need a reliable basis from which to exclude
alternatives. This indirectly suggests that certain descriptions were matched with reasonable
confidence. The same method can be applied equally to the second survey, but that survey
scored far lower despite the same forced-choice design. Nevertheless, a different survey with
several redundant non-matching descriptions would most likely show a more accurate measure
of matching ability. However, a survey with too many descriptions may cause fatigue among the
respondents. Therefore, a balance is required.

One other possible explanation for the difference between the quantitative score and the qual-
itative feedback is that participants may focus on individual words or phrases within the de-
scriptions, and if these do not fully match with the motions in the video, they may decide that
the entire description is inaccurate. Additionally, because participants were required to read six
descriptions for each of the six videos, fatigue may have contributed to the complaints regard-
ing description length and similarity. Nevertheless, these comments provide valuable qualitative
feedback and should be considered in future research in similar systems. Future projects should
consider improvements such as shorter descriptions or clearer language based on the feedback.

In Section D.1, each individual question is shown as a bar chart, split by descriptions, with
the vertical axis showing the number of guesses. For questions 1 and 2, everyone matched
them correctly. On question 3, only around 63% were able to correctly match the description.
Questions 4, 5, and 6 were all very similar, landing at around 80% correct pairings. This indicates
that the questions were not of similar difficulty and that questions 1 and 2 may have been easier
and question 3 may have been more difficult. It may also indicate that the descriptions are
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ambiguous and people were able to match some more easily due to obvious motion cues such as
“lying down”, which one video included. Figure D.1 shows the total points distribution.

The scores were split by affiliation since respondents part of LITMUS or TIMEBLY 2 may have
higher-than-average expertise within the area of this study, therefore they may score higher than
an “average” person. Splitting by affiliation enables this to be accounted for. From the results,
LITMUS and TIMEBLY 2 do not appear to score significantly higher or lower than the average
score, but this cannot be confidently determined due to the small sample sizes. However, the
scores indicate that the results have not been significantly skewed by their participation.

8.3.3 Survey 2: MG-MotionLLM

In this survey, similarly to the previous, respondents frequently mentioned difficulty in finding
the correct descriptions. Some mentioned that the shorter descriptions were easier and faster to
read, but the general sentiment appears to be that the descriptions did not align with the videos
and that they were more difficult than those in the first survey. See Table D.2 for comments. In
the survey there was an additional final question that asked how the descriptions compared to
those in the first survey, whether they were better, worse, or other. Almost every respondent who
answered the question said the descriptions were worse. Some mentioned that the descriptions
were better because they were shorter, although less accurate. See Table D.3.

In contrast to the first survey, no one in the second survey mentioned having to use a method
of exclusion to successfully match the descriptions, even though the surveys are the same but
with differing descriptions. This could indicate that the exclusion is not a major contributing
factor in the first survey since the method would be equally applicable here. However, because
the descriptions are less informative, the method may not have been as useful in this survey, and
respondents may simply not have reported using the technique.

Similarly to the first survey, many participants mentioned difficulty in matching the correct de-
scription to the correct video. However, unlike the first survey, this survey achieved an average
score of only 1.96 out of 6 despite receiving similar qualitative feedback (see Table D.2). As men-
tioned, in response to the additional final question, most participants explicitly stated that the
descriptions were worse than those in the first survey. This suggests that, although participants
expressed similar criticism about the two surveys, the descriptions in the first survey were per-
ceived as better than those in the second survey. One possible explanation is that respondents
may perceive imperfect descriptions more negatively than their actual matching performance
indicates, which would be consistent with the survey scores.

In Section D.2, each individual question is shown as a bar chart, split by descriptions, with the
vertical axis showing the number of guesses. Questions 1 and 2 had 57% and 50% correct pairings,
respectively, lower than in the first survey. Question 3 had only 11% correct pairings, which is
substantially lower than in the first two questions, reflecting what was seen in the first survey,
which may indicate that the video in the third question is particularly ambiguous, lowering the
score. Question 4 got 15% correct pairings, while questions 5 and 6 got 53% and 7% respectively.
These scores do not follow the same distributions as the scores in the first survey, meaning that
the per-question scores do not show a consistent pattern across both surveys attributable solely
to the videos. Even though the third question was consistently scored low on both surveys, it
may be an exception to the broader pattern.
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The uneven score distribution between the surveys suggests that either MG-MotionLLM, the
proposed pipeline, or both perform differently on certain activities than others, resulting in
variations in relative description quality for the same set of videos. If the source of variance
originates from the proposed pipeline, it still cannot be determined whether the variance is
caused by limitations in the classifier, or by the non-determinism of DeepSeek-R1. It is also
entirely possible that the two tools inherently perform differently on the same source videos
when generating descriptions.

8.4 Threats to validity

8.4.1 Construct Validity

Construct validity concerns whether the research is measuring the construct it intends to mea-
sure. The main purpose of the evaluation is to ascertain the accuracy of the descriptions with
regard to the motions in the video. However, the survey actually measures how well people can
distinguish between descriptions and recognise language cues, not accuracy directly. This is the
best indicator of accuracy that was available with limited time and resources, and a high score
suggests that the descriptions are sufficiently distinctive and plausible for humans to match them
to the corresponding videos. The results therefore cannot support the broader claim that the
tool produces texts that fully capture what happens in a video; a different evaluation design
would be needed for that.

The LLM does not take objects or backgrounds into account when generating descriptions,
meaning it has to infer what the person may be doing (e.g. lifting boxes or assembling equipment).
If the inference is incorrect, it may influence respondents’ decisions despite the described motions
being correct.

Since the surveys were mostly distributed to non-native English speakers, language ambiguities
may cause respondents to guess based on unrelated words or meanings, meaning the surveys may
partly measure reading comprehension rather than description accuracy.

The scripts for the survey videos were written to be similar but sufficiently distinct. There is
a chance that the scripts contain biased assumptions about real industrial work, or are poor
examples of real industrial work. To mitigate this, the scripts and videos were reviewed and
approved by the supervising company. A similar concern applies to the training dataset, where
we subjectively interpreted the EAWS basic postures. This was mitigated through the supervising
company’s review of all training videos to ensure consistency.

The surveys did not contain a “none of the above” option, which can distort the measurement,
since participants are forced to choose even when no description fits well. However, there was
always a correct option, and adding such an option could have provided an easy alternative for
respondents who found the task difficult.
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8.4.2 Internal Validity

Internal validity concerns whether the observed effects are truly caused by the independent
variable rather than by other variables.

Participants may improve during the survey, meaning earlier responses are less accurate than
later ones. To mitigate this, respondents could edit earlier questions before submitting, and the
same description could be selected multiple times to encourage reasoning over elimination.

Survey fatigue is also a concern. This was mitigated by being transparent about the expected
duration, showing progress, and keeping the number of descriptions to six. The question order
was fixed across respondents and not arranged by importance, length, or difficulty.

The prompt used to generate descriptions was manually written and could introduce errors
through specific instructions or language choices. This was mitigated by reviewing the prompt
with the supervising company and keeping it unchanged throughout the evaluation.

The forced-choice matching design may encourage a method of exclusion, which many respon-
dents mentioned. This could inflate scores, particularly for the first survey where descriptions
were more informative. Since the second survey used the same design, the results remain com-
parable, but the strategy may be less effective when descriptions are of poorer quality.

Additionally, non-deterministic behaviour and hallucinations from DeepSeek-R1 may have af-
fected the generated descriptions. This may have contributed to participant comments noting
that some descriptions did not fully align with the corresponding videos. However, it is unclear
to what extent this influenced the final results. Given the generally positive performance of the
proposed pipeline, it is likely that such effects were limited rather than a major source of error.
Several measures were also taken to reduce hallucinations, including the use of an explicit prompt
structure and the inclusion of multiple forms of motion data provided to the LLM (poses, Motion
Tokens, features).

8.4.3 Conclusion Validity

Conclusion validity concerns whether a statistically significant relationship exists between the
variables.

A threat to conclusion validity is the sample size. If insufficient responses are gathered, results
may reflect chance rather than the intended treatment. This was mitigated by gathering as many
responses as possible and using appropriate statistical tests. According to Wohlin et al. (2012),
the Mann-Whitney test and Binomial test were appropriate for the hypotheses of this study.
Since the surveys contain six questions with six options each, random guessing would produce
an average score of 1 out of 6.

Some survey videos may be more difficult to describe than others. The per-question results from
the surveys allow this to be identified and accounted for in the analysis.

The same real person appears in both the training data and the survey videos, which could let
the classifier recognise that individual rather than learning general pose patterns. However, as
described in Section 5.7.2, the pose-estimation pipeline randomises subject height and produces
different body measurements for each video, meaning each recording effectively contributes a
distinct body shape to the dataset.
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8.4.4 External Validity

External validity concerns the generalisability of the results to the wider population, settings,
and times.

There may be selection bias in the survey videos, as we developed the scripts ourselves and they
may have been unintentionally easier for the pipeline to handle. This was partially mitigated
through review by the supervising company.

The videos were intentionally designed to be similar, which may not generalise to real-world
scenarios where differences are larger. However, larger differences would likely produce more
differentiable descriptions, making the matching task easier. High scores on similar videos would
therefore imply at least comparable scores on more varied footage.

Because participants were selected through convenience sampling, the sample is susceptible to
sampling and self-selection bias and may not be representative of the wider target population,
which limits how far the findings can be generalised beyond the participants studied (Golzar
et al., 2022).

8.5 Limitations

Several limitations to the research and pipeline have been identified throughout the project,
which exist primarily due to time and resource constraints. The classifier is trained on a relatively
limited dataset that we ourselves had to create and may therefore be subject to bias. The dataset
is briefly explained in Section 6.1. It contains eight sets of 15 videos, each video being 30-60
seconds long, or 121,589 rows of data. More data may improve the accuracy of the final model,
although the classifier may be reaching a ceiling as discussed in Section 7.1.

The poses in the training dataset are based on a modified version of the EAWS basic postures
worksheet. The original table contained several ambiguous poses, so we decided to modify the
poses to be less ambiguous and to remove poses that were not relevant in an industrial setting.
This modification was approved by the supervising company and all changes are documented in
Appendix A, see Table A.1 and Table A.2. Their role in the modification process was to provide
an additional review, ensuring that our suggested pose modifications were reasonable. However,
these poses do not encompass all of human motion, so the final classifier can only recognise 11
distinct poses, which means that the final descriptions are inherently limited. An additional
aspect is that the modified postures are still based on our subjective judgements and those of
the supervising company, which means that these postures may not be the optimal choice.

The Random Forest classifier itself constitutes a large part of the proposed pipeline, as its
output directly affects the descriptions generated by the LLM. Consequently, misclassifications in
earlier stages may propagate through the pipeline into the final descriptions, potentially reducing
their quality and accuracy. This can be seen in the confusion matrix from the final sprint (see
Figure B.15), where several postures are consistently misclassified, particularly walking and
standing postures. These ambiguities may partially explain why some survey videos consistently
received lower scores during the evaluation. If the classifier repeatedly misclassified certain
postures, the generated descriptions may become inaccurate, making the matching process more
difficult for participants. Therefore, the survey results should be interpreted as an evaluation of
the complete pipeline rather than any individual component.
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The two surveys evaluated only our pipeline descriptions and the descriptions generated by MG-
MotionLLM. This means that there may be other tools that perform better than MG-MotionLLM
and our pipeline. MotionGPT3 was also tested internally but was deemed unsuitable to be used
in a survey (see Table C.3 for descriptions generated by MotionGPT3).

The evaluation measures description quality only in relative terms, against chance and against
the state of the art in motion-to-text generation. It does not assess how accurately the descrip-
tions reflect the actual motions performed, since that would require expert-written ground-truth
descriptions and a systematic comparison. Free-text comments from participants informed the
discussion, but were not analysed, nor informative enough to fill this gap.

8.6 Impact of research

Generating ergonomics descriptions is a costly and time-intensive process, and any tool that
speeds it up would be a valuable improvement for ergonomists’ work. Although this work does
not deliver a production-ready product, it introduces a new method, combining pose estimation,
ML, and LLMSs, that future research can build upon in pursuit of full automation. The method
also reduces costs compared to traditional methods, and preserves subject privacy, as well as
completely removes the background from the video.

Although this pipeline was built for ergonomics analysis, the underlying architecture is not
domain-specific. The descriptive output is shaped primarily by the LLM prompt, which can be
freely modified, and the classifier can be retrained on different pose categories. The same ap-
proach could therefore describe human activity in other contexts, such as physiotherapy, sports,
rehabilitation, or accessibility applications. Providing the tools to speed up the process or com-
pletely automate it may facilitate wider ergonomics analysis across workplaces, improving worker
health, reducing injuries and occupational disease.

8.7 Research Ethics

This study has been conducted in accordance with the principles of good research practice as
described by Vetenskapsradet (2024).

The dataset used to train the model used in the pipeline contains four individuals, two of whom
are authors of this project. The other two have given explicit consent to be part of the training
data and videos used in the surveys. As emphasised in Vetenskapsradet (2024), research, in-
volving people requires informed consent and careful handling of personal data. Any picture of
individuals in this report have been redacted so they are not easily identifiable to preserve their
privacy.

Unless explicitly stated, all work in this study was created by the authors. Where applicable
third-party resources have been used, they have been properly attributed. No attempt has been
made to falsify the results or make misleading claims. All results are described as found; any er-
rors are unintentional. Each step in the process has been documented to support reproducibility,
as well as all processes and code being public-access and open source. This was done for the sake
of transparency and to allow further research built upon our findings. The accompanying GitHub
repository, including its README and code presentation, was edited and cleaned up with the
assistance of an LLM to improve readability and structure. The underlying code, methodology,
and research contributions are the authors’ own.
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With regard to the scientific integrity of the study—all findings were made under conditions
that were as consistent as possible. Each respondent of the surveys had a basic grasp of what
the study was about from a short introduction. Respondents involved with the TIMEBLY 2 or
LITMUS projects may be biased since they have familiarity with the area, but this was controlled
for by including a demographic question that allowed us to separate respondents affiliated with
TIMEBLY 2 or LITMUS. No personal information was collected during the surveys except for
a nickname, which did not need to be a real name.

As researchers, we are not incentivised in any way to produce positive results. We are not
monetarily compensated and positive results will not benefit us financially in any way. The
entire pipeline is open-source and public-access. As noted in Vetenskapsradet (2024), declaring
such circumstances is part of managing potential conflicts of interest; in this case there is no
conflict of interest regarding the study, pipeline, or results.

8.8 Sustainability

Economic

Many parts of the study have relations to different aspects of sustainability. One of the motivating
factors for attempting to solve the problem of motion-to-text using this architecture was economic
sustainability. Sending images and videos to LLMs is expensive and may not be economically
sustainable long-term. Translating those images and videos into short-form data reduces costs
and improves economic sustainability. Throughout the development process, DeepSeek has been
prompted hundreds of times to iterate and evaluate, each time with data for videos ranging from
15-50 seconds along with context data. The entire development process was completed at a total
cost of less than 40 SEK in DeepSeek tokens. The same process using real images and video
would cost thousands of SEK when using the pricing method mentioned in Section 4.1. Pricing
for MG-MotionLLM is not compared due to being run locally and costs not being in the form of
tokens, but rather electricity and hardware.

Environmental

A concern regarding LLMs is their environmental impact. Large data centres that host LLMs
require significant amounts of electricity to run, as well as water and physical space. Since this
project relies heavily on LLMs to function, this is a factor to consider from an environmental
sustainability perspective. The alternative would be running a local LLM server which would not
require as much energy in total compared to a data centre. However, a local solution will likely
produce lower-quality results than a large cloud-based model, and would still require electricity
and hardware.
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Our supervising company reported that the entire development process, including all testing,
consumed approximately 7.8 million tokens at a total cost of 35 to 40 SEK. In addition, they
estimated that this consumption is comparable to 10 hours of computer use in terms of electricity
and a 2-minute shower in terms of water. Although these figures are difficult to verify precisely,
it is worth noting that producing equivalent descriptions manually would also require electricity
for the workstation used during the task, which would have an environmental cost.

Societal

The societal impact is hard to predict due to the innumerable variables involved. Since er-
gonomics evaluations have been found to be time-consuming and expensive, they may not be
performed as frequently as needed, therefore increasing the likelihood of WMSDs and other
workplace injuries. An improvement in ergonomics could reduce injuries and improve the quality
of life of people on an individual level. The effects may also reduce the burden on healthcare
systems and improve productivity, though to a lesser extent. However, there are some risks of
using this application. If ergonomics evaluators rely too heavily on it and the descriptions are
not entirely accurate, the evaluations may become flawed. It is important that evaluators use
the application responsibly and are aware that it is not perfect. It may also simultaneously re-
duce the demand for ergonomics evaluators, meaning fewer opportunities for work, as with most
automation.

8.9 Future Work

8.9.1 Classifier

Further research is needed on ways to improve the classifier to increase accuracy, which will
improve the descriptions. A way to potentially improve the granularity of the generated descrip-
tions would be to include more poses in the training data. The EAWS basic postures are limited,
so a completely custom pose set with many unique poses could be beneficial.

There are countless different types of classifiers that could have been used in this project instead
of Random Forest, but since optimisation of the pipeline was not a priority, the Random Forest
classifier was selected as it had shown useful results in previous work. Therefore, future work
could examine and compare different classifiers, such as Support Vector Machines and Light GBM,
as discussed in Chapter 3).

Another feature that could be explored in future work is object classification; it could be used to
detect and classify objects in the videos and could improve the descriptions. It could be used to
determine the loads and harmful positions that involve the transport or manipulation of objects.

8.9.2 LLM

Further prompt-work can be done to remove unnecessary detail from the descriptions and what
is internally referred to the LLMs “Al-dialect” which is the model’s tendency to use certain
vocabulary that does not contribute to the descriptions. A pilot study could also be made in
future work that investigates how users would want the resulting descriptions to look like. This
could help better align the descriptions to a realistic use-case.
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Research into different prompting techniques aimed at DeepSeek-R1 is also needed since it ap-
pears very sensitive to small changes in prompts and often disregards instructions observed
during our internal testing. It is currently not known how detailed or context-rich the prompt
is required to be. This is difficult to assess because the non-determinism of LLMs makes it hard
to compare descriptions systematically.

A comparison study of different LLMs could also be conducted in future work. Recent com-
parative studies, made by Gao, Jin, Ke, and Moryoussef (2025), show that performance varies
substantially across models and task types, suggesting that the choice of DeepSeek-R1 in this
work is not necessarily optimal for motion description generation. Evaluating models such as
Claude, GPT-40, and Gemini in place of DeepSeek-R1 could help identify the most suitable LLM
for this pipeline with regard to accuracy and cost.

8.9.3 Other tools

Further research could compare our pipeline against additional motion-to-text tools such as those
proposed by Wu et al. (2025) and Yazdian et al. (2025), which were not included in this study due
to time and resource constraints. A broader comparison would help establish how the pipeline
performs relative to the wider landscape of motion-to-text approaches.

8.10 Comparison to Previous Work

Although specialised motion-to-text models exist, such as MotionGPT3 and MG-MotionLLM
(Zhu et al., 2025; Wu et al., 2025), their effectiveness in producing detailed and reliable textual
descriptions of motion remains underwhelming. The proposed pipeline differs from these ap-
proaches in several respects. The main difference lies in the system design. While MotionGPT3
and MG-MotionLLM are end-to-end, specialised architectures trained explicitly for motion-to-
text generation, the proposed pipeline is constructed from modular, general-purpose components
that are not inherently designed for this task. This design choice improves modularity and allows
the pipeline to be easily repurposed. The use of pose-estimated data with a powerful general-
purpose LLM solves both issues of privacy and token-cost associated with processing raw video
in an LLM. Meanwhile, such a model also allows for more advanced natural-language description
generation from a video, enabling support for ergonomists and other purposes.

In a related work, Iriondo Pascual et al. (2025) applied a Random Forest classifier for hand
posture recognition. Their method achieved a maximum accuracy of 92.2%, compared to 84% in
this study. However, their task was limited to classifying three hand postures, whereas this work
classifies eleven body postures. In a similar area, Osawa et al. (2025) evaluated multiple machine
learning models for classifying baseball pitching poses. Their reported accuracy of 99.7% likely
reflects the limitations of classic train-test split strategies, which may permit data leakage. This
observation motivated the use of GroupKFold cross-validation in this study to reduce the risk
of data leakage and overfitting caused by similar frames appearing in both the training and
validation sets.

This study draws on the findings and addresses the limitations of prior work and combines
approaches from each into one pipeline for posture classification and natural language generation.
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8.11 Effect of Method

Several choices made throughout the project may have influenced the results. The use of a quasi-
experiment method instead of a true experiment means that any observed difference between the
two participant groups cannot be attributed solely to the generated descriptions. To reduce the
influence of confounding variables, several mitigation strategies were used, including staggering
the surveys and maintaining consistency between the two survey structures. However, a true
experimental design with random assignment would have provided stronger control over potential
confounding factors and may have produced different results.

Another alternative approach considered was an expert-based evaluation, where an expert would
compare the generated descriptions against the source videos. This would have eliminated several
confounding variables associated with the surveys and resulted in a more controlled evaluation
process. However, it would also have placed the evaluation in the hands of a single assessor,
increasing the risk of individual bias. Nevertheless, acquiring a qualified expert was not feasible
within the project’s time and resource constraints, leading to the selection of the survey-based
approach.

The choice of classifier may also have influenced the accuracy of the postures provided to the LLM.
Alternative ML algorithms, such as Light GBM or Logistic Regression as used by Osawa et al.
(2025), may have produced different results. Random Forest was selected based on its previously
strong performance in related work, as discussed in Chapter 3. A different classifier algorithm
could potentially have achieved higher classification accuracy, which in turn may have improved
the quality of the generated descriptions and prevented the need for additional techniques such
as Motion Tokens and the post-processing methods described in Chapter 6.

The choice of LLM is another factor to consider. DeepSeek-R1 was selected mainly due to
requirements and constraints imposed by EasyErgo. As a result, the findings may be partially
dependent on the capabilities and limitations of this specific LLM. Different models may interpret
the provided data differently, which may result in generated descriptions of varying quality and
consistency. As a result, some of the observed outcomes may be attributable to characteristics of
DeepSeek-R1 rather than the overall pipeline. Pricing is another factor to consider, as different
models use different pricing structures. Because of this, selecting an alternative LLM could
increase the overall token-related costs of the pipeline, which could undermine some of the benefits
of the method.

Division of Work

Objectives 1 and 4 were shared between both authors. Objective 2 (data processing and classifier
development) was primarily carried out by Mikael Skaremyr, and Objective 3 (LLM integration
and prompt engineering) was primarily carried out by Oscar Kruit. The writing of the thesis
was shared equally.

51



9 Conclusion

This study investigated whether LLMs can generate natural language descriptions of human
motion from pose-estimated data derived from video, and tested whether such descriptions can
outperform those produced by a state-of-the-art motion-to-text system. A pipeline was developed
in which a Random Forest classifier predicts postures from joint angle data, and the resulting
pose sequences are passed to an LLM that generates descriptions.

The results support both hypotheses. Participants were able to match the generated descriptions
to their corresponding videos at a rate significantly above chance, indicating that the pipeline’s
descriptions contained sufficient information to distinguish between motions. Participants also
achieved significantly higher matching scores with the pipeline-generated descriptions compared
to those generated by MG-MotionLLM. The statistical analyses therefore support the rejection
of both null hypotheses.

These findings suggest that combining a pose classifier with a general-purpose LLM is a viable
approach for producing motion descriptions from pose data alone, without relying on raw video
input. However, the evaluation only measured how well participants could distinguish between
descriptions, not how accurately the descriptions reflect the actual motions performed. A more
direct assessment of description accuracy, such as comparison against expert-written ground
truths, remains a task for future work. Despite this limitation, the pipeline presents a promising
foundation for privacy-preserving, cost-effective motion description in ergonomics analysis and
other domains.
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Appendix

Table A.1: 16 Basic postures used in the EAWS method (based on Schaub et al. (2013)).

Standing (and walking)

Standing & walking in alteration, standing with support
Standing, confined space

Bent forward (20-60°)

Strongly bent forward (> 60°)

Upright with elbow at / above shoulder level

S Ut s W N

Upright with hands above head level

Sitting

7  Upright with back support slightly bent forward or backward
8  Upright with no back support

9 Bent forward

10 Elbow at / above shoulder level

11  Hands above head level

Kneeling or crouching

12 Upright
13 Bent forward
14 Elbow at / above shoulder level

Lying or climbing

15 Lying (on back, breast or side) w/ arms above head

16  Climbing




Table A.2: 11 Modified basic postures derived from the EAWS method (based on Schaub et al.
(2013)).

Standing (and walking)

1 Standing & walking in alteration, standing with support
2 Standing, confined space

3 (3/4) Bent forward

5 (5/6) Upright with hands above head

Sitting

7(7/8) Upright
9 Bent forward
10 (10/11) Hands above head

Kneeling or crouching

12 Upright
13 Bent forward
14 Hands above head

Lying or climbing

15 Lying (on back, breast or side) w/ arms above head

A.1 Prompt Used for Description Generation in Surveys

The full prompt is available in the GitHub repository:
https://github.com/Figure26/BodyLanguage/blob/main/prompts.py
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Table A.3: Removed features from dataset.

Removed features

ankle_angle_rt
subtalar_angle_r
mtp_angle_r
ankle_angle_l
subtalar_angle_1
mtp_angle_l
wrist_flex_r
wrist_dev_r
wrist_flex_1

wrist_dev_l

Table A.4: Example of raw features in a .mot file. There are additional features in a .mot file

that have been trimmed for demonstration purposes.

time pelvis_list hip_flexion_r hip_adduction._r pelvis_ty
0.000 13.01243354 13.40424563 -11.99247245 0.99060382
0.033 12.88217204 13.60691242 -12.07443494 0.98616947
0.066 12.91993723 14.21104300 -11.93722028 0.98513070

Table A.5: Example of Motion Tokens. There are additional features that have been trimmed
for demonstration purposes.

time Apelvis_list Ahip_flexion_r Ahip_adduction_r Apelvis_ty
0.0 0.154040 0.765400 -0.373723 -0.00708
0.2 0.066412 0.263442 -0.176507 -0.00118
0.4 0.121405 -0.012206 -0.011815 -0.00219

Table A.6: Example of output from the classifier.

time predicted_pose confidence
0.000 standing: standing 0.67
0.033 standing: walking 0.64
0.066 standing: walking 0.88
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B Random Forest Results From Sprints

This appendix contains the full per-sprint evaluation results for the Random Forest classifier. For
each sprint, four figures are provided: two showing the hyperparameter sweep (cross-validated
accuracy as a function of n_estimators and max_depth), one confusion matrix from the out-of-
fold GroupKFold predictions using the best hyperparameter configuration, and one classification
report listing per-class precision, recall, Fl-score, and support. The precise hyperparameter
sweep values, including per-fold standard deviations, are reported in the corresponding tables in
Section 7.1.

B.1 Sprint 0

Accuracy vs n_estimators (All data, GroupKFold)
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Figure B.1: Sprint 0: cross-validated accuracy as a function of n_estimators, with one line per
max_depth value.
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Accuracy vs max_depth (All data, GroupKFold)
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Figure B.2: Sprint 0: cross-validated accuracy as a function of max_depth, with one line per
n_estimators value.



Confusion Matrix (OOF, GroupKFold)

1.. 0.06 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
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4-0.00 0.02 0.13 0.15 0.08 0.38 0.02 0.17 0.00 0.00 0.00 0.01 0.05
5-0.01 0.34 0.00 0.00 0.09

6-0.00 0.00 0.00 0.00 0.000.00 0.00 0.00 0.00 0.00 0.00 0.01

7-0.00 0.00 0.08 0.00 0.00 0.00 0.00 0.38 0.00 0.00 0.03.0.00

0.00 0.00 0.00 0.03 0.00 0.00 0.05
0.6

True class

9-0.00 0.00 0.08 0.00 0.00 0.00 0.33 0.43 0.00 0.00 0.00 0.16 0.00
-0.4

10- 0.00 0.00 0.01 0.00 0.00 0.00 0.32 0.00 0.00 [&fsEd 0.00 0.01 0.13
11-0.00 0.00 0.00 0.00 0.05 0.14 0.00 0.00 0.10 0.42 0.00 0.00 0.29

12-0.03 0.02 0.00 0.02 0.17 0.00 0.01 0.03 0.00 0.00 0.160.01
-0.2

13- 0.00 0.01 0.00 0.00 0.00 0.00 0.16 0.40 0.00 0.00 0.24 0.18 0.00

14-0.00 0.00 0.00 0.00 0.00 0.35 0.00 0.00 0.00 0.25 0.00 0.00 0.40

1 2 3 4 5 6 7 9 10 11 12 13 14
Predicted class -0.0

Figure B.3: Sprint 0: row-normalised confusion matrix from the out-of-fold GroupKFold predic-
tions of the best Random Forest configuration. Class labels are listed in Table A.1.
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precision recall fl-score support

1.0 0.87 0.47 0.61 2684

2.0 0.47 0.84 0.60 2676

3.0 0.68 0.84 0.75 2679

4.0 0.91 0.15 0.26 2654

5.0 0.23 0.09 0.13 2691

6.0 0.41 0.99 0.58 2652

7.0 0.00 0.00 0.00 2674

9.0 0.30 0.43 0.35 2611

10.0 0.00 0.00 0.00 2690

11.0 0.34 0.42 0.38 2685

12.0 0.36 0.16 0.22 2606

13.0 0.13 0.18 0.15 2665

14.0 0.42 0.40 0.41 2555
accuracy 0.38 34522
macro avg 0.39 0.38 0.34 34522
weighted avg 0.39 0.38 0.34 34522

Figure B.4: Sprint 0: per-class precision, recall, Fl-score, and support from the out-of-fold
GroupKFold predictions of the best Random Forest configuration. Class labels are listed in
Table A.1.

B.2 Sprint 1

Accuracy vs n_estimators (All data, GroupKFold)
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Figure B.5: Sprint 1: cross-validated accuracy as a function of n_estimators, with one line per
max_depth value.

VII



Accuracy vs max_depth (All data, GroupKFold)
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Figure B.6: Sprint 1: cross-validated accuracy as a function of max_depth, with one line per
n_estimators value.
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Figure B.7: Sprint 1: row-normalised confusion matrix from the out-of-fold GroupKFold predic-
tions of the best Random Forest configuration. Class labels are listed in Table A.1.
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precision recall fl-score
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15.0 0.62 0.29
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Figure B.8: Sprint 1: per-class precision, recall, Fl-score, and support from the out-of-fold
GroupKFold predictions of the best Random Forest configuration. Class labels are listed in

Table A.1.
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Figure B.9: Sprint 2: cross-validated accuracy as a function of n_estimators, with one line per

max_depth value.



Accuracy vs max_depth (All data, GroupKFold)
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Figure B.10: Sprint 2: cross-validated accuracy as a function of max_depth, with one line per
n_estimators value.
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Confusion Matrix (OOF, GroupKFold)
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Figure B.11: Sprint 2: row-normalised confusion matrix from the out-of-fold GroupKFold pre-
dictions of the best Random Forest configuration. Class labels are listed in Table A.1.
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Figure B.12: Sprint 2: per-class precision, recall, Fl-score, and support from the out-of-fold
GroupKFold predictions of the best Random Forest configuration. Class labels are listed in

Table A.1.
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Figure B.13: Sprint 3: cross-validated accuracy as a function of n_estimators, with one line per

max_depth value.
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Accuracy vs max_depth (All data (GroupKFold))
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Figure B.14: Sprint 3: cross-validated accuracy as a function of max_depth, with one line per
n_estimators value.
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Figure B.15: Sprint 3: row-normalised confusion matrix from the out-of-fold GroupKFold pre-
dictions of the best Random Forest configuration. Class labels are listed in Table A.1.
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Figure B.16: Sprint 3: per-class precision, recall, Fl-score, and support from the out-of-fold
GroupKFold predictions of the best Random Forest configuration. Class labels are listed in

Table A.1.
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C Scripts and Generated Descriptions

Table C.1: Scripts for survey videos.

Video Script

Video 1 Start standing. Walk a few steps forward toward a box on the ground. Bend down
and lift the box with both hands. Place the box on the table. Open it and take
out a small item. Reach up and place the item high above the workstation. Close
the box and lift it off the table. Place the box back on the ground. Turn around
and walk away from the workstation.

Video 2 Start standing facing the table. Walk forward and lean slightly over the table as if
inspecting the surface. Straighten up and step to the side. Reach out and adjust
something deep in the workstation. Lower your arms and look back down at the
table. Turn slightly and press a button or switch on the workstation. Step back
and watch the workstation for a moment.

Video 3 Start standing next to a chair at the workstation. Sit down on the chair. Pull
yourself slightly closer to the table. Lean forward and use a device as if you are
steering a machine for a moment. Sit back in the chair and look forward as if
observing. Stand up again and push the chair back slightly as you are standing
up.

Video 4 Start standing in front of the workstation. Walk to the left side of the table. Bend
down and briefly check something near the floor. Stand up again and move to the
center of the table. Place both hands on the table and look across the surface as
if reviewing the workspace. Step to the right side of the table and reach upward
toward a high shelf and grab an object. Place the object on a table behind you.

Video 5 Start sitting beside the workstation. Reach down below the table and take a small
container or part from a low shelf. Place it on the table. Pick up a tool from
the table and pretend to adjust or check the item. Lean forward and inspect the
container closely for a moment. Put the tool down again. Return the item to the
shelf below the workstation.

Video 6 Start standing a few steps away from the table. Walk toward the table and pick
up an item. Place it on the table behind you. Lay down on the floor as if you are
working on something under the table. Stand up again.
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Table C.2: Output descriptions generated by MG-MotionLLM using default prompt. Description
order was shuffled when added to the survey, which in this case means that ID is the description
number seen in Appendix D.2.

Video ID Description

Video 1 4 a person bends over and picks up a heavy object, and then sets
it on a table.

Video 2 1 a person walks forward, bends down to tie their shoe, stands
back up, and then bends down to tie their shoe.

Video 3 a person steps forward and then waves his face.

Video 4 a person bends down and picks up a heavy object and puts it
on a table then stands up and raises it.

Video 5 2 a person bends forward and waves with their right hand, waves
with their left hand, and then bends forward again.

Video 6 3 a person walks in a clockwise circle, then sits down.

Table C.3: Output descriptions generated by MotionGPTS3.
Video Description
Video 1 a person lifts off the ground and shakes hands in the direction of a
running cycle
Video 2 a person grabs something from behind
Video 3 a person lifts both hands above and below the ground, then recedes from
the left to right side of the swing

Video 4 a person lifts off the floor and descends in a tapping style

Video 5 a person is dancing with their right hand at the end of a long run

Video 6 a person does not follow the right hand to the left
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Table C.4: Output descriptions generated by our pipeline using prompt shown in A.1. The
descriptions were added in order which means that, for example, Video 6 is equal to description
6 in Figure D.2.

Video Description

Video 1 The person begins by standing in place, then takes a few steps before bending down into
a deep crouch, getting very close to the ground. They remain in this low position for a
moment, likely interacting with an object near the floor, before rising up to a standing
posture. Next, they reach upward with both arms, as if working on something overhead,
then lower themselves into another deep crouch to work near the floor again. After rising
back to their feet, they shift their weight and adjust their stance, possibly moving a short
distance or preparing for another action. The sequence ends with the person standing,
having completed a series of tasks involving bending, reaching, and moving at different
levels.

Video 2 The video begins with the person standing upright, briefly shifting their weight from foot
to foot as if preparing to move. They then take a few steps forward, before bending at
the waist to reach toward something at a lower level. After holding this bent position
for a moment, they smoothly transition into a deep crouch, lowering themselves close
to the ground where they remain for several seconds, likely performing a task near the
floor. From this low position, the person rises back to a full stand. Once upright, they
walk a short distance, then stop and bend forward again, perhaps to interact with a work
surface or pick up an object. The footage ends with the person standing in place, making
small, almost imperceptible adjustments to their posture.

Video 3 The person takes a few steps forward before bending at the waist and lowering themselves
into a seated or crouched position. They remain in this low posture for an extended
period, frequently reaching and moving their arms, sometimes raising them high above
shoulder level. After these movements, they steadily rise to a standing position and begin
walking away.

Video 4 The person begins by standing in place, subtly shifting their weight from side to side.
They then crouch down deeply, bending forward at the waist to reach toward the ground,
where they remain for a couple of seconds, likely interacting with an object or a low
surface. After this, they stand back up and take a few steps, pausing again before making
a reaching motion with one arm, as if to grasp or place an item at about shoulder height.

Video 5 The person starts seated and immediately leans forward, bending down towards a lower
surface as if to reach for something near the floor. They then return to a sitting position
and begin working with their arms raised, making several precise motions with their
hands and forearms, likely manipulating an object or tool in front of them at bench
level. After a period of this seated work, they bend forward deeply again, staying in a
crouched position for a few seconds to interact with something low before sitting back
upright and settling into a final, steady seated posture.

Video 6 The person starts by standing still, then takes several steps forward, walking with a
steady pace. After a few seconds, they come to a stop and bring their arms up, bending
their elbows as if they are operating a control panel or handling an object in front of
them. They begin walking again, but their movement soon transitions into sitting down
on a low surface, leaning their torso forward as they lower themselves. Once seated, they
continue to bend forward and then slowly recline, eventually lying down on their side
or back close to the ground, where they remain for the rest of the time, making only
occasional small adjustments with their arms and torso.
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D Results

D.1 DeepSeek Survey Results

Below are results from the first survey which had descriptions generated by the pipeline developed
during this study.

Total points distribution.
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Points scored.

Figure D.1: Bar chart showing total points distribution from our pipeline survey. The bars
indicate how many respondents scored a specific amount of points.
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Table D.1: Verbatim Comments gathered from the first survey. Not all respondents left a
comment. Some comments are in Swedish, they are left untranslated to retain original meaning.
This question asked ”Do you have any comments or feedback about the descriptions or videos?”

No. Comment

1 It was very tricky I'd say. The descriptions sometimes felt like they missed parts, or included
parts that were not in the videos. I still think i got them right through some trial and error

2 Det var nog ganska latt att hitta rdtt beskrivning genom att eliminera dom som inte riktigt
passade (antaget att jag fick ratt), men ofta sa valde jag en beskrivning &ven fast att den inte
stamde 100%, pa grund av att det fattades nagot. ex sista sliden sa slutar den med att hon gar
till andra sidan vilket inte finns med i beskrivningen som jag valde, men resten stdmde. Men
annars tycker jag beskrivningarna som jag valde stdmde 6verens med videon

3 It was hard

4 I had to guess based on similarities between videos and descriptions. No description was clear
or accurate.

5 Some minute detail descriptions, like the person shifting weight their from side to side, weren’t
easy to spot in the video. Assuming I got the answers correct, the best way to recognise which
text belongs to which clip is to spot the bigger movements or starting/ending tells, like sitting
or walking, while moving arms at different heights was harder than expected to connect to a
description. Insane visual asmr quality though.

6 Only the first two clips seemed to have matching descriptions. Choosing the first description for
the remaining clips was totally arbitrary.

It was not easy.

i feel like most of the answers were hard to place since not everything fit in. Some things were
mostly correct but had some motions or stances wrong. it was hard to pick due to this

9 It was difficult to make out certain descriptions to their counterpart video as some movements
didn’t correlate at all with any of the descriptions.

10 A bit difficult descriptions for body motions

11 Intressant och utmanande!

12 Some of the descriptions did not fully match the video, so I had to choose the one that was
closest.

13 Some of the descriptions were very hard to identify; they didn’t feel accurate enough, and I had
to guess.

14 Video 3 doesn "t match any descriptions

15 I found the descriptions to be slightly confusing

16 I think the descriptions and videos were good

17 The description text of movement is way too long, some text are even unnecessary and adds

complexity and could be very misleading, some description is not even coherent with the video,
especially video 6 (did not find any appropriate description, the hint was the last sentences).
Descriptions such as slightly shifting weight as to take steps forward. Not executable and direct,
could literally be explained in fewer words, simpler and more explicit. Gets very distracting with
much repeating text for each description, making them almost sound the same but with subtle
cue and hints that directly points to their differences.

18 Maybe have two where they start seated
19 Svart ndr ingen beskrivning exakt motsvarade videon.
20 THe descriptions never fitted to the video. I was not satisfied by not beeing able to find a correct

connection between the video and the description.
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Question 1. Guesses for each description.
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Figure D.2: Bar chart of guesses from first question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in table C.4.

Question 2. Guesses for each description.
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Figure D.3: Bar chart of guesses from second question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in table C.4.
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Question 3. Guesses for each description.
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Figure D.4: Bar chart of guesses from third question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in C.4.

uestion 4. Guesses for each description.
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Figure D.5: Bar chart of guesses from fourth question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in table C.4.
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Question 5. Guesses for each description.
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Figure D.6: Bar chart of guesses from fifth question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in table C.4.

Question 6. Guesses for each description.
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Figure D.7: Bar chart of guesses from sixth question with descriptions generated by our pipeline.
The correct description is highlighted in bold, full descriptions can be found correspondingly
numbered in table C.4.
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D.2 MG-MotionLLM Survey Results

Below are results from the first survey which had descriptions generated by MG-MotionLLM.

Total points distribution.
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Figure D.8: Bar chart showing total points distribution from MG-MotionLLM survey. The bars
indicate how many respondents scored a specific amount of points.
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Table D.2: Verbatim comments gathered from the second survey. Not all respondents left a
comment. Some comments are in Swedish, they are left untranslated to retain original meaning.
This question asked ”Do you have any comments or feedback about the descriptions or videos?”

No. Comment

Odd alternatives. . .
2 Very inaccurate descriptions this time around. Had to guess based more on motion and

elimination-methods.

3 Sorry, but even though the description has been minimized from the previous survey, I still find
it more difficult tell them apart, since none of the descriptions are actually accurate and correct.
Very interesting that the movements are interpreted and translated to these descriptions though.

4 Very hard, proably due to the poor agreement between what is seen in the videos and the given
descriptions.
5 The descriptions where very hard to match with the videos and I am not certain that most of

the descriptions I picked are correct. The descriptions are very short and if it was correct in the
beginning it did not include all the actions or were wrong after that. Most descriptions included
actions that did not fit any video such as ”tie their shoe” and ”waves his face” which made it
harder to match with any video.

6 I couldn’t understand how the descriptions matched the videos. Most of the times no description
correctly described what was happening.

Frustration served in six parts. ”Waves his face.”
This task was more difficult than the first.
Har var det om mdjligt &nnu mindre likhet mellan texter och videor.

10 Same as the last. It feels a bit silly doing this since there is no connection between videos and
text. This was better becouse the text was shorter and more easy to read. But all of them was
wrong and I feel unsatisifed with answering them wrongly...

11 Hard to find answers that fit the video
12 Very difficult!
13 Very difficult to decide which belonged to which. I am most likely wrong on most of them. The

descriptions where too short, not descriptive enough, or assumed actions that did not happen.

14 The text descriptions seem to have a very low relevance to what is happening in video. They
don’t even capture the basic movements like standing, walking, sitting, stretching the hand. So
I could only guess what the Al could have mistaken the actions with.

15 Valdigt svart, kdndes som ingen beskrivning passade in pa videon. Men kanske det som var
meningen...

16 Felt harder this time

17 Video and method descriptions are not synchronized. Video shows movements but descriptions
are wrong.

18 I am not sure you will get good results with this study since the descriptions are the same each
time and participants might not have read them/understood that the vidoes will not fit the first
time

19 The text did not match the content in the videos in some of the examples. Maybe an option like

”no match” would have been good option? Now I just selected the one that seems more likely
even if its clear that the answer is wrong.
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Table D.3: Verbatim comments gathered from the second survey. Not all respondents left a
comment. Some comments are in Swedish, they are left untranslated to retain original meaning.
This question asked "How did these descriptions compare to the descriptions in the previous
survey (better/worse, other)?”

No. Comment

1 Much worse

2 It appears to be a mismatch between the films and the text. I didn’t find any sufficent
match!

3 These descriptions were very far off from what happened in the videos. They missed key
moments, said things that didnt happen and vice versa. The previous descriptions were
way better.

4 About that, I've answered that in the previous question. Few words but less accurate

and correct. The descript and words are not articulated well and are not precise and
descriptive enough. Ambiguous and wrong description in general.

5 Much worse in this survey. Almost impossible to link videos with the given descriptions.
worse
7 I found the descriptions in the second survey to be way worse than the first. In the first

they were overly complicated but still comprihensible.
Much worse. Kudos, on a job done.
Much worse
10 De hér beskrivningarna var mer missvisande an de i forra delen.

11 Better, since I could finish them faster. Worse becouse they where even worse than the
first one. In the first one was there some parts that actually fitted the motions, but never
the full motion.

12 Worse I think, It felt like some steps where missing in every description for the videos

13 Worse

14 These were simpler and far worse. These didn’t mention sitting down which the other
descriptions did.

15 These descriptions were worse than the previous survey. They don’t seem to capture
what happens in reality at all.

16 Less descriptive, but easier to read

17 Worse.

18 worse

19 totally worse
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Question 1. Guesses for each description.
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Figure D.9: Bar chart of guesses from first question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in table C.2.

Question 2. Guesses for each description.
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Figure D.10: Bar chart of guesses from second question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in table C.2.
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Question 3. Guesses for each description.
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Figure D.11: Bar chart of guesses from third question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in C.2.

Question 4. Guesses for each description.
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Figure D.12: Bar chart of guesses from fourth question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in table C.2.
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Question 5. Guesses for each description.
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Figure D.13: Bar chart of guesses from fifth question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in table C.2.

Question 6. Guesses for each description.
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Figure D.14: Bar chart of guesses from sixth question with descriptions generated by MG-
MotionLLM. The correct description is highlighted in bold, full descriptions can be found corre-
spondingly numbered in table C.2.
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E Acronyms

.mot Motion, 27-30

.trc Track Row Column, 28

.tsv Tab-Separated Values, 30

AAWS Automotive Assembly Worksheet, 3

API Application Programming Interface, 8, 16, 19, 23, 30

Bagging Bootstrap-Aggregating, 6, 22

DOF Degrees of Freedom, 28

EAWS European Assembly Worksheet, 2 ff., 12f., 15, 18f., 21, 27, 301f., 44, 46, 49
FOV Field of View, 27

FPS Frames Per Second, 13, 21, 27, 30

GDPR General Data Protection Regulation, 13

IK Inverse Kinematics, 4, 28

LLM Large Language Model, 2, 8f., 12-16, 18ff., 23f., 26, 30ff., 40f., 44-52
LLMs Large Language Models, 7, 13, 50, 53

MHR Momentum Human Rig, 27

ML Machine Learning, 2, 4, 6ff., 10ff., 15f., 19, 21f., 29, 32, 47, 51

MTM Methods-Time Measurement

OWAS Ovako Working Posture Analyzing System, 11f., 21

SAM3 Segment Anything Model 3, 27

WMSDs Work-Related Musculoskeletal Disorders, 2f., 13, 49
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