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Abstract

This thesis investigates how process and machine variables can be used to predict machine
failure and interpret failure-related operating conditions in a predictive maintenance setting.
The study is situated within the broader context of operator support in industrial production
settings. Since real industrial data were not available, the AI41 2020 Predictive Maintenance

Dataset was used as a synthetic industrial proxy dataset for methodological development.

The analysis focused on identifying variables associated with machine failure and evaluating
supervised learning models under class imbalance. To support this aim, an analytical workflow
combining exploratory data analysis, supervised machine learning, class-sensitive evaluation
and model interpretability was developed. Logistic Regression, Decision Tree, Random Forest
and XGBoost were compared using PR-AUC, ROC-AUC, recall, precision, Fl-score and
macro-F1, while F2-score supported threshold tuning. Permutation importance and SHAP were
then used to interpret model behaviour. A synthetic-rule sensitivity audit was also conducted to
examine how much of the model's performance reflected the deterministic failure-generation

structure of the AI4I dataset rather than transferable sensor patterns.

The results showed that torque, tool wear, rotational speed and air temperature were the
variables most consistently associated with machine failure in the selected dataset. Among the
evaluated models, XGBoost achieved the strongest overall balance across the selected metrics

and was therefore identified as the most suitable model in this study.

This thesis contributes an interpretable analytical workflow for machine failure prediction and
operator-support-oriented interpretation. However, the findings should not be interpreted as
direct evidence of industrial transferability, as the dataset is synthetic and does not represent
real industrial production data. Future work should therefore apply and validate the workflow

using real industrial data and feedback from domain experts.

Keywords: predictive maintenance, machine failure prediction, operator support, class

imbalance, model interpretability, SHAP, AI41 2020 dataset
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1 Introduction

This study focuses on machine failure prediction and the interpretation of failure-related
operating conditions. It is situated within the broader context of predictive maintenance and
operator support in industrial production settings, where data-driven methods can help identify
patterns that may support operational decision-making. Since direct access to real industrial
data was not available, the AI4I 2020 Predictive Maintenance Dataset (Matzka, 2020) was

selected as a synthetic industrial proxy dataset for methodological development.

Industrial production depends on machines that operate continuously under increasingly
variable and data-rich environments (Wuest et al., 2016). The occurrence of an unexpected
machine failure may result in a disruption of the production process and higher maintenance
costs, creating a strong need for operators to make timely decisions. Early diagnosis of failure-
related operational conditions is therefore an important challenge in the modern industrial

setting (Autran et al., 2024).

In many production environments, operators and engineers need to interpret machine behaviour
under varying operating conditions. This can be more challenging when outcomes depend on
several interacting process variables rather than one isolated cause (Chen et al., 2020; Wuest et
al., 2016). From a data science perspective, machine logs, process variables and production
outcomes may contain patterns that can be used to detect early signs of machine failure (Patel

& Shanbhag, 2022; Ouadah et al., 2022).

Predictive maintenance provides one way to approach such problems, by leveraging machine-
and process-dependent variables to predict potential machine failure (Autran et al., 2024; Patel
& Shanbhag, 2022). However, in an operator-support context, predictive performance alone is
not sufficient. It is also important for the user to understand which variables are associated with
failure-related conditions and interpret the model output to assist with decision making

(Cummins et al., 2024; Gawde et al., 2024).

The use of AI4I defines the scope of this study. Matzka (2020) presents Al4I as a synthetic but
realistic predictive maintenance dataset, developed partly because real predictive maintenance
data are difficult to obtain and publish. Although AI4I does not represent a real industrial
production process, it provides a structured setting for studying machine failure prediction,
class imbalance, model comparison and interpretability (Matzka, 2020; Patel & Shanbhag,

2022). The results should therefore be interpreted as an initial evaluation of the analytical



workflow, rather than evidence of immediate applicability in real production.

1.1 Aim, Problem Statement and Research Questions

The aim of this thesis was to study how process and machine variables can be used to predict
machine failure and interpret failure-related operating conditions. More specifically, the study
examined how variables such as temperature, rotational speed, torque, tool wear and product
type were associated with machine failure. The study created and assessed an analytical
workflow including exploratory data analysis, supervised machine learning, model comparison
and interpretability on the AI41 2020 Predictive Maintenance Dataset. This was done not just
to find out if machine failure could be forecast, but to find out which variables seemed to be

most important in terms of failure-related operating conditions.

Supervised machine learning for predictive maintenance datasets has been previously studied,
and high predictive performance was reported (Susto et al., 2015; Patel & Shanbhag, 2022).
However, some of this performance has been produced by feature engineering that encodes
knowledge of the underlying failure-generation rules (Patel & Shanbhag, 2022), which means
that the resulting SHAP-based interpretations might reflect the structure of the synthetic data to
some extent, rather than transferable sensor patterns. This leads to problems regarding which
factors are truly relevant in several separate techniques of analysis, and the model that performs

best when tested without prior knowledge of the data-generating mechanism.

The issue of interpretability for operator trust and decision support in the context of predictive
maintenance has been highlighted by Cummins et al. (2024). However, structured comparisons
between a statistical analysis of the variables and model-based interpretability remain limited
in this context. The present study addresses these gaps by comparing failure-relevant variables
across multiple independent analytical methods and evaluating model suitability under class-

sensitive conditions using raw sensor features without engineered domain-knowledge proxies.
Based on this aim, the study was guided by the following research questions:

RQ1: Which machine and operational variables in the AI41 2020 dataset are most strongly
associated with machine failure states when assessed through statistical and model-based

interpretability analysis?

RQ2: Which supervised machine learning approach is most suitable for predicting machine
failure in this predictive maintenance setting, considering predictive performance, minority-

class detection, class imbalance handling and interpretability, based on the models compared



in this study?

1.2 Scope

The thesis addresses machine failure prediction and interpretation in a predictive maintenance
setting. It uses the AI41 2020 Predictive Maintenance Dataset as a synthetic industrial proxy
dataset for methodological development (Matzka, 2020).

The analysis is restricted to process and machine variables in the dataset. The study compares
supervised machine learning models for binary machine failure prediction and evaluates them

using class-sensitive performance metrics.

The thesis does not aim to develop a deployable industrial system. It also does not claim direct
transferability of the results to real industrial production environments. Instead, the focus is on
methodological development, model comparison and interpretation of failure-related variables

using a structured synthetic proxy dataset.

1.3 Thesis Outline

The remainder of the thesis is organised as follows. Chapter 2 presents the background and
related work, covering predictive maintenance, supervised machine learning, evaluation
metrics, interpretability and previous research. Chapter 3 describes the methodological design,
including dataset selection, analytical procedure, methodological delimitations, validity,
reliability and ethical considerations. Chapter 4 presents the implementation of the analytical
workflow, including data preparation, preprocessing, exploratory data analysis, model setup,
evaluation, threshold tuning, robustness testing and interpretability methods. Chapter 5 presents
the results in relation to the research questions, including exploratory analysis, model
comparison, threshold tuning, diagnostic analyses, and interpretation of important variables.
Chapter 6 discusses the findings in relation to previous research, methodological choices,
operator-support relevance, limitations, transferability and ethical aspects. Finally, Chapter 7

concludes the thesis and suggests directions for future work.



2 Background and Related Work

This chapter introduces the background concepts and previous studies needed to understand the
thesis. It first covers predictive maintenance, supervised machine learning, evaluation metrics
and model interpretability. It then reviews related work on industrial predictive maintenance,

operator support, public predictive maintenance datasets and explainability.

2.1 Preliminaries

This section introduces the main concepts and methods used in the thesis: predictive
maintenance, supervised classification, class-sensitive evaluation metrics and interpretability

methods.

Predictive maintenance can be understood as predicting machine failure using a data-based
approach (Ouadah et al., 2022). This is important in an industrial environment, as unexpected
machinery failures will lead to interruptions of production, maintenance costs and a decrease
in production efficiency (Autran et al., 2024). The purpose of predictive maintenance is to
identify patterns of failure in process and machine variables, instead of acting after failure has

occurred (Ouadah et al., 2022).

From a machine learning perspective, predictive maintenance can be formulated as a supervised
prediction problem when labelled failure data are available. In such settings, models can learn
relationships between process and machine variables and a target variable indicating whether a
failure has occurred. This makes it possible to compare different classification models and

evaluate how well they detect failure cases.

Within this broader context, the thesis focuses specifically on machine failure prediction and
the interpretation of process and machine variables of a failing machine’s working conditions
(Gawde et al., 2024). This is relevant for operator support because predictive outputs may be
more useful when they can be related to interpretable machine behaviour and understood by

maintenance personnel (Cummins et al., 2024).

2.1.1 Machine Learning for Predictive Maintenance

Machine learning can be used in predictive maintenance to identify patterns in process and
machine variables that are associated with machine failure (Ayvaz & Alpay, 2021). Viewed
from this perspective, predictive maintenance does not only show whether a failure has already

occurred; it also uses currently available data to predict the conditions linked to failure before



the machine stops and the process is disrupted. When past observations contain both input
variables and the recorded failure states, the problem can be defined as a supervised machine

learning task (Susto et al., 2015).

Supervised machine learning is an approach in which models are trained using data that contains
both input variables and a labelled output. In a classification problem, the model learns the
relationship between the input variables and a predefined output category (Ouadah et al., 2022).
Machine failure prediction can therefore be addressed as a binary classification problem, where
variables related to the machine and process are used to predict whether a machine will fail or
operate normally (Patel & Shanbhag, 2022). In this thesis, each observation is classified as

either failure or non-failure.

The AI4I dataset contains process variables, independent failure modes and a labelled machine
failure target. This makes it suitable for comparing supervised models for machine failure
prediction in a structured predictive maintenance setting. Since supervised learning algorithms
can behave differently on the same task, comparing several models provides a more systematic
basis for selecting a model in relation to predictive performance (Ouadah et al., 2022), as well
as minority-class detection, class imbalance handling and interpretability (Patel & Shanbhag,

2022).

2.1.2 Supervised Classification Models

Four supervised classification models were compared in this study: Logistic Regression,
Decision Tree, Random Forest and XGBoost. The selection was designed to cover a range of
model complexity and interpretability while remaining appropriate for the structured tabular
format of the Al41 dataset. Logistic Regression was included as a linear baseline to establish
what a simple model with no capacity for non-linear interaction could achieve. The three tree-
based models were included because tree-based methods are well-suited to tabular data with
threshold-like failure patterns, and because they represent different levels of complexity within
the same model family: a single tree, a bagged ensemble and a boosted ensemble (Mallioris et
al., 2024). This progression made it possible to examine whether added complexity within the
tree-based family led to an increase in performance on the failure prediction task. This choice
is also in line with prior Al4l-based predictive maintenance research, which compared
supervised models using tree-based classifiers alongside a linear baseline for machine failure

prediction under class imbalance (Patel & Shanbhag, 2022).

Logistic Regression is a linear classification model that estimates the probability of an



observation belonging to a given class. If the probability estimation is higher than the chosen
threshold, the observation is assigned to the positive class, otherwise, it is assigned to the
negative class (Géron, 2022). Because of its linear decision boundary, it cannot capture non-
linear relationships or interaction-based failure patterns, making it a useful reference point to

compare the impact of flexible tree-based models.

Decision Tree is a non-linear model that splits data recursively into smaller regions based on
feature values. It captures threshold-like patterns in tabular data. An individual decision tree is
directly interpretable but is prone to overfit if it gets too deep (Géron, 2022). It was chosen as

the simplest non-linear model for the comparison.

Random Forest is an ensemble model which combines the predictions of many independently
trained decision trees. This process makes it less prone to overfit compared to a single decision
tree and may also lead to better prediction accuracy on the tabular classification problem
(Géron, 2022). It was chosen to examine whether a bagged ensemble provided a consistent

improvement over a single decision tree on the same task.

XGBoost is a gradient boosting framework, which constructs an additive sequence of decision
trees, where each tree corrects the residual errors from the previous model (Chen & Guestrin,
2016). Unlike Random Forest, which trains trees independently, XGBoost trains each tree
sequentially and applies regularisation to prevent overfitting. It was chosen as the most complex
model in the study and has been applied many times in structured tabular predictive

maintenance problems (Mallioris et al., 2024).

2.1.3 Class Imbalance and Evaluation Metrics

Class imbalance refers to a situation where one class occurs much more often than the other
(Chawla et al., 2002). In predictive maintenance, normal operation is generally far more
common than machine failure. This creates a modelling challenge because a model can achieve
high accuracy by mainly predicting the majority non-failure class, while still missing many
failure cases. Accuracy alone is therefore not sufficient for evaluating failure prediction models
under class imbalance. Similarly, Chawla et al. (2002) argue that predictive accuracy can be
misleading when datasets are imbalanced or when different classification errors have different

costs.

For this reason, class-sensitive evaluation metrics such as precision, recall, F1-score, macro-

F1, receiver operating characteristic area - Area Under the Curve (ROC-AUC), precision-recall



area under the curve (PR-AUC) and F2-score are used in this study. Precision, recall and F1-
score are standard classification metrics based on the confusion matrix, where precision
measures the proportion of predicted failures that are actual failures and recall measures the
proportion of actual failures that are detected (Powers, 2011). F1-score combines precision and
recall into a single measure of classification performance (Powers, 2011). ROC-AUC measures
a classifier's ability to distinguish positive and negative cases under different decision
thresholds and is often used as a standard to judge classifiers (Fawcett, 2006). PR-AUC focuses
on the precision-recall trade-off and is considered especially informative and relevant when the

positive class is rare (Saito & Rehmsmeier, 2015).

The F2-score was used because the evaluation placed greater emphasis on detecting the failure
class than on maximising precision. The F2-score is a specific version of F-beta that combines
precision and recall into a single measure but gives more weight to recall, which fits the focus
on predicting the minority failure class (Saito & Rehmsmeier, 2015). This was appropriate
because missed failures may be more costly than false alarms in predictive maintenance settings
(Patel & Shanbhag, 2022; Susto et al., 2015). This choice of metric is also consistent with the
broader need for class-sensitive evaluation in imbalanced classification settings (Saito &
Rehmsmeier, 2015) and with predictive maintenance research, where model performance
should be evaluated in relation to both minority-class detection and the practical consequences

of false positives and false negatives (Patel & Shanbhag, 2022; Susto et al., 2015).

In the context of predictive maintenance, false negatives may have higher operational costs than
false positives (Susto et al., 2015). Saito and Rehmsmeier (2015) claim PR-AUC is more
sensitive than ROC-AUC under severe class imbalance since PR-AUC directly reveals
classification behaviour by considering the fraction of true positives among positive
predictions. This is in line with predictive maintenance research, in which PR-AUC was
employed to evaluate performance of predictive models in imbalanced situations (Mallioris et
al., 2024). Once an operating point is determined, it could be measured using F family metrics,
such as F2-score, in which recall is more heavily weighted than precision (Saito & Rehmsmeier,
2015). In cases where undetected failure is considered more costly than false alarms, F2-score

is appropriate for threshold optimisation.

2.1.4 Model Interpretability and SHAP

Model interpretability refers to the degree to which a human can understand or predict a model’s

output and the reasons behind its decisions (Hakkoum et al., 2022). In predictive maintenance,



this is important as model outputs are intended to support critical operational and maintenance-
related decisions. Users therefore need to understand which variables influence failure
predictions. Cummins et al. (2024) argue that explainability and interpretability can enhance
trust, transparency, and human understanding in predictive maintenance systems. To support
this understanding, this thesis uses two model-interpretability methods: permutation importance
and SHapley Additive exPlanations (SHAP). Permutation importance is a global explanation
method which ranks features according to the decrease in model performance caused by random
shuffling of values for features. It identifies which variable the model depends on most
(Cummins et al., 2024). SHAP, introduced by Lundberg and Lee (2017), is fundamentally a
local explanation method: it decomposes each individual prediction into per-feature
contributions using Shapley values. A global view is obtained by aggregating these local
contributions across predictions, typically through the mean absolute SHAP value per feature,

computed across all predictions.

This framework is used to examine feature contributions at the global and local level. This
guarantees that the predicted risk of failure is consistent with the understanding of the dataset
and supports user trust (Patel & Shanbhag, 2022). These interpretability methods support the
operator-support objective by identifying variables relevant for understanding failure-related

operating conditions.

2.2 Related Work

This section reviews literature relevant to the thesis, focusing on machine learning in industrial
predictive maintenance, industrial parameter setting and operator support, public predictive

maintenance datasets, and explainability in predictive maintenance.

2.2.1 Machine Learning in Predictive Maintenance

Machine learning is used in manufacturing and predictive maintenance to analyse data from
machines, sensors, production systems and process environments. It can support manufacturing
decision-making in areas such as maintenance planning, quality improvement and process
optimisation. A recent systematic review of 216 peer-reviewed studies published between 2019
and 2024 shows that supervised machine learning has been widely adopted across industrial
domains, including manufacturing, machinery, energy and smart systems (Guidotti et al., 2025).
The same review also identifies failure data scarcity, class imbalance and interpretability as

persistent challenges for practical deployment. More recent work in semiconductor



manufacturing further shows how machine learning-driven predictive maintenance can use
sensor readings and maintenance records to predict equipment failures, reduce unplanned

downtime and support maintenance scheduling (Palsaniya et al., 2025).

These broader findings are reflected in applied studies that illustrate how machine learning can
be integrated into practical predictive maintenance workflows. Gawde et al. (2024) proposed a
method for rotating machines that combined multi-sensor data acquisition, statistical feature
extraction, algorithm comparison and explainable Al to interpret model results. Similarly, Qin
et al. (2025) developed an interpretable predictive maintenance framework for industrial
centrifugal pumps using XGBoost and SHAP-based feature attribution on multi-sensor data,
including temperature, vibration, pressure and rotational speed. Their study identifies the
interpretability gap as a barrier to industrial adoption, since operators require not only accurate
predictions but also transparent explanations of which variables drive maintenance decisions
and at what thresholds risk escalates. These studies show that contemporary predictive
maintenance workflows often combine data preparation, model comparison, performance
evaluation and interpretability analysis in industrial contexts. They also show that operator-
oriented explanation of model outputs is increasingly recognised as a practical requirement

alongside predictive accuracy.

This development is further supported by Tsallis et al. (2025) and Sharma et al. (2025), who
emphasise the importance of integrating diverse sensor data and explainability frameworks to

bridge the gap between technical innovation and practical industrial application.

2.2.2 Industrial Parameter Setting and Operator Support

In industrial production, operators and engineers often need to interpret machine behaviour
under varying operating conditions. This task can be difficult when production outcomes
depend on complex data flows and interacting process variables rather than single causes
(Mallioris et al., 2024; Wuest et al., 2016). Process parameters can also be difficult to formalise
when outcomes depend on several interacting conditions, which helps explain why manual
expert judgement and trial-and-error remain important in some industrial settings (Autran et al.,

2024; Chen et al., 2020).

This challenge is connected to the broader complexity of modern manufacturing systems, which
are becoming increasingly dynamic, data-rich and complex (Tsallis et al., 2025). While this
complexity can make human interpretation more difficult, it also creates opportunities for

machine learning to identify hidden patterns and deviations from normal behaviour in



equipment data (Sharma et al., 2025). Recent research on condition monitoring suggests that
statistical features extracted from multi-sensor data, such as vibration, temperature and
pressure, can support the identification and interpretation of fault conditions (Gawde et al.,

2024; Sharma et al., 2025).

The present thesis differs from these studies by using a synthetic predictive maintenance dataset
(Matzka, 2020) to develop and evaluate an analytical workflow for machine failure prediction
and interpretation. While recent industrial research, such as Autran et al. (2024), has focused
on enhancing AI41 with irregularities such as missing data and irregular acquisition to better
reflect field conditions, the present study instead focuses on transparency and explainability in
the analytical process. The findings should therefore be understood as methodological evidence
from a controlled synthetic setting, rather than as direct evidence of industrial applicability.
Validation with real process data and domain expertise would be needed before the workflow

could support operational decisions.

2.2.3 Explainability in Predictive Maintenance

Explainability is important in predictive maintenance because model outputs may be used to
support human decision-making. When predictive models are applied in maintenance settings,
explainability can support trust, transparency and human understanding, as discussed by
Cummins et al. (2024). This is relevant for the present thesis because the goal is not only to
predict machine failure, but also to interpret which variables appear important for failure-related

operating conditions.

For this reason, variable-level interpretation is important before and alongside model-based
interpretation. In a failure prediction setting, operators and analysts may need to understand not
only whether an observation is classified as failure or non-failure, but also which variables
distinguish failure conditions from normal operating conditions. Statistical effect-size measures
such as Cohen's d address this by estimating the magnitude of the difference between two
groups in standardised terms (Cohen, 1988). Such measures have also been used in machine
learning classification contexts to assess class separability at the feature level before model
training, where Cohen's d is applied to continuous variables and odds ratios to categorical ones
(Hatamian et al., 2025). In this thesis, Cohen's d is therefore used to compare failure and non-
failure cases across the process variables to provide an interpretable measure of which variables
show the strongest group-level differences, thereby supporting root-cause-oriented

interpretation and user trust (Cummins et al., 2024).
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Applied studies also show how explainability methods can be used to interpret predictive
maintenance models. Patel and Shanbhag (2022) use SHAP to analyse feature contributions in
machine failure prediction based on AI4l. Similarly, Gawde et al. (2024) and Sharma et al.
(2025) use explainability methods such as SHAP to support fault-related interpretation. These
studies are relevant because interpretability can complement performance metrics by helping

researchers and users understand why a model predicts failure.

Explainability can be understood at both a global and a local level. Global explanations describe
which variables are important for the model overall, while local explanations describe how
variables contribute to a specific prediction (Cummins et al., 2024; Lundberg & Lee, 2017).
This distinction is relevant in predictive maintenance because users may need both an overall
understanding of the model and an explanation of why a particular observation was classified
as failure or non-failure to support trust in the predictive system. In this thesis, permutation
importance (Cummins et al., 2024) is used to support global interpretation, while SHAP is used
as a unified framework for interpreting model predictions and feature contributions (Lundberg
& Lee, 2017). This thesis therefore combines model performance evaluation with
interpretability analysis, which is particularly important for operator support since a model that
performs well statistically may still be difficult to use in practice if its outputs cannot be

understood.

2.3 Summary and Positioning of the Present Study

The reviewed literature demonstrates the broad use of machine learning in predictive
maintenance and industrial decision support. It also highlights the value of supervised model
comparison when selecting a suitable method, and the role of interpretability when model
outputs are intended to support human understanding. Previous studies further show that public
predictive maintenance datasets such as AI41 can be useful for methodological development,
while synthetic and clean datasets should be treated cautiously when discussing transferability

to real industrial settings.

The present thesis is positioned within this research context by using A4l as a synthetic proxy
dataset for studying machine failure prediction, class imbalance, model comparison and
interpretability. While previous Al4l-based studies have used engineered features encoding the
dataset's known failure-generation rules alongside SHAP-based interpretation (Patel &
Shanbhag, 2022), the present study makes three contributions that distinguish it from this prior

work. First, it uses only raw sensor features without rule-encoding proxies, providing a more

11



conservative and transferability-oriented modelling baseline. Second, it cross-validates failure-
relevant variables across three independent analytical methods: Cohen's d effect-size analysis,
permutation importance and SHAP, rather than relying on model-based interpretation alone.
Third, it explicitly quantifies the influence of the synthetic data structure on model performance
through a sensitivity audit, directly addressing the transferability concern raised by Autran et
al. (2024). Together, these choices produce an analytical workflow oriented toward operator

support and cautious evaluation rather than benchmark performance optimisation.
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3 Method

This chapter presents the research design and explains how the research questions are addressed
within that design. It describes the selected study material, analytical procedure,
methodological choices, delimitations, validity, reliability and ethical considerations. It also
discusses issues related to the use of predictive models as decision-support tools in industrial

contexts.

3.1 Research Design

This study employed a quantitative, data-driven research design. This was appropriate because
the objective was to predict machine failure, compare supervised machine learning models and
interpret which variables were associated with failure-related operating conditions. The
research was conducted using structured numerical and categorical data from the AI41 2020

Predictive Maintenance Dataset.

The design included exploratory data analysis, supervised machine learning, model evaluation
and interpretability analysis. Exploratory data analysis was used to understand the dataset,
examine the distribution of machine failure and identify patterns in process and machine
variables. This included descriptive statistics, class-wise comparisons between failure and non-
failure observations, and effect-size measures such as Cohen’s d to examine which numerical
variables differed most clearly between the two classes. Supervised machine learning was then
used to train and compare classification models for binary failure prediction. Finally,
permutation importance and SHAP-based analysis were used to examine which variables

contributed most to model predictions.

The study was predominantly quantitative because it used structured data, classification models
and performance metrics. However, the analysis was not limited to predictive performance,
since the results were also interpreted in relation to machine behaviour, failure-related patterns

and operator-support-oriented understanding.

The design was consistent with the aim and research questions of the thesis. The first research
question was addressed through exploratory analysis and interpretation of variable patterns,
while the second research question was addressed through supervised model comparison, class-

sensitive evaluation metrics and interpretability analysis.

The thesis was conducted as a joint analytical workflow with two main analytical parts. The

exploratory and variable-interpretation part primarily addressed RQ1 by examining which
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process and machine variables were most associated with machine failure. The modelling and
evaluation part primarily addressed RQ2 by comparing supervised learning approaches in
relation to predictive performance, minority-class detection, class imbalance handling and
interpretability. The final interpretation combined both parts to address the overall aim of the

thesis.

3.2 Dataset Selection

The main material used in this study is the AI4I 2020 Predictive Maintenance Dataset. It was
selected because it contains structured process and machine variables relevant for predicting
machine failure. These include product type, air temperature, process temperature, rotational

speed, torque, tool wear and a binary machine failure target (Matzka, 2020).

Although other public predictive maintenance datasets exist and could in principle have been
used for a similar study, Al41 was selected because it provides a structured binary failure target
with labelled observations suitable for supervised classification, and because its use in
comparable model comparison and interpretability studies makes it possible to contextualise
the results in relation to prior work (Patel & Shanbhag, 2022; Autran et al., 2024). The original
research plan also included a second component involving real industrial production data from
a project partner, which would have allowed cross-validation of the analytical workflow beyond
the synthetic setting. Since this data were not made available within the timeframe of the study,
the analysis was conducted entirely on Al4l. Cross-dataset validation therefore remains an

important direction for future work, as discussed in Section 7.2.

Table 3.1 summarises the dataset features used in the study.
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Table 3.1

Dataset Features in the AI41 2020 Predictive Maintenance Dataset

Features

Unit / values

Description

Product ID

L,M,H

consisting of a letter L, M, or H for
low (50% of all products), medium
(30%) and high (20%) as product
quality variants and a variant-
specific serial number

Air temperature

generated using a random walk
process later normalized to a
standard deviation of 2 K around 300
K

Process temperature

generated using a random walk
process normalized to a standard
deviation of 1 K, added to the air
temperature plus 10 K

Rotational speed

calculated from a power of 2860 W,
overlaid with a normally distributed
noise

Torque

torque  values are  normally
distributed around 40 Nm with ac =
10 Nm and no negative values

Tool wear

min

The quality variants H/M/L add
5/3/2 minutes of tool wear to the
used tool in the process

Machine Failure

0,1

indicates, whether the machine has
failed in this particular data point

Note. The feature descriptions are from the AI41 dataset description by Matzka (2020) and are

used as dataset-level interpretations in this thesis.

AI4I was used as a synthetic industrial proxy dataset for methodological development. It
provided a structured setting for data familiarisation, preprocessing, exploratory analysis,
model comparison and interpretability analysis. Similar uses of AI4I for model comparison,
imbalance handling and SHAP-based interpretation have been reported in previous predictive
maintenance research (Patel & Shanbhag, 2022). At the same time, the choice of study material
imposed a limitation. Since AI4I is synthetic, the results do not directly imply that the same
models would perform equally well in a real industrial production environment. Instead, the

dataset was used to test whether process and machine variables could be analysed in a way that

supports understanding of failure-related operating conditions.
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3.3 Analytical Procedure

The analysis was organised as a workflow from dataset inspection to model interpretation. Each
step was applied to the AI41 2020 Predictive Maintenance Dataset to develop and evaluate an

analytical workflow for machine failure prediction.

First, the dataset was inspected to obtain an overview of its structure, variables, target
distribution, missing values, duplicate rows and class imbalance. This step was necessary to

ensure that the later modelling process was based on a clear understanding of the dataset.

Second, preprocessing and feature selection were performed. New features related to the
dataset’s underlying failure-generation logic were considered at this stage but were not included
in the main predictive workflow. Instead, these engineered features were reserved for the later
synthetic-rule sensitivity audit. In that audit, two engineered feature sets were compared: one
based on the mathematical failure mode definitions established by Matzka (2020), and one
based on the engineered feature approach used by Patel and Shanbhag (2022).

Third, exploratory data analysis was conducted to examine patterns in the selected variables
before modelling. This included analysis of the target distribution, failure rates by product type,
failure subtype overview, class-wise comparisons, failure-rate patterns across operating ranges
and relationships between variables. This step was used to identify variables that appeared
related to machine failure and to support an operator-oriented interpretation of failure-related

operating conditions.

Fourth, supervised classification models were trained and compared. The modelling task was
defined as a binary classification problem, where each observation was classified as either
failure or non-failure. Logistic Regression, Decision Tree, Random Forest and XGBoost were

compared, and a simple majority-class baseline was included as a reference point.

Fifth, hyperparameter tuning was performed to improve model configuration before final
evaluation. All four candidate models were tuned through grid search. The Logistic Regression
grid varied only the regularisation parameter C, because the model has no further
hyperparameters that meaningfully affect performance on tabular data of this size. The Decision
Tree, Random Forest and XGBoost were tuned over a wider grid because their hyperparameters

control the model's flexibility and generalisation behaviour.

Sixth, model performance was evaluated using class-sensitive metrics. Accuracy was not

considered sufficient because machine failure was the minority class, which can make accuracy
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misleading in imbalanced classification settings (Chawla et al., 2002). The evaluation therefore
included precision, recall, F1-score, macro-F1, ROC-AUC, PR-AUC, F2-score and confusion
matrices. PR-AUC was included because precision-recall evaluation is particularly informative
when the positive class is rare or imbalanced (Saito & Rehmsmeier, 2015). In this thesis, the
positive class refers to machine failure. The F2-score was used to give more weight to recall
than precision when selecting the operating threshold for failure detection, as this metric

weights recall more heavily within the F-beta family (Saito & Rehmsmeier, 2015).

Seventh, threshold tuning was performed for the selected model. Predicted probabilities were
compared across thresholds from 0 to 1 in steps of 0.05. The operating threshold was selected
by maximising F2-score for the failure class. This step was used to examine the precision-recall

trade-off at the operating-point level, rather than to select the model family itself.

Eighth, robustness tests were conducted to examine how stable the selected model was under
simple data perturbations, including random missingness and Gaussian noise. The purpose was
not to fully simulate real industrial conditions, but to provide an initial indication of model
sensitivity when the clean synthetic AI4I data were made less ideal. This was relevant because
real predictive maintenance data may contain irregularities such as missing values and irregular
or noisy data acquisition, which are not represented in the clean AI4I baseline (Autran et al.,

2024).

Ninth, a synthetic-rule sensitivity audit was performed to estimate how much model
performance on Al4l could be influenced by the deterministic failure-generation structure of
the dataset. Three feature sets were compared: the raw feature set, the raw feature set extended
with engineered features based on Patel and Shanbhag’s (2022) approach, and the raw feature
set extended with threshold-distance features derived from the heat dissipation failure (HDF),
power failure (PWF) and overstrain failure (OSF) generation rules (Matzka, 2020). PR-AUC
was measured using 5-fold cross-validation on the training set for all four model families. The
audit was used as a diagnostic analysis of dataset-specific behaviour and did not affect the main

reported model.

Finally, interpretability analysis was performed to identify which variables were most relevant
for understanding machine failure predictions and failure-related operating conditions. Cohen's
d was used to estimate the magnitude of the difference between failure and non-failure cases in
standardised terms (Cohen, 1988), providing a descriptive measure of group-level differences.

Permutation importance was applied to the selected model to obtain a global ranking of how
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much the model depended on each variable. SHAP was used to compute per-instance feature
contributions on the test set (Lundberg & Lee, 2017), which were then aggregated to produce a
complementary global ranking via the mean absolute SHAP value per feature. This step was
important because the study focused not only on prediction, but also on interpreting model

behaviour in a way that could be relevant for operator support and user trust.

3.4 Methodological Choices and Delimitations

The methodological choices in this work were made to support a conservative and interpretable
assessment of machine failure prediction on the AI4I dataset. Supervised machine learning was
selected as the main modelling approach because the dataset contains labelled observations.
This made it possible to compare different models using the same target variable and predictor

set.

Instead of selecting one model in advance, the study compared several supervised models. This
choice was motivated by the fact that algorithms can perform differently on the same
classification task, especially when the target variable is imbalanced. This is in line with Ouadah
et al. (2022), who argue that selecting a suitable supervised machine learning algorithm for
predictive maintenance is not trivial. Comparing Logistic Regression, Decision Tree, Random
Forest and XGBoost made it possible to assess both simpler and more flexible models in
relation to predictive performance, minority-class detection, class imbalance handling and

interpretability.

Qualitative methods such as interviews or observations could have provided insight into
operator experience and decision-making in real industrial settings. However, such methods
were not included because the study did not have direct access to operators or real industrial
data. The operator-support perspective was therefore examined through the interpretation of

process and machine variables, rather than through an empirical study of operators themselves.

The main analysis did not use deep learning methods. Since the AI4I dataset is tabular, not
timestamped, and contains relatively few failure cases, the study focused on classical
supervised learning and tree-based ensemble models. This choice is consistent with recent
predictive maintenance literature, where tree-based models such as Random Forest, Decision
Tree, XGBoost and Gradient Boosting are frequently used across industrial applications, while
deep learning architectures such as CNNs and LSTMs are especially prominent for noisy,
unstructured or sequential sensor data (Tsallis et al., 2025). In addition, model selection in

predictive maintenance is context-dependent, and the interpretability of black-box deep
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learning models remains a practical concern for industrial maintenance decisions.

The main analysis was restricted to predictor variables that did not leak information from the
target, using the original raw sensor features from the AlI4I dataset. Engineered proxy features
were considered but excluded from the main modelling pipeline in order to provide a more
conservative and interpretable baseline. Two types of engineered features were specifically
considered. The first type follows Patel and Shanbhag (2022), who constructed raw product
features, power (torque X rotational speed), overstrain (torque x tool wear) and heat dissipation
(rotational speed x temperature difference), which directly encode the mathematical structure
of the AI4I failure-generation rules. The second type consists of threshold-distance features
derived from the failure-generation rules defined by Matzka (2020) for three of the five Al41
failure subtypes: heat dissipation failure (HDF), power failure (PWF) and overstrain failure
(OSF). The remaining two subtypes, tool wear failure (TWF) and random failures (RNF), were
not included in the rule-based feature set because TWF triggers at a randomly selected tool
wear value rather than a deterministic threshold, and RNF represents a fixed stochastic
probability rather than a rule-based condition. For the full descriptions of all five failure

subtypes (see Table Al in Appendix A).

The role of these rule-encoding features was instead examined through the synthetic-rule
sensitivity audit described in Section 3.3. The audit addresses a specific methodological
concern: since AI41 failures are generated by deterministic rules, part of any model's
performance on this dataset may reflect recovery of those rules rather than learning of
transferable sensor patterns. To estimate the magnitude of this effect, three feature sets were
compared using 5-fold cross-validated PR-AUC across all four model families: the raw feature
set alone, the raw feature set extended with Patel and Shanbhag-style product features, and the
raw feature set extended with threshold-distance features. This made it possible to quantify how
much performance changed when rule-related information was made progressively more
accessible to each model, providing a diagnostic of dataset specific- behaviour. The audit results
are reported in Section 5.7 and their implications for transferability are discussed in Section

6.5.

Another important limitation relates to the failure subtype variables. Matzka (2020) includes
failure subtype variables tool wear failure (TWF), heat dissipation failure (HDF), power failure
(PWF), overstrain failure (OSF) and random failures (RNF), which were not used as predictors
because they are directly linked to the machine failure target (see Table Al in Appendix A).

Including them would risk target leakage and create an unrealistic modelling setup. However,
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they could still be used descriptively after modelling to help interpret the failure patterns in the

dataset.

Finally, AI4I is a synthetic predictive maintenance dataset and does not represent real industrial
production data (Matzka, 2020). The results should therefore be understood as an initial test of
the analytical workflow, rather than as evidence of direct model applicability in a real industrial
production environment. Any transfer of the findings to real industrial settings would require

validation with real process data and interpretation by domain experts.

3.5 Validity and Reliability

Validity refers to how well a study measures and analyses what it claims to measure (Creswell,
2014). In this thesis, validity was supported by the alignment between the aim, research
questions, dataset and analytical procedure. The aim was to predict machine failure and
interpret process and machine variables associated with failure-related operating conditions.
Al41 was suitable for this purpose because it contains a labelled machine failure target and

structured predictor variables related to both the machine and the process (Matzka, 2020).

The analytical workflow was also informed by previous predictive maintenance research using
AI41. Patel and Shanbhag (2022) combined supervised model comparison, imbalance-aware
evaluation and SHAP-based interpretation in a predictive maintenance setting. The present
study follows a similar methodological logic by combining dataset inspection, preprocessing,
exploratory analysis, supervised model comparison, class-sensitive evaluation and

interpretability analysis.

Internal validity was supported by removing machine failure target, identifier variables and
subtype of failure variables from the predictors to reduce possibility of target leakage (Ayvaz
& Alpay, 2021). The categorical Type variable was encoded, while numerical variables were
treated as continuous predictors. A stratified train/test split was used, and three imbalance
handling strategies: class weighting, random oversampling and SMOTENC, were applied only
to the training data to prevent information from the test set from influencing model
development. Class weighting was selected as the main approach because it produced the most
consistent results across all model families. Together, these choices reduced the risk of biased
inferences and supported a more valid evaluation setup, which is important in quantitative

research design (Creswell, 2014).

Validity was further supported by using evaluation metrics suitable for imbalanced binary
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classification. Since machine failure was the minority class, accuracy alone would not provide
a sufficient picture of model performance (Chawla et al., 2002). Precision, recall, F1-score,
macro-F1, ROC-AUC, PR-AUC, F2-score and confusion matrices were therefore used to assess
both overall model behaviour and the ability of each model to detect failure cases. PR-AUC
supported model comparison under class imbalance, while F2-score supported threshold tuning

when recall for the failure class was prioritised.

External validity was more limited, since it concerns whether findings can be generalised
beyond the specific study setting (Creswell, 2014). AI41 is a synthetic predictive maintenance
dataset and may not fully capture the complexity of real industrial production environments
(Matzka, 2020; Autran et al., 2024). This means that the results cannot be directly generalised
to real industrial production contexts without further validation. They should therefore be
understood as findings from a structured synthetic proxy dataset, rather than as evidence of

direct industrial transferability.

Reliability refers to the stability and reproducibility of the results obtained through the
analytical procedure. Reliability was strengthened by using a public dataset, documenting the
preprocessing and feature selection steps, applying a clear train/test setup and implementing the
analysis in reproducible notebooks. The workflow followed a systematic sequence from dataset
inspection, preprocessing and exploratory analysis to model comparison, evaluation and
interpretation. These choices made the analytical process more transparent and easier to inspect

or repeat, which is important for reliability in research design (Creswell, 2014).

3.6 Ethical Considerations

The study did not involve personal data, interviews, surveys or direct interaction with human
participants. The AI41 dataset is publicly available and synthetic. From a data privacy
perspective, the ethical risks were therefore limited. However, ethical considerations remain
relevant because predictive models may influence how maintenance-related decisions are

interpreted and supported in practice.

In this thesis, machine learning is treated as a decision-support tool rather than as a replacement
for human judgement. This is important because faulty predictions may have a real impact in
an industrial environment. False positives can result in unwanted inspections or interventions.

False negatives may result in failure-related conditions being missed.

Explainability is also important in an operator-support context. If model outputs are difficult to

21



interpret, users may either distrust useful predictions or over-rely on them without
understanding their limitations. Previous research on explainable predictive maintenance
highlights the importance of trust, transparency and human understanding when predictive
models are used in maintenance-related settings (Cummins et al., 2024; Gawde et al., 2024).
For this reason, the study included interpretability analysis to examine which variables
contributed to model predictions and to support a more transparent understanding of model

behaviour.

Finally, ethical responsibility also concerns transparency about the limitations of the study.
Since AI4I is synthetic, the results should not be presented as directly transferable to real
industrial production environments without further validation. They are therefore interpreted as
findings from a structured synthetic proxy dataset, rather than as evidence for direct industrial

deployment.
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4 Implementation

This chapter describes how the selected methods were implemented in practice. It covers data
preparation, preprocessing and feature selection, exploratory data analysis, model setup and
training, evaluation, threshold tuning, diagnostic analyses and interpretability analysis. The aim
is to show how the analytical workflow was applied to the AI4I 2020 dataset and how the

empirical results presented in Chapter 5 were produced.

4.1 Implementation Overview

The implementation followed a structured workflow from dataset inspection to model
interpretation. Each step was applied in a consistent order so that the output from one stage

supported the next stage of the workflow.

The implementation was organised around two connected analytical parts. The first part focused
on exploratory analysis and interpretation of failure-related variable patterns, which mainly
supported RQ1. The second part focused on supervised model training, model comparison,
evaluation and threshold tuning, which mainly supported RQ2. Interpretability analysis
connected both parts by relating model behaviour back to the variables identified in the

exploratory analysis.

All stochastic operations, the train/test split, cross-validation, permutation importance and the
robustness perturbations, used a fixed random seed (random state = 42) to ensure

reproducibility.

Figure 4.1 provides an overview of the implementation workflow, from dataset inspection and
preprocessing to exploratory analysis, model training, evaluation, diagnostic analyses and

interpretability.
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Figure 4.1

Overview of the Implementation Workflow
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4.2 Dataset Inspection and Preparation

The AI41 2020 Predictive Maintenance Dataset was used as the study material for developing
and testing the analytical workflow. It contains process and machine variables and a binary
machine failure target. Before further analysis, the dataset was inspected with respect to the

number of observations and variables, the target variable, missing values, duplicate rows and

Robustness testing

l

the distribution of machine failure cases.

The dataset contained 10,000 observations and 14 original columns. The target variable was
Machine failure, where 0 represented non-failure and 1 represented failure. The dataset
contained 9,661 non-failure observations and 339 failure observations, meaning that failure

cases represented 3.39% of all observations. No missing values or duplicate rows were

identified during the initial inspection.

Table 4.1 summarises the main dataset characteristics.

Synthetic-rule
sensitivity audit
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Table 4.1

Dataset Summary
Item Value
Dataset AI41 2020 Predictive Maintenance Dataset
Source UCI Machine Learning Repository
Observations 10,000
Original columns 14
Target variable Machine failure
Non-failure observations 9,661
Failure observations 339
Failure rate 3.39%
Missing values 0
Duplicate rows 0

The initial inspection showed that the dataset contained no missing values or duplicate rows,
but that the machine failure target was strongly imbalanced. This influenced the later evaluation
strategy because model performance needed to be assessed using metrics that accounted for the

minority failure class, such as recall, F1-score, macro-F1, PR-AUC and confusion matrices.

4.2.1 Preprocessing and Feature Selection

The dataset was preprocessed to prepare it for supervised machine learning. The machine failure
target was separated from the predictor variables. The main predictor set consisted of product
type, air temperature, process temperature, rotational speed, torque and tool wear, all of which

are original variables in the AI41 dataset.

Identifier variables were excluded from the predictor set. UDI and Product ID were removed
because they do not describe machine behaviour and could introduce identifier-based patterns
that are not meaningful for the purpose of the study. The failure subtype variables TWF, HDF,
PWF, OSF and RNF were also excluded because they are directly linked to the machine failure
target and would risk target leakage. However, these subtype variables were retained for

descriptive post-hoc interpretation of failure patterns.
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The categorical predictor was Type, which represents the product category. Type was one-hot
encoded for modelling. The numerical predictors were air temperature, process temperature,
rotational speed, torque and tool wear, and these were standardised using StandardScaler within
the modelling pipeline. Standardisation was applied consistently across all model families to
maintain a comparable preprocessing setup, as tree-based models are scale-invariant by design
but Logistic Regression benefits from standardisation for convergence. The target variable was
Machine failure, where each observation was classified as failure or non-failure. The final main
feature set therefore consisted only of original non-leaking AI4I variables. Together, these

choices resulted in a more conservative and interpretable modelling setup.

Table 4.2 summarises the role of each variable and the feature selection decisions used in the

final modelling setup.
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Table 4.2
Variable Roles and Feature Selection Decisions

Variable Role Used in | Reason
main
model?
UDI Identifier No Does not describe machine
behaviour
Product ID Product identifier No Excluded to avoid identifier-

based learning

Type Product category Yes Original categorical
predictor

Air temperature | Thermal variable Yes Original numerical predictor

[K]

Process Thermal variable Yes Original numerical predictor

temperature [K]

Rotational Operational speed Yes Original numerical predictor

speed [rpm]

Torque [Nm] Mechanical load Yes Original numerical predictor

Tool wear [min] | Degradation-related Yes Original numerical predictor
variable

Machine failure | Target variable Target only | Binary prediction outcome

TWEF, HDF, | Failure subtype labels No Excluded to avoid target

PWF, OSF, leakage

RNF

New features related to the dataset's underlying failure-generation logic were considered at this
stage but were not included in the main predictive workflow. Instead, these engineered features
were reserved for the synthetic-rule sensitivity audit. Three feature sets were defined for the
audit. The first was the raw feature set alone, serving as the conservative baseline used
throughout the main analysis. The second extended the raw feature set with three product
features following Patel and Shanbhag's (2022) approach: power (torque x rotational speed in
rad/s), overstrain (torque x tool wear) and heat dissipation (rotational speed x (air temperature
— process temperature)). These encode the mathematical structure of the HDF, PWF and OSF
failure-generation rules as raw continuous products. The third extended the raw feature set with

threshold-distance features derived directly from the same generation rules: the signed distance
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of each observation from the HDF rotational speed threshold (1380 rpm), the PWF power band
boundaries (3500-9000 W) and the product-variant-specific OSF overstrain thresholds defined
by Matzka (2020). Each feature set was evaluated using 5-fold cross-validated PR-AUC on the
training set across all four model families, making it possible to quantify how much
performance changed when rule-related information was made progressively more accessible

to each model type.

4.3 Exploratory Data Analysis

Exploratory data analysis was performed after preprocessing and before model training. The
objective was to understand the structure of the selected variables and examine differences in

process and machine-related conditions between failure and non-failure observations.

The exploratory analysis followed several steps. First, the distribution of the machine failure
target was analysed to assess the extent of class imbalance. Second, the distributions of the
selected numerical variables were examined to understand the general range and shape of the
input data. Third, class-wise comparisons were used to examine whether variables such as
torque, rotational speed, tool wear, air temperature and process temperature differed between
failure and non-failure cases. These comparisons included summary statistics, boxplots and

effect-size measures.

In addition, failure-rate patterns were analysed across operating ranges to examine whether
failures became more common in specific value regions. Relationship plots and correlation
analysis were used to study associations between selected variables and the machine failure
target. Product type was analysed separately to examine whether failure rates differed across
the categorical product groups. The failure subtype variables were used only for descriptive

post-hoc interpretation and were not included as model predictors.

These exploratory steps mainly supported RQ1 by identifying which process and machine
variables appeared most associated with machine failure in the selected dataset. The exploratory

analysis also provided context for the subsequent modelling and interpretability analysis.

4.4 Model Training and Comparison

The modelling task was framed as a binary classification problem. The target variable was
machine failure, where each observation was classified as either failure or non-failure. To

ensure a consistent comparison, all supervised models were trained using the same main feature
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set: product type, air temperature, process temperature, rotational speed, torque and tool wear.

Due to the strong class imbalance in the dataset, a majority-class baseline was included as a
simple reference point. This baseline predicted only the majority non-failure class and was used
to show why more informative supervised models were needed. The models implemented in

the study were Logistic Regression, Decision Tree, Random Forest and XGBoost.

Logistic Regression was included as a simple and interpretable linear model. Decision Tree,
Random Forest and XGBoost were included as non-linear tree-based models to examine
whether more flexible approaches could capture failure-related patterns in the dataset. This
made it possible to compare simpler and more complex model types on the same binary failure

prediction task.

The dataset was split into training and test sets using an 80/20 stratified split. Stratification was
used to maintain a similar ratio of failure and non-failure observations in both subsets.
Imbalance handling was applied only to the training data, while the test set was kept in its
original distribution. This was done to evaluate model performance under a distribution that

reflects the original dataset.

The aim of comparing multiple models was to examine whether a simpler linear model or more
flexible tree-based models would be more suitable for the binary machine failure prediction
task. The models were assessed in relation to predictive performance, minority-class detection,

class imbalance handling and interpretability.

4.5 Hyperparameter Tuning

After the initial model comparison, hyperparameter adjustment was conducted. The aim of this
stage was to study the possibility of improving model performance by modifying model-
specific parameters. The first comparison gave a common basis for analysing the model’s
performance, and the tuning stage was then used to further improve the models.
Hyperparameter tuning was performed on the training data only, while the held-out test set was
kept separate for final evaluation. This was done to reduce the risk of overfitting to the test set.
All four models were tuned using GridSearchCV with 5-fold stratified cross-validation in the
training set. The inner scoring criterion was the PR-AUC, because of its ability to quantify
threshold-independent discriminative capacity over all decision thresholds (Mallioris et al.,
2024), and its major recommended metric for imbalanced predictive maintenance classification.

The model configuration with the highest cross-validated PR-AUC was selected for each model
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family. The tuning process mainly focused on the tree-based models, since these were expected
to capture non-linear relationships and interaction patterns in the tabular AI4I dataset. The
relevant hyperparameters included inverse regularisation strength (C), number of trees,
maximum tree depth, minimum samples required to split a node, minimum samples per leaf,

learning rate, minimum child weight and minimum loss reduction for split (gamma).

The main purpose of hyperparameter tuning was not to optimise overall performance, but to
examine whether detection of the minority failure class could be improved. This was important
because the dataset was strongly imbalanced and the focus of the thesis was failure detection

rather than majority-class prediction.

4.6 Performance Evaluation

The tuned models were evaluated on the held-out test set. Since the machine failure target was
strongly imbalanced, accuracy was reported only as a general measure, while the main
evaluation focused on metrics that better represented performance on the minority failure class.
This was important because accuracy can be misleading in imbalanced classification settings

(Chawla et al., 2002; Saito & Rehmsmeier, 2015).

The evaluation included precision, recall, F1-score, macro-F1, ROC-AUC, PR-AUC, F2-score
and confusion matrices. These metrics were used to assess both overall model behaviour and
the ability of each model to detect failure cases. PR-AUC was treated as particularly important
because the positive class, machine failure, represented only a small part of the dataset, and PR-
AUC provides a threshold-independent view of positive-class performance. Confusion matrices
were used to examine false positives and false negatives, since missed failures and unnecessary

interventions may have different practical consequences in predictive maintenance.

The evaluation setup was therefore designed to compare the models not only in terms of overall
predictive performance, but also in terms of minority-class detection and performance under

class imbalance.

4.7 Threshold Tuning

After the test-set evaluation, threshold tuning was applied to the selected model. The decision
threshold was swept between 0 and 1 in steps of 0.05, and precision, recall, F1-score and F2-
score were recorded at each threshold. The recommended operating threshold was selected as

the one that maximised F2-score for the failure class. This reflected the operational assumption
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that recall for the failure class was more important than precision, since missed failures may be
more costly than false alarms in predictive maintenance settings (Susto et al., 2015; Mahale et
al., 2025). In principle, a different operating threshold could be selected under different cost

assumptions without retraining the model.

4.8 Interpretability Setup

After model evaluation, interpretability analysis was performed to identify which variables
contributed most to the selected model’s predictions and to connect the predictive results to the

operator-support objective of the thesis.

Permutation importance was applied to the selected model to quantify how much test-set
performance dropped when each feature's values were randomly shuffled, producing a global
ranking of feature reliance. Shapley values were then computed using TreeExplainer, which
computes per-instance feature contributions on the test set using the Tree SHAP algorithm
(Lundberg & Lee, 2017). These local contributions were aggregated to a global ranking via the
mean absolute SHAP value per feature, computed across all test predictions, and displayed as

a bar plot and a beeswarm summary.

Using both permutation importance and SHAP provided a cross-check. When both methods
pointed to similar variables, the interpretation was considered more robust. When they differed,
the results were interpreted cautiously because the methods measure feature importance in

different ways.

This made it possible to analyse how variables such as torque, rotational speed, tool wear,
process temperature, air temperature and product type contributed to machine failure
predictions. Interpretability analysis therefore helped relate model outputs to the broader
question of which machine- and process-related conditions appeared relevant for failure-related

operating conditions.
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5 Results

This chapter presents the empirical results of the analysis. It first reports the exploratory data
analysis results, including class imbalance, variable distributions, failure-rate patterns and
relationships between variables. It then presents the model comparison, hyperparameter tuning,
final model evaluation and interpretability results. The purpose of the chapter is to show what

the analysis found, while the broader interpretation of the findings is discussed in Chapter 6.

5.1 Exploratory Data Analysis Results

This section presents the exploratory results used primarily to address RQ1, which concerns the
machine and operational variables most associated with machine failure. These results are later

compared with the model-based interpretability results.
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5.1.1 Target Distribution and Class Imbalance

Figure 5.1 shows the distribution of the machine failure target. The class distribution shows a
strong imbalance between non-failure and failure classes. Only 339 of the 10,000 observations
represent machine failure, while 9,661 observations represent normal operation. This means
that failure cases account for 3.39% of the dataset. Accuracy alone would therefore be
misleading, since a model could achieve high accuracy by mainly predicting the majority non-
failure class. For this reason, the evaluation focused on class-sensitive metrics such as precision,
recall, F1-score, macro-F1, ROC-AUC, PR-AUC and F2-score.

Figure 5.1
Class Distribution of the Machine Failure Target
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5.1.2 Failure Rate by Product Type

Figure 5.2 shows the failure rate by product type. Product type L has the highest failure rate at
3.92%, followed by product type M at 2.77%, while product type H has the lowest failure rate
at 2.09%. This suggests that product type may be associated with machine failure in the dataset.
However, the differences are relatively small compared with the stronger patterns observed for
numerical process and machine variables. Product type should therefore be interpreted as a
supporting variable rather than as a dominant predictor.

Figure 5.2
Failure Rate by Product Type
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5.1.3 Numerical Variable Distributions

Figure 5.3 shows the distribution of the selected numerical variables for failure and non-failure
observations. The boxplots show that several numerical variables differ between failure and
non-failure observations. Failure cases generally have higher torque, higher tool wear, and
slightly higher air temperature. Rotational speed tends to be lower in failure cases, while process
temperature shows weaker separation between the two classes. These patterns suggest that
machine failure in the selected dataset is associated with a combination of mechanical load,
wear, thermal conditions and speed-related behaviour.

Figure 5.3
Numerical Variable Distributions by Machine Failure Class
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The visible extreme values in Torque and Rotational speed were not treated as outliers requiring
removal. Since AI4I is a synthetic dataset, these values reflect the designed operating ranges
and the deterministic failure-generation rules (Matzka, 2020) rather than measurement errors.
The extreme values in these variables are therefore likely failure-relevant observations rather
than noise and removing them could have discarded substantively important cases for the
prediction task. The three tree-based models are also relatively robust to extreme values by

design, as they partition the feature space using thresholds rather than distances.
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5.1.4 Failure-Rate Patterns Across Operating Ranges

Figure 5.4 shows the failure-rate patterns across operating ranges for the selected numerical
variables. The failure-rate analysis shows that failures are concentrated in specific operating
ranges rather than being evenly distributed across the dataset. The clearest patterns appear for
high torque and high tool wear, while rotational speed shows higher failure rates mainly in the
lowest ranges. For air temperature, the failure rate increases in the upper ranges, whereas
process temperature shows a weaker and less consistent pattern. This weaker pattern is also
reflected later in the feature importance and SHAP results, where process temperature
contributes less to the model than variables such as torque, tool wear and rotational speed. Since
several of these bins contain relatively large numbers of observations, the patterns are not only
driven by very small groups. From an operator-support perspective, these results are useful

because continuous sensor values can be translated into more intuitive risk regions.

Figure 5.4
Failure-Rate Patterns Across Operating Ranges
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5.1.5 Correlation and Relationship Analysis

Figure 5.5 shows relationship plots between selected variables, with failure observations
highlighted. The plots show that failure cases do not appear to follow single-variable patterns
only but often occur in specific combinations of operating conditions. Torque and rotational
speed show a strong inverse relationship, and many failure observations appear in regions with
higher torque and lower rotational speed. Tool wear also appears relevant, especially when
combined with torque or rotational speed. These patterns suggest that failure-related behaviour

is linked to interactions between operating load, speed and wear, rather than to isolated single-

variable effects.

Figure 5.5
Relationship Plots with Machine Failure Observations Highlighted
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5.1.6 Summary of EDA Results

Figure 5.6 summarises the effect-size differences between failure and non-failure observations
for the numerical variables. The EDA summary shows that torque has the strongest separation
between failure and non-failure observations. Tool wear and air temperature also show clear
differences, while rotational speed is lower in failure cases. Process temperature shows the
weakest separation. Overall, the exploratory results suggest that torque, tool wear, air
temperature and rotational speed are the most relevant variables for understanding failure-
related operating conditions in the selected dataset.

Figure 5.6
Effect-Size Differences Between Failure and Non-Failure Observations Based on Cohen’s d
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5.2 Model Comparison Results

This section presents the model comparison results used primarily to address RQ2, which
concerns the most suitable supervised learning approach for machine failure prediction under

class imbalance.

5.2.1 Baseline Model

The majority-class baseline was included as a simple lower-bound reference. Since it assigns
every observation to the non-failure class, it cannot detect any failure observations. This
confirms that predicting the most frequent class is insufficient for failure detection and that

class-sensitive evaluation metrics are necessary for this task.

5.2.2 Initial Model Comparison

Table 5.1 reports the initial model comparison results for the majority-class baseline and the

four supervised learning models.

Table 5.1
Initial Model Comparison Results

Model Macro | Macro | PR- ROC- | Recall | Precision | F1 F2
F1 F1std | AUC AUC (Pos) (Pos)

Majority 0.491 0.000 0.034 0.500 0.000 0.000 0.000 0.000
Baseline

Logistic 0.567 [0.004 |0.441 [0.897 |0.804 |0.137 0.235 | 0.408
Regression

Decision 0.706 0.005 0.534 0.877 0.864 0.305 0.450 0.631
Tree

Random 0.782 0.021 0.758 0.970 0.421 0.916 0.575 0471
Forest

XGBoost | 0.819 | 0.021 |0.735 |0971 |0.775 | 0.564 0.652 | 0.721

The initial model comparison shows clear differences between the supervised models. Logistic
Regression detects many failure cases but has low precision and F1-score, meaning that many
predicted failures are false positives. Decision Tree, Random Forest and XGBoost all
outperform Logistic Regression, which is consistent with the ability of tree-based models to

capture non-linear and threshold-like patterns that a linear decision boundary cannot represent.
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Random Forest has very high precision but lower recall, meaning it is conservative when
predicting failures. XGBoost provides the strongest overall balance, with high PR-AUC, high
ROC-AUC, strong recall and the highest positive-class F1-score among the compared models.
This makes it the strongest initial candidate. These initial results were obtained before

hyperparameter tuning; the tuned evaluation in Sections 5.3 and 5.4 provides the final

comparison.

5.2.3 Confusion Matrix Analysis

Figure 5.7 shows the confusion matrices for the tuned models at the default threshold of 0.5.

Figure 5.7
Confusion Matrices for the Tuned Models at the Default Threshold of 0.5
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The confusion matrices show the practical trade-off between detecting failures and avoiding
false alarms. Logistic Regression identifies many actual failures but produces many false
positives. Random Forest produces very few false positives but misses more failure cases.
XGBoost gives the most balanced result, detecting 53 of 68 failure cases while keeping false
positives relatively low. This balance is important in predictive maintenance because both
missed failures and unnecessary interventions carry practical consequences, but the costs are
typically asymmetric: a missed failure can lead to unplanned downtime, while a false alarm
may lead to an unnecessary inspection. This asymmetry motivates the recall-prioritised

threshold tuning reported in Section 5.5 rather than evaluation only at the default 0.5 threshold.
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5.2.4 PR-AUC and ROC-AUC Comparison

Figure 5.8 shows the PR-AUC and ROC-AUC curves for the tuned models at the default
threshold of 0.5.

Figure 5.8
PR-AUC and ROC-AUC Curves for the Tuned Models

Precision-recall curves — all tuned models ROC curves — all tuned models
1.0 = 10+ ——
__'_-L——”\_._ —J_,_r"‘_‘
0.8 0.8 4
b4
£ 0.6
e 0.6 4 .
8 H
=5 =
o [}
-]
H & oal
0.4 E "
0.2
0.2 {
—— Logistic Regression (AP=0.381) —— Logistic Regression (AUC=0.907})
Decision Tree (AP=0. . 739) Decision Tree (AUC=0.909)
—— Random Forest (AP=0.797) = Random Forest (AUC=0.959)
0.0 —— XGBoost (AP=0.840) 0.0+ —— XGBoost (AUC=0.971)
G T T T T T T T T T T
0.0 0.2 04 0.6 0.8 10 0.0 0.2 0.4 0.6 0.8 1.0
Recall False positive rate

PR-AUC is the primary metric for evaluating minority-class performance under heavy class
imbalance, as it focuses directly on the trade-off between precision and recall for the failure
class (Saito & Rehmsmeier, 2015; Mallioris et al., 2024). XGBoost achieved the highest PR-
AUC, followed by Random Forest, which supports the selection of XGBoost as the strongest
model for the failure prediction task. The ROC-AUC results show that several models separate
failure and non-failure observations well, but ROC-AUC can give an overly optimistic picture

in this setting, which is why it is treated here as a secondary metric.
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5.3 Hyperparameter Tuning Results

Table 5.2
Hyperparameter Tuning Results
Model CV PR-AUC Parameters
Logistic Regression 0.4464 Inverse regularisation
strength (C) = 0.05
Decision Tree 0.6856 Maximum tree depth = 8§
Minimum samples per leaf =
8
Minimum samples to split a
node =2
Random Forest 0.7657 Number of trees = 500
Maximum tree depth =
unlimited
Minimum samples per leaf =
1
Minimum samples to split a
node =2
XGBoost 0.8082 Number of boosting rounds =

200

Maximum tree depth = 15
Learning rate = 0.05
Minimum child weight = 5
Minimum loss reduction for
split (gamma) = 0.1

XGBoost achieved the highest cross-validation PR-AUC of 0.808, followed by Random Forest
at 0.766, Decision Tree at 0.686 and Logistic Regression at 0.446. The tree-based models
showed the greatest sensitivity to hyperparameter tuning, consistent with the expectation that
tree-based learners are better suited to capture the non-linear, threshold-driven failure structure

of the AI4I dataset under heavy class imbalance. Consequently, all references to the selected

XGBoost model in the subsequent sections refer to this tuned configuration.
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5.4 Final Model Evaluation

Table 5.3 reports the final test-set evaluation metrics for all four tuned models.

Table 5.3
Final Test-Set Evaluation Metrics for the Tuned Models

Model PR- ROC- Recall Precision | F1 (Pos) | F2 (Pos) | Macro
AUC AUC F1

Logistic 0.382 0.907 0.809 0.141 0.240 0.415 0.571
Regression

Decision 0.739 0.909 0.838 0.396 0.538 0.685 0.756
Tree

Random 0.797 0.959 0.515 0.921 0.660 0.565 0.826
Forest

XGBoost | 0.840 0.971 0.779 0.716 0.747 0.766 0.869

Table 5.3 reports the final test-set evaluation metrics for all four tuned models. XGBoost
achieves the highest PR-AUC (0.840), the strongest macro-F1 (0.869), and the best overall
balance between recall (0.779) and precision (0.716) on the failure class at the default 0.5
threshold. Random Forest reaches the second-highest PR-AUC (0.797) and the highest
precision (0.921) on the failure class but misses substantially more failures than XGBoost
(recall = 0.515). Decision Tree and Logistic Regression both achieve weaker overall PR-AUC
and F1. At the default 0.5 threshold, XGBoost correctly identifies 53 of 68 failure cases (15
missed failures) at the cost of 21 false alarms. XGBoost was therefore selected as the best
overall model for balancing predictive performance, minority-class detection and practical

interpretability, based on test-set PR-AUC.

5.5 Threshold Tuning Results

Predicted probabilities from the selected XGBoost model were evaluated across thresholds
between 0 and 1 with steps of 0.05 to identify the recommended operating point. Table 5.4

reports precision, recall, F1 and F2 at five reference decision thresholds.
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Table 5.4
Threshold Tuning Results for the Selected XGBoost Model

Threshold Precision Recall F1 (Pos) F2 (Pos)
0.2 0.509 0.794 0.621 0.714
0.4 0.662 0.779 0.716 0.753
0.5 0.716 0.779 0.746 0.766
0.6 0.746 0.779 0.763 0.773
0.8 0.815 0.779 0.797 0.786

Figure 5.9 shows how precision, recall, F1-score and F2-score changed across the full threshold

range.

Figure 5.9
Precision, Recall, F1-Score, and F2-Score Across Decision Thresholds
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The F2-optimal threshold was 0.80, at which XGBoost achieved recall = 0.779, precision =
0.815, F1 = 0.797 and F2 = 0.786. At this threshold, the model correctly identified 53 of 68
failure cases (15 missed failures) at the cost of 12 false alarms, an improvement over the default
0.5 threshold, which produced 21 false alarms for the same recall. The recommended threshold

1s reported descriptively as an operational starting point; a future cost-of-error analysis on real
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industrial data could justify a different value of B in the F-beta family, which would only re-

tune the threshold without requiring re-training of the model.

One notable pattern in Table 5.4 is that recall remains constant at 0.779 across thresholds from
0.40 to 0.80. This means that the same 53 failure observations are detected at any threshold in
this range, while only the number of false alarms decreases as the threshold rises. This indicates
that the XGBoost model assigns high predicted probabilities to those 53 failures, well above
0.80 and clearly separates them from the majority of non-failure observations. The precision
improvement in this range therefore comes at no cost to recall, which supports the reliability of
the model's predictions on the failure class. The predicted probabilities were not assessed for
calibration, so this is interpreted as a separation property rather than evidence of calibrated

probability estimates.

In the subsequent sections, the selected XGBoost model is evaluated at the default classification
threshold of 0.5 unless otherwise stated. The F2-optimal threshold of 0.80 is the recommended
operating point identified in this section, but the default threshold is used consistently across

the diagnostic sections to provide a stable and comparable evaluation baseline.

5.6 Interpretability Results

This section presents the interpretability results for the selected model. These results support
RQI1 by showing which variables contributed most to model predictions, and RQ2 by showing

that the selected model could be interpreted in relation to failure-related operating conditions.
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5.6.1 Feature Importance

Figure 5.10 shows the permutation importance results for the tuned XGBoost model, measured

as the mean decrease in PR-AUC when each feature was permuted.

Figure 5.10
Permutation Importance for the Tuned XGBoost Model
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Table 5.5 reports the permutation importance scores and standard deviations for the selected

features.

Table 5.5
Permutation Importance Results for the Tuned XGBoost Model

Feature Importance STD

Torque 0.6021 0.0140
Air Temperature 0.4959 0.0540
Rotational Speed 0.3994 0.0179
Tool Wear 0.3407 0.0342
Process Temperature 0.2406 0.0247
Type 0.0280 0.0148

The permutation importance results show that torque was the most influential feature for the
tuned XGBoost model, in line with its strong separation in the earlier Cohen's d analysis. Air

temperature and rotational speed also contributed strongly, followed by tool wear and process

46



temperature. The midpoint of this ranking is different from the univariate Cohen’s d values, as
permutation importance measures how much the model depends on each variable in
combination with the others, not in isolation. A minor effect was seen for product type, showing
that the model mostly used continuous process and machine variables instead of categorical

product type.

5.6.2 SHAP Summary Results

Figure 5.11 shows the SHAP summary results for the selected XGBoost model, based on mean

absolute SHAP values.

Figure 5.11
SHAP Summary Results for the Selected XGBoost Model
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Table 5.6 reports the mean absolute SHAP values for the selected features.
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Table 5.6

Mean Absolute SHAP Values for the Selected XGBoost Model

Feature Mean Absolute SHAP
Torque 2.4835
Tool Wear 2.0395
Rotational Speed 1.5109
Air Temperature 1.0078
Process Temperature 0.4354
Type L 0.1484
Type M 0.0585

The SHAP summary results also identify torque as the most important variable, with tool wear
and rotational speed showing strong average contributions, followed by air temperature and
process temperature. Tool wear ranks higher here than in the permutation importance results,
reflecting that SHAP captures each feature's average contribution to individual predictions
while permutation importance captures the change in overall performance when a feature is
shuffled. Product type also has a smaller contribution. Overall, the SHAP results support the

EDA and feature importance findings by showing that the model's predictions are mainly driven

by mechanical load, wear, speed and thermal conditions.

The beeswarm plot in Figure 5.12 supplements the global ranking by displaying the signed

SHAP value for every test instance, with point colour indicating the corresponding feature

value.
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Figure 5.12
SHAP Beeswarm Plot for the Selected XGBoost Model
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This makes the directional relationship between feature values and predicted failure risk visible
across the entire test set. High torque and high tool wear values consistently push predictions
toward failure, while high rotational speed values push predictions away from failure, which is
consistent with the HDF failure-generation rule (Matzka, 2020). The bar plot and beeswarm are
complementary: the bar plot aggregates local SHAP contributions into a single global ranking,
while the beeswarm preserves the per-instance distribution and shows how the direction of each

feature's contribution depends on its value.

5.7 Synthetic-Rule Sensitivity Audit

The synthetic-rule sensitivity audit examined how model performance changed when
engineered or rule-based feature sets were added to the raw Al4l feature set. Table 5.7 reports
cross-validated PR-AUC, ROC-AUC, recall and F1 on the failure class, the minority positive
class, for each model across three feature sets: the raw feature set, the P&S engineered feature

set (Patel & Shanbhag, 2022) and the rule-based feature sets.
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Table 5.7

Synthetic-Rule Sensitivity Audit Across Feature Sets

Feature Set | Model PR-AUC ROC-AUC | Recall F1 (Pos)

Raw Logistic 0.441 0.897 0.804 0.235
Regression

Raw Decision 0.407 0.778 0.565 0.618
Tree

Raw Random 0.758 0.970 0.421 0.575
Forest

Raw XGBoost 0.784 0.972 0.727 0.731

P&S Logistic 0.472 0.928 0.838 0.285

Engineered | Regression

P&S Decision 0.515 0.837 0.683 0.708

Engineered | Tree

P&S Random 0.875 0.972 0.716 0.818

Engineered | Forest

P&S XGBoost 0.859 0.976 0.812 0.819

Engineered

Rule Based | Logistic 0.854 0.958 0.841 0.627
Regression

Rule Based | Decision 0.720 0.916 0.838 0.844
Tree

Rule Based | Random 0.898 0.975 0.812 0.896
Forest

Rule Based | XGBoost 0.890 0.976 0.823 0.874

For the tree-based models, both feature sets produced clear improvements. The P&S engineered
features raised XGBoost PR-AUC from 0.784 to 0.859 (+0.075) and Random Forest PR-AUC
from 0.758 to 0.875 (+0.117). The rule-based threshold-distance features produced a similar
pattern: XGBoost rose to 0.890 (+0.106) and Random Forest rose to 0.898 (+0.140).

For Logistic Regression, the encoding type mattered substantially. P&S's raw product features
barely improved LR PR-AUC (0.441 to 0.472, only +0.031), because a linear decision boundary
cannot recover the two-sided thresholds of the AI41 failure rules from a continuous product

feature. The rule-based threshold-distance features, which encode the distance from each rule's
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trigger as a non-negative quantity, raised LR PR-AUC to 0.854 (+0.413). This asymmetry
indicates that the signal being recovered is the deterministic generation rule itself; linear models
can access it only when the encoding pre-linearises the rule structure, while tree-based models

can approximate either encoding through their splits.

The audit indicates that part of the strong AI4I performance observed in the reported model is
attributable to the deterministic generation rules of the synthetic dataset rather than to
transferable sensor patterns alone. This is the principal limitation of treating AI4I as evidence
of direct industrial transferability and it motivates the use of raw sensor variables as the main
modelling configuration (Section 4.2). The implications for transferability are discussed in

Section 6.5.

5.8 Per-Subtype Failure Recall

Although the failure subtype labels TWF, HDF, PWF, OSF and RNF were excluded from the
predictor set to avoid target leakage, they were retained for post-hoc diagnostic analysis. This
analysis was used to examine whether the selected XGBoost model detected the different failure
subtypes equally well. Note that AI41 failure subtypes are not mutually exclusive (Matzka,
2020), since a single failure can be triggered by more than one mechanism and therefore carry
multiple subtype flags. Recall was computed independently for each subtype, so a failure with
multiple flags contributes to the recall of each of its subtypes rather than being assigned to a
single category. In the test set, two failures carried no subtype flag and a small number carried

more than one, so the per-subtype counts are not a strict partition of the 68 test failures.

Table 5.8
Per-Subtype Failure Recall for the Selected XGBoost Model
Subtype Count in test Recall CI_2.5% CI1_97.5%
TWF 10 0.100 0.000 0.3
HDF 29 0.897 0.793 1.0
PWF 13 0.923 0.769 1.0
OSF 16 1.000 1.000 1.0
RNF 0 NaN NaN NaN

The per-subtype recall results showed that the selected model detected the rule-generated failure

subtypes more reliably than the weaker or more stochastic subtypes. HDF, PWF and OSF
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showed high recall (approximately 0.90, 0.92 and 1.00, respectively) within the limits of their
test-set support, while TWF was substantially lower and RNF had insufficient test-set support

for a reliable estimate.

This pattern is consistent with the synthetic-rule sensitivity audit in Section 5.7, indicating that
the model was better at detecting failure mechanisms connected to deterministic patterns in the

Al4I dataset than failure mechanisms with fewer observations or less stable patterns.

This result is important for interpreting the model. The overall failure prediction performance
does not mean that all failure mechanisms were detected equally well. Instead, the selected
model provided stronger support for some failure regimes than others. This should be

considered when interpreting the model from an operator-support perspective.

5.9 Robustness Audit Analysis

A robustness audit was performed to examine how stable the selected XGBoost model was
when the clean synthetic AI41 data were made less ideal. Two simple data-quality perturbations
were tested: random missingness in input features and Gaussian noise added to numerical
features. The purpose was not to fully simulate real industrial data complexity, but to provide
an initial indication of how sensitive the model was to reduced data quality. The audit should
therefore be interpreted as a stress test of the model rather than as concrete evidence that the

model would remain robust under real industrial production conditions.
Figure 5.13 shows the robustness audit results for random missingness and Gaussian noise.

Figure 5.13
Robustness Audit Under Random Missingness and Gaussian Noise
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The robustness results showed that the model performance deteriorated with increasing

perturbation severity. Under random missingness, PR-AUC and recall both decreased as more
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values were removed. At 20% missingness, PR-AUC declined from 0.840 to 0.493 and recall
decreased from 0.779 to 0.485. Gaussian noise resulted in a slower loss of performance but
nevertheless followed the same trend, PR-AUC declined from 0.840 to 0.538 and recall
decreased from 0.779 to 0.618. These results suggest that the selected model’s strong baseline

performance was partly dependent on the clean and regular structure of the AI41 dataset.

5.10 Analysis of the Joint Results

Figure 5.14 summarises the agreement between the exploratory analysis, permutation

importance and SHAP results.

Figure 5.14
Joint Comparison of EDA Effect Size, Permutation Importance, and SHAP Results
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The joint analysis shows broad agreement between the exploratory analysis and the model
interpretation results. Torque is consistently ranked as the most important or most strongly
associated variable. Tool wear, rotational speed and air temperature also appear repeatedly
across EDA, permutation importance and SHAP. Process temperature and product type show
weaker contributions. This strengthens the interpretation that machine failure in the selected
dataset is mainly associated with mechanical load, wear, speed-related behaviour and thermal

conditions.

The additional diagnostic results nuance this interpretation. The per-subtype failure recall
analysis showed that the selected model did not detect all failure mechanisms equally well, with
stronger results for rule-generated failure subtypes than for weaker or more stochastic subtypes.
The robustness audit also showed that performance decreased when the clean synthetic dataset
was exposed to missingness and noise. Together, these findings indicate that the model is useful
for analysing failure-related patterns in the selected dataset, but that the results should be

interpreted cautiously in relation to real industrial transferability.
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These findings provide the empirical basis for answering the first research question, while the
model comparison, final evaluation and threshold-tuning results provide the empirical basis for

answering the second research question.

5.11 Summary of Results in Relation to the Research Questions

RQ1 was addressed through exploratory analysis, statistical effect-size analysis and model-
based interpretability. RQ2 was addressed through model comparison, final evaluation,

threshold tuning and the interpretability of the selected model.

Overall, the results answer the first research question by showing that torque, tool wear,
rotational speed and air temperature were the variables most consistently associated with
machine failure states in the AI41 2020 dataset. Torque showed the strongest separation and the
highest importance across the statistical and model-based interpretability analyses, while tool
wear, rotational speed and air temperature also appeared repeatedly across EDA, Cohen’s d,
permutation importance and SHAP. Process temperature and product type showed weaker
contributions and should therefore be interpreted as supporting variables rather than dominant

predictors.

The second research question was addressed through model comparison, final evaluation and
threshold-tuning results. XGBoost was identified as the most suitable supervised learning
approach because it achieved the strongest overall balance between predictive performance,
minority-class detection, class imbalance handling and interpretability. It achieved the highest
test-set PR-AUC, strong recall and precision for the failure class, and its predictions could be
interpreted using permutation importance and SHAP. The threshold-tuning results further
showed how the selected model could be adjusted toward a recall-oriented operating point

without retraining the model.

These results provide the empirical basis for the discussion in Chapter 6, where the findings are
interpreted in relation to previous research, methodological choices, operator-support

implications, limitations and transferability.
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6 Discussion

This chapter discusses the empirical findings from Chapter 5 in relation to previous research,
methodological and implementation choices, operator-support implications, limitations,
transferability, and ethical considerations. The purpose is to interpret what the results mean in
relation to the aim and research questions of the thesis. Particular attention is given to how the

use of a synthetic proxy dataset affects the interpretation and transferability of the findings.

6.1 Discussion of the Main Findings

The main findings show that machine failure states in the selected dataset were most
consistently associated with torque, tool wear, rotational speed and air temperature. These
variables appeared repeatedly across the exploratory analysis, Cohen's d effect-size results,
permutation importance and SHAP results, while process temperature and product type showed
weaker contributions. This addresses RQ1 by showing that failure-related operating conditions
in Al41 are linked to mechanical load, wear, speed and thermal conditions rather than to any

single isolated variable.

The model comparison showed that XGBoost provided the strongest overall balance between
predictive performance, minority-class detection and interpretability. This addresses RQ2 by
showing that the failure-related patterns in the dataset were better captured by a flexible non-
linear model than by the simpler models evaluated in this study. The suitability of XGBoost
should be understood relative to the selected dataset, the class imbalance and the interpretability

methods applied, not as a general claim about all predictive maintenance settings.

6.2 Results in Relation to Previous Research

The results of this study are broadly consistent with previous research in predictive
maintenance. The Al4I dataset contained only 339 machine failure observations out of 10,000,
confirming that failure cases represent a small minority (Matzka, 2020). This imbalance
supports the use of class-sensitive evaluation metrics rather than accuracy alone. As discussed
by Saito and Rehmsmeier (2015), precision-recall-based evaluation is more informative than
ROC-based evaluation in imbalanced settings because it focuses directly on the positive

minority class.

The synthetic-rule sensitivity audit in Section 5.7 provides an additional point of comparison

with previous Al4l-based work. When engineered features encoding Matzka's (2020) failure-
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generation rules were added to the raw feature set, cross-validated PR-AUC improved across
all model families, most notably for models with limited capacity for non-linear threshold
learning. This suggests that part of the strong reported performance in Patel and Shanbhag’s
(2022) work can be explained by the deterministic generation logic of the synthetic dataset
rather than by patterns that would transfer to real industrial data. Using raw features as the main
modelling configuration in this study therefore provided a more conservative basis for

evaluating the workflow.

The interpretability results are also consistent with explainable predictive maintenance
research. Torque was the most consistently important variable across EDA, Cohen's d,
permutation importance and SHAP, followed by tool wear, rotational speed and air temperature.
Process temperature and product type played weaker roles. This pattern corresponds to the
structure of AlI4l, where failure is linked to combinations of mechanical, wear and thermal
conditions (Matzka, 2020). The results support the broader argument that predictive
maintenance models should not only be evaluated through performance metrics but also
interpreted in relation to the variables that drive predictions, a position shared by Patel and

Shanbhag (2022) and Cummins et al. (2024).

The findings should be understood in relation to the dataset used. Al4l provides a structured
setting for methodological development and controlled model comparison (Matzka, 2020) but
does not provide evidence of model performance in real industrial environments. This limitation

is discussed further in Section 6.5.

6.3 Methodological and Implementation Choices

The methodological choices in this study were made to support a conservative and interpretable
assessment of machine failure prediction on the Al41 dataset. Because the dataset was strongly
imbalanced, class-sensitive metrics were used in place of accuracy: PR-AUC, recall, precision,
Fl-score, macro-F1 and F2-score. Among the imbalance handling strategies tested, class
weighting was selected as the main approach because it allowed models to give greater weight
to the minority failure class while keeping the test distribution unchanged. Random
oversampling and SMOTENC were also evaluated but did not improve the overall balance of

model performance. For the evaluation table (see Table A3 in Appendix A)

Model selection and operating-threshold selection were treated as separate decisions. Model
selection was based on PR-AUC, which evaluates discriminative ability across all thresholds

and is suitable for imbalanced settings (Saito & Rehmsmeier, 2015; Mallioris et al., 2024). After
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XGBoost was selected as the strongest model, the operating threshold was tuned using F2-
score, which gives greater weight to recall. This reflected the practical assumption that missed
failures are typically more costly than false alarms in predictive maintenance (Susto et al., 2015;
Mahale et al., 2025). Separating these two decisions was important because model selection
evaluates general discriminative ability, while threshold selection reflects the operational trade-

off between recall and precision.

Raw sensor features were used as the primary input set. Identifier variables were removed, and
failure subtype labels were excluded to prevent target leakage. This made the prediction task
more difficult but provided a more defensible basis for evaluating the workflow in relation to

possible future transfer to real data.

Comparing several model families, including a majority-class baseline, Logistic Regression,
Decision Tree, Random Forest and XGBoost, made it possible to examine whether the task
required a simple linear model or a more flexible non-linear approach. The results showed that
XGBoost provided the strongest balance, which supports the value of comparing multiple

model families rather than selecting one in advance.

Hyperparameter tuning was conducted on the training data using GridSearchCV with 5-fold
stratified cross-validation, keeping the test set strictly separate for final evaluation. The

parameter ranges, cross-validation folds and scoring metric used are reported in Section 4.5.

Interpretability methods were included because the thesis was not only concerned with
predictive performance. Cohen's d supported descriptive comparison between failure and non-
failure cases. Permutation importance and SHAP supported model-based interpretation of
feature contributions. From an operator-support perspective, this was important because a
statistically strong model is less useful if its predictions cannot be connected to interpretable
operating conditions. This interpretability step supported RQ1 by identifying which variables
were most associated with failure-related conditions, and RQ2 by contributing to the assessment

of model interpretability.

6.4 Operator-Support Implications

The operator-support implications of the study are mainly connected to the interpretation of
failure-related operating conditions. The results are useful not only as predictive outputs, but to
understand which operating conditions may require attention. An operator-support system

should not only indicate whether a failure risk exists but also help explain which variables
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contribute to that risk.

The most relevant variables for operator-oriented interpretation in the selected dataset were
torque, tool wear, rotational speed and air temperature, indicators of mechanical load,
degradation, speed-related behaviour and thermal conditions, respectively. This is relevant
because parameter-setting problems in industrial production often involve several interacting
conditions rather than one isolated cause (Chen et al., 2020). The identified variables should
therefore be interpreted as potential indicators of failure-related operating conditions, not as

direct causes of machine failure.

The failure-rate patterns across operating ranges also have operator-support relevance. Failures
were concentrated in specific operating regions rather than evenly distributed across all values,
which suggests that a practical operator-support system could present failure risk by value range
rather than as a binary output. Such region-based risk indicators may be more interpretable to

operators than abstract model scores, particularly when linked to familiar process variables.

The choice of XGBoost is also relevant from an operator-support perspective because the model
combined strong predictive performance with post-hoc interpretability through permutation
importance and SHAP. Explainability is important in this context because predictive
maintenance models may be difficult for operators to trust or validate without it (Cummins et
al., 2024). SHAP and permutation importance helped identify which variables contributed most
to the model's predictions, making the output more interpretable in terms of operating

conditions.

An operator-support system could therefore present both a risk prediction and the main
contributing variables. For example, it could indicate that a predicted failure is mainly
influenced by high torque, increased tool wear or elevated air temperature, giving the operator

both a warning and an indication of which conditions may require attention.

These implications should be interpreted cautiously. The results are based on the synthetic AI41
dataset and should not be understood as a ready-to-use operator-support system. Before such a
workflow could support real operational decisions, it would need to be validated using real

process data and domain expertise.

6.5 Limitations and Transferability

The main limitation of this study is that the analysis was conducted on a synthetic proxy dataset

rather than real industrial production data. AI41 was useful for developing and testing the
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analytical workflow but it does not provide direct evidence that the same model would perform
equally well in a real industrial production environment. The results should be understood as

findings from a structured synthetic dataset, not as evidence of industrial transferability.

A related limitation is that AI4I is a snapshot-based dataset with no temporal dimension. The
dataset consists of individual structured observations but does not capture how operating
conditions evolve before, during or after a failure event. As a result, the analysis cannot
represent time-dependent behaviour, operator actions, machine history, maintenance events or
production context, all factors that may influence both machine failure and the usefulness of

predictive models in real settings.

The results should also be interpreted as associations within the selected dataset rather than as
causal explanations of machine failure. The findings indicate that torque, tool wear, rotational
speed and air temperature are strongly associated with failure-related operating conditions in
AI41, but this does not prove that the same variables would carry the same importance in a real
industrial process. Real production systems may include additional variables, measurement
noise, missing data, sensor drift, maintenance history and domain-specific constraints absent

from the synthetic dataset.

A further limitation concerns the relationship between AI4l and its deterministic failure-
generation rules. Engineered variables of the type used by Patel and Shanbhag (2022) are
closely related to the formulas used to generate several AI4I failure types. Including such
variables can improve predictive performance on AI4l but may also increase the model's
reliance on known synthetic rules, making results less representative of a real environment
where the underlying failure mechanisms are not known in advance. For this reason, the present
study used raw features as the primary input set. This reduces benchmark performance relative
to studies using rule-based engineered features, but provides a more cautious basis for
discussing transferability, a choice explored further in the synthetic-rule sensitivity audit in

Section 5.7.

Finally, the operator-support implications should be regarded as conceptual rather than directly
deployable. The study demonstrates how an analytical workflow can integrate exploratory
analysis, supervised machine learning, class-sensitive evaluation and interpretability. Before
such a workflow could support real industrial decisions, it would need to be tested with real
process data, machine logs and domain expertise, and validated in collaboration with operators

and domain experts.
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6.6 Ethical and Societal Considerations

From a data privacy perspective, the ethical risks in this study are limited. The AI4I dataset is
public and synthetic, and the study did not involve personal data, interviews, surveys or
observations of human participants. Issues such as GDPR, informed consent and participant
confidentiality were therefore not central risks in the present work. However, ethical
considerations remain relevant because predictive maintenance models can influence how
industrial decisions are interpreted and supported. Even when a model is developed as an
analytical workflow using a synthetic proxy dataset, the way results are presented may affect

how future users understand the reliability and limitations of predictive outputs.

A key ethical issue concerns the practical consequences of false positives and false negatives.
A false positive may lead to unnecessary inspections, maintenance actions or production
interruptions. A false negative may be more serious in some predictive maintenance settings,
since it means that a failure-related condition has been missed and the machine may continue
to operate under problematic conditions. For this reason, accuracy alone was not sufficient for
evaluation. Using recall, precision, F1-score, PR-AUC and confusion matrices made the trade-

off between missed failures and false alarms more visible.

The model should therefore be understood as a decision-support tool rather than as a substitute
for operator or domain-expert judgement. In an industrial setting, operators may have
contextual knowledge that is not available in the dataset, such as recent maintenance actions,
abnormal production conditions, sensor issues or process-specific constraints. The model
output should therefore be used as one input among several, not as an automatic decision rule.
This is particularly important because the present study is based on a synthetic dataset and does

not include real operator interaction or validation in an industrial production environment.

Explainability is also ethically important. Cummins et al. (2024) argue that explainable
predictive maintenance is important because human operators need to trust predictive systems
when they are used in serious maintenance contexts. They further argue that transparency and
human understanding are important when predictive models are used in maintenance contexts
where operators must act on model outputs. In this study, SHAP and permutation importance
were included to improve transparency around model behaviour. However, explainability does
not guarantee that the model is correct. SHAP values can indicate which variables contributed

to a prediction, but they do not prove causal relationships in a real industrial process.

From a societal and industrial perspective, predictive maintenance can contribute to reduced
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downtime, improved resource use and more proactive maintenance planning. In this sense, it
may support more efficient and sustainable industrial operations. However, these benefits
depend on responsible implementation. A model trained on synthetic proxy data should not be
used in a real industrial setting without further validation. Ethical use therefore requires
transparency about dataset limitations, model uncertainty and the distinction between

methodological findings and operational evidence.

In summary, the ethical and societal considerations support the main position of this thesis: the
results should be interpreted as support for an interpretable analytical workflow, not as a
finished automated maintenance system. The value of the study lies in showing how machine
failure prediction can be combined with interpretability and cautious evaluation before any

future application using real industrial production data.

6.7 Summary of the Discussion

Overall, the discussion shows that the thesis provides an interpretable analytical workflow for
machine failure prediction and operator-support-oriented analysis. In relation to RQI, the
results from EDA, Cohen’s d, permutation importance and SHAP indicate that torque, tool
wear, rotational speed and air temperature were the most relevant variables for understanding
failure-related operating conditions in the selected dataset, while process temperature and
product type played weaker roles. In relation to RQ2, XGBoost provided the strongest overall
balance between predictive performance, minority-class detection, class imbalance handling

and interpretability, which made it the most suitable model in this study.

At the same time, the findings need to be interpreted with caution. The analysis was based on
the synthetic AI4I dataset and did not include real industrial production data, temporal process
data or direct operator validation. Therefore, the results should not be understood as evidence
of direct industrial transferability or as a finished operator-support system. Rather, the main
contribution is the development and evaluation of a structured analytical workflow that
combines exploratory analysis, supervised machine learning, class-sensitive evaluation and
interpretability. Future work should validate this approach using real industrial production data

and domain expert feedback.
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7 Conclusion

7.1 Main Conclusions

This thesis examined how process and machine variables can be used to predict machine failure
and support the interpretation of failure-related operating conditions within a predictive
maintenance setting. The study used the AI4I 2020 Predictive Maintenance Dataset as a
synthetic industrial proxy dataset to develop and evaluate an analytical workflow combining
exploratory data analysis, supervised machine learning, class-sensitive evaluation and

interpretability analysis.

In relation to the first research question, the results showed that torque, tool wear, rotational
speed and air temperature were the variables most consistently associated with machine failure
states in the selected dataset. These variables appeared repeatedly across the exploratory
analysis, Cohen’s d effect-size results, failure-rate patterns, permutation importance and SHAP
results. Torque was the most consistent variable, while tool wear, rotational speed and air
temperature also provided important information. Overall, the findings suggest that failure-
related operating conditions in the dataset are mainly connected to mechanical load,

degradation, speed-related behaviour and thermal conditions.

In relation to the second research question, XGBoost was identified as the most suitable
supervised machine learning approach in this study. It provided the strongest overall balance
across PR-AUC, ROC-AUC, Fl1-score, macro-F1, minority-class detection, class imbalance
handling and interpretability, while also supporting model interpretation through permutation
importance and SHAP. This was important because the dataset was strongly imbalanced,

making accuracy alone insufficient for evaluating model performance.

The main contribution of the thesis is an interpretable analytical workflow combining
exploratory analysis, supervised machine learning, class-sensitive evaluation and
interpretability analysis for machine failure prediction. Compared to previous Al41-based work,
the workflow uses only raw sensor features without rule-encoding proxies. It also cross-
validates failure-relevant variables across three independent analytical methods: Cohen's d
effect-size analysis, permutation importance and SHAP, and explicitly quantifies the influence
of the synthetic data structure on model performance through a sensitivity audit. Since Al4I is
synthetic, the findings should be interpreted as methodological evidence rather than as proof of

direct industrial transferability.
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7.2 Future Work

Future work should apply and validate the analytical workflow using real industrial production
data. This would make it possible to evaluate whether the variables identified in AI4I remain
relevant in real industrial settings. Real machine logs, production outcomes, maintenance
records, process variables and operator actions would provide a stronger basis for testing the

workflow under realistic conditions.

Another important direction is to extend the analysis from snapshot-based prediction to time-
dependent modelling. Real industrial processes are likely to involve sequences of events before,
during and after failure-related conditions. Future studies could therefore investigate temporal
features, time windows or sequence-based models to capture how operating conditions evolve

over time.

Future work should also include validation by domain experts and operators. Since the thesis is
connected to operator support, it is important to evaluate whether the model explanations are
understandable and useful in practice. A possible next step would be to develop and evaluate a
prototype interface that presents failure-risk warnings together with the main contributing

variables, while keeping the operator as the final decision-maker.
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Appendices

Appendix A
Supplementary Dataset Information

Table Al
AI41 Failure Subtype Definitions
Failure Type Description
Tool Wear Failure (TWF) The tool will be replaced or fail at a randomly

selected tool wear time between 200 - 240
mins (120 times in our dataset). At this point
in time, the tool is replaced 69 times, and fails
51 times (randomly assigned).

Heat dissipation failure (HDF)

Heat dissipation causes a process failure, if
the difference between air- and process
temperature is below 8.6 K and the tool’s
rotational speed is below 1380 rpm. (115
times in the dataset)

Power failure (PWF)

The product of torque and rotational speed (in
rad/s) equals the power required for the
process. If this power is below 3500 W or
above 9000 W, the process fails (95 times in
the dataset)

Overstrain Failure (OSF)

If the product of tool wear and torque exceeds
11,000 minNm for the L product variant
(12,000 M, 13,000 H), the process fails due
to overstrain. (98 times in the dataset)

Random Failures (RNF)

Each process has a chance of 0.1 % to fail
regardless of its process parameters. This is
the case for only 5 datapoints, less than could
be expected for 10,000 datapoints in our
dataset.
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Table A2
Engineered Proxy Feature Definitions

Feature Name

Description

Power

Product of torque and rotational speed

Overstrain

Product of torque and tool wear

Heat dissipation

Product of rotational speed, and the
difference of air and process temperature

Type

Rotational Speed [rpm]

Air Temperature [K]

Tool Wear [min]

Process Temperature [K]

Torque [Nm]
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Table A3
Hyperparameter Tuning grid

Model Strategy PR-AUC | Macro F1 | Recall Precision
Logistic class weight="balanced" | 0.441 0.567 0.804 0.137
Regression

Decision class_weight="balanced" | 0.534 0.706 0.864 0.305
Tree

Random class_weight="balanced" | 0.534 0.782 0.421 0.916
Forest

XGBoost scale pos weight=spw | 0.735 0.819 0.775 0.564
Logistic RandomOverSampler 0.443 0.566 0.801 0.137
Regression

Decision RandomOverSampler 0.469 0.705 0.856 0.304
Tree

Random RandomOverSampler 0.751 0.830 0.572 0.814
Forest

XGBoost RandomOverSampler 0.750 0.742 0.845 0.370
Logistic SMOTENC 0.427 0.571 0.775 0.140
Regression

Decision SMOTENC 0.477 0.660 0.830 0.241
Tree

Random SMOTENC 0.635 0.763 0.712 0.444
Forest

XGBoost SMOTENC 0.694 0.643 0.897 0.218
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where the six non-leaking predictor variables were selected and identifier and failure subtype
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variables were excluded. The exploratory data analysis involved class-wise comparisons using
Cohen's d to estimate the magnitude of separation between failure and non-failure observations,
and failure-rate pattern analysis to identify high-risk operating ranges for each numerical
variable. After model training, Robin also conducted the SHAP interpretation, where per-
instance local Shapley values were computed using TreeExplainer and then aggregated into

mean absolute SHAP values to produce a global ranking of feature contributions.

Mazen Basunaid primarily contributed to the supervised modelling and evaluation-oriented part
of the study, which mainly supported RQ2. This included stratified train/test splitting using an
80/20 ratio, training and comparing four supervised models, Logistic Regression, Decision
Tree, Random Forest and XGBoost, alongside a majority-class baseline, with class weighting
applied to handle the imbalanced target. Hyperparameter tuning was performed using
GridSearchCV with five-fold stratified cross-validation and PR-AUC as the scoring criterion.
The tuned models were then evaluated on the held-out test set using class-sensitive metrics.
Threshold tuning was applied to the selected model by maximising F2-score across the
probability threshold range. Mazen also conducted the synthetic-rule sensitivity audit,
comparing model performance across raw, engineered and rule-based feature sets, the
robustness audit under random missingness, Gaussian noise, and permutation importance

analysis.

Both authors contributed jointly to the integration of exploratory and model-based findings, the
discussion of limitations and transferability, and the final conclusions. The overall workload
was balanced, with Robin mainly responsible for the exploratory and interpretability-focused
components, and Mazen mainly responsible for the modelling and evaluation-focused

components. The final thesis text was reviewed and revised collaboratively by both authors.
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Appendix B
The Python notebooks used for data preparation, exploratory analysis, model training,
evaluation and interpretability analysis are submitted as supplementary files together with the

thesis. The notebooks contain the full implementation of the analytical workflow described in

Chapters 3 and 4.
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