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Abstract 

 

 
Accurate sales forecasting is critical for effective planning and decision-making in retail, yet 

conventional statistical and machine learning models often overlook the value of human 

judgment. This thesis investigates the integration of human forecasts (HF) with model-based 

approaches in the context of weekly, multi-SKU sales data characterized by heterogeneous 

data availability. The study addresses two research questions: (1) to compare human forecasts 

with statistical and machine learning models trained on routinely available data, and (2) to 

assess whether simple, transparent human-in-the-loop (HITL) ensembles improve forecast 

accuracy relative to either humans or models alone. 

To this end, seven base models Exponential Smoothing (ETS), ARIMA, polynomial regression, 

Random Forest, Extra Trees, Histogram-based Gradient Boosting, and XGBoost were trained 

across three feature sets: (A) sales and derived features, (B) sales plus promotional information 

and prognosis leads, and (C) all features including human forecasts. Ensembles were designed 

by combining subsets of models with HF, incorporating promotion-gating rules and quantile-

based weighting. Model and ensemble performance was evaluated using rolling-origin cross-

validation with a strict temporal split into 26-week holdout, validation, and out-of-sample 

blocks. Metrics included MASE, RMSSE, MAE, RMSE, MAPE, ME, and pinball loss. 

The findings demonstrate that human forecasts provide valuable information but are not 

significantly biased across SKUs. HITL ensembles consistently reduced forecast error, particularly 

for products with sparse or irregular promotional histories, while preserving transparency and 

interpretability. This work contributes to the literature on judgmental forecasting by empirically 

showing when and how human judgment can be effectively integrated with data-driven 

methods, highlighting the practical potential of lightweight HITL designs for retail forecasting. 
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1 Introduction  

The grocery retail sector is fast-moving and competitive. Accurate sale forecasts support 

better inventory management, lower costs, and higher customer satisfaction. Each week, 

retailers decide how much to order, where to place stock, how many people to schedule, and 

when to run promotions. These decisions are time-sensitive and mistakes can be costly. In this 

terms, forecasting in the standard sense, is about predicting future sales as accurately as 

possible using the information available at the time (past data and any known future events). 

Thus, good forecasts help operations run smoothly and make decision-making more evidence-

based. 

The literature offers many forecasting approaches. Classical statistical models such as 

Exponential Smoothing (ETS) and Autoregressive Integrated Moving Average (ARIMA) are 

widely used and well understood. On the other hand, modern machine-learning methods as 

gradient boosting (XGBoost), random forests, and, in some cases, deep learning and 

transformers can learn flexible patterns and incorporate exogenous signals, like promotions. 

There is also a growing body of work on ensembles and stacking. Yet, fair comparisons show 

that no single method dominates across all conditions and performance depends on the data, 

the horizon, the role of promotions, and operational constraints. 

In practice, many organizations still rely on human (judgmental) forecasts or usually adjust 

model outputs. That is reasonable as algorithmic models can miss local context (a late promo 

change, a supply issue, a competing offer), and people may not fully trust a model that 

cannot explain itself. At the same time, human judgment is not flawless. Common biases 

include anchoring on last week, optimism in promotion periods, and overreaction to recent 

surprises. Thus, the question is not “humans or models,” but how to use both in a way that is fair, 

transparent, and useful. Modern practice increasingly treats judgment as a complement to 

models rather than a rival. 

A widely used pattern is judgmental adjustment of a model baseline. Planners start from a 

statistical/ML forecast and apply a context-based tweak. When the rationale is recorded, 

bounds are sensible, and performance is reviewed over time, these adjustments can add 

value while keeping the discipline of a baseline process.  

Humans and models can also be combined with fixed or context-dependent weights often 

called human-in-the-loop forecasting. For example, giving more weight to humans in promo 

weeks and to models in stable weeks. This typically improves robustness across regimes and 

builds trust, because the rule is simple, auditable, and aligned with domain knowledge. 

In practice, two main families of methods cover most needs: 

• Ensemble & stacking methods which use non-negative, sum-to-one averages, median 

or trimmed-mean for stability, optionally time-decayed weights and treat the human 

forecast as an expert alongside statistical/ML models, training a meta-learner on out-

of-fold predictions to avoid leakage  

• Expert-augmented ML which use the human forecast as a feature (exogenous 

regressor) 
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1.1 Problem Statement 

The sponsoring food retailer primarily relies on judgmental forecasts produced by its sales team 

using managerial experience, historical records, and campaign plans. This practice is labor-

intensive and difficult to audit. The company hypothesizes that the integration of statistical and 

machine-learning methods can deliver sales forecasts that are more accurate, less costly, and 

less dependent on manual effort than the current judgment-only approach. 

Two barriers stand out. First, there is no internal, leakage-resistant benchmark that fairly 

compares human forecasts with strong statistical/ML baselines on the same information set at 

the time of issuance. Second, even when models are considered, there is no tested way to 

blend human expertise with model outputs so that the result is both more accurate and easier 

to maintain. This thesis addresses these gaps using weekly product-level data that include 

human forecasts, promotion indicators, and a planned promotion impact (“prognosis”), with 

a focus on short weekly operational horizon. 

1.2 Research Question 

The motivation behind this thesis stems from the need to transform a manual, judgment-heavy 

workflow into a human-in-the-loop system where forecasting models handle the routine and 

scale, while experts provide targeted adjustments, yielding forecasts that are faster to 

produce, more accurate, and auditable. However, human forecasters have access to richer 

contextual information (detailed promotion plans, local market knowledge) than what may 

be available in a structured dataset used for forecasting models. Therefore, the comparison 

measures not pure modeling skill, but the combined effect of information and judgment. This 

asymmetry is intentional as it reflects the actual decision-making environment in the company 

 

Based on the goal of the thesis, the project will try to answer the following research questions: 

RQ1: How do human forecasts, based on their richer knowledge of promotions and market 

context, compare to ML/statistical models trained only on routinely structured data? 

RQ2: Do simple, transparent human-in-the-loop designs improve accuracy and reduce 

manual effort versus humans or models alone? 

1.3 Objectives 

To address the retailer’s need for better accuracy with less manual effort, this thesis sets four 

focused objectives.  

• Understand the data and forecasts: Profile weekly demand, promotions/prognosis, 

and human forecasts align forecast  

• Build and evaluate models rigorously: Implement strong and statistical/ML models 

• Benchmark humans vs models and quantify promo value: Compare accuracy on the 

same timestamps and information set, measure the incremental contribution of 

promotions by regime (promo vs non-promo). 

• Test human-in-the-loop integrations 

1.3.1 Project Outline 

This thesis is structured into four main chapters. Chapter 2 provides the necessary background, 

including preliminaries and a review of related work on both statistical and judgmental 
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forecasting. Chapter 3 outlines the methodology and details the implementation of the 

chosen approaches. Chapter 4 presents the results while Chapter 5 presents a discussion of the 

results, interpreting their meaning and implications. Finally, Chapter 6 concludes the study, 

summarizing key findings and suggesting directions for future research. 
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2 Background and Literature Review 

2.1 What is Forecasting? 

Forecasting is the process of making informed statements about the future based on available 

information. (Hyndman & Athanasopoulos, 2021) define forecasting as the use of past and 

present data to determine the pattern of the underlying series and extrapolate it forward in 

time. A fundamental starting point is the decomposition of a time series into structure and error, 

sometimes written as: 

𝒚𝒕 = 𝑺𝒕 + 𝛆𝒕 

where 𝑺𝒕 represents the structural component and 𝛆𝒕 the random error or noise component.  

The defining feature that sets time series apart from other types of data is the role of time 

(Kontopoulou et al., 2023). That means that forecasting works with sequential, time-indexed 

data where observations arrive in order at a fixed frequency (e.g., hourly, daily, weekly), so the 

timestamp is a vital part of the information. When the data consist only of timestamps and a 

single measured variable (observation), we have a univariate time series. Beyond the target 

itself, models can use external features also called covariates or regressors such as calendar 

indicators (day-of-week, week-of-year, holidays), prices, promotions, weather, and lags/rolling 

summaries, which help explain and predict the target. In such cases, when multiple variables 

represent effects of known external features are recorded at each timestamp, we have a 

multivariate time series. The structural part (𝑺𝒕) is the essential element we seek to model in 

order to generate more accurate forecasts. On the other hand, noise (𝛆𝒕) component refers 

to instances where the data does not display a clear or systematic pattern, and in the context 

of forecasting, it is intentionally excluded from the modeling process. In practice the structural 

component may be further decomposed as: 

𝑺𝒕 = (𝐥𝒕 + 𝒃𝒕 + 𝒔𝒕)  + 𝒇𝒕 

The components of 𝑺𝒕, also called data characteristics, are crucial as  

• the level (𝐥𝒕) captures the average baseline,  

• the trend  (𝒃𝒕)captures a persistent rise or fall,  

• the seasonality (𝒔𝒕) captures repeating patterns (e.g., day-of-week or annual cycles, 

multiple seasonalities can coexist).  

In this sense, careful identification and encoding of these characteristics form the backbone 

of effective forecasting, which can be further improved by adding exogenous features (𝒇𝒕). 

Much of this structure can be inferred directly from the timestamps and the target series itself 

(e.g., via lags (past values), rolling summaries, and calendar indicators). Furthermore, 

additional exogenous information may reveal a systematic part of the process structure and 

leaving the remainder as noise. Thus, the main challenge of forecasting lies in selecting models 

that can adequately describe the structure without overfitting random fluctuations (Hyndman 

& Athanasopoulos, 2021). 

 

2.2 Forecasting Methods and Strategies 

The research literature on predictive models is extensive, and findings generally distinguish 

between two plus one major categories of approaches (Kontopoulou et al., 2023): 

• statistical methods,  

• machine/deep learning methods and  

• hybrid methods. 

While statistical methods rely on established mathematical formulations, machine/deep 
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learning methods leverage data-driven algorithms, and hybrid methods combine elements of 

both to enhance forecasting accuracy. 

Most statistical methods explain a time series by separating the structured components 𝑆𝑡  from 

a stochastic remainder (noise) ε𝑡. As (Hyndman & Athanasopoulos, 2021) note, the primary 

distinction among these methods lies in how they represent the structure 𝑆𝑡 and the 

assumptions they make regarding noise ε𝑡. Typically, these models assume that the time series 

are stationary (stable mean and variance in time) and make specific assumptions about the 

distribution of the errors.  

A widely used family of models in time series forecasting is exponential smoothing models 

(Petropoulos et al., 2018). ExponenTial Smoothing State-Space Models (Brown, 1959; Holt, 2004; 

Winters, 1960), abbreviated as ETS which also stands for Error, Trend, Seasonality parameterize 

level, trend, and seasonality directly and aim to leave residuals that are approximately white 

noise. Other models like ARIMA/SARIMA provide another linear time-series framework. They 

assume that dependence can be captured through linear autoregressive (AR) terms, 

differencing (I) is applied if needed to achieve (weak) stationarity, and any remaining 

dependence is modeled with moving-average (MA) terms (Kontopoulou et al., 2023). With 

exogenous drivers they become ARIMAX (dynamic regression). While exponential smoothing 

models are based on a description of the trend and seasonality in the data, ARIMA models 

aim to describe the autocorrelations in the data (Hyndman & Athanasopoulos, 2021).  

In contrast, machine learning approaches do not rely on explicit assumptions about the 

stochastic structure of the series. Instead, they treat forecasting as a feature-based prediction 

problem (supervised learning) using lagged values of the target variable and other relevant 

predictors to learn patterns, including non-linear relationships, from the data (Bojer, 2022). 

On the other hand, hybrid methods refer to forecasting models that combine multiple 

approaches, typically integrating a classical statistical component with a machine learning 

data-driven component (Zhang, 2003). Often, the time series is first decomposed so that each 

part such as the linear components (trend, seasonality, autocorrelation) versus nonlinear 

effects, is modeled by the method that handles it best. Then the results are recombined (Sina 

et al., 2023). Hybrid approaches are popular because many real-world time series 

demonstrate both linear and nonlinear patterns. A single model usually captures one type of 

behavior well but struggles with the other, whereas hybrids take advantage of the 

complementary strengths of each method to reduce forecasting errors. By combining 

decomposition with complementary modeling, hybrid methods often achieve better 

performance across different datasets and domains, improving the balance between bias 

and variance and providing greater robustness to sudden changes or heterogeneous patterns 

in the data (Sina et al., 2023; Smyl, 2020). 

Separate from the traditional families of forecasting models are ensemble and stacking 

strategies. These strategies do not integrate modeling mechanisms directly, as in hybrid, but 

instead combine model outputs to improve accuracy and robustness. In practice, ensembles 

strategies can range from simple equal-weight averages (Makridakis et al., 2018a) to 

performance-weighted blends (Cawood & van Zyl, 2022). For example, the equal-weight 

average of Simple Exponential Smoothing (SES), Holt, and Damped forecasts, described as the 

“Comb” method (Makridakis et al., 2018a) has been shown to perform competitively across 

different horizons while maintaining a low computational burden, illustrating the variance 

reduction benefits of simple averaging. More broadly, modern forecasting pipelines typically 

aggregate predictions from multiple models into an ensemble, and performance improves 

when the ensemble comprises diverse base models—for example, by combining different 

model families(Makridakis et al., 2018b). Stacking strategy extends this approach by learning 
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an optimal combination through a meta-model trained on validation data (Cawood & van 

Zyl, 2022). These strategies can be applied within a single model family or across multiple 

families, yielding hybrid ensembles. Cross-domain studies consistently report improvements in 

accuracy and robustness when complementary model classes are combined (Makridakis et 

al., 2018b). 

Although numerous algorithmic forecasting strategies exist, human judgment remains central, 

as forecasters often possess domain knowledge and timely information that are not captured 

by the data or the models such as upcoming promotions, competitive actions, or regulatory 

changes. This additional knowledge can materially enhance the final forecast, particularly 

when models are misspecified or unaware of imminent events. The literature refers to this 

practice as “judgmental forecasting”, defined as the production and/or adjustment of 

forecasts by human forecasters who draw on contextual knowledge beyond the historical 

time series, used either on its own or blended with statistical forecasts to improve accuracy 

(Lawrence et al., 2006a).  

Evidence reviewed in (Lawrence et al., 2006a) shows that judgmental forecasts can match 

strong statistical baselines and, in some contexts outperform them, largely due to better and 

more up-to-date information. At the same time, judgmental adjustments to model outputs 

help when two conditions hold:  

• the statistical method is deficient for the pattern at hand,  

• the forecaster has relevant domain knowledge unavailable to the model 

Under other conditions, judgmental adjustments often chase noise and reduce accuracy. This 

risk is documented as forecasters may see patterns that are not there and modify sound model 

outputs (Lawrence et al., 2006a). Human and model errors are often weakly correlated, so 

combining a judgmental forecast with algorithmic forecasts can deliver larger gains than 

combining two algorithmic models. This supports human in the loop ensembles.  

 

2.2.1 Judgmental Forecasting and Human in the Loop 

Judgmental forecasting refers to situations where forecasts are partly or wholly based on 

human judgement rather than purely statistical or machine learning algorithms (Hyndman & 

Athanasopoulos, 2021). It is acknowledged that simple statistical methods are highly effective 

at capturing regular structures such as trends and seasonality, yet they struggle with infrequent 

exogenous shocks like occasional promotions. Therefore, forecasting with judgement is 

common in practice, especially when data are scarce, a product is new or the environment 

has shifted so dramatically that past data are of little use (Goodwin & Fildes, 1999; Petropoulos 

et al., 2022). Human judgment can, at least in principle, fill this gap by bringing in contextual 

knowledge at the right moment (Goodwin & Fildes, 1999). Onkal-Atay et al. argue that human 

judgment is integral to forecasting from specifying variables and structures to adjusting model 

predictions considering new information (Onkal-Atay et al., 2004). However, judgmental 

forecasting can also be subjective and prone to cognitive limitations due to memory 

constraints may overweight recent events, attention limitations may cause important 

information to be missed, and misunderstanding causal relationships may lead to erroneous 

inference (Hyndman & Athanasopoulos, 2021). 

Therefore, in many organizations, forecasts start with an automated “system forecast” and 

then get adjusted by demand planners, sales managers, category experts, who adjust those 

numbers using knowledge that models do not (yet) encode (Fildes et al., 2009; Petropoulos et 
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al., 2022; Trapero et al., 2013). This human-in-the-loop pipeline is often embedded in a 

Forecasting Support System (FSS) and is ubiquitous at SKU level where thousands of series must 

be produced quickly and reviewed selectively (Fildes et al., 2009). The central idea is to 

combine algorithms that capture regular patterns with human judgment that identifies special 

causes. Fildes et al.  (2009)  argue that human interventions in forecasts tend to enhance 

accuracy when the adjustments are substantial and move in the opposite direction of the 

statistical forecast. In practice, this means that overly high forecasts are revised downward 

and overly low forecasts are revised upward. Judgment therefore contributes most when it 

meaningfully corrects the forecast rather than making only minor tweaks. These can be due 

to upcoming promotions, distribution changes, competitor moves, or local events etc. 

Evidence shows that while judgment can add meaningful value it also tends to be inconsistent 

and biased in predictable ways. Its effectiveness improves when supported by structure, 

systematic measurement, and clear safeguards (Fildes et al., 2009, 2019). Experimental studies 

show that offering a strong statistical baseline improves human forecasts in cases of special 

events, but forecasters do not always use the baseline effectively. They sometimes alter highly 

reliable baselines or disregard them even when those baselines would have provided the best 

foundation for adjustment. This suggests that although access to a baseline is essential, it is not 

sufficient on its own as the way in which it is applied is equally important (Goodwin & Fildes, 

1999). Other findings from real companies dealing with promotions presents a mixed picture. 

In weekly SKU-level data, managers’ adjustments around promotions occasionally improve 

forecast accuracy, but the improvements are not consistent. Transfer-function models, which 

explicitly parameterize promotion effects, often achieve lower overall errors. However, the 

most effective results tend to come from hybrid approaches that combine models with 

promotion-related inputs and carefully targeted human judgment (Trapero et al., 2013). 

Furthermore, analyses across multiple firms show that substantial adjustments to forecasts tend 

to improve accuracy on average, whereas small adjustments often reduce it (Fildes et al., 

2009). Upward revisions are generally less accurate and more frequently misaligned than 

downward revisions, a pattern consistent with optimism bias. Judgmental forecasting is 

subjective and prone to cognitive limitations due to memory constraints may overweight 

recent events, attention limitations may cause important information to be missed, and 

misunderstanding causal relationships may lead to erroneous inference (Hyndman & 

Athanasopoulos, 2021).The implication is that small, incremental adjustments, often driven by 

targets, wishful thinking, or individual impressions, are more likely to introduce noise than to 

contribute meaningful information (Fildes et al., 2009). 

Judgment can play an important role even before forecasts are generated. In a large 

behavioural study, experts who assessed structural components such as trend and seasonality 

or selected models directly performed as well as, and sometimes better than, algorithmic 

selection based on information criteria. Notably, simple combinations of statistical and 

judgmental selections further improved performance and more reliably avoided the poorest 

models. This reframes judgment not just as “adjustments after the fact,” but as informed 

curation of the modeling pipeline itself (Petropoulos et al., 2018). 

Recent experimental evidence comparing advanced AI models with human forecasters 

shows that neither consistently outperforms the other, particularly in the presence of irregular 

events such as promotions or other shocks (Abolghasemi et al., 2025). Even when strong 

statistical baselines are provided, improvements are not uniform across humans or algorithms, 

and challenging periods remain difficult for both. These findings caution against relying on a 

single automated forecaster and instead support approaches that integrate human and 

algorithmic inputs within structured ensemble frameworks (Abolghasemi et al., 2025). Other 
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dynamic analyses across different forecast horizons reveal additional patterns. Experts make 

adjustments differently for long-term versus short-term horizons and display short-term memory 

in their behaviour (Kourentzes & Fildes, 2023). The information they incorporate, and the 

biases that accompany it, changes as the target date approaches. Applying simple 

restrictions on adjustments, such as by horizon or by size and frequency, improves accuracy in 

practice (Kourentzes & Fildes, 2023). Furthermore Syntetos et al. (2009) argues that judgmental 

adjustments generally produce more accurate forecasts than those generated solely by the 

system. However, their accuracy does not improve over time as one might expect. Instead, 

the effectiveness of such adjustments appears to decline. An alternative explanation is that 

statistical forecasts improve progressively over time, while the quality of human interventions 

remains relatively stable or does not advance at the same pace as the final combined 

forecasts (Syntetos et al., 2009). 

The consistent message from these studies is that the focus should not be on reducing human 

involvement or blindly trusting forecasters, but on making adjustments smarter and more 

targeted. Human effort is most valuable where it has a comparative advantage, such as 

identifying and classifying special events or shaping model structure. At the same time, 

constraining the degrees of freedom for numerical overrides and systematically learning from 

past adjustments helps prevent unstructured errors. When judgment is applied in conjunction 

with transparent statistical baselines, models that account for known causal factors, and robust 

evaluation procedures, it becomes reliably additive to forecasting accuracy rather than a 

potential source of noise. This perspective emphasizes the importance of structured processes, 

clear rules, and evidence-based practices in human-in-the-loop forecasting systems, 

underscoring that the effectiveness of judgment depends not simply on effort, but on how and 

where it is applied. 

 

2.2.2 Biases and calibration  

Judgemental forecasting is susceptible to cognitive biases. (Fildes & Goodwin, 2011; Lawrence 

et al., 2006b) The illusion of control and hesitation to trust system’s advice, usually, lead 

forecasters to adjust even very accurate model forecasts. Such biases can degrade accuracy 

and reduce forecast efficiency (Trapero et al., 2013). According to the literature, these biases 

can arise for several reasons in judgmental sales forecasting, including optimism bias 

(expecting higher sales than are likely), anchoring (fixating on recent values or prior targets), 

recency bias (overweighting the most recent information), and desirability bias (giving positive 

evidence more weight than negative), as well as adjustment pitfalls in which forecasters see 

patterns in noise and make gratuitous changes that reduce accuracy (Lawrence et al., 

2006b). In promotional contexts, forecasters may over-adjust in response to marketing 

calendars or underreact to poor performance, reflecting escalation of commitment (Trapero 

et al., 2013). In addition to that, random fluctuations can hide earlier effects, so forecasters 

often give too much weight to the most recent promotion (recency bias), and vague signals 

(e.g., a celebrity or influencer hire) can prompt wishful thinking and anchoring. (Fildes et al., 

2019)  

In this project, we consider human forecasts as independent benchmarks derived from expert 

intuition and not as simple adjustments on systems’ forecasts, nonetheless, we recognize that 

bias may be present. 

Calibration techniques can correct systematic bias while retaining useful information (Belitz & 

Stackelberg, 2021; Su et al., 2025). Bias calibration is a post-processing step that aligns forecasts 
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with the empirical behavior of the target process, correcting systematic errors that persist even 

when average bias appears small. In many forecasting systems, especially ensemble-tree 

regressions estimate overstate low values and understate high values, and additional mean 

bias arises when models are fit on transformed targets and then re-expressed in original units. 

These properties make calibration essential for credible tail behaviour and decision thresholds. 

The literature distinguishes point-scale corrections (e.g., regressing observed on estimated 

(ROE) values) from distribution-scale corrections that directly match empirical distributions 

(a.k.a. quantile/distribution mapping). 

Distribution-scale calibration aims to match the entire predictive distribution to the observed 

one, not just a single point. Empirical distribution matching (EDM), also called quantile 

mapping (QM), aligns predicted and observed quantiles rank-by-rank so their empirical 

cumulative distribution function (ECDF) coincide, which typically corrects the center 

(location), the spread (how wide predictions are), and the coverage of extreme outcomes 

(tails), provided the forecast–outcome rank order is reasonably preserved. 

By contrast, point-scale methods correct the single point forecast (e.g.(Duan, 1983))min. In the 

common ROE–Duan approach, one first regresses Observed on Estimated (ROE) to remove 

slope and intercept bias and then, if the model was fit on a transformed scale applies Duan’s 

smearing factor to correct retransformation bias so the mean on the original scale is unbiased. 

Simpler linear or z-score transfers re-center and re-scale predictions to match the observed 

mean and variance. When rank agreement between forecasts and outcomes is high, these 

simple transfers can approximate empirical distribution matching in the middle of the 

distribution, but they typically do not fix the extremes or interval coverage. Another classical 

and point scale calibration is the Mincer-Zarnowitz regression (Mincer, 1969) as expressed by 

the equation below. This method tests and adjusts forecasts by regressing the observed values 

on the predicted ones. In few words, it regress actuals on forecasts and evaluate whether the 

intercept is near zero (no level bias) and the slope near one (right amount of variation). The 

estimated intercept and slope are then used to apply a linear post-hoc correction to future 

forecasts.  

𝒚𝒕 = 𝛼 + 𝛽𝒚𝒕̂ + 𝜀𝒕 

Where: 

• 𝑦𝑡: observed (actual) value at time t. 

• 𝑦𝑡: forecasted (predicted) value at time t. 

• 𝛼: intercept, systematic bias. 

• 𝛽: slope, (ideal is 1). 

• 𝜀𝑡: error term (residuals). 

Consequently, point-scale calibration aligns with point losses and metrics such as MAE or RMSE, 

whereas distribution-scale calibration focuses on full distribution accuracy, otherwise 

uncertainty calibration, and aligns naturally with metrics such as pinball loss at the forecasted 

quantiles. 

2.3 Forecasting Modeling 

2.3.1 Random Walk Naive  

The Random Walk Naive model appears as one of the simplest forecasting methods. It assumes 

that the best prediction for the next time point is simply the most recent observed value. 
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𝑦𝑡+1̂ = 𝑦𝑡 

Where:  

• 𝑦𝑡: 𝑎𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 

• 𝑦𝑡+1̂: 𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡 𝑓𝑜𝑟 𝑡ℎ𝑒 𝑛𝑒𝑥𝑡 𝑝𝑒𝑟𝑖𝑜𝑑 

Although it is one of the simplest forecasting methods, the random walk naive approach is 

surprisingly effective for highly volatile or unpredictable time series. For this reason, it is often 

used as a baseline and if a more complex model cannot outperform the random walk naive 

forecast, it may not provide additional value. 

 

2.3.2 The Seasonal Naive 

The Seasonal Naive method assumes that the best forecast for a future period is simply the 

value from the same season in the previous cycle. 

𝑦𝑡+ℎ̂ = 𝑦𝑡+ℎ−𝑚 

𝑊here: 

• 𝑦𝑡+ℎ̂: 𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡 𝑓𝑜𝑟 𝑡ℎ𝑒 𝑛𝑒𝑥𝑡 ℎ𝑜𝑟𝑖𝑧𝑜𝑛 

• 𝑚: 𝑠𝑒𝑎𝑠𝑜𝑛𝑎𝑙 𝑝𝑒𝑟𝑖𝑜𝑑 

• 𝑦𝑡+ℎ−𝑚: 𝑡ℎ𝑒 𝑜𝑏𝑠𝑒𝑟𝑣𝑒𝑑 𝑣𝑎𝑙𝑢𝑒 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑠𝑎𝑚𝑒 𝑠𝑒𝑎𝑠𝑜𝑛 𝑖𝑛 𝑡ℎ𝑒 𝑝𝑟𝑒𝑣𝑖𝑜𝑢𝑠 𝑐𝑦𝑐𝑙𝑒 

Although simple, the Seasonal Naive method can be surprisingly effective for strongly seasonal 

time series. It is commonly used as a baseline. Thus. if a more complex model cannot 

outperform the Seasonal Naive forecast, it may not be adding substantial value. 

 

 

2.3.3 ETS  

As mentioned in Section 2.2, ETS models stands for Error, Trend, Seasonality. It is a unified family 

of exponential smoothing models written in a state-space form (R. J. Hyndman et al., 2002) 

decomposing a time series into three core components, level, trend, and seasonality. In ETS 

the level represents the baseline of the series, the trend captures systematic increases or 

decreases over time, and the seasonal component reflects repeating patterns within each 

cycle. Each component is updated recursively using smoothing parameters (α,β,γ) that control 

the responsiveness of the model to new data where: 

• α: Controls how much weight is given to the most recent observation when updating 

the level (overall mean) of the series. 

• β: is used only in models with a trend component and controls how quickly the 

estimated trend adapts to recent changes. High β\ makes the trend respond quickly 

to new data while lower makes it more stable. 

• γ: is used in models with seasonality. It controls how much recent seasonal observations 

influence the seasonal component. High γ reacts strongly to recent seasonal changes 

while lower smooths the seasonal effect over time 

Values close to 1 put more weight on recent observations; values close to 0 give more weight 

to the past. Damped trends can also be included through a damping parameter (ϕ) to 

prevent overestimation of long-term trends.  

This structured decomposition allows ETS models to generate flexible and accurate forecasts 

while explicitly modeling the series’ underlying patterns. Each model choose an error type 

(additive A or multiplicative M), a trend component (none N, additive A, additive damped 

Ad), and a seasonal component (none N, additive A, multiplicative M).  
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For example, ETS(A,Ad,A) means Additive errors, a damped additive trend, and additive 

seasonality. At its core, exponential smoothing forms forecasts by decaying weights on past 

observations. The state-space formulation turns this idea into a statistical model, so it can 

estimate parameters by maximum likelihood, generate prediction intervals, and compare 

models by information criteria (AIC/AICc). 

 

2.3.4 ARIMA – SARIMA – ARIMAX/SARIMAX 

Autoregressive Integrated Moving Average (ARIMA) models are a fundamental class of time 

series models that describe a series (R. Hyndman & Athanasopoulos, 2021) in terms of 

autoregressive (AR), Integrated term - differencing (I) and moving average (MA). 

ARIMA is usually expressed as ARIMA(p,d,q) model. The future value of the series depends on 

a combination of past values (AR), expressed by d, and past forecast errors (MA) expressed 

by q, while differencing (I) expressed by I, removes trends or other non-stationary behaviour. 

𝜙(𝐵)(1 − 𝐵)𝑑𝑦𝑡 = 𝑐 + 𝜃(𝐵)𝜀𝑡 

Where: 

• 𝑦𝑡: observed series 

• 𝐵: backshift operator  

• ϕ(B): AR polynomial (p) 

• θ(B): MA polynomial (q) 

• d: order of differencing (d) 

• 𝜀𝑡: noise 

ARIMA is a powerful and flexible class of models because its structure can represent both very 

simple and more complex forecasting processes. For example, the naïve forecast, or random 

walk model, is captured directly as ARIMA(0,1,0), showing that ARIMA can reproduce baseline 

methods. At the same time, by introducing autoregressive (p) and moving average (q) terms, 

as well as higher-order differencing, ARIMA can model more sophisticated temporal dynamics, 

including persistence, shocks, and seasonal effects. This ability to encompass both benchmark 

and advanced formulations within the same framework is one of the reasons ARIMA remains 

a central tool in time-series forecasting. 

Seasonal ARIMA (SARIMA) models extend ARIMA to handle seasonal patterns, which are 

common in economic, retail, and environmental data. SARIMA introduces seasonal 

autoregressive and moving average terms and allows for seasonal differencing to remove 

repeating cycles. This enables the model to capture both short-term dynamics and seasonal 

fluctuations simultaneously. A SARIMA(p,d,q)×(P,D,Q)m model can be expressed as: 

Φ(𝐵𝑚)𝜙(𝐵)(1 − 𝐵)𝑑(1 − 𝐵𝑚)𝐷𝑦𝑡 = 𝑐 + Θ(𝐵𝑚)𝜃(𝐵)𝜀𝑡 

Where: 

• m: represent the seasonal period 

• Φ(𝐵𝑚): AR polynomial (P) 

• Θ(𝐵𝑚): MA polynomial (Q) 

• D: the seasonal differencing order (D) 

By combining both seasonal and non-seasonal components, SARIMA provides a richer 

structure for forecasting complex time series. 

ARIMAX and SARIMAX models are extensions of ARIMA and SARIMA that include exogenous 



 

12 
 

variables, additional predictors that may influence the series, such as promotions, marketing 

campaigns, or weather indicators. Incorporating these external factors allows the model to 

capture effects that pure time series dynamics cannot explain. The ARIMAX formulation is: 

𝜙(𝐵)(1 − 𝐵)𝑑𝑦𝑡 = 𝑐 + 𝜃(𝐵)𝜀𝑡 + 𝛽𝑋𝑡 

Where: 

• 𝑋𝑡: 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑡ℎ𝑒 𝑒𝑥𝑜𝑔𝑒𝑛𝑜𝑢𝑠 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠 

• 𝛽 the associated regression coefficients 

ARIMA and its extensions provide a robust and versatile framework for modeling a wide variety 

of time series. Their ability to explicitly account for autocorrelation, trends, seasonality, and 

external influences makes them a reliable choice for both academic research and practical 

forecasting applications. While more complex machine learning approaches exist, the 

interpretability, well-understood statistical properties, and proven accuracy of ARIMA-based 

models ensure they remain a cornerstone of time series analysis (Kontopoulou et al., 2023; 

Zhang, 2003). 

 

2.3.5 Polynomial Regression 

Polynomial regression is an extension of linear regression that allows for non-linear relationships 

between the predictor variable and the response. Instead of fitting a straight line to the data, 

polynomial regression fits a curve by introducing powers of the predictor variable. In 

forecasting applications, the predictor is usually time. The goal is to model the trend of a time 

series, particularly when it is non-linear, and then extrapolate into the future. While simple, 

polynomial regression can overfit if the degree is too high and may struggle with long-term 

generalization.  

 

2.3.6 Random Forests 

Machine learning models often handle nonlinear relationships and interactions more flexibly 

than parametric statistical models. One of the most popular and fundamental Machine 

Learning models is Random Forest (RF). Random Forest is an ensemble of many decision trees 

that are trained to be both strong and different from one another. Then, they are combined 

to make a final prediction. (Breiman, 2001) Each tree is grown on a different bootstrap sample 

of the data, which means it resamples the rows with replacement so every tree sees a slightly 

different dataset. To further promote diversity, when a tree decides where to split, it only 

considers a random subset of the features rather than all of them. This “feature subsampling” 

prevents the trees from becoming too similar. Trees are typically grown deep without pruning, 

so each one can capture complex patterns. For classification the forest takes a majority vote 

across trees, and for regression it averages their numerical outputs (Breiman, 2001). This design 

works because averaging many diverse but reasonably accurate models reduces variance 

and stabilizes generalizationRandom Forest model can estimate generalization error internally 

using out-of-bag predictions where for each training case, aggregate the predictions from the 

trees that did not see that case in their bootstrap sample. Second, adding more trees does 

not cause the model to overfit in the usual way. The performance tends to plateau as the 

“forest” grows. The main tuning lever is how many features to expose at each split. Random 

Forests handle mixed data types, nonlinearities, and interactions with minimal preprocessing, 

offer diagnostics like permutation-based variable importance, and deliver competitive 

accuracy with modest tuning—at the cost of interpretability compared to a single, simple 
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model(Breiman, 2001). 

In forecasting context,  Random Forests are used as supervised learners on lagged data. 

Forecasters can first turn the time series into a tabular set of predictors with recent lags of the 

target , optionally calendar effects as well as exogenous drivers (Tyralis & Papacharalampous, 

2017). Then they are fit in a regression forest to predict the next value. To go beyond one step 

ahead, we could choose a multi-step strategy:  

• recursive (feed the model’s own predictions back in), or  

• direct (train a separate model for each horizon).  

In large empirical tests, Random Forests tend to work best with a small set of the most recent 

lags rather than very long histories, which both reduces overfitting and preserves enough 

training rows for short series.  

 

2.3.7 Extra Trees 

Extra Trees1 (Extremely Randomized Trees) (Geurts et al., 2006) is an ensemble method closely 

related to Random Forests. Similar to RF, it builds a collection of decision trees and averages 

their predictions (for regression) or uses majority voting (for classification). The main differences 

are in how trees are built. In RF, each split considers a random subset of features but chooses 

the best split among them based on a criterion like Gini impurity or variance reduction. Extra 

Trees go further as they also randomize the split thresholds. That is, instead of finding the optimal 

split for a chosen feature, it picks a split point at random and evaluates it. This increases diversity 

among trees, often reducing overfitting and improving generalization, especially on noisy 

data. Extra Trees are usually faster to train than Random Forests because they avoid the 

computational cost of finding the best split at each node. 

In terms of forecasting, Extra Trees can be applied as a regression model for time series. Similarly 

to random forests, a transformation of the time series into a supervised learning problem by 

creating lagged features is needed. For example, to forecast sales, one might include the 

previous 1–5 periods as inputs. Extra Trees then learn the relationship between these lagged 

values and the current value. Because Extra Trees average over many highly randomized trees, 

they can capture non-linear patterns and interactions that linear models like ARIMA might miss. 

They are particularly useful when the series has complex patterns, multiple seasonalities, or 

irregular spikes. However, like all tree-based methods, they do not inherently model trend or 

seasonality, so careful feature engineering (lags, rolling averages, calendar variables) is 

important to get accurate forecasts (Mahkya et al., 2022). 

 

2.3.8 Histogram Gradient Boosting 

Histogram-based gradient boosting methods, such as LightGBM and Scikit-learn's 

HistGradientBoosting, have been extensively researched and applied across various domains. 

These models leverage histogram-based techniques to efficiently handle large datasets, 

offering advantages in speed and memory usage compared to traditional gradient boosting 

methods. Histogram-based gradient boosting constructs decision trees from binned 

continuous features. According to the scikit-learn documentation2, the algorithm bins the data 

 

1 https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.ExtraTreesClassifier.html 
2 https://scikit-learn.org/stable/auto_examples/ensemble/plot_hgbt_regression.html 
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into a fixed number of integer bins (default 256), which speeds up splitting and makes the 

method faster on large datasets. It handles missing values by assigning them to separate bins 

and supports different loss functions, including the quantile loss for estimating conditional 

quantiles. This allows us to train models optimised for pinball loss directly. 

2.3.9 XGBoost 

XGBoost (T. Chen & Guestrin, 2016) is a tree-based ensemble learning method based on 

gradient boosting and it is designed for high performance, speed, and flexibility. It’s widely 

used in data science competitions and real-world applications because it balances accuracy 

and computational efficiency. It’s called Extreme Gradient Boosting because it implements 

advanced regularization and optimization techniques that are not present in the vanilla3 

gradient boosting method. XGBoost builds trees step by step, with each new tree correcting 

the errors of the previous ones. What makes XGBoost special is that it adds regularization (to 

avoid overfitting) and its capability on handling missing values automatically. By using clever 

tricks like parallel computation, tree pruning, and weighted sampling is considered one of the 

fastest ML models. It also supports many loss functions, making it flexible for classification, 

regression, and ranking tasks. In short, XGBoost is a more efficient, robust, and scalable 

improvement over the original gradient boosting, which is why it became so popular in 

machine learning competitions and industry use including forecasting(Lv et al., 2021; Rahman 

et al., 2022). 

2.4 Ensemble - Stacking Models  

A key question concerns the interface between models and experts, specifically whether, 

when new information becomes available, experts should mechanically adjust a statistical 

forecast or whether the human and model forecasts should be treated as partially 

independent signals and combined accordingly (Goodwin, 2000). 

The core idea behind ensemble models is building several reasonably good but different 

forecasters, then combine their predictions as diversity among base models reduces variance 

and makes the final forecast more robust to any one model’s misspecification. Simple equal-

weight averages are surprisingly hard to beat, however, well-designed weighted and stacked 

ensembles can improve further when weights are estimated carefully (Brau et al., 2023). 

Ensembles pool the outputs of several forecasting methods to produce a single prediction that 

is typically more accurate and more reliable than any constituent model . For a point forecast 

at horizon h, the usual linear pool, as shown in the following equation, with nonnegative 

weights that often sum to one. 

𝑦enŝ(ℎ) = ∑ 𝑤𝑖

𝐾

𝑖=1

 𝑦𝑖̂(ℎ),  𝑤𝑖 ≥ 0,   ∑ 𝑤𝑖

𝐾

𝑖=1

= 1 

Where: 

• K = number of individual forecasting models. 

• 𝑦𝑖̂(ℎ)= forecast from model i at horizon h. 

• 𝑤𝑖= weight assigned to model i. 

 

The rationale is variance reduction and bias mitigation when constituent errors are only partly 

 

3 The original form of gradient boosting introduced by Friedman (1999) 
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aligned. The M4 competition made this concrete by showing that a very simple equal weight 

average of Single, Holt, and Damped exponential smoothing, called Comb, was difficult to 

beat across one hundred thousand series, while the best overall entries were themselves 

hybrids or combinations that trained weights on holdout data (Makridakis et al., 2018a). They 

report that the accuracy of individual methods was limited and that combinations and hybrids 

were the way forward, with Comb achieving lower error than any of its three ingredients and 

several learned combinations improving further while also specifying realistic prediction 

intervals. 

The extended review Forecasting Theory and Practice (Petropoulos et al., 2022) places 

forecast combination at the center of both point and probabilistic workflows. It documents 

repeated gains from combining across families and also stresses that in practice simple 

benchmark combinations can deliver sizable improvements over naive baselines, while top 

competition methods add a further layer of combination or post processing to achieve better 

calibration. The same article offers pointers to density combinations and post processors, 

underscoring that pooling is not only a point forecast device but a general strategy for 

predictive distributions as well. Furthermore, Goodwin, provides the clearest theory and 

evidence on when a two forecast average helps (Goodwin, 2000). Comparison between 

three approaches for integrating human and statistical forecasts shows that applying Theil’s 

linear correction4 to remove mean and regression bias from human forecasts, simply 

averaging the human and statistical forecasts, and combining both sequentially yield different 

outcomes. In both a textile industry case and an engineering sales case, Theil’s correction 

alone often produced the largest improvement in accuracy. Once the human bias was 

removed, averaging with the statistical forecast added little benefit because the errors 

became highly correlated. This finding highlight that combining forecasts is most effective 

when the errors of the individual forecasts are relatively independent. 

On the other hand, stacking is a method where the outputs of multiple models are fed into a 

second-level model, which learns how to combine these predictions in the best possible way 

to produce a final forecast. This approach often improves accuracy beyond what any single 

model can achieve (Sill et al., 2009). In a stacking ensemble, the final prediction is a weighted 

linear pool of the K base-model outputs where the weights are non-negative and sum to one. 

The electricity price case study (J. Chen et al., 2024) uses a library of diverse base learners that 

includes gradient boosted trees, neural oblivious decision ensembles, recurrent networks and 

long short term memory networks, and then fits a lasso meta learner on held out data to 

produce the final combination. Reported mean absolute percentage error (MAPE) improves 

markedly over the best single model. They also discuss both error distribution and prediction 

curve alignment, illustrating how diversity plus a sparse linear meta model can stabilize 

performance in a volatile setting.  

These ensemble mechanisms connect directly to human-in-the-loop practice. Brau et al. 

(2023) show that how judgment is integrated matters more than simply “adding judgment.” 

Structured designs such as Human-Guided Learning and related schemes ask experts to signal 

special events or constraints and allow the model to estimate effects and learn how much to 

trust those signals over time (Brau et al., 2023). In many organizational settings, this yields a 

transparent, auditable process in which human forecasts can either be bias-corrected and 

then combined as an additional ensemble member, or converted into structured inputs that 

 

4 Theil’s correction (also called Theil’s linear correction) is a method to adjust forecasts, usually human forecasts, to 

remove systematic bias and improve accuracy. It’s often used when you notice that forecasts are consistently too 

high or too low or don’t fully track the actual trend. 
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strengthen constituent models before combination (Brau et al., 2023). 

A gated ensemble (Sarkar et al., 2024) is a method that doesn’t simply average the predictions 

of multiple models but instead routes each input to the “expert” model that is most likely to 

produce the most accurate forecast. The idea is that different models may perform better 

under different conditions or for different types of data, so a gate learns to select the right 

model for each situation. This approach aims to make forecasts more accurate and robust by 

dynamically choosing the best model, and reducing the risk of overfitting that can happen 

when relying on a single model and prevents a weaker model from dragging down 

performance. (Sarkar et al., 2024) concluded that gated ensembles consistently improve 

forecasting performance across diverse datasets and time horizons, especially for longer-term 

predictions, because they adapt to local data characteristics and ensure the most suitable 

model is applied in each case. 

 

2.5 Forecasting Evaluation  

2.5.1 Evaluation linked to the Decision  

The literature consistently emphasizes that forecasting cannot be separated from the decisions 

it informs, arguing that forecasts are only valuable insofar as they support effective actions. 

(Kourentzes et al., 2019) argue that forecasts are valuable only insofar as they improve 

decisions, such as production planning or inventory management, where more accurate and 

stable forecasts lead to better operational outcomes. Their proposal of forecast pooling 

illustrates this by combining reliable forecasts to reduce model-selection risk and support 

consistent, scalable decision-making across many series. Furthermore, (Athanasopoulos & 

Kourentzes, 2023) argue that forecast evaluation should be tied to the decisions the forecasts 

inform. Because directly simulating the outcomes of decisions, such as inventory policies, can 

be costly or impractical, stakeholders typically rely on proxy accuracy metrics. Evaluation is 

therefore focused on the levels and horizons that matter for decision-making, rather than 

across the entire hierarchical structure of the data. They also recommend that forecast 

evaluation be carefully tailored to the characteristics of the series and the decision context. 

Metrics should account for scale and intermittency5, and forecast horizon, be evaluated over 

multiple windows (e.g., rolling-origin cross validation), and, when relevant, consider cumulative 

errors over lead-time periods to better reflect operational impact.  

For scaled errors, (Athanasopoulos & Kourentzes, 2023) favor relative errors against 

benchmarks or scaled metrics like MASE or RMSSE, noting that percentage errors can be 

problematic near zeros and that scaled metrics should match in form (absolute with absolute, 

squared with squared) for meaningful aggregation. Because stakeholders prioritize different 

properties, such as bias, point accuracy, or interval quality, forecast evaluation is inherently 

multi-objective rather than averaging everything into a single metric. Therefore, forecasts 

should be assessed on the Pareto frontier6, and decision-driven weights can then guide the 

final selection.  

 

5 intermittency refers to time series that have irregular, infrequent, or zero-demand periods 
6 The Pareto frontier is the set of solutions where improving one objective would worsen at least one other. 
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2.5.2 Rolling Origin Cross Validation  

Rolling origin cross-validation (ROCV) as explained by (R. Hyndman & Athanasopoulos, 

2021) is a method specifically designed for evaluating time series forecasts in a way that 

respects the temporal order of the data. Unlike traditional k-fold cross-validation, which 

randomly splits data, ROCV progressively “rolls” the training and test sets forward through time, 

simulating how a model would perform in real forecasting situations. At each step, a training 

window of historical data is used to fit the model, and the next data point(s) or horizon is held 

out for testing. Then the origin is advanced forward, either by one period (horizon) or a fixed 

step, and the process is repeated, generating multiple forecasts and errors that reflect 

performance across different points in the series. This approach allows assessment of forecast 

stability over time, captures the effect of different training window sizes, and can reveal how 

model accuracy changes as the forecast horizon increases. It is particularly useful in 

operational contexts, such as inventory management or demand planning, where models are 

continuously updated with new data, and decisions depend on horizon-specific accuracy 

(Athanasopoulos & Kourentzes, 2023). ROCV is particularly useful because it prevents 

“peeking” into the future, accounts for evolving patterns in the series, and gives a more realistic 

assessment of forecast accuracy than using residuals from a model fit to the entire dataset. 

Metrics like RMSE, MAE, MASE, or RMSSE, MAPE etc can be averaged across all rolling-origin 

forecasts to compare models or select the best-performing one(R. Hyndman & 

Athanasopoulos, 2021).  

 
Figure 1 Rolling-Origin Cross-Validation: Expanding Window with Fixed Forecast Horizon & Step:1 

(R. Hyndman & Athanasopoulos, 2021) 
 

2.5.3 Metrics  

ME (Mean Error): measures the average difference between forecasts and actual values. It is 

used to detect bias in forecasts. If the goal is to understand whether a model systematically 

over- or under-forecasts, ME provides a direct measure. However, it is scale-dependent, so it is 

meaningful when applied to series of similar magnitude or when relative bias is not required. 

That means that larger series naturally have larger ME. It is symmetric in that over- and under-

forecast errors cancel each other out. 

ME =
1

𝑁
∑(𝑦𝑖 − 𝑦𝑖̂)

𝑁

𝑖=1

 

ME/Mean (Mean Error over the Mean): Scales ME relative to the series’ average, making it 

scale-independent and easier to compare across series of different sizes. Symmetry remains, 
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as positive and negative errors still offset. This is useful when comparing systematic over- or 

under-forecasting across multiple series of different volumes, such as products with widely 

varying sales levels. 

ME/Mean =

1
𝑁

∑ (𝑦𝑖 − 𝑦𝑖̂)
𝑁
𝑖=1

1
𝑁

∑ 𝑦𝑖
𝑁
𝑖=1

 

MAE (Mean Absolute Error): Measures the average magnitude of forecast errors regardless of 

direction. MAE is not scale-free unless normalized, but it is symmetric, treating over- and under-

forecast errors equally. It is often applied for operational planning where average error 

magnitude is more relevant than penalizing large errors heavily. 

MAE =
1

𝑁
∑|𝑦𝑖 − 𝑦𝑖̂|

𝑁

𝑖=1

 

MASE (Mean Absolute Scaled Error): is a scale-free metric, allowing direct comparisons across 

series with different scales or units. It is particularly useful in retail, inventory, or demand 

forecasting across many SKUs. By scaling errors against a naïve forecast, MASE provides a 

benchmarked measure of performance, showing whether a model improves meaningfully 

over simple persistence forecasts. 

MASE =

1
𝑁

∑ |𝑦𝑖 − 𝑦𝑖̂|
𝑁
𝑖=1

1
𝑇 − 𝑠

∑ |𝑦𝑡 − 𝑦𝑡−𝑠|𝑇
𝑡=𝑠+1

 

RMSE (Root Mean Squared Error): emphasizes large forecast errors, making it suitable when 

occasional large deviations are more critical than the average error. RMSE is scale-dependent, 

so it is best used for comparing models on series with similar magnitudes or when absolute units 

are meaningful. 

RMSE = √
1

𝑁
∑(𝑦𝑖 − 𝑦𝑖̂)

2

𝑁

𝑖=1

 

RMSSE (Root Mean Squared Scaled Error): is scale-free and penalizes large errors more strongly, 

making it ideal when forecasting multiple series of different magnitudes and when large errors 

have high costs. The scaling against a naïve benchmark ensures comparability across series 

with different sales volumes, demand patterns, or volatility. RMSSE is often used in large-scale 

forecasting systems, such as inventory management for hundreds of SKUs, where both scale-

independence and sensitivity to large deviations are essential. 

RMSSE = √

1
𝑁

∑ (𝑦𝑖 − 𝑦𝑖̂)
2𝑁

𝑖=1

1
𝑇 − 𝑠

∑ (𝑦𝑡 − 𝑦𝑡−𝑠)2𝑇
𝑡=𝑠+1

 

 

MAPE (Mean Absolute Percentage Error): expresses errors as a percentage of actual values, 

making it scale-independent and interpretable across different series. It is frequently used in 

business or finance when relative error matters, for example, to report forecast accuracy to 

management. However, MAPE is asymmetric, over-penalizing small actual values, so it is less 

suitable for intermittent demand or series with zeros. 
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MAPE =
1

𝑁
∑ |

𝑦𝑖 − 𝑦𝑖̂

𝑦𝑖

|

𝑁

𝑖=1

100 

 

Pinball Loss: is used for probabilistic or quantile forecasts, where understanding the accuracy 

of specific quantiles (e.g., the 90th percentile forecast) is critical. It is asymmetric by design, 

allowing different penalties for over- and under-forecasting relative to the targeted quantile. 

This metric is suitable for risk-sensitive applications like inventory safety-stock planning. 

Pinball𝑞 =
1

𝑁
∑ (𝑞 − 𝟙{𝑦𝑖<𝑦𝑖,𝑞̂}) (𝑦𝑖 − 𝑦𝑖,𝑞̂)

𝑁

𝑖=1

 

 

Marginal coverage (at quantile level τ): measures how often the realized value falls below the 

model’s predicted τ-quantile. It is used to assess calibration of each tail. 

• Over-coverage (> τ) means the quantile is too high (conservative) 

• Under-coverage (< τ) means it is too low (over-confident) 

𝑐𝜏̂ =
1

𝑛
∑ 𝟏

𝑛

𝑖=1

{𝑦𝑖 ≤ 𝑞𝜏,𝑖̂} 

 

 

Where: 

• 𝒚𝒊:represents the actual observed value at time or instance i. In forecasting, it’s the true 

value of the time series you are trying to predict. 

• 𝒚𝒊:̂ 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 the forecasted or predicted value at time or instance i, produced by your 

model. 

• N: represents the total number of observations or forecast points you are evaluating. 

• T: 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑡ℎ𝑒 length of the time series (often used in scaled metrics like MASE/RMSSE). 

• 𝑠: represent the seasonal period (used in seasonal scaling, e.g., MASE/RMSSE). 

• 𝟙{𝑦𝑖<𝑦𝑖,𝑞̂}: represent an indicator function used in Pinball Loss: it equals 1 if the condition 

inside is true (the actual is less than the predicted quantile) and 0 otherwise. 

• q: represents the quantile level we are evaluating in Pinball Loss (e.g., 0.9 for the 90th 

percentile). 

• 𝑐𝜏̂: represent the calibration of each tail 
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3 Methodology and Implementation 

All experiments were run in Python 3.10.13 using Visual Studio Code. Data handling relied on 

NumPy and pandas; plots were produced with Matplotlib and seaborn. Time-series modeling 

used statsmodels (e.g., ETS/SARIMA, decomposition/MSTL) and pmdarima (auto_arima). 

Machine-learning models and preprocessing used scikit-learn (RandomForest, ExtraTrees, 

HistGradientBoosting, XGBoost and Ridge/PolynomialFeatures). Optimization and scientific 

routines used SciPy (e.g., optimize.linprog, statistical utilities). Experiments were scripted end-

to-end in this stack with fixed random seeds for reproducibility. 

 

3.1 Methodology and Evaluation Framework 

Our methodology follows the CRISP-DM framework (Wirth & Hipp, 2000) conceived as an 

iterative cycle rather than a linear checklist. We move through Business Understanding, Data 

Understanding, Data Preparation, Modeling, Evaluation, and Deployment, with findings at any 

stage feeding back to earlier stages.  

In this thesis, we address the design and validation of a human-in-the-loop (HIL) forecasting 

system for weekly demand in a promotion-sensitive setting. The objective is to deliver accurate 

forecasts together with calibrated uncertainty by combining data-driven models. Our goal is 

to examine if we can produce models that outperform the stand-alone human-forecasting 

pipeline by combining machine learning and statistical time-series with exogenous signals such 

as planned promotions and prognosis combined with expert judgment. It is worth mentioning 

that before we start modeling, in the step of feature engineering, it is vital to ensure that we 

avoid data leakage. Data leakage is when information that wouldn’t be available at 

prediction time sneaks into training, features, or preprocessing. It makes validation scores look 

unrealistically good but fails in production(Kapoor & Narayanan, 2023).  After experiments we 

concluded that many leakage issues do not only arise not in the modeling itself but also during 

the preparation of features, for example when creating lagged variables, rolling statistics, or 

future-dependent indicators. If these are not carefully aligned to respect the forecast origin, 

the model may be exposed to information it could not possibly know at prediction time. To 

prevent this, features should be constructed strictly from past data relative to each forecast 

point, using techniques such as lagging variables, employing expanding or rolling windows 

that stop before the prediction horizon, and validating models with leakage-safe evaluation 

strategies like rolling-origin cross-validation.  It is critical to enforce these safeguards early in the 

pipeline to ensure that the modeling phase reflects a realistic forecasting scenario and that 

results can be trusted in real-world applications.  

Therefore, we use rolling-origin cross-validation (ROCV), where at a sequence of issue dates 

the models are re-trained using only data available up to that date and then used to forecast 

future horizons, repeating as the origin moves forward. To structure development and 

evaluation, the timeline is partitioned into three chronological blocks: 

• Out-of-Calibration (OOC) block, used for development to generate ROCV forecasts 

and propose candidate designs (base models to include, ensemble structure, gating 

rules, etc.)  

• Validation (VALID) block, used to evaluate these candidates under the same ROCV 

protocol and to select and freeze a single specification (models, weights/constraints, 

features, horizons)  

• Holdout (HOLDOUT) block, reserved for a single, final application of the frozen design 
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for unbiased reporting.  

In short, training occurs repeatedly at each origin within each block (expanding through time), 

OOC is for develop, VALID is for select and fix, and HOLDOUT is for report once. This study builds 

forecasts from a large library of base models and their ensembles.  

1. A “TS” family uses only the series’ internal dynamics. Naïve and seasonal-naïve 

baselines, ETS, ARIMA – SARIMA and ML models. The models are trained on own-lags 

and seasonal anchors and Fourier terms to capture complex seasonality. This 

establishes how far one can models go with trend, seasonality, Fourier bases and 

autocorrelation alone. 

2. A “TS_PP” family augments TS designs with exogenous signals (planned promotions, 

prognosis PP).  

3. A “TS_PP_HUM” family keeps the same structures as in TS_PP but adds the human 

forecast itself as a known-in-advance predictor, allowing the learner to borrow expert 

signal while still exploiting planned exogenous information.  

4. A “HUMAN” family uses the human-provided forecast as a standalone baseline, which 

serves as the critical benchmark for this project.  

Furthermore, we test whether ensembling improves point and probabilistic accuracy by 

combining the above models into six groups: 

1. Group_1: ensemble of TS only 

2. Group_1_HUM: TS ensemble + HUMAN 

3. Group_2: ensemble of TS_PP only 

4. Group_2_HUM: TS_PP ensemble + HUMAN 

5. Group_3: ensemble of TS_PP_HUM only 

6. ENS_ALL: ensemble over all available models (TS, TS_PP, TS_PP_HUM, HUMAN). 

For each model and ensemble, we report MAE over Mean, MAE, RMSE, MAPE (%), MASE, and 

RMSSE (overall). Probabilistic quality is assessed via pinball loss at τ ∈ {0.1, 0.5, 0.9}, and marginal 

and 80% interval coverage. 

3.2 Data exploration and preparation 

The first step establishes what the data actually contain, whether the time alignment is correct, 

and which patterns (trend, seasonality, promo effects) are present. Getting this right is essential 

for information-set parity and for preventing leakage in later stages. 

3.2.1 Diagnostics to Understand the Data 

We begin by validating the time index (weekly, no gaps or duplicates) and the keys (product 

per week are unique). Human forecasts in this dataset are recorded for the same week they 

predict. For each week t, we pair the human forecast for week t with the realized demand yt.  

To keep the comparison fair, we treat human forecast as having been issued before week t 

begins (operational origin t−1). Accordingly, when we generate model forecasts for yt we build 

features and fit models using only data up to week t-1. Correct alignment is essential since a 

fair human model benchmark depends on pairing each human forecast for week t with the 

realized demand yt, while ensuring models are trained and features are built using only 

information available before week t. Any mismatch, such as using revised promotion plans that 

were not known at issuance, would bias the evaluation and overstate model skill. 

We also conducted exploratory stationarity/seasonality checks using ADF and KPSS, 
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periodogram inspection, and MSTL (multi-seasonal STL) to understand the series and identify 

primary and secondary seasonalities.  

3.2.2 Data Preparation - Feature Engineering 

Following the diagnostics, all features are constructed to reflect confirmed patterns in the data 

while strictly avoiding any future information leakage under rolling-origin cross-validation 

(ROCV) that follows. The series is aligned to a weekly index, and exogenous variables truly 

known in advance (planned promotions or prognosis) use their value at the target week t. All 

other exogenous inputs are shifted by one to three periods t−1:3 and forward-filled within the 

training window. We also generated deterministic Fourier terms (sin/cos bases) for specified 

periods and harmonics to capture complex seasonal structure without peeking at the target. 

 

3.3 Modeling 

The model portfolio combines interpretable statistical baselines with flexible machine-learning 

estimators under strict leakage control. Baselines include a seasonal-naïve benchmark, a 

human-forecast channel, and a set of ETS variants (ANN, AAN, AAdN, AAA, AAAd, AAM) 

applied consistently across SKUs.  

The ARIMA family is parameterized from diagnostics and used in two ways:  

• SARIMAX (primary seasonality). Native seasonal operators at the diagnosed primary 

period m. 

• ARIMAX + Fourier (additional seasonalities). In this models, the seasonal operators are 

turned off as the additional seasonal structure is represented by deterministic Fourier 

regressors. 

At the first eligible origin, orders (p,d,q)(P,D,Q)m are chosen automatically on the past-only 

training slice using auto_arima within fixed bounds (e.g., max_p=4, max_q=4, max_P=1, 

max_Q=1, max_d=2, max_D=2, simple_differencing=True, with_intercept=True). The selected 

orders are cached and re-fit at subsequent origins for speed and stability, with a periodic re-

search every 13 new observations to adapt to evolving dynamics. If exogenous rows are 

incomplete at an origin, the fit proceeds univariately or fails safe to Naïve/Seasonal-Naïve. We 

did not apply  global log/Box–Cox transformation to preserve clarity and fairness between 

human forecasts and models.  

Polynomial (time-trend) models provide a simple, interpretable alternative and were optionally 

augmented with the same Fourier and exogenous blocks to capture smooth long-run patterns. 

The machine-learning suite comprises XGBoost, Extra Trees, Random Forest, and HistGradient 

Boosting. Across all machine-learning models, feature construction follows a fixed, leakage-

safe policy. Endogenous structure is represented by a short set of autoregressive lags together 

with a seasonal-anchor lag at the diagnosed primary cycle (and selected multiples when 

history permits). For small effective samples, the lag set and rolling windows are automatically 

shrunk by short-data heuristics. We also include past-only rolling statistics (means and standard 

deviations over windows such as 4, 8, 13, 26, 52 where available) and a simple normalized time 

trend. The exogenous block comprises planned promotions and prognosis under a known-in-

advance policy, and in the TS_PP_HUM configuration the Human_Forecasts series is added as 

an additional known-ahead regressor.  

To assess incremental seasonal signal, we run three configurations to test the incremental value 
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of Fourier terms:  

i. a lags-only design with short-term autoregressive lags and seasonal anchor lags at the 

primary cycle (and selected multiples), and  

ii. a lags + Fourier design that adds deterministic Fourier bases.  

iii. a lags + Fourier + (PP + HUM) design that adds optionally exogenous features.  

In all cases we include short rolling means/standard deviations computed strictly from past 

observations, and we admit exogenous variables under a known-in-advance policy.  

At each rolling origin, all feature matrices are rebuilt from the training slice only, ensuring strictly 

causal inputs and out-of-sample evaluation.  

3.4 Evaluation via Rolling Origin Cross Validation  

We evaluate all models with rolling-origin cross-validation (ROCV) on a weekly index. Because 

the human forecasts are issued only one week ahead, we restrict all model evaluations to a 

one-step-ahead horizon (h=1) to ensure a like-for-like comparison. We also use a rolling step of 

1 week (origins advance every one week) aiming to maximize the number of out-of-sample 

forecasts given the limited history. This allows us to stabilize the error and coverage estimates, 

and preserve the natural weekly flow. 

At each forecast target t, the training set reflects the entire history up to t−1 (expanding 

window), the models are re-fitted, and a one-step-ahead prediction (𝑦𝑖̂) is issued. We repeat 

this for every target in three non-overlapping segments defined ex-ante from the tail of the 

series: 

• OOC (26 weeks out-of-calibration): earliest block used to develop and stress-test 

models/procedures and, when evaluating on VALID, to fit/choose ensemble weights 

and it also supplies history for prequential calibration of VALIDATION. 

• VALIDATION (26 weeks): middle block, used to compare models under identical 

policies (we do not tune hyperparameters here, but this segment supports fair model 

comparison or ensemble weighting). 

• HOLDOUT (26 weeks): final block, reserved for final-reporting. 

Metrics are reported per model at each segment (OOC, VALID, HOLDOUT), with an optional 

overall summary across segments. MAE and RMSE (scale-sensitive accuracy), MAPE (%) 

(relative error), MASE and RMSSE (scale-free benchmarks), and a Relative Mean Error (RME) ME 

divided by the mean of the actuals as a signed bias measure. 

3.5 Post-ROCV Calibration 

After ROCV produces a panel of strictly out-of-sample predictions for all base learners across 

the OOC, VALID, and HOLDOUT segments, this panel becomes the exclusive input for the post-

ROCV pipeline. The subsequent stages including calibration, model selection, and 

ensembling, are executed in chronological order and are designed to preserve causality at 

every point. For the calibration we use a two-step, leakage-safe procedure.  

Point calibration is achieved under the Mincer–Zarnowitz framework. We estimate a simple 

intercept-and-slope correction for each model and promotion regime (binary gate from 

Promotion_L1 ≥ 0.5). During development, we learn the calibration rule using only the OOC 

block and then apply it to the next, unseen block (VALID) to judge performance fairly. For the 

final report, we repeat the same logic one step forward. We estimate on VALID, freeze the 

parameters, and apply to HOLDOUT only. In few words, we fit on the previous block, apply to 

the next to respects time order and avoids using any information from the block being 
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evaluated. 

Prequential quantile calibration. At each timestamp we compute log-domain residuals and 

form empirical residual quantiles using only earlier observations from the appropriate segment. 

Similarly, VALID draws history from OOC, HOLDOUT from VALID. These are then mapped back 

to the original scale around the (calibrated) point prediction to produce q0.10,q0.50,q0.9  

enforcing non-crossing by anchoring tails to the median.  

Human forecasts are treated conservatively by keeping their median unchanged, so 

debiasing does not overwrite the human point judgment. 

3.6 Model Selection and Ensembling 

With calibrated bases in hand, a subset of “top” models is selected to populate the ensembles. 

Selection is carried out on the segment immediately preceding the evaluation segment: VALID 

for HOLDOUT evaluation. In the deployed path we use a deterministic top-K=10 ranking by 

validation MAE, respecting family/source constraints. Ensemble construction proceeds via 

quantile regression averaging (QRA) with a promotion gate. For each target quantile, the 

meta-design matrix contains the corresponding calibrated base quantiles for the selected 

models, and QRA learns non-negative, sum-to-one weights by minimizing the proper pinball 

loss for that quantile. Because the series is heteroskedastic, the variance of the errors is not 

constant over time, and promotion-dependent, we estimate separate regimes by splitting 

observations at the promotion gate during training,  

If a regime is sparse, we fall back to a global fit. Inference uses a hard gate (0/1 from 

Promotion_L1) to select the appropriate regime’s weights. We then enforce non-crossing and 

keep the ensemble median anchored. This methodology is intended to yield an internally 

consistent forecast distribution that supports service-level decisions (e.g., planning to the 90th 

percentile). All exported artefacts are derived from forecasts produced under these causal 

constraints. For each base model and each ensemble, the system exports calibrated quantiles 

(q10, q50, q90) on VALID and HOLDOUT, along with transparent weight tables by quantile and 

gate regime. Performance reporting uses only these out-of-sample forecasts and includes the 

following point metrics: MAE, RMSE, MAPE, ME, MASE, and RMSSE. Probabilistic performance is 

summarized by pinball loss at q10, q50, and q90 (and their average) together with coverage 

diagnostics. Because both calibration and selection use only earlier segments, and because 

the ensembles are trained and evaluated on predictions that respect temporal order, these 

metrics provide genuinely out-of-sample, like-for-like comparisons across heterogeneous 

models and ensemble configurations. 

We report a broad but purposeful set of metrics so that different stakeholders can act on the 

results. On the deterministic side, ME / Relative Mean Error (RME) diagnose systematic over- or 

under-forecasting (useful for baseline adjustments and planner feedback) while MAE captures 

typical absolute miss in business units.  RMSE highlights exposure to large errors (risk of stockouts 

or overtime), MAPE (%) enables cross-SKU comparisons in relative terms, and MASE/RMSSE 

provide scale-free benchmarking against naïve seasonal baselines. On the probabilistic side, 

pinball loss at τ∈{0.1,0.5,0.9} evaluates the accuracy of lower tail, median, and upper tail—

directly supporting service-level decisions such as planning to p90—while marginal and 

central-80% coverage (with conditional coverage by predicted level and promotion regime) 

assess whether stated risks are reliable; under-coverage flags over-confidence and the need 

for wider buffers. Finally, residual-vs-predicted flatness confirms level-unbiasedness after point 

calibration, reducing systematic drift. Metrics are reported per segment (OOC, VALID, 
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HOLDOUT) and overall, so operational, tactical, and strategic decisions can be informed on 

the appropriate time horizon. 

4 Results 
 

The dataset comprises weekly, product–week (SKU–week) time series of realized demand 

augmented with planned exogenous signals and human forecasts. The target is weekly sales 

and exogenous inputs include a promotion indicator (used to form a binary gate and a 

prognosis/plan signal that is operationally known before the forecast week. Human forecasts 

are recorded for week t and are treated as issued beforehand for fair comparison. The time 

index is strictly weekly with unique product–week keys. However, coverage is heterogeneous 

across signals. There is a longer span of sales a shorter span with promotions/prognosis and a  

more recent window with human forecasts. Because the underlying data are commercially 

sensitive, we do not disclose raw levels, absolute volumes, or plots that could reveal business-

critical magnitudes or patterns. All reporting therefore focuses on anonymized and scale-

robust.  

 

 
Figure 2 Waterfall of Product Volumes 

Figure 2 reveals a strongly skewed volume mix: Product_A contributes roughly 42% of the total, 

and Product_E adds another ~32–33%, taking the cumulative share to about 85%. The 

remaining SKUs each account for only a small fraction (a few percent each), indicating 

substantial diversity in volume across products with A and E clearly dominating. 
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Figure 3 Analysis of rolling coefficient of Variation across SKUs 

 

Figure 3 indicates that most SKUs exhibit relatively low and stable variability, with coefficients 

of variation clustering around 0.1–0.3, while one single SKU (product B) stands out with 

consistently high volatility above 0.7, showing sharp swings across the years. Another initially 

volatile SKU, Product C,  gradually stabilizes over time, converging toward the more stable 

group. Overall, the majority show predictable behavior, while a few exhibit distinct instability, 

which could complicate forecasting and planning. 

 

 
Figure 4 Lead Effect of Promotions on Demand Dynamics 
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Figure 5 Lead Effect of Prognosis on Demand Dynamics 

Across SKUs, there are evidences that indicate a clear lead effect. Promotions and Prognosis 

influence demand one week earlier, which aligns with the operational reality that these SKUs 

require preparation time before purchase. Practically, this supports modeling with a lead-1 

promotion feature (and possibly lead-2 and lead-3 for robustness) prioritizing campaign timing 

that front-loads promotional signals to capture the anticipatory demand response. 

 

 

 

 

 

 
Figure 6 Seasonality effect across Periods 

The seasonality boxplots confirm that across SKUs, the clearest cyclical structure emerges 

around 18, 26, and 52 periods. The 9-period cycle shows relatively consistent shifts in median 

demand and spread, the 18 and 26-period cycle displays stronger variation with more 
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pronounced peaks/troughs, and the 52-period cycle highlights annual-type effects with visible 

differences across positions. This suggests that incorporating multiple seasonal components 

shorter (9), medium (26), and yearly (52) would likely improve model fit, especially for SKUs 

where demand is influenced by both operational cycles and longer calendar-driven patterns. 

Although figure 6 illustrates one SKU, the same pattern held broadly across all SKUs.  

 

 

Figure 7 Normalized Demand vs. Human Forecasts with Error, Variance, and Promotion  

Figure 7 compares normalized demand and human forecasts, with bar height indicating the 

signed forecast error (actual − forecast), bar colour encoding the rolling variance regime of 

those errors, and shaded bands marking weeks with promotions scheduled seven days ahead. 

Broadly, the forecasts track direction but diverge in magnitude around peaks and troughs; 

error variance increases notably during promotion windows, while non-promotional periods 

are more stable with smaller deviations. This pattern implies that human forecasts perform 

adequately under steady conditions but become reactive and less reliable when promotion-

driven volatility rises, motivating model-based or hybrid adjustments. 

 

 

 
Figure 8 Distribution of APE by Models before Ensembling 

Figure 8 presents a benchmarking of forecasting models based on the distribution of Absolute 
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Percentage Error (APE) across the two evaluation segments (Validation and Holdout). The 

boxplot summarizes how errors are distributed for a given model, with the central line showing 

the median APE, the box spanning the interquartile range (IQR), and whiskers/outliers 

indicating variability. Models are ordered left to right based on their average performance on 

the validation set. Human_Forecasts is highlighted as the benchmark with a bold black outline, 

allowing direct comparison with statistical and machine learning approaches (ARIMA, ETS, 

Random Forest, Gradient Boosting, XGBoost, etc.). The y-axis is scaled from 0 to 100%, so lower 

boxes correspond to more accurate forecasts. From the visualization, some models achieve 

median and spread values comparable to or better than Human_Forecasts, while others 

perform worse or show greater variability. This allows quick assessment of which methods 

generalize well across both validation and holdout sets, and whether the human benchmark 

is being outperformed consistently. 

Figure 9 presents the top-performing models ranked by their validation MAPE. What stands out 

is that several approaches achieve error distributions close to or even slightly better than 

Human_Forecasts, especially ARIMAX variant with Fourier, promotion/prognosis/human 

features. The ensemble modelsalso perform competitively, showing robustness across both 

validation and holdout segments. Overall, the benchmark of stand-alone Human_Forecasts is 

not the clear winner here as statistical and hybrid methods slightly exceed it on the validation 

set. Figure 10 ranks the models on holdout instead of validation set. What stands out is the 

consistency that across both plots, the same set of models remain competitive, with 

Human_Forecasts positioned close to but not ahead of the best performers. ARIMAX with 

Fourier, promotions, and human features, along with grouped and ensemble approaches, 

show strong results and stay near the top. Moving from validation to holdout, the general error 

level increases and spreads widen, but the relative ordering is preserved suggesting robustness 

for the leading hybrid/ensemble families. 

 

Figure 9 Distribution of APE by Models after Ensembling ranked on Validation 
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Figure 10 Distribution of APE by Models after Ensembling ranked on Holdout 

Figure 11 reveals each model’s accuracy on MASE (x) and RMSSE (y) while the color The colour 

indicate the Mean Error over Mean. Human_Forecasts is highlighted as the benchmark. We 

read this figure as a Pareto plot. Models on the lower-left envelope are Pareto-efficient (no 

other point is better on both axes). On VALID, the frontier runs through Group_2_Hum (best), 

then ARIMAX+F+HUM and ARIMAX+F+PP+HUM, all sitting left/below the human crosshairs with 

low bias. On HOLDOUT the cloud shifts up/right but ENS_ALL and HGB+F+PP (and partly 

Group_2) remain left/below the human lines, again Pareto-dominating, while Group_1_Hum 

and ARIMAX+F+PP+HUM drift top-right. Overall, we can see that human forecasts are 

competitive but not Pareto-optimal in either split as several models including ensemble 

achieve slightly lower MASE and RMSSE with comparable or lower bias. 

 
Figure 11 Pareto Comparison of Models vs. Human Forecasts on Validation and Holdout 

Figure 12 displays a bar chart to compare models on pinball loss at three quantiles (0.1, 0.5, 

0.9), each expressed as a ratio relative to a seasonal naïve baseline in order to avoid revealing 

sensitive demand volumes. Solid bars correspond to the validation set, while hatched bars 

represent the holdout set. Lower values indicate better calibration of predictive distributions. 

What stands out is that on validation, several models—including ARIMAX variants with 
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Fourier/promotional/human features and the ensemble approaches is that they achieve ratios 

below 1.0 across most quantiles, indicating consistent improvement over the baseline. Similarly,  

Human_Forecasts sit close to this benchmark, competitive but not superior. On holdout, 

performance deteriorates across the board, with pinball losses rising and in some cases 

exceeding the baseline (bars above 1.0). Nevertheless, ensemble (ENS_ALL) and some hybrid 

models (e.g., HGB+F+PP, Group_2) maintain relatively stable ratios, suggesting better 

generalization. Overall, while human forecasts remain competitive at the median, the results 

highlight the advantage of hybrid and ensemble models in capturing uncertainty across 

quantiles and sustaining robustness on holdout set. 

 
Figure 12Pinball Loss Ratios Across Quantiles (Validation vs. Holdout, Seasonal Naïve Baseline) 

Figure 13 diagnoses marginal coverage for top 5 models at τ∈{0.1,0.5,0.9} and shows that most 

predictive distributions are too tight. In the top row (VALID left, HOLDOUT right), the x-axis is the 

nominal quantile τ and the y-axis is the empirical fraction of outcomes falling below the 

model’s τ-quantile. The grey 45° line marks perfect calibration. Curves sitting above the line at 

τ=0.1 and below it at τ=0.9 indicate lower quantiles that are too high and upper quantiles that 

are too low (over-confidence). That pattern is strongest for ENS_ALL and still visible (though 

milder) for Group_2_Hum and HGB+F+PP. By contrast, ARIMAX+F+HUM and Human_Forecasts 

track the diagonal more closely across τ, with smaller error bars, indicating more realistic 

uncertainty. The bottom heatmaps make the same story quantitative. Taken together, the plot 

reveals that several models behave pseudo-deterministically in practice (quantiles not spread 

enough), while the better performers exhibit genuinely stochastic predictions whose quantiles 

separate appropriately and align with observed frequencies. The fact that VALID and 

HOLDOUT look similar implies these are structural properties of the models rather than sampling 

noise. 
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In figure 13 each panel is a predicted-vs-actual scatter (y = model prediction, x = actual), with 

values normalized to [0–1] baseline in order to avoid revealing sensitive demand volumes. The 

dashed 45° line indicates the perfect calibration (prediction = actual) while the solid line is a 

fitted regression of y on x (its slope and intercept are printed), and the ME:mean line 

summarizes average signed error (bias).  

Reading left to right within each row compares the same model on VALID (left) vs HOLDOUT 

(right). On VALID, several models are close to this ideal, most notably Group_2_Hum and the 

ARIMAX+F (+PP +HUM) variants whose slopes range from 0.6 to 0.8 are smaller than 1 but with 

small intercepts and relatively low mean bias. The point cloud is relatively tight, so extremes 

are modestly under-reacted. Moreover, the central range is well tracked. Human_Forecasts 

show similar behavior with the slope below 1 and a mild positive intercept, implying under-

response to high peaks and over-prediction at very low levels. Moving to the HOLDOUT panels, 

calibration degrades across the board. Slopes drop in all models, and the  intercepts drift 

upward, while ME turns positive for several models providing evidences of weaker 

generalization. Among the holdout plots, HGB+F+PP and Group_2 retain comparatively better 

calibration.  
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Figure 13 Predicted vs Actual (Normalized) — Calibration on Validation vs Holdout 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

5 Discussion 
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This project works with weekly SKU–week time series of realized demand augmented by 

exogenous signals that are actually available to planners, a binary promotion gate, a 

prognosis/plan series, and human forecasts. The time index is strictly weekly and keys are 

product–week unique. A practical wrinkle is that coverage across signals is heterogeneous as 

we have a long history for sales, a shorter window with promotions/prognosis, and the most 

recent slice where human forecasts are recorded. Because the data are commercially 

sensitive, all reporting is scale-robust and anonymized. Thus we intentionally avoid raw levels 

and any graphic that could reveal business-critical magnitudes. 

Two early descriptive figures set the stage. The waterfall of volumes (Figure 2) shows a highly 

skewed mix. Product A contributes ~42% of total volume and Product E ~32–33%, so ~85% of 

demand sits in two SKUs. The rest are thin-tail products. This concentration matters throughout 

because models that do “pretty well on average” can still fail in the corners that drive most of 

the business. Complementing that, the rolling coefficient-of-variation analysis (Figure 3) shows 

most SKUs are stable (CV ≈ 0.1–0.3) with one clear outlier (Product B, CV>0.7) and another 

(Product C) that stabilizes over time. Heterogeneity in volatility implies heterogeneity in the 

optimal forecast strategy and in the value of exogenous information. 

Three temporal drivers emerge consistently. First, lead effects: both promotions and prognosis 

exhibit a lead-1 signal on demand (Figures 4–5), which is operationally sensible as customers 

(and the supply chain) prepare in advance. Second, seasonality: while the annual (≈52) cycle 

is present, the boxplots (Figure 6) highlight secondary periodicities around 18 and 26 weeks, 

and even a shorter 9-week rhythm for certain SKUs. Third, The forecasters behavior under stress. 

When promotions are active, the error variance of human forecasts rises (Figure 7), and 

magnitude errors widen particularly around peaks and troughs. Together these patterns 

suggested that: 

• lead variables should be engineered explicitly (L1, possibly L2/L3 for robustness),  

• models should accommodate multiple seasonalities,  

• human input is informative but state-dependent—more reliable in calm periods than 

during promotion-driven volatility. 

Given the uneven information sets across SKUs, we made a deliberate reporting choice: focus 

evaluation on Product A, which concentrates volume and, crucially, has the richest, most 

aligned exogenous coverage (promotions, prognosis, human forecasts). That is because other 

SKUs share only aggregated promotion/prognosis signals, making their information set non-

comparable to item-specific human forecasts and thus unsuitable for a fair, like-for-like 

evaluation. This keeps comparisons fair as models and humans see roughly the same 

information. 

The data clearly rewarded Fourier terms to encode multiple seasonalities as most models were 

more efficient than long banks of raw lags and more stable across windows. The lead-1 (and 

occasionally L2/L3) encodings for promotions/prognosis improved both point accuracy and 

the responsiveness of peaks. Importantly, more features were not always better.  A small, well-

motivated lag set, guided by ACF/PACF and domain timing, proved superior to heavy lag 

carpets and noisy rolling aggregates. 

Standalone Human_Forecasts are solid and, crucially, better calibrated than many machine 

variants in the tails. However, when we pipe the same information humans see (promotions, 

prognosis) into transparent statistical models (ARIMAX with Fourier), we get equal or better 

point accuracy and comparable calibration—and we can replicate that performance 

consistently across windows. The hybrid “+HUM” features help particularly where promotions 

create bursts, but they do not automatically fix tail miscalibration. 
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Before ensembling, we benchmarked standalone models with APE distributions across 

validation and holdout (Figures 8–10) which reveals that in terms of MAPE Humans are 

competitive but not dominant. Several statistical and hybrid approaches, especially ARIMAX 

variants with Fourier terms and exogenous features, match or slightly outperform the human 

baseline, with similar or narrower error spreads.  

Ensembling generally consolidates this advantage: the best ensembles land near the top on 

both validation-ranked (Figure 9) and holdout-ranked (Figure 10) views. Importantly, while 

absolute error levels rise in holdout (as expected), the ordering is remarkably stable, a useful 

signal of generalization. 

We built six ensemble families. Not all of them beat their constituents, which is a healthy 

reminder that ensembling is not a guarantee. The ones that worked tended to  

• combine diverse mechanisms (e.g., ARIMAX + tree-based + simple polynomial),  

• avoid over-weighting a single strong but miscalibrated learner, and  

• be tuned on scale-robust metrics (MASE/RMSSE) with constraints against over-fitting.  

Even successful ensembles, however, often inherited under-dispersion, so probabilistic 

recalibration is still needed post hoc. 

Rolling-origin evaluation with a minimum 52-week history and strict information cut-offs was 

essential. Once we enforced those rules, results “got worse but became believable,” which is 

exactly what we want in a deployable system. This discipline also surfaced when calibration 

was applied. For some SKUs with pronounced trend/structural change, naïve recalibration 

could reduce point accuracy. Therefore, calibration must be targeted and evaluated on the 

right objective. ARIMA sensitivity under rolling-origin cross-validation is real: model identification 

can drift with window composition. We mitigated this with AutoARIMA (accepting higher 

compute) and by ensuring every training window covered ≥52 weeks (two seasonal cycles). 

Feature leakage traps lurk in rolling pipelines, especially with rolling means/expanding statistics. 

Early “too-good” results disappeared once we enforced what is known at issue time. After 

those corrections, the hierarchy of models remained similar, which boosts confidence in the 

findings. 

The Pareto comparison (Figure 11) reframes accuracy jointly in MASE (x) and RMSSE (y) while 

coloring by bias. We read this as an efficiency frontier: points on the lower-left envelope are 

not dominated on either metric. On VALID, the frontier runs through Group_2_Hum and 

ARIMAX+F(+PP)+HUM variants, all left/below the human crosshairs with modest bias. On 

HOLDOUT, the cloud shifts up/right, but ENS_ALL, HGB+F+PP, and partly Group_2 remain 

left/below the human lines, meaning they continue to Pareto-dominate the human baseline. 

The managerial takeaway is not that “humans are bad”; rather, simple, well-specified 

statistical models, augmented with the same exogenous context that humans use, can be 

reliably as good or better on point-forecast accuracy. 

Decision-makers increasingly ask not only “what number?” but “how certain are you?”. We 

therefore evaluated probabilistic quality via pinball loss (Figure 12) and marginal coverage 

(Figure 13). 

Pinball loss ratios (relative to a seasonal naïve baseline) show a consistent story: on validation, 

ARIMAX+Fourier+exogenous and ensemble variants are below 1.0 at τ∈{0.1, 0.5, 0.9}, meaning 

they beat the baseline across the distribution while human forecasts sit close but are not best-

in-class. In holdout the ratios rise (distribution shift), yet ENS_ALL and several hybrids stay 

comparatively stable, suggesting robustness of their estimated quantiles. 
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Marginal coverage goes a level deeper. The top panels of Figure 13 plot empirical coverage 

against nominal τ. Across models we see a repeating signature. Over-coverage at τ=0.1 and 

under-coverage at τ=0.9. That combination means the predicted distributions are too narrow 

and over-confident about the tails. The heatmaps in the bottom panels quantify this as positive 

coverage error at 0.1 (red) and negative at 0.9 (blue), and the pattern persists from validation 

to holdout, indicating a structural  issue. 

ENS_ALL and Group_2_Hum show the strongest tail compression. HGB+F+PP is moderately 

under-dispersed and ARIMAX+F+HUM and Human_Forecasts sit closest to the diagonal with 

smaller errors. Interpreted through a “deterministic vs stochastic” lens, models whose 

calibration curves have low slope or show large opposite-sign tail errors behave quasi-

deterministically their quantiles do not spread enough to reflect real-world variability. For 

operations, this matters. Under-dispersed models will under-protect the right tail (risk of 

stockouts/under-staffing during peaks) while over-protecting the left tail. If decisions (service 

levels, safety stock) are set by quantiles, miscalibration silently turns into cost. 

Last but not least, a striking result is that the top performers are either human-augmented 

models or ensembles that include the human signal. No “all-features-except-human” 

specification consistently beat the standalone Human_Forecasts. This points to the information 

advantage of the human channel: forecasters embed tacit, near-term context (true 

campaign intensity, last-minute constraints, competitive moves) that is only imperfectly 

captured by promotion/prognosis and seasonal features. Models without human input that 

came very close likely exploited proxies (lead-1 promotions, prognosis, multi-seasonal 

structure), recovering much of the structured signal but still missing the residual, unobserved 

components that humans contribute.  

5.1 Ethical Considerations 

Forecasts are estimators, not oracles, and should be regarded only as tools for decision support 

under uncertainty, not as guarantees of the future. Building ethical and trustworthy forecasting 

systems requires aligning methods and metrics with real-world consequences. Point metrics 

(e.g., MASE, RMSSE, ME) guide routine accuracy, while calibrated quantiles are crucial for risk-

sensitive decisions such as inventory, staffing, and service levels. In this regard, transparency is 

essential: documenting features, lead times, and overrides ensures accountability, while 

avoiding data leakage, retrospective tuning, and overfitting helps build trust. Explicitly 

communicating uncertainty through calibrated intervals further prevents over-reliance on 

single-point predictions. Safeguards should also extend to data sensitivity and human 

overrides, ensuring that overrides are auditable and resistant to misuse. Moreover, the 

forecasting process must reflect the asymmetry of costs and risks: a model that sacrifices a 

small amount of average accuracy but is well-calibrated in the high-cost tail is both the 

ethically responsible and operationally superior choice. 
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6 Conclusions 

This thesis sets out to compare judgmental forecasts with strong statistical/ML baselines on a 

fair, leakage-resistant footing, and to test simple human-in-the-loop (HITL) designs that could 

reduce manual effort while improving accuracy. Using weekly product-level data with 

promotions, prognosis, and human forecasts, we found that humans are a high bar but not a 

major obstacle when models are allowed to include the human input. Below we answer the 

research questions, tie back to the objectives, and close with operational and ethical 

considerations. 

In this project we profiled demand, promotions, prognosis, and human forecasts. We identified 

lead-1 effects for promotions/prognosis and confirmed multi-seasonal structure. We also 

documented heterogeneity across SKUs and justified focusing evaluation on Product A to 

ensure a comparable information set. 

We also built and evaluated models rigorously. We implemented a diverse set (ETS, 

ARIMA/AutoARIMA, polynomial, RF/GB/XGB/HGB, and ensembles) under rolling-origin cross-

validation with strict information cut-offs (≥52 weeks of history, no leakage from rolling features).  

We benchmarked humans vs models and quantified promo value. On deterministic accuracy, 

several models rivaled humans while on probabilistic quality, many strong models were under-

dispersed, exhibiting over-confidence in the tails. 

We explored human-in-the-loop (HITL) approaches. Incorporating human input, either as an 

additional feature or through ensembles, improved accuracy beyond the human baseline 

while maintaining interpretability.  

Through this approach, we are able to effectively address the research questions formulated 

at the outset of the study. 

• RQ1. How do human forecasts, with richer contextual knowledge, compare to models 

trained on routinely structured data? 

Humans perform strongly as a standalone benchmark, especially in calm regimes. No model 

that excluded human information was a consistent winner over Human_Forecasts. That said, 

several well-specified models (HGB+F+PP) approached the human benchmark on both 

validation and holdout, sometimes matching median errors and spreads. This indicates that 

much of the structured component of forecasters’ knowledge such as seasonality, promotion 

timing, lead effects is capturable from routinely collected data. Where models lag is in the 

residual, tacit context humans embed (e.g., campaign intensity, competitive moves, last-

minute constraints), which did not surface fully in the structured features. 

• RQ2. Do simple, transparent human-in-the-loop designs improve accuracy and reduce 

manual effort versus humans or models alone? 

Models that incorporated the human signal (either directly as a feature or via ensemble 

blending) slightly outperformed the human baseline on average while remaining transparent 

and maintainable. The improvement is modest but robust. Hybrid/ensemble variants tended 

to sit on or near the Pareto frontier (lower MASE/RMSSE and comparable bias) and retained 

much of their edge on holdout. Practically, this means a HITL workflow can reallocate effort. 

The model produces calibrated baselines at scale, and human expertise focuses on high-risk 

weeks and promotional regimes where judgment adds the most value. The upshot is better 

accuracy with less manual time, plus auditable decisions. 
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Models excel at remembering patterns, while humans provide essential context. The results 

show that human-augmented models have a slight advantage, as algorithms effectively 

capture historical structures and lead times, whereas humans contribute state-specific insights 

not fully captured in the data. Importantly, no model without human input consistently 

outperformed Human_Forecasts, highlighting the unique informational value of judgment and 

the importance of maintaining a human channel in the loop. At the same time, strong non-

human models that closely approach the human baseline remain valuable, as they offer 

stable, low-effort benchmarks that planners can quickly refine making the forecasting process 

both faster and more consistent than relying solely on manual judgment. 

6.1 Future Work 

A natural next step is to extend the HITL and calibration strategy into a hierarchical forecasting 

framework, where demand is modeled jointly across SKUs, stores/regions, and aggregation 

levels. This approach would allow us to borrow strength across related series, capture shared 

seasonalities and promotion effects, and impose coherence so that bottom-up forecasts 

aggregate correctly to higher levels. 
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