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Abstract

False Positives (FPs) and False Negatives (FNs) remain common challenges in AI-based
anomaly detection systems (ADS) used to identify cybersecurity threats. These issues
continue to affect both detection accuracy and the analysts’ trust in the systems. While
most research focuses on improving anomaly detection models, this study examined
how cybersecurity professionals handle FPs and FNs in practice. Based on 31 written
interviews with cybersecurity professionals, this study explored how these tools are used
in reality situations. The analysis showed that AI-based anomaly detection systems can
be helpful to search unusual activity but these systems are not fully trusted without
human involvement. Participants mentioned challenges such as false alerts, unclear
decision making, and the need to adjust the systems and collaborate with other teams.
The findings suggest that the effectiveness of AI-based anomaly detection systems
depends on factors that they are trust, clear communication and a good connection
between the system’s output and what teams need in practice.

Keywords: AI-based anomaly detection, false positives, false negatives, cyber-
security, anomaly detection systems, alert fatigue, human-AI interaction, operational
security
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1. Introduction

The cybersecurity continues to face challenges as digital systems continue across in-
dustries. Artificial intelligence (AI) is one of the technology that helps to find unusual
activity that can be classified as anomaly.

1.1. Background
As the Internet plays an essential role in communication for business and govern-
ment operations, cyberattack risks continue to increase. According to Cybersecurity
Ventures, cybercrime will cost the global economy $10.5 trillion annually by 2025,
underscoring the need for robust cybersecurity protocols, particularly in networks (Cy-
bersecurity Ventures, 2020).

A significant challenge in cyber defense is identify anomalies. In cybersecurity,
anomaly detection refers to the process of identifying or finding unusual activities in
system operations or network traffic that differ from normal behavior (Zhao et al.,
2025). Anomalies can be malicious actions, such as intrusion attempts or malware.
The anomaly detection system is helpful to find new or previous undetected attacks
or intrusions that traditional methods may miss because these systems focus on recog-
nizing deviations in practice rather than matching the known threat signatures (Umer
et al., 2022). Organizations rely on AI-powered Intrusion Detection Systems (IDS)
and Anomaly Detection Systems (ADS) to detect unauthorized access and malicious
activities (A. Rachini et al., 2023). These systems analyze network traffic, identifying
potential security breaches in real time. However, despite their advanced capabilities,
AI-based IDS / ADS still suffers from detection errors, manly false positives (FP) and
false negatives (FN), which complicate security responses (Ho et al., 2012). A false
positive occurs when a system identifies normal behavior as a threat, while a false
negative refers to a real threat that goes unnoticed and remains undetected (Ho et al.,
2012).

1.1.1 AI-Based Anomaly Detection: Models & Challenges
Various models are used to minimize false alarms and increase threat detection. These
models are based on traditional and artificial intelligence (AI) methods:

Traditional models involve predefined rules or logic. Signature-based IDS like
Snort and Suricate work well for spotting known threats. However, they are less
reliable when attackers use new or slightly modified techniques. This makes it harder
to catch threats, especially in environments where attach patterns change frequently
(Van Ngo et al., 2024). Another approach is the Bayesian Network which depends on
probability to classify events and have been applied in many areas of cybersecurity.
However, they can struggle to keep up with evolving threats, especially if they are
not updated or managed regularly. In fast-changing environments, this can lead to
incorrect classifications (Palomares et al., 2021).
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AI-based models use machine learning to detect unusual patterns in data and sup-
port threat assessment. Anomaly-based intrusion detection systems (such as Random
Forest, SVM, Autoencoders, LSTMs) are designed to catch unknown threats. However,
when these models are trained on limited or unbalanced data, they may misinterpret
normal behavior as suspicious. This can lead to false positives, especially in complex
or dynamic environment (Hoshen, 2023).

While AI-based models have made it easier to detect cybersecurity threats, they
will still need human support to work well.

Even if AI-based models have improved the detection of cybersecurity threat,
they are not perfect and still require human intervention to improve performance.

1.1.2 The False Positive & False Negative Problem
One of the biggest challenges in AI-based cybersecurity is finding the right balance
between false positives and false negatives. Accurate threat detection is essential, but
too many false positives can overwhelm security teams, while false negatives can allow
real threats to go undetected. Most machine learning models used for anomaly detec-
tion don’t provide a simple yes or no answer. Instead, they assign a probability that
reflects how likely an event is to be malicious. A threshold is then set to determine
what gets flagged. The placement of this threshold plays a big role in how system bal-
ances catching real threats and avoiding unnecessary alerts. In this context, sensitivity
and specificity help explain how the system performs and why certain detection errors
happen (Joloudari et al., 2020).

FPs – The Alert Fatigue Issue

An FPs happens when normal activity is mistakenly flagged as a threat. High rates of
FPs can cause alert fatigue and reduce the effectiveness of security teams. For example,
overloading security teams with alerts that don’t require action, can lead to incidents
(Smith, Lee, & Taylor, 2023). Sometimes, there is a delay to respond a actual threats,
since time is wasted investigating harmless events (Layman & Roden, 2023). Another
problem is when AI-driven IDSs make too many false positives, users can start to lose
trust in them and hesitate to act when there is a real threat. (Al Jallad et al., 2022).

FNs – The Undetected Threat Risk

An FNs happens when a real security threat is mistakenly treated as normal activity.
This can have serious problems. For example, if a breach goes unnoticed, attackers
could give more time to move around undetected within a system (Layman & Roden,
2023). When the system misses real threats, it can slow down the response to incidents
which could end up by causing financial and reputational harm the company (Bhangu
et al., 2023). There is also the chance of breaking the rules, especially if a missed threat
leads to a data breach that goes against regulations (Kianpour & Raza, 2024).

Research shows that false negatives often pose a bigger risk than false positives,
since they allow real threats to slip through undetected and remain in the systems
(Umer et al., 2022). Still false positives can be disruptive and expensive to manage
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(Marwah et al., 2024). In practice, it is not easy to find the right balance between false
positives and false negatives. Models are often designed to maximize detection, but
they also need to reflect the level of risk an organization is prepare to accept (Dorcas,
2024). This means cybersecurity teams must decide whether to prioritize catching as
many threats as possible or reducing FPs. In many cases, it is hard to set a clear
threshold for acceptable error, especially when the cost of a mistake is uncertain or
varies depending on the context Almansoori (2024). Finding the right balance remains
one of the biggest challenges in using AI-based cybersecurity systems.

1.1.3 The Research Gap: How Cybersecurity professionals
handle these challenges ?

Although AI-based anomaly detection has made significant progress, the issue of high
FPs rates remains a problem (Joloudari et al., 2020). Much of the existing research
has concentrated on improving the underlying detection models but there has been less
attention on how cybersecurity professionals address false positives and false negatives
in practice (Dorcas, 2024). This study does not aim to develop or optimise anomaly
detection models. Instead, it focuses on how end users understand, respond to and work
with the outputs of these systems. With the lack of insight into real world usage, it
makes difficult to assess which strategies are most effective in operational cybersecurity
environments (Marwah et al., 2024).

Previous studies have shown that AI-based IDS/ADS require manual adjustment
of model parameters and decision point to reduce false positives and false negatives.
Some researchers have found that hybrid AI approaches, which is combination of rule-
based and anomaly-based models, show promising results in improving detection ac-
curacy and reducing FPs (Joloudari et al., 2020). In practice, cybersecurity teams
use different strategies such as sorting through alerts by priority, adaptive detection
settings, and feedback loops, but there is limited research on which of these methods
actually works best in real world settings (Dorcas, 2024).

These observations provide a foundation for this study which alter the focus
from model development to real world application especially on how cybersecurity
professionals interpret, adjust and respond to outputs from AI based detection systems.

However, there are still a lot of questions that do not yet have an answer such as
how cybersecurity teams cut down on FPs without making the system less sensitive?
What influence their decisions on alerts verification and response strategies? And how
can organizations improve their detection accuracy without adding too much extra
work for their teams?

This study aims to bridge this gap by looking at how cybersecurity professionals
manage false positives and false negatives in anomaly detection systems. The focus is
on the systems powered by artificial intelligence (AI) or models that are more difficult
to interpret in practice.
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1.2. Problem definition
The use of AI-powered anomaly detection models in cybersecurity has improved the
ability to detect and respond to threats. Systems such as Random Forest, Long Short-
Term Memory Networks (LSTM), Bayesian Networks, and Hybrid AI approaches are
commonly adopted to identify and mitigate cyber threats (Sannigrahi & Thandeeswaran,
2023; Sowmya & Mary Anita, 2023). However, despite these advancements, these mod-
els continue to face challenges with misclassification, resulting to false positives and
false negatives (Abdelaziz et al., 2025).

These mistakes creates two big problems: The first is the technical side: AI-driven
anomaly detection models must improve their accuracy while adapting to evolving cy-
ber threats and dynamic network environments. The second is an operational challenge:
cybersecurity teams have to manage detection errors quickly and effectively without
burning out their resources or slowing down their response time.

A well-adjusted anomaly detection system should minimise false positives while
still identifying genuine threats. However, many cybersecurity teams struggle with an
overload of unnecessary alerts. This work focuses primarily on the second challenge:
how organizations manage false positives and avoid operational inefficiencies caused
by high alert volumes. The following section examines the practical strategies organi-
sations use to reduce the impact of false positives, highlighting real world approaches
that aim to balance operational efficiency with effective threat detection.

1.2.1 Managing False Positives: Avoiding Alert Fatigue and
Resource Drain

False alarms, which are security alerts triggered by normal activity, can quickly become
excessive for teams responsible for monitoring threats. When these alerts occur too
frequently, they can lead to operational stress, reduced concentration and increased
risk of missing real attacks. Even with ongoing efforts to reduce unnecessary alerts,
many professionals still have to deal with a large number of them every day.

This study doesn’t focus on the technical developments of alert models but instead
it looks at how cybersecurity teams handle and respond to the alerts they receive,
including how they interpret alerts as well as how they classify and organize those
alerts while they continue to face a large number of them everyday.

1.2.2 Mitigating FNs: Avoiding Undetected Cyberattacks
False positives and false negatives bring different challenges for cybersecurity teams.
When a threat passed without been undetected, attachers can quietly gain access to
systems. These can cause lost of data, financial damage and more loss to an organisa-
tion.

In strict sector like healthcare and finance, an undetected intrusion can lead to le-
gal consequences for non-compliance (Bhangu et al., 2023). Different to false positives
which are usually visible and can be fixed quickly, false negatives remain unnoticed
until the damage is already done. As the goal is to limit these risks, cybersecurity
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teams depend on detection systems than technical adjustments. They combine auto-
mated tools with human judgment, using past incidents, domain knowledge and flexible
strategies for responding to threats.

1.2.3 Decision-Making in ADS
Anomaly detection often focuses on how well the technology performs but human
decisions are important. Security analysts and monitoring teams review alerts, judge
their importance and decide on the most appropriate responses. These decisions often
require compromises such as choosing between generating fewer alerts or scanning more
deeply for threats, while balancing automated tools with human judgment.

This study explores how these decisions are made. It examines how professionals
interpret alerts, manage the limitations in system outputs and adapt their responses
to different situations. Understanding how these choice are made in real world settings
is important for bringing the gap between how detection tools are designed and how
they are actually used in practice.

1.2.4 Research Focus
Most studies on AI in intrusion detection has focused on improving the algorithms,
but less attention has been given to how cybersecurity professionals handle false pos-
itives and false negatives in their daily work. This study aims to address that gap by
exploring:

1. How do cybersecurity teams manage false positives without slowing down oper-
ations?

2. How do organizations reduce false negatives while still maintaining strong pro-
tection?

3. What strategies do professionals use to adjust and refine AI-based anomaly de-
tection tools?

By looking at how AI is used in real world settings, this research hopes to offer a
deeper understanding that is both practical for teams on the ground and useful in the
development of future academic research.

1.3. Aims and Objectives
This study explores how cybersecurity professionals handle false positives (FPs) and
false negatives (FNs) when using AI-powered anomaly detection systems (ADS). While
AI tools have improved the ability to spot potential threats, they still cause errors that
can create serious difficulties for security teams. Understanding how professionals man-
age these issues is key to bridging the gap between what AI-based anomaly detection
systems are designed to do and how they are actually used in practice.

The research focuses on the common challenges teams face when managing FPs
and FNs, based on written responses from professionals who work with anomaly de-
tection tools in everyday settings. It looks at how these teams handle detection errors,
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whether by adjusting settings manually, using tools that learn and adapt over time, or
combining both approaches.

A key part of this study is understanding how teams find the right balance be-
tween detection accuracy and efficiency in their everyday work. Organizations need to
improve detection without overwhelming analysts with unnecessary alerts or missing
real threats. To do that, the study looks at how decisions are made around the model
configuration, the sensitivity thresholds and the overall workflow. It will assess the
impact of three main approaches:

1. Manual adjustment where teams individually review alerts and update detection
rules.

2. Automation which allows systems to adapt over time based on feedback and
changing environments.

3. Hybrid approaches that combine human expertise with AI-based detection meth-
ods to improve results.

By focusing on how these strategies play out in real cybersecurity operations,
this study aims to offer practical methods for improving the way organizations manage
detection errors and strengthen their cybersecurity efforts.

1.4. Research Question and Sub-Question
Understanding how cybersecurity teams manage false positives (FPs) and false neg-
atives (FNs) in AI-based anomaly detection systems (ADS) is important for making
these systems more effective and more practical to use in real-world settings.

While AI tools have come a long way in detecting threats, they also make mistakes
that can create real challenges for the professionals who use them. This study is build
around a central question:

”How are cybersecurity teams currently managing FPs and FNs in real-world anomaly
detection systems?”.

To explore this topic in more depth, the research will address the following questions:

1. What are the most problems that professionals face when they are handling false
alarms in IDS/ADS?

2. What methods are being used to reduce FPs and FNs in daily security work?

3. How do organizations balance detection accuracy with operational efficiency?

4. What factors affect how teams configure and update AI-based ADS?

By looking into these areas, the study aims to understand how cybersecurity
teams make decisions and use practical methods to improve AI-based detection tools
without getting in the way of their daily work.
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2. Background

As this study explores how false positives and false negatives occur in AI-based anomaly
detection, it is important to examine how these tools are applied in practice and how
professionals interact with them in real-world environments. This section provides
an overview of the underlying technology, the common challenges and decisions that
cybersecurity teams face when they are using these systems.

2.1. Use of AI Models for Anomaly Detection in Cy-
bersecurity Operations
As cyber threats become more advanced and complex, the need for strong defences
has become critical. Artificial Intelligence (AI) has taken on an important role in
cybersecurity (Nguyen & Reddi, 2023; Sowmya & Mary Anita, 2023), particularly
in developing systems that can detect and respond to attacks more effectively than
traditional methods.

Anomaly detection works differently from signature-based Intrusion Detection
Systems (IDS). Instead od matching traffic against a list of known attack signature, it
looks for behaviours that stand out from normal patterns. This makes it possible to
catch new or unusual threats and provides an useful complement to signature-based
IDS (Van Ngo et al., 2024).

Some systems can detect unusual activity without needing training data that has
categories. Others learn from examples that are already sorted into groups such as
safe or harmful. There are also mixed approaches that can still find threats even when
this information is missing or incomplete Dehghanian (2023). Thanks to this flexibil-
ity, these systems are often more effective at catching new patterns than traditional
methods might miss.

These systems help to catch new or hidden threats, but they also bring challenges.
One big challenge is figuring out how to catch real threats without being overwhelmed
by false alarms. If the system is too sensitive, it can mistake normal behaviour for
threats which is causing alert fatigue among security teams and slowing their response
time. If it is not sensitive enough, real threats can be missed, which leads to false
positives. Teams evaluate how a system works well by looking at how many real threats
it catches and how often it ignores harmless activity. Common metrics for this include
sensitivity, specificity and Receiver Operating Characteristic (ROC) curves (Marwah
et al., 2024).

The evaluation of a system’s performance goes beyond measuring false positives
and false negatives.Teams often look at sensitivity to see how a system can catch real
threats, specificity to see how it avoids false alarms and precision to judge its overall
accuracy. These measures help to show how a system is reliable in real situations.
Some researchers also use ROC curves to see how a system can show the difference

7



between threats and non threats.

Researchers and cybersecurity professionals have introduced several strategies to
address these challenges. Some researchers propose on adjusting the system settings
that can reduce the detection errors, while others explore models that combine human
involvement with AI-based detection system to balance accuracy and transparency.
The next section will take a look on some of these approaches in more detail by ex-
amining both the technical improvements and the real-world considerations that affect
how such systems are used in practice.

2.2. Three Categories of Anomaly Detection Chal-
lenges
In recent years, AI-based cybersecurity detection systems have become increasingly
sophisticated, yet they still face notable weaknesses. The main challenges are grouped
into three categories, each presenting its own set of limitations that continue to be
examined by cybersecurity professionals and researchers.

2.2.1 Limitation of Signature-Based Detection
Traditional signature-based detection systems, such as Snort and Suricata, depend on
comparing incoming network traffic to a database which contain known attack signa-
tures. This approach is effective for identifying known threats but it has weaknesses
to detect unknown threats that do not yet have an established signature (Van Ngo
et al., 2024). One problem with signature-based detection is that attackers change
their tactics on purpose to avoid the rules that the systems rely on. This leaves cyber-
security teams vulnerable to intrusion that the systems fails to detect. As solution, the
experts recommend that the organisations treat based on systems as only one part of
wider defense model. Recent studies highlight the value of complementing them with
AI-driven, behaviour and anomaly-based methods which are better to identify new or
unexpected attacks (Umer et al., 2022). While these alternative approaches add flexi-
bility, signature-based tools remain valuable for catching familiar threats quickly. Most
researchers therefore view integration, rather than replacement as the most effective
way forward.

2.2.2 Challenges in Anomaly-Based Detection
Unlike signature-based systems, anomaly-based detection does not rely on predefined
attack signatures. Instead, it uses machine learning to understand what is considered
normal behavior within a system or network and then identifies unusual patterns that
can be a potential cyberattack. This approach, an anomaly is defined as behavior that
looks very different from normal activity such as unexpected login times, strange data
transfers or irregular system access.

This makes anomaly detection useful to identify new or previously unseen threats,
including zero-day attacks (Dehghanian, 2023). However, it brings several challenges,
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especially when it comes to balancing sensitivity and accuracy. If models are highly
sensitive to small deviations, they may incorrectly flag benign activities as threats.

Although anomaly-based systems are not biased, their effectiveness is shaped by
the way they are trained and adjusted. If this process is not well managed, the system
may generate excessive false positives by classifying normal behavior as malicious which
lead to operational burdens for security teams (Hoshen, 2023).

False positives are a major concern in real-world environments. Security teams
have to manually review each alert, which not only increases workload and stress but
also delays response time (Smith & Li, 2023). When the number of alerts is too high,
professionals may start lose trust in the system. Over time, this can lead to alert fatigue,
where security teams begin ignoring warnings altogether, increasing the risk of missing
genuine threats (Matthews et al., 2023). Managing large volume of false positives also
require additional staff, time and tools to manage the alert volume (Dawson et al.,
2023).

To address these challenges, researchers have proposed various solutions. Some
suggest hybrid models that combine rule-based detection with machine learning. Oth-
ers recommend tuning thresholds, integrating contextual information or automating
alert prioritization to reduce false positives and improve trust in the system. However,
there is still debate about which approaches are most scalable and effective across
different operational environments (Van Ngo et al., 2024).

2.2.3 The Need for Human Intervention in AI Models
Although AI systems have become increasingly capable of detecting threats autonomously,
many cybersecurity environments still depend on human judgment to guide and inter-
pret their outputs. Most AI-based anomaly detection models, especially those deployed
in real world settings, need oversight to ensure they remain effective and relevant.
These models often depend on labelled training data, thresholds calibrated to specific
contexts, and regular updates to keep up with evolving threat (Palomares et al., 2021).

While advanced techniques such as reinforcement learning and self-adaptive sys-
tems are under active research, many current deployments still lack full independence.
In practice, models may struggle to adapt to unforeseen threats or new behavioural
patterns without ongoing oversight. Even advanced AI systems can become outdated
or produce errors if human input is missing.

Security professionals therefore play an essential role in keeping AI-based detec-
tion systems functional and credible:

1. By modifying detection parameters, security teams help the system to separate
normal activity from actual threats (Matthews et al., 2023).

2. By reviewing the system alerts, cybersecurity professionals determine whether
flagged activities is a threat and decide if any action needs to be taken (Dawson
et al., 2023).

3. By interpreting AI system decisions, cybersecurity professionals help to explain
why alerts were triggered, particularly when the rationale isn’t clear (Hoshen,
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2023).

Whether this oversight is a modelling requirement or an organisational responsi-
bility depends on the system and its deployment context. In both cases, the relation-
ship between human expertise and model behaviour remains a key element of effective
cybersecurity operations.

Some researchers argue that AI may eventually replace manual involvement in
security analysis altogether (A. Rachini et al., 2023). Others caution that this goal is
difficult to achieve in practice due to the unpredictable nature of cyber threats and the
contextual decisions often required for effective responses (Ho et al., 2012). Studies of
real-world Security Operations Centres (SOCs) suggest that automation and human
expertise work best together rather than in isolation.

This discussion highlights an ongoing debate in cybersecurity research: how to
balance automation with human oversight. While there is wide agreement on the
importance of improving detection, there is no solution for achieving this balance across
different operational settings.

The next section sontinues by reviewing how researchers have studied false pos-
itives and false negatives in the literature. The review draws on studies retrieved
from peer-reviewed sources, including IEEE Xplore, ACM Digital Library, Scopus, and
Web of Science. Search terms included “anomaly detection,” “false positives,” “false
negatives,” and “AI in cybersecurity.” Studies were chosen based on their relevance
to operational practice, publication quality, and coverage of human-AI interaction in
threat detection workflows.

2.3. Understanding False Positives & False Nega-
tives in AI Detection
This part will explore the two main types of detection errors that impact AI-based
anomaly detection: False Positives and False Negatives. By understanding their causes
and effects, it can make the system more reliable.

2.3.1 False Positives: Operational Overload
False positives occur when normal activities are incorrectly flagged as threats, forcing
security teams to deal with too many alerts. Smith et al. (2023) argue that alert
fatigue caused by false positives (FPs) reduces security efficiency, as analysts must
spend time verifying non-threatening incidents. Similarly, Hoshen (2023) suggests that
AI-based anomaly detection often prioritizes sensitivity over specificity, which increases
the number of false alarms.

Other researchers believe that hybrid models provide a good solution. For in-
stance, Van Ngo et al. (2024) suggest a combination of signature-based detection with
AI-driven anomaly detection to help reduce false positives. This approach aims to
merge the strengths of rule-based systems with the adaptability of AI. Still, Palomares
et al. (2021) point out that even hybrid models require human intervention to stay
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effective, which is often diffult in real-world settings where time and expertise may be
limited.

Despite these differences, there is an agreement that reducing false positives is
important for improving cybersecurity operations and helping cybersecurity analysts
focus on real threats instead of wasting time on unnecessary alerts.

2.3.2 False Negatives: The Undetected Threat Risk
A false negative occurs when a real cyber threat goes undetected by the system and is
wrongly seen as normal behavior. This situation can allow attackers to bypass security
measures, often staying hidden for long periods. Bhangu et al. Bhangu et al. (2023)
emphasize that false negatives are more dangerous than false positives, as they can
lead to data breaches, financial damages, and damage to reputation.

In academic discussions, there is a ongoing research on how different AI models
handle false negatives, especially in anomaly detection. Recent studies have explored
improvements in detection accuracy and how well models perform in different condi-
tions. Several studies illustrate these efforts: López Garćıa et al. (2023) proposed a
two-stage model to balance false positives and false negatives. Huang et al. (2025)
conducted a survey of hybrid deep learning models that try to reduce false negatives
without making them too complex. However, it is important to remember that how a
model performs depends on the task which it was built for, the training data it uses
and how the results are measured. That is why it is important to be careful when they
compare different types of models like deep learning and traditional machine learning.

However, it is crucial to recognize that a model’s performance is largely influ-
enced by the specific task it is utilized for, the data it has been trained on, and the
evaluation methods employed. Consequently, it is important to be cautious when com-
paring different model families, such as deep learning and traditional machine learning
approaches.

Some research shows that deep learning methods, like recurrent neural networks
or auto-encoders, have shown promise in minimizing false negatives, particularly when
identifying detailed or subtle patterns in network behavior (Ho et al., 2012). These
models are good at learning complex data patterns but they require a lot of data and
strong computing resources.

Some researchers point out the limitations of using deep learning in real-time or
adaptive environments. For instance, Rachini et al. A. Rachini et al. (2023) argue that
even though these models offer advantages, they may struggle to adapt quickly to new
threats without continuous training and human supervision.

An important point is that false negatives are seen as a serious threat that false
positives which is why handling them is a priority for cybersecurity teams (Layman &
Roden, 2023). There isn’t one model that has proven to be the most effective in every
situation. Instead, the best way to detect threats depends on what the organisation
needs, what it can handle technically and what kinds of threats it is facing (Hesham
et al., 2024; Ullah et al., 2025).

Since studies use different methods and conditions, more research is needed to
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properly compare model performance across various tasks and real-world scenarios.
Even though there are not many studies which are focused only on cybersecurity,
research in areas like anomaly detection and deep learning still gives useful ideas about
how well different models works and how flexible they are.

2.4. Literature Comparison: What Do Studies Agree
and Disagree On?
The literature on AI-driven anomaly detection presents a mixture of shared insights
and ongoing debates concerning how best to reduce detection errors. While researchers
broadly recognise the challenges posed by false positives and false negatives, there is
less agreement on which models or practices are most effective in addressing them.

Common Ground in the Literature
Researchers agree that FPs and FNs are a significant obstacle when it comes to AI-
based cybersecurity, as they can reduce effectiveness and reliability of these systems.
Several studies has explored hybrid approaches that combine rule-based systems (eg.
Signature-based detection) with machine learning models (Smith & Li, 2023; Van Ngo
et al., 2024). These models has an objective to improve detection accuracy by combin-
ing rules for known threats and adaptive anomaly detection. However, the right design
of hybrid systems varies across studies and not all have been tested under identical
operational conditions. As a result, these findings should be seen as encouraging signs
rather than general consensus. Many researchers mentioned that models need to be re-
trained and updated regularly to keep up with new and evolving threats (Chakraborty
et al., 2020; Dehghanian, 2023). While this issue is often considered as common topic
in technical research, putting it into practice depends just as much on the organiza-
tion, such as how often models are updated, what data is available, and the resources
required for system maintenance.

Different Views in the Literature
Although there is some agreement on many challenges, researchers still disagree on a
few key points. Some studies discuss about how effective deep learning really is for
anomaly detection. Some studies point to its strength in finding complex patterns
in large datasets (Ho et al., 2012), but others are sceptical and point out that deep
learning models often require a lot of computing powers may not be suitable for real-
time use (A. Rachini et al., 2023). These differing views often relate to the specific
models used, the quality of the training data, and the environment in which the systems
are applied. Because of this, it can be difficult to draw conclusions that apply in all
settings. Another topic of debate is how much human involvement is truly necessary.
Some researchers emphasize that regular human oversight and manual adjustments
are still essential (Palomares et al., 2021). Others believe that anomaly detection
systems should be designed to learn and adapt on their own, with minimal input from
people (Hoshen, 2023). Whether this is seen as a technical challenge or a matter of
organizational preference often depends on how each team weighs efficiency, risk and
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their level of trust in automation.

Overall, many AI-based approaches have been proposed, but none can completely re-
move false positives or false negatives. More research is needed to better understand
how design choices impact how these systems perform in real-world cybersecurity set-
tings.

2.5. Connecting the Background to the Research Aim
This part explains how earlier discussion on technical and operational challenges like
false positives and false negatives that leads into the purpose of this study. Many
studies focus on improving the technology behind AI-based detection systems, this one
takes a closer look at how cybersecurity professionals deal with these challenges in
everyday work.

Rather than building new detection tools, the goal here is to understand how
alerts are handled in practice: how teams read them, decide which ones to act on and
manage the risks that come with both false alarms and missed threats. These practical
responses are often overlooked but play a key role in keeping systems.

By focusing on real work environments and teams responses, this study aims to
offer useful insight into how technical systems are actually applied and adapted on the
ground.
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3. Method

This section outlines the research approach used to explore how cybersecurity teams
handle false positives and false negatives in AI-based anomaly detection systems. It
covers the study’s design, methods of data collection and ethical considerations with
the goal of ensuring the research was carried out responsibly and in line with ethical
standards (Balestrini et al., 2023).

3.1. Research Design
This study used a qualitative and exploratory approach to understand how cyberse-
curity teams manage false positives and false negatives in AI-based anomaly detection
systems. As this study will explore the experiences and decision making processes
which are related to managing false positives and false negatives in AI-based anomaly
detection systems, two research designs were chosen:

1. Qualitative research design was used to collect the participant’s experiences in the
real world through a pilot questionnaire and a written semi-structured interviews
(Creswell & Poth, 2018).

2. Exploratory research design was chosen because there is limited research on man-
aging false positives and false negatives in AI-based anomaly detection systems,
and this research will help to find new ideas and strategies that have not been
studied (Saunders et al., 2019).

3.2. Data Collection Methods
In this part, three data collection strategies were employed:

3.2.1 Pilot Questionnaire (Validation Method)
A pilot questionnaire began with a small group of cybersecurity professionals before
the data collection began. This process was to evaluate if the questions were well
formulated and capable of gaining rich and detailed responses that are relevant to this
study. This implementation allowed the researcher to detect and address any problems
with the questions (Van Teijlingen & Hundley, 2001). If the responses gathered from
pilot study were short, the questionnaire was revised and adjusted.

On the other hand, if the responses show sufficient understanding, the current
format was maintained and used to design the written interviews. This validation step
is supported by similar methods used in cybersecurity studies. For instance, Almulla
and Fung (2022) conducted a pilot testing before launching an extensive surveys on
anomaly detection in micro-service-based cloud environments. Also, He and Pei (2024)
has used a pilot questionnaire in the development of semi-supervised learning system
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to improve the effectiveness of AI-based security notifications or alerts especially in
reducing false positives.

The pilot questionnaire was shared with around 5 and 10 professionals and their
feedback will play a key role in design the final version of interviews tools which will
help to gather data with the research objectives. The pilot questionnaire was presented
in Appendix A.

Based on the feedback, one question was rephrased for clarity, another was re-
moved because it was unnecessary and small changes were made to the remaining
questions so they would be easier to read and understand.

3.2.2 Written Semi-Structured Interviews (Primary Data Col-
lection)

As primary data collection methods, this study has used a written semi-structured in-
terviews because it gives time to participants to reflect and share their thoughts (Braun
& Clarke, 2006). The goal was to understand how cybersecurity professionals work with
AI-based anomaly detection systems in their daily routines. By written responses, the
participants had the possibility to think about their experiences and illustrate on how
they handle false positives and false negatives in real-world cybersecurity environment.

The advantages of this method are that it gives more flexibility to participants
to complete interviews in their comfort, which is helpful for professionals with busy
schedules. Previous studies have shown that written interviews can produce significant
results by providing reliable qualitative data in the study of AI alert management and
decision making in Security Operations Center (SOC) environments (Dawson et al.,
2023; Graffigna & Bosio, 2017; Matthews et al., 2023; Meho, 2006).

Even there is a limitation with written responses, such as the risk of short re-
sponses compared to spoken ones, missing the opportunities for a constructive ex-
change, written interviews gave participants more time to reflect on their answers
(Moore et al., 2021). This written interview was more suitable to people with busy
schedules. In the absence of real-time conversation, the questions in this study were
well formulated to stimulate detailed responses, and the selected sample size was chosen
to provide diversity and richness in the data.

Interview Process and Data Collection

The process began with a pilot written interview to confirm if the questions were effec-
tive and could generate insightful responses. Based on the feedback, different changes
were done: one question about collaboration with other departments was added, some
questions were rephrased and the questionnaire was reorganized into sections that made
more sense. When the questions were ready, we sent them out with the invitations to
everyone.

The written interview was composed by 17 questions connected on false positives,
false negative and decision-making processes in anomaly detection. Questions were
created so that the answers would be as thoughtful and detailed as possible. Answers
were collected by Google Forms. In the case of more details were needed, more questions
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were emailed. Participants had one week to complete the interview. Written interviews
were appropriated for this study because the participants had a more time to reflect
on the questions without pressure.

Responses were analysed by using six-phase framework of the thematic analysis
by Braun and Clarke (2006). The analysis was conducted manually to maintain a close
connection to the data. Notes and codes were arranged in Excel’s spreadsheets along
with written summaries to guarantee clarity and reliability during the analysis process.
By the time 25 responses were collected, most of the themes has already appeared and
the later interviews only confirmed them.

Participation Selection and Sampling Strategy

As the goal was to have a comprehensive understanding of the topic, this study focused
on individuals with experience in AI-based anomaly detection systems which included
cybersecurity professionals such as security analysts and Security Operations Center
(SOCs) members, AI researchers involved in developing of intrusion detection models,
and network administrators who are managing IDS or ADS systems. Their roles were
identified from how they described themselves in the survey which helped show different
perspectives and practices around anomaly detection across different area of work.

Even though the selection strategy was designed to include participants with
different backgrounds and roles, there is still a risk of selection bias. Those who chose
to respond may have maintained a strong views on AI-based anomaly detection systems
which could have influenced the results, To avoid this risk, the questionnaire was shared
with professionals from different backgrounds and sent to many different cybersecurity
roles.

According Prakash et al. (2024), this approach is offering valuable insights into
operational strategies. A written invitation for interviews was sent to cybersecurity
professionals across different platforms such as LinkedIn groups and professional net-
works.

The aim of this study was to collect at least 20 responses with different experience
in AI-based anomaly detection. The number was selected based on common qualitative
research guidelines which suggest that 15 to 30 participants are usually enough to
find key themes and reach thematic saturation where the new data can bring new
observations (Braun & Clarke, 2006; Guest et al., 2006)

By the time of data analysis, 31 written responses had already been collected
from network administrators, cybersecurity professionals and more.

3.2.3 Targeted Literature Review (Secondary Data Collec-
tion)

The primary focus of this study was to gather an empirical data through the written
interviews but literature review was conducted to gain context and support for the qual-
itative findings. This secondary research helped to analyze the participant’s persectives
within the academic research on AI-based anomaly detection and alert management.

16



This has built the background section and offered a structured review to guide the
analysis.

Academic sources as IEEE Xplore, ACM Digital Library, Scopus and Web of
Science; were used to ensure the literature review was both comprehensive and rele-
vant. These databases were selected for their strong reputations for containing relevant
research in cybersecurity, machine learning and information systems.

As search strategy, this study used a combination of boolean operators and key
terms. Searches were composed by terms like (”False Positive” OR ”False Nega-
tives”) AND (”AI-based Intrusion Detection”)”. Other combinations were (”Cyber-
security”) AND (”Machine Learning” OR ”Deep Learning” OR ”Anomaly Detection”)
and (”Alert Fatigue”) AND (”Security Operations Centers” OR ”SOC”).

This search strategy was used to capture studies which related to this study in
particularity those addressing the practical challenges of intrusion detection in AI-based
cybersecurity systems.

The inclusion and exclusion criteria required that the articles must be published
between 2012 and the present. Most important, the articles must be reviewed by
journal articles or conference papers; and their focus must be a combination of AI-based
intrusion detection system and false positives, false negatives or alert management. The
articles were excluded if they were not provided a full access to the methods or results,
and focused on AI systems or application that were not used in intrusion detection
system.

The steps used to select studies are summarized in Table 1.

Source Candidate Studies Title/Keywords Inclusion/Exclusion Criteria Content
IEEE Xplore 47 12 7 4
ACM Digital Library 52 12 6 3
Scopus 33 8 4 1
Web of Science 38 10 5 2
Total 170 42 22 10

Table 1: Process of selection of studies

In totally, ten studies were selected from candidate studies (Table 2). Their selec-
tion was based on their contents, originality and connection to the research objective.
These studies discussed different subjects such as false positives, false negatives and
alert fatigue in AI-based anomaly detection systems. This review had a goal to support
the qualitative findings and provide conceptual basic to use in discussion chapter.
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ID Author(s) and year Title Publication Type
1 Palomares et al. (2021) The state-of-practice in requirements elicitation:

An extended interview study at 12 companies
Journal Article

2 Matthews et al. (2023) Towards human-AI teaming to mitigate alert fa-
tigue in Security Operations Centers

Journal Article

3 Hoshen (2023) Representation learning in anomaly detection:
Successes, limits and a grand challenge

Journal Article

4 Smith et al. (2023) Evaluating Snort and Suricata for network threat
detection

Journal Article

5 Dorcas (2024) Reducing false positives in cybersecurity with in-
terpretable AI models

Journal Article

6 Ho et al. (2012) False positives and negatives from real traffic with
intrusion detection/prevention systems

Journal Article

7 Van Ngo et al. (2024) Anomaly detection with linear regression in IP
multimedia subsystem

Journal Article

8 Dehghanian (2023) Deep learning-based anomaly detection in cyber-
security: A review

Journal Article

9 Nadeem et al. (2023) Explainable Machine Learning for Computer Se-
curity Applications

Journal Article

10 Rachini et al. (2023) Explainable Artificial Intelligence in Intrusion De-
tection: Bridging the Gap Between Model Trans-
parency and Operational Needs

Journal Article

Table 2: List of studies

By these criteria cited, the findings from literature were critical; and by combination
with written interview provided an understanding of how academic theories and the
reality of the real-world are align or diverge in AI -based cybersecurity.

3.2.4 Data Analysis
Thematic analysis has been used to identify themes and pattern that came up repeat-
edly (Braun & Clarke, 2006). This analysis is used in qualitative research to identify,
analyze, and report patterns in the data.

According to Braun and Clarke (2006), there are six steps in data analysis process :

1. Familiarization of data by reading all responses to understand the data.

2. Generation of initial code by initialling code for key features of the responses.

3. Search for themes and consider what works with research questions

4. Review and Evaluate themes

5. Define and Naming themes

6. Report the final themes which are connected to the research questions

The coding procedure was done manually by using Excel to organize codes and observe
the out-coming patterns. The goal was to identify and analyze different patterns in
collected data (Braun & Clarke, 2006) which include:

1. Practices which are used to improve anomaly detection.
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2. Factors which affect the decisions on anomaly detection.

3. And how cybersecurity professionals reduce false positives and false negatives.

3.3. Ethical Considerations and Data Management
As ethical principles must be considered to ensure the research integrity (Israel & Hay,
2006), an introduction was provided to participants to ensure that they understand
the purpose and the nature of this study. Ethical principles were followed and taken
into consideration. The participation of this study was voluntary with the possibility
to withdraw at any time without any consequences. Personal information remained
confidential and all responses were anonymized and data was kept in compliance with
ethical research standards and GDPR.
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4. Results

A thematic analysis from 31 written interview with cybersecurity professionals is pre-
sented in this section. By using Braun and Clarke (2006) six phase framework, a
number of key themes appeared on how false positives and false negatives are managed
in AI-based anomaly detection systems. The aim was to find shared experience and
repetitive themes among participants responses. In order to maintain clarity in this
section, each participant is identified as P1, P2 and so on.

4.1. Findings from the targeted Literature Review
Based on the relevant contents on AI-based anomaly detection in cybersecurity and
the management of false positives and false negatives, ten studies published between
2012 and 2024 were selected. Different studies (Matthews et al. (2023), Smith et LI
(2023), Dorcas (2024)) conformed that false positives remain a problem which leads to
alert fatigue, reduced analyst efficiency and slowing incident response, Several authors
(Ho et al. (2012), Rachini et al. (2023)) put attention on the critical risk posed by false
negatives where threats that are unnoticed may cause severe operational disruption.
Different researchers have proposed different technics to improve detection capability:
Rachini et al. (2023) and Van Ngo et al. (2024) recommend the usage of hybrid
models that integrate signature-based on detection with machine learning in the goal
of balancing false positive rates and detection sensibility. Dehghanian (2023) gives
a review of deep learning techniques, and Nadeem et al. (2023) focus on how the
application of explainable AI can be used to intrusion detection systems. Those studies
shows the transparency gap highlighted in Rachini et al. (2023) research. Even the
significant technical progress, human oversight remains crucial because automation
cannot guarantee the system reliability (Palomares et al., 2021). This confirmation is
supported by Matthews et al. (2023) and Dorcas (2024) who shows the importance
of organisational measures such regular review meetings, model restraining and teams
collaboration to keep detection systems working effectively.

In general,those literatures show that improving detection accuracy depends on
combining technical model improvements with human expertise. This combination is
also reflected in the interview results in sections 4.2, 4.3 and 4.4.

4.2. Work experience and challenges using AI-based
anomaly detection systems
Participants worked in different area of cybersecurity, such as Security Operations Cen-
ter (SOC) analysis (P2, P7, P12), cyber threat hunters (P10, P17), detection engineer
(P5, P8, P15) and automation specialists (P3, P14). Their professional experience
varied from five to over twenty years. This variety of backgrounds and roles gave a
representative of how AI-based anomaly detection systems are used in different types

20



of security work.

Some participants (P2, P5, P13, P19) confirmed the usage of AI-based anomaly
detection systems in their daily work and mentioned tools such as Microsoft Defender
and Vectra AI and how those tools help them to filter alerts and track unusual be-
haviour. Other participants (P6, P10, P22) who are in different position, such as
compliance, risk or strategic advisory, mentioned that their experiences was limited
on AI-based anomaly detection systems but they showed an understanding of their
purpose and potential (P6, P10, P22).

For those who regularly used AI-based tools, their description varied from one
environment to another: For some (P3, P9, P18), the main benefit was how the systems
helped cut through noise. By emerging unusual activity or grouping similar alerts, the
tools made it easier to focus on what needed attention. P8 and P21 mentioned that
was useful in environment where large volumes of data had to be processed quickly.
P16 and P20 noted that the systems were most effective when they were combined with
factors such as risk score, asset value or behavioural measure. Others participants (P4,
P14, P24) raised their concerns about how reliable the detections really are when the
models are not regularly adjusted to fit the actual environment.

P1, P7 and P13 consistently raised their concerns about false positives and false
negatives. They said that they spent too much time reviewing unimportant alerts
while P15, P18 and P23 expressed concern that serious threats might go unnoticed.
These challenges pushed the participants (P6, P25) to correct their detection models.
In some cases, P19 and P26 mentioned that they make weekly review sessions as part
of ongoing efforts to improve accuracy. Final decision still needed human judgment
even with automatisation of incidents handling (P11, P27, P30).

Participants, such as P12, P17 and P31, explained the limitations of AI-based
anomaly detection tools on the real world settings. Some (P5, P8, P22) of them
observed that those tools performed well during testing but became inaccurate in real
environment. Others (P4, P5, P8, P9, P22, P29) noted how difficult it can be to
match machine learning with human intuition in complex situations like insider threats
or slower moving assaults. This difficulty comes by the lack of transparency in how
machine-learning models makes decisions (Sarker et al., 2024).

In generally, there was an agreement that those AI-based anomaly detection tools
have not replaced the human oversight (P6, P13, P20, P28).

4.3. Automation, Human Oversight and Organisa-
tional Response
Even through the automation in AI-based anomaly detection systems plays an im-
portant role in supporting participants’ daily work, they agreed that the human roles
remains indispensable. Automated tools were described as useful for cutting down the
volume of alerts and spotting patterns that might otherwise go unnoticed. However,
those tools were rarely trusted to operate separately. Across different organisations,
participants pointed out that machines can detect anomalies but it is human who
determine what actually matters (P4, P8, P13, P18, P26).
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Many participants described AI-based anomaly detection systems as playing a
key role in triage, helping to filtering large volumes of events and bringing attention
to those that might require further investigation.´One of the participant wrote ”The
system can flag unusual login times or traffic spikes but someone still needs to look
at the context.”. Some participants (P6, P24) shared that their teams had developed
custom rules or scoring systems to help prioritize alerts based on factors like risk level,
asset importance, or threat type. These adjustments made the systems more workable
in practice but participants (P1, P14, P20) agreed that human validation was still
necessary.

Collaboration within security teams played a major role in how AI generated
alerts were handled. Several participants (P11, P25) described how alerts would first
go through junior analysts who filtered out false positives while more complex or high
risk cases were escalated to senior analysts or team leads. This structure allowed teams
to distribute workload efficiently while still applying experienced judgment where it
mattered most. P3 described it as a ”human firewall” that stood between the system’s
suggestion and actual incident response. Some participants (P7, P16, P21) mentioned
that they do regular review meetings where detection results were analysed as a group.
These sessions allowed teams to discuss false positives, missed threats and system
improvements. Participants saw these meetings as chance for team learning where
analysts compare notes, challenge assumptions and share examples that could improve
everyone’s decision making.

During high pressure activities, the trust of AI automation varied on prior out-
comes. P10, P17 and P31 mentioned incidents where their systems failed to catch
lateral movement within the network, which is often a subtle and difficult behaviour
for automated tools to detect. Others (P2) said that the tools became more reliable
over time, especially when the analysts could provide feedback on the alerts so the
system can learn and improve.

How organisations approached automation often depended on their internal cul-
ture. P12 and P19 said that AI-based anomaly detection systems were used alongside
other departments like compliance or IT. This kind of collaboration helped teams fine-
tune alerts so they were more relevant to their actual risk environment. P5 and P28
described an environment where the teams worked separately with little coordination
which led to duplicated efforts or unclear responsibilities.

4.4. Reflections and Recommendations from partic-
ipants
Participants shared their thoughts and suggestions based on their experience using AI-
based anomaly detection systems. Several of them (P3, P8, P10, P15, P26) described
frustration with the number of false positives. They explained that alerts were often
triggered by safe activity which made it difficult to identify real threats. P10 said that
over time, this led to a loss of trust in the alerts and made it harder to stay focused
during investigations.

Some participants (P6, P12, P17, P20) described that detection tools worked well
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in test environments but did not perform as effectively in production. They mentioned
that alerts in live systems differed from what they observed during testing and that
models were closed to controlled scenarios. Participants described the differences be-
tween test and real world performance, and some noted that this made implementation
more difficult.

Participants (P4, P14, P21) said that the systems often flagged activity without
considering importance details like the time of the day, the user’s role, the importance
of the asset involved, or recent changes. P5 and P14 said that they could not always
understand why the system flagged a certain behaviour. One participant said that they
needed to be able to get more visual on what the model sees. Some participants (P2,
P13, P24, P27) also shared their thoughts on the design and flexibility of the tools.
They wrote that the systems were often built without enough input from frontline
security staff. P2 wrote that it feels like human are adapting to the tools instead of the
other way. Many participants (P1, P9, P18, P23, P30) emphrasized the importance of
continued training both for analysts and for improving system accuracy. They wrote
that while the tools helped with sorting and organizing alerts, final decisions still relied
on the analyst judgement.

4.5. Summary of Results
Those 31 written interviews gave us an understanding on how cybersecurity profession-
als use AI systems to find unusual activity and how they manage when those systems
make mistakes. Participants (P1-P31) had different roles (SOC analysts, detection en-
gineers, threat hunters, risk managers) and experience levels (from 3 to over 20 years).

Some participants (P3, P6, P10, P15) confirmed the usage of AI-based anomaly
detection tools such as Microsoft Defender and Vectra AI to filter alerts and find un-
usual behaviour. Other participants (P7, P14, P20, P25) has expressed their limits
but they recognized on their functions and their potential. On how participants expe-
rienced AI-based tools on their workplace; P4, P9, P17 and P26 mentioned that those
tools are useful for reducing alert noise by putting together alerts or flagging unusual
behaviour using risk scores or asset value. Others (P8, P13, P22, P30) expressed their
worries about the tools’ accuracy when the models weren’t updated or adapted to real
needs. Different participants (P1, P7, P13, P15, P18, P23) confirmed that the com-
mon source of frustration was false positives because they led to a lost time and alert
fatigue. False negatives were less frequent but more dangerous because they can make
a serious threats undetected (P6, P25). Some participants (P19, P26) had proposed
a weekly review meetings and regular adaptations to the detection models as the so-
lutions. But most participants (P11, P27, P30) agreed that the human judgment was
essential even when these systems were used. Participants described the difficulties on
transition from testing environments to real-world application. Some tools worked well
when they are still in pilots conditions but they became less accurate in practice (P5,
P8, P22). Others (P4, P9, P29) mentioned the problem of machine-learning outputs
with human judgement in complex cases such as insider threats or stealthy attacks.
The lack of transparency on how the models make decisions, reduced some participants
(P12, P17, P31) in their trust in automated detection.
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In conclusion, participants (P1-P31) admitted the value of AI-based anomaly de-
tection systems but they highlighted their limits. The combination of human expertise,
regular updates and collaboration between teams made those tools more effective.
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5. Discussion

5.1. Summary of study contribution
This study tried to understand how cybersecurity professionals manage false positives
and false negatives in AI-based anomaly detection systems. Through thematic anal-
ysis of 31 written interviews, several key insights emerged that highlight both the
technical and human aspects of managing detection errors in operational settings. The
participants had different roles and worked in different environments including SOC
analysts and threat hunters, compliance officers and detection engineers. Their experi-
ences revealed differences not only in the tools they used but also how deeply AI-based
anomaly detection systems were embedded in their daily workflows. Some organisa-
tions had fully integrated these systems into their operations, others had adopted them
in a more limited or experimental way. One of the most consistently reported obser-
vations from participants was the importance of balancing AI-based tools with human
oversight. While automated systems were helpful in reducing noise and surfacing poten-
tially suspicious behavior, participants made it clear that trust in these tools remained
limited. Important decisions still required human validation where the judgement are
critical. Several participants described efficiency advantages from automation. How-
ever, these benefits were frequently diminished when systems generated excessive false
positives or failed to adapt to real world operational dynamics. False positives were a
recurring source of operational fatigue. Participants noted that alerts often triggered
by routine, non malicious activity led to frustration and eroded trust in the detection
systems. In response, many teams engaged in hands on the system refinement, adjust-
ing thresholds, tuning models or implementing internal filtering mechanisms to reduce
alert noise and improve relevance. False negatives were generally seen as more serious
than false positives, but also much harder to catch because they often involved threats
that slipped to detect. They were typically only identified after some damage had
already occurred. To reduced this, participants described using proactive approaches
such running adversarial simulations, conducting regular model evaluations and apply-
ing layered triage processes to help catch subtle or emerging threats early.

Team collaboration stood out as a key safeguard in detection workflows. Par-
ticipants shared examples of joint alert reviews, peer checks and coordination across
departments, all of which were seen as vital for keeping systems reliable and teams in-
formed. These collaborative efforts weren’t just about quality control, they also helped
build shared expertise in recognizing and interpreting uncertain or ambiguous signals.

The finding suggests that AI-based anomaly detection system are not seen as
standalone solutions. Instead, they are seen as part of a broader system that depends
on both users and technology. Managing detection errors effectively requires not only
technical skills but collaboration, learning and human decision.
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5.2. Comparison with existing literatures
The findings of the study reflect several of the operational and conceptual challenges
already explored in the literature on AI-based anomaly detection, while also extending
these discussions with insights drawn directly from professional practice. A recurring
concern among participants was the continued reliance on human oversight, despite the
presence of automated detection tools. This perspective closely aligns with arguments
made by Palomares et al. (2021) and Matthews et al. (2023) who caution against over-
estimating the independence of AI in security decision making. Participants explained
these concerns, noting that while AI systems can efficiently flag anomalies, they are
not yet trusted to function autonomously in complex or high risk environment.

False positives emerged as particularly persistent issues. Interviewees described
a range of operational consequences, including alert fatigue and reduced confidence in
automated systems. These experiences are consistent with the findings from Hoshen
(2023) and Smith and Li (2023) who warn that excessive sensitivity in detection thresh-
olds can overwhelm analysts and lead to ignoring important alerts. Participants em-
phasized the difficulty of managing environments where not every alerts can not be
investigated, highlighting a gap between technical capabilities and operational reali-
ties.

False negatives were viewed as potentially more damaging. The prospect of miss-
ing real threats created anxiety among participants, particulary given the reputational
and regulatory consequences of undetected incidents. These concerns reinforce the
points raised by Dorcas (2024) and Ho et al. (2012) who argue that the impact of
missed detections is often underestimated in model design discussions. Participants
were not only aware of this risk but also actively engaged in mitigating it through
practices such as adversarial testing and model audits, pointing to a proactive rather
than passive stance on AI limitations.

Several participants found value in combining AI with rule based systems or
human decision making, they also noted that such solutions require continuous cali-
bration. Van Ngo et al. (2024) and Dehghanian (2023) support this observation and
suggest that hybrid models can become delicate if they were not maintained. The
feedback from the participants underscored the practical challenges by keeping these
systems relevant and aligned with organisation needs. Many participants explained
that the anomaly detection systems often reacted differently in production environ-
ments compared to the other environments like testing. This observation suggests that
the causes such as data quality, network behavior or patterns usage can affect system
reliability. These kinds of deployment based inconsistencies are rarely addressed in
technical papers but are central to real world implementation. Participants encour-
aged the importance of collaborating, iterative review and organisation adaptions as
essential to make AI-based detection more usable in practice, These finding confirmed
the argument that the effective implementation depends on social and operational sys-
tems as it does on technical sophistication.

A common challenge raised by participants was how difficult can be to understand
the decision made by used by AI-based detection systems. This reflections can be
founded in different studies related to AI , which discuss on transparency on machine
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learning outputs: J. Rachini et al. (2023) discusses the gap between on what the
researchers consider as understandable and what professionals find helpful in the real
world. Participants remained uncertain about specific alerts particularly when the
logic is unclear and difficult to understand with the real time situation (Nadeem et al.,
2023). These thoughts can be considered as what it needs in order to trust and feel
confident of AI-based anomaly detection systems in their work.

5.3. Practical implications
This study has pointed several important considerations on using AI-based anomaly
detection systems in cybersecurity operations. One of them was the gab between how
these systems are supposed to behave and they actually behave in reality. Participants
described scenarios where detection systems reacted to the routine activity or failed to
respond appropriately to unusual behavior. That confirms the importance of keeping
these systems reliable by making regular adjustments. Another common view was that
while automation supports threat detection, participants agreed that human expertise
is essential. Participants made clear that it is important to understand an alert and
factors that are behind it. The out-comings results will be used to decide on how
to respond. Most of the times, only human can decide on the following actions to
make. This means that automation can help to identify potential threats but it can
not replace the need for professionals views.

Good communication between different departments and roles was seen as essen-
tial. Anomaly detection results became more useful when they are shared and discussed
among professional. Participants noted that detection results became more meaningful
when analyzed collectively by cybersecurity teams, IT administrators and risk man-
agers. This collaboration helped to avoid confusion on alerts, prioritize actions and
coordinate effective responses.

Some participants said that it was hard to tell why the system flagged certain
behavior. When alerts don’t come with a clear explanation, it is tough to know whether
to trust them or not. That is why it is important that these systems are built in a
way that they provide an explanations lets professionals understand how decision are
made , not just what the decision is. Companies should focus on building collaboration
between departments, reviewing detection rules and requiring transparency from AI-
based anomaly detection systems seller. AI-based anomaly detection systems decisions
should make sense to the professionals who use them by providing clear explanations
of different decisions. This will help professionals understand why the system made
certain decisions and increase their ability to respond effectively in their roles.
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6. Conclusion

6.1. Summary of study Contributions
This study investigates how cybersecurity professionals manage false positives and
false negatives in AI-based anomaly detection systems. Most of existing literature
focuses on improving detection models, this research focused on how these tools are
used and interpreted in everyday security operations. The aim was to understand how
professionals’ routines, collaboration and choices affect the way anomaly detection tools
work in daily security work.

This study is based on a thematic analysis of 31 written interviews with different
professionals such as SOC analysts, threat hunters, compliance officers and detection
engineers. The findings show that detection systems still needs human attention, team-
work and regular updates to continue performing properly.

Furthermore, this study has its limitations. With only 31 participants, the dataset
cannot be taken as a representative of the entire range of cybersecurity professionals.
However it offers insight into how detection systems are managed in reality and how
professionals handle false positives and false negatives based on their experience.

This study used written semi-structured interviews. This method gave partic-
ipants the possibility to share their experiences without taking too much time away
from their busy work schedules. Their responses offered important observations about
false positives (FPs), false negatives (FNs) and AI-driven anomaly detection systems
in real operational contexts. Still this approach had certain limitations. As the inter-
views were written, there was no opportunity to ask follow-up questions or clarify any
misunderstandings in the written responses. The number of participants was relatively
modest. Even the data was enough to identify key patterns, it was not sufficient to
capture the full range of perspectives in the cybersecurity domain. But these limita-
tions didn’t make the method inapt for this study but it helped to gain the real-world
perspectives.

Participants made it clear that anomaly detection works best when strong tools
are supported by good teamwork, shared knowledge and willingness to adjust to new
challenges. Enhancing cybersecurity, therefore, depends not just on technologies but
also on communication, judgement and building systems that evolve with their users.

6.2. Future Research
Even though this research has provided significant insight, there are many potential
areas for future study. Participants mentioned regular review meetings and the use of
custom detection rules. Future research may explore how different organisations ap-
proach model tuning in practice by conducting a comparative study across industries
or organisational sizes. This could help identify strategies that support both reliable
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detection and operational efficiency. This research can bring a valuable understand-
ing from behavioural operations which explores how professionals interact with these
systems and make decisions. It will show the ways in which culture, experience and
interpretation mechanisms come together to guide how anomaly detection systems are
configured (Sutton & Tompson, 2025) .

As many participants mentioned the daily challenges posed by false positives,
only a few considered the potential impact on decision making over an extended pe-
riod. Future research could investigate the long-term effects of alert fatigue on the
performance of cybersecurity professionals. This will prove if the alert fatigue affects
the quality of responses.

This study was based on self reported data, which presents certain limitations.
The inclusion of additional observational techniques would enhance the depth of future
research by observing SOC teams or examining anonymized alert logs. The research
can provide an understanding of management of detection errors in real time.

Also researchers can evaluate particular AI-based detection models or systems.
The evaluation should not focus on technical precision but the factors such as usage,
update and how they facilitate collaboration.

Researchers should look how anomaly detection models are developed and tested.
Existing methods still depend on controlled environments that don’t reflect the realities.
Researchers need to investigate how these models perform in dynamic, operational
settings rather than under controlled conditions.

Finally a combination of written interviews with live conversations should be
used to understand false positives (FPs), false negatives (FNs) and AI-driven anomaly
detection systems in real operational contexts.
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About Your Role

1.

2.

Pilot Interview – Managing Detection
Errors in AI-Based Anomaly Detection
Systems
This is a pilot version of the interview form. The aim is to test whether the questions are 
clear, relevant, and easy to answer. Your feedback will help improve the final version.

The questionnaire contains open-ended questions and should take approximately 15–20 
minutes to complete.

You are welcome to comment if anything seems unclear.

What is your present job title or role?  

How many years of experience do you have working in cybersecurity or network
security?

Appendix A
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3.

Mark only one oval.

Yes

No

Somewhat

Experiences with FPs and FNs

4.

5.

6.

Have you worked directly with AI-based anomaly detection systems (e.g., ML-
based IDS/ADS)?  

How often do you encounter false positives or false negatives in your current work
with anomaly detection systems?  

What are the main challenges you face when trying to reduce false positives?  

What impact do false negatives have on your organisation or workflow?  
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7.

Managing Alerts & Decision-Making

8.

9.

10.

Are there any risks you see in over-relying on automated alerts?  

What tools, platforms, or models are you currently using for anomaly detection?
(Optional)

Do you use any hybrid approaches (human + AI collaboration) to manage alerts?
If so, how does that work in practice?  

How do you or your team prioritise alerts and decide which ones to act on?  
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11.

12.

Reflections & Recommendations

13.

14.

Follow-up (Optional)

What internal processes (manual tuning, thresholds, workflows) do you use to
reduce detection errors?  

Does your system adapt over time based on feedback or behaviour? If so,
how?  

What would you like to see improved in current anomaly detection systems?  

Any additional thoughts or experiences you'd like to share?  
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15.

Mark only one oval.

Yes

No

Maybe (please specify in comment box below)

16.

17.

This content is neither created nor endorsed by Google.

Would you be open to a short follow-up if needed for clarification?  

If yes or maybe, please leave your email (optional):  

Do you have any feedback on the questions themselves (e.g. unclear wording,
missing topics)?  

 Forms
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About your role

1.

2.

Handling detection mistakes in AI-Based
Anomaly Detection.
This interview is part of a master's research project in Information and Cybersecurity, 
conducted by Muheto Mugiraneza. This study investigates how cybersecurity experts 
handle false positives and false negatives when they are using AI-Based Anomaly 
Detection Systems. Your involvement is voluntary and anonymous. No personal 
information will be shared, and your answers will only be used for academic 
purposes.  The interview includes 17 open questions and is expected to take about 15–
20 minutes.
Your input is highly valuable for understanding the real world practices and difficulties. If 
you have any questions about this research, please contact me:

LinkedIn  
Mail: a19muhmu@student.his.se

Thank you for your involvement.

What is your present job title or role ? 

How many  years of experience in cybersecurity or network security?

Appendix B

39



3.

Mark only one oval.

Yes

No

Somewhat

Experiences with Detection Errors

4.

5.

6.

Have you had experience with AI-Based anomaly detection systems, such as
machine learning-based intrusion detection or anomaly detection systems?

How often ( Daily, Weekly, Monthly, Rarely) do you come across false positives or
false negatives when you are working with anomaly detection systems?

What are the primary obstacles you face when you are trying to minimize false
positives ?

What effect does false negatives have on your organisation ? 
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7.

Managing Notifications & Teamwork

8.

9.

10.

Do you notice any risks associated with depending too much on  automated
alerts?

What tools, platforms, or models do you use for detecting anomalies?

Have you used any hybrid methods (combination of AI and human input) for
managing alerts ? If yes, how does look in practical ? 

How does your team determine the priority of alerts and decide which ones
should be a priority ?
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11.

12.

System Performance and Suggestions

13.

14.

What procedures or processes do you implement to minimize detection errors?

Do you work with other departments( such as legal, compliance, IT) when
handling or examining anomalies ? 

Does your system capable of evolving over time in response to input or action ?
If that's the case, how ?

Is any improvements that you would like to see in the existing anomaly detection
systems ?
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15.

16.

17.

This content is neither created nor endorsed by Google.

Do you think that AI-based systems has changed the way detection errors are
managed in comparison to traditional systems?

Do you have any observation or experiences that you would like to share about
detection errors, automation, or practical operations in the real world?

Do you have any recommendation regarding this questionnaire (for instance,
ambiguous phrasing, omitted subjects, overall user experience)?

 Forms
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