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Abstract

Accurate prediction of a system’s remaining useful life (RUL) is critical for maintenance
planning and cost-effective operations. However, real run-to-failure data are usually scarce,
which limits model training. Synthetic data generation through augmentation is a promising
solution that can enrich training sets by creating realistic failure examples. This thesis
investigates what is the optimal ratio of real and augmented data to improve RUL model
performance. To achieve this, a series of experiments was conducted using LSTM-based
models for the evaluation on the NASA C-MAPSS turbofan engine datasets (FDoo1 and
FDoo04), and for the augmentation Gaussian Noise Injection and Conditional Generative
Adversarial Networks (¢cGANs) were used.

The results show that the optimal data mix depends on dataset complexity. For the simpler
FDoo1 set, adding augmented data to the original dataset until the synthetic data represents
40—45% of the whole dataset yielded the lowest prediction error. It is not as clear for the more
complex FD0o04 set, where the best mixture is somewhere in a wider span of roughly 10—-50%
synthetic data, with no single ratio clearly dominating. Importantly, the augmentation method
(Gaussian vs. cGAN) had little effect on this optimal range. These and additional findings
provide a good starting point for balancing real and augmented data in RUL tasks, however,
further research is certainly needed to confirm these trends in other scena
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1 Introduction

Modern industries rely heavily on machines to keep operations running smoothly. From
aircraft engines to factory equipment, these systems are essential for production and safety.
When they fail, the consequences are serious, downtime leads to financial losses, delays,
disrupted schedules, and unexpected breakdowns that can sometimes pose risks to human
lives. This is why predicting Remaining Useful Life (RUL)[1], which is the time until a system
stops working, becomes so important. RUL prediction allows companies to plan
maintenance, cut costs, and improve reliability. It also ties into bigger goals, like
sustainability, by reducing waste and supporting efficient resource use, something the United
Nations highlighted in its Sustainable Development Goals (Goal 9: Industry, Innovation, and
Infrastructure)[2].

Artificial intelligence (AI) changed how RUL prediction is done. With AI, models could
analyze data from sensors, like temperature or vibration, and spot patterns that signal wear.
This data-driven approach promises better accuracy and smarter decisions. But there is a
problem. These models need a lot of data, specifically, records of machines running until
failure. In reality, such data is hard to come by, and collecting it takes time and money. Often,
it is limited or uneven, covering only certain conditions or failure types. This scarcity makes it
tough to build models that work well across different scenarios[3].

One of the possible solutions is the addition of synthetic data. Researchers generate artificial
data to fill the gaps, trying to boost model performance. The idea is simple: if real data is
scarce, why not create more? Techniques like adding noise or using Al tools to mimic real
patterns show potential. But it isn’t straightforward. Too much synthetic data might confuse
models with unrealistic trends[4]. Too little won’t solve the problem. Finding the right mix
becomes a key challenge, one this thesis sets out to tackle.

Previous work has explored synthetic data in deep-learning applications, including RUL
prediction, demonstrating benefits in domains like supercapacitors[5] and lithium-ion
batteries[7]. Advanced techniques such as GAN-based augmentation[6], convolutional
recurrent GANs[8], and physics-informed data generation[9], have improved accuracy and
robustness. However, these studies commonly overlook the methodology that led them to
choose the real-to-synthetic data ratios, often failing to justify or systematically explore
different proportions. Research from other fields suggests performance could peak
somewhere in the range of 60 — 95% of synthetic data[10] [11]. Yet, for RUL tasks and time-
series data in general, there is a clear gap, no comprehensive guidelines on optimal mixing
ratios under varied operating conditions.

Therefore the aim of this thesis is to explore how blending real and synthetic data affects
RUL predictions, where is the optimal ratio of real-to-synthetic data and if it varies which
conditions affect it. These are substantial questions, whose complete answers are beyond the
scope of this project, but the goal is to provide the starting point, the initial insights to expand
on in further research.

The study focused on the C-MAPSS dataset[12], a standard in RUL research that tracks
turbofan engine degradation. Using common methods like noise injection and advanced tools
like GAN the goal is to test different ratios[13]. This matters because better predictions could
save resources and improve system reliability. It also adds to the growing field of AI-driven
maintenance.



The thesis is organized as follows. After this introduction, a problem definition outlines the
specific issue and research question. A background chapter reviews related work. Then, the
methodology explains the approach, followed by implementation, results, and a discussion of
findings. Finally, a conclusion offers insights and the next possible steps.

1.1 Problem definition

RUL prediction models depend on historical data to estimate how long a system will last. The
issue is that acquiring such data is usually a challenge as some critical infrastructures cannot
be run to failure and also failures are in many cases rather rare[1]. This means that
companies usually don’t have enough data to train models that could learn any meaningful
failure patterns. The data could also be imbalanced, missing key scenarios needed for robust
predictions.

Synthetic data offers a way to address this. By generating extra samples, researchers aimed to
expand the dataset and improve model training. Methods like Gaussian noise injection,
GANSs[14], and Variational Autoencoders (VAEs) are popular choices. These techniques can
create data that looks like the real thing. But there is no clear answer on how much synthetic
data to use. If the mix leans too heavily on fake data, models might learn patterns that don’t
match reality, hurting performance. If it stays too small, the scarcity issue persists. This
uncertainty drives the need for a systematic study.

The main research question is: What is the optimal ratio of real to synthetic data for
improving the accuracy and robustness of RUL prediction models?

To tackle this, the study was broken down into several subquestions, each designed to explore
a specific aspect of how synthetic data impacts RUL prediction models. These subquestions
complement the main research question by providing a detailed approach to finding the
optimal data mix.

e Accuracy: How does varying the real-to-synthetic data ratio affect the
RMSE and MAE of an LSTM-based RUL prediction model on a simple
dataset?

This subquestion focuses on precision of the model in basic scenario. The Root Mean
Squared Error (RMSE) measures how well the model predicts RUL, penalizing large
errors, while Mean Absolute Error (MAE) brings the more easily understandable
average of errors. To answer this question a simple dataset was used with only one
fault mode and one condition.

¢ Robustness: " How does varying the real-to-synthetic data ratio affect the

RMSE and MAE of an LSTM-based RUL prediction model on a complex
dataset?
Identical question to the first one in all aspects but one. The main differentiator being
the complexity of the dataset used to answer. As the question aims to discover if more
complex scenarios with multiple fault modes and multiple conditions lead to different
optimal ratios.

¢ Technique Impact: Do augmentation techniques (e.g., noise injection,
GANSs) have different optimal ratios of synthetic to real data?

Finally, this subquestion explores whether the method of generating synthetic data
matters. Techniques like noise injection (adding random variations) and GANs (using
neural networks to mimic real data) might produce samples with different qualities.



This question investigates if each method has a unique optimal ratio or if there is no
significant difference, and the findings could be generalized for different
augmentation techniques.

2 Background

This chapter will provide readers with an introduction to some fundamental concepts that
were utilized throughout the project, such as neural networks, long short-term memory
networks, data augmentation with Gaussian noise injection, and generative adversarial
networks. It will also summarize the current research in the field of data augmentation in
relation to RUL.

2.1 Preliminaries

2.1.1 Neural Networks

Artificial Neural Networks (ANNs)[15] are a type of machine learning model inspired by how
the human brain processes information. They are not direct copies of biological neurons, but
neural networks borrow the concept of interconnected units, called neurons, that work
together to solve complex problems. These models are great at learning patterns from data,
which is useful in various tasks, from image classification to speech recognition and time-
series prediction[16].

A basic neural network consists of layers: an input layer, one or more hidden layers, and an
output layer. Each neuron in a layer receives input from the previous layer, processes it
through a weighted sum and a bias term, and then applies a non-linear activation function
such as ReLU or sigmoid[16]. These weights are not fixed, they are adjusted during training
using a method called backpropagation, which updates the weights to reduce this error[17].

One important theoretical concept is the universal approximation theorem[18]. It states that
if a neural network has at least one hidden layer it can approximate any continuous function
if it has enough neurons (potentially very high numbers) and the right weights (challenging
to achieve)[18]. In practice, this means neural networks are very flexible. However, they can
also be hard to train effectively. Especially when the model becomes large or the data is too
complex.

Standard neural networks work well for tasks where each input is independent. But when the
data has a time-based structure, such as sensor readings over time or words in a sentence,
these models struggle. This is because they do not have a memory of previous inputs, which is
essential for understanding sequences. To handle this, Recurrent Neural Networks (RNNs)
were developed. RNNs add a feedback loop that allows the model to pass information from
one time step to the next[19]. This makes them a good fit for working with sequence data.

However, RNNs have their own limitations. They often struggle to learn long-term patterns
because of the vanishing gradient problem. Which is about gradients becoming too small to
update the weights effectively as the network processes longer sequences[19]. To solve this,
researchers introduced the Long Short-Term Memory (LSTM) network. LSTMs are a special
kind of RNN that uses gates to control what information to keep, forget, or output at each
time step. This allows them to learn longer-term dependencies more effectively[20].



In this thesis, LSTM networks are used to model RUL prediction.

2.1.2 Long short-term memory

Long Short-Term Memory (LSTM) networks are a specialized type of RNNs designed to
model sequential data with long-range dependencies. The difference between them and
standard RNNs is that they can deal with much larger sequences. Standard RNNs can handle
sequences by maintaining a hidden state which they update at each time step, this becomes
challenging as the length increases. The gradient could vanish or explode and that makes it
difficult for the network to learn the relationships which are stretched over many steps[21].

LSTM networks were introduced by Hochreiter and Schmidhuber[20] as a solution to the
above-mentioned limitations. Unlike traditional RNNs, LSTMs include a memory cell and
three gating mechanisms: input, forget, and output gates, that regulate the flow of
information through the network. These gates learn to decide what information to store, what
to discard, and what to pass on to the next time step. This gated structure allows LSTMs to
retain relevant information over longer periods and ignore less useful signals. This makes
them much more effective at capturing long-term dependencies in time-series data[22].

The main innovation of LSTM is the memory cell. Its main purpose is to serve as a conveyor
belt, which allows information to flow relatively unchanged through many time steps. To
explain, one needs to understand 5 components, the 3 above-mentioned gates, cell state (Ct)
which is the memory that gets updated every step, and hidden state (ht) which is the output
of the cell at each step, that gets passed to the next time step or layer[23].

First, the forget gate (sigmoid layer) determines what information should be removed from
the Ct, which helps the model to avoid accumulating irrelevant or outdated data. It takes
h-13 and x; and calculates a number between 0 and 1 for each number in the cell state. o
meaning “drop this” and 1 tells the model to “keep this entirely”’[24].

fe = o(Wr - [hge—1y, xc] + by)

Next, the model needs to pick which information to store. It does it with an input gate. First
sigmoid layer picks the values to update and a tanh layer creates a new vector with values C,
that could be added to the Ct. Both of these will be combined in the next step.

ir = U(Wi : [h{t—l}; xt] + bi)

C~t = tanh(WC . [h{t_l},xt] + bc)

With the newly created information, the model can update the old memory C;_,; by
multiplying i, and C,.

Ce= fe*Cpy + i * C

Lastly, the output gate decides how much of the memory content should be provided as an
output and passed to the next layer or time step. First, it runs a sigmoid layer whose purpose



is to select the parts of Ct the model will output. Then tanh reduces the values between -1 and
1 and the value is multiplied with the output of the sigmoid function[25].

0 = U(Wo : [h{t—1}; xt] + bo)
h’t = Ot *\tanh(Ct)
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Figure 1 - LSTM architecture[26] This visualization is licensed under the CC-BY License.

Because of its properties LSTMs have been frequently adopted in areas that require work
with sequential data. These include natural language processing, speech recognition,
financial modeling, and predictive maintenance[23]. In the context of this thesis, LSTM
networks are used for RUL prediction, a task that requires modeling gradual degradation
over time. Since the condition of a machine in most cases depends not just on its current
state but also on its history, LSTMs are the ideal choice for this kind of time-dependent
predictions.

Moreover, the architecture of LSTMs can vary a bit depending on the use case and potentially
be extended with other techniques and architectures for deeper learning of complex patterns.
Variants like Bidirectional LSTM (BiLSTM) and Attention-based mechanisms have also

expanded the capabilities of the original model, but the basic principles remain the same[27].

This thesis shows the implementation and training of an LSTM-based model on time-series
sensor data to predict the remaining useful life of engines. The model architecture, data
processing pipeline, and performance evaluation methods are discussed in the following
sections.

2.1.3 Data Augmentation Using Gaussian Noise Injection

Data augmentation is a very common strategy in machine and deep learning to increase the
number and diversify training data. As doing it artificially is usually much cheaper than
collecting more real-world data. It is especially helpful when working with small or



imbalanced datasets, as it helps models generalize better and avoid overfitting. In time-series
applications, one of the most popular techniques is Gaussian noise injection, sometimes
called jittering[28]. It is a simple but effective augmentation technique based on adding
random noise to the input data to create slightly different versions of the original sequences.

Gaussian noise is a type of statistical noise that follows a normal distribution. In time-series
data, it looks like taking each data point and adding random values from the Gaussian
distribution. The standard deviation o is a key parameter that controls the intensity of the
noise. A small o keeps the augmented data close to the original, while a larger value
introduces higher variability. The main idea is to maintain the overall shape and structure of
the data while introducing subtle differences that make the model more robust to minor
variations and ultimately more accurate in its predictions[29].

This method is especially useful in domains like predictive maintenance[30], where collecting
real-world failure data is expensive or time-consuming. In the context of RUL predictions,
Gaussian noise injection can simulate small fluctuations in sensor readings or operating
conditions. And if the standard deviation is set correctly the underlying patterns should
remain even in the newly created synthetic data. This helps the model to learn more
generalized trends, that can improve performance on unseen data.

The main advantage of Gaussian noise injection is its simplicity. Data scientists don’t need to
create complex transformations or make domain-specific assumptions, making the method
easy to implement and computationally efficient. However, problems could arise if too much
noise is added, as it could distort meaningful signals and mislead the learning algorithm.
Therefore, tuning the noise level is an important part of the augmentation process, especially
if one wants to achieve a realistic relationship between the features and target value[31].

In this thesis, Gaussian noise injection is one of the two core methods used to generate
augmented sequences from real-time-series sensor data. The other one is Generative
Adversarial Networks[32]. Originally VAEs were planned to be included as well, but due to
the complexity and difficult implementation of these augmentation methods, VAEs were
omitted.

2.1.4 Generative Adversarial Networks

Generative Adversarial Networks, or GANSs, are a powerful approach in machine learning for
creating new data that closely imitates real data. Introduced by Ian Goodfellow and his team
in 2014, GANSs have become a popular tool for tasks like generating realistic images, music,
or even text. They work by using two neural networks that compete against each other, which
is why they’re called "adversarial." This competition helps the system learn to produce data
that’s often indistinguishable from the reality[32].

The two main components of GAN are: the generator and the discriminator. To explain it
simply. The generator starts with random noise, for example collection of numbers, and tries
to turn it into something meaningful, such as an image of a face. The discriminator’s job is to
act like a judge, looking at the generator’s output and deciding whether it’s real (from the
actual dataset) or fake (made by the generator). These two networks are trained together in a
back-and-forth process. The generator keeps tweaking its outputs to trick the discriminator,
while the discriminator gets better at spotting fakes. Over time, this iterative guessing game
pushes the generator to create data that’s closer and closer to the real thing[33].

To put it more formally, the generator takes a random input, often called a noise vector, and



transforms it into a synthetic sample. For example, if the goal is to generate images, the
generator produces something that looks like a picture. The discriminator then takes either a
real sample from the dataset or a fake one from the generator and gives it a score between 0
and 1. A score close to 1 means the discriminator thinks the sample is real, while a score close
to 0 means it thinks it’s fake. The training process involves adjusting both networks so the
generator gets better at fooling the discriminator, and the discriminator gets better at telling
real from fake[34].
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Figure 2 - GAN architecture[35] This visualization is licensed under the CC-BY License.

Mathematically, GANs are set up as a game where the discriminator tries to maximize its
ability to correctly identify real and fake samples, while the generator tries to minimize the
discriminator’s success[32]. This can be written as:

mingmaxpV (D, 6) = Expqraoliiog b + Efyep,i, lfi0g(1 - n(62))]

Here, D is the discriminator, G is the generator, x is a real data sample, and z is the random
noise. The discriminator aims to make D(x) close to 1 for real data and D(G (z)) close to o for
fake data. The generator wants D(G(z))to be close to 1, meaning its outputs are convincing.

Training involves optimizing this equation, which can be tricky as the two networks need to
improve at just the right pace to avoid one overpowering the other[32].

Training GANs can be challenging for a variety of reasons. Sometimes, the generator gets
stuck producing only a few types of outputs. This problem is called mode collapse. Other
times, the discriminator becomes too good too quickly, making it hard for the generator to



learn. To help with these issues, researchers have developed techniques like Wasserstein
GANs[36], which use a different way to measure how good the generator is, or batch
normalization to keep the training process stable[37]. These improvements have made GANs
more reliable, but they still require careful tuning.

2.1.5 Conditional GAN

Conditional GANs (cGANSs) extend the original GAN framework by allowing both the
generator and the discriminator to receive additional information, such as class labels or data
attributes, as input. This modification enables the model to generate data conditioned on a
specific context—for example, producing images of a particular category like "hippo" or
"elephant"” instead of generating random images. In practice, this is done by combining the
conditioning variable with the input noise vector for the generator and with the input image
for the discriminator. The result is a more controllable generation process, allowing users to
guide the output based on desired characteristics[38].

This added control has made cGANs useful in many practical applications, such as image-to-
image translation, RUL prediction, and text-to-image synthesis. For example, the Pix2Pix
model uses cGANSs to convert artists’ sketches into photorealistic images or to transform
satellite images into maps[39]. Despite the added complexity, training cGANs follows the
same adversarial principles as regular GANs, but with the added benefit of generating data
that aligns with specific user-defined criteria[40].

In this thesis cGAN was used, where the added condition was the current RUL value to
prevent generating just any time series, but the one that reflects its RUL.

2.2 Research background

The use of synthetic data has been widely explored in various deep-learning applications,
including RUL prediction[41] [5]. For instance, a study demonstrated the use of GANs to
generate synthetic data for supercapacitors, which was then employed to predict their RUL
with high accuracy[6]. Another one used synthetic data to improve RUL prediction for
lithium-ion batteries[7]. While synthetic data has been shown to improve model
performance[42], studies often overlook the ratio of real to synthetic data and if they do state
it they usually fail to describe the methodology that led them to it, leaving a gap in the
literature.

A study on GAN-based data augmentation demonstrated improved RUL prediction accuracy
and robustness when synthetic data was incorporated[6]. Another study utilizing
convolutional recurrent generative adversarial networks (CR-GANs) found that regenerating
time-series data significantly enhanced RUL estimation performance[8]. Additionally,
research on physics-informed data generation for RUL prediction under unseen conditions
highlighted the potential of synthetic data to generalize across different operational
scenarios[9].

Other domains have explored the impact of real-to-synthetic data ratios. A study on object
detection found that optimal performance was achieved when only 5% to 20% of the training
data was real[11]. Another study reported that replacing between 60% to 80% of real data
with synthetic data did not degrade model performance[10]. Furthermore, research on
generative model training showed that incorporating synthetic data below a certain threshold
enhanced estimation efficiency[42]. However, synthetic data often fails to fully align with real



distributions, leading to potential performance degradation[43].

Given the lack of studies examining the effect of different real-to-augmented data ratios in
RUL prediction, this research systematically investigates their impact on accuracy and
robustness. It provides empirical insights for optimizing synthetic data usage in predictive
maintenance. The absence of a commonly adopted real-to-synthetic data ratio across projects
suggests that the optimal proportion may vary significantly depending on the context. This
hypothesis needs further investigation, which this thesis aims to begin addressing. Even if
context-specific variability is confirmed, the development of general patterns or practical
guidelines for selecting appropriate ratios would still be very helpful. Therefore, exploring
this topic remains both relevant and valuable.

3 Method

This chapter outlines the methodological approach employed to investigate the optimal ratio
of real to synthetic data for RUL prediction tasks using the C-MAPSS dataset. The study
adopts a pragmatic approach, as suggested by the methodological framework in “Thesis
project: A Guide for Students in Computer Science and Information Systems[44],
combining a literature analysis with an empirical evaluation to analyze the performance
across varying data ratios. These methods made the most sense and seemed appropriate and
sufficient for the scope of the project. The chapter is divided into two main sections:
Literature Analysis and Empirical Evaluation.

3.1 Literature analysis

A systematic examination of published sources in the domains of RUL prediction and
synthetic data generation was the foundation of this research. The literature review was
conducted using focused keyword combinations designed to capture relevant work. Four
main search queries were used: ““Remaining Useful Life” AND “synthetic data” AND
“augmentation””, ““C-MAPSS” AND “Gaussian noise injection””, ““C-MAPSS” AND “LSTM””,
and ““RUL prediction” AND “data augmentation ratio” AND “GAN””.

These combinations were chosen to target core topics such as LSTM RUL modeling, common
augmentation techniques, and the specific dataset used in this study, as it is the one, that is
used in the majority of research in the RUL field. More specific queries including “ratio”
proved ineffective, so broader search configurations were employed to find any relevant
literature. To achieve completeness, the snowballing technique[45] was implemented, using
the papers as entry points and investigating their sources and references.

The literature analysis aimed to understand existing approaches for RUL prediction and data
augmentation, identify gaps, explore the ratios of synthetic data to real data used in other
studies, and establish a framework for the experimental design. The results of the analysis
contributed to different parts of the thesis and are therefore listed mainly in the Research
background and also in the Implementation as motivation for certain design choices for the
experiments.

3.2 Empirical Evaluation

This project applies empirical evaluation as the primary research method to investigate how



the ratio of real to synthetic data affects RUL prediction performance. Empirical evaluation is
appropriate in this context because the optimal data composition cannot be calculated or
derived from some analytical process. Instead, it must be discovered through systematic
observation of model behavior under controlled experimental conditions. Also the central
research question, “What is the optimal ratio of real to synthetic data for improving the
accuracy and robustness of RUL prediction models?”, is inherently empirical. There are no
established theoretical approaches for determining this ratio, especially with the added
complexity of different augmentation methods like cGANs. Therefore, performance must be
measured directly through model training and testing.

Additionally, empirical evaluation allows for comparing different augmentation techniques,
which is one of the subgoals of this thesis. Since both Gaussian noise injection and GANs
introduce distinct types of variability into the training data, their effects must be assessed in
practical experiments.

3.2.1 Ensuring Validity and Reliability
To ensure meaningful and stable results, several methodological choices were made:

e Baseline comparison: The model trained on 100% real data (100:0) serves as the
baseline. This makes it possible to observe performance improvements or
degradations as more synthetic data is introduced. Each experimental condition can
be interpreted in relation to this reference point.

e Repeated trials and averaging: To reduce the effect of randomness, both in new data
generation (mostly with cGAN) and in model training (because of the weight
initialization and optimization dynamics), each configuration is tested at least twice.
(This wasn’t applied to more complex dataset, due to computational constraints)
Final performance metrics are averaged across runs to provide a more stable and
representative result.

e Fixed random seed: A fixed random seed is used to promote reproducibility and
reduce the variability caused by random operations. However, due to the complexity
of deep learning frameworks, fixing the seed does not eliminate all randomness.

¢ Controlled variables: Aside from the data composition, all other aspects of the
experiment (model architecture, hyperparameters, and preprocessing steps) are kept
constant. This isolates the effect of the data ratio and augmentation method, ensuring
internal validity.

3.2.2 Evaluation metrics

To assess model performance, this project primarily uses RMSE, which is the most widely
adopted metric in the literature for RUL prediction[46]. RMSE is especially relevant in this
context because it penalizes large errors more heavily than small ones. This sensitivity is
useful in the RUL domain, where significantly inaccurate predictions can lead to critical
failures or costly downtime.

As a complementary measure, MAE is also calculated. Unlike RMSE, MAE treats all errors
equally by taking the average of absolute differences between predicted and actual values.
Including MAE helps to detect cases where RMSE is overly influenced by a few extreme
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outliers. By comparing both metrics, the evaluation can capture different aspects of
prediction accuracy and ensure a more balanced analysis across varying experimental
conditions.

The original C-MAPSS challenge also introduced a custom metric called PHM score, which
assigns disproportionately large penalties to late predictions of failure[12]. While this aligns
with practical use cases, as predicting failure too late is often more costly than predicting it
slightly early, the metric was ultimately not used in this project. It was discovered to be
highly sensitive to a small number of bad late predictions, and it isn’t common in current
research. Therefore, the focus remained on RMSE and MAE, which are more interpretable,
widely recognized, and sufficient for reliably comparing model results under different
configurations.

3.2.3 Limitations

Statistical significance testing (e.g., t-tests) was considered, but wasn’t implemented due to
time constraints and the exploratory nature of the work. Repeated runs and the use of
multiple datasets (the simple and complex datasets from C-MAPSS) help mitigate this
limitation by increasing the robustness of the observed trends.

4 Implementation

This chapter outlines the practicalities of implementing the experimental design. Starting
with delving into the dataset, going through the data preprocessing, model building, data
augmentation, and ration testing. The technology stack employed in this project was rather
simple, the code was written in Python, utilizing several popular libraries, notably, for
example, TensorFlow[47] for the modeling. The development environment used Jupyter
Notebooks[48] for their interactive combination of code and text. To address computational
demands, the training workload was distributed between a local machine and Google Collab’s
cloud-based resources. This hybrid approach was adopted to overcome the limitations of
local hardware and compute-heavy experimentation, as relying solely on local training
proved impractical due to time constraints. The following sections detail each phase of the
implementation, starting with the dataset introduction.

4.1 Dataset

The Commercial Modular Aero-Propulsion System Simulation (C-MAPSS) dataset,
developed by NASA, is a widely recognized benchmark in the field of RUL predictions for
turbofan engine degradation. It provides simulated data for aircraft engine performance
under various operating conditions and fault modes, making it an ideal resource for
evaluating RUL prediction models. The dataset consists of 4 subsets, each representing
different combinations of operating conditions and fault scenarios. Among these, the FDoo1
and FDoo4 subsets were selected for this project due to their different levels of complexity,
allowing for a structured evaluation of model performance under simpler and more
challenging conditions[12].

The C-MAPSS dataset includes time-series data from 21 sensors, capturing operational
parameters such as temperature, pressure, and rotational speed, alongside operating
conditions which can be identified by grouping values in 3 different columns. Each engine
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unit in the dataset is associated with a trajectory of sensor measurements over multiple
cycles, which store the useful trends for predicting when will the engine reach failure. The
dataset also provides RUL ground truth values for training and testing. The FDoo1 subset is
characterized by a single operating condition and a single fault mode, specifically high-
pressure compressor degradation. This simplicity makes FDoo1 an excellent starting point
and also the most popular dataset for developing and testing predictive models under
controlled conditions. It minimizes variability and focuses on a consistent degradation
pattern[12].

On the other hand FDoo4 dataset introduces significantly greater complexity by
incorporating six operating conditions and two fault modes: high-pressure compressor
degradation and fan degradation[12]. This diversity in operating regimes and failure
mechanisms presents a more realistic and challenging scenario, as the model must account
for varying engine behaviors and degradation patterns.

The choice to evaluate the model on FDooz1 first allowed for achieving some results quickly
and also getting to know the dataset in a simpler format first, so the second part of working
with FDoo4 would be more manageable. Both subsets include training and test datasets, with
the training sets providing full run-to-failure data and the test sets requiring RUL prediction
at specific time points. By using FDoo1 and FD0o04, this study systematically explores the
optimal real-to-synthetic data ratios across conditions with varying complexity. Therefore
readers are provided with more specialized results, making the findings applicable to
different scenarios.

4.2 Preprocessing

Effective data processing is a critical foundation for any deep learning process. The quality of
predictive models depends on the quality of their training data. This section outlines the
preprocessing methodologies implemented for the C-MAPSS turbofan engine datasets, which
were essential for extracting meaningful patterns. Both the preprocessing and architecture of
the models were heavily influenced by a popular GitHub project by Sahoo[49]. This was done
to save time, as the main focus of this project wasn’t about unique preprocessing or model
architecture.

Four essential preprocessing techniques were applied across all datasets and variants.

4.2.1 Window-Based Processing

To capture temporal degradation patterns, a sliding window approach was implemented
through the process_input_data_with_targets() function. It used a window length of 30 time
steps with a shift of 1. Such length provides models with enough data to spot meaningful
patterns while balancing the computational demands that are tied to longer sequences.

This 97% overlap between the following windows increased the training sample count and
gave the model more time to detect subtle transitions between engine states. This windowing
technique is very common and even though not including it would improve the contribution
of augmentation, it would ultimately not be a fair approach and therefore the author decided
to keep it.
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4.2.2 RUL Target Processing

Most mechanical systems don't degrade linearly throughout their lifecycle. To reflect this
reality, a custom RUL trajectory was implemented.

It created a plateau until a predetermined number of engine cycles (125 for FDoo1, 150 for
FDoo4) followed by a linear decrease. This better represents real-world behavior where
significant degradation only begins after a certain operational period.

4.2.3 Feature Selection

Not all sensor readings contribute meaningful information to degradation patterns.
Therefore various columns (later specified for each dataset) were systematically removed
based on domain knowledge. During this step operational settings, timestamps, and basically
constant readings that would otherwise introduce noise into the model training process were
removed.

4.2.4 Data Standardization

To ensure balanced feature influence during training all features were normalized using a
standard scaler. This standardization prevented features with larger volumes from having an
overly high impact on the model and it also helped with model convergence.

Apart from the above-mentioned steps, a couple of different techniques were selectively
implemented based on the used dataset.

4.2.5 Preprocessing for FD0O0O1

The FDoo1 dataset benefited from more aggressive feature reduction. While the FDoo4 kept
most of its features, removing only 5 (unit_number, time_in_ cycles, sensor_1, sensor_16,
sensor_18), the FDoo1 lost 12 (apart from the listed 5 also: op_setting_ 1, op_setting_ 2,
op_setting_ 3, sensor_ 5, sensor_6, sensor_10, sensor_19) redundant columns. Also for
testing the noise injection, an ensemble method was implemented, which instead of just
using the final window extracted the last 5 and averaged their prediction to improve
robustness.

4.2.6 Preprocessing for FD0O04

The FDoo4 dataset presents engines with sequences of varying lengths, which complicates
batch processing since deep learning models in this project require inputs of uniform
dimensions. To handle this, an adaptive masking mechanism is used to standardize input
shapes while ensuring that artificially added values do not affect the model's learning or
evaluation.

This is achieved by padding sequences that are shorter than the required window length with
zeros and also generating a Boolean mask. The mask consists of True values for the original
data points and False values for the padded data. During evaluation or loss computation, this
mask is used to include only the predictions made on actual data, as it ignores the padded
values.

So if a test sequence is shorter than the required window, the function appends zero vectors
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to match the desired length and creates a corresponding mask: the first len(test_data) values
are True, and the remaining (padded) values are False. For sequences that meet or exceed the
window length, no padding is added, and the mask contains only True values. This ensures
the model operates only on meaningful inputs.

4.3 Modeling

This subchapter presents the LSTM models used in this project. Papers such as “Long Short-
Term Memory Network for Remaining Useful Life Estimation”[46] and “Remaining Useful
Life Estimation Using Long Short-Term Memory Neural Networks and Deep Fusion”[50]
served as inspiration for choosing the LSTM model for the training. Even though these two
studies didn’t use the C-MAPSS dataset, their conditions were similar and they shared the
utilization of LSTM for RUL prediction.

4.3.1 FDO0O1 models

For the FDoo1 dataset, a consistent LSTM-based architecture is employed across both the
noise injection and GAN augmentation experiments. This architectural consistency enables
the comparison of results between the augmentation techniques.

The FDoo1 model is built around a three-layer LSTM encode. The first LSTM layer has 128
units and returns the full sequence, capturing low-level temporal dependencies. This is
followed by a 64-unit LSTM, which refines the temporal features. Lastly, a 32-unit LSTM
which collapses the window into a single vector that represents the overall degradation
trajectory.

On top of the LSTM stack is a dense 96-unit layer with a ReLU activation, which forces the
network to compress learned features. It is followed by a 128-unit ReLU layer that expands
this representation just before the regression output. The final layer is a single neuron that
predicts the RUL as a continuous value.

The training uses mean squared error as the loss function, as the loss function the models use
an Adam optimizer starting at a learning rate of 0.001. A simple scheduler drops the learning
rate to 0.0001 after five epochs to move to fine-tuning. The network is trained for ten epochs
with a batch size of 128, and validation data is monitored each epoch to ensure proper
generalization. This recurrent neural network configuration is selected for its proven
effectiveness, demonstrated by Sahoo[49].

4.3.2 FDO004 model

For the more complex FDoo4 dataset with multiple operating conditions, a similar LSTM-
based architecture is implemented but with custom modifications to handle the dataset's
unique characteristics.

The main distinction is the implementation as a custom model class that integrates the
masking mechanism described in the preprocessing section. This allows the model to
properly process even shorter sequences without padding values affecting the predictions.

A custom training loop provides more explicit tracking of training and validation metrics
throughout the learning process. This approach offers greater flexibility for the more complex
FDoo4 dataset with its multiple operating conditions and variable sequence properties.
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The core architecture of the model for FD004 is very similar to the ones used for FDoo1. The
network consists of three stacked LSTM layers: the first LSTM has 128 units and returns the
full sequence for downstream processing, followed by a second LSTM with 64 units, and a
final LSTM with 32. This output is then passed through two fully connected layers first a 64-
unit ReLU layer and then a 96-unit ReLU layer which force the model to learn a concise
embedding of the degradation signal. In the end, a single-unit dense layer produces the
continuous RUL prediction. Training is performed for ten epochs using mean squared error
as the loss function and the Adam optimizer with a constant learning rate of 0.001.

All implementations demonstrate how a common LSTM-based architecture can be adapted
to different experimental scenarios. That is done through specific modifications while
maintaining enough consistency to allow meaningful comparison of results across different
datasets and augmentation techniques.

4.4 Data augmentation

This subchapter examines two distinct data augmentation approaches implemented in this
research: Gaussian noise injection and cGAN. Both techniques address the same challenge of
limited data but use fundamentally different mechanisms to generate synthetic training
samples.

These methods were chosen also based on the study by Bauer et al. called “Comprehensive
Exploration of Synthetic Data Generation”[5] which provided a good overview of the many
possibilities in the field of data augmentation.

4.4.1 Gaussian noise injection

Gaussian noise injection is a widely used and computationally efficient method for generating
synthetic training samples. It represents a straightforward yet effective approach for
generating synthetic training samples. It is about adding small, random perturbations drawn
from a Gaussian distribution to the input data. The implementation follows a controlled
process of adding random perturbations while preserving the underlying degradation
patterns.

The noise is defined by a standard deviation parameter (noise_std), which controls the
magnitude of the perturbation. Lower values produce data samples that closely resemble the
originals, preserving realistic behavior, while higher values can increase diversity at the cost
of losing some realism. Finding the right balance is the key challenge, insufficient noise yields
limited variability and leads to creating duplicates, while excessive noise may introduce
unrealistic degradation patterns that hurt model performance.

In the FDoo1 dataset, the augmentation was applied to the full input tensor since all features
were sensor readings after dropping the operating condition columns. The augmentation
process involves:

¢ Randomly selecting samples from the real dataset.

¢ Duplicating these samples and injecting Gaussian noise across all features. The
amount of new data was determined by a configurable real-to-augmented data ratio.

e Combining these augmented samples with the real dataset.

e Shuffling the combined dataset to remove ordering bias.
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This FDoo4 dataset contains multiple operating conditions represented in the first three
features, followed by sensor readings. To avoid generating unrealistic combinations of
operating modes and sensor behavior, noise was only injected into the sensor readings. This
selective augmentation ensures that the synthetic samples remain grounded in possible
operational conditions.

After some experimentation, the main parameter standard deviation (noise_std) was selected
to be 0.01. This relatively low value was chosen to introduce subtle variability into the sensor
readings without significantly affecting the underlying degradation patterns. The goal was to
enhance the training data by creating realistic variations of existing trajectories rather than
creating entirely new behaviors. A small standard deviation ensured that the synthetic data
remained close to the original distribution, which is especially important in RUL prediction
tasks where preserving physical plausibility is crucial. This choice balanced the need for
diversity with the requirement for realism, which made it a sensible value that produced good
results.

Gaussian noise injection offered computational efficiency, easy integration, and direct control
over the augmentation parameter. However, this approach mainly just creates variations of
existing patterns instead of generating entirely new degradation trajectories. That’s why this
project also explores a more sophisticated generative approach.

4.4.2 cGAN

Conditional GANs provide a more advanced approach to data augmentation by generating
entirely new sensor patterns conditioned on specific RUL values. Unlike noise injection
which simply adds perturbations to existing data, cGANs learn the underlying patterns in the
data and create new examples that maintain the same statistical properties and temporal
relationships.

Several techniques were used to stabilize cGAN training. First, an asymmetric update
schedule was adopted. The generator is trained twice for each discriminator update. This
prevents the discriminator from becoming too strong too early, giving the generator a better
opportunity to learn how to produce realistic sequences before facing too strong of a critic.

Label smoothing was also applied to keep both networks from becoming overconfident.
Instead of using hard targets of 1 for real samples and o for fake ones, positive labels were
adjusted to 0.9 and negative labels to 0.1. This small change helped the discriminator focus
on general distributional differences rather than trying to classify every sample perfectly,
which can otherwise lead to unstable gradients.

A gradual learning rate decay was implemented to improve convergence. Training began with
a modest learning rate (0.0002) and then it was reduced linearly throughout training. By
taking larger steps at the start and smaller adjustments later, both the generator and
discriminator could learn broad patterns first and then adjust their outputs to be more
precise.

The last technique for training stabilization was perturbing the discriminator’s input with
noise early in training. A noise factor, which decreased as training progressed, was added to
real sequences before being shown to the discriminator. This approach helped the
discriminator to be robust against slight variations and prevented it from overpowering the
generator with overly exact judgments too soon.
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An important architectural choice was the implementation of bidirectional LSTM layers for
sequence generation. This reflects the complex temporal nature of engine degradation.
Bidirectional processing allows the network to generate each time step with awareness of
both past and future states, creating more coherent degradation trajectories where sensor
relationships evolve realistically over time. Standard unidirectional LSTMs would be limited
to considering only past values, which is insufficient for generating the complex
dependencies between sensors.

The sophistication of this approach comes with its’ costs, most notably the higher
implementation complexity and computational requirements. However for many scenarios
where any accuracy improvement is critical this price is well worth it.

45 Dataratio

The experimental design incorporated systematic variation of the ratio between real and
synthetic data to evaluate the impact of different augmentation levels on model performance.
This methodical approach allowed direct comparison between different augmentation
techniques and maintained an easy-to-understand structure.

For the FDoo1 dataset, experiments followed a slow progression of synthetic data ratios.
Instead of adjusting the amount of real data across experiments, which would introduce an
additional variable, the approach maintained a consistent real data amount and
incrementally added synthetic data. This created a controlled environment where the only
changing factor was the amount of synthetic data in the training set.

The ratio progression began with a baseline of 100% real data (100:0) and proceeded through
5% increments: 95:5, 90:10, 85:15, and so on, until reaching a completely synthetic dataset
(0:100), which was the only step where the amount of real data changed, as they were
completely removed. This gradual change allowed for a detailed analysis of how different
proportions of synthetic data influenced prediction accuracy. The 5% increment was selected
as a balance between experimental resolution and computational feasibility.

For each data ratio in the FDoo1 dataset, experiments were conducted twice with results
averaged to decrease the effects of random initialization and other changing factors. This
replication enhanced the statistical reliability of the findings. However, it would have been
optimal to increase the amount of runs even more as the results did vary in different
instances. The averaging process was especially valuable for ratios with higher synthetic
content, where training variability tended to increase.

The experimental approach differed slightly for the more complex FDoo4 dataset due to its
substantially higher computational requirements. For this dataset, a less detailed approach
was employed, with ratio increments of 10% rather than 5%. The progression followed the
pattern: 100:0, 90:10, 80:20, and so on. This adjustment balanced the need for sufficient
experimental coverage against practical computational constraints, as the FDoo4 dataset
contains more columns and rows and requires more complex modeling.

Additionally, experiments on the FDoo4 dataset were conducted only once without
replication, another necessary compromise due to computational limitations.

The consistent experimental structure created a simple framework for analyzing how
different real-to-augmented data ratios influenced prediction performance under varying
conditions. This approach revealed not only whether synthetic data improved prediction
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accuracy, but also identified optimal mix where performance peaked before negative effects
emerged from too much synthetic data.

5 Results

This chapter presents the empirical findings from the experiments conducted to determine
the optimal ratio of synthetic to real data for RUL predictions across three different
scenarios. The results are presented via graphs to enable easier comprehension of the
patterns in prediction accuracy which is measured by RMSE and MAE.

5.1 FDO0O01 with Gaussian Noise Injection

The results for the FDoo1 dataset using Gaussian noise injection display a clear relationship
between the ratio of augmented data and prediction accuracy. As shown by the RMSE values,
model performance initially improves as the ratio of augmented data increases from 0%
(RMSE = 15.91) up to 40% (RMSE = 14.37), which represents the optimal ratio for this
scenario.

Between the 0% and 40% augmented data ratios, there is a fluctuating but generally
downward trend in the error metrics, with two local minima observed at 10% (RMSE =
14.96), 25% (RMSE = 14.60), and the global minimum at 40% (RMSE = 14.37). This
represents an approximately 9.7% improvement in prediction accuracy compared to using no
augmented data.

The model's performance remains relatively stable between 40% and 45% augmented data
before beginning to deteriorate at 50% (RMSE = 15.60). A significant degradation occurs
when the ratio exceeds 60% augmented data, with RMSE increasing from 16.12 at 60% to
16.76 at 65% and continuing to worsen as the ratio increases further. At 100% augmented
data (completely synthetic), the model performs at its worst with an RMSE of 19.38.

The MAE values follow a similar pattern to RMSE, confirming the observed trends in
prediction accuracy across different ratios of augmented data.

—e—PRMSE

MAE
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AUGMENTED DATA RATIO

Figure 3 - FDoo1 noise injection results
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5.2 FDO001 with cGAN

For the FDoo1 dataset using cGAN augmentation, the results reveal a more complex pattern
than observed with Gaussian noise injection. The optimal ratio of augmented data is again
found at 40% with an RMSE of 14.00, representing approximately a 12% improvement over
using 0% augmented data (RMSE = 15.91).

Unlike the noise injection approach, the cGAN model maintains relatively stable performance
across a wider range of augmented-to-real ratios. The RMSE values remain consistently
below 15.10 in the range from 40% to 70% augmented data, with another local minimum
observed at 75% augmented data (RMSE = 14.30).

However, the model's performance begins to deteriorate when the augmented data ratio
exceeds 75%, with a slight increase in RMSE at 80% (15.12) and a more noticeable increase at
95% (16.50). The most striking observation is the substantial increase in error when using
100% augmented data, with RMSE jumping to 37.42 which is significantly worse than the
same scenario with noise injection.

The MAE metrics show consistent patterns with the RMSE values, reinforcing the identified.
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Figure 5 - FDoo1 cGAN results without 100% augmented scenario
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5.3 FDO004 with Gaussian Noise Injection

The results for the more complex FDoo4 dataset with noise injection show higher overall

error rates compared to the FDoo1 dataset, which is expected given the increased complexity.

The optimal ratio of augmented data appears to be 10% with an RMSE of 29.58, representing
a 6.1% improvement over using 0% augmented data (RMSE = 31.49).

The pattern of RMSE values across different ratios shows more variability than observed in
the FDoo1 scenarios. After the minimum at 10% augmented data, the RMSE increases at
20% (31.06) before decreasing again at 30% (29.89), which represents another local
minimum. The RMSE then fluctuates between 30.72 and 30.75 for the 40% and 50% ratios.

The performance deterioration begins at 60% augmented data (RMSE = 33.72), though there
is an improvement at 70% (RMSE = 31.41) before the error metrics consistently worsen as
the ratio of augmented data increases further. At 100% augmented data, the model achieves
its worst performance with an RMSE of 37.04.

The MAE values for the FD0o0o4 dataset follow more or less a pattern consistent with the
RMSE measures. Interestingly the lowest value is at 30% augmented data ratio and therefore
closer to the patterns discovered with FDoo1.
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Figure 6 - FDoo4 noise injection results
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5] Discussion

6.1 Methods, implementation, and results

This study explored how different proportions of synthetic data affect the performance of
RUL prediction models, with the hypothesis that there exists an optimal balance where
synthetic improves the predictive performance without compromising the real patterns.
While some previous studies have used relatively high ratios of synthetic data at about

80%[ 6], the results presented here suggest that the optimal ratio can in some circumstances
be significantly lower. It most likely depends on different factors such as dataset complexity
and the type of data, as the other research was mainly done with image data while RUL tasks
are most commonly utilizing time-series data[51] [52]. In both augmentation scenarios for
FDoo1, the best model performance was observed when approximately 40% to 45% of the
data was synthetic. For FD004, the optimal proportion appeared to be much lower, around
10%, though results remained stable up to 50%. These outcomes are slightly unexpected,
especially in the light of earlier works (those used image data) where higher synthetic content
showed stronger effects, and suggested that synthetic data’s effectiveness cannot be
generalized across use cases without further evaluation.

When it comes to the methodology, the results have some key limitations that are important
to consider when interpreting the findings. One central factor is the inherently stochastic
nature of neural networks. Training deep learning models such as LSTMs involves random
initialization, data shuffling, and optimization paths that may lead to slightly different results
even under identical setups. Because of computational constraints, each configuration was
only run once or twice, which limits the ability to average out the randomness. In a more
ideal setting, each experiment would be repeated multiple times to gather more stable and
reliable metrics. The presence of fluctuations in the results can in part be attributed to this
randomness. Future work should seek to reduce this uncertainty through repeated trials and
possibly confidence intervals visualizations.

Another interesting observation came from the cGAN-based augmentation for FDoo1. While
performance declined gradually beyond the optimal range, it remained relatively strong even
at high synthetic ratios, until a sharp performance drop occurred at 100% synthetic data. This
sudden degradation may be explained by the limited ability of synthetic data to capture
subtle variations or rarer cases that only appear in real-world signals. With no real data left to
ground the model’s understanding, the predictions became unreliable. Gaussian noise
injection did not exhibit the same failure at full synthetic use, possibly because it is based on
perturbations of real data rather than generating entirely new samples, which means some
underlying structure is always preserved even for the rarer cases.

It is also important to highlight that the results in this study are specific to the chosen use
case of RUL prediction on a specific dataset and the characteristics of time-series data. There
are many other domains, such as image recognition or natural language processing, where
synthetic data is used extensively. In such cases, the impact of synthetic-to-real data ratios
could differ significantly. Furthermore, the absolute amount of data available is also likely to
play a role in determining the optimal ratio. The C-MAPSS datasets provide enough real data
to be used as they are and the augmentation provides only slight improvements usually up to
10%. In settings where real data is severely limited, a higher proportion of synthetic
augmentation would be more beneficial and the optimal ratio could be impacted as well.
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Therefore, conclusions about optimal ratios should not be applied broadly without
considering data volume, domain characteristics, and data complexity.

Overall, the findings from this thesis in combination with previous research provide useful
evidence that moderate amounts of synthetic data can meaningfully improve the
performance of RUL prediction models. The exact ratio that yields the best results is not
universal and depends on multiple interacting factors where this project investigated some of
them. The impact of different augmentation techniques didn’t seem to influence the optimal
ratio itself, but the following degradation was less severe for cGAN, where even at 75% the
results were still close to the global minimum, which could potentially suggest a higher
optimal ratio if the variables were adjusted.

The other tested factor was the dataset complexity, where the simpler dataset FDoo1
suggested an optimal ratio between 40% to 45%, while it was much less clear for the complex
FDo04 where when accounting for both RMSE and MAE the optimal ratio seems to be
located somewhere between 10% to 50%. Complicating the ability to draw clear and definitive
conclusions. Factors that remained unchanged in this experiment, were the nature of data
being time-series and a sufficient amount of the real data.

Future studies should investigate these aspects more systematically across different types and
amounts of data. Also, extensive experimental repetition is needed to strengthen confidence
in the outcomes.

6.2 Ethical and Societal Aspects

There are potential societal benefits to the approach used in this thesis. By expanding
datasets with synthetic examples, especially when real run-to-failure data are hard to obtain,
which is common in the RUL scenarios, it's possible to train more capable models that
support better maintenance planning. This should lead to fewer unexpected breakdowns and
more efficient use of parts and resources. Better predictive maintenance can help reduce
unnecessary repairs and replacements, which supports the broader goals like minimizing
waste and improving industrial sustainability set out by the United Nations[2]. Previous
work has also shown the practical value of RUL prediction not only in reducing operational
costs but also in increasing safety, also preventing catastrophic scenarios that can easily
happen for example in aviation or healthcare. While synthetic data won’t solve every
challenge, they can be part of a more resource-efficient and reliable way of managing
technical systems.
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7 Conclusion

This thesis investigated the impact of real-to-synthetic data ratios on the accuracy and
robustness of RUL prediction models. By systematically varying the proportion of synthetic
data, generated through Gaussian noise injection and conditional GANs, and evaluating
model performance on both simple and complex datasets, the study tried to identify what is
the optimal ratio that provides the best predictions and if it varies across the different
experimental setups.

The results show that the optimal ratio is not fixed and depends on several factors. For the
simpler dataset (FDoo01), both augmentation techniques pointed toward an optimal synthetic
data ratio between 40% and 45%, with a relatively clear peak in performance. For the more
complex dataset (FD004), however, no single ratio consistently outperformed the others.
Instead, a wider range from 10% up to 50% produced similarly good results when
acknowledging both metrics (RMSE, MAE). These findings suggest that the ideal ratio varies
based on dataset complexity and may also be influenced by the nature and quantity of
available real data. Interestingly, the augmentation technique did not change the optimal
ratio significantly, though cGAN-based models showed smoother performance degradation
with higher augmented data percentages, up until 100% when the error rate skyrocketed.

The study also acknowledges several limitations. Due to resource constraints, experiments
were repeated only once for FDoo1 and were not repeated for FD004, so the stochastic
behavior of neural networks couldn’t be properly averaged out. As a result, some
performance fluctuations are expected. Furthermore, the findings are specific to time-series
data and the C-MAPSS datasets. Domains with different data types, such as image
classification, or cases with very limited real data, may yield different outcomes and optimal
balances.

In conclusion, this thesis provides evidence that moderate amounts of synthetic data can
improve RUL prediction performance. And while the optimal ratio is dependent on the
dataset complexity, at least under the tested circumstances it seems that the optimal ratio of
augmented data shouldn’t consist of more than half of the whole dataset. Furthermore, the
augmentation technique didn’t have a major impact on the optimal data ratio but it did
impact the performance in later data variations, where the more sophisticated cGAN
performed better.

While augmentation can be a useful tool, its application should be configured to the dataset
characteristics and the optimal ratio should still be researched. This project provided a useful
starting point and an idea of where the optimum could be located, especially with other time
series datasets.

7.1 Future work

There are several directions future work could follow up to build a deeper understanding of
how synthetic data ratios affect RUL prediction. First, the experiments in this study could be
repeated multiple times to account for the randomness inherent in neural network training.
This would make the findings more reliable and allow for better estimation of performance
variance. It would also be useful to explore other augmentation techniques beyond Gaussian
noise and cGANS, such as variational autoencoders, time warping, or hybrid methods, which
may behave differently under similar conditions.
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Another area worth investigating is how these results translate to different types of datasets
and data types. While this thesis focused on time-series data from turbofan engines, domains
like image classification, tabular data, or even natural language tasks could have different
results. Reaching a full understanding of the ideal synthetic-to-real data balance will likely
require multiple studies, each addressing a specific context or model type, but the outcome of
not having to go through trial and error every time when adding augmented data should be
worth it. This thesis offers a starting point, but many variables remain to be tested.
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