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Summary 

Managing user state in web applications can be complex. Challenges include keeping 
values in sync and avoiding complexity when scaling. To mitigate these problems 
architectural design patterns are used.  

To avoid unnecessary rewrites, it is important to select the right architecture from the 
beginning. One important consideration is response time. Slow response time 
increases stress and frustration while decreasing productivity. 

The goal of this thesis is to provide insights into the implications that the Flux and the 
MVVM design pattern have on the response times of a Blazor WebAssembly 
application by conducting two experiments. 

This thesis concludes that MVVM demonstrates faster response times than Flux. The 
difference is statistically significant. The differences are t00 small to be noticed by 
human perception. 

Using previous work we derive that Flux in terms of response time might be placed 
between MVVM and MVC. This could serve as a hypothesis for a future thesis. 

Nyckelord: State management, Client side architectural patterns, Manufacturing 
execution systems, Performance, Design patterns 
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1 Introduction 
Maintaining and managing user state in web applications can be complex. Challenges 
include preserving state through the lifetime of the application and avoiding issues when 
scaling and maintaining the application.  

The introduction of component-based front-end libraries such as React and Blazor has 
introduced a new set of problems where a state not only needs to be preserved but also needs 
to be shared by different components in an application. The state also needs to be in sync, 
meaning that if a variable changes, all components using that value have to be re-rendered to 
reflect that change in an effective way. MVVM and Flux attempt to solve these problems by 
decoupling the data and business logic from the views allowing for multiple views to use the 
same data. 

One of the main differences between the MVVM pattern and the Flux pattern is the way state 
changes are handled, the MVVM pattern allows for directly changing the data and displaying 
it with the help of data binding while Flux will to calculate a new state when a change is 
made to the application state. 

Comparisons between architectural design patterns have been done previously. Often 
comparing different MV+ architectures against each other such as Model-View-
Controller(MVC), Model-View-ViewModel(MVVM) and Model-View-Presenter(MVP). 
However, there are few experiments done where the Flux pattern has been studied and 
compared against an MV+ design pattern. This study seeks to close this gap. 

Changing the architectural pattern in an application will often result in a complete rewrite. It 
is therefore important to pick the right architecture from the beginning. Many aspects have 
to be taken into consideration. One important aspect is response times. Studies have shown 
that slow response times increase stress and frustration while decreasing productivity (Paula 
et al., 2002). The goal of this thesis is to provide insights into the implications that the Flux 
and the MVVM design pattern have on the performance of a Blazor WebAssembly 
application.  

In this thesis, an empirical study is made in the form of an experiment where the differences 
in performance between the MVVM pattern and Flux pattern in a Blazor web application will 
be measured and analyzed. The goal of this research paper is to act as part of a decision basis 
for choosing the most suitable architecture for Blazor web applications.  

To accomplish the goal of the paper the two architectures will be applied to artifacts and 
benchmarked against each other. The client projects built for this experiment are part of an 
application used to configure assembly workstations at Volvo manufacturing plants. In order 
to conduct this experiment three artifacts have been built, a client project implementing the 
Flux architectural pattern, a client project implementing the MVVM architectural pattern 
and an API providing the clients with data. To ensure that the client artifacts are relevant 
and comparable, the client artifacts are identical except for differences mandated by the 
architectural patterns. 
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2 Background 

2.1 State Management & Architectural Design Patterns 
As stated by Iyengar (1997), HTTP communications between a client and a server are 
stateless. This means that every request from the client to the server is treated 
independently. This traditionally makes state maintenance a problem for web services 
(Xiang Song, Jeong, Hutto, Ramachandran and Rehg, 2004). To avoid this problem the 
concept of user sessions is used. As described by Ling and Fox (2003): 

”The concept of a user session is present in nearly all client-facing 
applications. A user interacts with the application for a period of time, called a 
session, until she signs out or her session expires after a fixed time interval. 
During this time the user’s interactions with the application may produce 
temporary data relevant to the user’s session, e.g. which step the user has 
completed in the application workflow. Upon completion of the session, this 
data is no longer needed”.  

(Ling & Fox, 2003, s.135) 

The introduction of component-based front-end libraries such as React and Blazor has 
introduced a new set of problems where a state not only needs to be preserved but also needs 
to be shared by components in an application. The state also needs to be in sync, meaning 
that if a variable changes, all components using that value have to be re-rendered to reflect 
that change in an effective way.  

To understand the evolution of state management approaches, it is important to understand 
the limitations of traditional approaches like the MVC design pattern. The MVC pattern is 
the basis for many architectural patterns and its shortcomings are what architectures like 
MVVM and Flux are trying to solve. One of the problems with the MVC architecture is that it 
prefers a 1-1-1 relationship between the Model, View and Controller resulting in problems in 
complex applications where the same data is shared between views (Qianqian and Yuxiao, 
2023). Another implication of this drawback is that a new controller needs to be created for 
each component containing data making scaling of the application inefficient and complex. 

MVVM and Flux attempt to solve these problems by decoupling the data and business logic 
from the views allowing for multiple views to use the same data. In this paper these two 
design patterns will be compared in terms of performance in a Blazor web application. 

2.2 Flux Architectural Pattern 
To mitigate the challenges of state management in large-scale applications Facebook 
proposed the Flux architecture (Qianqian and Yuxiao, 2023). This architecture uses a 
concept called stores that contain all information about the state of an application. To 
change the state of an application, an action must be dispatched.  

An action is defined for every interaction that impacts the state of the application. If there is 
a button that deletes something in the application, there is an action connected to that 
interaction, another action is then defined for a user adding data to the application and so 
on. When an action is dispatched it will together with the old state return a new state with 
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the help of a reducer function. The reducer function is a pure function (Pronina & 
Kyrychenko, 2022) meaning that the same arguments always result in the same output. The 
output of the reducer creates a new state in the store. If a component in the UI is subscribed 
to a value that has changed between the old and new state it will be re-rendered to display/
use the new value. 

In a Flux application state is immutable, which means that values are never changed directly, 
every time the state of the application needs to change a new state is created. The concept of 
immutable state and separation of reading the state from changing the state of an 
application is called unidirectional data flow meaning that data only flows in one direction 
(Figure 1). Flux is a variation of the observer pattern where components subscribe to the 
state and react to its changes.  

2.3 Model-View-ViewModel Pattern 
Model-View-ViewModel(MVVM) is an architecture pattern used to separate the UI of the 
application from its data. As the name suggests the MVVM pattern uses a model, view and a 
ViewModel separating the UI, display logic and data of an application.  

The View is the user interface. It reads data from and triggers methods in the ViewModel 
through events such as user input. The ViewModel is packaging the views display logic (Li, 
Chang, Pen, Zhang, Liu and Yao, 2015) The ViewModel can read data and invoke functions 
in the model. The Model represents the backend of the application containing the 
application’s data (Figure 2). 

The view observes the ViewModel making sure that the view will be notified of changes 
keeping the UI in sync with the data. However, the Model is unaware of the viewModel and 
the viewModel is unaware of the view allowing simultaneous representation on multiple 
views of the same data (Syromiatnikov and Weyns 2014) allowing for code reuse. 
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Figure 1 Visual representation of the Flux architectural pattern

Figure 2 Visual representation of the MVVM architectural pattern



2.4 Blazor WebAssambly 
Blazor is an open-source front-end web framework for creating component-based user 
interfaces. It is part of Microsoft’s ASP.NET Core web app framework. Blazor WebAssembly 
enables developers to build Web UIs by compiling C# code to WebAssembly (André, 
Stiévenart and Ghafari 2022) (Ollila, Mäkitalo and Mikkonen 2022). 

Blazor uses Razor syntax, Razor syntax is mainly HTML but with the additional possibility of 
adding C# code. See Figures 3 and 4. 

Blazor WebAssembly is used to build single-page web applications. According to Ray (2023), 
some of the pros of using Blazor are that it allows developers to use the .NET and C# 
ecosystem as well as the added benefit of it being familiar to .NET developers, the article 
mentions performance as being a con compared to JavaScript-based frameworks. 
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<div> 
@if (userLoggedIn){ 
    <p>Welcome</p> 
}else{ 
    <p>You are not logged in</p> 
} 
</div>

Figure 3 An if else statement using Razor syntax.

<div> 
@foreach (listItem in listItems){ 
    <li>listItem.name</li> 
} 
</div>

Figure 4 A foreach loop using Razor syntax.



3 Problem Statement and Related Works 
The problem of preserving state in a web application is at least 25 years old, one early 
mention of the problem is formulated in Iyengar (1997). Client-side architectures like MVC, 
MVVM and Flux are all trying to solve the problem of how to apply data to user interfaces in 
a way that is appropriate for good development and user experience.  

In more recent times, single-page web applications(SPAs) have changed the requirements 
for state maintenance in web applications. In contrast to conventional web applications, an 
SPA does not need to make new requests to the server to update the content of the page. The 
content of a SPA is changed dynamically on user interaction. Less client-server interaction 
leads to shorter response times during user interaction leading to increased user satisfaction. 
(Deshmukh, Mane and Retawade 2019). Component-based user interfaces are a popular 
approach when creating single-page applications. This means that instead of only dividing 
the application into different pages, developers divide the application into different smaller 
components with each page containing multiple components. The pros of such an approach 
are that you don’t need to update the whole page when the content on the screen changes. 
Instead, you want to identify the components using that content and only re-render those to 
show the updated content. Front-end frameworks such as React and Blazor WebAssembly 
allow for the division of views into components. With these changes to how applications are 
developed the need for effective, predictable, scalable and developer-friendly approaches to 
handling state has been actualized. 

Imagine an e-commerce webpage, you have a cart with a number corresponding to the 
number of items in the cart. If you click on the chart you will get a list of all items in the chart 
and the amounts of all the different items. On the main page, there will simultaneously be a 
list of items, and on those components, the amount that is in the chart should be present. If 
you change the amount of an item on the main page there are now many components that 
need to change their content, everything needs to be in sync and we want it to happen 
instantly with no delay. We also want to be able to navigate around the web application with 
the values preserved. Managing and updating state in a predictable and developer-friendly 
way is what architectures like MVVM and Flux are designed for.  

As applications become bigger and more complex the MVC-architecture that for a long time 
was a popular choice sees some challenges in scaling, making room for other architectures, 
in this thesis two popular alternatives - MVVM and Flux will be compared in terms of 
performance. As stated by Paula, Selvidge, Barbara, Chaparro, Gregory and Bender (2002) 
slow system response times increase frustration, stress and decrease productivity. Our study 
is conducted on a business application where productivity and reliability are often of great 
importance. The research question is stated as follows: 

RQ: How do Flux and MVVM architectural patterns influence the response times in a Blazor 
WebAssembly application? 
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3.1 Hypothesis 
One of the main differences between the MVVM pattern and the Flux pattern is the way state 
changes are handled, the MVVM pattern allows for directly changing the data and displaying 
it with the help of data binding while Flux will need to calculate a new state using the action 
and the old state. 

H0 - There is no difference in response times between a Flux and an MVVM architecture. 

H1 - The Flux architectural pattern results in longer response times than the MVVM Pattern. 

3.2 Contribution 
The MVVM pattern has proven to be a good contender when it comes to testability, 
maintainability and different performance metrics. During the research for this paper, no 
other article comparing MVVM against a Flux implementation has been found. This thesis 
compare two design pattern approaches for handling application state that have proven 
competitive in different metrics to give insights into the implications that the two design 
patterns have on performance. Another aspect setting this experiment apart from earlier 
works on the subject of architectural patterns and state management is the fact that it is 
done using artifacts built using WebAssembly. 

3.3 Related Work 
Comparisons between the performance of design patterns have been made before, Magics-
Verkman, Zmaranda, Győrödi and Győröd (2023) measured the differences between MVC, 
MVVM and two MVI mobile applications measuring CPU time and memory usage. The 
authors concluded that when it comes to memory usage, the MVI pattern was more 
performant than the MVVM pattern while MVVM had lower memory usage than the MVC 
pattern. When it comes to CPU usage the test was divided into normal usage and maximum 
usage. MVVM performed best when it comes to normal usage while MVI did best from the 
maximum usage tests. This test is not using the same metrics as used in the experiment 
conducted in this paper and uses a mobile application as an artifact instead of a web 
application. 

Pronina and Kyrychenko (2022) made an experiment comparing two different state 
management approaches in React where the Flux implementation called Redux was 
compared with React hooks in terms of performance. The article concludes a worse 
performance from Redux when it comes to loading times as well as when it comes to memory 
usage. The experiment also tested how long it took to make a basic state change, in this case 
the Flux/Redux approach also saw worse performance. The artifact used was simple and 
built only for the tests and might not reflect the results from a more complex application 
according to the authors. The authors discussed that the differences in response times were 
due to more boilerplate code where used in the Flux implementation. The metrics used in 
this paper using response times, memory usage and time to change state are relevant to the 
experiment conducted in this paper making this an interesting paper to relate to.  

The paper Application of MVVM design pattern in MES (Li et al. 2015), while not a 
comparative study is about implementing the MVVM pattern in manufacturing execution 
systems. The paper discusses the structure and separations of concern for a MVVM MES 
application using another .NET UI framework called WPF. This is a good inspiration for the 
implementation of this paper’s MVVM artifact due to it also being part of a MES application. 
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This paper talks about advantages like reduced coupling of UI and logic, improved 
reusability of system and simpler testing compared to the MVC approach. 

Wisnuadhi, Munawar and Wahyu (2020) conduct an experiment measuring and comparing 
the execution time, CPU usage and memory usage on a MVVM vs a MVP implementation in 
an Android application. The paper concludes that MVVM is better in terms of CPU usage and 
execution time and MVP is better in terms of memory usage. The measurements have been 
conducted in an offline setting without the influence of an external network for data access. 

Silfverling and Shaker (2017) have in their bachelor thesis compared MVC and the Flux 
pattern Redux in terms of speed to remove and add data to the application, although not able 
to read the full text the author wrote in the abstract that Redux was executing faster than the 
MVC prototype in all aspects. 

Lou (2016) aims to answer if the MVVM and MVP architectures are better than MVC in 
terms of testability, modifiability and performance. This evaluation was done on an Android 
application. The conclusion is that MVVM and MVP are better in all aspects compared to the 
MVC architecture. The author argued that the pros in modifiability are due to low coupling 
and performance is due to lower memory usage. MVVM performs better when it comes to 
testability than both MVP and MVC. 

Wilson, Wedyan and Omari (2022) conducted an experiment to get insights into the 
differences in testability and maintainability of the MVVM vs MVC architectural design 
patterns. They conclude that the MVVM pattern reaches a test coverage of 47% of the 
codebase while the MVC test coverage is about 10% making MVVM more testable. The 
authors also concludes that the MVVM pattern is more maintainable than the MVC pattern.  

See Table 1 for a summary of the related work. 
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Table 1 Summary of related works 

Study Architectures Platform Metrics Findings Limitations

Magics-
Verkman et 
al. (2023)

MVI vs MVVM 
vs MVC

Android 
application

CPU and 
memory usage

MVI had the lowest 
Memory usage. MVVM 
came second. MVVM had 
the lowest CPU usage 
during normal usage and 
MVI during maximum 
usage.

Other metrics. 
Not a web 
application.

Pronina 
and 
Kyrychenko 
(2022)

Redux vs React 
hooks

React Loading time, 
memory usage, 
Time to change 
state. 

Redux perform worse than 
React hooks in all aspects

Might not reflect 
results from 
complex 
applications. 
Other platform

Li et al. 
(2015)

MVVM vs MVC WPF No experiment 
conducted

MVVM comes with 
reduced coupling between 
UI & Logic, improved 
reusability of system & 
better testability.

No experiment, 
not focused on 
performance

Wisnuadhi, 
Munawar. 
Wahyu 
(2020)

MVVM vs MVP Android 
application

Execution time, 
CPU usage, 
Memory usage

MVP best in terms of 
memory usage. MVVM 
best in terms of execution 
time and CPU usage

The artifact is 
not a web 
application. 
Other metrics

Silfverling 
and Shaker 
(2017)

MVC vs 
Flux(Redux)

React Time to change 
state

Redux artifact is executing 
faster than MVC artifact in 
all aspects

Not gained full 
access to the 
paper. Other 
platform

Lou (2016) MVVM vs MVP 
vs MVC

Android 
application

Testability, 
Maintainability 
and 
performance

MVVM & MVP performed 
better than MVC in all 
aspects, MVVM 
outperforms when it 
comes to testability.

Not a web 
application.

Wilson, 
Wedyan 
and Omari 
(2022)

MVVM vs MVC WPF Testability and 
Maintainability 

MVVM is more testable 
and maintainable than 
MVC

Not focused on 
performance.
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4 Method 
In this thesis, an empirical study is made in the form of an experiment where the differences 
in performance between the MVVM pattern and Flux pattern in a Blazor web application will 
be measured and analyzed. 

The goal of this research paper is to act as part of a decision basis for choosing the most 
suitable architecture for Blazor web applications. To accomplish the goal of the paper the two 
architectures will be applied to artifacts and benchmarked against each other. 

4.1 Alternative Methods 
To answer the research question, there are a variety of research methods to consider. Each 
method has its advantages and disadvantages and will fit well in different situations. 

One potential method to answer the research question would be using a meta-analysis, for 
this to be possible, there has to be a lot of previous work done on the subject. This work 
would then be combined to be used as data and analyzed. Previous work on the subject does 
not include studies in close proximity to this one making a meta-analysis non-viable in the 
case of this thesis research question. 

There are three main categories of empirical research methods considered: survey, case 
study and an experiment, a short proposal on how a study using the alternative methods 
could be conducted along with some advantages and disadvantages are discussed in this 
section: 

4.1.1 Survey  
Two artifacts are built and distributed to contenders in the study, the contenders are then 
allowed to interact with the artifacts and answer questions about how they perceive the 
artifacts. 

A survey can result in more qualitative answers for example insights on how the subject feels 
using the different approaches. It may catch nuances that are hard to get from an 
experiment, for example how the components render or if latency is long enough for the 
subject to notice. 

A drawback with a survey is that human subjects can be hard to get, and even harder 
considering that we want a diverse and big dataset. The results of the study will be 
subjective. They can easily be influenced by outside factors and nuances in how the survey is 
done. 
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4.1.2 Case Study 
Two artifacts are created for each of the architectural patterns. Both qualitative and 
quantitative data will be collected in the form of developer and user surveys as well as 
quantitative measurements. The data can be analyzed to get a holistic view of the artifacts 
and their performance.  

A survey is more flexible in how it can be conducted and can get nuances about the 
differences that are hard to get from an experiment. A case study can capture the natural 
context of the artifact in a better way than possible in an experiment where the setting 
preferably will be more controlled. 

A case study will also have some drawbacks, the data will be subjective and more complex to 
analyze. The study would have a wider scope resulting in less focus on the research question. 
The result of a case study is also harder to generalize. (Wohlin, 2012) 

4.1.3 Conclusion 
A case study would be an interesting approach to evaluate front-end architectures and can 
answer questions that an experiment can’t. Although not in the scope of this study it would 
be a good complement to this thesis and could together with this experiment provide an even 
better decision basis for what front-end architectural approach to choose.  

However an experiment was chosen in this thesis mainly because the metrics for measuring 
response times are quantifiable and the scope of the project will be kept focused on response 
times. Another benefit of using an experiment is that the result can be analyzed in terms of 
statistical significance resulting in a clear and objective result. An experiment is also highly 
repeatable and easier to generalize in comparison to a case study.   

4.2 Performance Metrics 
Williams and Smith (1998) state that performance analysis needs several different pieces of 
information, one of them is performance objectives, another paper naming performance as a 
factor when choosing a software architectural pattern is: Selecting Application Frameworks 
Using Architectural Patterns and Tactics by Márquez and Astudillo (2023). 

The two versions of the artifact will be compared and measured in terms of time to load and 
the time it takes to change state. Time to load will be achieved using a script that updates the 
page multiple times measuring the time it takes from the reload until the page is fully 
rendered. Responsiveness is an important metric in terms of performance (Pronina and 
Kyrychenko, 2022) this performance metric will be measured by deleting an entry using a 
script that simulates pressing a button in the UI. The script measures the time it takes from 
the button being clicked to the new state being rendered. The experiment can be done on a 
random entity on the screen to apply randomization to the observations. 
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4.3 Threats to Validity 
Wohlin et al. (2012) divide the threats of validity in a study into four categories, conclusion 
validity, internal validity, construct validity and external validity, in this section each one will 
be addressed in relation to the method chosen for this study: 

Conclusion validity - To be able to draw conclusions from the results of an experiment, 
statistical significance is crucial. This thesis is not able to discard or confirm the hypothesis 
and conclude that one design pattern has shorter response times than the other without a 
result of statistical significance. To ensure conclusion validity, statistical tests will be used on 
the data.  

Internal validity - It is important that we are measuring the actual treatment, meaning 
that the difference in response times are due to the different design patterns and not due to 
other factors. To mitigate problems with internal validity in this study the differences 
between the two artifacts should be well understood and intentional. Problems can include 
that one of the artifacts includes different styling than the other. Another important factor is 
to mitigate the risk of other processes occupying and disturbing the CPU during the 
experiment by canceling unneeded active processes before the start of the experiment. We 
also need to make sure that the artifacts use the same code in all cases except where the state 
management methods have an impact on the design. 

Construct validity - The research question has to be answered by the experiment, in the 
case of this experiment it is important that we can explain how response times are influenced 
by the two design patterns with the help of the experiment. The measurements must be the 
actual response times and the definition of response times should be consistent throughout 
the thesis, from background all the way to the analysis. There should be as little discrepancy 
as possible between the theory/intentions and the actual experiment. 

External validity - In this thesis, two artifacts are going to be measured, one using the 
Flux architectural pattern and the other using the MVVM architectural pattern to keep track 
of the applications state. External validity is how well the experiment can be generalized 
outside of the context of the experiment, for example, would the result of the study remain 
the same if different artifacts were used, or if different implementations of the design 
patterns were used? Both the MVVM and Flux implementation can be implemented in 
different ways using different libraries and it can have an impact on the response times. To 
mitigate problems with external validity it is important to make the artifacts as general as 
possible and to be intentional and transparent about the design of the artifacts and during 
discussions in the thesis.  
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5 Implementation 
In order to conduct this experiment three artifacts have been built, a client project 
implementing the Flux architectural pattern, a client project implementing the MVVM 
architectural pattern and an API providing the clients with data. To ensure that the client 
artifacts are relevant and comparable, the client artifacts are identical except for differences 
mandated by the architectural patterns. All the code used in the experiment is published on 
GitHub(Thesis GitHub repository, 2025). 

The artifact is part of an application used by the Volvo Group to configure and manage 
assembly workstations at manufacturing plants. An assembly workstation is where the 
product being manufactured will undergo a set of operations, when the operations are 
completed the product will move forward to the next assembly station and a new product 
will arrive. 

The artifact built for this experiment is specifically used to manage operators working at the 
assembly stations. The artifact is mainly a table listing the operators with the functionality to 
add, remove and edit operators and their attributes, ex their name, ID and access.  (Figure 5) 
The artifact used in the experiment has for the most part been developed in isolation from 
the rest of the application. It is created to not be dependent on the main application. 

The data for the artifact is fetched from an API on initialization of the page, the data is then 
preserved and changed locally in the client during the lifetime of the application until the 
user clicks the save button to apply the local changes to the database or by exiting the 
application resulting in destruction of the local data. 

12

Figure 5 The user-interface of the application.



5.1 API 
The purpose of the API is to serve the client applications with data . The data is located 1

directly in the API’s source code. Often a database would be used to store the applications 
data, however for the purpose of this experiment we are interested in measuring the client 
architectures making a database unnecessary. When a GET request is made to the endpoint 
it will return the list containing operator objects and a ’OK' response to the clients. (See 
Figure 6) 

 https://github.com/a22albjo/Thesis-2025/commit/fe399a5
1
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using Microsoft.AspNetCore.Mvc; 
using API.Models; 

namespace API.Controllers 
{ 
    [ApiController] 
    [Route("[controller]")] 
    public class OperatorController : ControllerBase 
    { 
        [HttpGet(Name = "GetOperators")] 
        public IActionResult GetOperators() 
        { 
            List<OperatorModel> operatorsData = new() 
            { new() { 
                    Id = Guid.NewGuid(), 
                    OpId = "f67456", 
                    Access1 = false, 
                    Access2 = false, 
                    Access3 = false, 
                    ChangedBy = "ger", 
                    ChangedTime = DateTime.Now, 
                    OpName = "Rufus", 
                    Description = "Afternoon" 
                }, 
                new OperatorModel{ 
                    Id = Guid.NewGuid(), 
                    …  
	     }, 
            }; 
            return Ok(operatorsData); 
        } 
    } 
}

Figure 6 The API endpoint that provides data to the clients 

https://github.com/a22albjo/Thesis-2025/commit/fe399a579de60eabe3e1c930614a5682b651da9f


5.1.1 Data Generation 
The data for the application will be synthetically generated mockup data. To ensure a degree 
of balancing and randomization of the data mentioned as important factors by Wohlin et al 
(2012) and at the same time resemble the application’s real data, the generated data will be 
randomly generated but with constraints in the amount of characters and number of words 
for example. The same dataset will be used for both of the applications. The test will be done 
with a dataset of 10 operators and 100 operators.  

There will be 7 fields presented for every entity in the table, the fields are 4 boolean values 
one of which is a ”select item” checkbox and the others are checkboxes representing 
attributes from the database. The data also includes an operator ID, an operator name and a 
description, these are all strings around 2-20 characters long. Also included in the data but 
not rendered is a global unique identifier represented by a 32 char long hexadecimal 
number. 

5.2 Flux Artifact 
The Flux artifact is created using a package called Fluxor. Fluxor is an open-source state 
management library created for Blazor web applications. The library is stating its rules in the 
GitHub repository (GitHub n.d.) as: 

• State should always be read-only. 

• To alter state our app should dispatch an action. 

• Every reducer that processes the dispatched action type will create new state to 
reflect the old state combined with the changes expected for the action. 

• The UI then uses the new state to render its display. 

GitHub n.d. 

To achieve the characteristic unidirectional data flow and immutability of the Flux 
architecture all interactions and events that cause state to change should be defined using a 
so-called action. When an action is dispatched it triggers either a reducer function or an 
effect. A reducer function takes two arguments, the state of the application and the action. It 
uses them to calculate and return a new state to the store. The table will automatically re-
render to reflect the new application state. An effect method is used instead of a reducer 
method when the task is asynchronous, e.g. when the application makes a request to the API. 
In this artifact there are 6 actions defined: 

OperatorsFetchInitialDataAction - Is triggered when the table is initialized. It requests 
data from the API using an effect and when the data has been received it will trigger and pass 
the data to the OperatorsListReceivedAction. 

OperatorsListReceivedAction - Is triggered by the OperatorsFetchInitialDataAction and 
will convert the data to an immutable list and return it as the new state of the application. 

ToggleSelectedToBeDeletedCheckboxAction - When a user selects an item in the table 
this action will be dispatched. The action contains the ID of the selected operator and will be 
passed to a reducer toggling a boolean on that operator. This boolean keeps track of if the 
operator is selected or not.  

14



AddOperatorAction - Is dispatched when a user clicks the ”Add New Operator” button. 
The action takes the information necessary to create a new operator, it passes that data to a 
reducer method that will add it as a new operator to the old state. 

RemoveOperatorAction - Is dispatched when a user presses the ”Delete Selected 
Operators” button. It triggers a reducer function that iterates through all the operators in 
state looking for ”selected” objects. The selected items are removed from the state before 
returning it as the new application state. 

ChangeOperatorAction - Is dispatched when a user saves a line edit, the edited operator 
replaces the old operator in the state, the state is then returned after the replacement has 
taken place. 

The application state is held in an immutable list, it can and should never be changed 
directly. The reducer will therefore never manipulate the state of the application, it will 
instead combine the old state and the action it received as a parameter and return a whole 
new state that replaces the old one every time the application state changes. 

The fetching of data is done by overriding the table components OnInitializedAsync method, 
this method is part of a Blazor components life cycle, the code inside this method will run 
right after the component instance is created. In the OnInitializedAsync method of the table 
there is a check to see if there is any data in the store, if the store is empty the 
OperatorsFetchInitialDataAction is dispatched(Figure 7).   

OperatorsFetchInitialDataAction will start a chain of events that fetches the data and applies 
it to the application state. This state is injected into the component and the component will 
be triggered to re-render when the state has changed. The table is a MudBlazor component 
that uses the OperatorState as its data.  
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public partial class OperatorsDataGrid 
{ 
    [Inject] 
    public required IDispatcher Dispatcher { get; set; } 

    [Inject] 
    public required IState<OperatorsState> OperatorState { get; set; } 

    protected override Task OnInitializedAsync() 
    { 
        if (OperatorState.Value.Operators.Count == 0) 
        { 
            Dispatcher.Dispatch(new OperatorsFetchInitialDataAction()); 
        } 
        return base.OnInitializedAsync(); 
    }

Figure 7 OnIniializedAsync override in the data grid component



5.2.1 Literature Study 
For this study to be relevant the artifacts have to follow established conventions both in the 
context of the Flux pattern and also to use the Fluxor library as intended. In this section 
sources used to make sure that the Flux artifact is relevant will be presented.  

In preparation for this paper there was an extensive search for Flux mentions and in 
research. Despite Flux implementations being widely used in modern software it is rarely 
mentioned in academic literature. Due to a lack of relevant papers, a broad search was 
conducted using Scopus , IEEE , Google scholar  and Diva-portal  as well as Google Search  2 3 4 5 6

was used to look for relevant papers. Searched keywords Include State Management, Flux 
and Fluxor as well as Redux. Redux, a specific Flux implementation is mentioned in some 
papers, often listed amongst other technologies used to develop artifacts and seldom 
described more than in a short paragraph. To gather meaningful and reliable information 
about Flux, sources from the founding company Facebook and the official Fluxor GitHub 
repository were used. 

To gain a better understanding of Flux and its inner working research papers and web 
articles on related subjects like CQRS and event sourcing have been read(Karlsson et al, 
2019)(Learn.Microsoft n.a) . Understanding CQRS and event sourcing as well as the 
problems they solve contributes to a good foundational understanding of the advantages of 
Flux and its implementations. 

The Flux architecture was invented by Facebook, Facebook still maintains a Flux 
documentation page(facebookarchive n.a). This documentation was helpful to understand 
the overall design and principles of a Flux application.  

The Fluxor documentation and tutorials found in the GitHub repository(Frluxor GitHub 
repository, 2020) were useful to get a basic understanding of the different concepts and to 
find inspiration on how to implement the different components needed in a Fluxor 
application.  

Advanced Blazor state management using Fluxor part 1 - 4 (King, 2021) has been useful 
throughout this project to learn about Fluxor and how to use it in practice. It explains the 
different Flux concepts and gives examples of implementations that cover many different 
scenarios with varying complexity. 

Other Volvo applications have been useful as a reference to get inspiration about how the 
Fluxor library can be used in real-world MES applications. 

 https://www.scopus.com/home.uri2

 https://www.ieeexplore.ieee.org3

 https://www.scholar.google.com/4

 https://www.diva-portal.org5

 https://www.google.com6
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5.2.2 Progression 
The Flux artifact was the first artifact produced for this experiment. It went through many 
iterations until the design was right both from a UI and architectural standpoint. The project 
started off by using a custom-made HTML table. This was soon replaced with a data grid 
from MudBlazor to get access to built-in functionality such as inline editing. The data grid 
had some problems with how it resized and reacted when a user entered edit mode. Finally a 
MudBlazor table proved most successful as the basis for this project’s artifact . 7

The first action developed for the Flux artifact was the data fetching action . Its job is to  8

trigger a request to the API and then use the response to populate the store. It does this by 
triggering an effect.  

The application will only request data from the API if the store is empty and the MudBlazor 
table is initialized(Figure 7), this prevents unnecessary data fetches. The store contains the 
local data for the user session, it is separated from the backend data after the initial fetch, 
and it will not get real-time updates when the database changes. Likewise, it will not update 
the database with the local state if not explicitly told to by an action. The Flux state is 
injected into the component and is provided to the table . This makes the table display the 9

content of the store and subscribe to any changes in the state.  

One consideration during the development was deciding on how to handle the selection of 
operators. Each entry in the table is able to be selected by a user, this is done using 
checkboxes. There were two approaches considered for how to handle the state of the 
selected operators. Either to keep a list of the selected operators in the component, this 
would mean that the state would disappear when the component gets disposed. The other 
alternative was to dispatch an action when a checkbox is pressed that toggles a boolean 
present in the state of each operator called ”selectedToBeDeleted". The decision fell on the 
second approach due to it being more faithful to the Flux philosophy as well as the added 
benefit of extra persistence of state . 10

Buttons, actions and reducer functions were developed to manage the creation and removal 
of operators. For removal, operators were iterated through and only the once with the 
”selectedToBeDeleted” boolean set to false were included in the new state. To implement the 
functionality of adding a new operator the reducer takes the old state, adds a new operator to 
it and returns it to the store. 

For editing to be possible an edit template was created.  The template will replace a row 11

when the corresponding edit button has been pressed, it makes the operator editable by 
converting the text fields into input fields. When editing a temporary object is created, it is 
not put into the store . The Fluxor store will update when the user presses the save/commit 12

button. There are two reasons why this approach was taken, first, there are no good reasons 
to create a new state to mirror the input fields on every keystroke, the second reason is that if 

 https://github.com/a22albjo/Thesis-2025/commit/2ec14ea7

 https://github.com/a22albjo/Thesis-2025/commit/45c988c8

 https://github.com/a22albjo/Thesis-2025/commit/45c988c9

 https://github.com/a22albjo/Thesis-2025/commit/233e95d10

 https://github.com/a22albjo/Thesis-2025/commit/2ec14ea11

 https://github.com/a22albjo/Thesis-2025/commit/5aa964d12

17

https://github.com/a22albjo/Thesis-2025/commit/5aa964d621298a82e4dc1f1b75f26421b360e13a#diff-529081235b3eaed401fef8325956e07b1366eb70ffd78eb8d0a6276c68c69b2e
https://github.com/a22albjo/Thesis-2025/commit/2ec14ea
https://github.com/a22albjo/Thesis-2025/commit/45c988c
https://github.com/a22albjo/Thesis-2025/commit/233e95daa27e4a1d434f859eb47e978c996c2817
https://github.com/a22albjo/Thesis-2025/commit/2ec14ea5e46103c56b4032d127135c4063599f12
https://github.com/a22albjo/Thesis-2025/commit/45c988c


the user decides to cancel the edit, we can simply discard the temporary values and go back 
to using the values in the store. 

5.3 MVVM Artifact 
In the MVVM artifact, a ViewModel containing the data is injected into the components 
instead of the store. The ViewModel allows the view to manipulate its data by providing it 
with methods(See Figure 8 for an example). When the ViewModel is manipulated the view is 
notified making the component re-render to reflect the changes. 

To build the MVVM artifact the MVVM community toolkit is used. The MVVM community 
toolkit is a package that is part of the .NET community toolkit, it is maintained by Microsoft 
and is used in this project to simplify the development process and to help standardize the 
MVVM implementation by using a proven toolkit. The toolkit helps with more complex 
MVVM tasks such as messaging between ViewModels, although not needed in this artifact it 
is something that is important for more complex MVVM implementations. This makes an 
application that is using the MVVM community toolkit a more relevant artifact for the 
comparison. 

One principle when using the MVVM design pattern is that the ViewModel should not hold 
any references to the views. This ensures that the ViewModel is decoupled from the UI. 
Another preference of the MVVM design pattern is that as much logic as possible should be 
handled in the ViewModel instead of in the UI components.  

18

public void RemoveSelectedOperators() 
{ 
    for (int i = OperatorsData.Count - 1; i >= 0; i--) 
    { 
        if (OperatorsData[i].SelectedToBeDeleted) 
        { 
            OperatorsData.RemoveAt(i); 
            ChangeMade(); 
        } 
    } 
}

Figure 8 A method in the ViewModel that removes selected operators



The ViewModel is added as a scoped service allowing for it to be injected into components 
and persist throughout the lifetime of the session. When the ViewModel is initialized it 
triggers a method that fetches the data and adds it to an ObservableCollection, an 
ObservableCollection is a collection that can notify the components it is injected into of 
changes happening to its content(Figure 9). 

The ViewModel consists of the operators collection as well as six methods. (Figure 10) 

FetchOperators - Fetches the operators from the API(Figure 10) 

AddOperator - Adds an operator to the collection. 

RemoveSelectedOperators - Removes the selected operators. 

19

public partial class OperatorsViewModel : ObservableObject, IOperatorsViewModel 
{ 
   private readonly HttpClient _httpClient; 

   public OperatorsViewModel(HttpClient httpClient) 
   { 
       _httpClient = httpClient; 
       OperatorsData = new ObservableCollection<OperatorModel>(); 
       FetchOperators(); 
   } 

   [ObservableProperty] 
   private ObservableCollection<OperatorModel> operatorsData; 

   private OperatorModel? _operatorBeforeEdit; 

   public async Task FetchOperators() 
   { 
       var operatorsResponse = await _httpClient.GetFromJsonAsync<…>(URL); 
       if (operatorsResponse == null) return; 
       OperatorsData.Clear(); 
       foreach (var operatorResponse in operatorsResponse) 
       { 
           OperatorsData.Add(operatorResponse); 
       } 
       ChangeMade(); 
   } 
…

Figure 9 Part of the ViewModel showing the constructor and data fetching

    public interface IOperatorsViewModel : INotifyPropertyChanged 
    { 
        ObservableCollection<OperatorModel> OperatorsData { get; } 
        Task FetchOperators(); 
        void AddOperator(); 
        void RemoveSelectedOperators(); 
        void BackupOperator(object op); 
        void CancelEditing(object op); 
        void ChangeMade(); 
    }

Figure 10 The interface used by the ViewModel



BackupOperator - Save an operator temporarily when editing allowing cancelEditing to 
work. 

CancelEditing -  Rollback the changes made during the editing of the table to the backup. 

ChangeMade - A method that calls OnPropertyChanged in the ViewModel. This triggers 
components subscribed to the OperatorsData to re-render. When a change is made to the 
data we want this method to run.  

5.3.1 Literature Study 
To produce a relevant MVVM artifact for this experiment a number of sources were 
consulted. To build an understanding of the foundations and principles of MVVM academic 
literature was reviewed. Various academic research providers like Scopus  and IEEE  were 13 14

used to find relevant papers. The keywords searched includes: State Management, MVVM, 
Model View ViewModel and architectural patterns. Google scholar  was also used, primarily 15

for targeted searches such as ”MVVM State management” and ”MVVM performance 
comparison”, to make sure all closely related work or information was reviewed during the 
development of this paper. To better understand the details of how to implement the 
architecture in practice project repositories, documentation and instructional videos were 
used.  

Papers like: Application of MVVM design pattern in MES (Li, Chang, Pen, Zhang, Liu and 
Yao, 2015) and A Journey through the Land of Model-View-Design Patterns (Syromiatnikov 
and Weyns 2014) explained the MVVM concepts, principles and foundation and have been 
helpful as a reference when making decisions during the implementation phase. A limitation 
of these papers is that they don’t provide their source code. 

Much of the inspiration for the artifact’s implementation and how to use the MVVM 
community toolkit came from a project presented at the Spokane .NET Conference called 
MVVM in Blazor WASM with the Community Toolkit (Spokane .NET Conference 2023) and 
the corresponding GitHub repo (IntelliTect-Samples, 2023). 

The YouTube videos Revisiting MVVM: Carl Franklin's Blazor Train Ep 77 (Franklin, 2023) 
as well as Blazor MVVM Part 1: Carl Franklin's Blazor Train ep 24 (Franklin, 2021a) and 
Blazor MVVM Part 2: Carl Franklin's Blazor Train ep 25 (Franklin, 2021b) was helpful to get 
a foundational understanding and about the MVVM design pattern in the context of a Blazor 
web application. 

Another useful resource during this project was the MVVM community toolkit 
documentation (Microsoft, 2024). The documentation has been helpful to get insights into 
the library and its features. 

 www.scopus.com13

 www.ieeexplore.ieee.org/14

 www.scholar-google.com15
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5.3.2 Progression 
Initially, the fetching of data to the ViewModel was done when the table component was 
initialized.  The data fetching was later moved from the view to the ViewModel , to make 16

sure that the data is available to the application before the component is initialized, it could 
be argued that the application would be more effective if it doesn't fetch the data until it is 
needed, however it would result in a delay when the component is rendered. There are two 
reasons why the method call for data fetching was moved to the ViewModel:  

1. We want the ViewModel to handle as much logic as possible, and the component to do as 
little as possible. 

2. In this application the data will be needed in any case so it will not affect performance 
which is important for the experiment. 

To add a new operator to the table a method is created that adds a prefilled instance of the 
operator model to the operatorsData collection(Figure 11). The operator can then be edited 
by the user to use the necessary fields.  17

 https://github.com/a22albjo/Thesis-2025/commit/e686e4716

 https://github.com/a22albjo/Thesis-2025/commit/6de846717
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public void AddOperator() 
{ 
     OperatorsData.Add(new OperatorModel 
     { 
          OpId = "New", 
          OpName = "New", 
          Access1 = false, 
          Access2 = false, 
          Access3 = false, 
          SelectedToBeDeleted = false, 
          Description = "", 
          ChangedBy = "config-client", 
          ChangedTime = DateTime.Now, 
      }); 
      OnPropertyChanged(nameof(OperatorsData)); 

Figure 11 AddOperator method in the view model

https://github.com/a22albjo/Thesis-2025/commit/e686e47
https://github.com/a22albjo/Thesis-2025/commit/6de84674f1e11e180cb22951326621236de41047


The delete functionality was first developed to be as close as possible to the Flux 
implementation creating and populating a new collection(Figure 12). However, one of the 
strengths of the MVVM pattern is that it allows for mutability. The method was changed to 
take advantage of this. The new version of the method presented in Figure 13 allows us to 
change the state directly by changing the existing collection, without having to create a new 
ObservableCollection . 18

 

When editing an operator data binding is used, it allows the user to directly edit the data-
structure in the ViewModel. No intermediate temporary variables are used meaning that the 
state of the application(ViewModel data) is changed on every keystroke. To allow the user to 
cancel and rollback uncommitted edits, a backup of the edited row gets stored in the 
ViewModel when the edit button is pressed, this backup can then be applied to the main data 
if the user chooses to cancel its row edit . 19

5.4 Tools 
A set of tools is used to make this project possible, some are used to run and conduct the 
experiment and some are used to develop the artifact. 

To simulate the user interaction and to measure response times Tampermonkey will be used, 
Tampermonkey allows for JavaScript to be injected into and interact with webpages in the 
browser. 

MudBlazor components are used to develop the UI for the artifact used in this experiment. 
MudBlazor is an open source UI library offering ready-made components that can be 
imported, customized and used in Blazor applications (Ayilu, Dhivya and Saravanane, 2023). 

 https://github.com/a22albjo/Thesis-2025/commit/2019d7e18

 https://github.com/a22albjo/Thesis-2025/commit/6de846719
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public void RemoveSelectedOperators() 
{ 
  for (int i = OperatorsData.Count - 1; i >= 0; i--) 
  { 
    if (OperatorsData[i].SelectedToBeDeleted) 
    { 
      OperatorsData.RemoveAt(i); 
      ChangeMade(); 
    } 
  } 

Figure 13 Final RemoveOperator method in the view model

public void RemoveSelectedOperators() 
{ 
  var newOperatorsState = Operators.Where(op => ! op.SelectedToBeDeleted).ToList(); 
  Operators = new ObservableCollection<OperatorModel>(newOperatorsState); 
  ChangeMade(); 
}

Figure 12 Previous RemoveOperator method in the view model

https://github.com/a22albjo/Thesis-2025/commit/2019d7e1d9c0dfa0c5ee8fd23b324ad031357aa3
https://github.com/a22albjo/Thesis-2025/commit/6de84674f1e11e180cb22951326621236de41047#diff-181916b67353933b16bcbf0d10cd22a8101ffbd1639e547cf08394f21ca5e585


6 Pilot Study 
A pilot study is conducted to evaluate if the methods and tools we are planning on using 
during the experiment are relevant and appropriate to answer the research question and if it 
has the potential to reject the null hypothesis. The pilot study is made using commit 
#8d3059d  of the artifact. The pilot study consists of 50 measurements on response times 20

for each of the artifacts and 100 measurements on the time it takes for the application to 
change its state. 

6.1 Tooling 
A Google Chrome browser is used to run the pilot study. To serve the artifacts the built-in 
local server in Visual Studio is used with the projects running in release mode. 
Tampermonkey is used to write the scripts that run the study. The data used in the pilot 
study is manually generated mock data.  

The software versions used in the Pilot study: 

• Google Chrome Version 133.0.6943.127 (Officiell version) (arm64) 

• Tampermonkey Version 5.3.3 

• VisualStudio for MAC Version 17.6.14 (build 413) 

6.2 Scripts 
There are two scripts used to run the pilot study, one for each metric. The scripts are written 
in Tampermonkey and handle all interaction with the page as well as measuring the response 
times and storing the metrics. The scripts are written in JavaScript. Using code to interact 
with the page allows for good control and consistency in the interaction with the two artifacts 
as well as precise measurements. In the coming sections the scripts will be discussed in more 
detail. 

6.2.1 Rendering Time Script 
This script measures the time it takes from the request being sent to the server to the data 
being rendered onto the screen.  

Here are the basic steps of the script: 

1. Start timer 

2. Reload the page 

3. Observe the table and wait for it to receive the data 

4. Stop the timer 

The measurement-data will be saved in local storage. The steps listed above will be done 50 
times. When all measurements are done a CSV file containing all measurements will be 
generated and downloaded. The code for the script can be found in the Github 
repository(Thesis GitHub repository, 2025). 

 https://github.com/a22albjo/Thesis-2025/commit/8d3059d20
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6.2.2 Time to Change State Script 
This script measures the time it takes from a user pressing the delete button to the items 
disappearing from the DOM. 

Here are the basic steps of the script listed: 

1. Select a random amount of rows at 

2. Start the timer 

3. Press the ”Remove selected operators” button. 

4. Once the operators are removed stop the timer 

5. Reload the page to refetch the data.  

In the same way as in the rendering time script, the data points will be saved continuously to 
local storage. The steps above will be repeated 100 times. A CSV file containing the 
measurements will be generated. The code for the script can be found in the GitHub-
repository(Thesis GitHub repository, 2025). 

6.3 Results 
The result of the rendering time measurements seem to give consistent results over time, 
there are a few upward spikes(figure 14). A clear pattern can be noted where the spikes are 
consistently 4-6 measurements apart. The exact reason for this behavior is unknown. No 
process on the computer with a corresponding pattern has been found and there is nothing 
in the script that explains the spikes. One theory is that the Visual Studio live server has 
some behavior that impacts the measurements in this way.  

To test this theory the applications were published and the measurements were done again 
using the published versions running on Python servers, this gave significantly more 
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Figure 14 Response time measurements from the pilot study.



consistent results(Figure 15) without reoccurring spikes. We conclude that Visual Studio live 
server was the reason behind the spikes. 

The diagram visualizing the result of our ”time to change state” measurements is noisy and 
hard to draw conclusions on when the raw data is sorted in chronological order(Figure 16). 

To make sense of the measurements they can be sorted by the number of rows that were to 
be deleted. The measurements aligned and it is possible to see that there is a correlation 
between the number of rows to be deleted and the time it takes for the application state to be 
reflected in the DOM(Figure 17). The correlation is that the more rows we want to remove 
the less time it takes for the changes to be applied. This chart gives good and consistent 
results and the data gathered from this experiment seem to be predictable and of good 
quality strengthening its position as a good metric for the study.  
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6.4 Analysis of the Pilot Study 
The pilot study brought up some problems and as a result some changes will be made to the 
final experiment. These changes will increase the legitimacy of the study and better prepare 
the artifacts for the experiment. An important finding is that the consistency will be much 
higher on a published application. 

The time to change state measurements are highly affected by the number of rows to be 
deleted, to make sense of that data visually it needs to be sorted by the number of rows that 
were deleted. We also need to take the number of rows into consideration when measuring 
statistical significance to get a fair result. 

When trying to increase the number of entries to 1000 in the table the artifact became too 
slow to be viable for the experiment. The number of entities that will be rendered to the table 
during the experiment will be decreased. The original plan where to do the experiment with 
10 and 1000 entities, this will be changed to render between 10 and 100 operators. In a real-
world setting a table would probably be paginated when there are 1000 entries making the 
decision to decrease the number of operators even more appropriate and justified.  

The data used in the pilot study is handwritten mockup data, to ensure better randomization 
of the data a tool called generatedata(generatedata Github repository, 2019) will be used to 
generate a dataset for the real experiment. The amount of data used in the application is 
small and is not expected to have a big impact on the performance of the application, 
however using a tool for the data generation will mitigate the risk of bias in the mockup data.  

When a lower amount of rows are deleted we notice higher volatility on the millisecounds the 
application takes to change state. To ensure that this behavior repeats I have repeated the 
experiment using a lower amount of rows to delete getting the same result(see Figure 18). In 
this experiment there are 100 rows rendered in total making the time a bit higher than in 
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Figure 17. The reason for this behavior has not been pinpointed during the pilot study. 
However in section 7 of this thesis we conclude that the reason for the high volatility when 
few rows are deleted is due to the index of the row having a big impact on the re-rendering 
time. Lower indexed rows are faster to delete than high indexed rows.  

A summary of the problems and solutions discovered from the pilot study is found in Table 
2. 

Table 2 Problems and solutions as a result of the Pilot study 

Problem Solution
Weird spikes every 5 measurements 
when it comes to response time.

Publish the application to make sure 
that the problem is not due to Visual 
Studio live server

The time to change state is highly 
affected by the number of entries to 
remove.

This is fine, take it into account when 
presenting the data.

1000 entries will be too many and 
make the application too slow for the 
experiment to be viable.

Change the number of entries to 10 and 
100 instead of the proposed 10 and 
1000.

The mockup data is not random. Use randomly generated data for the 
real experiment.

When measuring response times the 
same number of items are always 
rendered to the table.

Varying the number of items fetched 
from the database could increase the 
statistical validity of the study.
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6.5 Conclusions 
The pilot study is done primarily to see if the proposed method can be used to answer the 
research question. The research question asked by this paper is:  

RQ: How do Flux and MVVM architectural patterns influence the response times in a Blazor 
WebAssembly application? 

To break down the research question:  

This study is done using two artifacts. One uses an MVVM approach to handle the client side 
data and the other using the Flux architectural pattern to handle the client-side data. Both 
artifacts are written using Blazor WebAssambly.  

Response times have been measured in two ways, one is how long it takes from the request 
to the page being fully rendered. The other way is how long it takes to change the state of the 
application.  

By comparing the results from the two artifacts we can draw conclusions about how the 
response times are influenced by the front-end architectures. The result from the pilot study 
indicates that the scripts are working as intended giving results that are in the expected 
range. 

In conclusion the research question can be answered using the intended method. The 
experiment can be refined using the solutions from the analysis to further strengthen the 
legitimacy and increase the precision of the study. 

The purpose of the pilot study is not to draw conclusions on the results, however we can get 
some first impressions of the data and analyze the results. Looking at both the time it takes 
to change state and response times MVVM appears to be slightly faster. 
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7 Evaluation 
In this section the preparation and result of the experiment will be presented and analyzed. 
There will be 500 samples collected of each artifact-metric combination. (Table 3) 

Table 3 Number of measurements for each artifact/metric combination 

Each measurement session will be divided into batches of 100 samples to avoid performance 
issues from a long-running test, such as overheating the computer. The batches will alternate 
between the two artifacts to mitigate the impact from external sources such as a process 
occupying the CPU during part of the test or the computer performing slower due to other 
system disturbances that could have an impact on the result. 

7.1 Preparation 
During the pilot study some issues were pinpointed and solutions were presented to increase 
the relevance and quality of the study. One important aspect is to publish the artifact, 
publishing the artifacts will decouple the artifact from Visual Studio making it self-contained 
avoiding disturbances to the experiment due to the Visual Studio live server. 

To publish the artifacts for this experiment one folder is created for each of the three 
projects. A project is right clicked in the solution explorer, select ”publish->publish to 
folder…”. Choose the folder corresponding to the project, this process is then repeated for 
each of the projects. 

When the API, MVVM Client and Flux Client have been published into folders they are ready 
to run. For this experiment Python is used to serve the projects from a local server. To 
achieve this navigate using the terminal to one of the published client artifacts and go into 
the wwwroot folder, from there run the command: ”python3 -m http.server <port number>”,
(replace port number with the port you want to use). The client application is now running 
on a local server and can be accessed using: http://localhost:<port number>. Repeat for the 
other client project as well.  

The next step is to create a local server for the API. The published API project will contain a 
dll file: API.dll. A dll file can be executed using the dotnet command. Navigate to the folder 
with the published API project using the terminal and run ”ASPNETCORE_URLS=”http://
localhost:<Port number>”” to tell the terminal to use the port the clients are requesting data 
from. Then run the dll file by using the commando: ”dotnet API.dll”. Following these steps 
the environment is setup for the experiment.  

The port numbers that are setup in the project are: 7200 for the API and 7053 and 7290 for 
the clients. 

The next step is to use the scripts found in the: MeasuringTimeToChangeState.js and 
MeasuringRenderingTimeScript.js files. To use them install the Tampermonkey plugin and 
paste the code from the files into a new user script. Make sure that one of the scripts is active 
and the measuring will start automatically when visiting the client URLs. 

MVVM FLUX
Time to change state 500 measurements 500 measurements
Rendering time 500 measurements 500 measurements
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All Measurements are done using a MacBook Air with an Apple M1 chip, 8GB memory and 
Mac OS 15.1. The browser used is Google Chrome Version 133.0.6943.127 (Official version) 
(arm64). Scripts are written in and executed using Tampermonkey Version 5.3.3 

7.2 Results 
In this section the results derived from the experiments will be presented. There are two 
different experiments conducted, one for each metric: Time to change state and Response 
times. Outliers will be discussed as well as decisions on whether or not to remove them from 
the dataset to increase the validity of the data.  

7.2.1 Response Times 
The measurements presented in this section are done using commit: #f80f74d . There are 21

five different configurations of the API artifact used at random. The configurations vary in 
the number of rows that the API responds with. The configurations tested in this experiment 
return 20, 40, 60, 80 and 100 rows. 

The raw data from response time measurements are presented in Figure 19. There are two 
upward spikes, one concerning the Flux architecture seen in the middle of the series and one 
concerning the MVVM artifact at the end of the measurement series. Other than that the 
result seems consistent with no abnormalities. 

Figure 20 visualizes the same data as Figure 19 ordered by the amount of operators that was 
fetched from the API. There is a strong correlation between response time and number of 
rows to render. A few more abnormalities are noticed in this visualization where both the 
flux and the MVVM artifact have longer than expected response times in some cases. The 
linear trend lines are running in parallel indicating that the amount of rows fetched is 
affecting response times linearly. Concerning outliers there are five data points in the Flux 
dataset and three in the MVVM dataset that is identified as outliers in this experiment. Over 
all these outliers are less than 1% of the total dataset. The outliers are spread through the 
dataset, the exact reason for the outliers have not been pinpointed. One theory is that some 
other process occupied the CPU for a short amount of time or that some other event caused 

 https://github.com/a22albjo/Thesis-2025/commit/f80f74d21
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temporary disturbances. The outliers will be excluded to avoid including disturbances in the 
data increasing the validity of the statistical test. Due to the small number of outliers and 
their relatively small error their removal will have a small impact on the overall study. A new 
visualization of the final dataset can be seen in Figure 21. 

 

As shown in Figure 22 the mean difference between the MVVM and Flux artifacts ranges 
from 22 - 28 ms. The MVVM artifact is consistently faster. 
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As shown in Tables 4 and 5 Flux has a lower standard deviation than MVVM. The range is 
also larger between the MVVM measurements meaning there is a bigger difference between 
the lowest and the highest value compared to the Flux measurements. 

Table 4 Mean response time and number of measurements on the Flux Artifact 

Table 5 Mean response time and number of measurements on the MVVM Artifact 

7.2.2 Time to Change State  
The measurements on the time to change state metric are done using commit: #452ea12 . 22

The raw data from the experiment is presented in Figure 23. From the pilot study we learned 
that the raw data will be messy and that the time to change state results will differ a lot 
between measurements. This is due to the impact the random amount of rows to remove 
have on the result. There is one upward spike, measurement 201 from the MVVM dataset 
that is a bit higher than the others at 284ms. Other than that no abnormalities are noticed in 
the chronologically sorted diagram. 

Flux Measurements Mean Std Min Max Range

20 96 456 14.6 427 478 51
40 86 513 15.0 486 535 49
60 111 560 13.7 532 587 55
80 98 612 13.1 586 639 53
100 104 657 13.1 632 684 52

MVVM Measure
ments

Mean Std Min Max Range

20 106 432 14.4 405 461 56
40 109 492 15.3 463 521 58
60 95 536 15.8 508 568 60
80 92 588 16.4 560 629 69
100 95 631 14.4 603 658 55

 https://github.com/a22albjo/Thesis-2025/commit/452ea1222
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To better understand the results the measurements are sorted by how many rows were 
deleted in Figure 24. There are a number of interesting observations that emerge from this 
visualization:  

There is more volatility in response times from both of the architectures when there is a 
small(<10) number of rows deleted. The result seems to get more consistent the more rows 
that are to be deleted. The volatility seems to increase slowly from 100 to about 20 rows to 
delete before getting increasingly volatile quickly at measurements with < 10 rows deleted. 
The most significant outliers will be removed to not interfere with the statistical test. 

MVVM seems to have some sort of abnormality when removing close to all rows(around 96 - 
99) making it slower than the Flux artifact in those cases. This abnormality was not found 
during the pilot study, probably due to the smaller sample size. 

The MVVM architecture has more outliers than the Flux architecture. After reviewing the 
data all of the most significant outliers are between measurements 201 - 211 during the 
MVVM experiment. Some unrelated process might have occupied the CPU corrupting the 
measurements that were done during this short period of time. Measurements 201 - 211 will 
be removed from the dataset.  

A new visualization after the removal of outliers can be seen in Figure 25. 
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7.3 Analysis 
In this section the result will be analyzed and the statistical significance of the measurements 
will be tested. Questions about the result and why some unexpected behavior emerged will 
be addressed. 

To test the statistical significance of the result, the test must account for the number of rows 
fetch or deleted due to the result’s high correlation to that variable. A test that only takes one 
variable into consideration ex ANOVA could lead to misrepresentative result. For this reason 
an Analysis of covariance (ANCOVA) test will be used, an ANCOVA test will just like ANOVA 
take the dependent variable - in this case the time it takes to change state and response time, 
and it will also take a concomitant variable, the concomitant variable is the variable that we 
want to take under statistical control, in this case it is the number of rows deleted or fetched. 

7.3.1 Response Times 
For the ANCOVA test to be valid a test for homogeneity can not be significant, meaning that 
the slope of regression is consistent between the two groups. Having the same reaction on 
the dependent variable depending on the value of the covariate variable is required for an 
ANCOVA test to be valid. A P-value of 0.35 on the test for homogeneity of regressions is not 
significant meaning that the ANCOVA test is valid. The P-value of the experiment is < 
0.0001 meaning that MVVM and Flux differ when it comes to response times. (Table 6) 
MVVM loads faster than Flux. 

Table 6 Ancova test statistics response times 

The standard deviation is smaller on the Flux application, this can be seen in Tables 4 and 5. 
To test if the difference is significant a statistical test called the Levene’s test is used. The 
Levene’s test works by applying an F-test on the deviations of the samples from the group’s 
mean(Gastwirth,  Gel &  Miao, 2009). We can conclude that the difference in standard 
deviation is statistically significant when 40, 60, 80 and 100 rows are rendered, however it 
seems that the difference is not enough when 20 rows are rendered(Table 7). It is interesting 
to note that when it comes to the standard deviation on 20 rows the standard deviation is 
higher on the Flux artifact. 

ANCOVA - Response times Total
Mean 547
Correlation(r, r2) 0.98, 0.96
F-value 617.79
P-value < 0.0001
Test for homogeneity of regressions 
F-value 0.88
P-value 0.348431
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Table 7 Ancova test statistics response times standard deviation 

According to Nielsen(1994) humans perceive delays of around 100 ms or less as instant. The 
differences in response delays of around 25 ms are very small in comparison and it is 
unlikely to have a noticeable impact on a user’s satisfaction and opinion of an application. 

To gain insights into larger data sets and see the impact it has on response time a 
complementary experiment was conducted were the API responded with 200 rows. The 
main reason for this experiment is due to the interesting observations received using double 
the amount of rows in the time to change state analysis found in Figure 30 in the thesis. The 
mean between the two architectures is 42 ms apart. This is interesting indicating that a state 
heavy application might be even more favorable towards MVVM in terms of performance. 
See Figure 26 and 27. 

 

Levene’s test P - value Significant difference?
20 0.2714 No
40 0.0006044 Yes
60 4.797e-10 Yes
80 7.059e-7 Yes
100 0.0003784 Yes
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To test if the difference continues to get bigger with larger amounts of rows an API 
responding with 1000 rows was created resulting in a difference of 155 ms, the total response 
time is about 3.25 - 3.65 sec(see Figure 28). Due to the long response times when rendering 
this many rows this scenario would probably be avoided in a real-life setting using 
pagination.  

 7.3.2 Time to Change State 
As was the case in the pilot study the measurements get increasingly volatile when fewer 
rows are deleted. One hypothesis for this behavior is that some row-positions are favorable 
to the deletion algorithms or re-rendering of the table. When there is an increasing amount 
of rows selected at random this effect gets less noticeable due to the impact of individual 
rows being in favorable places decreases exponentially. To test this hypothesis an experiment 
was set up with 200 rows in the table first deleting row index 0 10 times then index 199 10 
times. The means for index 0 was 3060 ms and for index 199 was 3928. A statistical test was 
made resulting in a p-value of <.00001. We conclude that the reason for the high volatility 
when few rows are deleted is due to the index of the row having a big impact on the re-
rendering time. 

I noticed that when removing 96-99 rows Flux is faster than MVVM. It seems like MVVM 
suddenly breaks its correlation between time to change state and number of rows to be 
deleted when the amount of rows to delete is 96-99. To make sure this pattern wasn’t just a 
coincidence 100 measurements were made to get a sample specifically where 80 - 100 rows 
are to be deleted. These measurements give the same results. (see Figure 29) 
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To further investigate this an API responding with 200 instead of 100 operators was created 
to see if and how this phenomenon would appear in this case, this does not seem to be the 
case. The reason for this behavior remains unclear. However an interesting observation 
emerged from this experiment, the MVVM artifact gets more effective than the Flux artifact 
when more rows are to be deleted. While the Flux artifact’s time to change state decreases 
linearly the more rows are deleted the MVVM seems to have an exponential decrease. See 
Figure 30. 

The mean for the MVVM artifact is 137,13 and for the Flux 154,31, it is a difference of on 
average 17,18 ms per state change. As is the case for the response time measurements this 
difference is probably too small for a human to perceive. The statistical test shows that the 
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MVVM artifact has faster state changes than Flux. See a summary of the ANCOVA test in 
Table 8. 

Table 8 ANCOVA test statistics time to change state


7.4 Conclusions 
Flux gives more consistent response times with a lower standard deviation compared to 
MVVM when it comes to rendering 40, 60, 80 and 100 rows. The difference is statistically 
significant. Meaning that the Flux artifact gives more consistent loading times.  

MVVM has faster response times than Flux by on average 22 - 28ms depending on the 
number of rows that are rendered, the difference is statistically significant.  

A large number of rows included in the state seem to favor MVVM, the difference in response 
time gets larger the more rows are rendered. 

The time it takes to change state has a difference of 17,18 ms on average, the difference is 
statistically significant.  

The H0 is rejected and H1 is accepted, both of the metrics favor MVVM over the Flux 
architecture. The difference is very small from a human perspective, response times of 100 
ms or less are perceived as instant by humans(Nielsen, 1994). The difference in response 
times observed in this experiment is by itself unlikely to impact human perception. 

ANCOVA - Time to change state Total
Mean 145.8787
Correlation(r, r2) -0.96, 0.93
F-value 121.28
P-value <0.0001
Test for homogeneity of regressions 
F-value 3.22
P-value 0.0733
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8 Concluding Remarks 

8.1 Summary 
The goal of this thesis is to get an understanding of how the Flux and MVVM architectural 
patterns influence the response times in a Blazor WebAssembly application. To answer the 
research question two experiments were conducted. 

Both experiments concludes that MVVM demonstrates faster responsiveness than Flux. The 
difference is statistically significant. The differences in response time get bigger the more 
rows are included in the state. The difference in response time between the architectures is 
<28 ms apart under normal conditions, meaning a human would not notice the difference. 
When pushing the artifact to its limit by increasing the amount of state to 1000 objects a 
response time of over 3,2 seconds resulted in a difference of 155ms on average. 

The difference in time it takes to change state between the architectures is under normal 
conditions by an average of 17 ms. It is unlikely that differences of that magnitude would 
affect user perception. 

8.2 Discussion 
The need for state management increases with more complex data handling in the 
applications, however the more complexity that is introduced to an artifact the harder it is to 
keep the artifacts relevant and the more unwanted factors will play a role when conducting 
an experiment. The size of the artifact in this study is relatively small and its structure 
uncomplicated. 

One critique of the implementation of the MVVM artifact is that the ViewModel has too 
much responsibility. Particularly the fetching of data can be argued should have been 
handled by the Model instead of the ViewModel. In retrospect that critique is valid and after 
researching the subject my conclusion is that this is a limitation and a problem with this 
study. This is a subtle difference and its impact on the results is believed to be nonexistent. 

The pilot study conducted as part of this thesis proved important, yielding a multiple 
observations, some resulting in changes to the primary experiment. One significant 
adjustment made due to these observations was to publish the application decoupling it from 
Visual Studios local server. By doing this the results from measurements got both faster and 
more consistent.  

Another observation made during the pilot study was the high volatility coming from when a 
small number of rows were deleted. This insight allowed us to specifically target that 
behavior and conclude why it appeared during the main experiment.  

The pilot Study also show us that the response time, when it came to change state was highly 
affected by the number of rows that was deleted, this inspired the introduction of varying the 
number of rows to be sent from the API which gave interesting insights in to how the 
response time correlated with the size of the data-load. 

The differences between the architectures compared in this study are proven statistically 
significant. The difference is very small from a human perspective, a response time of 100 ms 
or less is perceived as instantaneous(Nielsen 1994). Performance from a user satisfaction 
perspective will therefore probably not have to be considered when deciding between these 

40



two architectures. There can be reasons other than user satisfaction making response times 
important, for example making the applications unit tests run faster or if the application is 
synchronizing with fast-changing data in real-time, then a latency of 20ms might be the 
difference between clogging the update queue having a negative and noticeable impact on 
overall response times.  

A limitation of this study is that the user interface seems to take up a large portion of the 
response time. This is especially clear when analyzing the time to change state where the 
more rows that are deleted the faster it takes for the page to be fully rendered. If the UI was 
lightweight or only the state change was measured in isolation I would expect the reverse, 
that the more state is deleted the more time it takes. 

Silfverling and Shaker (2017) compare Redux which is the inspiration for Fluxor with the 
MVC-architecture. Their finding was that Redux changes state faster than MVC. A limitation 
of this paper is that it does not measure the applications response time, also the full text of 
this study has not been reviewed during the development of this thesis due to it not being 
published online, only a summary of the work have been available. This limits our ability to 
compare the result from the two studies.  

Lou (2016) compares the performance of MVC and MVVM, concluding that MVVM uses less 
memory than MVC. According to Magics-Verkman et al. (2023) MVVM demonsarate both 
lower Memory usage and CPU usage than MVC. The performance metric used in these 
studies were limited to memory and CPU usage, making the relevancy of the conclusions 
drawn from that paper limited. Using these studies it can be derived that Flux in terms of 
performance might be placed in the middle between MVVM and MVC.  

However, the technologies and metrics used for these three experiments differ and one of the 
papers has not been accessed decreasing the reliability of this derived conclusion. One 
difference is the use of Blazor and WebAssambly in this thesis artifact compared to React 
which is a JavaScript-based artifact used in the work of Silfverling and Shaker and an 
Android-based artifact benchmarked in the work of Wisnuadhi, Munawar and Wahyu.  

8.3 Ethics 
When it comes to ethical aspects - the nature of this paper with design and method taken 
into consideration is of a kind that invites repeatability, the software and hardware tools 
used are described or provided in a way that makes it possible for a reader to repeat the 
experiment as correctly as possible. The intention is to have full transparency about the 
threats to validity ensuring that the experiment has scientific integrity. As part of achieving 
transparency a GitHub repository is created where the artifacts used in the experiment as 
well as scripts for measurements are provided. 

There are different ways to approach comparing architectural design patterns, in the 
”Related work” section you can find some of them. Some comparisons are made from a 
developer perspective where testability and maintainability are measured and discussed, 
others are examining it from a user’s perspective by measuring response times and memory 
usage. This experiment is done from a user perspective measuring performance and 
specifically response times. To pick the right architecture for managing state it is important 
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to consider both the developers and users perspective as well as the specific needs of the 
application. 

Changing the architecture of an application will most probably result in a full rewrite of the 
application resulting in a waste of resources, it is therefore important to pick the best state 
management approach from the beginning. This is highlighted by Lou (2016) when talking 
about Android applications, stating that refactoring a projects architecture will require large 
amount of efforts both to develop and test. This thesis aims to be part of a decision basis for 
teams and developers when deciding on a state management strategy in a Blazor web 
application. Although not measured in this paper the ease of developing, maintaining, 
testing and scaling the application are important factors to consider when choosing 
architectural pattern to avoid rewrites wasting both economical and natural resources on 
unnecessary refactoring and development. There are research done on these subjects on the 
topic of architectural design patterns, for example Wilson, Wedyan and Omari (2022) and 
Lou (2016) are using testing and maintainability as metrics. However, no study have been 
conducted using these metrics on a Flux application. 

Using sub-optimally performing software can waste electricity and hardware due to more 
and heavier calculations than necessary. Andrae(2020) states that information and 
communication technologies consume up to 7% of the total electricity use globally, meaning 
improvements to software have a potentially big impact on worldwide electricity use. 

The artifact built for this experiment is small, the implications a larger application would 
have on performance is not explored. There is a risk that the proportions between results 
and the conclusions drawn from this experiment would be different in a larger application. 

This experiment is done in a .Net Blazor WebAssembly project and uses specific libraries for 
implementing the design patterns, the conclusions drawn from this experiment can differ 
from other frameworks and might differ between libraries implementing the same design 
pattern. The implementation of the design patterns on the artifact can be done in slightly 
different ways, the exact implementation can and probably will have some implications on 
the measurements. 

This experiment is done on artifacts using Mudblazor tables, the exact implications the table 
has on response times and potential preferences of the table have not been investigated. The 
data is served in the same way to the table and the artifacts are as similar as possible to 
mitigate the UI affecting the differences of response times on the artifacts. 

The synthetically generated data used in this experiment aims to represent the real-world 
data of the application as closely as possible, the data consists of 7 short strings and boolean 
values. The generated data compared to the real-world data will not have a noticeable impact 
on the performance of the application. However the result and conclusions could vary in 
other applications using bigger data types. 

More experiments that use different architectures, frameworks, libraries, artifacts, datasets 
and metrics would complement this study and give deeper insight into the implications that 
the design patterns have on applications. 
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8.4 Future Work 
When choosing a front-end architecture for handling application state more parameters than 
speed need to be taken into consideration. Metrics that measure developer experience like 
testability, maintainability and scaleability, and also other user experience aspects like 
memory usage and CPU-usage would be important. Studies that give insights into these 
metrics can be used together with this paper as a decision basis for picking the right 
architecture.  

To get a more complete understanding of the implications that the architectures have on an 
application a case study could be conducted, this could provide both quantitative data like 
test coverage and memory usage but also subjective and qualitative data about developer and 
user experience. 

A more complex and bigger application would often at some point need to introduce some 
form of communication and/or shared data between ViewModels, it would be interesting to 
see how that could affect the application from a performance perspective and from a 
scalability perspective. 

A more focused study that studies the basic flow of data and under the hood mechanics of 
the technologies to get an in-depth understanding of exactly where Flux loses time to MVVM 
is a subject that would complement this study as well as give insights that potentially can 
inspire new even better technologies. It would also be interesting to see how the results of a 
study where the architectures are measured without a UI or with a very lightweight UI. 

During the time to change state part of the experiment a couple of interesting behaviors were 
discovered. It would be interesting to see a paper focused on comparing the two different 
algorithms for creating a reduced array of objects shown in Figure 12 and 13, where one 
algorithm manipulates the current array and the other creates a new array. Another 
interesting observation is that there seems to be a lot more volatility when removing few 
items than when removing many, it would be interesting to gain more understanding about 
this behavior. In this paper a hypothesis for this behavior is presented: Some row indexes are 
favorable to the deletion algorithms. When there is an increasing amount of rows selected at 
random this effect gets less noticeable due to the impact of individual rows being in favorable 
places decreases exponentially. To test this hypothesis would complement this study and 
give insights into how the algorithms are working in different conditions. 

Using the conclusions from this paper and the work of Silfverling and Shaker (2017) as well 
as Wisnuadhi, Munawar. Wahyu (2020) it is inferred that Flux in terms of response time 
might be placed between MVVM and MVC. This could serve as a hypothesis for a future 
paper. An experiment where MVVM, MVC and Flux are applied to the same framework and 
under the same conditions would provide more confident insights into there relative 
performance. 

The patterns compared in this thesis have a lot in common both are decoupling the data 
from the user interface and both are acting on the client side. Future research could include 
development of a state management architectural approach that combines the speed and 
simplicity derived from using mutable state and a ViewModel and the consistency and 
debugging functionality of using Flux. 
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