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Sammanfattning

En ny teknologi har nyligen kommit in rampljuset, nimligen sprakmodeller, vilket ofta
refereras som 'AI'. Men denna teknologi ar fortfarande ny, och dess tillforlitlighet ar
fortfarande osiker. En fraga ar dock, hur skulle denna nya teknologin kunna anviandas
inom digital forensik? Att utforska hur sprakmodeller kan hantera bevis samt generellt
hjilpa en forensisk utredning ar en fraga vart att undersoka. Och da ar fragan, i vilka
olika falt sprakmodeller kunna anvindas och vara mest effektiva? Och hur jamférs denna
nya teknologin i jamforelse med nuvarande verktyg? For att undersoka detta sa utfordes
en litteraturoversikt att utforas, dar forskning fran de senaste aren samlades och
analyserades. Genom detta s undersoktes sprakmodellers tillforlitlighet, och var deras
styrkor och svagheter ligger. Det finns lite forskning inom detta filt, men sprakmodeller
visar att det finns potential inom digital forensik, men det finns mycket varians inom de
olika forskningarna kring modellerna. Och aven de modeller som utviarderas hogt i hur
korrekta deras utformning var, sa var det fortfarande svart att viardera pa grund av
variationen mellan forskningen. Finjusterade modeller samt ramverk verkar ha stor
potential, men ytterligare forskning maste goras for att faststilla hur rimliga de ar att
implementera. Och aven i de allra basta och palitliga modellerna, sa ar det viktigt for
anvandare av dessa modeller att vara pa utkik efter misstag. Och att verifiera resultaten
ifall ndgon form av 'hallucination' dyker upp.

Nyckelord: Digital forensik, sprakmodeller, stora sprakmodeller

Abstract

The emerging technology of language models, often referred to as 'AlI', has garnered a lot
of attention in the past few years, but the technology is still fresh and uncertain, and a
bigger question emerges: How can this technology be applied in the realm of digital
forensics? Exploring the advantages of how language models may help a digital forensics
investigator could prove invaluable in expediting the forensic process, such as by
processing large amounts of evidence or working as a co-investigator. In order to
examine the viability of this however, contemporary literature was collected, studied, and
analyzed in a systematic manner. This allowed us to investigate where language models
shine and where they falter, and whether their reliability to 'hallucinate' imposes a great
problem. While there isn't much research in relation to digital forensics in particular,
language models show promise within the field, but there is great variance in the
evaluations of these models, which makes many of even the well performing models
appear inconsistent. Fine-tuned local models and larger frameworks show the most
promise, but more research needs to be done to ascertain their full potential and
feasibility to implement. That being said, even the most consistent models will invariably
make some mistakes and contain some form of errors or 'hallucinations'. It is up to the
users of these language models to take into account and correct any mistakes.

Keywords: Digital forensics, language models, large language models
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1 Introduction

In today’s digital landscape, new technology is continually being developed, released, and
refined. For many of these technologies, a question arises about how they may be put to use.
The advent of modern language model technologies, also sometimes generally referred to as
‘Al’, such as the very popular ChatGPT, has sparked much interest in how this technology may
be helpful within the various tech fields. One such area is the domain of digital forensics,
especially in aiding forensic investigators. Digital forensics is the field of locating, identifying,
processing, analyzing, and reporting digital evidence, usually in the context of criminal
investigations (Casey, 2009; Kavrestad, 2020).

However, the application of language models is still uncertain, especially regarding what areas
they may be most suitable and whether they are reliable as part of a toolkit for a forensic
investigator. The trend of language models routinely ‘hallucinate’ and generate blatantly wrong
output, bringing an inherent degree of unreliability (Alkaissi & McFarlane, 2023; Naveed et al.,
2024; Zhao et al., 2023). However, that does not mean there is no potential and with the proper
knowledge and application of their function, they may prove extremely useful. Their ability to
comprehend natural human language requests through prompts proves to be a very intuitive
factor coupled with an advanced understanding of language and general patterns.
Furthermore, as the amount of ‘AT’ retrieved evidence in digital forensics has only risen in the
past couple of years, this has become a very relevant topic to discuss (Sreya & Wadhwa, 2023).

It is then a matter of evaluating the flaws, strengths, uncertainties, and differences between
individual language models themselves and different varieties of these models. How do these
potential strengths perform in relation to traditional tools that a digital forensics investigator
might use when dealing with digital evidence? Are there proper or improper contexts for these
language models, and when are they suitable as a complementary tool? This field is challenging
to evaluate due to the constant evolution of models, both in the form of pre-existing ones
receiving updates and enhanced and brand-new models’ being released by various
organizations.

Because of the somewhat recent explosion in language models’ capacity to understand and
solve problems at the end of 2022, this does mean that the modern iteration of these new
language models have not been around for a long time, and thus have not had the time to be
fully explored (Zhao et al., 2023). Even as this thesis is being written, it may very well already
be out of date as the examined literature may no longer be representative of the state of the
newest models that have been released.

In order to evaluate the capacity of modern language models in the context of digital forensics,
a systematic literature review was conducted following the three-phase process as detailed by
Kitchenham (2004), as well as utilizing thematic analysis described by Clarke & Braun (2017).
This thesis will attempt to compile relevant literature dealing with the topic at hand and discuss
its implications for digital forensics.

Despite language models showing massive potential in various aspects of the digital forensics
investigation process, there are still many unclear variables that make their ideal usage hard to
gauge properly. Several language models have significant variance in their accuracy across
several different studies and experiments. This is further exacerbated by the general lack of
research relating to digital forensics, given it is already a relatively small and niche field on its
own (Scanlon et al., 2023).



There are potential avenues in terms of enhanced language models in the form of fine-tuning
and the implementation of technology that continually updates a models’ training data (Kim et
al., 2024; Pan et al., 2024). as well as larger forensic frameworks with traditional forensic tool
integration as well as multiple language model’s working in tandem (Wickramasekara &
Scanlon, 2024). However, these frameworks have not yet been fully examined in depth to
determine whether they are feasible to implement.

The unreliable nature of language models, which sometimes generate output that does not
correspond to the input data, does show a particularly problematic aspect of these models. That
a level of verification is necessary even for tasks that should be fairly simple. Even the most
accurate models have a degree of errors that need to be accounted for, and the output of any
model cannot be blindly trusted, especially when dealing with sensitive data such as in a
criminal investigation (Michelet & Breitinger, 2024).



2 Background

In the modern area, as our daily lives have become more intertwined with technology, we leave
behind digital tracks in the various forms of devices that we interact with without sometimes
thinking about it. Similarly, many criminal activities have also transferred into the digital
medium, such as computer-based crimes like downloading illegal material or committing fraud
over the internet. Digital forensics concerns itself with this area, the investigation of the data
that is left behind on the various devices we find ourselves using, both on the victim’s and
potential assailants devices (Rafique & Khan, 2013). The various tools and methods of which to
approach the process of digital forensics are always evolving. In recent years the topic of
language models, sometimes colloquially referred to as ‘A’ or otherwise large language
models, has become a topic for much discussion regarding how it can be used in various
modern fields, including digital forensics.

2.1 What is Digital Forensics

Kavrestad (2020) defines digital forensics as:

“...the examination of digital storage and digital environments in order to determine what
has happened. “What has happened” in this context could be whether or not a crime was
committed, whether or not someone remote controlled a certain computer, when a picture
was taken, or if a computer was subject to intrusion.”

However, it is noted that digital forensics is a very broad term that encompasses many
different aspects within the digital medium. For example, Javed et al. (2022) lists the
following major subcategories within the field of computer forensics: Operating System
Forensics, Disk and File System Forensics, Live Memory Forensics, Web Forensics, Email
Forensics, Network Forensics, and Multimedia Forensics as the most significant areas. These
different areas all require different methods, processes, and tools to investigate a particular
device properly. One thing to note is that the above field specifically refers to computer
forensics, not digital forensics. Whilst often used interchangeably, computer forensics
involves the field of devices such as personal computers, mobile phones, tablets, etc (Ibm,
2024). As such, computer forensics can be considered a subcategory of digital forensics,
which includes any digital devices, such as tablets, IoT devices, drones, GPS, cameras, and
other devices that contain any form of digital data that can be extracted and analyzed.
Therefore, any field within computer forensics will generally fall under the broad umbrella
term ‘digital forensics’. This means that this forensic field covers a wide range of various
technologies, and similarly to the different forensic fields described above, it must often be
handled in its particular way and manner to collect and analyze any potential evidence.

While the exact process model for how an investigator might approach a proper forensic
investigation in this area differs slightly, most boil down to similar principles. Javed et al.
(2022) define this process as a five-step one, which includes the following steps: Identification,
Collection, Examination, Assessment/Investigation, and Report. Another example of a five-
step forensic process is presented by Arnes (2017), who outlines the five steps as:
Identification, Collection, Examination, Analysis, and Presentation. While the exact
terminology between these steps may differ, the purpose between the various steps defined in
each process aligns. Whilst the topic of forensics might be most commonly associated with law
enforcement, there is usage for forensics within the corporate sector for private enterprises to
examine any potential intrusion attempt or similar digital breaches (Kavrestad, 2020).



Investigators within the field of digital forensics are posed with the prospect of not just
understanding how to obtain data itself utilizing the various forensic tools at their disposal but
also how to analyze the output of these tools as well, being able to search for patterns, flaws,
characteristics, and comparing this output with other relevant retrieved evidence (Casey,
2009). As such, simply retrieving evidence is not sufficient for an investigator; it must also be
understood on a fundamental level on the meaning behind retrieved pieces of data. Does it
mean something greater? Does it reinforce a pre-existing pattern? Does it point to another lead
that might be investigated?

A common theme is the prospect of finding signs or tracks that something, usually unlawful,
has happened. This information can then be used to track or prosecute someone in a court of
law or for a more practical purpose, like attempting to patch a security infrastructure after a
digital intrusion.

Finding these pieces of signs or tracks can come in many different forms. In its simplest
scenario, it might be something like a picture being taken that displays, for example, a suspect
committing a particular act or a chat log of the course of action they have taken or intend to
take. However, in order to acquire these pieces of evidence and take a proper course of action,
the aforementioned five-step model must be followed. Identifying relevant information,
collecting it, analyzing/assessing it, and inevitably reporting on it. However, given that certain
digital landscapes, such as personal computers, can contain a massive amount of varying
information, a measured and strategic approach needs to be taken. Kavrestad (2020) states in
the event of a forensic investigation, a ‘target’ should be declared ahead of the start of such an
investigation. In order to collect relevant data, the investigator needs to be aware of what
exactly is to be investigated. Is it a drug-related crime where a dealer might have used their
computer to coordinate? Is it a hacker who has gained access to secure systems and stolen
relevant data? Due to the aforementioned modern reliance upon various electronic devices,
even crimes not commonly associated with computing technology can still contain traces of
crimes. A picture saved on a device might contain something called ‘metadata,” which can store
information such as GPS locations of where the picture was taken or the model of the camera
that took the picture, which could directly link a suspect to a case.

2.2 Digital Forensics Tools

Given the vast amounts of various types of information stored within the digital medium, the
topic once again comes back to the various tools that can assist a forensic investigator. If
working for a police force, they might provide an investigator with their own tools tailored for
these different tasks. However, several tools are also available online for free. Kivrestad (2020)
lists several free tools that could be extremely useful for a forensic investigator with a limited
toolset. Tools such as FTK, Thumbcache Viewer, USBDevview, Autopsy, Registry Explorer,
Volatility, or Redline. Some of these may overlap in their purpose or the types of evidence they
may find, but many are helpful for the several different aspects that may need to be investigated
within the area of digital forensics. Their usage ranges from viewing a given file's metadata,
using predefined hash sets to search for suspicious or notable files, examining user activity,
what programs may have been running, and the network connections on a given computer,
among other things. A forensic investigator, thus, needs to be aware of the several different
avenues to pursue an investigation, moreover, be able to analyze the collected pieces of
evidence properly.



A necessity when utilizing these various tools for an investigator is to possess a fundamental
understanding of the limitations of any given tool and to verify the results of any particular tool,
Casey (2009) states that an experienced forensic analyst should take a “trust but verify”
approach to such matters. Furthermore, in order to ascertain the validity of these results, an
additional tool may be utilized to verify that the same results have been retrieved. Just because
one tool cannot find any particular piece of evidence, it does not mean it is not present and may
be retrieved entirely with a different approach/application of the tool or by another tool.

In a legal context, there is a need to follow the proper legal procedures as is expected by due
process (Karie & Venter, 2015; Kavrestad, 2020). While a private forensic examination
requested by, for example, a company to investigate their internal corporate device might
simply require clearance from an executive, when it comes to matters of the law, a high
degree of certainty and proof is required in order to properly ensure that a potential criminal
is to be linked to and convicted of a crime.

2.3 What are Language Models

Naveed et al. (2024) describes language models as:

“...cutting-edge artificial intelligence systems that can process and generate text with
coherent communication [4] and generalize to multiple tasks”

OpenAlI (N.d.), the organization responsible for the development and training of the widely
known and used ChatGPT defines their own model as one that has been trained on vast
amounts of data in order to produce responses and output that are ‘human-like’, and allows for
an effective database of information that can conversationally provide such information in
accordance to the user’s request. However, they note that the model can ‘occasionally produce
incorrect answers.” With the vast swathes of data that language models sometimes refer to as
'large language models,' the aim is for a user to be able to ask a question about essentially any
topic and receive an answer. This language model is also referred to as a ‘pre-trained’ model,
and these models essentially function by using a large amount of pre-trained data at their
disposal to ‘predict’ fitting output to produce in response to the initial question or input by the
user (Wang, H. et al. 2023).

Essentially, while pre-trained language models do not technically understand the input that a
user might send, based on the large amount of data at their disposal, they can use that data to
construct to ‘predict’ what a response might be. For example, if a user asks a pre-trained
language model something like, ‘How many hours is there in a day?’ The data that the model is
trained on all say something along the lines of ‘24 hours,’ so the model can reasonably predict
that the response to the question will be 24 hours. This becomes more complex, and the
potential responses might be more varied as the training data differs. Naturally, if some of the
data on which the model has been trained is incorrect, then it is also possible that the predicted
output by the language model may also not be entirely correct.

No technology is without its flaws, as there have been concerns over the so-called
‘hallucinations’ produced by language models and how reliable the output of these models can
be, particularly when it comes to publishing scientific literature (Alkaissi & McFarlane, 2023).
Hallucinations in this context are effectively outputs from these models that are not necessarily
factual and can be described as: “text that is nonsensical, or unfaithful to the provided source
input” (Wang, H. et al., 2023)



In addition, an organization might choose to construct a language model based on their own
selection of data for the model to learn. In other words, a model that is not pre-trained and is
more customized for a specific intent. Alternatively, it is also possible to perform fine-tuning on
already existing pre-trained models to perform better in a specific targeted area or field (Dodge
et al., 2020). These processes make a language model more specifically suited to specific tasks
as opposed to more general use.

Since the release of the aforementioned widely popular language model ChatGPT in December
2022, its usage within academia, particularly in the field of computing and language, could be
notably observed (Liu, Y. et al., 2023). Chang et al. (2024) similarly note that from the start of
2023, the number of papers published that examined the concept of LLMs increased over
sevenfold in just 6 months since the start of 2023.

Similarly, Zhao et al. (2023) state that the general capacity of LLMs task-solving capacities rose
dramatically towards the end of 2022, coinciding with the launch of OpenAI’s ChatGPT launch,
which only appears to trend further upward over time. However, while ChatGPT is likely the
most well-known language model today, it is far from the only one. With competitors being
released by other organizations, such as the recently released model DeepSeek (2024). Other
models have also shown themselves to have been used within the field of digital forensics, such
as Llama-2 and StarCoder (Chernysheyv et al., 2023).



3 Problem formulation

With the ever-evolving digital landscape, as both the medium in which malicious actors are
committing digital crimes and as the available forensic tools update and change, it has become
necessary to stay up to date on effective and reliable measures of forensic investigation. The
topic of language models and their relevance to digital forensics can be relatively broad; after
all, a language model can, in theory, answer any question, assuming that it is built upon the
correct data and that data even exists. In the context of this review, the intention is to measure
the efficacy of language models as a concept that is relevant to the process of a forensic
investigation within the digital medium. Given that the most popular contemporary language
models, such as ChatGPT, are based on massive amounts of text gathered online, this model
might be most suited to the report writing or compilation of results. It is also possible that
language models are decent at analyzing evidence, assuming that the data the model is built on
is reliable and funded by solid forensic principles. Alternatively, language models might
function best as a reliable co-investigator, serving as a tool to remind what methods and
principles should be followed to conduct a proper forensic investigation.

3.1 Aim and Purpose

This review intends to investigate contemporary literature to answer one major question: How
can modern-day language models be used within the realm of digital forensics, and how
effective are they compared to traditional forensic methods and tools?

In order to answer this question, literature that deals with topics related to the five-step
forensics process must be analyzed to determine in what fields language models excel or are
found to be lacking. For example, are language models good at collecting digital evidence but
bad at analyzing, for example, metadata stored in files? Are the models good at identifying the
contents of pictures? Good at writing reports summarizing the evidence? The idea is that by
finding the strengths and weaknesses of the language models within this field, an investigator
may put this technology to use in the areas in which it is most effective. Another big question to
consider is the reliability of the results; because language models are not 100% accurate and
can produce incorrect answers, how significant is the impact of these so-called ‘hallucinations’?

Perhaps with some minor human correction from a trained professional in the field, these
minor faults can be easily addressed. In such a scenario, language models could prove
themselves to be valuable collaborators alongside a human investigator, but not tools that can
reliably sort through an entire forensics case independently. There are many various tools, both
within the operating systems themselves and external tools, that a forensic investigator might
use to investigate these areas. How does a language model interact with these varying tools?
Does it know how to use/read the output they may provide or effectively use them? Is it aware
of the various methods a veteran professional might utilize? Is it aware of the tool's existence at
all, or is it recommending to use a subpar tool? And finally, do different types of language
models excel in different fields, and is a combination of different models recommended for
different purposes?



3.2 Motivation

As the digital medium is constantly evolving, so too is the area of digital forensics. A forensic
investigator may need to sift through a hoard of various pieces of evidence. An investigation of,
say, an entire personal computer might involve many different forms of data, and various tools
already exist to help with the identification, collection, and analysis of relevant information. As
language models have become more prevalent both in the private and public sectors, it is a
natural question to ponder whether this tool can further aid a forensic investigator in the
various aspects, which can, at times, be somewhat complicated. A language model could cut
down the amount of time needed to sort through these massive piles of evidence, or remind an
investigator of the fundamental principles of a forensic investigation, or otherwise offer forms
of advice or aid in an analysis.

This analysis might come in the form of singular pieces of evidence or a wider scan in order to
detect specific patterns among the collected data. Given that many contemporary pre-trained
language models are also suited to writing essay-style answers, they might also prove helpful in
compiling and reporting results. It is the hope that this constantly developing tool will be useful
for forensic investigators, and this review hopes to outline in what areas would be most
practical for language models to be applied towards. To find the fields they are most suited
towards within the area of digital forensics. In addition, if language models are found to be
useful but require some tweaking or correction in order to effectively function, then this review
hopes to highlight relevant areas where such factors come into play.

3.3 Delimitations

Given that language models have experienced an explosive growth in popularity and in
problem solving functionality in the last few years, there is a potential issue with existing
research. Before the end of 2022, language models were not only a more niche field, but also
had more limitations in their functionality. A language model of today has the potential to look
extremely different compared to 5 years ago. As such, it may be prudent to limit the papers
which are to be investigated into a very frequent time period. The landmark language model
ChatGPT released in December 2022, and in some ways represents a brand new wave of the
progress of modern language models. In this case, including scientific literature regarding the
use of language models within digital forensics may not give an accurate representation of the
current capacities and limits of modern language models.

Furthermore, it is natural to state that it is only possible to analyze and review data that exists,
and there may be limitations on the amount of available scientific literature within this specific
field. Given that a forensic investigator may use various types of tools, is it feasible for all of
these different types of forensic tools to have been compared to various language models? Say,
for example, that there are 10 different types of tools an experienced forensic investigator
might consider utilizing in the evidence collection stage, and then let us say that there are five
different language models that might warrant a comparison.

Given the various combinations and modulations that exist in regard to the comparison of
these two, it may not be feasible to reasonably suggest that, for example, a language model is
always superior in any one particular regard; it may just be that the proper tool or software had
not been used. Alternatively, it is possible that these tools were not used in their proper or most
efficient manner if the researcher is not overly familiar with them.



Another factor is that new language models may have already been released during the writing
and publishing of this review. During the initial proposal stage of this review, the
aforementioned DeepSeek was released to the public, and this language model may find itself
to be more efficient than many others that have already been examined by researchers, not to
mention the fact that many of the largest language models are constantly evolving and are still
being worked on by their developers. Issues regarding certain aspects, such as accuracy or lack
of citations, may have been addressed as more development time has passed. Even though a 2-
year timespan may not be long in the grand scheme of things, the results could still vary wildly
depending on how fast the technology has progressed. After all, a notable difference can be
observed when comparing the state of language models from early 2022 to 2024.



4 Methodology

In order to ascertain the current state of language models in relation to digital forensics, this
thesis aims to conduct a systematic literature review in order to collect, examine, and analyze
previous scientific literature published within this field. To then summarize the data and
conclusions drawn by the collective results of the relevant papers. Kitchenham (2004)
describes that a systematic literature review is a means of accomplishing this purpose and
identifying in what areas further research should be conducted. For a literature review to be of
value, it must be thorough and fair, conducted with as minimal biases as possible, and have a
transparent and reproducible process and strategy that has been thoroughly laid out. The
search strategy and reasons for exclusions or inclusions of various research must thus be
explained in detail so that another researcher following the same methodology will produce the
same or similar results.

This systematic literature review will follow the phases and stages as defined by Kitchenham
(2004) in order to conduct this review in addition to utilizing a thematic analysis procedure as
described by Clarke & Braun (2017), as well as the process of using thematic coding defined by
Vaughn & Turner (2016). These two thematic procedures will complement the process defined
by Kitchenham (2004) in order to properly extract and define relevant qualitative data to be
found throughout the data collection process.

This review will go through each of the three phases defined by Kitchenham (2004), defining
each phase in the process and each stage comprising the various phases. The phases and their
associated stages are as follows:

1. Planning the review
1. Identification of the need for a review
2. Development of a review protocol
2. Conducting the review
1. Identification of research
2. Selection of primary studies
3. Study quality assessment
4. Data extraction & monitoring
5. Data synthesis.
3. Reporting the review

Reporting the review is a single-stage phase that comprises aspects and chapters that fall
outside of the methodology. In essence, it comprises the review as a whole and, as such, will not
be described in this section as it would be redundant.
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4.1 Planning the Review

4.1.1 Identification of the Need for a Review

Before any research is to be conducted on the topic, it must first be explored by the researcher
in order to define its necessity. In particular, Kitchenham (2004) states that a researcher
should focus on identifying and reviewing pre-existing systematic reviews on a given topic.
This may indicate to the researcher whether the research in the field is inconclusive, outdated,
or simply more research is required. A lack of systematic reviews is also indicative of the need
for such literature to be published for the given topic.

Kitchenham (2004) provides two checklists that a researcher ought to consider when
evaluating pre-existing systematic reviews, emphasizing an examination of the purpose of the
review, the studies used the criteria applied to them, and the various data and conclusions that
were drawn from them as presented in the review itself. In this topic, an initial search was to be
conducted to find pre-existing research on relevant databases. Key search terms include
‘Forensic,” ‘language model,” and ‘large language model.” This initial search was conducted on
databases which publish papers that are of high standard and relevant within the general tech
or IT fields. In this case, this initial search was applied to the IEEE Xplore and ACM Digital
Library databases. It is also a matter of course that primary studies need to exist to collect data;
if the research in a given field is found to be entirely lacking, then there may be no need for a
review.

4.1.2 Development of a Review Protocol

In order to reduce possible researcher bias, Kitchenham (2004) outlines the need for a
predefined review protocol. If no protocol is defined, then it may be unclear how the researcher
has conducted their review, leaving several aspects unclear and undefined to the reader. The
main aspects of what a protocol should include are mainly contained in the next section of this
methodology chapter, 'conducting the review.' This chapter defines the various significant
aspects of the protocol, which will be listed and explained in detail in each of their respective
stages. However, it also exists outside of it. This includes sections such as the background and
research question of a review, which defines the purpose and rationale for the very review itself
and states its necessity and relevance to the field.

In particular, the research question is defined as the most important activity during the
establishment of the protocol. Without a fundamental question that defines the entire review, it
is the same as being without purpose. If a concrete question cannot be asked, then research
cannot be properly conducted, and finding relevant data becomes a struggle as a researcher has
an undefined perspective on what they ought to be searching for. Without a solid question,
there cannot be a solid answer. Without a proper answer, the results of the review become
muddled, and areas in which to conduct further research on the topic are unclear. Another
aspect to be included in the protocol is a timetable for the entire project in order to adequately
plan the various parts that come with writing the review.
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4.2 Conducting the Review

4.2.1 Identification of Research

At the basis of a literature review, research that serves as the fundamental basis for answering
the question posed by the review must first be acquired and documented. In order to
accomplish this, Kitchenham (2004) states that it is necessary to establish and thoroughly
follow a search strategy and consult others who are more knowledgeable in the field to aid in
this matter. In addition, various forms of searches ought to be conducted and potentially
modified based on the variance in results from the different searches. In order to adequately
cover the research field, various modulations and combinations of keywords to be used in
searches may be required in order to narrow down the search results into relevant research. As
not every published paper may use the same terminology, it is necessary to ensure that the
search covers all relevant research.

For example, in the case of language models, the abbreviation ‘LLM’ may also be used instead
of ‘Large Language Model.” As such, a search that wishes to identify research in the field of
language models may want to include a search term such as ‘Large Language Model’ OR ‘LLM.’
Which will provide results containing either of those terms. Combine this then with the AND
boolean operator, and search strings can become very pinpointed and specific in finding very
specific research. For this review, as it details language model usage within digital forensics,
the following search term was used in order to identify research:

Jorensic AND ('language model' OR 'LLM' OR 'large language model’)

In addition, a time filter was added to the searches to further narrow the research down to more
modern and up-to-date publications. The time filter was applied in the following manner:

12/01/2022 TO 01/31/2025

As mentioned previously, the reasons for this specific time period relate to how rapidly
language models have been growing and how published research before the initial date of
12/01/2022 may not be representative of the topic's modern state.

Furthermore, the results of the searches must be thoroughly saved and documented to ensure
effective analysis and provide transparency for readers of any particular review. The databases
used, the search terms, filters, and other similarly relevant data are to be documented in a
format to provide clarity to the process used. In the instance of this review, the following
databases were IEEE Xplore, ACM Digital Library, Web of Science, and Scopus. The same
identical search term was applied across all databases, and any subsequent filters and
exclusions criteria were then applied. The whole process and results from each search query
from every individual database will be listed in Figure 1 at the end of the methodology chapter.

4.2.2 Selection of Primary Studies

In order to establish which of the papers from the search results are to be used within the
review itself, specific criteria need to be created to garner appropriate information and context
regarding their inclusion and exclusion (Kitchenham, 2004). In order to aid in this process,
themes that were relevant to the subject at large were established. This is a process known as
thematic analysis and was used in order to aid the researcher in more concretely establishing
the context that was sought after within the output from the databases (Clarke & Braun, 2017).
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These themes establish one part of the inclusion criteria, which determines what research will
and will not be included. To put it simply, if any of the analyzed papers do not contain data that
is relevant to any of the established themes, then they are not relevant to the topic being
investigated and will thus not be included. These themes are based on the topics discussed in
the Problem Formulation portion of this review. Table 1 below defines these relevant themes,
and have further been codified in order to aid with documentation and categorization during
the data extraction and data synthesis stage:

Code Theme

[Ao1] Language models as a forensic image analyzer.

[Ao2] Language models as a co-writer in forensic documentation and reporting.

[A03] Language models as a general co—imfesti'ge%tor, provifiing aid for best practices and
methods in digital forensics.

[Ao4] Language models as an analyzer of large amounts of digital forensics evidence.

[Aos] Language models comparison to traditional forensic tools.

[A06] Language model reliability in output within the forensic field.

[A07] Comparisons between different language models in relation to the previous

themes.

Table 1: Themes

In order to establish these themes, an initial investigation of relevant topics needs to be
established, and these were initially identified during the background research of the topic,
both in regard to digital forensics and language models. This approach is described by
Castleberry & Nolen (2018) as ‘a priori’, a careful review of existing research or theory. These
themes essentially boil down to two main components:

1. How can language models be applied to the various parts of the digital forensics
investigation process?

2. How reliable and effective are these models in their respective tasks?

The first component is what lead to the definition of themes [A01], [A02], [A03], and [A04].
[Ao1] and [Ao4] are technically very similar in their purpose but were distinguished as
different themes due to the very different format between an image compared to, for example,
a log file. These themes are inherently linked to the established five-step forensic process.

Themes [A06] and [A07] are connected more with the second component and investigate
language models more as a whole rather than being directly connected to any particular step in
the forensic process. Theme [A05] is considered sort of a hybrid between these two
components and is established directly from the later half of the overarching research question
as defined by the problem formulation section.

These themes are established as relevant due to the pre-established process and purpose of
digital forensics as a whole, what steps are part of that very process, and how language models
may or may not be suitable for these pre-defined steps. These themes were thus created ahead
of time as these topics were deemed as the most relevant to investigate. This process is also
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described by Roberts et al. (2019) as ‘deductive’ and is based on the assumption that certain
principles can be applied to the subject at hand, which was deemed to be suitable for the topic
at hand.

In conjunction with established themes, inclusion and exclusion criteria need to be
established; these determine which papers from the searches were to be removed to have a
more narrow and concentrated pool of papers upon which to base the review. The aim was to
weed out papers that were irrelevant to the research question posed within this review and
remove papers that may be of low quality or otherwise contain data that may not be
representative or reflective of the matter at hand. These criteria are established in Table 2 and
Table 3, presented below.

Code | Inclusion Criteria

[IC1] Relevant to one or several of the themes listed in table 1.

[IC2] | Peer reviewed

[IC3] | Contains clear and usable data.

[IC4] | Published within the time frame ‘12/01/2022-01/31/2025’.

[IC5] [ Is ajournal, conference paper, or research article.

Table 2: Inclusion Criteria

Code | Exclusion Criteria

[EC1] | Blocked by a paywall or otherwise not accessible.

[EC2] | Paper is a duplicate or otherwise redundant.

[EC4] | Content of the paper is not clear or well written enough to draw useful data.

Paper uses improper methodology to draw conclusions or gather data, or otherwise

[EC5] displays clear bias that has not previously been established.

[EC6] | Not written in English.

[EC7] | The topic covered in the paper covers severely outdated language models.

[EC8] | Does not meet any of the inclusion criteria.

Table 3: Exclusion Criteria

The above criteria were applied in a multi-stage process when determining which papers
should and should not be included. An initial liberal interpretation of the selection criteria
should be applied as a first step, with a final decision of whether to include or exclude a given
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paper to be made after a full reading (Kitchenham, 2004). When examining the papers that
have been gathered through the various databases, some of the criteria could immediately be
applied merely by reading the abstract and title. The most notable is [IC1]. If the title and
abstract do not mention anything relevant to the pre-established themes, then it was unlikely to
have any contributing data or conclusions to the overall research question. In addition, [EC1]
and [EC6] would immediately be noticed and applied wherever relevant. Any exact duplicates
of papers, as mentioned in [EC2], were also quickly identified and removed in this step, as well
as [EC6]. Some of the criteria were not able to be immediately established at a first look;
however, [IC1], for example, is a criteria that was examined several times for a given paper.
Relevancy may be unclear at an initial glance and was thus be kept for further examination and
analysis to determine its inclusion or exclusion. Similarly, [IC3], [EC4], [EC5], and [EC7] were
also criteria that cannot be applied to a given paper until a full-text reading has been
conducted.

One topic of particular concern may be [EC5], as it may be difficult for a researcher to identify
improper methodology or otherwise bias on a given topic depending on the researcher's
familiarity with the methodology or topic itself. Very clear and strong biases might be easier to
identify, but more subtle biases with which the researcher may have intentionally or
unintentionally made an effort to hide may prove particularly difficult to identify. If the results
of a given paper deviate massively from similar publications without good reason, then there
may be cause to assume that the paper has been conducted in some improper manner, and
there may be a reason for an even deeper analysis or consultation with an expert within the
field. It is the intent that by only utilizing highly reputable databases, these issues with biases,
as well as low-quality papers as defined in [EC4], were, for the most part, eliminated. However,
there was never a guarantee that all papers would be of high quality and have usable data.

As previously mentioned, a very specific time period has been applied to the given searches of
each database, which is also defined in the inclusion criteria [IC4]. However, even within this
time period, papers discussing language models from before this time period would likely still
appear due to the expected time needed for research and publishing. Because this will fall
outside of the intended time period, it is defined by the exclusion criteria [EC7].

4.2.3 Study Quality Assessment

Once the previous stage of dealing with the selection of primary studies had been concluded, a
much smaller selection of papers remains, which are subject to closer evaluation and
assessment. This was the last part in which inclusion and exclusion criteria were applied, and
the final selection of papers remained from which data was extracted in order to construct the
final results. For this stage, in particular, there are a few particular criteria that were very
relevant to determine inclusion or exclusion. Notably, [IC1], [IC3], [EC4], [EC5], and [EC7]. As
previously noted, while these criteria may be applicable in an initial reading of the title and
abstract, it may be unclear to say so entirely until a full read-through has occurred. Ultimately,
these inclusion and exclusion criteria can be boiled down to two basic points.

1. Are the papers properly conducted, and do they contain useful and parsable data?

2. Are the contents of the paper relevant to the established themes relevant to the research
question?

An analysis of various parts of these papers was conducted. Looking at the methodology,
results, conclusion, discussion, and gauging based on the contents, whether or not given data is
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a suitable inclusion based on the quality and clarity of results and the arrival of those results,
and relevance to the established topic at hand. Kitchenham (2004) states that there is no
agreed definition to what defines ‘quality’ in regard to study assessment. [EC4] and [EC5]
primarily deal with this realm and seeks to examine whether the results drawn are reasonable
based on what is presented. A study that is deemed to be of low quality’ may present results
that are vastly different compared to other studies, and if indeed it was conducted in an
improper manner, then the difference in results may instead be due to improper application of
what was being researcher, and thus not proper to include in a review.

Determination of relevance was a large factor in this stage, and it is here that the establishing of
themes will be particularly helpful. According to Vaughn & Turner (2016), by referencing pre-
established themes, a researcher can more easily determine and judge whether the contents of
a paper have a direct connection to the overall research being conducted. This is referred to as
qualitative analysis and is further backed up, categorized, and coded utilizing thematic coding
as described by Clarke & Braun (2017). Using this method aided particularly in the analysis of
qualitative data, which may at times be more abstract in its identification, and provided direct
links to specific categories for which the researcher would be actively searching. In other
words, the pre-establishment of themes allows a paper to be analyzed for specific data and
allows the researcher to reference any given data back to these themes to determine relevancy
and conclusion to the overall review.

4.2.4 Data Extraction & Monitoring

Kitchenham (2004) states that this stage concerns itself with the extraction of data and that
specific forms that are used to extract that data ought to be established. As the nature of data
extracted can vary wildly, such as in the cases of qualitative and quantitative data, a proper,
consistent form needs to contain all relevant information regarding the extracted data and
where it originated from.

The full context surrounding the data needs to be documented so that any details are not lost in
the process and in order to make for later and easier referencing at a later time. This
information ought to be noted down in a separate document solely for the purpose of
referencing the extracted data. This form is referred to as a data extraction form and contains
the following information:

 Title of paper

* Year of paper publishing

» Author(s)

» Page number where specific data is extracted from

* Summary of extracted data

* Code with associated themes

* (Optional) Additional notes or other relevant additions such as images
Listed below are a few samples of how extracted data appears:

Transfer Learning-based Forensic Analysis and Classification of E-Mail Content
(Igbal, F. et al. 2023)

Pg. 15: Variations of the language model BERT was able to classify emails into
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categories such as harassing, threatening, or normal. BERT itself had a 97% accuracy
rate, Distil-BERT had 98%, and XLM-Roberta had 97.63% [Ao4] [Ao7]

Several data points were extracted from the very same paper in many cases. When several data
points are extracted from the same source, they were numerically categorized under the title of
the paper to which they belong and are further individually indicated by their page number and
relevant codified themes. An example of multiple data points listed under the same title is
defined below:

Zero-Shot Entity Recognition on Forensic Timeline (Talasari et al. 2024)

1. Pg. 3: The large language models ChatGPT and Claude were used to analyze a forensic
timeline using zero shot learning that had been created using various log files in order to
identify certain entities, or in other words, particular types of data. These data types in
this context are information such as file type, use id’s, software version, filename,
permissions, etc. [A04]

2. Pg. 5: Claude was more efficient at recognizing a higher amount of entities, and thus
was able to extract more detail from the available data. ChatGPT had inconsistent
recognition and needed to be executed several times in order to properly recognize
relevant entities. [A07]

The intention with these data forms was to allow for an easy summary and note-taking from a
researcher reading through a particular paper and to allow further and easier referencing later
in the data synthesis stage when all of the data is summarized and potentially further
referenced if additional context is needed for any particular data point.

The further categorization of results via thematic coding also allowed for data to be more easily
sorted and referenced when compiling the results in each of their relevant sections within the
results. For example, if a particular chapter deals with a particular subject related to one of the
themes, finding the relevant information and data to that subject becomes far easier once
thematic codes have been attached to the extracted data (Clarke & Braun, 2017).

4.2.5 Data Synthesis

The process of data synthesis is the process of summarizing the results of the final selection of
the collected papers, and two particular types of data synthesis can be utilized depending on the
nature of the data and whether it is quantitative or qualitative (Kitchenham, 2004). The two
methods of data synthesis are known as descriptive synthesis and quantitative synthesis. It
may be challenging to determine what type of data will be most prevalent within any collected
studies before doing a proper deep dive and analysis into the contents of each paper, depending
on the topic being presented. In the case of this review, it was anticipated that qualitative data
would be the most relevant form of data, but quantitative data would likely still appear and be
particularly relevant.

The application of themes also aided in the synthesis process, as the results were to be split into
their own individual sections and chapters. This allowed for a smoother process of tabulation
during the summation of results. The comparison of different types of processes between, for
example, different studies within descriptive synthesis is noted as important in order to be able
to distinguish why two different outcomes from different studies may differ or other factors as
to why two papers did not reach the same outcome (Kitchenham, 2004). These differences may
have required a deeper form of analysis in the form of, for example, sample sizes, methods
used, and proper/improper study conduct in order to draw a proper conclusion, if a concrete

17



conclusion can even be formed based on the available presented data. In the event of a
quantitative synthesis, various forms of quantitative data may need to be directly compared.

As such, any extracted quantitative data should include information regarding that
quantitative data such as sample size, standard deviation, the method used to gather data, and
comparison of various aspects of the results such as the mean value of the data (Kitchenham,
2004). Should the papers generally line up with the results of their quantitative data, then a
clear pattern should emerge when comparing them, even if a few outliers exist. But in the event
that the data differs in large deviating manners and no proper pattern is formed, it may be that
the data has been collected in an improper manner, that the method or aim of the different data
collection and results differ too much, or simply that no proper pattern or correlation can be
formed. Once all relevant data has been synthesized, it is up to the researcher to discuss the
final results further and ultimately draw a conclusion based on the research that has been
conducted.

4.3 Results of the Methodology

This section presents the methodology as described by Kitchenham (2004). The process has
been supplemented and visualized using the PRISMA flowchart by Haddaway et al. (2022),
which can be displayed in Figure 1, which details the process of obtaining the final sets of
primary studies.

The four databases, IEEE Xplore, ACM Digital Library, Scopus, and Web of Science, all had
identical search terms applied to them, and the total amount of results from all of these
combined culminated in 3917 papers. This number was cut down to 989 after time filters were
applied, as well as filters that removed any papers that were not journals, conference papers, or
research articles. These 989 were saved to a spreadsheet and were then further evaluated for
any relevant exclusion criteria by reading the title and abstract. This reduced the number of
articles down to 86 and then even further to 74, as 12 could not be retrieved.

These 74 were closely evaluated by further in-depth reading of the full text, primarily to
confirm relevance and determine that the general quality was sufficient enough to warrant
inclusion or otherwise draw beneficial results relevant to the problem formulation of this
review. Culminating in a final selection of 25 papers.
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Identification

Screening

Included

Figure 1:

Identification of new studies via databases and registers

Records identified from:
Databases (n = 4):

IEEE Xplore (n = 311)
ACM Digital Library (n = 2,340)
Scopus (n = 675)

Web of Science (n = 591)

Records removed before screening:
Records marked as ineligible by automation
tools (n = 2,928)

Records screened
(n = 989)

Records excluded
(n =903)

l

Reports sought for retrieval
(n =86)

Reports not retrieved
(n=12)

Reports assessed for eligibility
(n=74)

Reports excluded:
Exclusion Criteria 8 (n = 45)
Exclusion Criteria 4 (n = 3)
Exclusion Criteria 5 (n = 1)

New studies included in review
(n =25)

PRISMA flowchart of primary study selection process
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5 Results

This chapter details the results of primarily the themes [Ao1], [A02], [A03], and [A04];
mentions of the remaining themes will crop up in these sections as they are more generally
encompassing of language models as a whole, but have their specific dedicated sections under
the Discussion chapter. Among the 25 extracted primary studies, the seven themes were
established in relation to particular pieces of data, discussion, or results that were extracted
from each article. Several themes were at times identified in the same article, and at other times
only a single theme was identified. A full table detailing every article and which themes were
identified in each of them can be found in Appendix A. These aforementioned 25 articles serve
as the foundation for the

Trends show that even before the advent of ChatGPT in late 2022, the amount of ‘AI-based’
forensic investigations and the amount of evidence identification relying on such technology
was steadily rising (Sreya & Wadhwa, 2023). In 2019, the amount of evidence identification
that was based on ‘AI’ comprised about 5% of digital forensics evidence identifications,
compared to 15% in 2023. It can be expected that as models continually get more advanced and
as new models get released, the amount of interest and usage within this field will only continue
to grow in the immediate future.

5.1 Image Analysis

A study examined the capacity of 16 different large language models and their capacity to
identify and analyze a large set of images (Fu et al., 2024). These large language models
include: MiniGPT-4-v2, OpenFlamingo-v2, two InstructBLIP versions, CogVLM, several
LLaVA versions, two versions of Yi-VL, Qwen-VL-MAX, Gemini Pro, Claude 3 Opus, and
GPT-4V. Various different queries were prompted to the large language models to gauge their
capacity to accurately detect and describe several aspects of an image, such as the depth of an
object, amount of objects, visual similarities, general graphical reasoning, as well as detection
of fake content generated by Stable Diffusion. The average accuracy of each model was tallied
and compared to two separate metrics: manual human evaluation and random guessing. For
most large language models, the average accuracy did not reach much further above the
accuracy of random guessing, which sat at 38%. The only large language model that broke
above an average of 50% accuracy was GPT-4V, with 51.14%—followed by Gemini Pro at
45.16% and Claude 3 OPUS at 44.05%.

Even these most accurate models only achieved an accuracy rate that was 13% higher compared
to random guessing, and the most accurate model, GPT-4V, achieved an accuracy that sat at
44% below the average human accuracy of 95%. Looking at individual accuracies in the various
image analysis categories also reveals that different models have different strengths. Most
language models in the category of visual similarity did not rank higher than random guessing,
which sat at 50% for this particular category. However, GPT-4V and Claude 3 Opus displayed a
higher capacity to detect similarities. Claude 3 Opus scored 70% accuracy and GPT-4V with
83%, bringing it a lot closer to the human accuracy of 96% in this particular category. Many
models also struggled to detect fake images generated by Stable Diffusion, with Claude 3 Opus
notably performing higher than most other models with an accuracy of 62%. Out of all models,
however, GPT-4V appears to be particularly more advanced in its image processing capacity.
Fu et al. (2024) describe it as “GPT4-V possesses a nuanced understanding of visual patterns
and aesthetics that is similar to humans.”
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The capacity of large language models to be able to detect deepfakes of human faces has also
been investigated, and compares two models, GPT-4V and Gemini 1.0, and their accuracy was
compared to traditional methods of detecting deepfakes (Jia et al., 2024). Three categories of
images were shown. The first was ‘real’ images of real people, the second were fake images
generated by the models StyleGAN2 and Latent Diffusion, and the final was a modification of
the second category of fake images, which had post-processing applied to them, such as JPEG
compression, blur, and face blending. There were some apparent differences between the two
large language models. Gemini 1.0 had an accuracy of 83.3% on detecting real images, which
was comparable to other high accuracy non-large language models methods of detecting
deepfakes, but in turn dropped down to around 47% for generated non-post-processed images
from both models. Meanwhile, GPT4-V was the inverse, having a score of around 88% in
detecting non-post-processed deepfakes but 51.2% accuracy on real images.

When post-processing was introduced to the generated faces, GPT-4V scored even higher at
98-99%, while Gemini 1.0 lingered further below at around 56% (Jia et al., 2024). The
traditional deepfake methods scored far lower in this third category. The introduction of post-
processing may have made deepfake artifacts more apparent for the large language models,
specifically GPT-4V, to detect. During the initial request and prompting of the language models
for analyzing the veracity of the various images, different prompts appeared to have slightly
different accuracy rates. It also had various rejection rates, where some prompts were wholly
denied, which led to no analysis from the two large language models. Others had greater variety
in rejection rates, such as 60%, 66%, and 33%. At certain points, it almost seemed random if
the prompt would lead to an image analysis.

However, there may be an issue with the analysis of post-processed deepfakes conducted by Jia
et al. (2024), namely that there was no evaluation of real post-processed images. This puts into
question whether the language models truly were able to identify deepfake artifacts due to the
post-processing or whether they detected the post-processing artifacts themselves. This may
have become more apparent if images of real faces had also undergone post-processing and
whether the models would classify these as deepfakes at a much higher rate. However, due to
this lack of a control group, it becomes difficult to ascertain whether these models were truly
able to identify deepfakes when post-processing was applied more easily.

A different type of image geolocation analysis was conducted involving large language models.
Rather than have the models analyze the images directly, participants would describe a
location they were shown at random and enter prompts into the large language model to
determine the location shown to them (Wazzan et al., 2024). These results were compared to
those of traditional keyword-based searches. Specifically, Microsoft Bing was used as the
traditional search engine, and Microsoft Bing Chat, which is powered by ChatGPT, was used as
the large language model. In this study, the traditional search engine outperformed the large
language model. Part of the reason why the model was not able to answer as effectively as it
might have otherwise was due to the difficulties of the participants in generating prompts that
provided effective answers. Over half the participants expressed difficulties in this regard.

Additionally, the traditional search engine was better equipped to help determine location due
to helpful additions such as maps (Wazzan et al., 2024). In addition, “Learn more” links were
presented to the users, which may have provided additional information for the large language
model users and potentially aided in the geolocation and process, but not a single user utilized
this feature. Similarly, the participants who used the large language models were less willing to
restructure their prompts and utilize additional ones compared to the usage of keyword
prompts that users of the traditional search engine used.
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Ultimately, the capacity for language models to analyze images seems to be very lacking, which
also puts into question how effective they may be in regard to direct forensic application. The
study conducted by Fu et al. (2024) contained a category labeled as ‘forensic,” which referred to
the model’s ability to detect fake images that had been computer-generated. While being able
to accurately detect fake images may be useful in the forensic field, it is only a small aspect of
how image analysis may be potentially useful. The comparison between the models and
traditional deepfake tools conducted by Jia et al. (2024) also does not inspire much confidence
that language models in their current capacity would be more useful than pre-existing tools for
the same purpose.

5.2 Forensic Documentation and Reporting

Michelet & Breitinger (2024) evaluated the usage of generative language models in the context
of digital forensics reporting. The large language model Llama-2-13B was run on a local system
and GPT-3.5 via the online ChatGPT interface. These models were asked to compile evidence of
a fictitious case into a full-length forensic report, including the sections: Introduction, Items
received, Methodology, and Results. The Discussion and Conclusion sections were excluded
from this experiment due to the estimated low potential of large language models when dealing
with more complex matters, especially in the niche subject of digital forensics.

* ChatGPT was able to consistently construct rather suitable introduction segments,
which effectively took relevant details and summarized them in a logical fashion, albeit
still needing some corrections. Meanwhile, Llama was not as consistent or accurate
overall, but it could still generate useful output that would be suitable to put into a
report after correcting any inevitable errors and hallucinations.

» Items received in the context of the experiment referred to pieces of evidence as well as
relevant information presented by the case mandate, and the ability to present and
structure such information is evaluated in the section. In that regard, the output from
ChatGPT was rather suitable, with some minor adjustments needing to be made, while
Llama consistently lacked accuracy and correctness. ChatGPT would also sometimes
generate additional output that was not part of the input data for both the introduction
and items received section, which required restructuring to make up for these
unprompted items.

* ChatGPT was again fairly accurate regarding the writing of the methodology section
and even added additional details to the section that were seemingly not originally
requested due to the large amount of training data concerning several methodologies.
Llama, on the other hand, often did not produce adequate enough output in terms of
accuracy to be included as a whole, although some individual elements were acceptable.
Overall, however, writing the methodology by oneself was likely more efficient than
relying on Llama.

* The results section concerns two pieces of evidence: conversations and locations. In
both categories, Llama was not able to provide quality that was up to the expected
standard of a report. ChatGPT was able to extract and summarize important messages,
albeit with some varying quality, usually accurate but often incomplete. ChatGPT
mostly generated accurate summaries regarding GPS coordinates, locations, and
addresses, but they were still mostly incomplete. The GPT model did, however, not
transform GPS coordinates into human-readable locations. However, further tests
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showed that doing so was in its capacity. Additionally, GPS coordinates that were not
part of the initial set would show up in the output.

ChatGPT does show particular promise in its ability to summarise larger blocks of data, such as
documents (Scanlon et al., 2023). Being able to do so and generate text in a user-friendly
manner improves the general readability and understanding of the end user. However, the fact
that some evidence cannot be uploaded directly to a service such as ChatGPT limits the ability
to use this feature to summarise and extract evidence effectively.

5.3 Co-Investigator, Forensic Advice, and Best Practices

Scanlon et al. (2023) investigate the prospects of utilizing ChatGPT, at the time powered by the
model GPT-3.5, within the general broader area of digital forensics. When ChatGPT was asked
for help in the identification of evidence, there was an overreliance on Windows Event Logs.
While useful, ChatGPT appears to not immediately make a note of other methods of detecting
artifacts when conducting a digital forensics investigation. The descriptions it provides in
relation to the Windows Event Logs and Registry are sometimes described as relatively basic
and not comprehensive. At other times, however, it is able to provide detailed step-by-step
guidance and methods for extracting certain specific sets of evidence. ChatGPT would only
provide guidance in the form of further tools an investigator may utilize or find useful when
prompted to do so, requiring several prompts in order to acquire all the programs the model
‘recommends.” Sometimes, however, these tools were non-existent, and links to said tools
would point toward a page that did not exist.

ChatGPT was also utilized as a potential tool for self-directed learning of digital forensics as a
whole and its capacity to educate users or otherwise provide avenues in which a user might
become more educated or proficient in the field (Scanlon et al., 2023). In this regard, ChatGPT
was useful and accurate at answering introductory-level questions, including describing a five-
phase digital forensics process model. As well as other related but sometimes neglected topics,
such as ethics. However, it did not provide any authors for the process model it used and
described and would similarly produce incorrect authors and references to any literature that
was included in the output.

In regards to higher levels of digital forensics knowledge and experience, the model was
questioned as to how an individual might attain advanced and expert knowledge in the field,
such as practical exercises, scenario descriptions, and tools to utilize (Scanlon et al., 2023). It
recommended hands-on experience via general exercising, such as using volatility to examine
memory dumps and autopsy to analyze disk images. The exercises and scenarios it provided
were rather simplistic and generally included only 3-4 steps. When more intermediate
exercises were requested via several additional prompts, in-depth responses were returned,
but the output appeared to be pretty difficult to follow, and a new investigator still in the
process of learning digital forensics may struggle to understand the output the model provided.
In addition, there were, at times, some errors in the provided answers. ChatGPT also suggested
attending online challenges such as the National Collegiate Cyber Defense Competition, which
would not be suitable for learners and beginners and is more intended for experts within the
field.

ChatGPT was also tested in regards to its effectiveness in guiding tool utilization, specifically,
Wireshark and tshark were the selected tools for this task (Scanlon et al., 2023). In this regard,
it proved notably effective and more engaging than reading through a man page for any
particular software. It was particularly useful for tshark, which utilizes a command line
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interface rather than a graphical one and provided numerous correct and useful commands as
well as adequately explaining the output generated by tshark. For the graphical interface in
Wireshark, it highlighted relevant settings and general usage of the tool in a proper manner.

A particular difficulty that may come with using it as a forensic tool is due to the nature of
digital forensics itself and how it is a relatively small field with less general data available for
large language models to train on (Scanlon et al., 2023). In addition, the model used was based
on GPT-3.5, which had a knowledge cut-off point in September 2021 and was thus not up to
date with the latest forensic literature and research. Furthermore, due to the text based nature
of ChatGPT, it is not suited to analyze certain types of evidence such as network data. Which,
while being able to be represented in hex, was shown not to be reliable. In addition, as
hallucinations and general errors will inevitably occur in the output, the user's pre-acquired
knowledge and experience is necessary to sort out these as they appear.

ChatGPT shows promise as a copilot for forensic investigation; large language models show
potential as a ‘sleuth’ if more fine-tuned on focused datasets that involve general forensic
investigations (Henseler & van Beek, 2023). ChatGPT was able to effectively integrate with the
digital forensics service ‘Hansken’ after inserting prompts that generated basic descriptions of
how to use the service, which was described as similar to training a human user. Through this
service, syntax was generated that aided in evidence acquisition and then further in evidence
summarization. Large language models overall show promise with potential integration with
traditional tools and the aforementioned fine-tuning. An issue with a model such as ChatGPT,
however, is that it is pre-trained to be “helpful, honest, and harmless.” It is noted that these
parameters can cause the output to not necessarily be representative when it comes to matters
of particularly sensitive topics such as illicit activities. If asked to summarize a conversation
between two criminals, for example, and that conversation contains discussions of illicit
substances, the inherent filters within the large language model may cause it not to describe the
situation accurately.

A potential usage of large language models is in creating and applying frameworks that
integrate several large language models, referred to as ‘agents’ for their own direct and specific
purpose built upon the AutoGen framework (Wickramasekara & Scanlon, 2024). In essence,
there is a front-end large language model such as LLaMa2, which receives the prompts from
the user, processes it, and sends it to another language model. This second language model is a
more fine-tuned language model whose purpose is to take the received output from the front-
end model, boil it down, and create subtasks, which are then further passed on to an additional
language model. The purpose of this one is to create and run code in accordance with any
potential subtasks. A model specifically tailored to creating code will be utilized to accomplish
this, such as StarCoder 15B. Any results or output of this code will then be passed on to a final
model, which is comprised of a general language model such as LLaMaz2, the same as the front
end, which compiles the results into a final report. This is then passed to the first initial model,
which receives the prompt which displays the report to the user. However, two notable flaws in
this system are that any potential hallucinations or misunderstandings in any one model may
cause cascading issues as they are passed around in the framework. Additionally, powerful
hardware will be required to power such a framework, particularly the Random Access
Memory (RAM) and Graphics Processing Units (GPU), requiring a very high initial cost
(Wickramasekara & Scanlon, 2024). The potential to integrate digital forensics tools and
software into this framework does show promise, however, to further automate the
investigative process.

There is further potential in the utilization of a large language model that utilizes Retrieval
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Augmented Generation (RAG) (Kim et al., 2024; Pan et al., 2024; Nikolakopoulos et al., 2024).
This method allows for the enhancement of a language model by performing fine-tuning in
response to a prompt from a user. This fine-tuning could, for example, retrieve official
documentation on information stored on the Forensics Wiki domain. This would allow a model
to have direct access to relevant data that should also be maintained and contain up-to-date
information, which should enhance the accuracy of any particular model in the field. When a
RAG model was compared to ChatGPT, it showed a remarkably higher level of forensic
professionalism, although the difference was notably not as significant regarding questions
that were more abstract and less detailed in their query (Kim et al., 2024). Even so, the
improvement was observable

5.4 Analysis of Large Data Quantities

‘Large data’ in this context refers to data that can not reasonably be sorted through manually
without expending a very large amount of time, such as extremely long and unsorted log files,
files on a disk, memory, etc. The intent is to examine whether language models can accurately
and efficiently locate and retrieve data relevant to a forensic investigator amidst a large amount
of data.

5.4.1 Log Analysis

Language models may prove to have the potential to sort through and identify relevant pieces
of requested data within log files via the use of natural language in the form of prompts
(Fayyazet et al., 2024). Given the rather large size of log files and the limited amount of text that
can be used as input for a language model, the amount of data that can be processed at a time
may be particularly relevant. In this regard, GPT-4 has a notably larger chunk size at 10240
bytes compared to other contemporary language models such as ChatGPT with 4096, Davinci
with 2048, and BERT with 512. In general, GPT-4 appears to have the highest potential of being
able to locate and identify the relevant requested data correctly. However, these large language
models have a rather high inference time and are not practical for any real-time log analysis
(Quan et al., 2023). There are also issues where a model would produce its own category or
classification that was not initially defined depending on the log message, further complicating
the processing of any identified data. Furthermore, there is great variance in their efficiency
between different data points and log analyses using different models. GPT-4 would score very
high in reliability in one study, only to then comparatively underperform in another, and
similar observations could be observed in models such as Claude, LLaMa, and BERT
(Chernysheyv et al., 2024; Fayyazet et al., 2024; Silalahi et al., 2023; Talasari et al., 2024). In
these instances, many models might reach a performance that translates to roughly 90-95%
accuracy in one instance, only to fall to below 50% accuracy in another study or experiment.

This variability can also be observed depending on the prompt and forms of data that are
requested. For example, when GPT-4 was asked to identify Contact Names, Phone Numbers,
Geographical Locations, Connected Devices, and ‘Forensically Relevant information,” the
results had significant variety in their accuracy (Fayyazet et al., 2024). Contact names and
Phone Numbers proved very easy for the model to correctly identify, both hovering at close to
perfect accuracy. However, Geographical locations proved far less consistent. Connected
Devices was remarkably inconsistent in that, despite being able to identify some correctly, it
was overall inconsistent enough that the accuracy of this prompt could not be gauged.
Similarly, it appeared to struggle with ‘Forensically Relevant Information,” potentially due to
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the more vague nature of the prompt rather than more concrete data to identify. When the
same researchers conducted another experiment with GPT-4 with another dataset, its ability to
identify Geographical Locations rose by a notable amount. Indicating that accuracy may vary
significantly depending on how different types of information are stored. The implementation
of the aforementioned RAG technology may aid in further increasing the accuracy and up-to-
date forensic information in regard to general log analysis (Pan et al., 2024).

The application of log analysis can also be applied in different ways, such as identifying
potential attack patterns (Ding et al., 2023; Ozkok et al., 2024). ChatGPT was able to almost
perfectly explain SSH attack sequences in 97% of cases examined; this may be due to the
general structure of SSH terminology associated with its commands and the high amount of
available training data for SSH in general (Ozkok et al., 2024).

When investigating honeypot logs similarly, ChatGPT was able to score very highly, with 96%,
in identifying attack patterns and explaining the consequences of those attacks (Ockok et al.,
2024). ChatGPT did show a notably lower performance in regards to identifying attack
patterns and mapping them to a specific framework, namely MITRE ATT&CK, and part of this
lower performance may be due to deprecated training data on which the model was built.
ChatGPT also showed a very high rate of false positives when dealing with obfuscated data,
which means data where an attacker may have used obfuscation methods to hide their attack or
malicious activity. While ChatGPT detected almost every obfuscated data point, it also
identified many others that were not obfuscated, leading to unreliable results. The language
models BERT and RoBERTa also show very high accuracy rates when examining logs for attack
behavior, and the more advanced RoBERTa, which was further fine-tuned on examples of
harmless and malicious data, showed a better performance that reaches almost perfect
accuracy at ~97%, with BERT trailing behind slightly at ~95% (Ding et al., 2023). Other fine-
tuned BERT variant models also displayed decent accuracy in detecting anomalous events in
drone flight logs, with averages ranging from ~84-90% (Silalahi et al., 2023).

These various log analyses show potential for language models, although the great degree of
variability displayed between studies does make the prospect more uncertain. It is difficult to
ascertain where the cause of this variability stems from; different datasets from different
studies may be the cause for why a specific model performs better or worse in one instance and
whether the difference in prompt utilization is also a contributing factor for the observed
varying accuracy across different studies that utilize the exact same language models.

5.4.2 General Text Analysis

Author profiling refers to the act of being able to identify the author of a particular passage of
text about certain characteristics such as age, gender, and personality traits, which can prove
invaluable in digital forensics in order to narrow down a group of suspects (Cho et al., 2024).
The capacity of large language models to process and more adequately understand patterns
within language proves an interesting prospect when aiding in the task of author profiling.
Fine-tuning large language models on data sets that contain passages of text associated with
author age, occupation, gender, and residence may provide higher accuracy to these models.
Three particular language models were evaluated and fine-tuned in one experiment: Polyglot,
EEVE, and Bllossom. In this respect, the model Polyglot-1.3B proved most accurate with a rate
of 85%, with EEVE-10.7B trailing with 83% and Bllossom-8B further behind at 63%.

What can be observed is that gender identification was a lot easier for the models to get right
than age, which generally did not rise above 60% accuracy and fell far below that in certain age
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groups (Cho et al., 2024). However, there was still a discrepancy within age identification, as
the models were able to determine when the author was female accurately, but that accuracy
fell down by a substantial amount when the author was male. The higher error rates appear to
be in conjunction with authors whose writing styles deviated from gendered stereotypes, such
as male authors using more expressive and emotional language and female authors with
assertive and analytical writing styles. Interestingly, the highest-performing model,
Polyglot-1.3B, was also the smallest model compared to the rest examined in the experiment.
This seems to indicate that the general architecture of the model was more suited to the task,
and smaller models may be more appropriate to fine-tune as opposed to models containing a
higher amount of pre-trained data.

Variants of the large language model BERT have shown themselves to be particularly potent at
identifying and classifying emails into categories such as threatening, harassing, suspicious, or
normal (Igbal et al., 2023). This may aid in a digital forensics investigation to help sort through
a large selection of emails and determine which are innocuous and may contain anything illicit.
A BERT model achieved an accuracy rate of 98% when placing emails into the four
aforementioned categories, showing great promise in this form of large language model
utilization.

The act of identifying specifically cyber predators via text patterns may also be a task suited to
large language models (Ogundiran et al., 2024). A pre-trained BERT model shows promise in
this regard, with an accuracy of 87% in being able to detect patterns generally associated with
online sexual predators and the exploitation of minors in text chats. However, while BERT
performed better than most other models, a very specifically fine-tuned convolutional neural
network was able to surpass BERT with an almost perfect accuracy of 99%.

5.4.3 Code Attribution and Generation

ChatGPT was able to be trained in a particular query language used by the digital forensics
service Hansken (Henseler & van Beek, 2023). With some prompts that laid out the details of
the functionality of the service and query commands, as well as some prompts correcting any
mistakes when utilizing the query language, ChatGPT was able to somewhat competently
utilize the service by generating queries in response to prompts. However, issues such as
hallucinations and a lack of larger size capacity for prompts limit its potential. In the context of
generating Python scripts for various digital forensics tasks, the model GPT-4 was able to
perform this task to an adequate degree that was well commented and was able to provide
detailed explanations regarding its functionality and purpose (Scanlon et al., 2023). Errors
would still appear in these scripts, however, and some user knowledge would be required to
correct these mistakes in relation to the task at hand. When attempting to generate scripts with
potential unethical usage, such as password cracking, GPT-4 initially refused to do so.
However, with additional prompting and changing phrasing, it was possible to bypass this
‘block’ within the model.

Another usage of language models in relation to code is Code Attribution Authorship (CAA),
which concerns itself with issues such as copyright disputes, plagiarism detection, and criminal
prosecution (Dipongkor, 2024). Four variations of the BERT language model (CodeBERT,
ContraBert_C, ContraBERT_G, and GraphCodeBert) and the language model UnixCoder were
fine-tuned and tested on various data sets. What can be observed is that all language models
except one performed with an accuracy hovering 86%, with UnixCoder being consistently the
highest performer in all except one of the dataset. This one dataset proved to be consistently
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difficult for all models to score high accuracy on, however, and the reason appears to be that the
particular dataset is inherently harder to parse due to the multilingual nature of it, as well as
the high number of authors within it.

5.4.4 Keyword Generation

Keyword searching is a process that looks for exact matches of the applied keyword when
searching through a dataset, and a crucial part of a forensic digital investigation is to generate
and apply proper keywords that are able to find objects of relevancy to what an investigator
might be searching for (Rathnayaka et al., 2024). ChatGPT is able to show competency in
regards to generating keywords surrounding a particular topic, such as being able to create
various synonyms for illicit substances and even associated words rather than direct
substitutions for the word, including emojis, which may be used as a substitute for cannabis as
an example (Scanlon et al., 2023). It goes even further to provide abbreviations and common
misspellings of words related to a particular topic. It is even able to provide phrases that may
be about more complicated topics such as sexual harassment and is able to recognize and
generate statements that someone who has been subject to such treatment might say to
describe the situation or how they feel.

A BERT model was also trained on general forensic datasets and annotated keyword searches,
which was able to show keyword generation with very high accuracy compared to older, more
traditional methods (Rathnayaka et al., 2024).

Ultimately, the capacity for language models to provide a list of keywords for an investigator
proves an intriguing prospect. Being able to have an initial batch of keywords to utilize in the
first step of a search could prove to be a decent way to start an investigation. Which can then be
further supplemented with additional keywords as the investigation proceeds. The ability to
have these models produce substitutions for words that an investigator might not initially
consider also shows to be a helpful aspect.

5.4.5 Memory Analysis

The memory of a particular device may contain a lot of relevant data for a digital forensics
investigation, and it can involve large amounts of data to parse through, and attempting to find
relevant artifacts may prove to be something well suited for large language models (Oh et al.,
2024). In order to achieve this, a plugin was proposed for the memory analysis software
‘Volatility,” which integrates the large language model GPT-3.5-turbo. Various memory dumps
of several ransomware were investigated by this new so-called ‘VolGPT.’ It displayed a
generally high accuracy of 94%, with relatively minor variation. It also reduced the number of
processes to be further investigated to 10% of the original amount, saving time for additional
analysis and lowering workload. Hallucinations were still prone to occur in the form of false
positives, however, such as flagging certain Windows processes as suspicious despite being told
to consider these normal. Chain reactions would also occur, where any processes spawned from
one of those processes would also get flagged. It is likely that by implementing fine-tuning or
RAG technology, even higher performance may be possible.
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6 Discussion

6.1 Literature Review Process

This review followed the three-phase process described by Kitchenham (2004), which was
further supplemented by the addition of thematic coding and analysis (Clarke & Braun, 2017;
Vaughn & Turner, 2016). The different stages of these three phases are presented and
described in detail in the methodology chapter, and the entire study selection process is further
visualized by the PRISMA flowchart (Haddaway et al., 2022). Four high-quality databases were
selected for the process of this review in order to ensure a high standard of quality in the
examined literature. A rather simple search string was developed in order to narrow down any
published literature to be relevant to the research question at hand. The search string could
have been enhanced to include more literature, as the final selection was rather limited. When
conducting a full reading through some of the literature, the terminology Natural Language
Processing (NLP) was sometimes used to refer to language model technology. Research that
intends to throw a wider net on this topic may consider utilizing this extra term when
conducting their search.

Something that was immediately observed in the differences in databases was that IEEE
Xplore and ACM Digital Library tended to contain more immediately relevant literature, likely
due to a higher focus on publishing information technology material. As such, this would often
lead to Web of Science and SCOPUS often linking to either of the two aforementioned
databases, leading to duplicate results. Furthermore, both Web of Science and SCOPUS did
somewhat regularly link to literature, which the access provided by the University of Skovde
was not able to retrieve. Whereas all literature presented by IEEE Xplore and ACM Digital
Library was easily accessible.

In the end, much of the analyzed literature ended up being very limited in its selection at 25
papers, particularly as some themes, like image analysis, were barely present in the final
selection of articles. Very specifically targeted supplemental searches might have aided in
finding these more specialized studies, which were not limited to the field of forensics but
would ultimately still be relevant. Widening the scope of the search terms, however, might
introduce a lot more literature than would be relevant to the topic at hand, and the question
then comes up whether doing these more expansive supplemental searches would be worth it
in the end. Perhaps many of these would not find themselves relevant to the field of digital
forensics in the end, after all.

The application and usage of themes felt somewhat mixed. As previously described, these
followed a deductive or ‘a priori’ process where the themes were defined before the primary
studies were read or analyzed and were based on the initial background research. These pre-
established themes did allow for essentially a categorization of what topics were deemed as
relevant or otherwise important, and a lack of studies within a particular theme could be
indicative of a research gap. However, inductive coding, or a hybrid process such as the one
described by Fereday & Muir-Cochrane (2006) and Roberts et al. (2019), may have been more
effective at establishing themes that were generally present or otherwise overlooked due to a
gap in the initial research. Roberts et al. (2019) describe that a hybrid model allows for the
possibility to amend themes that were previously unknown; the initial establishment of the
themes may have been built on a solid foundation on what was initially discovered but may be
found lacking when applied in practice as further themes may have been established on top of
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the initial ones via supplementing an inductive coding process.

For example, Retrieval Augmented Generation (RAG) technology was not identified as a
relevant theme in the initial background research, but upon analyzing the retrieved literature,
it was found to be a very intriguing and relevant prospect. While any retrieved data or
discussion regarding RAG was labeled under the theme [A06] in this review, it may have been
more well represented if placed under a more specific theme, perhaps one based on model fine-
tuning and general enhancements. Furthermore, sticking rigorously to the pre-established
themes may have caused other relevant themes to go entirely unnoticed, which were not
initially discovered. A researcher may discard an article due to not being relevant to any theme
without realizing that the article may contain very relevant data to the initial problem
formulation. Additionally, as can be noted in Chapter 5.4, several sub-chapters were
established in relation to the various forms of ‘large data analysis’ that were uncovered. In a
sense, it can be argued that the establishment of these sub-chapters was added due to several
‘sub-themes’ that were identified during the data analysis process. This was not the initial
intent, but rather than clumping several distinct pieces of data analysis under one large section,
it was deemed prudent to separate them. This does not inherently go against the initial
deductive process, as all the identified data still undoubtedly falls under a specific pre-
established theme. Even so, the necessity to split up the theme further, even if just to create a
better-organized section, does lend additional credence to a hybrid process rather than a purely
deductive establishment of themes.

One issue that cropped up was the articles that were removed by Exclusion Criteria 4 during the
primary study selection process. These papers were initially deemed as suitable for inclusion
based on an initial reading of the title, abstract, results, and conclusion in order to deem
relevance. But when digging deeper into the articles themselves, questions began to arise. For
example, One paper mentioned it used a ‘NLP based model’ but would not elaborate further.
This does not make it feasible to use the results of the study as a point of comparison between
models, as it was never named. In another paper, a language model was technically used in
conjunction with evidence identification. However, this only appeared to be a front-end for a
larger framework. Because this language model did not appear to analyze any data by itself
directly, and the paper did not specify whether the model provided any other forensic aid, it
was excluded as it was not entirely clear to what extent the model contributed to the overall
data points within the paper itself. It may be argued that these could have also fallen under
Exclusion Criteria 5 in some cases, although the fault with these was not necessarily the
methodology but more that the results were not useful for the purpose that they were originally
extracted for during the literature review process.

Additionally, the veracity of some claims made in certain literature was put into question. For
example, the results of a particular study or experiment are not detailed enough in their
methodology, which causes a degree of uncertainty in their conclusions. For example, a process
where time spent in a particular part of the digital forensics investigation process was
compared between the traditional method and the language model-based one, but the actual
method of which the traditional method was conducted was not adequately explained. This was
the sole paper that was excluded due to Exclusion Criteria 5.

6.2 Differences Between Models, and Traditional Tools

The primary aim of this review was to compare how modern language models compare to
traditional tools within the field of digital forensics, and to hopefully identify in which fields
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language models generally perform best and which models are suited for which purpose.
However, much of the inspected literature did not often compare itself to more traditional
tools. Moreover, there were instances where language models would be combined or otherwise
used in tandem with traditional tools, but few direct comparisons even between these new
methods of investigation and proposed frameworks (Oh et al., 2024; Wickramasekara &
Scanlon, 2024). Furthermore, even when the same language model would appear across
various studies and experiments, the accuracy of the model would, at times, vary to a very
noticeable degree depending on its application and datasets. This makes it very difficult to
evaluate which models are definitely superior to others in various fields. In general, the models
GPT-3.5, GPT-4, BERT, and other BERT-based models appear to be the most prevalent among
many of the studies examined and, on average, performed better than other models (Fayyazet
et al., 2024; Rathnayaka et al., 2024).

What can be observed, however, is that language models do save a lot of time compared to
traditional methods (Ding et al., 2023; RizwanBasha & Annamalai, 2024; Oh et al., 2024). One
particular recurring topic was the process of fine-tuning models with tailored datasets, of
which the general consensus between the papers is that it will allow the models to have a more
narrow field of what to detect and search for, allowing for higher accuracy in those models.
Another technology that came up was RAG, which also, in theory, would aim to increase the
accuracy and up-to-date data of the models it was applied to, but there was not much research
on how effective this enhancement is comparatively (Pan et al.,, 2024; Kim et al., 2024;
Nikolakopoulos et al., 2024). The most promising implementations of language models appear
to be when paired together with traditional tools, however, as a supplemental tool or as an
integration into these tools (Henseler & van Beek, 2023). So, rather than viewing language
models as a replacement for traditional forensic tools or software, a more prudent perspective
may be to view them as another part of an investigator’s toolset.

6.3 Language Model Reliability

In effectively every paper published utilizing various language models featured in this review,

hallucinations were always brought up in relation to any published results. The fact that
various language models would not only be unable to identify specific relevant data when
prompted in large datasets but would also, at times, conjure up data that was not present in the
input proves problematic when evaluating reliability. When, for example, sorting through log
files utilizing traditional search functions, while it may not find all the desired results, an
investigator can still be confident that the results found are ‘real.’ The fact that this false data
appears in an unpredictable fashion shows that verification of the evidence identified and
gathered from language models is necessary.

To further this point, in instances where language models were asked to do writing in the form
of reports, scripts, and other large blocks of text, it was stressed that manual verification and
correction were also mandatory (Scanlon et al., 2023; Michelet & Breitinger., 2024). This
remains the case even for the most accurate models. The general forensic knowledge of pre-
trained models is very basic and unsuitable for high-level forensic advice or guidance. The
reason for this may be the niche nature of digital forensics itself and the general lack of training
data compared to other fields. Because of this, some form of fine-tuning may be a necessity for
anything beyond basic-level forensic knowledge and advice if language models are to serve as
forensic co-investigators. The application of the aforementioned RAG technology may be
suitable for this purpose (Kim et al., 2024; Pan et al., 2024). A common theme is that language
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models cannot be wholly relied on to provide accurate output but are generally able to provide
solid basic foundations for a forensic process. However, in the end, the knowledge of an
experienced forensic investigator is necessary for a proper investigation.

Another recurring topic is how different prompts affect the accuracy and reliability of the
outputs. Different prompts that are attempting the same or similar tasks can have vastly
different results (Fayyazet et al., 2024; Fu et al., 2024). Or even have prompts rejected in their
entirety, resulting in no useful output at all. With some changing of wording in the prompts, it
was possible to get around this problem in the language model, but gauging what exact prompt
will give the most effective or any result at all may not be clear without extensive use of any
particular model (Scanlon et al., 2023). In addition, a general pattern emerges when more
abstract or niche prompts are requested, such as ‘Forensically Relevant information’,
compared to something concrete with a set structure, such as phone numbers (Fayyazet et al.,
2024). Greater specificity and narrow scopes in prompts may thus yield better results
comparatively. It is worth noting that even though some language models may not be entirely
accurate, neither are manual human processes. Human accuracy may be more suited in
particular situations, but even that may depend on the individual and their digital forensics
experience.

6.4 In Relation to Previous Research

While there is a lack of systematic literature reviews within this particular field of digital
forensics combined with language models, several studies exist that examine language models
as a whole. In these studies, hallucinations are shown to be present in every model examined,
and how the presence of these hallucinations vastly impacts the reliability of any particular
language model (Naveed et al., 2024; Zhao et al., 2023). Kasneci et al. (2023) note that because
of this major reliability issue, it is important that actual human expertise and knowledge are
necessary in order to review and validate any potential output by a language model.
Furthermore, users need to be aware of the unstable nature of language models. Failure to do
so will potentially result in output that is as described by Naveed et al. (2024): “harmful,
misleading, or inappropriate” being taken at face value and thus relied upon uncritically
without verifying it is representative of the truth.

Naveed et al. (2024) further go on to say that because there is a lack of understanding of how
these models generate their output and their general decision-making, it severely lowers their
effectiveness and trustworthiness and how output varies depending on the application of
various prompts. Moreover, pre-trained models that do not have RAG technology applied will
always be limited and inevitably obsolete. Gao et al. (2023) further acknowledge the prospect
of RAG technology as showing great potential, with the need to research further. Chang et al.
(2024) further go on to back up flaws in language models regarding reliability, prompt
sensitivity, and issues regarding lack of up-to-date knowledge. Previous research also
establishes the importance of prompt engineering, the process of getting more accurate results
via the use of different prompts that are tailored for the specific model and task at hand as
extremely important for performance optimization, and how specific tools for enhancing
prompts may even be a prudent option to utilize. (Chang et al., 2024; Chen et al., 2023; Naveed
et al., 2024; Zhao et al., 2023)

These points regarding reliability and prudence regarding the reliance on language model
output match the literature that has been retrieved for this review and show a pattern across all
language models regardless of their application. Their variability is a common trend that
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inherently places language models in a spot of general uncertainty.

6.5 Ethical and Societal Aspects

The usage of language models appears to prove particularly useful in the prospect of
minimizing the workload of forensic investigators as an automation tool. It may prove useful as
a basic co-investigator or general tool to provide guidelines for new, inexperienced
investigators or otherwise act as a reminder of basic forensic principles, including ethical
aspects (Scanlon et al., 2023). It is the hope that proper knowledge and usage of language
models will allow future forensic investigators to use these tools in a proper manner to achieve
a more expedited and efficient digital forensics investigation process. Additionally, have any
users of these models be fully aware of their flaws and shortcomings, remain critical of any
output, and further verify any results provided by the models.

In spite of a high trend among many published papers to investigate the usage of ChatGPT in
particular, the practical usage of this model in an actual digital forensics investigation is not
feasible (Michelet & Breitinger, 2024). The reason for this is both in the area of cybercrime and
the private sector. Since ChatGPT is not a model that can be run locally, it must be accessed
through OpenAl’s online web interface. As digital forensics deals with sensitive and
confidential data, it is inappropriate to upload these to an online interface. Because of this, any
evaluation of models that cannot be run locally is more suitable as a general investigation of
language models as a whole rather than a practical one. This does prove somewhat problematic
as a local model like LLaMa proved to not be as effective in performing requested tasks
compared to ChatGPT. However, this not mean that local models are always inferior, and the
capacity to have local models that are then further fine-tuned may prove to provide a more
competent language model in the end.

One particularly important ethical aspect in digital forensics, especially criminal
investigations, is the issue of hallucinated evidence. If a language model hallucinates a piece of
digital evidence that, in fact, did not originally exist before the model was applied, then that
hallucinated evidence must be verified as indeed being real. Failure to verify any of these
hallucinations can lead to entirely wrong assumptions or conclusions and, in the worst-case
scenario, might cause a language model to frame a suspect for something they did not do.

One additional issue comes in the form of computational requirements. Larger models and
frameworks that incorporate one or several models especially will require more processing
power, which will incur a high initial investment in order to run these advanced models
(Wickramasekara & Scanlon, 2024). As computational requirements increase, so does the
necessity for power. Should the adoption of large language models be widespread, this increase
in power usage may very well prove to have a noticeable impact on general energy consumption
within the tech industry. This will also have an environmental impact for as long as most
contemporary energy sources remain non-renewable.
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7 Conclusion

This review has analyzed several papers focusing on determining the usage of language models
within the context of digital forensics, and the various ways they might be utilized to aid in the
digital forensics investigation process. What is clear is that there is absolutely potential for
language models as a supplemental tool for investigators in various aspects. However, the
technology as a whole is far from flawless and comes with various stipulations regarding its
usage. They are no replacements for existing investigators or the ‘traditional’ tools they use as a
whole, but the ability to process a request written in ‘natural human language’ makes it a very
intuitive supplemental tool.

Its ability to process large amounts of data where humans cannot feasibly do so and
identify/summarize pieces of evidence may prove invaluable, and yet it is not entirely certain
whether language models are more effective than other methods of large data analysis. As well
as the accuracy of the various language models. This is partially due to the observed variability
of various language models in different scenarios and datasets. Its reliability cannot be fully
ascertained, which proves problematic in an area that involves investigating sensitive data,
such as criminal investigations. There is also potential with language models as a more general
co-investigator, being able to provide some basic advice, scripts, report structure,
summarization, and keyword generation. Although its reliability generally falters in regard to
more advanced and specialized topics. In most cases, some form of verification and correction
of the output is necessary if the result is to be included in a final forensic report.

Nevertheless, models that have been enhanced by fine-tuning strategies show the potential to
increase their reliability and accuracy, but the data cannot reliably say to what extent yet.
Similarly, digital forensics frameworks that utilize language model integration show promise,
but there is not yet enough data to determine their effective usefulness. Coupled with the
computational requirements of local models, the question of how easily a digital forensics team
may adapt to extensive language model usage remains uncertain. A particular flaw is that there
simply isn’t an extensive amount of research dealing with the topic of language models,
specifically in relation to digital forensics. As such, the pool of relevant research is small, which
makes it difficult to draw concrete conclusions and patterns with much certainty.

7.1 Future work

As it stands, there is a lack of literature that compares language model use specifically about
digital forensics. Research that focuses less on ChatGPT and more on a variety of specifically
local language models would prove to have more immediate practical use for application within
the digital forensics field. Additionally, research that uses language models to detect images of
forensic value, such as illicit substances, weapons, or similarly suspicious imagery, may be
helpful.

As language models continue to evolve and new ones are being released, evaluating these new
models will also be a topic of interest to gauge the accuracy of these new models continually and
how they compare in various fields.

Given that this review focused primarily on literature that related specifically to digital
forensics, it is likely that many pieces of literature that would have been relevant were not
discovered due to that narrower scope. Research that looks at language models’ capacity to
analyze images might not have the word ‘forensic’ anywhere in them and, as such, was
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potentially missed. As a result, focusing on one particular aspect of language models and
linking those back to how they could be used for digital forensics may be a more prudent
method of collecting sizeable research.

Research that delves more into the RAG method of fine-tuning and enhancing local language
models may also be a topic of interest, especially in how it might compare to providing
general forensic guidance depending on the type of data it is trained on compared to non-
fine-tuned pre-trained models.

Lastly, further investigating the potential of integrating language models directly with
traditional forensic tools such as autopsy, volatility, or FTK imager, as well as whether it
would function to fit into a larger framework or as a plugin for the individual software, and
how feasible such implementation is. Evaluating the larger frameworks with the potential to
contain several language models, as well as integration with aforementioned traditional tools,
might also be a topic of interest. However, the computational requirements might make it
difficult to set up a proper experiment that examines their effectiveness, reliability, and
whether such a demanding setup is ultimately worth it.
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Model Based on Log Activity Graph

Ding et al. (2023)

[Ao2] A Framework for Integrated Digital Wickramasekara & Scanlon,
Forensic Investigation Employing (2024)
AutoGen Al Agents
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Cyber Predator Communication
through Machine Learning
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Can Large Language Models
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