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Abstract 

This master’s thesis investigates the classification of microscopic aluminium inclusions using machine 

learning. Generative Adversarial Networks (GANs) are employed to address the challenge of limited 

labeled data. The study proposes generating synthetic datasets to improve the robustness of deep 

learning models in identifying defects in aluminium alloys despite environmental contaminants. The 

model achieves an impressive overall accuracy of 95.6%, suggesting its potential for improved defect 

detection. Additionally, the research explores the implications of integrating machine learning and 

computer vision for the manufacturing sector, particularly in high-strength aluminium alloys where 

precision is crucial. The findings indicate that this approach can significantly enhance defect detection 

and classification, leading to more reliable materials for critical applications in aerospace, automotive, 

and construction industries. 

Keywords: Machine Learning, Computer Vision, Generative Adversarial Networks, Defect Detection, 
Aluminium Alloys, Model Accuracy.  



 

 

Table of Contents 

1 Introduction ..................................................................................................................................... 1 

1.1 Problem definition ................................................................................................................. 2 

1.2 Research objectives ............................................................................................................... 3 

2 Background ...................................................................................................................................... 4 

2.1 Preliminaries .......................................................................................................................... 4 

2.2 Research background ............................................................................................................. 8 

3 Method .......................................................................................................................................... 11 

3.1 Data preprocessing .............................................................................................................. 11 

3.2 Synthetic data generation .................................................................................................... 13 

3.3 Verification of synthetic data ............................................................................................... 14 

3.4 Classification model development ....................................................................................... 15 

4 Implementation ............................................................................................................................. 16 

4.1 Dataset ................................................................................................................................. 16 

4.2 Data preprocessing .............................................................................................................. 17 

4.3 Synthetic data generation .................................................................................................... 19 

4.4 Verification of synthetic data ............................................................................................... 22 

4.5 Classification model development ....................................................................................... 22 

5 Results ........................................................................................................................................... 25 

5.1 Synthetic data verification ................................................................................................... 25 

5.2 Classification model ............................................................................................................. 25 

6 Discussion ...................................................................................................................................... 27 

6.1 Theoretical framework ........................................................................................................ 27 

6.2 Methods, implementation, and results ............................................................................... 28 

6.3 Ethical and societal aspects ................................................................................................. 30 

6.4 Reflection ............................................................................................................................. 31 

7 Conclusion ..................................................................................................................................... 32 

7.1 Future work .......................................................................................................................... 32 

References ............................................................................................................................................. 33 



 

1 

 

1 Introduction 

Aluminium, renowned for its adaptability and favourable strength-to-weight ratio, plays a pivotal role 

in contemporary industry. It supports numerous essential applications in sectors such as aerospace, 

automotive, and construction. The extensive use of aluminium necessitates maintaining high-quality 

standards during the production process. 

Hydro, a prominent company in the aluminium industry, has set up specialized laboratories for the 

detailed analysis of aluminium samples. In these facilities, skilled operators use techniques such as 

optical microscopy and scanning electron microscopy to scrutinize specimens for imperfections. These 

imperfections, often invisible to the naked eye, can manifest as microcracks, inclusions, or other 

structural anomalies, each potentially compromising the performance and reliability of finished 

product [1]. 

Despite the expertise of human inspectors, manual identification processes inherently possess 

limitations. The considerable number of samples processed each day, combined with the complexity 

of detecting minor defects and impurities, poses significant challenges. Among these defects are 

inclusions of aluminium oxide (Al2O3), magnesium oxide (MgO), and titanium boride (TiB2), which are 

particularly challenging to identify. Moreover, environmental factors such as ambient dust and 

humidity can further obscure the inspection process, leading to higher error rates [2]. 

The significance of accurate defect detection cannot be overstated, particularly in safety-critical 

applications. In aerospace engineering, for example, the presence of even a minuscule inclusion within 

an aluminium alloy can precipitate catastrophic failure, endangering lives and causing significant 

financial losses. Similarly, in automotive manufacturing or architectural construction, the durability 

and performance of components rely on the absence of structural defects [1]. 

Recognizing the need for more efficient and reliable quality control methods, researchers have 

adopted emerging technologies such as machine learning and computer vision [3]. By utilizing artificial 

intelligence, these researchers have developed automated systems capable of accurately identifying 

and classifying microscopic defects in aluminium alloys. 

Although previous research has succeeded in automated defect classification, this thesis aims to push 

these boundaries further. We intend to develop a robust classification model that can excel despite 

common industrial challenges, such as limited labeled data, varied image settings, contaminants, and 

imbalanced class distributions. 

To achieve this, we propose an integrated approach that combines computer vision techniques with 

generative methods. Applying computer vision algorithms for image preprocessing and utilizing 

Generative Adversarial Networks (GANs) to generate synthetic data, our goal is to address the 

constraints posed by small datasets and data variability. This will enable us to train a deep learning 

model capable of accurately classifying microscopic defects in challenging industrial environments. 

This interdisciplinary research not only advances academic understanding but also promises tangible 

improvements in industrial quality control. By potentially enhancing the reliability, safety, and 

sustainability of aluminium-based products across various sectors, it underscores the critical impact of 

innovative technologies in the industry. 
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1.1 Problem definition 
Accurately classifying microscopic images of aluminium inclusions presents several challenges. The 

primary issue is the limited amount of available data, which is essential for effective model training. 

Our primary dataset consists of 123 images, supplemented by a secondary dataset of 109 images. This 

scarcity of data increases the risk of overfitting and reduces the generalization capabilities of the 

models. 

Additionally, the classification task is further complicated by the presence of extraneous data within 

the images. While inclusion types are represented in the images, there are large uniform areas that do 

not contribute to the classification process. Contaminants such as dust and moisture further 

complicate the imaging process. 

Table 1: Dataset description 

  Dataset 1 Dataset 2 

Al2O3  49 33 

MgO 40 60 

TiB2 2 16 

Mixed 6 0 

No Label 26 0 

Furthermore, the distribution of labels across both datasets reveals a significant imbalance, with 

certain classes markedly underrepresented compared to others (see Table 1). This class imbalance 

compounds the challenges of model training, potentially leading to biased predictions and diminishing 

overall performance. 

To address these problems, we have formulated the following research questions: 

1.1.1 Research questions: 
How can machine learning techniques be employed to automate the classification of microscopic 

images, specifically focusing on aluminium inclusions, through the integration of synthetic data? 

This overarching question encompasses several sub-questions that will guide the investigation: 

1. What preprocessing strategies can be employed to effectively extract Region of Interest (ROI) from 

microscopic images of aluminium inclusions? 

2. How can synthetic images of aluminium inclusions be generated to augment the dataset while 

ensuring compatibility with the preprocessing techniques utilized for ROI extraction? 

3. How can the quality and relevance of synthetic images and features generated by GANs be 

verified? 

4. What deep learning methodologies can be employed to develop and fine-tune models for 

accurately classifying microscopic aluminium inclusions? 
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1.2 Research objectives 
Develop preprocessing techniques for image analysis 

This objective entails the development of advanced preprocessing techniques aimed at effectively 

extracting the Region of Interest (ROI) from microscopic images of aluminium inclusions. The goal is to 

enhance the quality of the dataset by isolating the ROI and removing similar image parts that do not 

contain relevant features, such as extraneous areas exhibiting uniformity. Additionally, contaminants 

such as dust and wetness further complicate the classification task. Addressing these challenges, the 

preprocessing techniques ensure accurate classification by focusing solely on the relevant areas 

containing aluminium inclusions. 

Generate synthetic data for augmentation 

Subsequently, this objective involves using preprocessed data as input to the GAN model to facilitate 

the generation of synthetic data. By closely resembling the distribution and characteristics of the 

original dataset, this process enhances the diversity and quantity of the dataset through the synthesis 

of additional realistic images. The study aims to create synthetic images that mimic the features and 

patterns present in the existing microscopic images of aluminium inclusions. Through synthesizing data 

aligned with the original dataset, the generated synthetic data effectively interpolates the dataset, 

augmenting its size and diversity to improve the robustness of the models. 

Verify the synthetic data 

Verification of the synthetic data is crucial to ensure its validity and reliability for model training. This 

objective centres on assessing both the quality and relevance of the generated synthetic images. To 

achieve this, a combination of qualitative and quantitative metrics will be employed. Quantitative 

evaluation will involve measures such as similarity scores, divergence metrics, and feature matching 

techniques. Additionally, domain expert visual inspection will play a pivotal role in assessing the 

realism of the synthetic images. Through rigorous validation, we aim to affirm the efficacy of synthetic 

data in enhancing model training and overall performance. 

Develop deep learning method for classification 

With a balanced dataset and augmented data through synthetic generation, this objective involves 

developing deep learning methods for accurately predicting classes of aluminium inclusions in 

microscopic images. Using deep learning, such as convolutional neural networks (CNNs), the study 

aims to train models capable of accurately classifying aluminium inclusions. 

The thesis is organized as follows: Chapter 2 provides a comprehensive review of the current state of 

the art, identifying research gaps, discussing motivations, and laying out the foundational concepts 

essential for understanding our investigation. Chapter 3 delineates our methodology, covering critical 

aspects such as data preprocessing, synthetic image generation, and model development. Subsequent 

sections present our experimental findings, analyse their implications, and suggest avenues for future 

research. Finally, we conclude by summarizing our contributions and offering recommendations for 

further study. 
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2 Background  

This chapter provides a comprehensive introduction to the field of automated microscopic image 

classification, with a specific focus on aluminium inclusion detection in industrial quality control. A 

foundational understanding of key concepts and challenges is paramount for appreciating the 

significance of our research endeavour. 

2.1 Preliminaries 
This section provides a foundational understanding of key concepts and techniques essential for our 

study within the domain of automated classification of microscopic images, particularly focusing on 

aluminium inclusions in industrial quality control. 

2.1.1 Preprocessing techniques 
Preprocessing prepares input data for Generative adversarial network models and enhances it for 

classification modelling. This step ensures data is formatted correctly for GAN training and refined for 

subsequent classification. The following components constitute essential preprocessing techniques: 

Contrast adjustment modifies the tonal range of an image, enhancing the visual distinction between 

light and dark areas. By enhancing contrast, details become more pronounced, leading to improved 

visibility of features [4]. 

Histogram equalization is a method used to enhance image contrast by redistributing pixel intensities. 

This adjustment balances the brightness levels across the image, improving visual clarity and making 

details more distinguishable, particularly in low-contrast areas [5]. 

Denoising is a technique used in image processing to remove unwanted noise from images. Noise can 

be introduced due to factors such as sensor limitations, environmental conditions, or transmission 

errors [4]. Denoising algorithms aim to distinguish between noise and actual image content, effectively 

reducing or eliminating the noise while preserving important image features. This process enhances 

image clarity and quality, making them more suitable for analysis and interpretation in applications 

such as computer vision, medical imaging, and photography. 

Image segmentation algorithms are critical tools in computer vision, partitioning images into segments 

that correspond to objects, surfaces, or patterns of interest. This is achieved by analysing features like 

colour intensity, spatial information, and texture [5]. 

Normalization scales pixel values to a common range, typically between 0 and 1, ensuring uniformity 

and facilitating model training. This process helps avoid the dominance of larger-scale features and 

assists in faster convergence during training [6]. 

Feature extraction involves identifying relevant characteristics from images, such as texture, edges, or 

shapes, essential for training effective classification models [5]. This process transforms raw image 

data into meaningful representations that capture discriminative information, allowing the model to 

learn significant characteristics that differentiate various objects or patterns. 

Filtering techniques use mathematical operations to image pixels to reduce noise or enhance features. 

Common filters include median filters, which replace each pixel's value with the median of its 

neighbourhood, and Gaussian filters, which smooth images by convolving them with a Gaussian 

function [3]. 



 

5 

 

Contour detection algorithms identify the edges or boundaries of objects in an image by analysing 

pixel intensity gradients to locate significant changes in intensity. These contours can isolate objects 

and extract relevant features for further analysis [7]. 

Binary masking converts an image into a binary representation by applying a threshold. Pixels above 

the threshold are categorized as foreground (white), and those below are background (black). This 

technique isolates regions of interest and removes unwanted elements like noise or irrelevant 

features, enhancing image clarity for classification tasks [5]. 

Morphological operations analyse image object shapes and structures [7]. Techniques include. 

• Dilation: Expands object boundaries by adding pixels to their perimeters. 

• Erosion: Contracts object boundaries by removing pixels. 

• Opening and closing: Combine dilation and erosion for noise removal and gap filling. 

2.1.2 Generative adversarial networks 
Generative adversarial networks consist of two neural networks: a generator and a discriminator. The 

generator synthesizes data samples, while the discriminator evaluates the authenticity of these 

samples. Through adversarial training, GANs learn to generate high-quality synthetic data, augmenting 

small datasets and improving model performance [8, 9]. 

Data augmentation with GANs serves the purpose of generating synthetic data while incorporating 

additional information beyond noise vectors. This process involves several components: 

Conditioning entails providing extra information, such as labels or text descriptions, alongside the 

noise vector during GAN training. This additional information guides the generator to produce content 

aligned with the conditioning input. For example, in Conditional GANs (cGAN), the condition could be 

the input sketch or a specific class label, directing the generator to produce images corresponding to 

the specified condition [6, 10].  

Loss function shaping involves modifying the loss function used during training to penalize undesirable 

outputs or reward desired features. By adjusting the loss function, the objective is to influence what 

the model learns to focus on during the training process. For instance, adding terms to the loss function 

can encourage specific content, such as sharp edges or realistic textures, in the generated images [8]. 

Attention mechanisms are techniques where the model learns to focus on specific parts of input data 

during generation. This steers the content creation process toward specific areas of the image, 

ensuring the generation of more detailed and contextually relevant images. For example, attention 

mechanisms can be used to highlight important regions, such as eyes or faces, in generated images, 

enhancing their fidelity and prominence [6]. 

Training data curation, not strictly involved in educating the model, curated training data significantly 

impacts what the GAN learns. Various techniques can be employed for training data curation, including 

cropping, masking, and image segmentation. Cropping focuses on relevant content by cropping 

images, masking hides unwanted regions such as background noise, and image segmentation 

separates objects of interest from the background, aiding in the synthesis of high-quality images [11]. 

Recent advancements in GAN architectures, such as Conditional GAN (cGAN) and Wasserstein GAN 

(WGAN), have further enhanced the quality and diversity of generated images [12]. 
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2.1.3 Evaluation metrics 
Evaluation metrics play a crucial role in assessing the quality and fidelity of synthetic data. Serving as 

the cornerstone of this process, these metrics ensure that generated data accurately represent the 

characteristics of the real data distribution [8]. This process involves various metrics: 

Similarity scores are used to compare the distributions of synthetic and real data. Metrics such as the 

Structural Similarity Index (SSI) and Cosine Similarity quantify the similarity between synthetic and real 

data distributions, providing insights into the fidelity of the generated data. SSI provides a measure of 

the similarity between images based on their structural characteristics, including luminance, contrast, 

and structure. By comparing the SSI scores between synthetic and real data, one can assess how closely 

the synthetic data resemble the real data in terms of overall appearance and structure. This can be 

particularly useful for image-based data generation tasks [8]. 

Divergence metrics measure the divergence between synthetic and real data distributions. Metrics 

like Kullback-Leibler divergence and Wasserstein distance quantify the difference between the 

distributions, helping evaluate how closely the synthetic data resembles the real data distribution. 

Wasserstein distance, also known as Earth Mover's distance, is a metric that measures the dissimilarity 

between probability distributions. In the context of synthetic data generation, Wasserstein distance 

can quantify the difference between the distributions of synthetic and real data. A lower Wasserstein 

distance indicates a closer match between the distributions, suggesting that the synthetic data better 

captures the characteristics of the real data [8]. 

Feature matching techniques assess the quality of synthetic data by leveraging pre-trained models 

VGG16 or Inception V3 [12]. These models extract features from both real and synthetic data, allowing 

for a comparison that reveals how well the generated data captures the underlying characteristics 

present in real data. While these pre-trained models offer a powerful starting point, they might require 

further fine-tuning for specific feature extraction tasks. 

2.1.4 Deep learning for classification 
Deep Learning (DL) is a subset of machine learning that utilizes artificial neural networks with multiple 

layers to extract hierarchical representations from data. DL models are capable of learning complex 

patterns and relationships directly from raw data, making them particularly effective for tasks such as 

image recognition, natural language processing, and speech recognition. These models have 

demonstrated remarkable success across various domains, including industrial, healthcare, finance, 

and autonomous driving. 

Convolutional Neural Networks (CNNs): 

Convolutional Neural Networks are a type of neural network specifically designed for processing grid-

like data such as images. They consist of convolutional layers that apply learnable filters (kernels) to 

input data, allowing the network to extract spatial hierarchies of features. CNNs have revolutionized 

image processing tasks and are widely used in applications such as object detection, image 

classification, and facial recognition [10]. 

Recurrent Neural Networks (RNNs): 

Recurrent Neural Networks are a type of neural network designed to oversee sequential data, such as 

time series or natural language [12]. They have connections that form directed cycles, allowing them 

to capture temporal dependencies in the data. RNNs are commonly used in tasks such as speech 

recognition, language modeling, and sentiment analysis. 
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Figure 1: Illustration of the processing steps within a convolutional neural network layer [13]. 

Concepts:  

Let us explore key concepts relevant to deep learning, including those shared between CNNs and RNNs 

[13, 14]: 

Activation functions introduce non-linearity into the neural network, enabling it to learn complex 

mappings between inputs and outputs. Common activation functions include ReLU (Rectified Linear 

Unit), sigmoid, and tanh. Both CNNs and RNNs utilize activation functions to introduce non-linearities 

and enable the network to model intricate relationships in the data. 

Batch normalization is a technique used to improve the stability and training speed of deep neural 

networks by normalizing the activations of each layer. While less commonly applied in RNN 

architectures compared to CNNs, batch normalization can still be beneficial in stabilizing the training 

process and accelerating convergence. 

Regularization techniques (e.g., dropout, L2) improve generalization in deep learning models (CNNs, 

RNNs) by preventing overfitting during training, leading to better performance on unseen data. 

Fully connected layers, also known as dense layers, connect every neuron in one layer to every neuron 

in the next layer. They are commonly used in traditional neural networks and at the end of CNN 

architectures to map extracted features to class scores. 

Convolutional layers apply learnable filters to input data, allowing the network to extract spatial 

hierarchies of features. These layers are fundamental to CNN architectures and play a crucial role in 

capturing local patterns in the input data.  

Strides and padding are parameters used in convolutional layers to control the spatial dimensions of 

the output feature maps. Strides determine the step size of the filter as it moves across the input data, 

while padding adds additional border pixels to the input data to preserve spatial dimensions. 

Loss functions measure the difference between a model's predictions and true labels. They guide the 

training process by indicating how well the model performs. Common examples include mean squared 

error for regression and cross-entropy for classification. 

Optimizers are algorithms that iteratively update the weights of a neural network. They use the loss 

function to determine how much to adjust the weights in each step, aiming to minimize the overall 

error. Gradient descent and its variants (e.g., Adam, RMSprop) are popular choices for optimizing deep 

learning models. 

Hyperparameter tuning involves adjusting settings that control the training process itself, like the 

learning rate, number of training rounds (epochs), and the size of data batches used for training. 

Choosing the right hyperparameters can significantly improve a model's performance. 
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Backpropagation calculates how much each weight in the network contributes to the overall error 

(loss). This information is then used by the optimizer to update the weights and improve the model's 

performance during training. 

Gradient vanishing/exploding refers to problems that can occur during training. When gradients 

become too small or large, it hinders the model's ability to learn effectively. Techniques like 

normalization and specific weight initialization strategies can help mitigate these issues. 

2.2 Research background 
In this section, we provide an overview of relevant research conducted in the field of automated 

classification of microscopic images, focusing on techniques and methodologies employed to address 

similar challenges encountered in our study. The research background encompasses studies related to 

image processing, generative modeling, and deep learning, offering insights into the existing 

approaches and methodologies utilized in these domains. 

2.2.1 State of art 
Microscopic Image Classification:  

In the field of microscopic image analysis, recent advancements in deep learning techniques have had 

a significant impact. Deep learning, a subset of machine learning, has demonstrated remarkable 

capabilities in extracting intricate features and patterns from microscopic images, facilitating accurate 

classification and analysis. This survey, as referenced in [14], examines various deep learning 

architectures and methodologies employed for tasks such as image segmentation, object detection, 

and classification within microscopic image analysis. Through a comprehensive examination of state-

of-the-art techniques, the survey highlights the potential of deep learning to enhance the efficiency, 

accuracy, and scalability of microscopic image classification systems. 

Microscopic aluminium inclusion:  

In the field of microscopic aluminium inclusions, researchers utilize state-of-the-art imaging 

technologies such as scanning electron microscopy (SEM) or transmission electron microscopy (TEM) 

to capture detailed images of aluminium inclusions within materials like steel [3]. 

Following image acquisition, researchers employ preprocessing techniques to enhance the quality and 

clarity of these images [7, 16]. Preprocessing steps may involve noise reduction, image normalization, 

and contrast enhancement to facilitate more accurate analysis. 

Subsequently, researchers analyse these images to extract various features characterizing the 

aluminium inclusions, including size, shape, distribution, and composition. To automate and improve 

this analysis process, advanced machine learning techniques are employed. These techniques 

encompass generative models, such as convolutional neural networks, which can learn complex 

patterns from raw image data [16]. 

Additionally, researchers utilize classification algorithms to categorize aluminium inclusions based on 

predefined criteria. These algorithms are trained on extensive datasets containing annotated images, 

enabling them to accurately identify and classify diverse types of aluminium inclusions. 

The integration of advanced imaging techniques with machine learning algorithms has revolutionized 

the precision and efficiency of aluminium inclusion classification. This advancement not only enhances 

our understanding of material properties but also facilitates more effective control across diverse 
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industries, including automotive, aerospace, and manufacturing. 

Image Processing Techniques:  

Numerous studies have explored the application of image processing techniques for enhancing the 

analysis of microscopic images. Preprocessing methods such as denoising, contrast enhancement, and 

edge detection have been widely used to improve the quality and clarity of images, facilitating 

subsequent analysis and interpretation [16, 17]. Furthermore, segmentation algorithms, such as 

region-based methods, are utilized to partition images into meaningful regions, extracting relevant 

features for classification. These methods leverage artifcats and contrast properties, as outlined in the 

literature, to enhance the accuracy of feature extraction [18, 19]. 

Generative Models:  

Generative models, particularly Generative Adversarial Networks (GANs) and Deep Convolutional 

GANs (DCGANs) [20], have gained prominence in recent years for their ability to generate synthetic 

data that closely resemble real-world images. These models have been applied to various domains, 

including image synthesis and data augmentation, offering a powerful tool for expanding limited 

datasets and improving model generalization [21]. Techniques such as Conditional GANs (cGANs) and 

Wasserstein GANs (WGANs) have been particularly effective in generating high-quality synthetic 

images for diverse applications [9]. In the evaluation of synthetic data, metrics such as similarity scores, 

divergence measures, and feature matching metrics are commonly utilized to quantify the degree of 

similarity between synthetic and real data distributions [8]. 

Deep Learning:  

In recent years, deep learning techniques, particularly convolutional neural networks, have risen to 

prominence as a dominant approach for image classification tasks [15]. CNNs are highly adept at 

extracting hierarchical features from images, enabling them to discern intricate patterns present in 

microscopic images of aluminium inclusions [12, 22]. These networks are composed of multiple layers 

of interconnected neurons, each layer performing specific tasks such as feature extraction, non-linear 

transformations, and classification. Through the process of training on large datasets, CNNs can learn 

to recognize and differentiate between various visual features, making them particularly well-suited 

for the nuanced analysis of complex images. 

Moreover, transfer learning has emerged as a powerful technique to enhance the performance of 

classification models, especially in scenarios where labeled data is scarce [23]. Transfer learning 

involves leveraging pre-trained models that have been trained on large-scale datasets, typically in 

domains with abundant data, such as natural images. By utilizing the knowledge gained from these 

pre-trained models, researchers can initialize the CNNs with already learned features, allowing them 

to converge faster and achieve better performance even when the available annotated data for 

specific tasks, such as aluminium inclusion classification, is limited. 

Overall, the combination of deep learning techniques, particularly CNNs, and transfer learning has 

significantly advanced the field of aluminium inclusion classification by enabling more accurate and 

efficient analysis of microscopic images. These techniques not only improve the accuracy of 

classification but also enhance the ability to generalize across different datasets and domains, thereby 

contributing to a deeper understanding of material properties and better control across various 

industries. 
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2.2.2 Research gaps and challenges 
Microscopic image classification, particularly for identifying aluminium inclusions, confronts several 

significant research gaps and challenges. Primarily, data scarcity poses a significant hurdle. Training 

deep learning models requires a large amount of carefully labeled data, which can be limited in 

availability and requires significant effort to collect, particularly due to the distinct types and sizes of 

inclusions found in aluminium alloys. 

Moreover, the quality of available data presents a substantial concern. Inclusion types may exhibit 

subtle variations, complicating accurate labelling by human annotators. Such inconsistencies can 

introduce biases and errors into the trained models, impeding their reliability and generalization 

capabilities. Furthermore, class imbalances, where certain inclusion types dominate the dataset while 

others are scarce, hinder the model's ability to effectively learn and classify rare inclusions. 

The tension between model complexity and interpretability adds another layer of challenge. While 

deep learning models can achieve remarkable accuracy, they often operate as black boxes, lacking 

transparency in their decision-making processes. This opacity not only complicates debugging but also 

raises concerns about the reliability and trustworthiness of model predictions, particularly in critical 

applications where interpretability is paramount. 

Lastly, challenges surrounding the generalizability of trained models loom large. Variations in 

aluminium alloy compositions and microstructures across different industrial contexts demand 

adaptable models capable of robust performance across diverse materials. Additionally, real-world 

image variations, such as lighting conditions and image noise, necessitate models resilient to such 

environmental factors to ensure consistent performance across varied scenarios. Furthermore, the 

need for real-time classification in certain industrial settings and the computational cost associated 

with training and deploying complex models add further layers of complexity to the development and 

deployment of automated classification systems for microscopic images. 

The research background highlights the interdisciplinary nature of the study, drawing upon insights 

and methodologies from image processing, generative modeling, and deep learning. By building upon 

existing research findings and methodologies, our study aims to contribute to the advancement of 

automated classification systems for microscopic images.  
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3 Method 

This chapter outlines the methodological approach employed in our research to achieve the stated 

objectives. It provides detailed insights into the strategies and techniques utilized, along with a clear 

rationale for method selection. The chapter is organized into distinct sub-methods, each of which 

delineates specific methodologies and their corresponding justifications. Figure 2 depicts our iterative 

methodological approach. Through this comprehensive presentation of our methodological approach, 

we aim to provide readers with a clear understanding of how to implement our research findings 

effectively. 

 

Figure 2: Workflow 

3.1 Data preprocessing 
To ensure consistent data representation and facilitate effective model learning, a series of 

preprocessing steps were applied to the microscopic images of aluminium inclusions. These steps were 

chosen strategically based on the characteristics of the data and the challenges associated with 

classifying aluminium inclusions in microscopic images.  
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3.1.1 Standardize image properties 
Visual inconsistencies in images, resulting from varying camera settings, can lead to noise and hinder 

the model's capacity to extract consistent features across the dataset. Although traditional 

preprocessing techniques, such as histogram equalization, may effectively address a broad range of 

variations, they may not be optimally suited for our specific research context. To address this 

challenge, we incorporated a series of targeted image enhancement steps. Initially, we computed the 

average pixel intensity across all colour channels within each image to gauge its overall luminance. 

Following this, a rescaling technique was employed to normalize the pixel values within a predefined 

range, ensuring uniformity across the dataset and potentially enhancing contrast between image 

features. These measures aimed to standardize key image properties and improve subsequent 

analysis. 

Our approach involves adjusting the exposure of each image to conform to a reference image with the 

highest exposure in the dataset. This adjustment calculates the difference relative to the reference 

image's mean intensity and applies it uniformly to all images. By standardizing exposure, we aimed to 

minimize variations attributable to camera settings and enhance the model's ability to learn consistent 

features from the preprocessed data. 

3.1.2 Contrast thresholding 
Background noise in images can compromise the accuracy of aluminium inclusions classification. To 

address this challenge, a contrast thresholding technique was developed to isolate aluminium 

inclusions from surrounding background noise, enabling more precise identification and classification. 

A predefined threshold value is generated to produce a binary mask, which highlights areas of interest 

(inclusions) within the image. The mask is then inverted to preserve foreground objects (inclusions) 

while suppressing background information. This technique achieves effective segmentation of 

aluminium inclusions, facilitating clearer visualization and subsequent analysis. 

Although more advanced background subtraction techniques, such as image segmentation algorithms, 

were explored, they were deemed unnecessary for our specific application due to their computational 

complexity and potential for over-segmentation. Contrast thresholding achieved the desired outcome 

efficiently and effectively, making it the preferred choice for this task. This method offers a favourable 

balance between classification accuracy and computational efficiency, rendering it well-suited for our 

purposes. 

3.1.3 Artifact operations 
Aluminium inclusion images are often compromised by imperfections such as noise or dust particles, 

which can hinder classification accuracy. To ensure reliable and accurate classification, an artifact 

refinement step was introduced to improve the segmentation of aluminium inclusions and eliminate 

distracting artifacts. 

Following the image pre-processing stage, the algorithm proceeds with feature extraction and 

refinement steps to isolate potential inclusions. First, a contour detection method identifies connected 

boundaries within the image. These contours, representing potential objects, are then analysed, and 

prioritized based on a relevant feature, such as area. This prioritization helps focus on regions likely to 

be inclusions. 

Next, the algorithm iterates through these prioritized contours to extract features with a circular 

shape, which could represent inclusions. These features undergo further processing by expanding their 
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boundaries using a predefined factor. This expansion accounts for neighbouring objects that might be 

relevant for inclusion analysis. 

To differentiate genuine inclusions from artifacts, specific criteria are implemented. These criteria 

involve the spatial location of the object within the image, such as excluding objects located in the 

bottom right corner (often containing magnification information). Additionally, comparisons between 

the object's size and a predefined threshold used for filtering. Objects deemed too small or lacking 

sufficient neighbouring features are removed. 

Finally, an additional refinement step optimizes the selection process by eliminating contours that 

appear partially at the image edges. These partially visible contours often indicate artifacts or 

incomplete inclusions and are excluded from further analysis, ensuring the algorithm focuses solely on 

relevant features essential for successful classification. 

Alternative techniques, such as filtering, exist for artifact removal, but may inadvertently eliminate 

smaller inclusions containing relevant features. In contrast, contour detection and morphological 

operations offer a more controlled approach, facilitating the targeted identification and removal of 

artifacts while preserving the integrity of the aluminium inclusions themselves.  

The selection of this approach is based on its effectiveness in eliminating artifacts without 

compromising the critical features within the images. By applying these detailed data preprocessing 

techniques, the goal is to create a consistent and clear representation of the microscopic images. This 

representation focuses on the key features of the aluminium inclusions and reduces the impact of 

unrelated background details and artifacts. This approach helps to enhance the reliability and precision 

of the classification process. 

3.2 Synthetic data generation 
Building upon the preprocessed data obtained in the preceding sub-method, our data generation 

process leverages a Deep Convolutional Generative Adversarial Network (DCGAN) that incorporates 

an attention mechanism. This mechanism refines the learning process within the DCGAN, allowing it 

to dynamically prioritize inclusion-specific features during generation. Preprocessing serves as the 

foundation for this process by removing irrelevant background noise, preparing the data for the 

DCGAN to utilize. 

Within the DCGAN architecture, we incorporate an attention mechanism crucial for focusing 

specifically on critical features during the synthesis of images. This mechanism ensures that the 

synthetic images prioritize the replication of essential microstructural details present in the 

preprocessed dataset. By guiding the generator's focus towards the most informative features, this 

targeted attention mechanism addresses the challenge of generating a full distribution from limited 

samples, thereby enhancing the fidelity of the synthetic data. 

In addition to the attention mechanism, we employ sophisticated Loss Function Shaping techniques to 

further refine the training process. These techniques optimize the network's performance, ensuring it 

accurately captures and reproduces the desired features. 

In alignment with existing literature, we strategically opted to prioritize simplicity and efficiency by 

abstaining from the utilization of conditioning or Conditional GANs (CGANs). This decision was 

motivated by a desire to sidestep potential complications and computational overhead. While we 

acknowledged alternative GAN variants such as Wasserstein GANs (WGANs), we elected not to explore 



 

14 

 

them due to their considerable computational demands and heightened requirement for input images. 

Given the time-intensive nature of GAN model training and the satisfactory outcomes achieved with 

DCGAN, we adhered to the latter approach, thus maintaining a streamlined synthesis process without 

compromising on quality or accuracy. 

Moreover, we find that training data curation is unnecessary as our preprocessed images are already 

tailored to our specific objectives. The removal of irrelevant information and retention of inclusion 

features ensure that the network learns from focused data, minimizing the risk of overfitting or 

misrepresentation. 

Overall, our synthetic data generation process integrates the power of DCGANs with targeted attention 

mechanisms and Loss Function Shaping techniques. By guiding the network's attention towards critical 

features and optimizing its performance, we produce realistic synthetic images that effectively 

augment our dataset for further analysis and model training. 

3.3 Verification of synthetic data 
Our evaluation methodology for synthetic data quality begins with a selection of metrics that 

effectively capture the fidelity and similarity between the generated and real data distributions. We 

chose the Structural Similarity Index (SSI) and Wasserstein distance because they offer a 

comprehensive evaluation of image quality and distributional similarity tailored to our research 

domain. 

Firstly, we utilized the Structural Similarity Index (SSI) as a primary evaluation metric. The SSI quantifies 

the similarity between synthetic and real data distributions by comparing their structural patterns. To 

implement this, we first generated synthetic images using our generative model. We then calculated 

the SSI for each image by comparing it to the corresponding real image. The final SSI score was 

obtained by averaging the SSI values across all image pairs. This approach provided valuable insights 

into the perceptual quality and similarity of images, which is crucial for our application focused on 

inclusion features. 

Secondly, we incorporated the Wasserstein distance as another key evaluation metric. This metric 

directly compares pixel intensity distributions between real and generated images. We calculated the 

Wasserstein distance for each synthetic image by comparing its pixel intensity distribution to that of 

the corresponding real image. The final Wasserstein distance was determined by averaging the 

distances across all image pairs. This method offered a straightforward yet effective means of assessing 

the overall distributional similarity, aligning well with our research objectives and dataset 

characteristics. 

Additionally, for qualitative evaluation, we shared the synthetic images with domain experts for visual 

inspection. This step allowed experts to provide subjective feedback on the realism and relevance of 

the generated images, specifically in capturing the inclusion features accurately. 

We considered using other metrics such as the Inception Score (IS) and Frechet Inception Distance 

(FID) for evaluation. The Inception Score evaluates the quality of generated images based on the 

diversity and recognizability of objects within them, using a pre-trained Inception model. The Frechet 

Inception Distance measures the similarity between the distributions of real and generated images by 

comparing the mean and covariance of features extracted from these images using the same pre-

trained Inception model. However, both IS and FID require feature extraction using pre-trained models 
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that are not specifically trained for our microscopic images. This can lead to inaccurate feature 

representations, as these models might not capture the specific characteristics and details relevant to 

our dataset. Consequently, these methods add complexity and may not effectively address our 

research objectives. 

Hence, we opted not to utilize IS and FID, and instead focused on SSI and Wasserstein distance to 

ensure our evaluation remains aligned with the nuances of our research objectives and dataset 

characteristics. This decision ensured a more accurate and relevant assessment of the synthetic data 

quality. 

3.4 Classification model development 
To construct a classification model for microscopic images of aluminium inclusions, our research 

leverages a CNN. This choice stems from CNNs' exceptional ability to extract layered features from 

images. This proficiency in feature extraction allows them to excel at identifying complex patterns, 

making them highly effective for analyzing the intricate structures present within these inclusions. 

Unlike RNN, networks optimized for processing sequential data, CNNs are specifically designed to work 

with the inherent matrix structure of image data. This natural alignment between CNNs and image 

data makes them the optimal choice for this image classification task. 

To implement our classification model, we followed an iterative approach. We started with a basic 

CNN architecture learned from the literature. This foundational model included convolutional layers 

that apply learnable filters to extract spatial hierarchies of features, interspersed with max-pooling 

layers for dimensionality reduction and feature selection. 

As we progressed, we iteratively adjusted both the architecture and hyperparameters based on 

performance feedback. We experimented with various configurations to enhance the model’s ability 

to capture intricate patterns in the data. Fully connected layers at the end of the network mapped the 

extracted features to class scores, facilitating the classification task. Additionally, to mitigate 

overfitting and improve generalization performance, dropout regularization was systematically 

incorporated during the iterative process. 

To ensure our model learned from high-quality data, we utilized preprocessed and verified synthetic 

data as input. A separate model, built without preprocessing, served as a benchmark to quantify the 

effectiveness of our preprocessing techniques in enhancing classification accuracy. We opted for CNNs 

due to their established success with image data and their ability to leverage the inherent grid-like 

structure of images. This deep learning approach aimed to develop a model capable of accurately 

distinguishing between distinct categories of aluminium inclusions. 

The training and evaluation of the model were conducted as detailed in the implementation chapter, 

where various performance metrics were used to assess the model's accuracy and robustness.  
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4 Implementation 

In this section, we present a detailed overview of the implementation process undertaken to realize 

our proposed approaches. The system was developed using the Python programming language, 

leveraging various libraries essential that are for image processing, machine learning, and visualization. 

These libraries include OpenCV (cv2), Matplotlib, imageio, Pandas, and TensorFlow. The 

implementation and experimentation phases were conducted on a high-performance Linux server. 

Here are the hardware specifications of the server used for implementation: 

GPU: NVIDIA Corporation GP102 [TITAN Xp], 

CPU: Intel(R) Xeon(R) CPU E5-2620 @ 2.00GHz, with a total of 24 CPU cores. 

Memory: 64GB RAM  

4.1 Dataset 
The datasets utilized in this research were previously introduced in the overview section (see Table 1), 

providing an initial glimpse into their inclusion types. We offer a detailed breakdown, including 

information on image sizes and magnifications (see Table 2). 

Table 2: Prepared Dataset 

Dataset Image Size (pixels) Magnification (μm) 

Dataset 1 1936 x 1460 20 

Dataset 2 692 x 516 Mixed (mostly 20) 

4.1.1 Data preparation 
After careful consideration, we preprocessed the datasets to ensure consistency and relevance to our 

research objectives. In Dataset 1, images labeled as 'mixed' and 'unlabelled' were removed. For Dataset 

2, only images captured at a magnification of 20μm were retained, aligning with our analysis 

requirements. This process resulted in a new dataset comprising 68 Al2O3 images, 68 MgO images, 

and 16 TiB2 images. This refined dataset ensures a focused and meaningful analysis of aluminium 

inclusions in microscopic images, aligning closely with our research objectives. Figure 3, shows three 

examples of inclusion types: Al2O3, MgO, and TiB2. 

 

Figure 3: Prepared inclusion images. 
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4.2 Data preprocessing 

4.2.1 Standardize image properties 
Employs a series of steps to ensure consistent representation of data and facilitate effective model 

learning: 

1. Identification of highest exposure intensity: Utilizes cv2.mean function to calculate the mean 
intensity of each image in the dataset. The image with the highest exposure intensity is identified 
based on this calculation. 

2. Adjustment of image exposure: Each image's pixel values are scaled using cv2.convertScaleAbs 
function. This adjustment is based on the ratio of the reference intensity to the image's mean 
intensity, which is calculated using cv2.mean. 

3. Saving processed images: After exposure adjustment, the processed images are saved with the 

same filenames to the specified output directory. 

Refer Figure 4 for adjusted image: 

 

Figure 4: Adjusted exposure image. 

4.2.2 Image resizing 
We standardized image sizes by resizing images to a target dimension. To ensure uniformity in image 

dimensions across the dataset, we added pixels to images with specific dimensions before resizing 

them to meet the target dimension. 

4.2.3 Contrast thresholding 
To isolate foreground objects (aluminium inclusions) from the background, we implemented the 

contrast thresholding (Figure 5) technique as follows: 

1. Create white image: Creates a white image with the same dimensions as the original grayscale 

image using ones_like function and fills it with white pixels (intensity value of 255). 

2. Thresholding and mask creation: Applies thresholding to the original grayscale image based on the 

specified threshold value, creating a binary mask where pixel values higher than the threshold 

become white (255). 

3. Mask inversion: Inverts the binary mask using bitwise_not function to ensure compatibility with 

contour detection later. 
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4.2.4 Artifacts operations 
To enhance the segmentation of aluminium inclusions and eliminate unwanted artifacts, we 

employed contour detection and morphological operations: 

1. Contour identification: Uses cv2.findContours function to detect contours in the inverted mask 

created in previous step. The contours are sorted based on their area using the sorted function. 

2. Circle marking and processing: Iterates over each contour detected. Calculates the minimum 

enclosing circle for each contour using cv2.minEnclosingCircle function. Expands the radius of the 

circle by a factor specified by new_radius (border to count neighbours). Draws the expanded circle 

on a blank mask (circle_mask) using cv2.circle function. Finds contours within the circle_mask. 

Calculates the number of neighbouring contours within the expanded circle. 

3. Artifact differentiation: In the artifact removal process, specific criteria are applied to determine 

whether an artifact should be eliminated.  

• If the artifact's coordinates (x, y), calculated using the cv2.boundingRect function, exceed 80% 

of the image's width and 85% of its height, the artifact is removed. This condition effectively 

targets artifacts located in the bottom right corner, which often include the magnification 

information box.  

• Contours with a cv2.area smaller than the artifact_size input or with fewer neighbours than 

specified by the min_neighbour input are also removed. This is achieved by using 

cv2.drawContours function to fill the contour with white pixels. This process ensures that only 

relevant content remains in the output image, facilitating classification and focusing solely on 

features essential to the analysis. 

4. Edge contour elimination: Employs an additional refinement to the artifact removal process by 

introducing a border to the filtered image. This augmentation is aimed at effectively eliminating 

contours that only partially appear at the image edges, typically signalling artifacts or incomplete 

inclusions. 

Our aim in implementing these preprocessing steps was to establish a standardized and informative 

representation of microscopic images, prioritizing key features while minimizing irrelevant background 

information and artifacts. Please refer to Figure 5 for an illustration of the contrast thresholding and 

artifact refinement process 

 

 

Figure 5: Preprocessed image. 
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4.3 Synthetic data generation 
DCGAN models are trained to generate synthetic images that closely resemble the characteristics of 

the original dataset. The objective of this step is to increase the dataset size and address class 

imbalance by generating additional samples for each class. Leveraging the preprocessed data from the 

previous step, individual DCGAN models are created for each class using the following steps: 

4.3.1 Model creation 
The DCGAN model consists of a generator and a discriminator, each playing essential roles in the 

generation of synthetic images. Additionally, there exist key components such as the loss function and 

checkpoint management, which contribute to the model's training and stability. Our model design 

drew upon the foundational work of Radford et al [20], which introduced the architecture of DCGAN. 

While we adhered to the principles outlined in the original paper, we made modifications to the input 

image size, layer sizes, batch normalization parameters, and output layer sizes to better suit the 

characteristics of our specific dataset and a task requirement. 

1. Generator architecture: 

The generator model is designed to take random noise as input and generate synthetic images. It 

is composed of several layers (Figure 6) that transform the input noise into a structured image 

through a series of up sampling and convolutional operations. Here is a detailed description of the 

architecture: 

 

Figure 6: Generator architecture. 

Dense layer: The input to the generator is a 100-dimensional noise vector. This vector is first 

passed through a dense (fully connected) layer with 128 * 172 * 32 units, which reshapes the 

input into a suitable form for the convolutional layers. Batch normalization is applied to stabilize 

and accelerate training, followed by a LeakyReLU activation function to introduce non-linearity. 

Reshape layer: The output of the dense layer is reshaped into a 4D tensor with dimensions (128, 

172, 32), preparing it for the upcoming convolutional layers. 

First Conv2DTranspose layer: This layer applies 128 filters of size (5, 5) to the input, with a stride 

of (1, 1) and 'same' padding, ensuring the output size matches the input size. Batch 

normalization and LeakyReLU activation follow to enhance learning and introduce non-linearity. 

Second Conv2DTranspose layer: This layer up-samples the input by applying 64 filters of size (5, 

5) with a stride of (2, 2) and 'valid' padding. This operation increases the spatial dimensions of 

the output. Batch normalization and LeakyReLU activation are again used to improve learning 

and non-linearity. 

Final Conv2DTranspose layer: The final layer uses a single filter of size (5, 5) with a stride of (2, 2) 

and 'same' padding. This layer generates the final output image, with a tanh activation function 

to ensure the pixel values are within the range of -1 to 1. 

  



 

20 

 

2. Discriminator architecture: 

The discriminator model is designed to distinguish between real and synthetic images. It consists 

of two convolutional layers followed by dropout regularization and a dense layer for binary 

classification (Figure 7). Here is a detailed description of the architecture: 

 

 
Figure 7: Discriminator Architecture 

First Conv2D layer: The discriminator takes images of size 218x178x3 as input. This layer applies 

64 filters of size (5, 5) with a stride of (2, 2) to the input images. The LeakyReLU activation function 

is applied to introduce non-linearity, and dropout regularization with a rate of 0.3 is used to 

prevent overfitting. 

Second Conv2D layer: The output from the first convolutional layer is passed through a second 

convolutional layer. This layer applies 128 filters of size (5, 5) with a stride of (2, 2). Like the first 

layer, LeakyReLU activation and dropout regularization are applied. 

Flatten layer: The output tensor from the second convolutional layer is flattened into a 1D tensor 

to prepare it for the dense layer. 

Dense layer: Finally, the flattened tensor is passed through a dense layer with a single unit, which 

produces the discriminator's output. This output represents the probability that the input image is 

real (if close to 1) or synthetic (if close to 0). 

3. Loss function definitions: 

Custom loss functions are defined for the generator and discriminator. The generator loss function 

measures the ability of the generator to produce realistic images, while the discriminator loss 

function evaluates the discriminator's ability to distinguish between real and synthetic images. 

4. Checkpoint management:  

A checkpoint manager is set up to save and restore model checkpoints during training. This enables 

the model's state to be saved at regular intervals, allowing training to be resumed from the last 

checkpoint in case of interruptions. 

4.3.2 Training process 
The decision to train the DCGAN models over 20,000 epochs was made iteratively, with the goal of 

achieving better convergence and generating higher-quality synthetic images. This extended training 

period enabled the models to learn intricate patterns more effectively, resulting in improved synthesis 

capabilities. Additionally, a batch size of 16 was chosen due to the limited dataset size, ensuring stable 

training dynamics and efficient resource utilization. The checkpoint manager was configured to save 

model checkpoints every 5000 epochs to strike a balance between preserving training progress and 

managing storage resources, resulting in four checkpoints throughout the training process. 

Moreover, synthetic images are generated and saved at intervals every 100 epochs to visualize the 

progression of image generation throughout the training process (Refer Figure 8). During each epoch, 

the generator and discriminator are trained iteratively, with the generator aiming to produce more 

realistic synthetic images while the discriminator strives to accurately distinguish between real and 
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synthetic images. This iterative training process continues until the specified number of epochs is 

reached, facilitating the generation of synthetic images that closely resembles the characteristics of 

the original dataset. 

 

Figure 8: DCGAN – MgO progress at epoch 10500. 

4.3.3 Image generation: 
In this phase, the trained DCGAN models from the previous step are used to generate synthetic images 

resembling the characteristics of the original dataset. Leveraging the trained generator model, 

synthetic images are produced from randomly generated noise vectors. These noise vectors undergo 

transformation within the generator to iteratively produce a batch of synthetic images based on user 

input. The generated batches of synthetic images are then saved individually as grayscale PNG files in 

the specified output directory. Sample generated images from each class are shown in Figure 9. 

 

Figure 9: Generated images using DCGAN. 
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4.4 Verification of synthetic data 
In this phase, we proceed to gauge the fidelity and similarity of the synthetic images to the reference 

dataset through quantitative metrics. Two pivotal measures, the Structural Similarity Index (SSI) and 

the Wasserstein distance, are deployed to assess the perceptual likeness and distributional coherence 

of the generated images. Following image loading, three key steps are involved: 

1. Compute histograms: 

• Convert images to grayscale. 

• Calculate histograms with a specified number of bins. 

• Normalize histograms for consistency. 

2. Calculate SSI score: 

• Iterate through pairs of real and generated images. 

• Convert each pair to grayscale. 

• Compute the Structural Similarity Index (SSI) score for each pair. 

• Calculate the average SSI score across all pairs. 

3. Calculate Wasserstein distance: 

• Iterate through pairs of real and generated histograms. 

• Compute the Wasserstein distance between histograms for each pair. 

• Accumulate the Wasserstein distances for all pairs. 

Additionally, we share the generated images with domain experts for visual inspection to obtain 

qualitative verification. 

4.5 Classification model development 
Within the scope of classification model development, our objective is to create a model capable of 
categorizing both preprocessed images and synthetic images produced in the prior phase into their 
respective classes. This approach ensures that our model is trained on a well-balanced dataset 
comprising 160 images from each class. We refined our dataset by eliminating unlabelled data, which 
are contaminants rather than defects. Furthermore, mixed labels were removed to streamline our 
classification model, focusing solely on distinct categories. 

4.5.1 Data preparation 
Initially, we prepare the dataset by creating data generators to facilitate efficient loading and 

preprocessing. These generators are instrumental in generating training, validation, and testing data. 

Augmentation techniques applied to the training images include rotation, shifting, shearing, and 

zooming to enhance the model's ability to generalize to unseen data. Furthermore, the images are 

rescaled to a range of 0 to 1 to optimize model training. Table 3 presents the final split of our dataset 

into training and test sets. Note that a 20% validation set is created from the training data for model 

evaluation purposes. 
Table 3: Train and Test set sizes 

Split Al2O3 MgO TiB2 

Training 128 128 128 

Testing 32 32 32 

Total 160 160 160 
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4.5.2 Model creation 
Following data preparation, we define the architecture of the classification model. This step is crucial 

as it lays the foundation for the model's ability to effectively extract features from input images. Our 

approach involves constructing a sequential model comprising multiple convolutional layers. These 

layers are strategically configured by iteratively evaluating the model performance to progressively 

extract hierarchical features from the input images. The sequential model (refer Figure 10) starts with 

a series of convolutional layers, each followed by activation functions to introduce non-linearity and 

increase the model's expressive power. 

Within the convolutional layers, we employ filters of varying sizes to capture features of different 

scales. This allows the model to effectively learn patterns ranging from intricate details to larger 

structures present in the input images. 

Following each convolutional layer, we incorporate max-pooling layers to downsample the feature 

maps. The structure and size of these layers are carefully chosen to preserve key features while 

reducing the spatial dimensions, thereby improving computational efficiency, and preventing 

overfitting. 

After the convolutional layers, a flatten operation is applied to transform the 3D feature maps into a 

1D vector. This transformation prepares the features for processing by fully connected dense layers, 

which further analyse and refine the extracted information. 

To prevent overfitting, dropout regularization is integrated into the model architecture. Dropout layers 

are inserted after the convolutional and dense layers, randomly dropping a certain percentage of 

neurons during training. This encourages the network to learn more robust and generalizable features, 

improving its performance on unseen data. 

Finally, the output layer uses the softmax activation function to generate class probabilities, enabling 

the model to make predictions. 

 

 

Figure 10: CNN architecture. 
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4.5.3 Model training 

We trained the classification model using the prepared training and validation datasets. The training 
process involved iteratively updating the model's parameters to minimize classification error on the 
training data while simultaneously monitoring its performance on the separate validation set. Here is 

a breakdown of the key training parameters: 

Epochs: To ensure thorough learning, we trained the model for 100 epochs. Each epoch represents a 

complete pass through the entire training dataset. 

Early stopping: We implemented early stopping with a patience of 10 on the validation loss. This 

technique halts training if the validation loss fails to improve for 10 consecutive epochs, preventing 

overfitting. 

Optimizer: Adam with Keras default adaptive learning rate was chosen as the optimizer. Adam is an 

efficient optimization algorithm that dynamically adjusts learning rates for each parameter during 

training. 

Loss function: Categorical Cross entropy was used as the loss function to measure the difference 

between the model's predicted probabilities and the true class labels. 

This training configuration, along with the iterative optimization process, allowed the model to learn 
and capture the underlying patterns in the microscopic images for accurate aluminium inclusion 

classification. 

4.5.4 Model testing and evaluation 
The final stage involved evaluating the model's generalization capabilities on unseen data. We 

conducted tests in two scenarios: 

Preprocessed test set: We evaluated the model's performance on a preprocessed test dataset 

specifically prepared for model training. This assessment helps gauge how well the model performs on 

data that has undergone the same transformations as the training data. 

Original test set: We also assessed the model on the original test dataset. It is important to note that 

while this data was originally unprocessed, it was preprocessed using the same transformations as the 

training data before being passed to the model for evaluation. This evaluation provides insights into 

the model's ability to oversee real-world data that might not have undergone the same preprocessing 

steps during collection but can still be processed similarly for prediction. 

During both evaluations, we calculate the model's loss and accuracy on the test sets. Following these 

initial metrics, we delve deeper using various assessment techniques: 

Classification reports: These reports provide detailed information about the model's performance for 

each class in the dataset, including precision, recall, and F1-score. 

Confusion matrices: These matrices visualize the model's classification results, highlighting potential 

misclassifications or class imbalances. 

By analysing these metrics and visualizations, we aimed to identify areas for improvement and refine 

the model's predictive capabilities for real-world deployment. Testing on both preprocessed and 

original datasets allowed us to assess its performance under different conditions, providing a more 

comprehensive understanding of its generalizability.  
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5 Results 

5.1 Synthetic data verification 
To assess the quality of the synthetic data, we employed the Structural Similarity Index (SSI) and 

computed the Wasserstein distance score. The SSI score obtained was 0.766, indicating a high degree 

of similarity between the synthetic and original images. Additionally, the Wasserstein distance score 

was found to be 0.07995, further confirming the coherence of the synthetic data distribution with the 

original data. 

Furthermore, feedback from domain experts confirmed that the synthetic data accurately represents 

actual inclusions. A meeting was conducted to discuss and confirm this assessment. 

5.2 Classification model 
The performance evaluation of our CNN model encompassed an assessment on both the training and 

validation datasets. These evaluations are visually represented in Figure 11, illustrating the fluctuations 

in loss and accuracy across epochs during the training process. Notably, our model demonstrated an 

accuracy of 95.6% on the test dataset. 

 

Figure 11: Training and Validation Loss and Accuracy Trends 

 

Classification report: 

The classification report summarizes the precision, recall, and F1-score for each class, providing 

insights into the model's performance across distinct categories. 

Table 4: Classification report 

Class Precision Recall F1-Score Support 

Al2O3 0.94 0.97 0.95 32 

MgO 0.94 0.94 0.94 32 

TiB2 1.00 0.97 0.98 32 

 



 

26 

 

Confusion matrix: 
The confusion matrix visually (Figure 12) depicts the model's ability to accurately classify images into 

their respective classes. 

 

Figure 12: Confusion Matrix 

Sample prediction: 

We present sample predictions for each inclusion type to provide a qualitative understanding of the 

model's classification performance. These predictions offer illustrative examples of how the model 

identifies and categorizes diverse types of inclusions in microscopic images. Below, Figure 13 illustrates 

high and low confidence predictions sample for each inclusion type. 

 
Figure 13: High/Low predictions. 
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6 Discussion 

This chapter explores the constructive collaboration between machine learning and computer vision 

in tackling data scarcity. We demonstrate the effectiveness of Generative adversarial networks in 

augmenting real data and enhancing model performance through the application of preprocessing 

techniques. Our Convolutional neural network models, trained on this enriched dataset, achieved high 

accuracy in classifying aluminium inclusions. 

6.1 Theoretical framework 
The theoretical framework lays the foundation for the research by contextualizing it within existing 

literature and theoretical constructs. In this section, we review relevant theories, models, and prior 

research studies that inform the current investigation. By synthesizing existing knowledge, we 

establish the theoretical basis for the research and identify gaps or opportunities for further 

exploration. 

Given the interdisciplinary nature of the study, drawing from fields such as machine learning, computer 

vision, and materials science, the theoretical framework encompasses diverse areas of inquiry. Key 

theoretical perspectives may include: 

Machine learning and deep learning: Reviewing foundational concepts in machine learning, such as 

supervised learning, unsupervised learning, and reinforcement learning, provides a theoretical basis 

for understanding the methodologies employed in the research. Deep learning theories, including 

neural network architectures and optimization algorithms, inform the design and implementation of 

convolutional neural networks (CNNs) utilized in the classification models. 

Generative adversarial networks: Exploring the theoretical underpinnings of GANs elucidates the 

principles behind adversarial training and generative modelling. Understanding GANs' ability to learn 

data distributions and generate synthetic samples informs their application in augmenting limited 

labelled datasets, addressing the challenge of data scarcity in machine learning tasks. 

Computer vision and image processing: Delving into theoretical frameworks in computer vision 

elucidates techniques for image analysis, feature extraction, and object recognition. Theoretical 

concepts such as image segmentation, contour detection, and morphological operations provide 

insights into preprocessing methodologies employed to enhance image quality and extract meaningful 

features from microscopic images. 

Materials science and industrial quality control: Drawing from theoretical frameworks in materials 

science, particularly in the characterization of microstructures and defects, informs the identification 

and classification of microscopic inclusions in industrial materials. Understanding the significance of 

inclusions in material properties and manufacturing processes contextualizes the research within the 

broader domain of industrial quality control. 

By synthesizing these theoretical perspectives, the research establishes a theoretical framework that 

guides the formulation of hypotheses, the design of experiments, and the interpretation of findings. 

Furthermore, it provides a basis for advancing theoretical knowledge in the interdisciplinary 

intersection of machine learning, computer vision, and materials science. 
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6.2 Methods, implementation, and results 
Interplay of techniques 

Limited labeled data is a persistent obstacle in many machine learning applications, including the task 

of classifying microscopic aluminium inclusions. This constraint hinders the model's capacity to 

develop a comprehensive understanding of the data and can result in overfitting. A model suffers from 

overfitting when it exhibits high training accuracy but low generalization performance. By 

incorporating GANs into our training process, we were able to generate synthetic dataset that 

supplemented our limited labelled data. This significantly bolstered the volume and diversity of the 

training dataset, furnishing the model with a more extensive collection of examples to learn from. A 

larger and more diverse dataset empowers the model to capture a broader spectrum of variations and 

patterns within the data, leading to a more robust and generalizable model. Furthermore, GANs 

possess the capability to mitigate class imbalances that are frequently encountered in real-world 

datasets. By generating synthetic data for classes that are underrepresented, GANs can help establish 

a more balanced dataset. This balanced dataset has the potential to enhance the model's classification 

performance across all classes, ensuring that it performs well even for less frequent classes that might 

otherwise be overlooked during training. 

Preprocessing and learning 

The preprocessing techniques we developed played a crucial role in enabling the classification models, 

including the DCGAN model for synthetic data generation, to effectively identify aluminium inclusions. 

By focusing on the Region of Interest (ROI) and eliminating irrelevant data, we were able to significantly 

reduce noise within the dataset. This noise reduction empowered the models to concentrate on the 

essential features present in the microscopic images. This targeted approach to preprocessing 

improved the models' ability to learn and extract these relevant features, leading to enhanced overall 

classification performance. 

Evaluating synthetic data quality 

Generating high-quality synthetic data using Generative adversarial networks was crucial for 

expanding our training dataset and improving model performance. To comprehensively evaluate the 

quality and realism of the generated images, we employed a combination of quantitative and 

qualitative metrics. Quantitative metrics, such as Structural Similarity Index (SSIM) and Wasserstein 

Distance, provided numerical assessment of the images' similarity to real data. Additionally, we 

incorporated qualitative feedback from domain experts who assessed the generated images for the 

presence and realistic representation of key features. 

• Structural Similarity Index (SSI): This metric quantifies the visual similarity between two images. A 

score of 1 indicates perfect structural similarity, while lower scores signify increasing dissimilarity. 

In our case, the SSI score of 0.76 suggests a strong resemblance between the synthetic images and 

real data, implying that the generated images captured the essential structural details of real 

aluminium inclusions. 

• Wasserstein Distance: This metric measures the distributional difference between two sets of 

data. A lower Wasserstein distance indicates a closer match between the distributions of the 

synthetic and real data. Our Wasserstein distance of 0.079 signifies that the distributions of the 

synthetic and real datasets are similar. This means that the synthetic images not only resemble 

real images visually but also possess a similar statistical distribution, further validating the 

effectiveness of the GANs in generating realistic data. 
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• Qualitative Feedback: To evaluate the realism of generated inclusions, we sought feedback from 
domain experts. We shared the images with them and subsequently convened a meeting for their 
assessment. Pleasingly, the experts confirmed that all three types of inclusions within the 
generated images accurately represented the original inclusion features and exhibited good 
variability. This positive evaluation by human specialists suggests the model's strong capability in 
capturing the key characteristics of these target structures. 

 
Model performance 

The CNN model, trained using a combination of real and synthetic aluminium inclusion data, achieved 

exceptional performance in classifying inclusions. With a precision rate of 94%, a recall rate of around 

96%, and a test accuracy of 95.6%, these results demonstrate the effectiveness of the approach. 

The provided classification report (referenced in Table 4 of the Results section) offers a detailed view 

of the model's performance across different classes. These detailed metrics are crucial for gaining 

deeper insights into the model's strengths and weaknesses for each inclusion type. 

Evaluating Model Effectiveness: Benchmarking and Performance 

To evaluate our approach, we compared the performance of two CNN models. The first model, trained 

solely on original images without preprocessing, served as a benchmark. In this benchmark model, 

class weights were applied as a straightforward approach to address class imbalance. It achieved an 

accuracy of 76% in classifying aluminium inclusions, with precision and recall close to 75% for all the 

classes. Precision indicates the proportion of correctly identified inclusions among all positive 

predictions (classifications of inclusions). Recall measures the proportion of actual inclusions (images 

with inclusions) correctly identified by the model.  

Contrasting these benchmarks with our enhanced models, which incorporated synthetic data, revealed 

a notable improvement. Overall, our improved models approached an approximate 20% enhancement 

over the baseline performance. This enhancement underscores the effectiveness of our approach in 

accurately classifying aluminium inclusions while minimizing false positive errors. 

This improvement underscores the value of two key practices: 

• Focused preprocessing techniques: The preprocessing techniques employed played a vital role in 

optimizing model performance. Focusing on relevant features within the microscopic images 

ensured that the models could effectively learn and extract these features, leading to enhanced 

classification accuracy. 

• Data augmentation with GAN: The inclusion of synthetic data generated by GANs significantly 

bolstered the training process. This synthetic data contributed to a more diverse and 

comprehensive dataset, allowing the models to learn a wider range of variations and patterns 

within the data. This data diversity is crucial for robust model performance, particularly when 

dealing with limited real-world data. 

Emphasizing the importance of preprocessing is noteworthy. We observed superior GAN model 

performance when using preprocessed data, underscoring the crucial role of preprocessing in 

enhancing overall model efficacy. 



 

30 

 

6.3 Ethical and societal aspects 
Beyond the technical aspects, a critical analysis of the research findings through an ethical and societal 
lens is crucial. This section delves into the ethical considerations of the study, specifically focusing on 
fairness, transparency, accountability, and potential societal ramifications. 

6.3.1 Ethical considerations 
Fairness and bias mitigation 

In developing our classification models, ensuring fairness, and mitigating bias are essential. Given the 

challenges posed by a limited and imbalanced dataset, we addressed potential algorithmic bias by 

employing techniques such as generating synthetic data using GANs and applying class weights. These 

methods helped balance the dataset and reduce bias, promoting more equitable outcomes. 

Transparency in our model evaluation processes and the adoption of fairness-aware practices were 

fundamental to this approach. 

Privacy and data protection 

Protecting the privacy and security of the data used in our research is a critical ethical consideration. 

Although the SEM images do not contain specific industry-identifiable information, we still adhered to 

stringent data protection protocols. The data was securely stored on university servers, ensuring the 

confidentiality and integrity of the dataset. These measures aligned with ethical standards for data 

handling and storage. 

Responsible use of synthetic data 

The generation and use of synthetic data introduce unique ethical considerations. While synthetic data 

helps mitigate the issue of data scarcity and class imbalance, it is essential to ensure that the synthetic 

images accurately represent real-world conditions. We subjected the generated images to rigorous 

qualitative and quantitative assessments, including domain expert evaluations, to confirm their 

fidelity. This process ensured that the synthetic data did not introduce artifacts or misleading features 

that could compromise the model's performance or validity. 

By incorporating these ethical considerations, we ensured that our machine learning models were 

developed and deployed in a manner that respects fairness, privacy, and responsible use of synthetic 

data, aligning with both ethical standards and societal expectations. 

6.3.2 Societal implications 
Industry applications and product quality 

The research outcomes hold significant implications for industrial quality control practices. By 

accurately classifying microscopic inclusions in materials, our models enhance the ability to identify 

imperfections such as microcracks and structural anomalies, which are often invisible to the naked eye 

but critical to product performance and reliability. This contributes to improving product quality, 

reliability, and safety across various industrial sectors. Enhanced quality control measures benefit 

consumers, manufacturers, and regulatory bodies, leading to the production of higher-quality and 

safer product. 

Environmental sustainability 

Efforts to improve industrial quality control have broader implications for environmental sustainability. 

By identifying and mitigating defects and irregularities in manufacturing processes, the research helps 

reduce material waste, minimize environmental impact, and promote sustainable production 
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practices. This aligns with broader societal goals of environmental conservation and resource 

efficiency. Accurately detecting inclusions such as aluminium oxide (Al2O3), magnesium oxide (MgO), 

and titanium boride (TiB2) can significantly reduce waste and improve the overall sustainability of 

production processes. 

Economic and technological advancements 

Improvements in industrial quality control technologies contribute to economic development and 

technological innovation. By optimizing manufacturing processes, reducing production inefficiencies, 

and improving product quality, these advancements support the growth and competitiveness of 

industrial sectors. The application of machine learning and computer vision technologies can enhance 

the efficiency and accuracy of inspections, reducing error rates and false positives caused by 

environmental factors such as ambient dust and humidity. Moreover, technological innovations in 

these fields have broader implications for advancing research frontiers, fostering interdisciplinary 

collaborations, and driving future technological breakthroughs. 

By aligning our research with the needs and challenges faced by the industry, we demonstrate the 

practical and transformative potential of our work in real-world industrial settings.  

6.4 Reflection 
This research journey involved delving into the intersection of machine learning, computer vision, and 

materials science. Driven by my fascination with image processing and a desire to expand my 

knowledge of deep learning and generative adversarial networks, I found the opportunity to apply 

these concepts to a real-world challenge in materials science particularly compelling. The specific 

challenge? Classifying microscopic aluminium inclusions. While the research itself revealed unforeseen 

complexities, these became valuable learning experiences. 

The theoretical foundation was established through a comprehensive review of diverse concepts. 

These included supervised learning algorithms, Generative adversarial networks, and image processing 

techniques. Understanding these concepts provided a roadmap for approaching the research problem 

and selecting appropriate methodologies. 

A significant innovation was the integration of GANs for synthetic data generation alongside tailored 

pre-processing methods. This approach successfully addressed the issue of limited labelled data by 

augmenting the dataset with high-quality synthetic inclusions. However, close diligence and iterative 

refinements were essential to ensure the generated data's faithfulness. This experience underscores 

the importance of adaptability and resilience in research, as unforeseen challenges can often lead to 

novel solutions. 

Evaluating the effectiveness of the developed models and considering the ethical implications further 

enriched the research experience. The evaluation process highlighted the need for responsible 

research practices by delving into areas of fairness, transparency, and privacy associated with machine 

learning applications. Throughout the research process, balancing technical rigor with ethical 

considerations underscored the importance of informed decision-making. 

On a personal level, this journey has fostered intellectual growth and collaboration. It deepened my 

understanding of the practical application of theory and emphasized the ethical considerations in 

scientific inquiry. Moving forward, I am motivated to continue exploring new areas of machine 

learning, focusing on applications in the field of data science itself. 
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7 Conclusion 

Our investigation into automating microscopic aluminium inclusion classification through synthetic 

data integration yielded promising results. By addressing the critical challenge of limited labeled data, 

a major hurdle in training machine learning models for aluminium alloy defect detection, the study 

demonstrated the effectiveness of Generative adversarial networks for synthetic data generation. 

The impressive overall accuracy of 95.6% achieved by our model using GAN-generated data highlights 

its potential to revolutionize quality control processes in industries reliant on high-strength aluminium 

alloys. 

This approach using GANs opens new avenues to overcome limitations of small datasets in machine 

learning. Its successful application in aluminium alloy defect detection suggests broader applicability 

in various fields facing similar data scarcity issues. 

Our research paves the way for more reliable and efficient quality control methods. Future work could 

expand on this foundation by exploring the classification of a broader range of defect types and under 

varying industrial conditions. 

7.1 Future work  
Our research sets the stage for further exploration in automated aluminium inclusion classification 

using synthetic data. Future efforts may expand the scope by delving into a wider variety of defect 

morphologies and compositions within aluminium alloys. This would necessitate the development of 

comprehensive datasets covering a broader spectrum of potential defects and refining preprocessing 

techniques to accommodate additional image variations, thereby enhancing model robustness against 

real-world complexities. 

Moreover, future studies could investigate model performance under diverse industrial settings, 

incorporating factors such as varying lighting conditions, surface characteristics, and potential 

contaminants into training and testing procedures. Extending the methodologies to analyse 

microscopic features in materials beyond aluminium alloys could significantly broaden the research's 

impact. Exploring the model's generalizability to other metallic alloys and the application of transfer 

learning techniques could expedite model development for defect classification across varied 

materials. 

Furthermore, integrating explainable AI techniques could provide insights into the classification 

models' decision-making processes, bolstering their interpretability and user trust. Exploring synergies 

between machine learning and emerging technologies might lead to the development of more 

sophisticated algorithms with improved accuracy and generalizability. By building on this foundation, 

researchers can enhance machine learning models for automated aluminium inclusion classification, 

fostering more reliable quality control methods across industries and advancing defect analysis in 

materials science. 
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