


Abstract

Software engineering architectures, such as microservices and serverless, have been

increasingly adopted for their ability to address architectural challenges through a modular

approach. This modularity involves isolating components and assigning them specific

responsibilities independently of other components. Java, a computationally robust

language, is frequently utilized in microservice architectures; however, the Java Virtual

Machine (JVM) is often criticized for its slow and unpredictable startup times in these

environments. This study investigates the startup time, response time, and CPU load of Java

services compiled with either the JVM or GraalVM. A microservice system comprising three

testable Java services was developed and monitored to identify any differences in the

aforementioned metrics. The results indicate that GraalVM outperforms the JVM in terms of

startup time. However, the impact of GraalVM on response time is not statistically

significant enough to reject the null hypothesis. Additionally, GraalVM demonstrates lower

CPU usage during cold starts. From an environmental perspective it is important to note that

the shortened start time potentially comes at the cost of an increased development time

depending on the complexity of the system and the seniority of the developer.

Keywords:Microservices, Serverless, Cold starts, GraalVM, Java Virtual Machine,

Docker
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1 Background

1.1 Software Architecture
A software's architecture defines the technical and operational requirements of the resulting

software (Gos & Zabierowski, 2020). Gos further explains that it is responsible for

optimizing aspects attributed to the application such as efficiency, scalability, and reliability.

Therefore, the choice of software architecture plays a pivotal role in the initial stages of

developing software.

Figure 1 Diagram exemplifying how operational requirements can be defined

through software architecture models.

Software development advances at a staggering pace and its advancement has enabled for

more complex systems, (Oquendo et al., 2016). However, Oquendo points out that as a

system's complexity grows the need for separation of concerns grows accordingly. One

prevalent strategy involves establishing bounded contexts for individual domains, allowing

the development of each domain to occur autonomously, leading to a system with loose

coupling. This methodology, known as Domain-driven Design (DDD), can contribute to the

creation of functional microservices from the contexts generated through DDD, as discussed

by (Rademacher et al., 2018) in their article on Domain-driven Design.
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1.1.1 Microservices
According to (Šipek et al., 2020), there is a growing demand to switch to a microservice

architecture and build systems accordingly. Šipek proceeds to explain that this shift is fueled

by various suggested benefits in common software engineering areas, such as handling

complexity, scaling, and flexibility. (Amaral et al., 2015) explains that the key idea of

microservices is that rather than architecting monolithic applications, one can achieve a

plethora of benefits by creating many independent services that work together in concert.

(Jamshidi et al., 2018) claims that many organizations view microservices as a way to quickly

adapt to market changes thanks to its rapid development, delivery and deployment and has

gained much of its popularity through this attributed benefit. Jamshidi continues listing

benefits such as scalability, which refers to the ability of a microservice architecture to scale

individual runtime services differently based on specific requirements. Lastly, Jamshidi

explains that each service can be developed, deployed, and operated by separate teams,

which enables localized decisions for each service and parallel implementation of new

features in the system as a whole. Figure 2 shows how the microservice architecture could be

applied to the previously shown monolith API from figure 1, which had several

responsibilities such as routing, authentication and security.

Figure 2 Diagram illustrating how the microservice architecture could be

applied to the previously exemplified monolith API.

Due to the high autonomy of each service it is possible to have services developed in different

programming languages, (Jamshidi et al., 2018). Jamshidi claims that this enables

developers to choose a language based on the operational requirements of their particular

service without affecting other services.
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Its counterpart, monoliths, is crafted and deployed as a singular standalone application. In

this approach, every component converges into a unified program, as highlighted by (Gos &

Zabierowski, 2020). Gos further explains that while microservices present certain distinct

advantages over monolith systems, there is no inherent superiority of one architecture over

the other. The choice between them depends on the specific business for which the system is

constructed; different business goals may urge for distinct system architectures.

1.1.2 Function as a Service
(Jamshidi et al., 2018) describes the technical advancements of microservices as 10 waves,

where the fifth wave lead to microservices as we know them today, and the ninth to

serverless computing. Various cloud models exist, with Function as a Service being one

among them. As described by (Mohanty et al., 2018), a function as a service architecture

abstracts away all operating concerns, allowing developers to focus on writing functions and

deploying them on a serverless platform. Platforms brought up as an example are Amazon

Web Services (AWS), Azure Functions and IBM Cloud Functions.

By deploying the functions to the serverless platforms, the responsibility of handling the

Docker runtime and all its underlying infrastructure is delegated to the service provider,

allowing developers to focus on the business logic of their applications (Mohanty et al.,

2018). Figure 3 shows how Infrastructure as a Service, Platform as a Service, and Function as

a Service all delegate different amounts of responsibility to the providers, enabling the

developers to focus on layers closer to the business goals of their organization.

Figure 3 The diagram illustrates how IaaS, PaaS and FaaS delegates the

responsibility of the underlying layers to the provider.

FaaS works by assigning a worker to handle a request and then start the necessary service. As

a result of this a lot of cold starts are handled as we shut down idle containers and start them

again when a worker is issued a request, (Manner et al., 2018). This is regarded as something

that could have a negative impact on the performance of cloud services, (Wimmer et al.,

2019).
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1.2 Containerization
Microservices as well as FaaS functions are most effectively deployed within lightweight

containers, with Docker standing out as a prominent example. A notable merit, underscored

by (Amaral et al., 2015), resides in the capability of a singular server to concurrently host a

multitude of containers. The concepts that eventually led to microservices predated

container technology and container orchestration, as noted by Jamshidi et al. (2018).

However, it wasn't until the development of the container technologies that these ideas were

effectively realized.

Containers, as described by (Casalicchio & Perciballi, 2017), were first introduced in 1992

and have advanced a lot since, especially with the advancement of the LXC project, a solution

to execute full operating system images in containers. Containers simplify the packaging and

distribution of application components, as opposed to bundling everything into a single

runtime application. Figure 4 shows how an application can be separated into several

containers running their own user space operating systems while all on the same machine,

sharing the host machine system kernel.

Figure 4 Diagram showing how docker can be used to divide a standalone

application into several orchestrated application components.

Container orchestration becomes essential when hosting a multitude of containers, requiring

effective communication and group management. The first generation of web-scale

microservices utilized LXC for containerization and Mesos for container orchestration,

(Jamshidi et al., 2018). Container orchestration works by automating container allocation

and management tasks, essentially abstracting away the underlying physical or virtual

infrastructure from service developers, (Jamshidi et al., 2018). According to Jamshidi et al.

(2018), it was primarily the development of containers, container orchestration and service

discovery that laid the technological foundation for microservices.
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1.3 Compiled services
As previously mentioned, the autonomy of a single microservice component allows services

within the same system to use different programming languages, (Manner et al., 2018). In

their article, different use cases for different languages are defined. For instance, javascript

may be used for cloud services intended for fast and lightweight operations, whereas

compiled languages such as java and C# are considered when the complexity of the function

increases.

The study conducted by (Manner et al., 2018), titled "Cold Start Influencing Factors in

Function as a Service," establishes that Java exhibits a lengthier cold-start time compared to

JavaScript. The primary objective of the research was to identify the key factors influencing

the startup time of a Function as a Service (FaaS) function. Among the hypotheses presented

by Manner, one posited that the programming language used significantly impacts the initial

startup time of a container, otherwise referred to as "cold start" time. Cold starts, as defined

by (Manner et al., 2018), is the first execution of a cloud function for which the container

must be started before any code can execute. The results show that javascript performs better

with a ratio of 2.53 in favor of javascript. Research conducted by (Wimmer et al., 2019)

suggests that this significant difference in cold-start time can be avoided by utilizing the

Graal Virtual Machine instead of the Java Virtual Machine for compilation of serverless java

functions.

1.3.1 Java Virtual Machine
The Java Virtual Machine, as described by (Šipek et al., 2019), is a type of Process Virtual

Machine, which aims to provide a platform-independent programming environment

regardless of operating system or underlying hardware. The Virtual Machine (VM) also

benefits developers by automating tasks during program execution such as memory

management and garbage collection. A Java Virtual Machine (JVM) must exist in order to

run Java programs on a particular platform.

Figure 5 Diagram showing a simplified architecture of the Java HotSpot VM.

5



The diagram in figure 5 aims to visualize the Java HotSpot VM as described by (Kotzmann et

al., 2008). The JVM aims to optimize bytecode compiled from the source code into machine

code dynamically during runtime. This process begins with compiling source code into

platform-independent bytecode, which is then interpreted by the JVM. The VM executes

bytecode of methods and identifies the most frequently executed parts, called “hotspots”, for

Just-In-Time (JIT) compilation. These "hotspots" are then compiled into optimized machine

code during runtime, improving performance by running critical parts of the application

more efficiently.

1.3.2 Graal Virtual Machine
In order to accommodate for the serverless environment and the challenges it introduces,

Oracle developed an open-source, high-performance polyglot virtual machine,

predominantly implemented in Java, called “GraalVM”. The development of GraalVM is

motivated by the increased need for faster startup times, especially for cloud computing,

(Wimmer et al., 2019). Furthermore, they claim that their approach makes Java a viable

choice for microservices and serverless cloud functions, performing competitively against

languages such as Go and C in cold-start time.

Figure 6 Diagram showing how GraalVM can be used to load classes and

configuration during build time.

Employing point-to analysis, GraalVM identifies classes, methods, and fields that are

reachable at runtime. Those elements identified as reachable by the points-to analysis

become eligible for ahead-of-time (AOT) compilation. The process of compiling ahead of

time serves the purpose of diminishing the application start time, aligning with the

service-level agreements of microservices and function as a service, (Wimmer et al., 2019).

Figure 6 shows how points-to-analysis and AOT can shorten the start time by reducing the

amount of necessary tasks during runtime by doing it during build time instead.

As shown by (Wimmer et al., 2019) using GraalVM to develop Java services is not necessarily

different from developing a regular Java service, though it imposes some limitations such as

a closed-world assumption. The closed-world assumption implies that all Java classes must
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be known at build time in order for the points-to-analysis to find reachable program

components. The reason it is not necessarily different is because it is built upon the Java

HotSpot VM which means that most of the available libraries and tools work just as well with

Graal. Even though GraalVM and JVM applications share many similarities and do not have

to be different, it is possible to use the GraalVM API to run application code at build time.

For example, this can be useful for loading configurations before even starting the

application. Figure 7 and figure 8 demonstrates how a configuration can be loaded at build

time by utilizing the GraalVM API compared to how it is done without the GraalVM API. The

"ImageSingletons" store the loaded configurations, making them available at runtime.

Figure 7 Screenshot fromWimmer et al. (2019) demonstrating the GraalVM

API. The configuration is loaded at build-time. CC BY 4.0.

Figure 8 Screenshot fromWimmer et al. (2019) demonstrating how the same

application would be implemented without the GraalVM API. The configuration is

loaded at run-time. CC BY 4.0.

Other than points-to-analysis, Wimmer explains that Graal uses a technique called

heap-snapshotting. GraalVM's heap-snapshotting is a technique used to improve startup

times by capturing a snapshot of the application's heap at build time. This snapshot includes

all the necessary resources and their initialized states. When the application starts, it can use

this pre-initialized heap, thereby bypassing many of the initializations that would otherwise

be necessary at runtime.

Furthermore, by compiling everything ahead-of-time to machine code a native image is

produced. This means we do not need to package a JVM to interpret bytecode, thus leading

to smaller container images.
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1.4 Related work
Similar research has been conducted previously by (Šipek et al., 2019). In their article

“Enhancing Performance of Cloud-based Software Applications with GraalVM and Quarkus”

they explore the effects of using GraalVM for cloud-based software applications. The

benchmarks were made on three different java frameworks, namely Spring Boot, Micronaut

and Quarkus. However, the GraalVM build was only compared using Quarkus. The artifacts

on which the tests were performed are RESTful APIs performing small-scale database

transactions, and can be found on github. The idea of building microservices relying on

REST is further supported by (Jamshidi et al., 2018). Jamshidi states that “microservices

typically rely on REST and HTTP or other formats perceived as being lightweight and native

for web development”. To precisely define what is meant by “small-scale” in this paper, I

have provided some example data and a screenshot of the entity involved in the API-calls,

this is seen in figure 9.

Figure 9 Screenshot showing how the “products”-entity is defined and what

properties it contains. Screenshot is taken from the repository belonging to Šipek et

al. (2019).

The code example seen in figure 9 is written in Java, utilizing Spring’s entity annotation in

order to define a table and its columns. The table below, see table 1, exemplifies what an

insert into the database may look like.
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Table 1 The table shows 3 out of the 243 inserts in “schema.sql”. Exemplifying what

kind of data is inserted. Data is taken from the repository belonging to Šipek et al. (2019).

(1,'2020-01-21 21:46:11','Cum sociis natoque penatibus et magnis dis parturient montes,

nascetur ridiculus mus.','Caviar - Salmon',1.30,'2020-01-21 21:46:14')

(2,'2020-01-21 21:46:11','Morbi a ipsum.','Soup - Campbells Broccoli',2.82,'2020-01-21

21:46:14')

(3,'2020-01-21 21:46:11','Suspendisse potenti.','Mushroom - Enoki, Dry',2.90,'2020-01-21

21:46:14')
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2 Problem area
The recent advances of microservice technology and theory has lead to more scalable, flexible

and maintainable systems, (Šipek et al., 2020). In spite of that it has also introduced a

plethora of new challenges, one example being “cold starts”, (Manner et al., 2018). Manner

continues by stating that cold starting is a particularly big problem within systems applying a

function as a service architecture.

Function as a service works by shutting down idle containers to provide a scalable solution,

however this leads to the inherent problem of “cold starts”, (Manner et al., 2018). The initial

request handled by a newly spawned worker, often referred to as a "cold start," involves the

initialization of the language runtime and the initialization of the service before proceeding

to handle the actual request. Cold starting with a virtual machine is described as

unpredictable, slow and disrupts one of the fundamental concepts of how cloud services are

intended to operate, (Wimmer et al., 2019). As shown in the data collected by Manner et al.

(2018), we can conclude that “cold starts” are an inherent problem in cloud environments as

it negatively impacts the response-time of the system.

Various recommended strategies have been proposed to mitigate the identified issue. One of

the suggested solutions, developed by Oracle, is GraalVM. GraalVM endeavors to diminish

startup time and memory footprint through the implementation of a combination of

techniques. The methodologies delineated by (Wimmer et al., 2019) include points-to

analysis, heap snapshotting, and ahead-of-time compilation. The effects of this

implementation in a cloud environment should be investigated further due to the lack of

previous comparisons. Similar work has been conducted by (Šipek et al., 2020) however the

reduction of startup time was not proven through statistics. Likewise, the research conducted

by (Manner et al., 2018) highlights the lack of meaningful data obtainable by deploying to

AWS as opposed to executing them in a local environment.
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2.1 Aim of research
The primary aim of this study is to equip developers with crucial insights, enabling them to

make well-informed decisions on which compilation method to choose between

ahead-of-time and just-in-time for their services. This research primarily aims to evaluate

the performance of services acting as APIs processing small-scale database transactions, to

limit the potential confounding factors of a complex system. Small-scale database

transactions are interesting for another reason: the performance variations previously

studied for GraalVM in Quarkus were assessed through the utilization of a RESTful API

performing small-scale database transactions. To facilitate a comparison between the results

of this study and those from previously conducted research, it is essential to implement an

artifact with a similar structure which will from now on be referred to as “blog-scale”. By

conducting thorough research and experimentation, the study aims to discern potential

variations in both startup and response times associated with these compilation methods.

● Startup time: Determine what variations the different compilation methods have on

startup time. A decrease in startup time would mean that it could potentially benefit

the system by hopefully decreasing the total cold-start time.

● Response-time: Identify if the different approaches have any variations on

response-time for the application, this could be an important factor to bring into

consideration so that we can compare any gains in startup time to potential losses in

response-time.

These factors are chosen so that a developer can perfectly adjust their implementation

according to their own needs and the service-level agreements of their system.

2.2 Research question & Hypothesis
RQ. How do JIT and AOT compilation affect the startup- and response time for

containerized blog-scale API services?

H0. Implementing ahead-of-time compilation will not yield any significant difference in

startup time compared to just-in-time compilation for the containerised microservice.

H1. Implementing ahead-of-time compilation will result in a shorter startup time relative to

just-in-time compilation for the containerised microservice.

H0. Implementing ahead-of-time compilation will not yield any significant difference in

response-time compared to just-in-time compilation for the containerised microservice.

H1. Implementing ahead-of-time compilation will result in a shorter response-time relative

to just-in-time compilation for the containerised microservice.
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2.3 Research methodology
To choose a suitable research methodology, it is essential to examine both the advantages

and, notably, the drawbacks of each method. To achieve this, the following arguments will

refer to the definitions and discussions put forward by (Wohlin et al., 2012) in their article on

experimentation in software engineering.

Wohlin, in their discussion about conducting science within software engineering, explains

that there are four main subjects to choose from: Scientific, Engineering, Empirical and

Analytical. In order to answer the hypothesis of this paper an empirical study needs to take

place. The empirical strategies can be concluded as surveys, case studies and experiments.

Each strategy needs to be evaluated in order to come to a decision.

Firstly, certain research methodologies are deemed unsuitable for this paper given its

technical nature. Methodologies like surveys involving interviews or questionnaires, as

explained by Wohlin, are typically employed to draw descriptive and explanatory

conclusions. Since this research aims to generate numerical statistics achievable only

through computer-based methods, these particular methodologies are excluded from

consideration.

This leaves us with case studies and experiments which are both very much alike. Case

studies differ in the sense that they are mostly observational in an uncontrolled environment

whereas experiments are controlled, (Wohlin et al., 2012). While Wohlin advocates for the

use of case studies for evaluating the suitability of methods in specific implementations or

scenarios, there is a trade-off involving a loss of control over measurement and execution.

Some other drawbacks associated with case studies are the potential introduction of

confounding factors attributed to the intricacies of the software infrastructure as well as the

fact that the results may be difficult to generalize. It is important to note that a case study

would be a better option than experimentation due to the fact that it ensures our results are

applicable to real world systems. However, due to the lack of resources available at the time

of writing this paper, a case study is not possible. Therefore the research methodology to

apply for this study is an experiment.

Wohlin elaborates on the benefits of experimentation, some of which are applicable to the

hypothesis of this research. Maintaining control over measurement allows for precise

definition of relevant factors for the hypothesis, while concurrently minimizing the risk of

confounding factors. This control ensures a focused and accurate assessment of the

components deemed crucial to the research hypothesis. As described by Wohlin et al. (2012),

an experiment in software engineering is an empirical enquiry that manipulates one factor or

variable of the studied setting. The goal of the study is to observe the difference in start and

response time, given the variable of compilation method. The effect of the manipulation is

then measured in a controlled environment to ensure the validity of the collected data. The

collected data is then presented with the help of diagrams to show a statistical significance in

the difference between the two variable settings. In order for something to classify as an

experiment it must assess random assignment of treatments to subjects in order to ensure

the results are due to causality, (Wohlin et al., 2012). This is not possible for my research and

thus the methodology applied could be argued to be classified as quasi-experimentation,

(Wohlin et al., 2012).
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Nevertheless, there are drawbacks to choosing an experiment as the research methodology

specifically for this study. For example, the simulated environment in which the software

runs may not perfectly replicate its actual infrastructure in a real world system. This idea is

further enforced by the few or lacking resources of the people involved in conducting the

study such as the hardware of the host computer, the bandwidth of the network where

requests are sent and more.

To perform an experiment that addresses the hypothesis, one must initially identify the

independent and dependent variables along with their measurement methodologies. In the

case of this study the independent variable is the chosen compilation method. Meanwhile,

our dependent variables are start time and response time. The definitions and importance of

these terms are further discussed by (Wohlin et al., 2012). The following two chapters aim to

explain the dependent variables of this study.

2.3.1 Start time
In the research conducted by (Šipek et al., 2020) we can see a clear difference in response

time and hardware utilization in the comparisons between the different builds and

frameworks. Start time was brought up, however it was never brought any statistical

attention. I aim to provide results that show whether the change in method of compilation

has a significance for start time.

A study on cold starts within a FaaS system, was conducted by Manner et al. (2018). In their

study they measured the startup time of a service by sending a CRUD-request to the API

gateway endpoint, triggering a worker to run the function. While the container for the service

does not exist, the worker needs to create one, simulating a cold start.

The cold-start time metric is defined as the measured time it takes for a container, from the

point that it is scheduled to start, to the point where it is ready to handle API requests,

(Manner et al., 2018). The start time, not to be confused with the cold-start time, is defined

as the measured time from the point that the application is scheduled to start until it is ready

to receive requests. Application startup is the last step of the cold start process.

2.3.2 Response time
Manner et al. (2018) describes the difference between a cold and a warm start as a container

either not existing and requiring initialization, compared to the container being restarted in

a way that persists some of its state and resources. Taking advantage of warm execution

environments is a common way to mitigate the performance issues related to cold starting.

To get a better overview of GraalVM’s performance in a cloud environment, the warm

execution environment performance must also be considered. The response time will be

characterized by the time it takes for an already started container to return data to the client

from the point at which the request was sent.
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3 Implementation
This chapter seeks to provide a comprehensive overview of the implementation process for

the test artifact used in this study. It aims to discuss the rationale behind the chosen

implementation and present arguments against approaches that diverge from the research

goals.

In order to answer the research questions and hypothesis, an artifact tailored for the problem

area must be built. The envisioned artifact is required to facilitate the compilation of both

JIT and AOT executables. It must also adhere to containerization practices reflective of

current cloud services, thus emulating a realistic runtime environment. The containerized

artifact should be implemented to operate as a blog-scale API within a cloud architecture

such as microservices. Lastly, the artifact should include some way of testing the

response-time of an already started container as well as the start-time of a containerized

application.

3.1 Literature study
In order to evaluate the differences between AOT and JIT the chosen language for the

artifact is Java as it enables usage of JVM and GraalVM which respectively can be used to

compile code with JIT or AOT. Previous studies have been conducted on the subject such as

the aforementioned research paper written by (Šipek et al., 2020), in which a spring boot

application was developed in order to test the performance of GraalVM. The artifact

developed as a product of the research conducted by Šipek is used as a reference to what a

microservice serving blog-scale database transactions may look like. To gain a

comprehensive understanding of this artifact and to develop a similar one, it is crucial to

explore literature that explains the foundational technologies, principles, and concepts

integral to developing microservices.

To identify literature relevant to the specified problem area, employing keywords such as

"Microservices," "Spring Boot," "Docker," and "GraalVM," either independently or in

combination, can lead to helpful resources. Primarily, the technical implementation of the

test artifact was guided by Learn Microservices with Spring Boot: A Practical Approach to

RESTful Services Using an Event-Driven Architecture, Cloud-Native Patterns, and

Containerization by (García, 2020). This book brings up how to build an industry standard

microservice system, with detailed descriptions and code examples of each component. This

book, amongst the other books used in this paper, can be found on O’Reilly

(https://learning.oreilly.com/home/, 2024). This in combination with Practical

Domain-Driven Design in Enterprise Java: Using Jakarta EE, Eclipse MicroProfile, Spring

Boot, and the Axon Framework by Nair (2019) will be used to understand and implement a

microservice architecture.

For a deeper understanding and to use as cross-reference for previously mentioned sources,

the books Docker: Up & Running, 3rd Edition by (Kane & Matthias, 2023) and Java Web

Services: Up and Running, 2nd Edition by (Kalin, 2013) can be of use depending on

previous experience with dockerization and containerized applications.
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García does not bring up anything regarding GraalVM and how it should be implemented, to

accommodate this, online resources provided by spring have been used, in combination with

resources from the GraalVM documentation. The resources associated with implementing

and compiling with GraalVM can be found on Spring's official online documentation

(https://spring.io/, 2024). For a list of compatible libraries, frameworks and versions,

GraalVM’s online documentation provides a helpful table of compatibility.

(https://www.graalvm.org/native-image/libraries-and-frameworks/, 2024)

In order to measure the performance of applications running as docker containers, docker

commands such as “docker logs” and “docker stats” are used. This is further supported by

(Casalicchio & Perciballi, 2017), where they investigate the hardware utilization of docker

containers using a docker command. By combining docker commands and shell-scripting,

automation of data collection is made possible. Resources such as Learning the bash Shell,

3rd Edition by (Newham, 2005) are helpful in understanding and developing such scripts.
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3.2 Progression
It is important to note that this paper aims to provide research on the performance of

microservices built with Java, therefore the applications must be built as if they were real

microservices and run in a microservice environment. In order to answer the hypothesis and

emulate a real microservice environment a microservice system which could utilize RESTful

API services in order to serve blog-scale database transactions must be thought out and

designed. The following figure is designed and modeled in accordance with what is said

about Domain Driven Design by (García, 2020) and (Nair, 2019).

3.2.1 Domain-driven design
Domain-Driven Design (DDD) encourages breaking down complex problem domains into

smaller, manageable subdomains. These subdomains can then be mapped to individual

microservices, ensuring that each microservice handles a specific, cohesive area of

functionality. Figure 10 shows a diagram resembling a context map. Context maps belong to

the problem space of DDD and helps in providing a high-level overview of the domain,

showing how different subdomains and bounded contexts are interconnected. The diagram

shows an upstream dependency on posts from the downstream timeline context.

Figure 10 Context map visualizing a strategic overview of what bounded

contexts belong to the minimalistic microblogging system. The arrows indicate the

direction of dependency.
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As seen by the diagram in figure 10, the user is independent as it keeps no references from

other bounded contexts. Meanwhile, posts need to know who the author is which implies

that a reference to the user is needed. Lastly, the timeline needs posts and references to users

in order to generate “home timelines” based on who the user is following and “user

timelines” which filter posts based on the author.

By deciding what bounded contexts and subdomains belong to the microblogging domain, it

is now possible to start designing and building microservices that fulfill these requirements.

It should also be noted that a microservice may not always be directly derived from a domain

or subdomain.

3.2.2 Database-per-service
A fundamental concept of microservices is service isolation. In order to achieve service

isolation, each service is attributed its own database. This approach, known as

"database-per-service," enhances isolation by preventing the failure of one service or its

database from impacting others. In the context of microservices, while it's common to

attribute each service its own database for service isolation, it's not an absolute requirement.

Some microservices architectures might share databases, although this can potentially

reduce isolation. Nonetheless, this approach introduces new challenges; for instance, it

restricts the use of foreign keys for referencing values like the author of a post and can lead

to data duplication as well as inconsistency challenges. By applying Domain-Driven Design

to the system these challenges can be partially dealt with.

In Domain-Driven Design (DDD), data is categorized into aggregates, entities, and value

objects. Aggregates are groups of related entities treated as a single unit for data consistency

purposes. Entities, which have unique identities, are mutable objects representing domain

concepts, while value objects, which lack identity, are immutable. In DDD, it's common to

design IDs as immutable to ensure consistency between different parts of the system,

especially when different services reference the same entities. Entities, such as users and

posts, are mutable objects with unique identities, while properties like the text attributed to a

post may be considered value objects. Entities and value objects can be nested within

another entity, which serves as the aggregate root responsible for ensuring consistency

within the aggregate. For example, a post entity can serve as the aggregate root containing

nested value objects such as the post's text and a reference to the user entity for the author.

By giving post and user entities immutable IDs it is easier to keep references and data

persistence across services.
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3.2.3 Event-driven architecture
A highly coupled microservice design, usually implemented as a request-response

architecture, defeats the idea of service isolation. It arguably makes the system a distributed

monolith and will suffer the same costs as a microservice system despite no benefit from its

promised advantages. Furthermore, the tight coupling increases the risk of a single-point of

failure as well as bottlenecking of the application.

This problem can be mitigated in various ways, for example (Garciá, 2020) suggests

implementing the system as an event-driven architecture. In the following example, seen in

figure 11, a user is making a post which in turn omits a PostEvent which any service

subscribed to its dedicated queue can listen for. This approach is relevant to the system as

the timeline service has an interest in posts and may want to update a user's timeline when a

new post is created. A sequence diagram exemplifying this can be found in figure 11.

Figure 11 Diagram showing how an event-driven architecture can be used for

interservice communication.

By applying this pattern direct communication between services is avoided. While the

timeline service may still be dependent on the post service to receive new events, the

autonomy of the services is strengthened as they are completely unaware of other services

and their implementation.
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3.2.4 REST API
This paper contains a similar method to (Šipek et al., 2020) by building RESTful API services

handling blog-scale database transactions. The idea of using REST-based interactions is

further supported by (Manner et al., 2018) and (Jamshidi et al., 2018).

Each service has some set out business goals. For example, the user service aims to provide

an interface to get and create users. In order to reach the data kept within the data layer of

each service we must first implement an interface in the application layer. This study

implements a REST API for each service.

According to (García, 2020), a RESTful API is an Application Programming Interface that

combines HTTP verbs and paths within the URL to execute API operations. Figure 12

demonstrates how the post-service combines paths and HTTP verbs to appropriately map

specific requests to functions made to handle them. In favor of development time and

reduction of boilerplate code, (García, 2020) makes use of annotations. These annotations,

as seen in the code example below, can be used to tell Spring where certain components can

be found. In this case we use the “@RestController” annotation to mark the “PostController”

class as a REST API controller. We could also place annotations where we want getters,

setters and constructors to be generated.

…

@RestController

public class PostController {

private final PostService postService;

@GetMapping("/posts")

List<Post> getAllPosts() {

return postService.findAll();

}

@GetMapping("posts/{id}")

Optional<Post> getPostById(@PathVariable final Long id) {

return postService.getPost(id);

}

…

}

Figure 12 Code-example from post-service. GET-requests made to “/posts/all/”

returns the results from “postService.findAll()”.

The path specifies which resource to access, and the HTTP verb indicates the type of

operation to expect. Multiple "/posts" endpoints can exist, with the HTTP verb determining

the operation, which includes GET, POST, PUT, and DELETE.
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3.2.5 API Gateway
To ensure scalability, many microservices employ a reverse proxy, known as an API gateway.

This gateway serves as an abstraction layer for clients, shielding them from the complexities

of the system's individual services. Instead, clients interact with the backend as if it were a

single server hosting multiple APIs. Furthermore, by applying the gateway-pattern we can

easily implement load balancing without troubling the frontend with complex logic. The

following example shows how the gateway is configured to map certain requests to their

respective backend services with a simple YAML-file, thanks to the Spring Gateway

dependency. Said YAML-file can be found below in figure 13.

gateway:

mvc:

routes:

- id: post

uri: lb://post/

predicates:

- Path=/posts/**

- id: timeline

uri: lb://timeline/

predicates:

- Path=/timeline/**

- id: user

uri: lb://user/

predicates:

- Path=/users/**

Figure 13 Code-example showing “application.yml”, which configures the

gateway. The configuration above maps incoming requests to “/posts/**” to the

container running the post-service.

In addition to serving as a reverse proxy for directing requests to backend services, gateways

can evenly distribute requests across multiple instances of the same service. This process,

known as load balancing, is a common practice in microservice architectures. Load balancing

operates through service discovery and regular health checks of services. These mechanisms

enable gateways to determine the number of instances to distribute the load between,

ensuring that traffic is routed only to healthy and available services.

For this study, Consul serves as the service discovery tool, aligning with (García's, 2020)

system architecture. Consul operates within its own container, integrated into the same

network of containers as the other services. By configuring each service to register to consul,

they register themselves as healthy services once they become operational. This setup lets

Consul effectively manage service discovery within the network, facilitating seamless

communication and allowing for load balancing among the services. In order to register a

service with consul the following code needs to be added
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<dependency>

<groupId>org.springframework.cloud</groupId>

<artifactId>spring-cloud-starter-consul-discovery</artifactId>

<exclusions>

<exclusion>

<groupId>org.springframework.cloud</groupId>

<artifactId>spring-cloud-starter-netflix-ribbon</artifactId>

</exclusion>

</exclusions>

</dependency>

Figure 14 Code-example showing the consul dependency found in “pom.xml”.

This file includes all dependencies for a given Spring Boot application.

By adding this dependency and configuring the name of the consul host in

“application.properties”, the service will register itself with consul. Once a service is

registered consul will perform regular health checks to assure that each instance is healthy

and available for traffic. If a service is deemed unhealthy it will not be receiving any further

requests.

3.2.6 GraalVM
GraalVM's closed world assumption introduces certain limitations. These primarily affect

reflection, serialization and dynamic code generation. In some instances, GraalVM is

incompatible with specific libraries or frameworks due to these limitations. García's (2020)

guide, not originally tailored for natively compiled images, consequently encounters these

limitations when compiled with GraalVM. An example of this is shown in figure 15.

@RegisterReflectionForBinding({PostEvent.class})

public void postCreated(final Post post) {

PostEvent event = buildEvent(post);

String routingKey = "post.postCreated";

log.info("Sending PostEvent: {}", event);

amqpTemplate.convertAndSend(postsTopicExchange, routingKey, event);

}

Figure 15 Code-example showing how the RabbitMQ message passing utilizes

Jackson serialization in order to send events. The “convertAndSend”-method sends a

serialized post event.

Jackson which is a JSON parser utilized by the microservices provides functionalities for

both serialization and deserialization of Java objects to and from JSON. Figure 15 shows a

code example where serialization is necessary and to accomplish this, Jackson employs

reflection. It is necessary to inform the native compiler about the classes that Jackson will

employ reflection on for this purpose. By adding the “RegisterReflectionForBinding”

annotation a hint on what classes Jackson will apply reflection on is provided to GraalVM.

Similarly, the same configuration needs to be made when deserialization of the same event is

made by the subscriber.
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As previously mentioned some limitations are imposed by GraalVM’s restricted compatibility

with certain dependencies and frameworks. An example of this is how GraalVM was not

compatible with the version of Hibernate originally used in conformity with García (2020).

In the case of this study, all that had to be done was change the version of the Hibernate

dependency to a version listed as compatible from the list of compatible dependencies

provided by GraalVM (https://www.graalvm.org/native-image/libraries-and-frameworks/,

2024).

3.2.7 Dockerization
Each service is containerised by building a docker image and running it with “docker

compose” together with all the other services. Typically a docker image is created with a

Dockerfile which can be found in the root-level directory of a module. However, in favor of

what is recommended by the Spring guides to native images, buildpacks are used for native

compilation instead. Buildpacks streamline the process of creating container images by

automatically detecting dependencies and configuring the environment accordingly. This can

result in smaller and more efficient container images. This means we must use buildpacks for

the JIT artifact as well as it ensures that the created images have the same base image, which

could otherwise negatively impact the cold-start or start time. The following diagrams, found

in figure 16 and figure 17, show the results gathered from the post service JIT artifact based

on the openjdk:21 image, in accordance with (García, 2020), compared to using buildpacks

which uses Ubuntu 22.04 Jammy Jellyfish as its base image. By using the same base image

for the JIT artifact as the AOT artifact it may be assured that the base images of the artifacts

are similar enough to accurately compare them. It should however be noted that using

buildpacks makes the study suffer a loss of control of what is included in the images and

thereby potentially influencing the results as seen by the diagrams.

Figure 16 Diagram comparing the same JIT artifact using either buildpacks or

a dockerfile for its docker image creation.
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Figure 17 Diagram showing the startup time of the JIT Post service created

either with a dockerfile of buildpack.

As seen by figure 16 and figure 17, the CI and p-value shows that there is a statistically

significant difference between the datasets. It is also shown by the diagram that the start

time for the dataset belonging to buildpacks is shorter. By collecting performance data and

analyzing it we may make an assumption that the performance gain is attributed to the

change of docker image creation. Therefore, even though (García, 2020) makes use of

dockerfiles, the artifact will use buildpacks instead, in favor of a fair comparison.
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In order to automate the process of building all modules into docker images, a “build.sh”

script was employed, which can be seen in figure 18. By adding or removing the “-Pnative”

flag maven knows whether or not it should be compiled natively with GraalVM or not. The

compiling is then left to the paketo containers.

#! /bin/bash

SPRING_BOOT_PROJECT_DIR=$(pwd)

MODULES=("gateway" "posts" "timeline" "users")

compile_and_build_module() {

local module=$1

echo "Compiling and creating Docker image for $module..."

cd "$SPRING_BOOT_PROJECT_DIR/$module" || exit

./mvnw clean

./mvnw spring-boot:build-image

echo "Docker image for $module has been built successfully."

}

for module in "${MODULES[@]}"; do

compile_and_build_module "$module"

done

echo "All Docker images have been built successfully."

Figure 18 Code-example showing build.sh for JIT images.

Once all images are built, running “docker-compose up” in the root-level directory of the

project starts the microservice artifact with all of its services and components. This

command runs all of the images as containers belonging to the same network. It also runs

images that we have not built ourselves but are necessary to the system, such as consul or

rabbitmq. Once this command succeeds the system is up and running.
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3.3 Artifact
The finished architecture of the microservice test artifact can be found in figure 19.

Components and ideas such as API gateways, service discovery, load balancing, message

passing and isolation have been introduced to the system. The repository belonging to the

artifact branches out into two different versions, one configured to run with the JVM and one

configured to run with GraalVM.

Figure 19 Diagram showing an overview of the finished system

The completed system functions as a set of RESTful APIs designed to handle blog-scale data

requests and responses. Both the JVM and GraalVM docker images are built on Ubuntu

22.04 Jammy Jellyfish, enhancing the experiment's ability to compare them accurately and

fairly.

Sending a request can occur either through the gateway or directly to the service. This

enables the gathering of results with or without the gateway component potentially

influencing the data. A request to "localhost://8080/posts/1" traverses through the gateway

to the post service. Thereafter, it returns a JSON object containing any post from the post

database that shares the Post ID of the ID found in the path. By allowing direct service

communication it is possible to make this request without going through the gateway by

knowing which port the service is running on and what endpoints the service has. The

following table, seen in table 2, shows what endpoints can be found for the post service. By

sending the requests to port “8081” the request is sent directly to the service. In comparison,

sending a request to port “8080” means that the request is first routed through the gateway.

From the gateway it is possible to make requests to any service.

Table 2 Table showing the endpoints belonging to the post service.

GET localhost:8081/posts Get all posts

POST localhost:8081/posts/{id} Get a specific post

POST localhost:8081/posts Create a new post
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Due to the time constraints of this study DELETE and PUT requests were not included since

it would require the need to implement consistency across services and their reference data.

For example, updating a title of a post requires us to inform the timeline service of which

post was updated and what values should change. One way this could be done would be to

add more queues for updated and deleted posts in the RabbitMQ message passer. This way

the timeline service could subscribe to those queues as well and instantly know what to do

with them.
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3.4 Pilot study
This chapter seeks to present how data was collected and validate that the collected data is

relevant to the defined problem area without exhibiting any errors or unexpected anomalies.

This is essential in order to perform extensive analysis of greater volumes of data.

3.4.1 Logging startup times
Each service has been built with both GraalVM and JVM and then logged. The logged

services are: Post service, User service and Timeline service. The reason for this is simply

because these are services that would typically be restarted more often than services such as

the gateway or service discovery in a real microservice environment.

The startup times are extracted from the logs of the Spring Boot application. By solely relying

on the application logs instead of external tools, this methodology is employed in hopes of

achieving more accurate and reproducible results. A clear disadvantage with this approach is

the fact that the entire cold start duration is not measured. Figure 20 shows what is and what

is not measured as well as what steps are included in each iteration of a simulated cold start.

Figure 20 Figure showing how startup times are measured. Starting from the

initialization of a container and ending on a started application.

Though the entire cold start duration is not recorded, this study aims to provide research on

the topic of utilizing GraalVM compared to the JVM to reduce startup time. A reduced

startup time during the application startup stage is assumed to reduce the total time it takes

to cold start a container. Each startup time is measured by removing a container from the

docker-compose network, deleting it forcefully and then running it again within the same

network. The script then proceeds to request the health of the given service until it responds

that it is healthy, at that point logs are collected and the iteration continues. Figure 21 shows

how this is implemented with a code-example.
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# service endpoint

SERVICE_ENDPOINT="http://localhost:$PORT/actuator/health/liveness"

for ((i=1; i<=$ITERATIONS; i++))

do

echo "************ $CONTAINER_NAME: Iteration $i ************"

response=$(curl -s -o /dev/null -w "%{http_code}" $SERVICE_ENDPOINT)

while [ $response -ne 200 ]; do

echo "$CONTAINER_NAME-service is not ready. $response"

sleep 1

response=$(curl -s -o /dev/null -w "%{http_code}" $SERVICE_ENDPOINT)

done

if [ $response -eq 200 ]; then

echo "Service is ready. Collecting logs..."

docker logs $CONTAINER_NAME | grep "process running for" >> $LOG_FILE

echo "Logs collected."

echo "Restarting container $CONTAINER_NAME..."

docker-compose stop "$CONTAINER_NAME"

docker-compose rm -f "$CONTAINER_NAME"

sleep 5

docker-compose up -d "$CONTAINER_NAME"

fi

sleep 5

done

echo "Script completed"

Figure 21 Code-example showing relevant parts of logging.sh

The "/actuator/health/liveness" endpoint serves the purpose of verifying whether the

specified service has initiated or not, irrespective of its operational functionality. While this

approach may seem counterintuitive, it is deliberate. The rationale behind this decision is

that the primary concern is confirming that the service has started, regardless of any

potential issues such as a failure in connecting to RabbitMQ.
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3.4.2 Logging response times
The response time, defined as the duration between sending an HTTP request and receiving

a response, was evaluated using k6, a tool designed for simulating HTTP traffic. k6 is

commonly employed alongside monitoring solutions like Grafana, which is renowned for its

widespread adoption as a metrics and visualization tool (Sukhija et al., 2019). A

code-example showing how k6 has been implemented to gather metrics in this study is

shown in figure 22.

import http from 'k6/http';

import { sleep } from 'k6';

export const options = {

vus: 1,

duration: '1000s',

};

/*

Through gateway: http://localhost:8080/posts

Directly to service: http://localhost:8081/posts

*/

export default function () {

http.get('http://localhost:8081/posts');

sleep(1);

}

// install k6 -->

// run: k6 run k6.js --out csv=[name of file]].csv

Figure 22 Code-example showing the k6-script.

The script simulates one virtual user making one request each second, meaning 1 request per

second. The tests run for 1000 seconds, amounting up to 1000 requests. After the script is

finished it presents the response time of the request as well as other http metrics. In order to

run the script k6 must be downloaded, thereafter the command provided as a comment in

the k6.js file must be run. The command starts the script and outputs a csv-file once finished.
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3.4.3 Start time
The objective of this analysis is to validate the accuracy and reliability of the measurements

conducted, ensuring that the data collected is free from anomalies or unexpected errors that

could compromise the validity of the conclusions drawn in future measurements. The

following diagram, seen in figure 23, shows 30 logs collected from the post service compiled

with the JVM compared to the same artifact compiled with GraalVM.

Figure 23 Diagram showing 30 logs taken from the post service.

As shown by figure 23 there is a visible spike for the first log collected from the post service.

For the JVM the spike results in a startup time twice as long as the average of subsequent

logs. The same applies for the logs collected on the GraalVM. It is reasonable to assume that

this spike happens during the first “docker compose up” command which starts all services

belonging to the system. This could in theory increase the startup time due to the stress

which is put on the host machine following the docker compose command. This theory

would also explain why similar spikes do not show in logs after the first. In order to provide

support for this theory, a new measurement conducted without the simultaneous startup of

other services took place. The results can be viewed in the following diagram.
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Figure 24 Diagram showing 30 logs taken from the post service. This time the

post service is not running in a docker-compose network.

Figure 24 illustrates the results of using "docker compose up" to start all services, then

shutting down the services unnecessary for the post service to function. Once all required

services are up and running, the post service is restarted again, this time without the

additional load of other services starting at the same time.

Upon comparing figure 23 with figure 24, it may be assumed that the initial spike is

attributed to the “docker compose up” command putting a lot of stress on the host machine,

subsequently affecting the initial start time of each service. In future measurements the

initial log will be dismissed as insignificant and therefore not included in the data which

diagrams and future analysis are based upon.

Other than the initial spike there is an observable difference in noise between the JVM and

GraalVM. This difference in noise is to be expected as it was previously stated that VM’s such

as the JVM are unpredictable when it comes to cold starting, (Wimmer et al., 2019). It is

suggested by Wimmer that the slow startup times of JVMs are caused by the increased

runtime workload such as class loading and dynamic compilation. It is possible that due to

the fact that there are more tasks to perform during runtime for the JVM, the resulting data

has more variance. Though investigating the underlying reasons for this unpredictability is

worth considering, it falls outside the scope of this pilot study. Nevertheless, before future

measurements it is crucial to investigate whether this variability in start time is attributable

to measurement errors or not.
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Based on the diagrams found in figure 25, 26 and 27, it may be derived that GraalVM

performs better than the JVM in terms of start time by a considerable margin, thereby

disproving the null-hypothesis. The following diagrams depict the average start time

performance of the timeline, post and user service compiled either with the JVM or

GraalVM. It is of utmost importance to investigate whether these findings remain accurate

when collecting higher volumes of data in future measurements.

Figure 25 Barcharts with CI showing 30 logs taken from the timeline service.

A noticeable difference between the timeline service and the other measured services is that

both GraalVM and the JVM perform better for the timeline service. It is probable that this

difference in startup times is caused by the embedded H2-databases belonging to the user

and the post services, which requires initialization.
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Figure 26 Barcharts with CI showing 30 logs taken from the post service.

Figure 27 Barcharts with CI showing 30 logs taken from the user service.
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3.4.4 Response time
Finally, to investigate the second hypothesis concerning response times, several

measurements were conducted using k6, a metrics collection tool. The script operates by

requesting a resource at one-second intervals and concludes by outputting an end-of-test

report containing various HTTP metrics, such as total duration, wait time, and data sent. The

script is configured to save the results of each request to a CSV file, which is then processed

in Python for diagram visualization. The primary metric of interest is http_req_duration,

which measures the total time required for a request to be sent and for a response to be

received.

The diagram found in figure 28 shows the results gathered from sending 100 requests to the

API gateway, which then routes the request to the post service. As seen by the confidence

intervals and the p-value, the results are consistent with the null hypothesis and there is not

enough evidence to reject it. In order to be assured that the results are attributed to the

services response-time capabilities and not the gateway, the same script was run making

direct requests to the services instead of through the gateway. The results are shown in figure

31 and figure 32.

Figure 28 Bar chart showing the results gathered from k6. The 100 requests are

first sent to the API gateway.
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Figure 29 Line chart showing the results gathered from k6. The 100 requests

are first sent to the API gateway.

Figure 30 Bar chart showing the results gathered from k6. These requests are

sent directly to the services.
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Figure 31 Line chart showing the results gathered from k6. These requests are

sent directly to the services.

As seen by figure 30 and figure 31 the response-time of GraalVM is shorter than that of the

JVM. We can also see by the confidence intervals and p-value that the results are statistically

significant. In order to draw accurate conclusions more data must be collected due to the

high variance in values collected from the measurements. Furthermore, it is interesting to

know if or how much the response times are affected by increasing the volume of data that

needs to be handled, therefore blog-scale data will be returned on each request on future

measurements.

36



4 Results & Analysis
The findings from the pilot study assert differences in start-time and response-time

performance between implementations of ahead-of-time and just-in-time compilation.

Specifically, the GraalVM ahead-of-time implementation demonstrated significantly faster

results compared to the JVM, as depicted in Figure 28 and Figure 29. However, to

confidently assert that GraalVM outperforms the JVM, extensive data collection and

subsequent analysis of the artifact are necessary.

Additionally, the noise produced by the JVM, as seen in figure 25, must be further

investigated as a consequence of the pilot study in order to know that it is not an error in

measurement. A suggested way to investigate this is to observe the CPU load while the script

to collect startup times is running, possibly drawing a parallel between load and variance in

logged start-times.

Lastly, it is imperative to learn if the response-time results are changed by an increased

amount of data that needs to be handled, as the pilot study was conducted without returning

any data in the http-requests.

For the sake of reproducibility, hardware specifications are provided in table 3.

Table 3 Table showing the hardware specifications of the host machine running the

measurements.

OS Windows 11

CPU Intel Core i7-12700F

RAM Kingston FURY Beast RGB DDR4

3200MHz 16GB

GPU XFX Radeon RX 6950 XT Speedster MERC

319

Memory Kingston M.2 NV2 PCIe 4.0 NVMe SSD

2TB

Due to windows inability to run docker containers it is necessary to install WSL, Windows

Subsystem for Linux. The WSL is installed together with docker desktop and the version of

WSL used is WSL 2 2.1.5. The WSL allows us to run a linux environment on top of windows,

which is necessary to run docker desktop.
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4.1 CPU Load
The pilot study diagrams made us aware of the difference in noise between the JVM and

GraalVM startup times. In order to make sure that this is not an error of measurement the

CPU load was measured alongside the measurements on startup time. The goal of the data

collection was to see whether a higher number of runtime tasks could be the cause of the

unpredictable results.

CPU load is measured by extracting logs via the “docker stats” command. Collecting

container metrics via “docker stats” is further supported by (Casalicchio & Perciballi, 2017),

where it is used to collect docker container metrics such as CPU utilization, memory

utilization and network I/O. Running this command gives us the CPU utilization of a

particular container, where 100% represents an entire core. However, according to

Casalicchio, the “docker stats” command does not always show a completely trustworthy

result when it comes to CPU. For example, it may show a lower percentage than the effective

CPU used by the container, this is because it does not actually measure effective use, but

rather how much CPU resource that is requested from the threads running in the container.

If the resulting data gathered from the CPU measurements are not significantly different, it

should be disregarded for this reason.

Each measurement consists of three logs where the first log is run immediately after a cold

start, the first log is marked with a dot in the diagrams. The two subsequent logs are

collected as soon as the docker stats stream allows us to collect logs. The first log aims to

provide insight on CPU utilization after a cold start, while the last two logs aim to record the

duration of the CPU spike. The following code example found in figure 32 is a part of the

script that allows us to collect these logs. As seen by the code, the logs are collected only after

a cold start has occurred and as soon as the docker stats stream allows us to.

Figure 32 Screenshot showing the addition to the logging.sh file, which logs the

percentage of CPU a container is utilizing.
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The diagram in figure 33 shows us the first 50 logs gathered by the “docker stats” command.

As seen by the diagram, a lot more CPU is required when running the JVM containers

compared to the results shown by GraalVM.

Figure 33 Line chart showing the CPU load caused by a single microservice.

Each dot represents the first CPU log after a cold start, followed by the two

subsequent data points which aim to record the fall in CPU load after a container is

started.
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Figure 34 Line chart showing the CPU load caused by a single microservice.

Figure 34 illustrates all logs collected from running 1000 cold starts, adding up to 3000 as

each cold start produces three CPU logs. This is not as readable as figure 33, though it is clear

we may draw the same conclusion that the JVM uses more CPU than the GraalVM

implementation for the post service.

The following two diagrams found in figure 35 and 36 have been collected based on the

Timeline service and not the Post service, the two services operate differently which is why

there is a big observable difference in their results. For example, the timeline service does

not have an embedded H2 database.
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Figure 35 Line chart showing the CPU load caused by the timeline service. The

diagram is limited to the first 50 logs in favor of readability.

Figure 36 Line chart showing the CPU load caused by the timeline service.
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Lastly, the user service diagram shown in figure 37 and 38 shows similar results to that of the

post service. This is not surprising as they are very alike.

Figure 37 Line chart showing the CPU load caused by the user service. The

diagram is limited to the first 50 logs in favor of readability.

Figure 38 Line chart showing the CPU load caused by the user service.
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4.2 Start time
The diagrams found in figure 39, figure 40, figure 41, figure 42, figure 43 and figure 44

visualize the results gathered from the Post service and the Timeline service by collecting

1000 cold start logs.

Figure 39 Bar chart showing results gathered from 1000 cold starts. p-value is

less than 0.00001.

Figure 40 Line chart showing results gathered from 1000 cold starts
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Figure 41 Bar chart showing results gathered from 1000 cold starts. p-value is

less than 0.00001.

Figure 42 Line chart showing results gathered from 1000 cold starts
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Figure 43 Bar chart showing results gathered from 1000 cold starts. p-value is

less than 0.00001.

Figure 44 Line chart showing results gathered from 1000 cold starts

45



4.3 Response time
The pilot study indicated that GraalVM outperformed the JVM in terms of response time.

However, this data was obtained from HTTP requests returning empty arrays of data,

meaning no content was returned. To accurately test the hypothesis, it is necessary to handle

blog-scale database transactions.

Initializing the H2 database with predefined data at startup would affect the startup time.

Therefore, the data needs to be inserted after the service has started. To achieve this, the post

service is configured to allow access from outside the container to the H2 console at

"http://localhost:8081/h2-console". This console allows us to insert predefined data once

the service is running. After the data insertion, the response time measurements may be run

once more using k6.

To access the h2-console it is first required to log in. The following credentials found in

figure 45 brings us to the screen where insertion into the database is made possible.

Figure 45 Screenshot showing the login screen for the h2-console. Providing

the same credentials as seen in the screenshot gets you to the database panel.
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Once the correct credentials are provided and the database admin panel is accessed, data can

be inserted. Figure 46 shows the results from copying the content of sql.txt, located in the

root of the project directory, into the textarea dedicated to SQL statements.

Figure 46 Screenshot showing some of the records inserted into the Post

database using the h2-console.

Previously, 100 requests were collected during the pilot study. Due to the high variance in

the data collected from the pilot study it is necessary to collect a higher volume of data as to

not get inaccurate results. In order to collect and present more accurate results 2000

GET-requests were recorded by changing the duration of the measurement to 2000 seconds.

Additionally, 100 rows of data were added to the post service database.

export const options = {

vus: 1,

duration: '2000s',

};

Figure 47 Code example showing the new “options”.
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Figure 48 Bar chart showing the results gathered from k6. The 2000 requests

are first sent to the API gateway.

Figure 49 Line chart showing the results gathered from k6. The 2000 requests

are first sent to the API gateway.
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Figure 50 Bar chart showing the results gathered from k6. The 2000 requests

are sent directly to the post service. The p-value shows a statistical insignificance in

the results.

Figure 51 Line chart showing the results gathered from k6. The 2000 requests

are sent directly to the post service.
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4.4 Analysis
By collecting data on the CPU utilization of both the JVM and the GraalVM container, there

is an observable difference between the JVM and GraalVM in terms of CPU utilization once a

cold start is initiated. This can be seen in figure 34 and figure 36. Though the diagrams look

different depending on the service, it may still be concluded that the JVM causes more work

for the CPU than the GraalVM implementation when cold starting. The diagrams found in

the chapter about CPU load show us that the CPU utilization is higher for the JVM

containers than for the GraalVM containers. This could be due to the increased amount of

runtime tasks that has to be performed by the JVM. Runtime tasks that could potentially be

strenuous for the JVM include garbage collection, runtime optimizations and class reflection.

It should be noted that even though the JVM uses a higher percentage of CPU resources, the

percentage variance in results could be the same. Even if the JVM uses much more CPU, if

both show the same percentage variance, it could mean that the JVM is not causing the main

fluctuations in the start time charts. However, it should still be assumed that the JVMmakes

these fluctuations more noticeable, indicating its contribution to the visible noise. As seen by

the line charts found in figure 40, figure 42 and figure 44 the high variance in results

remains, though it has been declared attributed to the JVM.

Due to the p-value being sufficiently low and the confidence intervals not overlapping it is

possible to draw safe conclusions about the results shown in the diagrams visualizing the

start times for each service. As seen by figure 37 and figure 39, the difference in startup time

is significant and in favor of GraalVM. Both the bar charts and the line charts show similar

results to the pilot study where GraalVM outperforms the JVM by a considerable margin,

though the post service and user service seems to perform worse than the timeline service

due to its embedded database which requires initialization as a part of the service start up.

By first analyzing the observed noise produced by the JVM in the pilot study, the

rigorousness of the measurements are strengthened. Assuming that the measurements are

without error, the data, confidence intervals and p-values show a significant difference in

start time in favor of GraalVM with a high certainty.

The response time results are illustrated in Figure 50 and Figure 52, these diagrams visualize

the average response times for returning 100 rows from either the gateway or directly from

the service. Figure 50 clearly indicates that the JVM response time is shorter than that of the

GraalVM implementation. However, as shown by the confidence interval and p-value in

Figure 52, the differences in response time performance of direct requests to services built

and run with either GraalVM or JVM are statistically insignificant. This makes it difficult to

prove general causality between the independent variables and the produced results, though

we know for sure that the JVM has a shorter response time when requests are first routed to

the gateway.
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5 Discussion
This chapter aims to discuss how the gathered results compare to the hypothesis and

problem area as well as how GraalVM and similar technologies potentially could benefit

society today as well as in the future. Furthermore, an ethical discussion is provided to bring

forth any problems or dilemmas introduced by applying a GraalVM implementation.

5.1 Conclusion
This study investigated the performance implications on start time and response time of Java

microservices compiled with GraalVM compared to the JVM. In order for this to be done, a

microservice architecture containing three testable Java services was built. Each service was

built as a containerized RESTful API serving blog-scale database transactions. The artifacts

were then either compiled ahead-of-time or just-in-time with GraalVM and the JVM

respectively. Finally, the desired metrics of the artifacts were measured by collecting

application logs, docker logs and running metrics collection tools such as k6.

The pilot study showed noisy line charts for the JVM data, which was investigated by

measuring the CPU usage of the particular docker container once a cold start was initiated. It

was theorized that the variance was attributed to the increased number of runtime tasks

caused by the JVM. The results showed that the CPU usage was indeed higher when cold

starting with the JVM compared to the GraalVM implementation which was interpreted to

mean that the noise was caused by the JVM.

The start time results from this study shows that the application start up time of REST API

Java services serving blog-scale database transactions are significantly decreased when

compiling ahead-of-time with GraalVM compared to just-in-time with the Java Virtual

Machine. This aligns with results and claims brought forward by related research papers

such as those written by (Šipek et al., 2019) and (Wimmer et al., 2019) and the first

hypothesis of this study.

The response time data collected by k6, as illustrated in Figure 52, presents a level of

statistical insignificance that complicates drawing definitive conclusions about the second

hypothesis regarding response time. While the observed data suggests similar performance

between GraalVM and JVM, aligning with the null hypothesis, the lack of statistical

significance indicates a need for further investigation to determine if this insignificance

persists with larger data volumes. The need for further investigation is further motivated by

previous research by (Šipek et al., 2019) which indicates that GraalVM offers significantly

shorter response times for Java REST APIs compared to most JVM implementations. The

objective of the second hypothesis is to verify that implementing GraalVM would not lead to

performance trade-offs and to compare our results with those of similar studies, such as

Šipek’s. Due to the uncertainty in our data, an accurate comparison is not feasible.

However, given the difference in response times between GraalVM and JVM shown in Figure

50, and the statistical insignificance noted in Figure 52, it could be assumed that the

response time difference is not detrimental to system performance compared to the benefits

gained in terms of start time. I advise considering system needs carefully and applying these

implementations accordingly, should the results from this study prove correct after further

investigation.
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5.2 Ethics
The technical complexities inherent in both the implementation and measurement stages of

the process may pose a challenge to the accurate collection of data, thereby influencing the

subsequent presentation of results. No data apart from the spike seen in figure 24 has been

dismissed or withheld during the time of this study. Any anomalies or unexpected results

encountered during the study were systematically investigated and handled if necessary. The

criteria for identifying anomalies included statistical outliers, inconsistencies with theoretical

expectations, and contradictions with related research findings. An example of this is the

noise caused by the JVM found in the pilot study, which was later investigated to confirm

that it was not an error of measurement.

Although no data has been altered with or kept away, some results may have looked

differently, should the system or measurement techniques have been implemented

differently. These threats to internal validity may cause the diagrams to show a behavior that

is not caused by the treatment but rather a disturbing factor. For instance, using embedded

H2-databases has a significant effect on startup times, as seen by comparing figure 39 and

figure 41, but the alternative options are limited due to the constraints of this research. Other

than start time, it is possible that the way H2-databases serve requests, store data or index

data has a significant effect on the response time results due to the already short response

times seen in figure 48 and figure 50.

Additionally, the use of k6 as a metrics tool, while generally reliable, produced results that

directly contradicted related research findings. In terms of the way measurements collecting

response time data was conducted, a possible fault is the chosen volume of which data was

collected. The fault resides in the chosen amount of iterations, as the variance of the

response time data is high compared to the start time metric, where the variance observed

allowed for a smaller amount of logs to accurately analyze the results. Collecting more data

may have provided results with a higher confidence than those seen by this study.

The use of buildpacks introduces a layer of abstraction and reduces control. Crafting detailed

dockerfiles might yield slightly different outcomes, though it is not expected to significantly

impact the overall results or the conclusions of the experiment. As shown by figure 16 and

figure 17, a comparison was made to show that the results are different, but the start time is

still lengthier than that of the GraalVM implementation. This means that it may be assumed

that the conclusion of the experiment would be the same no matter which implementation

was chosen.

Some threats to validity might not be as apparent as the previously discussed ones. For

instance, the measurements in this study were conducted on a relatively high-performance

Windows PC using Windows Subsystem for Linux (WSL) to run Docker. Given that most

servers globally operate on a Linux distribution, the findings of this study might not

accurately reflect those that would be obtained from the actual server population.

Furthermore, it is unclear how the PC used in this study compares in performance to an

average server. It is important to consider that a less or more powerful computer could yield

different results. Similarly, Docker can be configured to allow more CPU and memory

utilization from the host computer than the default settings used in this study allows.

Providing more resources for the containers could potentially affect the CPU measurements

and ultimately the start time and response time performance as a consequence.
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By having increased control over the experimental environment and, most importantly, the

artifact being built, it becomes easier to conclude that a specific outcome is attributable to a

particular treatment. This control allows us to assume with higher certainty that the

treatment will have a similar effect on similar systems, compared to a case study where the

risk of confounding factors is greater. While this research focuses specifically on a

microservice architecture, the results may still be applicable to similar architectures, such as

cloud-based architectures, to some extent. This assumption is based on the underlying

principles, patterns, and characteristics shared among these architectural paradigms.

Therefore, while the findings may not directly generalize to all types of cloud architectures,

they can still provide valuable insights and inform decision-making in related contexts.

Likewise, it can only be speculated that similar benefits attributed to ahead-of-time

compilation may apply to systems outside the domain of microservices and cloud.

Lastly, it is crucial to consider what is actually measured in this study before drawing final

conclusions about the cold start times attributed to ahead-of-time compilation. The process

of ahead-of-time compilation does not directly reduce cold start time but does so indirectly

by shortening the application start time. In this study, it is the application start time that is

measured. There may be other factors contributing to a shorter or longer cold start time that

are not considered in this study.

The concluded results are not affected by any conflicts of interest as the results of this thesis

are independent of financial, personal or professional interests. The results, analysis and

final conclusions aim to answer the hypothesis truthfully as I am an independent actor who

is not affected by the results of this study.

All data acquired during this study is obtained through experiments conducted on artifacts

purposefully created for this research. This method guarantees sufficient control over the

collected data to exclude the storage of any personal information at any phase of the

development or research process, thereby eliminating the risk of ethical issues related to

human subjects. Furthermore, no direct or indirect human interactions took place as a part

of the experiments conducted in this study.

To promote transparency and reproducibility, all data, along with the artifacts used in both

the pilot study and the final measurements, have been published to GitHub, along with

documentation to show how it is meant to be run and tested. The repository published on

GitHub in combination with the content of this report aims to be sufficient in providing

instructions and the required theory to recreate the experiment.

(https://github.com/oscarpergler/spring-microservices)
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5.3 Sustainability
This research aims to provide insightful data on the use of ahead-of-time (AOT) and

just-in-time (JIT) compilation for java services in a microservice environment. This could

prove beneficial for systems that implement the cloud or microservice architecture by

accelerating initial response times of cold started services. Such improvements can

economically benefit multiple organizations and societal domains utilizing these

architectures by either reducing maintenance costs or providing more performant systems.

Additionally, the findings of this study may have broader applications and societal benefits,

which will be discussed in this chapter.

First and foremost, it is important to underscore that in the perspective of environmental

effects in regards to software engineering, development time is preferred over response time.

While the expected results of a GraalVM implementation compared to the JVM is a reduced

response time for initial requests due to the shortened start time, the development time is

expected to range from about the same to significantly longer depending on the system and

the seniority of the developer. The process of compiling ahead-of-time is lengthier than

compiling just-in-time, which means testing your code at runtime is not as easily done as it is

with the JVM. In addition, GraalVM requires a certain level of understanding of both the

limitations and the parts of a system where these limitations may be imposed. Lastly, it

introduces new overhead such as hinting for reflection once the limitations of GraalVMmust

be handled. This should be considered when thinking of implementing this solution.

However, by developing ahead-of-time technologies further to require less configuration and

increasing the speed at which it may compile, it may look completely different in the future.

Should these limitations be sufficiently less tangible in the future, ahead-of-time may

introduce faster cold start times, lower memory footprint and lower CPU load without the

otherwise encumbering trade-off of development time. This could in turn mean that any

organization or societal domain may achieve the same system capabilities, with lower costs

and faster systems.

The findings in this study are not limited to Java or microservices. Python, which is

commonly used in the field of data science and machine learning, shares similarities to java

in the sense that it is partly interpreted. It should be investigated to see if it is possible for

python bytecode to partake in similar benefits to those seen by ahead-of-time compilation of

java bytecode with GraalVM. Exploring the feasibility of compiling Python bytecode directly

to machine code, similar to GraalVM's approach for Java bytecode, could be valuable.

Cython, as introduced by Behnel et al. (2011), compiles Python code into C/C++ and

subsequently into machine code. Investigating whether Python bytecode could be compiled

directly to machine code may yield similar benefits to those observed with GraalVM for Java.

This study shows that GraalVM implementations use significantly less CPU during cold

starts, reducing electricity consumption without compromising system capabilities. By

reducing the CPU and memory resources needed for equivalent system capabilities,

organizations can achieve more or at least the same amount of training while minimizing

their environmental impact. Organizations like Google and OpenAI may utilize

ahead-of-time technologies implemented in their preferred programming languages to run

their data centers and training AI models, seeing as they are organizations who are

dependent on high computational power. Unfortunately, this often correlates with a high

electricity usage. In combination with this study, future work may contribute to economic
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and ecological sustainability by investigating this idea further and consequently minimizing

electricity usage of branches within computing with a high negative environmental impact.

Moreover, GraalVM introduces polyglot programming, which could in turn foster innovation

further by allowing integration of tools and libraries of different languages. This could

potentially allow researchers and developers to combine the best features of various

ecosystems to build performant and innovative software, which benefits society as a whole.

Many cloud providers charge their customers by the amount of resources they are using. This

research, in combination with related articles, show that one can expect a lowered CPU usage

and memory utilization when using GraalVM. The results of this study also shows that

microservices and cloud services could potentially see a significant decrease in cold start

time when implementing GraalVM to compile ahead-of-time, which means that systems are

more responsive. This could mean that the cost of running a performant cloud or

microservice system is reduced simply by compiling ahead-of-time with GraalVM, enabling

societal domains and organizations to spend more money elsewhere. Lastly, a reduced cost

means that it is more accessible, fostering competitiveness among IT-organizations

providing sustainable software solutions to everyday problems, potentially resulting in a

higher standard of living.

Lastly, in the ever-changing field of software development, societal domains in particular

face the challenges of refactoring and maintainability costs as systems are expected to

remain operational with minimal maintenance for several years after their release. By

providing research on GraalVM and visualizing its benefits, this study emphasizes the

advantages of cloud and microservice architectures. As illustrated in Figure 3, building cloud

services allows certain layers unrelated to business logic and operational requirements to be

managed by the provider rather than the developer. This could lead to reduced time and

money spent on setting up and maintaining servers, allowing more time to be spent on

development. Additionally, the modularity of cloud, microservices, and containerized

applications enables isolated refactoring of malfunctioning components, reducing the impact

on the rest of the system. Implementing a cloud or microservice architecture increases

system reliability and facilitates easier updates and changes which could occur due to

deprecation or other evolving requirements. This modularity ensures that updates can be

made to individual components without disrupting the entire system, promoting continuous

improvement and adaptability of components rather than entire systems.
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5.4 Future work
Conclusions drawn from this study shows that GraalVM’s ahead-of-time compilation

performs better in terms of start times compared to the Java Virtual Machine’s just-in-time

compilation. This could in turn lead to shorter cold start durations for microservices as well

as cloud services. However, the true cold start time is never measured, it is only assumed

that the reduction of application startup time would consequently shorten the cold start

time, as shown in figure 20. A suggestion for future work would be to measure the entire cold

start duration, possibly unveiling further benefits or drawbacks with either compilation

method. For instance, smaller Docker images resulting from native executables and their

independence of packaging JVMs into the image, might further shorten cold start times. This

aspect is not observed in the current study as the steps leading up to application startup are

not measured.

This study uses embedded H2-databases for the post and user service. This has shown as

seen in figure 43 compared to figure 41, have an affect on the resulting start time. Though

realizing that more dependencies and things such as an embedded database in the

application has an effect on start time is an important insight, a study without this limitation

should be conducted.

Additionally, this study uses buildpacks rather than dockerfiles due to time limitations and

the proven increase in start time with the initial dockerfile created. A study using controlled

and purposefully crafted dockerfiles should be conducted to see if dockerfiles can be made

more optimized than buildpacks and to see how much they differ in terms of performance of

containerized microservice and cloud applications.

The question of generalizability calls for further investigation within the field of cloud

computing. It is crucial to research the expected results from implementing GraalVM for

cloud services to substantiate its benefits. Similarly, it is important to examine whether the

results presented in this study change when the underlying hardware is replaced with

something more representative of a typical microservice or cloud server host computer. For

example, we may see different results by running docker on a linux distribution rather than

on a windows computer running Windows Subsystem for Linux (WLS).

Spring, though not the creators of GraalVM, have been working on making the use of

GraalVM in Spring Boot applications as easy as possible. For example, the difference in

compiling ahead of time or just in time is simply adding a “-Pnative” flag to your build

command and including a dependency in your pom.xml file when working with buildpacks.

Alternative and more optimized solutions should be researched further in terms of the

overhead required to hint the compiler for reflection and more, making the transition from

JIT to AOT seamless. This could potentially mean that an application could be developed

with the JVM used for runtime testing during development, and then compiled

ahead-of-time before being deployed without any changes to the code. Studies directed

towards optimizing points-to-analysis, how a program is compiled ahead-of-time and how

the IDE could assist in automatic hinting of serialization and reflection should be researched

further. This should be done in favor of reducing the development time caused by the

overhead of GraalVM since development time will almost always be in favor of performance

from the perspective of sustainability.
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A rigorous investigation of response-time, host system resource utilization and other metrics

related to the performance of microservice containers compiled ahead-of-time is necessary

to claim that the benefits brought forward in this study truly comes at no cost. Should such

an investigation show that no trade-offs are made or even that GraalVM performs better I

suggest that GraalVM technologies is further implemented in the ecosystems of the

languages where this technology is applicable. In turn, GraalVM could be used to lower costs

and environmental impact of systems owned by various organizations and societal domains,

not only microservices.

Though the increased development time of GraalVM has a negative impact environmentally,

it may make up for it in use cases such as AI training where large data centers use a lot of

electricity. This study demonstrates that GraalVM implementations require significantly less

CPU when cold starting, leading to reduced electricity usage for the same system capabilities.

If research shows that this holds true for not only cold starts, but any running application, AI

training centers should be investigated as well as it could be used to significantly reduce

electricity consumption. By lowering the CPU required to run the systems less power is used,

the idea of this being applicable to large data centers should be investigated by conducting a

case study which aims to research this theory, possibly funded by resources belonging to

Google, OpenAI or any organization in possession of the required resources.
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