
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 

NPOCR – Needle Printer Character Recognition 
Deep learning-based image ID recognition 

 

 

René Locher 
 

21. June 2022 
 
 
 
 
 
 
 
 
 
 
 

Supervisor: Gunnar Mathiason 
Examiner: Juhee Bae 

 
 

Master Degree Project (60 ECTS) in Informatics  
with a specialization in Data Science/ 

Privacy, Information and Cyber Security 
15 ECTS 

Spring term 2022  



 

 

 

 

 

ABSTRACT 

Tagging or marking goods is essential for the warehouses, quality assurance, or the automatization of in-

dustrial processes. Serial numbers are embedded into RFID tags, encoded into a QR Code, and usually pro-

cessed by a camera or laser scanner. There are industries, however, where these traditional methods do 

not satisfy the requirements and alternatives are desired. This paper focuses on the feasibility of using deep 

learning technology to read serial numbers from a steel bar which was printed with English characters by a 

needle printer. 

The detection and recognition of text is a well-studied computer vision field also known as optical character 

recognition (OCR). In this work, we demonstrate that existing OCR methods are unable to solve the posed 

task without additional training of the deep learning models. 

This work divides the problem into three individual sub-problems and approaches all three of them by using 

deep learning technologies. The given dataset was analyzed and divided into training and validation sets for 

each individual problem, while a part of the entire dataset was reserved for the final system evaluation. 

After selecting the best model for each subproblem, the resulting system could achieve a serial number 

accuracy of 90.4 percent and a false positive rate of zero percent. This work has shown that deep learning 

technologies can be used to read serial numbers, but it is essential to include a checksum to be able to verify 

a prediction.  
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1 Introduction 
The process of detecting and classifying text from images is a well-studied problem in computer vision. The 

task is often described as Optical Character Recognition (OCR). While classical OCR systems often rely on 

manual feature selection and additional manually coded rules, modern systems heavily leverage on deep 

learning approaches, mostly adapted from object detection problems [1]. Classical OCR technologies such 

as the open-source tool tesseract [2] are applied on scanned text documents or images with mostly textual 

information and high contrast between text and background. The progress achieved by deep learning tech-

nology in vision applications allowed to expand the application area of OCR systems to texts in an open 

scene. Text in an open scene, often also called text in the wild, brings new challenges in comparison to the 

classical document’s text recognition. Text in the wild is more diverse, it varies in font, size, color, brightness, 

contrast, and rotation. The background is mostly complex. It can be any element such as a lake, a wooden 

wall, a house, or a car [1]. Deep learning approaches have proven themselves to master those challenges 

and apps like google translate made this technology accessible to a huge number of users. Signs or any 

information written in a foreign language can be translated in real-time to English or another supported 

language by using the google translate app [3]. 

This success of deep learning technologies in OCR applications also raises the attention of other industry 

sectors. The company Ovako, the customer of this thesis project, requires the identification of a serial num-

ber printed by a needle printer onto a steel bar (see Figure 1). While scanning of serial numbers is usually 

done by a barcode or QR code, due to mechanical and physical restrictions this kind of marking technology 

is not an applicable solution for the customer. Details about the customer’s problem and requirements can 

be found in chapter 2.1. 

 

 
Figure 1 Example of a serial number on a steel bar (4637 202 77 M2) 

The customer’s problem results in an OCR problem with images from the wild, but with less variability com-

pared to state-of-the-art OCR datasets such as COCO-Text [4]. The COCO-Text dataset consists of complex 

everyday text images, where the background, font, and text size can all vary from one image to another. In 

contrast, the given dataset in this work has a fixed font, fixed text size, and the character set is limited to 

fourteen characters. Also, the orientation is limited. However, the images are not preprocessed and are 

often challenging to read even by a human. Reflections, shadows, bad contrast, and dark pictures are some 

of the disturbances that must be dealt with. 

The focus of this work is to investigate the feasibility of deep learning technology in an industrial problem. 

The problem definition together with the research questions and objectives are presented in chapter 2. The 

background chapter will give the reader a short general introduction to the OCR problem, as well as refer 

to similar problems and solutions. The approach of this work is introduced in the method chapter 4 followed 

by an explanation of the implementation in chapter 5. The same chapter also contains insights about the 
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datasets and describes manually performed tasks to enrich the dataset with additional information. The 

results of the implemented system are presented in chapter 6 followed by a discussion and conclusion in 

chapters 7 and 8. 

2 Problem definition 
While deep learning is already applied in many OCR areas, serial numbers are usually read by barcode or 

QR code scanner. However, tests performed by the company have shown, that applying these techniques 

to a steel bar, results in relatively high costs. Due to the rough surface, a QR code requires an additional 

ceramic plate which would be mounted onto the steel bars surface. In addition to the material and assembly 

costs, the ceramic plates have the drawback, that they get destroyed during certain processing steps. There-

fore, using a needle printer as a marking technique is the preferred solution. 

This leads to the following research question: 

• Can combining or adapting existing deep learning technologies build an industrially robust OCR 

system to detect serial numbers on noisy images? 

 
Serial numbers usually have known restrictions, such as a limited character set, known length, and often 

they also contain a checksum. Therefore, a system can leverage these constraints and validate OCR predic-

tions accordingly. An industrially robust OCR system is a system that marks 0% of its faulty predictions as 

correct (0% false positive rate).  

Additionally, a target of 85% serial number prediction accuracy is set. The number 85% was chosen after a 

comparison of the accuracy of a previous system. The author does not have access to any information about 

the previous system. We know that the accuracy of the previous system is around 33%. 

 
To answer the given research question the following four objectives (OB) were pursued: 

• OB1: Define dataset size, analyze given dataset, and identify weaknesses 

• OB2: Evaluate existing solutions 

• OB3: Design and implement an applicable system solution by combining existing solutions 

• OB4: System evaluation, evaluate the designed solution to quantify the success 

Chapters 4 to 6 are all structured by these four objectives. 
 

2.1 Detailed usage scenario 

The limitations and given parameters from the customer are explained in this subchapter.  

 
Figure 2 Customer’s steel workflow 
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The customer is a steel manufacturer which uses two main facilities: the steel works and the rolling mill (see 

Figure 2). To ensure the correct product delivery and to choose the correct parameters for the rolling mill, 

it is necessary to know the production parameters from the steel works. These parameters are encoded 

into a serial number which is engraved onto the steel bar by a needle printer at the end of the steel works 

process. At the rolling mill, there is already a system in place which takes two pictures of every incoming 

steel bar. The camera takes a picture at the front of the bar and one at the back, since it is unknown on 

which side the serial number is printed. The setup was already installed several years ago, and the company 

already stored several thousand pictures. These pictures are not labeled yet. The time between one steel 

bar to the next one is around 30 seconds. The system needs to process two pictures in this timespan (back 

and front). Also, there should be some spare time, consequently, the system should not be slower than 10 

seconds. 

The camera’s position is mechanically fixed. However, after maintenance work, the camera may be posi-

tioned slightly differently than before. 

As shown in Figure 1 the steel bar has a squared shape, as a result, the text on it can have any orientation 

of 90 degrees. The size of the steel bar can either be 165x165mm or 200x200mm. While these physical 

properties (shape and rotation restrictions) could be helpful to simplify the problem, the customer wishes 

not to rely too heavily on them. There is another production side, with a similar problem as the one de-

scribed here. The second production site produces round steel bars of different sizes. Therefore, the text 

rotation could be any arbitrary angle. 

The serial number contains three columns. The first column plus the first three characters of the second 

column contain the actual information which is relevant to the company. These first seven characters can 

only be digits. The two last characters on the second row build a checksum. They can contain digits from 0-

9 and the character X. While the information encoded in the last row is unknown, we know that the char-

acters C, M, and F are only used there.  

  



Page 7 of 43 
 

3 Background 
This chapter introduces the OCR problem in general together with associated terms. Furthermore, com-
monly used techniques, related problems, and datasets are presented. 

3.1 OCR problematic 

 

 
Figure 3 Components of an OCR System [5] 

An input to an OCR system can be any scene containing text information. Classical OCR objects are printed 

pieces of paper or a book. A wild scene can contain text everywhere, like a commercial on the side of a 

street, a sign at the entrance of a store, or a house number on a brick wall. Through a device like a scanner 

or a camera, a digital image of the real-life scene or document is captured. While the optical scanning is at 

least equally important, if not even more important than the OCR process, it is a problem by itself and will 

not be discussed further in this paper. However, it is important to notice, that the information loss intro-

duced by noises during the digitalization step, cannot be recovered in a later step. 

The OCR process itself can be divided into seven major steps (see Figure 3). Deep learning technologies 

often combine several steps into one model. Still, it helps to understand the entire problem by having a look 

at each step. The steps explained here refer to classical OCR technologies. Classical OCR technologies refer 

to technologies that do not include deep learning technologies. 

The first step is called location segmentation, where areas containing text are detected. Another term often 

used is Region of Interest (RoI). In an OCR system, a RoI is a region containing text. 

Pre-processing steps are used to increase contrast, fix brightness, and to smooth broken or smeared char-

acters. Also, some transformations can be applied to fix rotated lines. The three most important points 

during OCR pre-processing are noise reduction, normalization of the input, and compression. 

From the previous stage, the segmentation stage receives a low noise, normalized, highly compressed im-

age. During segmentation, the character image is divided into subcomponents. 
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The goal of the representation layer is to create a more compact and characteristic representation of the 

data instead of having simple binary images. In other words, the representation layer tries to extract a set 

of the most important features needed to recognize a character and represent them with the least number 

of elements. 

During training and recognition, an unknown sample is classified into predefined classes. Classically this 

involves template matching, statistical techniques, structural techniques, and simple Artificial Neural Net-

works (ANN). 

The post-processing stage uses error detection and error correction to fix incorrectly classified characters. 

This is only possible if the given language is known and if the system has a dictionary for a specific language 

[5]. 

3.2 Existing solutions 

There are numerous OCR solutions and associated literature. In this chapter, only the technologies which 

were related to this project are presented. Interested readers, who would like to understand more about 

the history of OCR and object detection are suggested to have a look at the paper From object detection to 

text detection and recognition: A brief evolution history of optical character recognition by Wang et al. 

2020[1].  

3.2.1 Document optimized solutions 

Many available OCR solutions are optimized for scanned documents. Well-known free accessible solutions 

are Google Keep [6], Google Lens [7], EasyOCR [8] and Tesseract [2]. While the source code of Google Keep 

and Google Lens are unavailable, Tesseract and EasyOCR are open-source. A deep analysis of the available 

open-source libraries is outside the scope of this work. 

3.2.2 EAST 

An Efficient and Accurate Scene Text Detector (EAST) was introduced in 2017 by Zhou et al. It is not a fully 

functional OCR technology, but rather focuses on the task of text detection.  The technology is convincing 

through its simplicity. The pipeline consists of only two steps. The first stage is a Fully Convolutional Network 

[9] which is then followed by a non-maximum suppression (NMS) merging stage [10]. 

Due to its simplicity, robustness, and speed, EAST was also added to the Deep Neural Network module of 

the popular open-source computer vision library OpenCV [11]. 

3.2.3 CRNN 

In 2015, Shi et al introduced a new and easy-to-use deep learning-based scene text recognition which is 

specifically efficient for sequence-like objects [12]. They named their method Convolutional Recurrent Neu-

ral Network (CRNN) since it is a combination of Deep Convolutional Neural Networks (DCNN) and Recurrent 

Neural Network (RNN). While DCNN is mostly used for the detection and classification of object categories 

in images with a fixed input, RNN removes this restriction. As a result, the input size of the DCNN can be 

reduced for many applications [12]. 

Due to the RNN structure, a character prediction is repeated on sub-images with fixed pixel width, resulting 

in character repetitions. Therefore, at the end of the CRNN system a loss function, which quantifies the 

deviation of the output from the text decoding stage and the text sequence label, is needed. Connectionist 

Temporal Classification (CTS) offers a solution to this problem and was introduced by Graves et al in 2006 

[12]. The CTC loss function allows the minimization of character duplicates and wrongly introduced spaces 

between characters. 
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3.2.4 Mobilenet-SSDv2 

Mobilenet-SSDv2 is an object detection model designed for embedded systems [13]. The major design goal 

was to implement an object detection solution that is significantly faster than larger object detection solu-

tions, without a significant accuracy drop. Mobilenet-SSDv2 is the combination of Mobilenet-v2 [14] (a mo-

bile architecture for neural networks) and the object detection model Single Shot multibox Detector (SSD) 

[15]. 

 

3.3 Existing OCR datasets 

 

Name Year Language Image number 
(training/testing) 

Focused scene 

ICDAR13 2013 EN 229/233 Real and born-digital scenes from image and 
video. It is the standard benchmark dataset for 
evaluating near-horizontal text detection [16]. 

COCO-text 2016 EN 43K/20K Complex everyday scenes. 
The goal of COCO-Text is to advance state-of-
the-art in text detection and recognition in natu-
ral images. [4] 

SVHN 2010 digits 73K/26K House numbers in street view [17] 
Table 1 Selected existing OCR datasets 

Before the project officially started, one of the problems was to define the number of pictures needed to 

solve an OCR problem. While there are plenty of publicly available datasets related to OCR, Table 1 shows 

those datasets which were inspiring for this project. In contrast to COCO-text and SVHN, the dataset 

ICDAR13 is mostly only used for text detection. Therefore, the conclusion could be drawn, that a few hun-

dred images are already enough for the task of text localization (RoI). 

However, for complex natural scenes with texts, a multiple of ten thousand pictures seems to be necessary. 

The datasets presented in Table 1 are only dataset references and were not directly used in this project. 

The dataset used in this project is presented in chapter 4.1. 

3.4 Research contribution 

As previously mentioned, OCR is a complex problem, has a long history, and still active ongoing develop-

ment. A truly general OCR solution still does not exist. While some solutions focus on classical methods and 

focus on character recognition at document level other solutions as EAST only focus on a subproblem of 

OCR as the detection of the region of interest. 

Most of the existing datasets and problems, such as the one described in Table 1, work with images with 

relatively good contrast between text and background. Research about the feasibility of using deep learning 

approaches in industrial applications, such as serial number recognition, including the entire process based 

on images with noises and bad contrast, is rare. A related work, SNRNet is a great work of using deep learn-

ing technologies to identify the serial number of a banknote [18]. While their application is comparable, the 

dataset is completely different. Their input already was a selected part of the entire banknote, only con-

taining the serial number in relatively good image quality. 

This work deals with all the facets of an industrial deep learning application. Defining the size of the dataset, 

segmentation of the problem into subproblems, model training, and finally, also system evaluation all are 

included in this paper. 

  



Page 10 of 43 
 

4 Method 
In this chapter, the method of each objective as well as the applied ethical research principles are ex-
plained.  

4.1 OB1 Dataset  

To define a reasonable size of the dataset the given problem was compared to existing OCR datasets. 

After receiving the dataset, the distributions of the major features were analyzed. The major features are 

existing characters, text orientation brightness, and the quality of the marking. 

In this subchapter, only the original dataset given by the customer is described. For every subproblem, in-

formation had to be added to the original dataset received by the customer. Each sub-dataset is described 

in the implementations sub-chapters. The sub-problems will be introduced in chapter 4.3. 

As previously mentioned, the form and size of the dataset had to be discussed with the customer before 

the official project started. A dataset size of around one thousand pictures was defined. The number of one 

thousand pictures resulted from a comparison of the problem with existing datasets given in Table 1. The 

ICDAR13 is mostly used for text detection, therefore the number of pictures for this work should be higher. 

However, compared to COCO-text or SVHN the variability of this paper’s images is significantly less. Text 

size and font are nearly constant, and the background only varies a little. Since the distribution of the images 

is less, less training data can be used. As a result, a number of one thousand pictures was defined. 

The creation of the customer’s dataset was iterative and is described in Appendix B). In total the customer 

provided four different batches, batches B1 to B4. In total the dataset contains 1694 pictures. 505 of these 

pictures (batch B2) do not contain a serial number. The pictures have a grayscale 1624x1234px .jpg format. 

Batches B1, B3, and B4 are images containing serial numbers. For each of those images a spreadsheet con-
tains the following information: 

 
Figure 4 Composition of the serial number 

Identifiers Values Description 

Picture ID 7-digit number Heatnumber + String + Position + Image version. 
Heatnumber, String, Position, Checksum, and Extra 3rd are simply 
names for different parts of the entire serial number. Image ver-
sion is an integer number referring to a manual image modifica-
tion. An image version of 1 refers to the original image, while ver-
sions 2 or 3 are modified versions of the image with version 1. 

Checksum 2-digit number, 
Character X rep-
resents number 
10 

The checksum contains two digits.  
The first digit is the number that must be added to the sum of all 
previous numbers (Heatnumber + String + Position) to achieve a 
multiple of 11. 
The second digit is the number that must be added to the weighted 
sum of all previous numbers (Heatnumber + String + Position + first 
digit of the checksum) to achieve a multiple of 11. 
The weights to calculate the second checksum digit are: 
[2, 3, 4, 5, 6, 7, 8, 1] 



Page 11 of 43 
 

Extra 3rd Two characters The purpose of the third row is unknown. The company does not 
have any documentation about the third row’s information. 

Brightness 1, 2 or 3 The value Brightness is a human-rated value of how bright the im-
age is: 1 equals dark, 2 equals normal, and 3 equals bright. 

Marking 1, 2 or 3 Marking is a human-rated value of how narrow the marking lines 
are: 1 equals narrow, 2 equals normal, and 3 equals wide. 

Orientation 0, 90, 180, 270 The image’s orientation is given in 90-degree steps. 
Table 2 Dataset information provided by the customer 

The picture ID is also the name used on the file system. 

All the information given by the customer can be found in the folder data/batches_meta_info. 

All images in batch B2 do not contain a serial number. Therefore, the customer did not deliver a spreadsheet 

with the dataset. The file data/meta_info.csv contains all the information from every batch merged. Addi-

tionally, the file also contains information for each sub-problem, as if the image was used for training, vali-

dation, or testing (see chapter 5.2.3). The original information read by the customer had some minor mis-

takes, such as multiple wrong orientation values. The file data/meta_info.csv contains the corrected values. 

 
The character distribution, the text distribution, image brightness, and the marking quality distribution were 

plotted by the matplotlib [19] python library. As an example, refer to Figure 8 or Figure 10. 

4.2 OB2 Evaluate existing solutions 

Existing publicly available solutions, which do not require custom training, were evaluated on the given 

dataset (OB1) to form a baseline. The following tools were evaluated: 

• Tesseract [2]: a fully functional OCR system 

• Google Lens [7]: a fully functional OCR system 

• EasyOCR [8]: a fully functional OCR system 

• EAST [10]: efficient scene text detection 

For each fully functional OCR system, 50 test images were evaluated on serial number accuracy (SnA). The 

EAST model was evaluated on Region of Interest accuracy (RA). RA and SnA are explained in chapter 4.4. 

4.3 OB3 System design 

 
Figure 5 Simplified Pipeline process 

In this subchapter, the design ideas of the chosen pipeline method are presented in detail. Additionally, 

alternative approaches and the reason why they were not pursued are discussed.  

The task of reading a serial number from the given pictures can be separated into three major deep learning 

tasks. Each task and its subsequent model are separated from the other. In the end, all models are chained 

up together inside a pipeline and build the entire system. 
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The tasks are separated as followed: 
I. Detect text areas in the picture (Region of Interest, RoI). Chapter 4.3.1 

II. Detect the angle of the text. Chapter 4.3.2 

III. Locate and classify characters (Optica Character Recognition, OCR). Chapter 4.3.3 

 
The pipeline is not a machine learning model, but rather a piece of code connecting all the models. 

As later described, the output of the third deep learning stage (OCR) is not a serial number prediction but 

rather coordinates predictions for individual characters together with a confidence score. Therefore, an 

additional step, OCR postprocessing, is required to build the serial number prediction from the output of 

the OCR model. While Figure 5 represents a simplified process of the pipeline structure, a flowchart diagram 

in Figure 23 of appendix A) visualizes the entire process in detail. 

The pipeline can return four different types of predictions states: 

• No text detected on the image. In practice, this value should be returned 50% of the cases 

• <predicted text>, valid, no correction performed. This value is the desired state when the input im-

age contains a serial number. It means the system predicted a serial number and the checksum 

was correct 

• <predicted corrected text>, valid, correction performed. This value is returned, whenever the 

checksum was not valid on the first prediction, but due to additional information as the checksum, 

the system could do an alternative valid prediction. 

• <predicted text>, invalid. This value occurs when the system detects an error in the number but 

cannot correct the error 

4.3.1 RoI (Region of Interest) 

As described in chapter 3.1 RoI detection is the first step in an OCR problem. Also, we know from chapter 

2.1, that when the system is running at the production site, 50% of the incoming pictures have no text on 

them and therefore an empty RoI. 

The RoI and the OCR task can be viewed as object detection problems. The RoI model needs to detect either 

one or zero text objects.  

To simplify the creation and training of models, the Tensorflow2 object detection API was used [20]. The 

object detection API allows training of one of 43 pre-trained object detection models. All those models are 

already pretrained on the COCO 2017 dataset [21]. Fine-tuning a pre-trained model on a smaller dataset is 

called transfer learning and is a popular deep learning approach [22]. 

The output of an object detection model is a list of object detections, where each entry of this list contains 

coordinates of the detected object, the predicted class, and the confidence (0-1) of the prediction. The size 

of the list depends on the used object detection model, the ones used in this report (see chapter 5.2.5) 

return 100 object detections. For the RoI task, it is given, that each image contains either one or zero objects 

(areas with text). There only exists one class, which means it is not necessary to filter for a certain class in 

the predictions. Instead, the prediction list, returned by the object detection model, is filtered by all predic-

tions, which have a confidence above 0.8. In case there is no object detection with confidence above 0.8, 

the system returns the value No text detected on the image. Otherwise, the prediction with the highest 

confidence is chosen. 

4.3.2 Angle detection 

In this work, we distinguish between text orientation and text absolute angle. In theory text on the steel 

bar can have any arbitrary angle. However, due to the square form of the steel bars, the angle is mostly 

close to a multiple of 90 degrees. The word orientation is used, whenever we restrict the angles to 90 de-

grees increments. 
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The task of the angle detection model is to detect any arbitrary text angle and is, therefore, a regression 

task. The main reason for detecting the absolute angle instead of the 90 degrees orientation, is to be flexible 

for future system developments. As mentioned by the customer, the printed label can rarely have an angle 

of 45 degrees. Furthermore, if the solution shall be adapted for further production sides, the orientation 

might be any arbitrary angle. 

The angle detection task is solved by a self-developed TensorFlow model. As visualized in Figure 6, the 

model consists of four convolutional layers, followed by two fully connected layers until the final output 

layer. The number of convolutional and fully connected layers were defined after an iterative process of 

testing models with 2-6 convolutional layers and 1-3 fully connected layers. 

Instead of having an output layer of one representing an angle between -180 to 180 degrees (or -π to +π), 

there are two output nodes representing a 2D vector. This elegantly avoids the problem of the numerical 

jump between -180 degrees and +180 degrees. The idea of using a 2D vector to represent an angle came 

from the TensorFlow tutorial about time series [23]. Every layer except for the last one uses rectified linear 

function (relu) as activation. The relu function returns zero if the input argument is negative, otherwise, it 

returns the input value. Relu is often chosen as the default activation function since it is computationally 

efficient [24]. 

The final layer uses no activation function, and simply adds up all the inputs at the nodes. 

As an alternative also the hyperbolic tangent function (tanh) could have been used for the last layer. Tanh 

would limit the length of the vector between a value minus one to plus one. However, the vector’s angle is 

of interest, and therefore the length limitation does not add any value to the system. 

Overfitting is the effect of training a model too long on the training data. If a given model is too complex or 

simply trained too long, it starts to learn to map the input parameters to the desired output instead of 

generalizing patterns [25]. 

To reduce the overfitting effect during training a dropout layer was added after the first dense layer. A 

dropout layer introduces noise to the system during training by randomly setting a percentage of nodes to 

the value of zero. This means that the next layer cannot always rely on the strongest indicators but is forced 

to use any information that is available [26]. In the angle detection model, a dropout value of 0.5 is used, 

which means fifty percent of the values are set to zero during training. 

 
Figure 6 Angle detection model1 

To reduce training time and reduce overfitting risk a small model size is desired [26]. Therefore, after each 

convolutional layer, a max-pooling layer was added. A max-pooling layer reduces the dimension by taking 

the maximum value for a certain 2d grid. Mostly, max pooling is performed by a kernel of 2x2 width [27]. 

To achieve even a faster dimensionality reduction for the first two max-pooling layers a kernel of 4x4 was 

 
1 Diagram created by https://viscom.net2vis.uni-ulm.de/ 
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used. RMSprop [28] was used as optimizer strategy and Means Squared Error (MSE) [29] as loss value as 

these two values are often used for regression problems [30]. 

4.3.3 OCR (Optical Character Recognition) 

The last and most important task is to detect and classify all the characters on the image, which form the 

serial number. For this task, it is assumed, that the input is an image containing only the serial number. Also, 

the text shall have an orientation around zero degrees. 

There are up to eleven objects in each picture to detect. Each object can be one of 14 classes, the digits 0-

9 and the characters X, C, M, and F. 

Except for the differences in the number of objects and number of classes, OCR is in general the same prob-

lem as RoI. Therefore, also transfer learning with the Tensorflow2 object detection API was applied as pre-

viously described in chapter 4.3.1. 

4.3.4 Model training strategy 

The training and evaluation of the models are done according to the method presented in the book Deep 

Learning with Python by François Chollet [31]. The most important aspects are briefly presented here in this 

subchapter. 

Optimally, an existing dataset is divided into training, validation, and testing dataset. The model is trained 

on the training data and constantly evaluated on the validation data. Training loss and evaluation loss are 

plotted against the number of training steps. The number of training steps for the final model is chosen at 

the point, where the validation loss reaches its lowest point. If the model is trained further, it will be over-

fitted. This means that at least one overfitted model is computed, otherwise would be impossible to find 

the number of training steps with the lowest validation loss. Hyperparameter optimization and model ad-

aptations, such as choosing another object detection model or changing an activation function, are done 

before evaluating the model on the test data. Otherwise, information from the test data will leak into the 

models [32].  

4.3.5 OCR postprocessing 

As previously described, an object detection model returns a list of predictions with a fixed length. Com-

pared to RoI, the OCR postprocessing is more complicated. 

As can be seen in Figure 4, the optimal case would be to have 11 predictions with high confidence (e.g. 

above 0.9). The rest of the predictions should have confidence of zero. However, the system performs bet-

ter when we also allow lower confidence predictions. Consequently, the first step in OCR postprocessing is 

to filter the prediction list for predictions with a confidence higher than 0.3. In some cases, this results in a 

list with more than 11 predictions, since it may be possible, that a single character has multiple predictions 

with a confidence higher than 0.3 (as an example see Figure 20 in the results section). As a consequence, 

an algorithm was built, which groups the predictions by character location. This algorithm groups all predic-

tions with close locations into one character slot. The distance used for this algorithm is the median char-

acter height, of all predictions with confidence above 0.3, divided by 3. These character groups come with-

out any order, therefore before a serial number can be predicted, the character groups are sorted by their 

coordinates. 

To create the first prediction, take the character with the highest confidence from each character group. If 

the checksum is valid, the system returns <predicted text>, valid, no correction performed. In case the check-

sum is invalid, the algorithm can try to choose alternative predictions from every character group. If the 

algorithm finds an alternative prediction, the system returns <predicted corrected text>, valid, correction 

performed. If the algorithm cannot find a valid alternative prediction, the system returns <predicted text>, 

invalid.  
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4.4 OB4 System evaluation 

The following characteristic values are tested so that system solutions can be compared with each other: 

𝑆𝑒𝑟𝑖𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝑆𝑛𝐴)  =  
𝑁𝑟.  𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑠𝑒𝑟𝑖𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟𝑠

𝑁𝑟. 𝑜𝑓 𝑝𝑖𝑐𝑡𝑢𝑟𝑒𝑠 𝑤𝑖𝑡ℎ 𝑠𝑒𝑟𝑖𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟𝑠
 

 

𝑅𝑜𝐼 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝑅𝐴) =  
𝑁𝑟. 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑅𝑜𝐼

𝑇𝑜𝑡𝑎𝑙 𝑁𝑟. 𝑜𝑓 𝑝𝑖𝑐𝑡𝑢𝑟𝑒𝑠
 

 

𝐶ℎ𝑎𝑟𝑎𝑐𝑡𝑒𝑟 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦  (𝐶𝐴) =
𝑁𝑟. 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑐ℎ𝑎𝑟𝑎𝑐𝑡𝑒𝑟𝑠

𝑇𝑜𝑡𝑎𝑙 𝑁𝑟. 𝑜𝑓 𝑐ℎ𝑎𝑟𝑎𝑐𝑡𝑒𝑟𝑠
 

 

𝑆𝑦𝑠𝑡𝑒𝑚 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝑆𝐴) =
𝑁𝑟.  𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑒𝑚𝑝𝑡𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠 +  𝑁𝑟.  𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑠𝑒𝑟𝑖𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟𝑠

𝑇𝑜𝑡𝑎𝑙 𝑁𝑟. 𝑜𝑓 𝑝𝑖𝑐𝑡𝑢𝑟𝑒𝑠
 

 

𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑅𝑎𝑡𝑒 (𝐹𝑃𝑅) =
𝑁𝑟. 𝑜𝑓 𝑢𝑛𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑤𝑟𝑜𝑛𝑔𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑠𝑒𝑟𝑖𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟𝑠

𝑇𝑜𝑡𝑎𝑙 𝑁𝑟. 𝑜𝑓 𝑝𝑖𝑐𝑡𝑢𝑟𝑒𝑠
 

 
The Number of correctly detected RoI consists of two use cases: 

1. Number of pictures where a RoI was predicted which allows the OCR stage to perform a correct 

prediction 

2. Number of pictures where the system correctly detects no RoI, since there is no serial number on 

the steel bar 

 
Not all metrics apply to every system. E.g., a character accuracy analysis is only meaningful if the length of 

the predicted serial number matches the length of the real serial number. Also, the false positive rate can 

only be applied when the model returns a validity flag for the predicted serial number. 

4.4.1 Execution time analysis 

For each model RoI, angle, and OCR, the average and median execution time over the test dataset are taken. 

Furthermore, the average and median pipeline execution time is measured. 

4.4.2 Evaluate angle model 

The angle model only appears in the self-developed system and can therefore not be applied to every sys-

tem available. To test the angle model a histogram plot of the absolute angle error was created. The test 

angle dataset was used to create this plot since the final test dataset of the system only has the text angle 

information in 90-degree steps. 

The pipeline also uses a 90 degrees angle, the final system evaluation can measure the angle model accuracy 

as followed: 

 

𝐴𝑛𝑔𝑙𝑒 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝐴𝐴): 
𝑁𝑟. 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 90 𝑑𝑒𝑔𝑟𝑒𝑒𝑠 𝑎𝑛𝑔𝑙𝑒𝑠

𝑁𝑟. 𝑜𝑓 𝑝𝑖𝑐𝑡𝑢𝑟𝑒𝑠 𝑓𝑒𝑑 𝑡𝑜 𝑎𝑛𝑔𝑙𝑒 𝑚𝑜𝑑𝑒𝑙
 

 

4.5 Ethical research principles 

This work was carried out according to the principles of A Guide for Ethical Data Science [33]: 
 
1. Seek to enhance the value of data science for society: 

The biggest threat this work can bring to a public or societal good is the employment of people. However, 

the task which would be performed by the resulting program of this work will not replace a human, but 

rather improve the quality of the system. There was never a human in the system who was responsible for 

reading serial numbers. 
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The work comes with a small security risk for the customer in case of a wrongly predicted serial number will 

go undetected into the system.  

Other areas such as cyber risks do not apply to this work. 

 
2. Avoid harm 

This work is unrelated to the decision-making process as in finance, private security, or similar.  Also, the 
used dataset is ethically sourced since it was collected in the company of the customer by the customer. 
No data from any private person was collected. 
 
3. Apply and maintain professional competence 

To minimize uncertainty and risk state-of-the-art methods are used and the best practice for training and 
validation are followed as explained in chapter 4.3.4. 
 
4. Seek to preserve or increase trustworthiness 

To increase trust and transparency this work was performed in close collaboration with the customer. De-
cisions were explained and discussed with the customer. 
 
5. Maintain accountability and oversight 

Since this work is only a feasibility study for the customer, it is not yet implemented in practice. Neverthe-
less, the customer already planned to regularly monitor the functionality of the system as soon as it is 
used. 
 
The collected dataset is legally owned by the company Ovako and is nonpublic. The source code of this 
work as well as the dataset are only accessible to members of the company Ovako and the University of 
Skövde. 
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5 Implementation 
This chapter describes how the dataset for each problem was prepared, how each task was implemented, 

and finally how the entire pipeline was put together. 

The system was implemented in Python. The usage and short documentation of the created Python code 

can be found in the Readme.md file inside the project’s deliveries. 

The most important software dependencies are Python version 3.6 [34], TensorFlow version 2.8.0 [35] and 

TensorFlow Object detection API version 0.1 [20]. The system was designed, trained, and tested on a Win-

dows machine with an i5-7600K CPU, 16GB RAM, and an NVIDIA GeForce GTX 1080 GPU (8GB RAM). 

5.1 OB2 Evaluate existing pretrained solutions 

To evaluate existing solutions only a small test dataset of 50 pictures from the total dataset (described in 

chapter 4.1) was chosen. All 50 pictures contained a human-readable serial number. A small dataset was 

chosen since the testing involved manual processes. For Google Lens, Tesseract, and Easy OCR only the part 

of the image containing a serial number was fed to the algorithm. Also, the orientation of the images was 

corrected to 0 degrees before testing them.  

Google Lens was tested on a Nokia 8 with Android 9, Tesseract and EAST were tested on a Windows machine 

and EasyOCR was tested via the web interface. 

5.2 OB3 System design 

An important part of the system design was the creation of each individual dataset which is explained in 
the following two subchapters. Afterwards, the training strategies for every subproblem and finally the 
details about the pipeline implementation are described here. 

5.2.1 Labelling dataset OCR and RoI 

Since both problems, OCR and RoI are tackled by an object detection model, the dataset needs to have a 

labeled bounding box information (which describes where an object is and to which class it belongs). The 

original dataset from the customer did not contain this information, therefore the bounding box coordi-

nates of each character were manually added using the tool labelImg [36].  

As a first step, every bounding box got the same label. Afterwards, the correct label class was assigned 

programmatically by a Python script. The script used the label information already given by the customer. 

 
Figure 7 Example of a fully labeled OCR image. Tool LabelImg 

The RoI problem needs only one bounding box containing all characters. This dataset was created by an-

other python script, using the information from the OCR dataset. 
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5.2.2 Dataset angle 

While the dataset contains orientation information, this was not good enough for the prediction of the 

absolute angle. As a result, the information of the absolute angle was added manually to dataset batch B1. 

The tool labelImg was used again to read the text’s absolute angle. Since the tool does not allow to measure 

angles, a bounding box with the label angle was drawn. The angle box begins at the left lower edge of an 

image’s text and ends on the right lower edge of an image’s text. Dividing the height by the width of the 

resulting bounding box equals the text’s angle tangents. Having only the width and height of the bounding 

box alone is not enough to define the angle, the angle could be positive or negative. Consequently, a second 

bounding box with the label neg_angle was drawn anywhere on the image to mark a negative angle. 

The resulting absolute angle distribution of dataset B1 was plotted and visualized in Figure 8. 

 
Figure 8 Dataset batch B1 text angle distribution 

 

5.2.3 Training strategies and dataset split 

As mentioned in chapter 4.3.4 the dataset should be split into training, validation, and test data. Unfortu-

nately, the TensorFlow2 object detection API does not support validation data. As a result, all pictures from 

batch B4 are used as test images for the entire system. These 348 pictures never got the additional infor-

mation for RoI, angle detection, or the OCR problem. A benefit of this setup is, that it is guaranteed that 

there is no information leak from the test data to the models. 

For RoI and OCR, 20% of the remaining images were used for validation and 80% for training. 

The angle detection model was implemented using the deep learning API Keras [37]. Keras supports valida-

tion test sets, therefore a dataset split of 70% training data 15% validation data, and 15% test data was 

used. To avoid quick overfitting of the angle model, the volume of the training dataset is increased by rota-

tional data augmentation. 

Data augmentation generates more training data from existing samples by applying various transformations 

to them. Possible transformations would be rotation, zooming, changing the brightness, or flipping the im-

age [38]. 

Only rotational data augmentation was used since the main reason for data augmentation at the angle 

detection is to artificially create a normal distribution of the training data angle. The training data without 

data augmentation would have a similar distribution as shown in Figure 8. By rotating each training image 

five times randomly the training data angle distribution is nearly uniform (see Figure 9). The artificially ro-

tated images are newly created for each test run. This further reduces the risk of overfitting. 

The code to download and install an object detection model was inspired by the TensorFlow 2 Object De-
tection API tutorial [20]. 
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Note, that the splitting of training, validation, and test data for every subproblem and the final pipeline 
can be confusing. An interested reader can have a look at the spreadsheet data/meta_info.csv in the de-
liveries. There exists a column with the functional information (training vs. validation vs. testing) for each 
problem. 

 
Figure 9 Text angle distribution of training data 

5.2.4 Pipeline 

The pipeline was implemented in Python according to the description in chapter 4.3. It was important to 

crop the input images for angle detection and OCR to the same size as the training pictures were for the 

respective model. Instead of using the exact angle prediction for angle correction, the input of the OCR 

model is rotated by a multiple of 90 degrees. For this purpose, the result of the angle prediction model was 

binned into 0, 90, -90, and 180 degrees. A multiple of 90 degrees was used because the OCR training data 

was also rotated by a multiple of 90 degrees using the orientation information given by the customer. 

The angle binning could be deactivated in the system, in case of having a new use case with round steel bars 

(see chapter 2.1).  

5.2.5 Object detection models as hyperparameter 

For RoI and OCR the whole workflow from downloading a pre-trained model, training it, and finally also 

evaluating it, is parametrized by a single model identifier. This turns a pre-trained object detection model 

into a hyperparameter that can be exchanged for each problem separately. 

In total there were 43 models to choose from in the TensorFlow 2 Detection Model Zoo [39]. Due to limited 

time, in this work, only the models presented in Table 4 were used.  

The value COCO mAP is the achieved Mean Average Precision Value on the Coco 2017 [21] dataset. Mean 

Average Precision is a value to compare object detection model performances. The characteristic mAP was 

introduced in the Pascal VOC challenge, which is another object detection challenge[40]. The higher the 

mAP value the better a model performed in each object detection task. 

Model name Speed 
(ms) 

COCO 
mAP 

Selection criteria  

CenterNet HourGlass104 512x512 70 41.9 Highest mAP value 

CenterNet MobileNetV2 FPN 
512x512 

6 23.4 Fastest execution time, consequently, also 
training should be faster 

SSD MobileNet V2 FPNLite 320x320 22 22.2 The model with the smallest input size 

SSD MobileNet V2 FPNLite 640x640 39 28.2 Chosen to compare the impact of input size 
Table 3 Selected models as hyperparameter 
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The training and implementation of the system revealed, that the performance of the model SSD MobileNet 

V2 FPNLite 640x640 is dependent on the used input size of the image. Therefore, in this report three differ-

ent model names are introduced: 

• SSD MobileNet V2 FPNLite 640x640: images with the size of 640x640 pixels are fed to the model 

• SSD MobileNet V2 FPNLite 640x640 min RoI: the exact images coming from the RoI model are fed 

to the system. Min stands for minimal 

• SSD MobileNet V2 FPNLite 640x640 ROI 400: images with the size of 400x400 pixels are fed to the 

model 

6 Results 
The result of each objective is presented in this chapter. 

6.1 OB1 Analyze given dataset 

Figure 10 represents the final dataset distribution analysis. 

 
Figure 10 Dataset character and orientation distribution 

The characters X and M are underrepresented, and the character F is extremely underrepresented. How-

ever, the characters M, C, and F only appear in the third column and the customer is not interested in the 

information in this column. Consequently, it is not a problem for the customer’s system if those characters 

are not correctly predicted. As analyzed in Appendix B) the first batch B1 showed the underrepresentation 

of the character X, therefore the images for batch B3 were chosen to have only images with the character 

X. All images with the orientation None are images from the second batch B2, since they do not contain any 

text. Excluding the orientation None, the orientations are not uniformly distributed, which means the ori-

entation is not completely random. 
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Figure 11 Dataset Brightness and Marking distribution 

Most pictures have normal brightness and a narrow marking. Less than 6% of the pictures are bright and 
less than 13% of the pictures have a wide marking. 

6.2 OB2 Evaluate existing pretrained solutions 

Solution name Version Serial number Accuracy RoI Accuracy 

Google Lens May 2022 0% Na 

Tesseract 4.0.0 0% Na 

EasyOCR 1.4.2 0% Na 

EAST OpenCV version 

4.5.5.64 

Na 0% 

Table 4 Results of pretrained solutions 

None of the pretrained solutions could predict a single serial number correctly. Also, the EAST model could 

not predict a single correct region of interest. 
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6.3 OB3 System design 

In this chapter, the training results of each model are presented. 

6.3.1 RoI model 

 
Figure 12 Training and validation progress, RoI model 

Only the SSD MobileNet V2 FPNLite 320x320 model was trained for the RoI problem. As later presented in 

chapter 6.4  the model has already performed well enough, such that no further training time has been 

allocated for this problem. Figure 12 shows the final training progress of the model used in the system for 

the region of interest detection. Surprisingly, the model does not tend to overfit the given problem. How-

ever, training for a longer time would not be useful since the learning rate declined already to a value of 

below 0.01. As can be seen, even the training loss does not change significantly from 35000 to 40000 train-

ing steps. 
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6.3.2 Angle model 

 
Figure 13 Training and validation progress, angle detection model 

The training process of the angle model used in the final system design is shown in Figure 13. Note after 

about 23 steps the model tends to overfit. As a result, the model used in the system was trained for exactly 

23 epochs. 

6.3.3 OCR model 

 

 
Figure 14 Training and validation progress, OCR SSD MobileNet V2 FPN Lite 320x320 
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The model selection for the OCR problem was more difficult than for the RoI problem. In RoI, there was only 

one model, which did not tend to overfit. Therefore, simply the model after the most training steps could 

be selected.  

For OCR, all four models presented in Table 3 were trained. But as can be seen in Figure 14 compared to 

the RoI problem the models tend to overfit. Bigger models tend to overfit more. All training progress images 

for every model can be found in appendix C). 

It is difficult to tell when a model starts to overfit. For MobileNet V2 FPNLite 320x320 the total loss value 

starts to grow again after around 12000 steps, however, classification loss already grows after 3000 steps. 

It is hard to tell which is the right amount of training step for the best result on the OCR problem. To account 

for this several models were exported and tested in the pipeline on the OCR validation dataset. Since this 

type of validation could not be integrated into the training progress, only a few samples were taken for each 

model. 

 
Figure 15 SnA of the various models on the OCR validation dataset 

Figure 15 shows, that model SSD MobileNet V2 FPNLite 320x320 had the best serial number accuracy (SnA) 

on the OCR validation dataset after 49500 training steps (a diagram containing only the two best models 

can be found in appendix D)). When we compare Figure 15 with Figure 14 (and Figure 25 to Figure 27 in the 

appendix), we can see that the total loss on evaluation would not have been a good choice to detect the 

number of training steps. 

All MobileNet models were trained up to 60000 training steps, however, 50000 would have been enough. 

The learning rate for the MobileNet versions approaches zero at around 50000 training steps (see Figure 

14). For the same reason, the validation stopped early after 50000 training steps for those models. 



Page 25 of 43 
 

6.4 OB4 System evaluation 

 
Figure 16 Successful serial number prediction 

The final model evaluation must take place only at the end of the development. Otherwise, there is the risk 

of information leak (see chapter 4.3.4). Therefore, the OCR model for the final pipeline has been selected 

from the data in chapter 6.3. The final selected OCR model was model SSD MobileNet V2 FPNLite 320x320 

with 49500 training steps. 

 
Figure 17 Final system results 

Figure 17 shows the percentage of image prediction categories for all 554 test pictures. Note that 354 test 

pictures were fully labeled, and 250 test pictures had no serial numbers. The OCR postprocessing algorithm 

could correct 1.8% (10 pictures) of the predictions, while 5.8% of the images had an error that could not be 

corrected. 

 
Figure 18 shows all the characteristics introduced in chapter 4.4. The three most important characteristics 

are serial number accuracy, RoI accuracy, and false positive rate. The system accuracy is great to rate the 

system with one number, however, it is dependent on the ratio between images with serial numbers and 

images without serial numbers. Since the ratio in a productive system is fifty-fifty, it is to be expected that 

the system accuracy will rise to around 95% (average of SnA and RA). 



Page 26 of 43 
 

 
Figure 18 Final system characteristics 

6.4.1 Evaluate angle model 

 
Figure 19 Absolut angle error of angle model 

Figure 19 was created to gain more insight into the angle detection’s accuracy. The absolute angle error in 

degrees does not exceed the value of 20 degrees. Based on the result of this dataset, the angle detection 

model is good enough for the current system, since the error did not exceed a value of 45 degrees, which 

would lead to a wrongly oriented picture. 

However, note on the final test dataset, the angle model wrongly classified 2 out of 354 images, which 

means the model made at least 2 mistakes bigger than 45 degrees. As previously mentioned Figure 19 could 

not be created with the final test dataset since it does not contain the absolute angle information. Instead, 

the angle test dataset was used. 
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6.4.2 Mistakes Analysis 

 
Figure 20 Example of faulty OCR prediction 

 
Figure 21 Brightness and Marking distribution of faulty predictions 

 
Figure 22 Character mistakes 

Figure 21 shows the distribution of the features brightness and marking, on the images that had wrong 

predictions. They show a similar distribution as the original dataset. The left diagram in Figure 22 shows the 

most common character mistake combination. The x-axis labels on this diagram are created by the rule 

<predicted> vs <truth>. The diagram only shows character mistake combinations that appeared at least two 

times. A diagram containing all character combination mistakes can be found in appendix F).  

The right side of Figure 22 reveals, that character 3 was misclassified the most (20 times). To better under-

stand the faulty predictions, it is helpful to analyze the images themselves (see appendix D)). 
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6.4.3 Execution time analysis 

 

Model Average execution time Median execution time 

RoI: SSD MobileNet V2 FPNLite 320x320 41.2ms 36.9ms 

Angle detection 23.4ms 22.9ms 

OCR: SSD MobileNet V2 FPNLite 320x320 44.3ms 40.9ms 

Total pipeline 84.3ms 98.7ms 
Table 5 Final system execution time analysis 

The prediction takes several seconds, probably until all the system parameters are loaded into the RAM. 
Therefore, the average execution time for the object detection models. 

7 Discussion 
The final system could achieve a serial number accuracy of 90.4 percent and a false positive rate of zero 

percent. Thus, we prove that it is possible to build an industrially robust OCR system based on deep learning 

technologies to detect serial numbers on noisy images. One of the key factors in the system is checksum 

validation. Without this, it would not have been possible to achieve a false positive rate of zero percent. 

It is difficult to compare these results with any other public work since the datasets were different. As an 

alternative, it is possible to compare the system against the accuracy of the previous system used by the 

company. According to the customer, the previous system had an accuracy of 33 percent. It is unsure if this 

value is system accuracy or serial number accuracy, however, the work presented in this work achieved 

significantly better results in both characteristics. 

7.1 Pipeline method 

The separation of tasks brings several advantages: 

• The model detecting RoI can work with a smaller scaled input size than 1624x1234. Not every 

pixel information is needed to detect the region of interest. 

• The subsequent models after RoI can use the output from the RoI detection and work only with a 

small part of the original input size. 

• Each model can be evaluated on its own and therefore the entire system is easier to debug. 

 
But it also comes with disadvantages: 

• Each model needs to have its training data. 

• Errors from one model are propagated to the next model. 

• Having three separate models will probably result in a bigger solution (number of parameters) and 

it will be slower (execution time). 

While the disadvantages are not negligible, the advantages are more important. It is better to have a solu-

tion where the human understands why certain parts of the system do not work versus a solution that might 

work but the developer does not understand the system and can also not help to improve it. In short, the 

pipeline solution minimizes the development risk while it risks potential performance costs. 

7.2 Methods implementation and results 

As the result of chapter 6.2 have shown it is not possible to use any of the investigated pretrained solutions 

for the given OCR task. From this can be concluded, that a custom-trained system must be used. The given 

dataset had an underrepresentation in the character X, however as Figure 22 shows, this shortcoming did 

not affect the system’s result. The underrepresentation of X is simply given by the problem, the character 

can only appear in two out of 11 possible locations in every picture. The intention of the dataset features 

brightness and markings was to find patterns in the system’s faulty predictions. But as can be seen in Figure 
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21, the faulty predictions do not seem to be correlated to any of these two features. Instead, it is more 

helpful to directly analyze some of the faulty predictions (see appendix D)). Having a detailed look at those 

reveals, that the issue does not lie in the brightness or the marking but rather in noises in the background, 

partly printed characters, or missing or too many character predictions. It is difficult to reason why some 

images have too many or too few character predictions, but it could be related to the high scaling sensitivity 

of the used OCR model (SSD MobileNet V2 FPNLite 320x320). An implementation mistake revealed that the 

model performs extremely poorly, as soon as the scaling of the input image differs from the scaling used 

during training. Therefore, the model might fail on images that would be easy to read for a human, but 

which have a slightly different scaling in the training pictures. 

As previously mentioned, some drawbacks of using a pipeline method are failure propagation, slower exe-

cution time, and the need for additional training data. However, in this work, the disadvantages were nearly 

negligible. The RoI and angle model combined contributed 0.8 percent of the total failure rate. In terms of 

execution time, the RoI and OCR model take the same amount of time since both have the same model 

architecture. The angle model is about 10-20 milliseconds faster than the others. Not to be dismissed com-

pletely is the additional effort to generate training data. But also, here the amount of work to create the 

angle data was around 10 percent of the total amount of labeling work and the training data for the RoI 

model can be created from the OCR model. 

The total average system execution time of 84.3 milliseconds does fulfill the customer’s system requirement 

of being faster than 10 seconds with a large margin. 

Using the serial number accuracy as a measurement tool to determine when to export which model (Figure 

15) was an additional effort since every model had to be exported multiple times. During training the system 

stores a model checkpoint every 500 steps. Before the SnA value could be evaluated for a certain check-

point, the model had to be exported to a different format. This additional effort has proven itself to be 

worth it. It would have been very difficult to choose the best-performing model by just looking at the train-

ing plots. All the relevant training plots can be found in appendix C). The training process revealed, that on 

the given dataset both models based on CenterNet2 did not perform well and the validation and training 

loss were higher compared to the SSD MobileNet versions. One explanation attempt for these relatively 

bad loss values could be the internal structure of the CenterNet models. As previously mentioned, due to 

an implementation mistake the models were given a wrongly scaled image. While the SSD MobileNet per-

formed poorly with the wrongly scaled image, both CenterNet models nearly have the same results as they 

had with the correct implementation. It can be assumed that CenterNet models include a stage that tries 

to minimize scaling issues, which could explain the bad training results on this dataset. 

7.3 Angle method 

For a reader, the chosen method to detect the angle can be unnecessarily complicated. Instead of adding 

absolute angle information to the dataset, building a regression model, and then binning the angle into 90 

degrees bins, a classification system using the original dataset orientation information could have been 

built. That would have been the easier approach for the given problem. But for the customer, it was im-

portant to have a system, which can be relatively easily adapted to another production location, where they 

use round steel bars. For the same reason, in the results chapter besides the angle accuracy also the abso-

lute angle error was evaluated. 

 
2 CenterNet HourGlass104 512x512, CenterNet MobileNetV2 FPN 512x512 
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7.4 Discarded method 

Before the official start of the thesis, the customer needed to know how the dataset should be prepared. A 

table with filenames, serial numbers (containing the information of all character lines) as well as the infor-

mation about the orientation in 90 degrees steps was requested. At that time the author did not have much 

experience with OCR problematics and therefore no bounding boxes around each character (as described 

in chapter 5.2.1) were requested. 

The idea was to use an existing text detection model as EAST [10] to find the RoI. With images containing 

only the text information, then an end-to-end text recognition model as CRNN [12] could be trained. 

After a potential successful implementation, the model could have been transformed into a fully end-to-

end trainable model which would also include finding the region of interest. As a starting point, the work of 

Bartz, Yang and Meinel with their Semi-Supervised End-to-End Scene Text Recognition approach could have 

been used [41]. 

The idea of using a pre-trained model for text detection without additional training was dismissed after 

evaluating a pre-trained EAST model from the Open CV implementation. The model could not do a single 

correct prediction on the given problem (see chapter 6.2). 

 
The idea of using an existing end-to-end scene text recognition approach was dismissed due to the follow-
ing reasons: 

• It is difficult to find an understandable implementation of an end-to-end system not requiring text 

boxes 

• An end-to-end system would require a big input space (1624x1234x3). This may increase the total 

model size, which increases training time and the risk of overfitting 

• It would be difficult to debug the system since the source code would have been written by a third 

party 

The last point was the decisive one. The risk of having a nonfunctional system, without knowing to debug 
it properly, was too big. 
 

7.5 Ethical and societal aspects 

A common ethical concern in the area of artificial intelligence and deep learning is the risk of unemployment 

for the people whose job is being taken over [42]. Luckily the solution presented in this paper does not 

replace a human in the customer’s company. In the case of a system implementation on the production 

side, the main result will improve the traceability during production, since it was never a feasible solution 

to use a human to read every serial number manually. On one hand many would agree, that reading text 

from images is tedious work, and that we gladly leave it to machines. On the other hand, object detection 

and optical character recognition technologies form the foundation for modern monitoring systems. Some 

countries are already monitored by an AI system that detects criminal activities without the help of a hu-

man. The power of such a system is enormous and it is also not flawless. In 2019, for example, a Chinese 

citizen was fined 50 yuan for scratching his head while driving his car [43]. The AI system interpreted the 

movement of his hand as a phone call and using the phone while driving is illegal. While this example sounds 

relatively harmless, it gives a good impression of what such a system is capable of. Also, OCR systems have 

their drawbacks, especially in concern of data privacy. For a long time, people thought it comes with a low 

risk of sending private or even secret information in an E-Mail attachment like a picture or pdf. But that is 

not the truth anymore. If you use E-Mail services like Gmail (Google) or Hotmail (Microsoft) those attach-

ments are automatically scanned and indexed by these systems[44]. 
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7.6 Limitations 

Some drawbacks and limitations of a pipeline method are already discussed in chapter 7.1. While they were 

generally about a pipeline structure, this subchapter presents the limitations of this concrete work. 

Due to a separation of tasks, many tasks and rules had to be coded in python. In this python code, a lot of 

information about the problem was used. First, the RoI detection may return several text predictions with 

high confidence. But the code will simply choose the one with the highest confidence. Also, the OCR post-

processing makes use of the known restriction of the given serial number. The system can detect an invalid 

serial number prediction, by comparing the detected character groups with the expected number of char-

acters. Therefore, the system would require manual code changes, if the serial number would come in a 

different format. Furthermore, the system and especially the OCR detection is fine-tuned on the current 

font. If the customer would change the font or printing technology, the system would probably not be as 

accurate anymore. The models would require retraining on the new font.  

The OCR postprocessing algorithm already makes use of many known serial number parameters such as 

length and allowed characters. Nevertheless, the information about the character positions is currently not 

fully used. As earlier mentioned (chapter 4.3.5), the character predictions are first grouped by location and 

afterward sorted by X and Y coordinates. But the algorithm does not detect if a prediction is from the wrong 

position. As an example, from the problem we know, on the first line we expect 4 character groups. On the 

second line 3 groups, a space, and then two groups are expected. Imagine an OCR prediction of 5 groups on 

the first line, 2 groups, a space, and 2 groups on the second line (as we can see in appendix E), such a 

scenario is realistic). Given such a prediction, the current OCR postprocessing would use the last character 

from the first line as the first character on the second line, to build a serial number prediction. Thereby 

becomes clear, that the error analysis in Figure 22 should be treated with caution. The character mistake 

analysis assumes, that only wrongly classified characters exist. However, in many cases, there are also miss-

ing characters and duplicated character predictions, which may not be grouped correctly together. Also, 

rarely a character is predicted, whereas in the picture no character exists.  

8 Conclusion 
In this work, we demonstrated the possibility of building an industrially reliable OCR system with noisy im-

ages as an input. An end-to-end system for automatic serial number classification in the steel industry was 

built, trained, and tested. The developed system contains three major subproblems, detecting the area in 

an image that contains text (RoI problem), detecting the absolute text angle, and finally locating and classi-

fying each character on an image, containing only a horizontal serial number (OCR problem). In collabora-

tion with the customer, a dataset with the size of 1694 pictures was created. For the problems RoI and OCR, 

pre-trained object detection solutions could be fine-tuned for the given tasks. The angle detection model 

used in the system was developed and trained from scratch. To achieve the best possible serial number 

accuracy, four different object detection models were compared. The presence of a checksum inside the 

serial number did not only allow the validation of a serial number but also allowed to fix some faulty serial 

number predictions by choosing an alternative prediction. Final results were tested on a dataset, never seen 

for each subproblem. The final pipeline reached a serial number accuracy of 90.3 percent which is nearly 

triple the accuracy of the previous system (accuracy of 33 percent). The average execution time for the end-

to-end pipeline is 84.3 milliseconds which is significantly below the requirement of 10 seconds. 

 

While having some disadvantages in training data creation, the usage of multiple pre-trained object detec-

tion models has proven itself to be very useful in an OCR system. Furthermore, the training of an angle 

detection model has shown that data augmentation is a useful tool in situations where the training data has 
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an uneven distribution, and it allows to train with a relatively small dataset without the usage of transfer 

learning. 

The training of multiple OCR models has shown, that according to the training plots bigger models tend to 

overfit faster than models with smaller ones. This can best be compared with the SSD MobileNet V2 FPNLite 

models, the 640x640 model overfits faster than the model with an input of 320x320 pixels. 

This work has also shown that it is important to always use the evaluation metric which is most important 

for the final system, to choose the correct model and the right amount of training steps. Choosing an initial 

model for transfer learning has been proven to be difficult. On the Coco dataset, the model CenterNet Hour-

Glass104 512x512 has performed the best, while in this work it could not come close to the performance of 

SSD MobileNet V2 FPNLite 320x320.  

Even though it is possible to track serial numbers by reading the characters, classical systems such as bar-

codes or QR codes should be used wherever possible. For most customer applications a serial number ac-

curacy of 90.4 percent would not be feasible. Also, the training effort (invested time to prepare dataset, 

total training time for each subproblem) and computational cost are very high. The execution time may be 

too slow for many other applications. Wherever a barcode or QR code cannot be used, it is important to 

build some redundancy, as a checksum, into the serial number to validate the predicted serial number. 

8.1 Future Work 

There are several approaches to improving and adapting the given system. As previously mentioned, in the 

future the customer would like to use the same system at another production facility where the steel bars 

are round. As a result, the serial number on the steel bar can have any arbitrary rotation. Before porting the 

current system to the other use case, the current system should be tested for how well it performs when 

the OCR input image is rotated by the exact predicted angle from the angle model. 

As previously mentioned most faulty predictions are on images where the surface is humped or maybe due 

to an unknown scaling or zoom. In case the scaling assumption is true, the training data could be augmented 

by a random zoom factor. Also, the results on pictures with uneven surfaces could be tackled by additional 

data augmentation of randomly removing some part of the serial numbers or artificially decreasing the 

quality of the images. This should make the model more robust. 

As discussed in chapter 7.4 another approach to this problem would have been building an end-to-end 

learning system. This would be a system that integrates all three steps used here into one model and only 

learns with the serial number label without any box information. Such a system may require a lot more 

training data since transfer learning is probably not an option. However, nearly endless training data could 

be created fairly cheaply, by shooting pictures right after the labeling process at the factory. When the steel 

bar is labeled, the needle printer has the serial number information and therefore a picture can be taken 

right after the labeling process. Having several hundred pictures a day, after a year there should exist 

enough training data for an end-to-end learning system. 

There are also possibilities to improve the current system without changing the entire structure or using 

data augmentation. First, the poor performance of both CenterNet models should be investigated. An error 

in the model training configuration cannot completely be excluded. In case everything is fine with the setup 

and the CenterNet models simply do not perform well on this kind of problem, other models could be eval-

uated. Having multiple OCR models with similar serial number accuracy would open the possibility to use 

multiple OCR models in parallel and build an ensemble system. In case the first one fails to predict a serial 

number, the second model can step in. 
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9 Terms and abbreviations 
• AA: Angle Accuracy, see chapter 4.4.2 

• CA: Character Accuracy, see chapter 4.4 

• CRNN: Convolutional-recurrent neural network [12] 

• FCNs: Fully Convolutional Networks [9] 

• FPR: False Positive Rate, see chapter 4.4 

• OCR: Optical Character Recognition 

• RA: RoI Accuracy, see chapter 4.4 

• RoI: Region of Interest 

• RFID: Radio Frequency Identification 

• SA: System Accuracy, see chapter 4.4 

• SnA: Serial number Accuracy, see chapter 4.4 

10 Deliveries 
Due to Non-Disclosure Agreement with the company Ovako, not all the thesis project files can be published.  

The following files are delivered with the project, inside a .zip package: 

• data/batches_meta_info: folder containing three excel files, with meta information about each 

labeled batch of pictures 

• data/meta_info.csv: meta data spreadsheet of final dataset 

• Readme.md: official project repository description 

• Readme.pdf: official project repository description in pdf format 

• requirements_minimum.txt: Python requirement file, referenced in Readme.md 
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Appendix 
A) Flow Chart Pipeline 

 
Figure 23 Flowchart Pipeline 
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B) Dataset batch history 
From the 1001 received pictures of batch B1, not all were unique. As described above, sometimes there are 

multiple versions of the same picture, where the only difference from one version to the next one, is the 

brightness. Also, on some pictures, it was not possible to read all characters resulting in null values. After 

filtering for version 1 pictures only and removing all null values there are 746 unique, fully labeled pictures 

left.  

 
Figure 24 Character and orientation distribution of dataset B1 

To spot potential weaknesses in the dataset, Figure 24 visualizes the distribution of characters and the dis-

tribution of image orientation. The character F is strongly underrepresented. However, since the characters 

M and F only appear in the last row of the serial number, this is not a problem for the given application. The 

solution does not need to read the third row of the serial number. Also, character X is slightly underrepre-

sented compared to the other characters. The orientation is not uniformly distributed and therefore not 

completely random. 

As mentioned in chapter 2.1 every second picture fed to the system will be a steel bar without a serial 

number. To train and test the system also for this situation the customer provided 505 unique pictures 

which do not contain any serial number. These pictures were delivered in batch B2. 

To compensate for the underrepresentation of the character X in batch B1 the customer created a third 

batch B3 with 100 pictures all having at least one X character in the serial number.  
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C) OCR Training progress 
The diagrams presented here were created during training of all the models presented in Table 3 for the 

OCR problem.  

 
Figure 25 Training progress SSD MobileNet V2 FPNLite 640x640 

 
Note the CenterNet models (figures below) do not have the classification, localization, and regularization 
loss separately. Therefore, the first subplot is empty. 
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Figure 26 Training progress CenterNet MobileNetV2 FPN 512x512 

  
Figure 27 Training progress CenterNet HourGlass104 512x512 
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Figure 28 Training progress SSD MobileNet V2 FPNLite 640x640 RoI 400 

 
Figure 29 Training progress SSD MobileNet V2 FPNLite 640x640 min RoI 
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D) Detailed model validation 

 
Figure 30 Detailed model comparison 320x320 vs. 640x640 
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E) Collection of faulty predictions on the test dataset 
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F) Complete faulty character prediction combinations 

 
Figure 31 Complete faulty character prediction 

 


