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ABSTRACT 
In this thesis the problem of providing good recommendations to assist users to make the best 

choice out of numerous options is studied. To overcome the common problem of sparsity of 

the data, from which recommendations are inferred, additional label information assigned to 

items is considered. Based on a literature survey approaches that have proven to perform well 

were identified and combined into a single Framework. The proposed framework is based on 

the third-order Restricted Boltzmann machine which enables to incorporate label information 

as well as traditional rating information into a single model. The framework also implements 

the global-approach of collaborative filtering, where the user- and item-based approaches are 

both considered to improve the performance of the model. The proposed framework is 

implemented and evaluated using an experiment measuring the prediction error on test 

samples. The results obtained from the conducted experiments did not confirm the 

assumptions made about the improve of the models accuracy, when incorporating the 

additional label information. Reasons for this are identified and discussed. 
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1 INTRODUCTION 
In almost every part of everyday life, people are confronted with a growing amount of choices. 

Due to the limited human cognitive capabilities (Miller 1956) it has become unmanageable for 

us to consider all available options in some cases, which is crucial in decision making. 

Computer based systems have been developed to assist us in such situations and to 

compensate our lack of processing capacity and memory. The family of approaches to tackle 

this problem is commonly referred to as recommender systems (Burke 2007). These systems 

mostly try to rank the available options according to how valuable they are to a user or reduce 

the number of choices to a comprehensible amount, often achieved by simply selecting the 

top n ranked options, and therefore provide a personalized recommendation (Adomavicius & 

Tuzhilin 2005).  

Recommender systems have been applied to a broad range of problem scenarios among very 

different areas. Most popular applications which have already become part of our daily life 

are product recommendations, e.g. on Amazon.com (Linden et al. 2003), video 

recommendations, e.g. on youtube.com (Davidson et al. 2010) and news recommendations, 

e.g. on dailylearner.com (Billsus Daniel & Pazzani Michael J. 2002). But also in very specific 

areas like personal learning (Chatti et al. 2013) or expert recommendations (McDonald et al. 

2000) such systems have proven to have a valuable impact on the outcome of the overall 

process. 

As illustrated by the previous application examples a unifying challenge for most 

recommender systems is to recommend items that will be useful for, appreciated or bought 

by a specific user or group of users. Depending on the specific applications, recommendations 

are inferred from information extracted from item descriptions, user ratings, shopping 

histories or user item views. Some approaches even examine social structures, by making use 

of the relationships among users to infer additional information, to further improve the 

systems performance, i.e. the match of recommendations with the users needs(Liu et al. 

2015). Among these application areas a great deal of research has been conducted on the 

subject of movie recommendation, from the time on when Netflix announced of the Netflix 

Price challenge in 2007 (Bell et al. 2009). Around 20,000 research groups joined the 

competition which awarded the winning team with a 1,000,000$ price in 2009. The task was 

to identify movies that a particular user will most likely enjoy based on feedback provided by 

the user beforehand. The amount of feedback is mostly very small compared to the total 

number of available movies to recommend, e.g. the Netflix Price dataset contained 18,000 

different movie titles. (Bell et al. 2009)  

In this thesis a recommendation framework based on a statistical model called restricted 

Boltzmann machine, also referred as a harmonium (Smolensky 1986), is presented, which is 

able to cope well with the common problems of high dimensional and sparse data as well as 

in the so called cold start scenarios, where a new user or item joins the systems (Bogers & Van 

Den Bosch 2011). The proposed framework arguments rating based user feedback with labels 
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assigned to items to tackle the problem of a great deal of missing values and thus improve the 

accuracy of recommendations for users that have only provided little feedback. The developed 

approach is applied to a movie recommendation task, where based on user provided ratings 

of movies, unseen movies that the user will also enjoy should be recommended. 

This thesis is structured as follows. First I will give an overview over the different approaches 

of recommender systems in Section 2 and provide a detailed survey over methods of one 

family of approaches termed collaborative filtering. In Section 2 - Background the basic 

concepts, e.g. restricted Boltzmann machine, are introduced on which the later applied 

approaches base, to provide the reader with the knowledge required to follow the subject of 

this thesis. In Section 3 – Problem formulation the general challenges of recommender 

systems and the particular deficiencies of current approaches are outlined which lead to the 

problem this thesis approaches. Having the problem defined, Section 4 - Methods describes 

and justifies the deployed scientific methods to solve the chosen problem and validate a 

possible solution. The outcome of the applied scientific method manifests in Section 5, were 

the proposed solution is introduced and justified w.r.t. related approaches. The conducted 

experiments are described in detail in Section 6, as well as their results are presented and 

analyzed. The final section of this thesis is formed by a discussion of this work and the obtained 

results w.r.t. recommendation systems and the general body of knowledge within the field of 

data science.  
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2 BACKGROUND 
This section provides a general overview of recommender systems followed by more detailed 

view on approaches in a subfield called collaborative filtering (Bogers & Van Den Bosch 2011). 

After that the basic principles of the Restricted Boltzmann machine are described, on which 

the proposed framework introduced in Section 5 is based on.  

2.1 Recommender Systems – Overview 
Burke (2007), distinguishes recommendation techniques by (1) the kind of information the 

technique bases its recommendations on, (2) the required information to initiate a single 

recommendation process, i.e. the input needed to obtain an individual recommendation, and 

(3) the method deployed during the process of inferring a recommendation. Burke identifies 

5 common recommendation techniques: Knowledge-based, Utility-based, Demographic, 

Content-Based and Collaborative. (Burke 2007) 

Knowledge-based recommendation systems map a user’s needs to an item’s characteristics 

and decide based on e.g. cosine similarity if an item should be recommended. The user’s needs 

are inferred from a user profile which can be a history record or a specific query made by the 

user. 

Utility-based recommendation systems make recommendations by maximizing a user specific 

utility function, which is evaluated on all available attributes. A critical part of these techniques 

is how the utility function is obtained. One way to do this is to have a highly selective/extensive 

query provided by the user which can be transformed into a utility function or to learn the 

function from given data, e.g. infer from a user profile. 

The remaining three techniques have in common that their algorithms base on explicit ratings 

given by users on items and extract their recommendation based on a ranking of unassessed 

items. The technique assign a predicted rating for each unrated user/item pair to build s users 

specific item ranking. 

Demographic recommendation systems make use of a user profile consisting of demographic 

information to compute similarities among users. A sum is formed over ratings of the k most 

similar users, factorized with the corresponding similarity value. The sum is evaluated for a 

user/item combination over similar users that rated this item and states a prediction for this 

rating. 

Content-based recommender systems build a user profile out of items a user has rated 

considering their characteristic. The result is a description of a user by his appreciation for 

certain attributes. The predicted rating is inferred from the similarity of an unrated item to 

the user profile. 

Collaborative recommendation systems also infer predicted ratings by building a 

representation that captures the dependencies among users and items based on the given 
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user item ratings. Similarities are formed in this often lower dimensional representation and 

based on these predicted ratings are extracted.  

2.2 Collaborative Filtering  
Table 1: Example ratings provided by users on items. The matrix holds for each user one row and one column per item. The 
value in cell i,j states the rating user i assessed item j. Cells labeled with’ –’ indicate missing ratings. 

 Item 1 Item 2 Item 3 Item 4 Item 5 

User 1 1 3 -  - 

User 2 5 1 3 2 2 

User 3 2 - 1 5 5 

User 4 5 - 4 3 - 

 

One commonly used and good/top performing method to make recommendations is called 

Collaborative Filtering (CF) (Bogers & Van Den Bosch 2011). In CF there are 3 main groups of 

approaches: memory-based, model-based and combinations of the former two. 

Within memory-based approaches there are again three subcategories: user-based (U-CF), 

item-based (I-CF) and a combination of the both often referred as hybrid collaborative filtering 

(Su, 2009). Assuming we have data describing ratings of users on items, U-CF would create a 

neighborhood around each user consisting of other users that have similar taste, determined 

by ratings on common rated items using a distance metric (often cosine similarity). Ratings 

from this neighborhood, on an item the considered user has not rated, are summed while 

incorporating the similarity of neighbors obtained by the chosen distance metric. The resulting 

value estimates how the user would have rated the item. Considering the ratings described in 

Table 1 we want to know how user 4 would rate item 5. To do this we first identify similar 

users: in this simple example user 2 provided similar ratings on items 1 and 3; and second we 

infer from the rating user 2 has given item 5 the predicted rating of user 4 on item 5, which 

will in this case be around 2. Computing this value for all missing item ratings enables us to 

choose items with highest estimated rating as recommendations. The drawback of U-CF 

models is that they are strongly dependent of a sufficient amount of provided ratings per user 

to produce useful recommendations, often referred as user-cold-start problem.  

Similar to U-CF, but this time from the item perspective, in I-CF we define the neighborhood 

over items instead of users. The similarity of items is also measured by a distance metric but 

this time evaluated on ratings the items received. Picking up the previous example: which 

rating would user 4 assess item 5. We first identify similar items: item 4 has received identical 

rating of users 2 and 3 as item 5; and second infer from the rating user 4 has given item 4 the 

predicted rating of item 5, which would be 3. 
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In general, in this view items are recommended based on the result of the weighted sum of 

ratings an items neighbors received. These estimated ratings can be again used to rank not 

rated items of users and present the highest rated as recommendation to a user. The benefit 

of I-CF is, that it can cope with the user-cold-start better than U-CF and offers performance 

improvements, for application where the number of items is smaller than the number of users, 

since the similarity metric needs to be evaluated only on the smaller amount of items. (Su & 

Khoshgoftaar 2009) 

The mentioned advantages of I-CF and the reason why it’s often implemented is, it’s capability 

to cope with the user-cold-start problem. The reason for that is, that it, like shown in the 

example, considers only ratings given by other users and not the provided ratings of that 

particular user. The price for that is that I-CF suffers when the number of ratings on an item is 

very low, e.g. a new item has joined the data base and as not been rated jet, which is called 

item-cold-start problem. 

Combined CF models try to merge both of the previous methods to cancel out each other’s 

deficits and is called hybrid or global approach. A naive method would be switch between the 

two models depending on the number of given ratings (user and item wise) for the current 

considered user/item combination. Beside the mentioned cold-start problems memory based 

models also struggle with the omnipresent sparsity of the data in this kind of applications. (Su 

& Khoshgoftaar 2009) 

Model-based CF approaches try to cope with the cold-start problems by building a model 

which is able to represent latent dependencies among items and users. They have access to 

global information, generated during the training phase, to compensate missing data in the 

cold-start case and also are able to handle the sparse data problem in general better. Several 

model based approaches have been successfully applied to the recommendation problem 

with better scores than the memory-based models. However, the advantage in precision come 

at the cost of complex model building compared to the straight forward comparisons done by 

most memory based models. Scalability of the models is also an important factor which, when 

working with data sets that exceed an item count of 1 million. (Su & Khoshgoftaar 2009) 

h1 h2 h3 hn

v1 v2 v3 v4 vm-1 vm Visible Layer V

Hidden Layer H

ConnectionWeigths W

Figure 1: Graph representation of a Restricted Boltzmann machine illustrating the two bipartite sets of vertices, i.e. hidden 
layer H and visible layer V, and their weighted connections W. 
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2.3 Restricted Boltzmann Machine  
A Restricted Boltzmann machine is a Markov Random Field (MRF) (Fischer & Igel 2014) and 

can be described as an undirected bipartite graph 𝐺 = (𝑉, 𝐸), see Error! Reference source 

not found., where V are the vertices of the graph consisting of 𝑚 visible units 𝑽 = (𝑉1, … , 𝑉𝑚) 

and 𝑛 hidden units 𝑯 = (𝐻1, … , 𝐻𝑛), these sets of units are often referred as layers, and edges 

𝐸 defining connections among the vertices (Fischer & Igel 2014). A MRF describes a set of 

random variables 𝑿 = (𝑋1, … , 𝑋𝑚+𝑛) that fulfill the property, which is called the local Markov 

property, that a random variable 𝑋𝑢 is only dependent on its neighbors or from the other point 

of view: it is independent of all other variables given its neighbors. Referring back to our graph 

𝐺 two units 𝑢 and 𝑤 taken from 𝑉 are neighbors if there is a connecting edge {𝑢, 𝑤} ∈ 𝐸, in 

general the neighborhood of unit 𝑢 is defined by 𝑁𝑢 = {𝑤 ∈ 𝑉: {𝑢, 𝑤} ∈ 𝐸}.  

Additionally the joined probability distribution of 𝑿, i.e. the probability that variables in 

𝑿 have the values 𝒙 = (𝑥1, … , 𝑥𝑚+𝑛), of a MRF is given by the Gibbs distribution 

𝑃(𝑿 = 𝒙) =
1

𝑍(𝒙)
𝑒−𝐸(𝒙), (1) 

where the function 𝐸(𝒙) is referred as the energy function, inspired from physical systems, 

stating the energy of the system for a configuration 𝒙.  

The function 𝑍 marginalizes over all the variables and is called partition function. It is defined 

as 

𝑍(𝒙) =∑𝑒−𝐸(𝒙)

𝒙

. (2) 

With the RBMs bipartite characteristics and the local Markov property a unit’s state is only 

dependent on states of the other layer’s units, i.e. the state of hidden unit ℎ𝑗 ∈ 𝑯 depends 

solely on states of the visible units 𝒗 = (𝑣1, … , 𝑣𝑚) ∈ 𝑽 and the state of visible unit 𝑣𝑖 ∈ 𝑽 is 

dependent on states of the hidden units 𝒉 = (ℎ1, … , ℎ𝑛) ∈ 𝑯. 

Thus the probability of a layer being in a certain state is only dependent on the other layers 

state, i.e. the probability that the units in 𝐻 take values 𝒉 is dependent on the values 𝑣1, … , 𝑣𝑚 

of visible units in 𝑉 and vice versa. 

Therefore the joined conditional probability of the hidden layer factorizes and can be 

expressed as 

 𝑝(𝒉|𝒗) =∏𝑝(ℎ𝑗|𝒗)

𝑚

𝑗=1

 (3) 

and for the same reasons the joined conditional distribution of the states of the visible units 

is given by 
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 𝑝(𝒗|𝒉) =∏𝑝(𝑣𝑖|𝒉)

𝑛

𝑖=1

. (4) 

The conditional distribution of a single unit being in a specific state is for a binary unit given 

by 

𝑝(ℎ𝑗|𝒗) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 (∑𝑣𝑖𝑤𝑖𝑗

𝑛

𝑖=1

+ 𝑐𝑗) (5) 

and 

𝑝(𝑣𝑖|𝒉) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 (∑ℎ𝑗𝑤𝑖𝑗

𝑚

𝑗=1

+ 𝑏𝑖), (6) 

where 𝑤𝑖𝑗  is the value of the weight matrix 𝑊 associating a weight 𝑤𝑖𝑗 to each edge, i.e. a 

factor 𝑤𝑖𝑗 is assigned to the edge connecting visible unit 𝑣𝑖  and hidden unit ℎ𝑗 . For each unit 

a bias term is introduced, 𝑏𝑖 for visible unit 𝑣𝑖 ∈ 𝑽  and 𝑐𝑗  for hidden unit ℎ𝑗 ∈ 𝑯, to provide 

flexibility to the model. The deployed sigmoid function is defined as  

𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑥) =
1

1 + 𝑒−𝑥
. (7) 

With the joined and conditional distributions a RBM’s marginal distribution for a visible layer’s 

state is given as 

𝑃(𝒗) =  
1

𝑍(𝑣)
∑𝑒−𝐸(𝒗,ℎ𝑗)
𝑛

𝑗=1

 (8) 

 Likewise thermal energy of physical systems is determined by evaluating the current state of 

the system, the energy 𝐸 of a RBM is defined with respect to the state of its units. For a given 

state of visible units 𝒗 and hidden units 𝒉, 𝐸 is defined by 

𝐸(𝒗, 𝒉) = −∑∑𝑤𝑖𝑗𝑣𝑖ℎ𝑗

𝑛

𝑗=1

𝑚

𝑖=1

−∑𝑏𝑖𝑣𝑖

𝑚

𝑖=1

−∑𝑐𝑗ℎ𝑗

𝑛

𝑗=1

. (9) 

A RBM can be considered as a thermal system, where the state of a unit is interpreted as it’s 

temperature. A unit’s temperature is, analogically to physical systems, dependent on the 

temperature of surrounding unit’s, i.e. a low temperature unit connected to mostly high 

temperature ones will , with probability determined by Eq. (1), also change its state to a higher 

temperature. Like other thermal systems tend to reach a state of equilibrium, the energy of 

an RBM can be manipulated via the weight matrix 𝑊 and biases 𝑏, 𝑐. 
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2.4 Training of an Restricted Boltzmann machine 
In order to learn a representation of some data 𝒟 with any model, the likelihood 𝐿 is 

introduced, which measures the similarity of a unknown distribution 𝑞, which 𝒟 is drawn 

from, and the distribution 𝑝 of the model. The likelihood ℒ of a RBM with parameters 𝜃, e.g. 

𝑤𝑖𝑗, 𝑏𝑖and 𝑐𝑗, given data 𝒟 = (𝒙𝟏, … , 𝒙𝑛) is defined as 

ℒ(𝜃|𝒟) =  ∏𝑝(𝒙𝒊|𝜃)

𝑚

𝑖=1

. (10) 

Maximizing the likelihood of a RBM is performed numerical since it is not possible to find a 

analytical solution for the underlying Gibbs distribution (Fischer & Igel 2014). Usually the log-

likelihood, i.e.  log ℒ, is chosen to optimize due to the fact, that it simplifies the computation 

of the derivatives used in the latter optimization process, by transforming the product in (10) 

into a sum of logs in (11). The log-likelihood becomes 

log ℒ(𝜃|𝒟) =∑log 𝑝(𝒙𝒊|𝜃)

𝑚

𝑖=1

 (11) 

and the log-likelihood of a RBM for a data sample 𝒗 = 𝒙𝑖 is given by 

log ℒ(𝜃|𝒗) = log 𝑝(𝒗|𝜃) = log
1

𝑍(𝒗)
∑𝑒−𝐸(𝒗,𝒉𝑗)
𝑛

𝑗=1

= log∑𝑒−𝐸(𝒗,𝒉𝑗)
𝑛

𝑗=1

− log∑∑𝑒−𝐸(𝒆𝒊,𝒉𝑗)
𝑛

𝑗=1

𝑚

𝑖=1

 

(12) 

 

Gradient ascent is a numerical method to find an optimal set of parameters numerically by 

maximizing the averaged log-likelihood of the model overdata 𝒟. This is achieved by updating 

the parameters of the model 𝜃 according to the gradient of the log-likelihood. The typical 

update rule used to train RBMs is defined by 

𝜃(𝑡+1) = 𝜃(𝑡) + 𝜂
𝜕

𝜕𝜃(𝑡)
(log ℒ (𝜃(𝑡)|𝒟)) − 𝜆𝜃(𝑡) + 𝛼∆𝜃(𝑡−1)

⏟                            
 ∆𝜃(𝑡)

 (13) 

and consists of the summation of four essential parts: 1. The initial state of the set of 

parameters 𝜃(𝑡). 2. The gradient of the log-likelihood, w.r.t. parameters 𝜃(𝑡), weighted by the 

learning rate 𝜂. 3. The initial set of parameters 𝜃(𝑡) multiplied by the weight cost parameter 𝜆 

which penalizes large parameter values. 4. The change of the parameters 𝜃(𝑡−1), defined by 

2, 3 and 4, of the previous step weighted by the momentum 𝛼, this accelerates the training 

process by increasing the parameter update w.r.t. the previous update ∆𝜃(𝑡−1).   
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Considering the log ℒ given in (12) the gradient for sample 𝒗 becomes 

𝜕 log ℒ(𝜃|𝒗)

𝜕𝜃
= −∑𝑝(ℎ𝑗|𝒗)

𝜕𝐸(𝒗, ℎ𝑗)

𝜕𝜃

𝑛

𝑗=1

+∑∑𝑝(𝑣𝑖|ℎ𝑗)
𝜕𝐸(𝑣𝑖 , ℎ𝑗)

𝜕𝜃

𝑛

𝑗=1

𝑚

𝑖=1

. (14) 

From (14) we can infer the derivatives w.r.t. the different model parameters. Considering a 

weight parameter 𝑤𝑖𝑗 the derivative of the log-likelihood is given as 

𝜕 log ℒ(𝜃|𝒗)

𝜕𝑤𝑖𝑗
= −∑𝑝(𝒉|𝒗)

𝜕𝐸(𝒗, ℎ𝑗)

𝜕𝑤𝑖𝑗
𝒉

+∑∑𝑝(𝒗|𝒉)
𝜕𝐸(𝑣𝑖 , ℎ𝑗)

𝜕𝑤𝑖𝑗
𝒉𝒗

 

=∑𝑝(𝒉|𝒗)

𝒉

𝑣𝑖ℎ𝑗 −∑𝑝(𝒗)

𝒗

∑𝑝(𝒉|𝒗)

𝒉

𝑣𝑖ℎ𝑗 . 

 

(15) 

 
Similar the derivative w.r.t. the bias 𝑏𝑖 becomes 

𝜕 log ℒ(𝜃|𝒗)

𝜕𝑏𝑖
= −∑𝑝(𝒉|𝒗)

𝜕𝐸(𝒗, ℎ𝑗)

𝜕𝑏𝑖
𝒉

+∑∑𝑝(𝒗|𝒉)
𝜕𝐸(𝑣𝑖 , ℎ𝑗)

𝜕𝑏𝑖
𝒉𝒗

 

= 𝑣𝑖 −∑∑𝑝(𝒗|𝒉)𝑣𝑖
𝒉𝒗

 

(16) 

and w.r.t. the bias parameter 𝑐𝑗 

𝜕 log ℒ(𝜃|𝒗)

𝜕𝑐𝑗
= −∑𝑝(𝒉|𝒗)

𝜕𝐸(𝒗, ℎ𝑗)

𝜕𝑐𝑗
𝒉

+∑∑𝑝(𝒗|𝒉)
𝜕𝐸(𝑣𝑖 , ℎ𝑗)

𝜕𝑐𝑗
𝒉𝒗

 

=∑𝑝(𝒉|𝒗)

𝒉

ℎ𝑗 −∑∑𝑝(𝒗|𝒉)

𝒉

ℎ𝑗
𝒗

 

(17) 

Unfortunately the second term in (14) and thus the second terms in (15), (16) and (17) are 

computationally intractable since the sum spans over all of the models variables. Therefore, 

the derivative of the log ℒ is approximated using contrastive divergence (CD). 

2.5 Contrastive Divergence 
 Contrastive Divergence (CD) was introduced to RBM training by Hinton (2002) and is a 

commonly deployed method to overcome the computational complexity of the computation 

of the log ℒ derivative by using Gibbs sampling to generate an approximation. Gibbs sampling 

is an iterative process, where in each step the joined probability distributions of the visible 

and hidden layers are used to sample a state 𝒉+ of the hidden layer 𝐻 and from this sample a 

sample 𝒗− of the visible layer 𝑉 is computed. This process is repeated in a loop or so called 

Markov chain, starting with an initial seed 𝒗+ picked randomly from the training data 𝒟. 
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Fortunately, a single Gibbs step is sufficient to produce an approximation of the gradient 

which is good enough to let the gradient ascent method learn a good representation 

(Larochelle et al. 2012). The single steps of CD can be summarized as 

1. Sample 𝒉+ using 𝑝(𝒉|𝒗+), where 𝒗+ is a training sample taken from 𝒟 and 

2. Sample 𝒗− using 𝑝(𝒗|𝒉−). 

With these samples we can approximate the required gradient based parameter update for a 

weight 𝑤𝑖𝑗: 

𝜕 log ℒ (𝜃(𝑡)|𝒟)

𝜕𝑤𝑖𝑗
 ~ 𝐷+ − 𝐷−, (18) 

where 𝐷+ = 𝒗+ ∙ 𝑝(ℎ𝑖 = 1|𝒗
+) and 𝐷− = 𝒗− ∙ 𝑝(ℎ𝑖 = 1|𝒗

−). 

Analogously the update of the bias parameters is approximated with  

𝜕 𝑙𝑜𝑔 ℒ (𝜃(𝑡)|𝒟)

𝜕𝑏𝑖
 ~ 𝒗+ − 𝒗− (19) 

and 

𝜕 log ℒ (𝜃(𝑡)|𝒟)

𝜕𝑐𝑗
 ~ 𝑝(ℎ𝑖 = 1|𝒗

+)  − 𝑝(ℎ𝑖 = 1|𝒗
−) (20) 

With these approximation, the update rule given in (13) becomes 

𝑤𝑖𝑗
(𝑡+1) = 𝑤𝑖𝑗

(𝑡) + 𝜂(𝐷+ − 𝐷−) − 𝜆𝑤𝑖𝑗
(𝑡) + 𝛼∆𝑤𝑖𝑗

(𝑡−1)
⏟                      

 ∆𝑤𝑖𝑗
(𝑡)

 

𝑏𝑖
(𝑡+1) = 𝑏𝑖

(𝑡) + 𝜂(𝑣+ − 𝑣−) − 𝜆𝑏𝑖
(𝑡) + 𝛼∆𝑏𝑖

(𝑡−1)
⏟                    

 ∆𝑏𝑖
(𝑡)

 

𝑐𝑗
(𝑡+1) = 𝑐𝑗

(𝑡) + 𝜂(𝑝(ℎ𝑖 = 1|𝒗
+)  − 𝑝(ℎ𝑖 = 1|𝒗

−)) − 𝜆𝑐𝑗
(𝑡) + 𝛼∆𝑐𝑗

(𝑡−1)
⏟                                  

 ∆𝑐𝑗
(𝑡)

 

 

(21) 
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3 PROBLEM FORMULATION 
Recently developed recommender systems depend greatly on advances made in other data 

science disciplines like data-mining or information retrieval and borrows approaches from the 

fields of machine learning and artificial intelligence (Bogers & Van Den Bosch 2011). The 

domain of recommendation systems is of particular research interest due to some of its 

demanding challenges: high-dimensionality and sparsity of the data as well as the related cold 

start problem, which is especially challenging for these systems, since the users satisfaction is 

greatly dependent on the first interactions with the system and at the same time it is a very 

important factor for a recommender systems’ success and acceptance. (Su & Khoshgoftaar 

2009)  

The application field of a recommender systems can span over all sorts of items from music 

over movies to documents and more without the need to make adaptions to the system. As 

described in Section 2.1, it is the available data that limits the system’s ability to generalization 

over multiple application areas and not the type of content that is recommended. Thus, the 

problem can be approached considering a specific application scenario while the method itself 

will maintain its generalization capabilities. The representative application chosen is the 

recommendation of movies, as it is one of the major disciplines where data is freely available 

and easy to access.  

The typical scenario for movie recommenders is where users have provided ratings on movies 

expressing their favor. To illustrate the problems of high-dimensional data and sparsity in the 

context of movie recommendations, consider a small dataset1, consisting of 1000 users and 

1700 movies, the dimensionality of the problem space is defined by the number users and the 

number of movies, which results in 1.7 million possible unique user/movie combinations. 

Comparing this number with the number of ratings provided by the users, roughly 100,000, 

depicts the sparsity of the data, since just ~6% of the possible ratings are present. This makes 

it challenging for a system to identify movies out of the 94% remaining possible matchings. 

The problem this work tries to solve is to develop a framework that is able to give good 

recommendations by overcoming the sparsity problem while being able to cope with the 

arising high dimensional data.  

  

                                                      
1 MovieLens 100k Dataset: http://grouplens.org/datasets/movielens/100k/ 
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4 METHODS 
To identify a promising approach that is able to deal with the high-dimensional and sparse 

data a literature study is conducted. A literature survey is one major step to get an overview 

of previous research, recognize state-of-the-art approaches and to form a personal body of 

knowledge (Creswell 2014). The identified approaches are merged to combine their strengths 

in a single framework which have the potential to deal well with the identified problems. In 

this empirical research our core interest is to determine whether the proposed framework 

performs well compared to base approaches. Since the complexity of the tested models is 

tightly coupled with the test and thus a great deal of parameters will arise, analytical 

evaluation seems not practical. The developed framework is evaluated numerically, which 

allows the comparison with competing approaches as well as a good impression on how the 

framework performs in a real world application scenario. Although, the users of such systems 

decide how well the recommendations suites their needs and the user satisfaction should be 

the measure used for comparison (Bogers & Van Den Bosch 2011), it is unfeasible to evaluate 

the performance of our approach with real users since the aim is to compare different models 

and thus the users would need to test multiple systems, which is not realistic in the scope of 

this work. An experiment will be designed and conducted on a small test set leading to a 

numerical evaluation of the tested approaches using a commonly applied metric in the field 

of recommender systems enabling comparison of the systems. Conducting experiments has 

additionally the benefit that specific scenarios can be evaluated under predefined conditions, 

equal for all subjects under test (Muijs 2010).    

5 PROPOSED FRAMEWORK 
In this section the results of the literature survey are presented and approaches are identified, 

that are combined within the proposed framework described in the second subsection of this 

chapter. 

5.1 Results of the literature study 
The decision to base recommendation on ratings reduces the options of general approaches 

to recommender systems, identified by Burke (2007) and introduced in Section 2.1, to either 

content-based or collaborative filtering. A scenario in which content-based models suffer is, 

when a user’s ratings are only assigned within one item category. Basic content-based systems 

are not able to recommend items outside this category, since the fit of items within the same 

category is too high. Collaborative filtering approaches usually do not suffer in this scenario, 

which is also referred to as serendipity, and have thus an advantage over content-based 

systems. Collaborative-filtering approaches have been subject of recent research and achieves 

good performance  (Kim et al. 2014; Wang et al. 2014; Langseth & Dyhre 2012; Herlocker et 

al. 1999).  

Commonly deployed approaches for recommendation systems use for example classical 

clustering methods like k-Nearest Neighbors (k-NN) or k-means to from groups of similar users 

from which predictions are inferred using a weighted sum over ratings of similar users. The 
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advantage of these methods, is that once the clusters are formed the computational costs to 

infer a recommendation is independent of the global problem size and can therefore scale 

well. But the huge drawback of these methods is, that the reduction of the considered data 

comes with the risk of disregarding information which could potentially improve the model 

accuracy (Adomavicius & Tuzhilin 2005). Another commonly deployed method is based on the 

general concept of dimensionality reduction, using e.g. singular value decomposition (Konstan 

& Riedl 2012). The high-dimensional user-item matrix is transformed into a lower dimensional 

space, by disregarding dimensions that do not considerably contribute to the overall body of 

information. The lower dimensional representation allows efficient inference of 

recommendations once the so called latent space is found. 

The results of the literature review indicated that the area of deep learning includes methods 

that haven proven to cope well with high dimensional data (Bengio 2009). The basic concept 

of deep learning methods is, that multiple models are stacked, each forming a layer, and 

combined to a single system. Each layers processes the data of its preceding layer and provides 

its output to the subsequent one, thus each layer works on different data and has the potential 

to learn different representations, i.e. capturing dependencies over multiple abstraction 

levels. Another major advantage of such methods is, that they learn to represent the 

information encoded in data without the need of human expert domain knowledge using 

general purpose learning methods and once this representation is learned the cost of 

inference are also low. (LeCun et al. 2015) 

A basic building block of deep belief networks called Restricted Boltzmann machine (RBM) was 

part of the system winning the prestigious Netflix Price in 2009 and demonstrated in many 

other applications that they are, even in a shallow single layer model, able to solve demanding 

task like dimensionality reduction, image classification or character recognition (Bengio 2013; 

Zhang et al. 2014; Srivastava & Salakhutdinov 2012; Larochelle et al. 2012). 

Salakhutdinov et al. (2007) firstly introduced a model based solely on a RBM and showed that 

a basic RBM is able to outperform SVD, which is often referred to as a baseline comparison 

method for recommender systems. The RBM‘s undirected bipartite graphical structure is able 
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to capture the latent dependencies among users and items encoded in the rating data and 

allows to infer good recommendations.    

Based on Salakhutdinov’s work multiple approaches have been developed to incorporate 

RBMs with other models such as the promising non-IID framework, also called user-item-RBM 

(UI-RBM), developed by Georgiev & Nakov (2013). The UI-RBM reflects the global view of 

collaborative filtering by combining the user- and item-based approaches to overcome the 

shortcomings of the singleton approaches like cold-start problems and serendipity. 

However, the introduced approaches and other more sophisticated methods, i.e. Hongliang 

& Xiaona (2015) deploy a stack of RBMs referred as deep belief network to extract a descriptor 

of the user’s taste, which is then combined with a neighborhood approach, base their 

recommendations merely on ratings, which seems odd in times where on one side a vast 

amount of information is available in digital from, free and easily to access, and on the other 

side data of users is collected almost wherever they interact with a computer based service 

(Schafer et al. 2001). 

Beside the ratings there is often additional information available on one or on both of the 

participators, i.e. items and users. Information on users can have the form of demographic, a 

history of interacted items, the user’s current location or other user specific data. Dai et al. 

(2009) use demographic user-similarity in combination with rating-similarity to improve 

recommendation accuracy. However, due to privacy policies and ethical concerns regarding 

the usage of personal information in recommender systems, these kind of systems are rare in 

public research. 

Numerous approaches have been developed considering various additional descriptive 

information of items: Melville et al. (2002) use multiple auxiliary information like movie title, 

V1,1 V1,2 V1,k
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Figure 2: The non-iid framework consisting of u*k visible units, each connected to two 
independent hidden layers HU and HI as described by (Georgiev & Nakov 2013) 
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director, cast, genre, plot summary and more on which they train naïve Bayes classifier to 

produce primarily ratings of movies. These primarily ratings are used to fill gaps, i.e. missing 

ratings, in the user-item matrix. A slightly adapted neighborhood-based algorithm is applied 

to the filled, often called boosted, user-item matrix.  

Although, the system developed by Chatti et al. (2013) does not recommend movies nor uses 

ratings their work shows that tags assigned to items encode rich information about the item 

and that tags are able to capture an items semantic value in contrast to auxiliary information 

only listing facts that do not reflect the personal users impression of movies. In the application 

scenario of movie recommendations, tags have already successfully been incorporated with 

ratings by Wang et al. (2010), which obtain a neighborhood from a matrix factorization 

method creating a latent representation of assigned tags, i.e. retrieving latent topics.   

The usage of ratings paired with item assigned labels promise to be a reasonable candidate to 

overcome the shortcomings of pure rating based methods while maintaining the users 

privacy. Additionally tags assigned by users are able to represent the important aspect of the 

viewer’s emotions and personal impressions compared to pure fact describing information. 

Combining the rating based global approach of collaborative filtering with additional 

information has also been subject of work from Hao Wang, Naiyan Wang (2014). They use 

discriminative words, extracted from movie plots, on which a multi-layer Bayesian model is 

applied , Tso-sutter et al. (2008) use tags assigned to movies and infer user-tag and item-tag 

relations using provided ratings . Both approaches indicate that the combination of global CF 

approach and auxiliary information hold the potential to improve the performance of solely 

rating based methods. 

5.2 Approach 
To incorporate the chosen concept of RBMs with the approach of combining ratings and tags, 

an additional layer needs to be introduced to the bipartite structure of the standard RBM 

which let become the RBM a third-order RBM as described by Sejnowski (1986) for the general 

case of higher-order RBMs. The advantage of using a separate layer for the label information 

instead of just using them as additional input, i.e. using additional visible units as done by 

Srivastava & Salakhutdinov (2012), is, that a distinctive label layer is able to influence how 

visible and hidden layer interact with each other, compared to the limited influence when 

mapped to additional visible units with no connections to the other visible units representing 

the ratings. Nair & Hinton (2009) use a third-order RBM as part of a deep architecture to 

classify 3 dimensional objects and have shown that the concept of a third-order RBM is able 

to successfully incorporate label information. 
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To sum up, the identified approaches are (I) UI-RBM framework reflecting the global-approach 

of CF, (II) the usage of tags assigned to items to overcome the sparsity of the user-item matrix. 

The tags are incorporated into the model using (III) the concept of third-order RBMs which 

have proven to cope well with the occurring high-dimensional data, which leads to the 

framework illustrated in Figure 3. 

The introduction of (I) leads, as illustrated in Figure 4, to a visible layer of size 𝑢 ∗ 𝑘, with 

𝑢 number of users and 𝑘 number of items, and thus the complete user-item matrix is 

considered as a single training example. Additionally the conditional probability of the visible 

layer 𝑉, given in Eq. (4), is now dependent on the states of 𝐻𝐼 and 𝐻𝑈 and thus changes to 

𝑝(𝒗|ℎ𝐼 , ℎ𝑈) =
1

2
[∏𝑝(𝑣𝑖|𝒉

𝑰)

𝑛

𝑖=1

+∏𝑝(𝑣𝑖|𝒉
𝑼)

𝑛

𝑖=1

]. (22) 

UI-RBM

User based
third-order 

RBM

Item based
third-order 

RBM

Figure 3: Illustration of the general structure of the proposed framework. Two third-
order RBMs are incorporated into the UI-RBM framework proposed by Georgiev & 
Nakov (2013) 
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Figure 4: Illustration of the third-order Restricted Boltzmann machine build 
out of the the three layers: visible L, hidden H and label L. 
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The UI-RBM model can also be considered as two synchronously trained RBMs. Before a new 

update is computed, the prediction matrices of the two models are substituted with the mean 

prediction matrix of both models. According to Georgiev & Nakov (2013) the training time of 

this model will be roughly the sum of the training times of two standalone RBM models. 

The deployment of third-order RBMs introduced with (III) introduces some changes to the 

classical second-order RBM covered in Section 2 - Background. Third-order RBM based on the 

generalized concept of higher-order Boltzmann machines introduced 1986 by Sejnowski. In a 

third-order RBM an additional layer is introduced which enables the incorporation of label 

information as demonstrated by Nair & Hinton (2009). The additional label layer 𝐿, consisting 

of p units, is restricted in the same way as the other layers, i.e. units have no connections to 

units within the same layer but are at the same time fully connected to units of out of the 

other layers, as shown in Figure 4. This lets the Energy function (9), of a model having 𝑚 visible 

units, 𝑛 hidden units and 𝑝 label units, become cubic: 

𝐸(𝒗, 𝒉) = −∑∑∑𝑤𝑖𝑗𝑘𝑣𝑖ℎ𝑗𝑙𝑘

𝑝

𝑘=1

𝑛

𝑗=1

𝑚

𝑖=1

−∑𝑏𝑖𝑣𝑖

𝑚

𝑖=1

−∑𝑐𝑗ℎ𝑗

𝑛

𝑗=1

 (23) 

where 𝑙𝑘 defines the newly introduced state of the unit corresponding to the k-th label and 

𝑑𝑘 it’s bias. The weight matrix 𝑊 also becomes a three dimensional, incorporating a weight 

for each unique connection between hidden-, visible- and label-units. The role of the label is, 

to determine which cells of the three-dimensional weight matrix are used, as illustrated in 

Figure Figure 5. Since the used labels are only assigned to the movies and not to the users, the 

selection of weights from the weights matrix becomes different considering the item-based 

and user-based approaches. For the item-based approach the active label would select the 

corresponding slice of the matrix (Figure Figure 5, left) while in the case of the user-based 

model the label and the provided ratings determine which cells to choose by using only labels 

of movies a user has provided ratings on.  

 
Beside this change the conditional distributions of the model also needs to be adapted to 

incorporate the additional dependencies introduced with the label layer 𝐿. The distributions 

Figure 5: Illustration of the influence of the label units on the selection of weights out of the three-dimensional weight 
matrix for the item-based approach (left) and the user-based approach (right). 
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we need to infer to train the model using the CD algorithm. For the positive phase we 

need 𝑝(𝒉|𝒗, 𝒍), i.e. the probability of the hidden units given a visible state 𝒗 and a label state 𝒍, 

and for the negative phase of CD we need to draw from 𝑝(𝒗, 𝒍|𝒉), i.e. the probability of the 

visible and label units being active given the state 𝒉 of the hidden layer. 

Assuming binary label units with one-out-of-k activation, i.e. only one unit is active at a time, 

for the conditional distribution 𝑝(𝒉|𝒗, 𝒍) the state 𝒍 of label layer 𝐿 defines the slice of the 3 

dimensional weight-matrix 𝑊 which should be considered. When unit 𝑙𝑘 is active the problem 

reduces to a standard RBM with two dimensional weight matrix 𝑊𝑖𝑗𝑘 with constant 𝑘. 

To infer 𝑝(𝒗, 𝒍|𝒉) Nair and Hinton use a two-step approach, where first 𝑝(𝒍|𝒉) is sampled, 

giving 𝒍−, and with 𝒍−the conditional distribution 𝑝(𝒗|𝒉, 𝒍−) is computed, where only 𝑙𝑘 is 

active and thus the model degenerates again to a standard RBM. The RBM’s free energy which 

is given, for the reduced case of 𝑙𝑘 = 1, by 

𝐹𝑘(𝒉) = −∑log(1 + exp(∑𝑊𝑖𝑗𝑘ℎ𝑗

𝑚

𝑗=1

)) 

𝑛

𝑖=1

 (24) 

Is used to sample from 𝑝(𝒍|𝒉). Computing the energy function 𝐹𝑘(𝒉), of the reduced model, 

for all permutations of k allows to use the softmax function to convert these energies to a 

discrete probability distribution  

𝑃(𝑙𝑘 = 1|𝒉) =
exp(−𝐹𝑘(𝒉))

∑ exp(−𝐹𝑘(𝒉))
𝑝
𝑘=1

. (25) 

 

6 EXPERIMENTS 
The data set and the metric used to evaluate the proposed framework as well as the design of 

the experiment are described in the following. 

6.1 Data Set 
The rating information and the required label information is taken from two datasets. Both of 

them are provided by the GroupLens research lab2 and contain user ratings of movies 

(MovieLens 10M dataset3) and tags assigned to movies (tag genome dataset4) respectively. 

The datasets can be combined easily since GroupLens uses consistent movie ids throughout 

their datasets. 

                                                      
2 GroupLens:  http://grouplens.org/ 
3 GroupLens’ MovieLens 10M dataset: http://grouplens.org/datasets/movielens/10m/ 
4 GroupLens’ Tag Genome dataset: http://grouplens.org/datasets/movielens/tag-genome/ 
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Ratings of users on movies are collected from the MovieLens5 web site, a movie 

recommendation service where users are asked to rate movies to get recommendations. 

Ratings are provided on a 0 to 5 scale, where 5 corresponds to highly appreciated. The tag 

information is provided using a specific model termed tag genome, introduced by Vig et al. 

(2012). The tag genome model represents an item over a set of available tags by assigning 

relevance’s, on a continuous scale from 0 to 1, for each tag for the considered item. The tag 

genomes inferred from free-form text descriptors assigned by users to movies. The assigned 

descriptors are preprocessed with techniques developed in text-mining approaches such as 

stopword removal or stemming, where in the first technique words that don’t not contribute 

to the actual content are removed, e.g. this, a or and, and in the latter words are reduced to 

its root form to allow matching words over their different conjunctions, which is crucial when 

counting the number of assignments of a tag. Some example tag are: ‘based on a book’, 

‘cinematography’, ‘complicated’, ’revenge’ or ‘dark’. 

Table 2: The various systems trained. The deployed version of RBM and the considered CF approach, i.e. the way it is applied 
to the data, are stated for each of the 6 systems. 

System Id System Name RBM model deployed Collaborative Filtering approach 

(a) U-RBM Standard RBM User-based 

(b) I-RBM Standard RBM Item-based 

(c) UI-RBM Standard RBM Global 

(d) U-3ORBM Third order RBM User-based 

(e) I-3ORBM Third order RBM Item-based 

(f) UI-3ORBM Third order RBM Global 

 

6.2 Experiment Design 
According to the proposed framework, described in Section 5.2 - Approach, two third order 

RBMs need to be trained synchronously, which is achieved by using the described adapted 

version of CD, where after each negative phase the prediction matrix of each RBM is replaced 

with the mean of the two prediction matrices of both models. Mainly to reduce the time 

needed for training the available data is reduced to around 9000 ratings of 800 users on 1000 

Movies, the included ratings are selected randomly. This reduced data set is divided into a test 

and training set, the first containing 20% random selected ratings while the latter one contains 

the remaining 80% of the ratings. Additionally the set of tags are reduced to 100. During the 

training phase the complete rating matrix is considered as a training sample and the CD steps 

are performed for 600 epochs. 

 

                                                      
5 MovieLens: https://movielens.org/ 
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After the training the test set is used to validate the accuracy of the model by computing the 

root-mean-squared-error (RMSE) of the predicted rating compared to the rating given in the 

test set. Experiments with different model setups have been conducted using the same data 

to allow to compare the performance of the different systems among each other. The systems 

tested and their key attributes are listed in Table 2. To infer predicted ratings from a trained 

RBM model input data 𝑣0 is clamped to the visible units, which allows to sample a state of the 

hidden units ℎ0 given the weights 𝑊 and biases 𝑏 and 𝑐  of the trained RBM. From hidden 

state ℎ0 a new visible state 𝑣1 is sampled which contains the inferred ratings.  

6.3 Results 
The results of the conducted experiments are summarized in Figure 6: for each tested model 

a bar is shown which illustrates the score of the RMSE. The models using the global approach 

of collaborative filtering reached better results than the user-based and the item-based 

versions. System (c), the UI-RBM,  reached the best performance with a score of 0.485 which 

is remarkably ahead of the second best score achieved by (f), UI-3ORBM, which scored 0.523. 

The models (a) and (b) are also show different level of accuracy, scoring 0.546 and 0.622 

respectively. Two out of the three models based on the third-order RBM (a, c) perform worse 

than their pure rating based counterparts. Only the item-based models (b) and (e) reach an 

equal score. 

To be able to further analyze the results of the two best models the error is split into the errors 

of each rating score, which are given in Table 3. This representation shows, that the label 

based model performs equally well as the pure rating based one for ratings below 3. For 

ratings from 3 to 5 model (f) falls behind and shows worse performance than (a) and (b), in 

average. Interestingly all the models error increases for higher ratings. 
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Figure 6: The evaluation results of the 6 tested systems. Each bar is depicting the RMSE of the model specified by the 
label below. 
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Table 3: The RMSE split up for each rating score for system (c) and (f). 

System\Rating 1 2 3 4 5 

(c) UI-RBM 0.123 0.247 0.376 0.566 0.735 

(f) UI-3ORBM 0.490 0.628 0.675 0.681 0.663 

 

6.4 Analysis 
The results of the conducted experiments using a reduced data set are allow to compare the 

models performance among each other to become an impression which are better suited to 

the high-dimensional and sparse data. Unfortunately, the conducted experiments do not 

allow to compare the test results with results obtained by other approaches covered in Section 

5, since the amount of data and time used training the models was reduced tremendously.   

The systems using item-based and user-based approaches, (a), (b), (d) and (e), performed 

worse than to the ones using the global approach, (c) and (f), reflects the results of Georgiev 

& Nakov (2013) and validate to a certain degree the existence of the global approach of CF. 

However, since all models have been trained for the same number of epochs (600) and the 

models reflecting the global view are basically two models, the solely user- or item- based 

systems might have a disadvantage. Thus it should be investigated how much the user- and 

item-based model improve when trained for double the number of epochs than the global 

view models. Beside that a reason for their lower accuracy could be their limited 

representation capabilities, as already sketched in Section 2 Background  these approaches 

are limited as they only consider dependencies either among users or items which is more 

prone to suffer from sparsity than global models considering both, dependencies among users 

and items, at the same time. 

The good performance of the UI-RBM is not surprising considering the already mentioned 

advantage of the training setup and the good results reported beforehand. None the less, the 

difference in the RMSE is surprisingly big. It seems like the combination of user-view and item-

view is able to merge the extracted information effectively and comes with a remarkable 

increase in accuracy. 

The scores of the models incorporating the additional label information, (d), (e) and (f), refute 

the assumptions, made about performance improvement arising with the incorporation of the 

additional tag information, to a certain degree. A reason for the lower accuracy could be, that 

the increase dimensionality, arising from the additional label layer, also requires an increased 

number of data samples to learn a meaning full representation, i.e. each weight of the models 

is trained with less samples, since the training data is spread over more weight parameters. 

Additionally optimization of the used labels holds potential to improve the models 

performance, since they  have a great influence on the representation learned, i.e. 

determining which weights are chosen during training. Instead of analyzing the labels and 

choose the one providing the most information they were selected randomly.  
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The fact, that all systems seem to struggle with the accurate prediction on higher ratings 

seems a strange and should be investigated further. The models should be able to predict 

ratings correct independent from their specific value, thus maybe the structure of the data is 

more in favor of the lower valued ratings which could be tested by inverting the provided 

ratings and retrain the models and see if the behavior is still present. 

7 DISCUSSION 
The introduction of the various approaches to recommender systems as well as the surveyed 

related approaches depict the research interest in the area of recommender systems. 

Recommender Systems have been developed to fill the role of a valuable human assistant 

which eases decisions by anticipating the users’ needs or favor. In this thesis a framework was 

developed with the potential to deal well with the high-dimensional and sparse data arising 

in recommendation tasks. For now, the conducted experiments do not reinforce the 

assumptions made about the occurring improve in accuracy by incorporating additional tag 

information. However, some improvements have been suggested which could increase the 

accuracy of the model.  

A recommender system based on additional label information still holds the potential to 

improve given recommendations which becomes more and more important, when the 

number of options increases more and more, to provide assistance in make the best choice. 

Nevertheless, there are some downsides coming with the deployment of a recommender 

system. In general giving personal information to a system comes with the risk of loss of 

privacy, even if the shared information mainly consists out of ratings: Narayanan & Shmatikov 

(2008) were able to successfully identify user only by the ratings published within the Netflix 

dataset, by matching it against a second movie recommendation dataset6 . Recommendations 

are determined by the users past activities which narrows the selection of recommendation, 

which is to a certain degree the purpose of such a system, but on the other hand limits it the 

users chances to discover something outside of this determined scope. Users that restrict their 

choices to recommendations provided by a system risk to only explore high-rated popular 

items and do not experience something outside this popular point of view. In the worst 

scenario this could lead to a conformist society where the recommendation system, or the 

one that controls it, could have great influence on the society’s mindset. Personally, I think it’s 

very important to discover new things to broaden the personal horizon and the ability to 

explore is an important mechanism, which we should not become unlearned to maintain a 

healthy cultural and social diversity. 

  

                                                      
6 As second dataset the IMDb dataset was used: www.imdb.com/interfaces 
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8 CONCLUSION 
In this thesis the problem of recommending items that are useful for or appreciated by a user 

was studied. Based on a literature survey we identified approaches that have proven to 

perform well and combined them into a single Framework. Additionally a short overview of 

approaches to recommender systems was presented and the deployed approaches were 

described in detail. An experiment was designed to evaluate the proposed framework and the 

results were reported and analyzed followed by a general discussion about recommender 

systems. 

The reported results did not confirm all of the assumptions made about the accuracy 

improvements we aimed for. Especially the conducted results did not show that the additional 

usage of label information leads to an advantage compared to models solely based on ratings. 

Among the identified reasons for this were the selection of the used subset of labels as well 

as the downsized training procedure. Training on more data and for more epochs could lead 

to significant accuracy increase for all the tested models but especially for the third-order RBM 

based models since they distribute the training samples over more parameters than the 

models based on the second-order RBM. Analyzing the labels and optimize the chosen subset, 

w.r.t. the contained information, could also increase the models performance. 
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APPENDIX 
Here the core components of the code (Julia) used to train the proposed framework are given. 

####################### 
# constrastive divergence # 
####################### 

 
# positive phase 
  # sample h0 from data 
  (h0StateU, h0ProbU) = sampleVLtoH(uRbm, W0U, data') 
  (h0StateI, h0ProbI) = sampleVLtoH(iRbm, W0I, data) 
  dPosU = h0ProbU' * data' 
  dPosI = h0ProbI' * data 
 
# negative phase: 
  # sample l1 from h 
  (l1StateU, l1ProbU) = sampleHtoL(uRbm, h0StateU) 
  (l1StateI, l1ProbI) = sampleHtoL(iRbm, h0StateI) 
 
  # select weights based on l1 
  W1U = getWeights(uRbm.W, l1ProbU, l1ProbU.>labelThreshold) 
  W1I = getWeights(iRbm.W, l1ProbI, l1ProbI.>labelThreshold) 
 
  # sample v1 from h0 using W1 
  (v1StateU, v1ProbU) = sampleHLtoV(uRbm, W1U, h0StateU, l1ProbU) 
  (v1StateI, v1ProbI) = sampleHLtoV(iRbm, W1I, h0StateI, l1ProbI) 
 
  # mean over prediction matrix of both models 
  v1ProbUI = (v1ProbU' + v1ProbI) * .5 
 
  # sample h1 from v1 
  (h1StateU, h1ProbU) = sampleVLtoH(uRbm, W1U, v1ProbUI') 
  (h1StateI, h1ProbI) = sampleVLtoH(iRbm, W1I, v1ProbUI) 
 
  dNegU = h1ProbU' * v1ProbU 
  dNegI = h1ProbI' * v1ProbI 
 
# compute parameter update with h0, h1, v0 and v1 
 

 
########### 
# functions # 
########### 
 
function sampleVLtoH(rbm, W, visible) 
  hiddenActivation  = visible * W' .+ rbm.hiddenBias' 
  hiddenProbability = σ(hiddenActivation) 
  return toState(hiddenProbability), hiddenProbability 
end 
 
function sampleHLtoV(rbm, W, hidden, label) 
  visibleActivation  = hidden * W .+ rbm.visibleBias' 
  visibleProbability = σ(visibleActivation) 
  return toState(visibleProbability), visibleProbability 
end 
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function sampleHtoL(rbm, hidden) 
  F = freeEnergy(rbm, hidden) 
  labelProbability = softMax(F) 
  return toState(labelProbability), labelProbability 
end 
 
function freeEnergy(rbm, input) 
  numSamples = size(input,1) 
  F = zeros(numSamples, rbm.numLabel) 
  for lab=1:rbm.numLabel 
    f = log(1 + exp(sum(input * rbm.W[:,:,lab] .+ bias,2))) 
    F[:,lab] = -f 
  end 
  F 
end 
 
function getWeights(W, lab, labed) 
  out = zeros(size(W, 1, 2)) 
  numLabel = size(labed,2) 
  for r=1:size(labed,1), l=1:size(labed,2) 
      out += lab[r,l] * W[:,:,l] 
  end 
  out ./ numLabel 
end 
 
################# 
# helper functions # 
################# 
 
function σ(x) # sigmoid 
  1.0 ./ (1 .+ exp(-x)) 
end 
 
function softMax(x) 
  expX  = exp(-x) 
  expX ./ sum(expX,2) 
end 

 


