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Abstract
Security awareness is becoming an increasingly valuable characteristic due to the increased
digitization of society. The commonality of constantly connected devices, such as smartphones and
tablets, along with the threat of malware and cyber-attacks has sparked an interest in creating a
system with the purpose of training people in security awareness. This thesis aims to show the
presence of patterns in mobile device usage, and explore the possibility of using pattern detection as
a means to predict riskful actions on mobile devices as a step to evaluate the prediction approach for
use in the training system.
A survey has been conducted by gathering usage data from a number of participants through the use
of a logging application. This data was then analyzed using artificial neural networks provided by the
open source FANN library in search for patterns preluding certain events. The results lend support to
the claim that patterns exist in the way mobile devices are used, but the usefulness of FANN as a tool
for finding these patterns was shown to be questionable.
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1 Introduction
The increased digitization of society and its functions, coupled with the ever increasing usage of
constantly connected computational devices such as smartphones and tablets (i.e. ubiquitous
computing), has led to a situation where cyber security has become more important than ever. The
increased usage of these devices has brought many possibilities, but has also put users in a seemingly
constant state of risk by enabling constant internet connectivity. Being connected to the internet
exposes users to potentially malicious software, as well as opening up to situations where unaware
users might unintentionally expose sensitive information to unauthorized entities. According to
Lévesque, Fernandez and Somayaji (2014), the overall risk of being exposed to malicious content
increases as time connected and amount of online activity increases.
This implies that cyber security is no longer an issue concerning only corporations’ or organizations’
IT-departments, but also is dependent on the awareness and knowledge of individual users. This has
sparked an interest in creating a system aimed towards improving the possibilities of training users’
cyber awareness. The system should be capable of detecting user behavior patterns and predicting
riskful actions, interrupting the users at an appropriate point in time, and make them rethink their
actions by having them partake in some form of educational activity before being able to proceed. An
applicable parable is a child playing. As the child plays, it gets more and more excited and physical. A
parent observes this and concludes that if the situation is allowed to continue it is likely to escalate
further, possibly resulting in injuries. The child would represent the user and the parent would
represent the system monitoring the user’s behavior. In the same way that the parent has learned
how the situation usually unfolds by previous experience, the system can be able to recognize
behavior patterns and predict if unsafe actions are likely to occur. If a pattern usually leading to risk is
detected, the user is interrupted. In the case of mobile usage, user X may tend to use his/her phone
when restless or bored. If this is a business phone, checking mails over the mobile data network
could be considered a risk towards the confidentiality of corporate assets. The system could then be
able to detect that user X is getting restless by, for example, monitoring how often the phone’s
screen is switched on. An increase in screen activation frequency is then interpreted by the trained
system as an indication that user X is likely about to perform an unsafe action, thereby warranting an
interruption.
Current solutions to mobile security are taking a similar approach to common anti-virus software (AV
software) used on desktops and laptops, i.e. focus is put on identifying malicious software and
websites as they are encountered by the system (Kaushik and Jain, 2015). In order for this solution to
be adequate, the software or website in question must be previously known by the AV software;
otherwise it will fail to detect the threat. Relying solely on the detection capabilities of AV software
would be a severe weakness due to the fact that unknown threats (e.g. new or very uncommon
threats) are able to infect the exposed device completely unnoticed. However, this weakness can be
minimized through a high level of user security awareness. Users that have the ability to assess
whether or not a website or download is likely to contain malicious content, or if a certain action
puts sensitive information at risk, will be able to maintain a higher level of security on their devices
than users relying solely on the capabilities of their AV software. Malicious content unknown to the
software may then be deemed suspicious by the aware user, and hence avoided.
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Use of machine learning should be able to provide the possibility to identify and detect patterns in
user behavior. As shown by Lévesque et al. (2014), neural networks can be used to predict the
likelihood of users being infected by malware, to some degree, by analyzing their browsing habits
and demographical information. In addition to this, Canali, Bilge and Balzarotti (2014) used the
technique of Logistic Regression to predict risk using only the browsing behaviors of users, resulting
in a prediction accuracy of up to 87%.
While these works used machine learning as a means of classifying (or what could be regarded as
profiling) users into different risk categories, the proposed training system will utilize behavior
analysis on an individual user basis. The goal is for the system to learn the behaviors of specific users
by analyzing their usage habits, and through this knowledge be able to predict unsafe actions and
interrupt the user before potential damage is done. The motivation for having the system analyze
individuals rather than user groups is that a pattern that usually leads to risk for one user may not
have the same consequences for another user. Classifying users in a more coarse-grained fashion can
be of use when developing different ways of pedagogical interaction, but generalizing regarding
behavior patterns might negatively affect the accuracy of predictions since slight variations in
behavior is likely to occur even within user categories.
With the aspects discussed in this introduction in mind, the author believes that an efficient
algorithm able to provide pattern detection in time-series data is needed. Hence, this work aims to
perform an explorative survey in order to find an indication of whether or not clear usage patterns
exist in everyday mobile usage, and if these can be reliably detected by artificial neural networks. If
this is the case, risk prediction may be a viable strategy for the awareness training system.
This requires mobile usage data to be collected and processed for use with a machine learning
technique known as artificial neural networks. The key aspect of the selected technique will be to
analyze series of user actions in order to predict when risks might occur; thereby providing a
foundation for risk prevention based on a unique user’s usage behavior patterns. The expectation is
that it will also provide more accurate predictions than previous studies (Canali, Bilge and Balzarotti,
2014) since no generalization is made through classification or data grouping, and instead users are
analyzed individually.

1.1 Thesis Outline
This report is structured as follows:
Chapter 2 describes background related to the project and the project’s problem domain of cyber
security.
Chapter 3 provides a problem description and defines the aim and objectives of this project.
Chapter 4 describes the methods used, as well as alternative methods and relevant validity threats
and ethical aspects.
Chapter 5 describes the realization of the project, detailing how the different steps of the project
were carried out.
Chapter 6 presents the results of the project.
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Chapter 7 discusses potential flaws and errors of the project.
Chapter 8 concludes the project, and presents suggestions for future work based on the aspects
mentioned in Chapter 7.
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2 Background
This chapter presents and describes research relevant to the project and the project’s problem
domain of cyber security. The term cyber security means the collection of security aspects related to
users’ activities on web and other online services that require internet connection. The word risk will
be broadly used in this thesis; hence a definition is needed. When talking about risk (i.e. various
riskful actions or behavior), the author does so in a broad and general sense. Since the system
described in the introduction is thought to be configurable to prevent any actions or situations
considered dangerous by the organization adopting the system, the reader is asked to look at risk as
something that can be arbitrarily defined depending on the requirements placed on the system in by
its implementer. One implementer may consider web browsing using a business phone to be a risk,
while another may consider connecting to certain mail servers a risk.
Section 2.1 briefly explains the concept of Ubiquitous Computing. Section 2.2 defines the concept of
cyber security awareness, and touches on its importance to security. Section 2.3 discusses common
malware distribution methods that bear relevance to user security awareness, in order to emphasize
the importance of security awareness among users. Section 2.4 provides a brief overview of the field
of machine learning. Section 2.5 explains how biological neurons can be modeled through the
perceptron. Section 2.6 describes the concept of neural networks.

2.1 Ubiquitous Computing
Ubiquitous computing is the concept of computational devices being heavily incorporated in our
everyday life and environment (O'Driscoll, 2008). The term ubiquitous computing can hence be
explained as computational devices being present “everywhere and at any time”. An example of this
could be modern cars that can (to some extent) be controlled using a mobile application. Volvo has
implemented functionality that enables a car owner to start the engine heater (among other things)
using his/her mobile phone (Volvocars.com, 2016). Other examples are smart home appliances such
as microwave ovens or refrigerators connected to a home network, and the smart-TV. In all of these
systems a mobile device is often found that is able to control or monitor the system. However,
ubiquitous computing also implies being constantly connected to the internet, which is a significant
security issue as the internet contains many forms of malicious software (Aïmeur, 2015). Also,
consider the way information is stored in the modern digital world. A document that used to be
stored in a locked cabinet, in a locked room, is now stored digitally on a server (and probably a
number of backup servers) connected to the internet. Previously, the only way of retrieving this
information was through physical access, but as digitization and internet connectivity evolved new
routes of access were created; routes that need to be properly secured. This implies that ubiquitous
computing has brought with it new risk factors that need to be properly handled.
Arabo and Pranggono (2013) predict that, as users become increasingly reliant on mobile devices,
they will experience a significant increase in malware and other cyber-attacks aimed at those
systems. They also emphasize vulnerabilities of android devices due to the open-source nature of the
platform and domination of smartphone market shares. Combined with the multitude of third party
software and the lack of security control of this software, the security of mobile devices becomes
heavily dependent on the awareness of users. As the level of control that mobile devices are capable
of within these systems increase, the importance of keeping them secure increase as well. Therefore,
it is of interest to improve cyber security awareness among users.
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2.2 Cyber Security Awareness
In order to be able to use devices connected to the internet in a safe and secure way, it is not only
important to use updated anti-virus software, but also to have high level of Cyber Security Awareness
in addition to protective software. Cyber security awareness is defined in this thesis as an individual’s
knowledge regarding online security risks and threats, and a high level will help individuals identify
and avoid potential malicious content on the internet, as well as help them make good and informed
decisions an integral part of their online activities. Awareness is a mental attribute that is not
measurable, making it complicated to study. It is however observable in an indirect manner, by
studying changes in human behavior during online activities.
A common way to try to improve cyber security awareness among members within an organization is
by the use of security policies that users must adhere to. Such policies provide guidelines and
limitations on user behavior in order to reduce the probability of risks. A policy may provide
regulations on password usage, or prohibit certain web content while using business devices or
networks. According to a study by Li, He, Xu, Ivan, Anwar, and Yuan (2014, p. 169) “...an explicit
cybersecurity policy does positively affect employee’s behavior towards information security risks”.
Their results clearly show that the presence of a security policy at the organizational level positively
affects user dependent aspects of security. However, they also refer to a global security study made
by Cisco (Cisco, 2008), revealing that policies are not always followed in a sufficient manner. They
argue that even though security policies are becoming increasingly common, security is still not at a
sufficient level due to lack of understanding of the policies, and the fact that users tend to
underestimate security risks despite written instructions. As concluded by Lorenz, Kikkas and
Klooster (2013), policies remain ineffective as long as users do not understand them thoroughly.
They claim that “the only valid solutions are still policies and training”, and emphasize that
awareness training needs to be “down-to-earth” to be effective (Lorenz et al. 2013, p 282). Their
work focuses on password policies, but the author argues that their findings are applicable to other
forms of security policies as well.
2.2.1 The Human Factor
Humans are often claimed to be the weakest link in the chain of information security (Tariq,
Brynielsson and Hartman, 2014). Studies have shown that security often falls victim to convenience
when users are given the opportunity to choose between the two (Ektare and Yang, n.d.).
Given the rate at which malicious content evolves and spreads, maintaining a high level of security
has become an increasingly daunting task for corporations and organizations, as anti-virus software
needs to keep up with malware development and be frequently updated in order to provide efficient
protection (Rao and Nayak, 2014). This is a significant weakness of the process of maintaining
security unless a 100% detection rate can be guaranteed at all times. Unless this guarantee can be
made, one must assume anti-virus software to be inadequate, leaving the responsibility of some risk
prevention to the abilities of the user. Unfortunately, the average level of security awareness has
been shown to be rather low (Lorenz, Kikkas and Klooster, 2013). Also, the difference in security
awareness between users with an education in computer science (or otherwise high level of
computer knowledge), and those without, were found to be a lot less substantial than anticipated
(Lorenz, Kikkas and Klooster, 2013).
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The fact that social engineering is a growing technique of choice can be seen as an indication that the
average level of security awareness is rather low and that the human factor has a big role to play in
maintaining a high level of security (Smith, Papadaki and Furnell, 2013).

2.3 Malware Distribution Methods
Malware is short for malicious software and, as the name suggests, incorporates many different
types of software specifically designed to cause harm to a system. Its goal might be to steal
information, destroy or corrupt information, render information or services inaccessible, or simply
track user activity for other malicious purposes (Rao and Nayak, 2014).
Malware can be distributed in a number of ways. The methods probably most known to the public is
spreading through e-mails and hidden in pirated software. During the early 2000’s malware was a
very common presence in so called ‘no-cd cracks’ (i.e. special executable files modified to allow a
game to run without the associated CD-ROM present) for pirated computer games. During this
period, internet usage was still a relatively new phenomenon for a majority of the public. When email gained popularity, malware started spreading through embedded links or attached files. Since
the internet was still relatively new, content hubs such as 9gag (9GAG, n.d.) and Wikipedia
(Wikipedia, n.d.) were not yet well established. This made malicious links hard to recognize, and to
someone not savvy in the ways of the World Wide Web they still are. These methods are still popular
ways of malware distribution, but as the internet evolved, so did malware and its methods of
distribution.
As the internet became a bigger part of society, users’ trust in a lot of its content seems to have
increased. It is not unheard of for malware to spread through well established and trusted platforms
such as the Google Play store and the Apple app store (Arabo and Pranggono, 2013). Another newly
evolved trend on the web is the practice of shortening URLs. This is done in order to ease handling of
lengthy and complex URLs (Bitly, 2016). However, as this technique significantly changes the
appearance of the URL, most information contained within it is masked. This opens up for misuse as
users are not able to intuitively assess the contents of the linked web page, thereby enabling masking
of malicious web sites. An example of URL shortening can be seen in Figure 1.

Figure 1 – Snapshot of the Bitly URL-shortener. Shortened URL can be seen in the upper box, with the original URL below
(Bitly, 2016)

A lot of the spreading of malware can be effectively stopped through the use of various security
software that continuously scan running processes and web content. However, as previously
mentioned this relies on the software having previous knowledge of the malware. The author argues
that it would be of great benefit to be able to stop the user before malware is encountered in the
first place, by making them aware of common distribution methods.
6|Page

2.4 Machine Learning and Risk Prevention
What attributes that prelude risk may seem like a question with an obvious answer at first glance.
Common sense dictates that as the amount of exposure to, for example, malware increase, so should
the risk of getting infected by it. However, as concluded by the work of Canali et al. (2014), while
logical factors such as number of downloads and number of unique web pages visited has a high
correlation to the risk of exposure to malicious websites, less intuitive factors such as at what time of
day a user is browsing the web also correlates to the likelihood of visiting malicious websites. This
implies that there are patterns relevant to security that are not yet fully explored and hence not
controlled by common AV software.
Knowledge about these patterns and their relationship to risk can be gathered through the use of
machine learning techniques (Liao, Ding and Wang, 2011). The field of Machine learning originated
from the fields of pattern recognition and artificial intelligence (AI) (Welling, 2010), and the term is
often used to collectively describe computers with the ability to learn without being explicitly
programmed for a specific type of data or purpose. Initially machine learning was heavily focused on
symbolic knowledge representation, due to its roots in symbolic AI and cognitive science. The focus
gradually shifted towards achieving better performance as the system’s experience increased,
thereby opening up for ideas previously seen in the field of pattern recognition, e.g. models from
statistics and probability theory (Langley, 2011).
Machine Learning is typically classified according to the type of feedback used to facilitate the
learning process. Three broad categories exist (Russell and Norvig, 2003):






Supervised learning: This method feeds the algorithm with input pairs consisting of example
data and its desired output. The algorithm then establishes a rule able to map inputs to
outputs. This method requires human involvement to provide desired output for the input
pairs.
Unsupervised learning: Input given to this type of algorithm has no form of labeling. This
means that no expected output data is available, and it is up to the algorithm to find patterns
or structure in the input data. This method requires no human involvement to facilitate the
learning process.
Reinforcement learning: A good example of this type of learning is when the algorithm
interacts with a changing environment with the goal of achieving a certain state. An example
is a program learning to play a game by repeatedly practicing against an opponent. This
method typically doesn’t provide any indication of desired outputs, or correctional measures,
to the program, but learning is based on rewarding correct predictions. Hence, little to no
human involvement is required depending on the context of the implementation.

The above should be seen as different approaches to how the learning mechanism is implemented.
Different problems may require different methods of implementation depending on the nature of
the problem at hand, and what type of output that is desired.
It can be of great use to measuring error to categorize machine learning problems in respect to what
type of prediction (or output) that is desired (Daumé III, 2012). What characteristics that defines a
good or useful prediction varies with problem type. Examples:
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Binary classification: This problem is solved by predicting one of two possible answers.
Examples of this might be answering a yes or no question, or marking e-mail as spam or not
spam. Typically a supervised learning problem.
Multiclass classification: Very similar to binary classification, with the difference that it is
now a question of finding appropriate discrete values as solutions to a problem. A common
example of this is different forms of genre definition, such as classifying news articles
according to subjects such as sports, politics, or economics.
Clustering: A problem of grouping inputs according to some characteristic. It can be
considered to be similar to multiclass classification, but unlike that technique, the
characteristic on which the grouping is based is not known. Therefore, clustering is typically
an unsupervised learning task used to find unobserved patterns in data.
Regression: The process of finding continuous values as solutions to a problem (e.g. real
numbers). An example of this might be to predict stock value changes based on historical
stock market data. Regression is another typical example of supervised learning.

With the above categories in mind, it is easy to deduct that the consequences of prediction accuracy
can vary greatly with problem types and context. An inaccurate binary classification in the context of
spam filtering likely has a greater impact on the perceived prediction result than a regression to
predict a stock price resulting in 99 instead of 100.

2.5 Neurons and Perceptrons
The Artificial Neural Network (ANN) is a model based on the nervous system of animals (see e.g.
Kakas et al., 2011). It is therefore suitable to gain a basic understanding of how biological neurons
(and their digital representation through the perceptron) work in order to fully understand the
concept of artificial neural networks.
In simple terms, neurons are connected cells capable of sending electrical signals to each other, and
form vast networks in biological brains capable of learning. A neuron consists of a cell body (or
soma), incoming connections called dendrites, and a single outgoing connection called an axon
(Figure 2). The dendrites are connections of varying strength through which incoming signals from
other neurons travel, and depending on if the strength of these connections and the rate at which
the other neurons are “firing” exceed a certain threshold, the neuron will fire. As it fires, the signal
travels down the axon through its terminals, and reaches the dendrites of other neurons. Biological
brains learn through the creation of new connections, and strengthening of existing connections
between neurons (Russell and Norvig, 2003). Reality is far more complicated, but this explanation
provides enough theory to enable understanding of the concept of the perceptron.
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Figure 2 - Simplified neuron diagram (by the author based on description by Daumé III (2012))

The perceptron is the digital modeling of a single neuron. The strength of incoming signals is
represented by numerical input values x1 … xn, (i.e. a perceptron can have N number of inputs) and
the strength of the different incoming connections is represented by associating a specific weight w
to each connection. The cell body is represented by a data object capable of performing calculations
on the provided input, and sending output depending on the results of these calculations (illustrated
in Figure 3). The main function of the perceptron is finding a linear decision boundary through
learning weights for individual features, i.e. learning a hyperplane classifier (Daumé III, 2012).

Figure 3 - Simple example perceptron with three inputs, three weights, bias theta, and output y (by the author based on
description by Daumé III (2012))

The perceptron is an online algorithm, i.e. it doesn’t need access to an entire dataset at the same
time to function, as it only ever accesses a single set of input values at a time. It works by
sequentially processing sets of inputs, and making a prediction for each set. In supervised learning,
the algorithm checks if the prediction made is correct. If so, no adjustments are made, but if the
prediction turns out to be incorrect, weights and bias are adjusted to improve future prediction
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accuracy for the set. Algorithms that only make adjustment in the case of incorrect predictions are
said to be error driven (Daumé III, 2012).
The mathematical concept can be described as follows: Given N number of inputs x1 through xn the
neuron stores a weight w for each input and sums the values of each input multiplied by its weight
(Daumé III, 2012), according to:
𝑛

𝑎 = ∑ 𝑤𝑛 𝑥𝑛
𝑛=1

The value obtained is interpreted as the neuron’s activation value. A positive value will be
interpreted as a positive example, and a negative value will be interpreted as a negative example of
the problem in question. As can be deducted from the activation value’s equation, the weights allow
the perceptron to customize how big of an impact different inputs have on the final prediction.
Inputs with a weight of zero will have no effect at all, while inputs with positive and negative weights
will affect the prediction positively and negatively, respectively. However, it is often convenient to
have a non-zero threshold for activation (causing activation if a > threshold). A convenient way of
achieving this is by adding a bias b to the neuron (Daumé III, 2012). This is easily achieved by
modifying the original equation:
𝑛

𝑎 = [∑ 𝑤𝑛 𝑥𝑛 ] + 𝑏
𝑛=1

A major downside of the perceptron model is that it is limited to decision boundaries of a linear
nature. To understand the difference between linear and non-linear classification, imagine a dotted
graph of data. Linear classification separates data elements into two different classes by a straight
line, specified by some linear function. In cases where data isn’t so easily separable (i.e. some degree
of curvature of the line is required to correctly classify the data) the algorithm becomes unsuitable.
This problem can be solved by combining multiple perceptrons into a neural network (Daumé III,
2012).

2.6 Artificial Neural Networks
A biological neuron can be modeled through the perceptron, capable of finding linear decision
boundaries for classification problems. In a similar way to how neurons are connected in biological
brains and nervous systems, perceptrons can be combined to model nervous systems of varying
complexity through neural networks (Kriesel, 2007). This extends the rather limited (linear) capability
of the perceptron to include more complex (non-linear) decision boundaries (illustrated in Figure 4).
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Figure 4 - Illustrations of linear and non-linear decision boundaries on the same data set (by the author)

Neural networks introduce a multi-layered approach to the concept of perceptrons. As a perceptron
processes a number of inputs into an output, a neural network introduces a hidden layer of multiple
perceptrons to facilitate additional computational capabilities (Daumé III, 2012). In neural networks,
each input is connected to each perceptron (neurons from now on) of the first hidden layer. In the
case of more than one hidden layer, each neuron of a layer is also connected to each neuron in the
subsequent layer. As was the case with the perceptron, each neuron stores a weight for every
incoming connection.

Figure 5 - two-layer neural network with 4 inputs processed by a single hidden layer of 3 neurons (by the author based
on description by Daumé III (2012))

The figure above depicts a two-layer neural network (inputs do not count as a layer in this sense, as
the terminology only accounts for hidden and output layers when a network is stated as being 2layered or 3-layered etc.), showing the connections between the different parts of the network. Each
edge corresponds to a weight, and when activations are computed in the hidden layer, it is done
based on the input values and their corresponding weights. Lastly, the activation of the output
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component is computed according to the same principle, but from the activations of the hidden layer
neurons and their set of weights.
2.6.1 Activation Function
The big advantage of neural networks is that they are not limited to linear decision boundaries. This
is achieved by the implementation of a non-linear function to process inputs. This function is often
referred to as the activation function (or sometimes link function):
𝑛𝑘 = 𝑓(𝑤𝑘 ∙ 𝑥)
Where nk is the activation of hidden neuron k, which equals to the function f of the vector of weights
wk on the incoming edges of neuron k multiplied by their corresponding input value (Russell and
Norvig, 2003).
The best choice of activation function can vary depending on the problem to be solved (Vehbi and
Karlik, 2010), but a very popular choice is the fermi function. To properly explain the advantage
causing the popularity of the fermi function, it is necessary to first describe the function which the
fermi function builds upon, the sign function (sometimes referred to as the Heaviside function)
(Kriesel, 2007). In simple terms, the sign function extracts the sign of a given input and sends it as
output, i.e. input below a certain threshold will render an output of -1, and input above the threshold
will render an output of 1. This function has the inherent problem that it limits the neuron to binary
behavior as the function is non-differentiable at the threshold, i.e. no non-vertical derivative exists at
the threshold value in the function graph (illustrated in Figure 6). Depending on the problem to be
solved, binary classification can be a perfectly viable solution. However, using linear neurons directly
counteracts the purpose of using hidden layers by effectively making the two set of weights act as
one, i.e. the perceptron would be the preferred model for these problem types (Kriesel, 2007).

Figure 6 - Graph of the sign function, showing the lack of differentiability at the threshold (red dot)

The fermi function acts by smoothing this curve, resulting in an S-shaped curve (illustrated in Figure
7), to allow gradual changes in the output and hence introducing differentiability at the threshold.
The fermi function is expressed mathematically as:
1
1 + 𝑒 −𝑥/𝑇
Where e is a mathematical constant called Euler’s constant (approximating to 2.71828), x is the sum
of inputs to the neuron, and T is a temperature parameter used to compress the function on the xaxis. As can be seen in the equation, the fermi function is capable of producing a continuous output
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value between zero and one, in contrast to the sign function. By setting the value of T to a low value,
the function can be compressed on the x-axis to mimic the behavior of the sign function (Figure 7)
(Kriesel, 2007).

Figure 7 - Graph of the fermi function with T set to 0.5 (left), and 0.1 (right) (by the author)

2.6.2 Training Algorithm
As mentioned in section 2.5, the human brain learns by creating new connections strengthening
existing connections between neurons. ANN’s lack the capability of adding new connections, but the
process of strengthening or weakening existing connections can be mimicked by adjusting their
weights accordingly (Kriesel, 2007). Since the activation is calculated by multiplying the input value of
a connection with its weight and summing these values, connections with a higher weight will have a
greater impact on the total activation than connections with lower weights. The weight adjustments
are made through the use of a training algorithm, such as the backpropagation algorithm.
Backpropagation works by assessing the results of predictions made by the ANN. If a prediction is
correct nothing is done, but if a prediction turns out to be incorrect the blame for the error is divided
among the contributing weights, which are then adjusted to facilitate a better result in future
predictions (Russell and Norvig, 2003). Since an expected output value has to be provided in order to
evaluate prediction correctness, backpropagation should be seen as a supervised learning task.
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3 Problem Description
The aim of this study is to examine the possibility of using patterns in mobile device usage to predict
certain events or actions. The tool used for finding patterns is neural networks provided by FANN
Neural Network library. Hence, the question to be answered in this thesis is as follows:
Are there patterns in how we use mobile devices, and is FANN a suitable tool for detecting these
patterns?
This will be done through two partial objectives:
Objective 1: Conduct a data collection of mobile usage data by:



Defining which data that is needed
Choosing an appropriate way of collecting data

Objective 2: Search the data for patterns using FANN by:





Preparing the collected data for analysis by FANN
Selecting different analysis configurations
Interpret results
Evaluate validity of results

3.1 Motivation
Studies indicate that the security awareness of the average user can be considered lacking (Lorenz et
al., 2013), and also that the human factor is a key component in maintaining a high level of
information security (Tariq, Brynielsson and Hartman, 2014). This has been noted by the companies
Volvo, Ericsson and Saab, who has expressed their concerns to the security consulting company
Combitech AB, for which this study is conducted. Combitech, in turn, has proposed a security
awareness training system as a possible solution. This study will investigate the possibility of
predicting events in mobile usage data, using FANN neural network library.

3.2 Delimitations
The focus of this study is finding usage behavior patterns of mobile device users, using artificial
neural networks provided through the FANN library. Due to this, the study does not provide a
detailed view on different pattern recognition techniques. Instead, variations in data formatting will
be made to explore the presence of patterns in the data. It should also be noted that the focus of the
study is not neural networks as a general technique, but rather to explore if pattern recognition using
FANN is a viable approach to the problem of monitoring mobile devices within the proposed security
awareness training system.
The study is also qualitative in nature and limited to the devices of 6 persons in the author’s
immediate social network. Given more time, further effort to gather participants would be of benefit
to the study.
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4 Method
The choice of method needs to be carefully considered with the overall aim of the study in mind.
According to Berndtsson et al. (2008), a good approach is to develop objectives, find potential
methods for the objectives, choose methods, and describe the chosen methods. They also stress that
using multiple methods may lead to increasing complexity in regards to validity of the study.

4.1 Choice of approach
This study is conducted to evaluate the viability of pattern detection as a means toward risk
prediction on mobile devices. Ultimately, the goal is to lay the groundwork for the awareness training
system described in the Introduction. To the author’s knowledge, no previous research exists
regarding this specific subject. Also, since the study aims to find the presence of patterns in mobile
device usage, a method producing a qualitative result would be best suited. An exploratory survey
coupled with proper data analysis is deemed a suitable method for obtaining a qualitative result.
Alternatively, an experiment could be conducted, but due to the lack of a proper baseline for
comparing the results this is deemed unsuitable at this stage.

4.2 Survey
The first step of the data collection is to define the different types of data needed for the analysis.
The second step is to gain access to such data. A digital questionnaire or interviews could accomplish
this, but allowing participants to describe their mobile usage themselves would likely lead to
inconsistencies, as the honesty and accuracy of their descriptions would be a significant factor to the
quality of the data. Also, questionnaires or interviews will likely fail to account for any sub-conscious
behavior patterns. Alternatively, existing datasets from previous studies could be used. A data
sample from a study conducted at Cambridge University was considered (Device Analyzer for
Android, n.d.). However, the author was not permitted to use this dataset for a bachelor thesis. In
the case of using an existing dataset, due to the fact that device usage is being studied, consent from
the participants needs to be collected in case participants consider this to be sensitive information.
This process is considered to be too time consuming to fit within the time frame of this thesis.
A simple yet adequate solution for this particular thesis is to collect a small dataset by logging mobile
application activations; hence a survey is chosen, as it can be made almost fully autonomous by using
some form of logging application. A survey of this type would also allow for a high level of data
quality since it will not depend on the honesty or awareness of the participants.
According to Wohlin et al. (2012, p. 13), “the general objectives for conducting a survey are either:
descriptive, explanatory, or explorative”. He describes descriptive surveys as a way to make
assertions regarding a population, and explanatory surveys as a way to explain certain phenomenon
among a population. Explorative surveys are described as pre-studies to more thorough
investigations, with the possibility to improve a larger future study. Because of this, explorative
survey is considered to be most fitting to this project.

4.3 Implementation
Once data has been gathered, the remaining work will be completed in three phases. The first phase
is to prepare the collected data so that it can be read by the neural network. The second phase is to
run the data through the network, and the third phase is to interpret the results.
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The task of preparing the data roughly entails reading the log files generated during the data
collection, and saving the data in a format that is readable by the neural network. This process needs
to be automated in order to accommodate the possible need for changes in the structure of the indata. Because of this, the author considers the method of implementation a suitable approach, as it
will provide a level of control over how data is formatted and read.
The next task of running the data through the actual network will also be done through
implementation. Since a program library called Fast Artificial Neural Network, or FANN (FANN, 2016),
is used to provide the neural network itself, implementation seem to be a sensible approach as data
analysis can be incorporated into the same program that formats the data, thereby further
automating, and easing repeatability of the process. There is a standalone graphical version of FANN,
called FANNTool (FANN, 2016), which allows for easier network configuration, and could be used as
an alternative for those not wanting to do actual programming. However, the author chose to use
the library as it made sense to incorporate the workflow regarding data analysis with that of data
formatting.
According to Berndtsson et al. (2008), implementation is a method well suited for projects where
development of new solutions is required. They stress the importance of using good software
development practice during the implementation to ensure high validity and reliability of the final
result. They describe validity as the need for the implementation to reflect the proposed solution in
an accurate manner, and reliability as the need for the implementation to be robust enough to be
useful. They also state that issues regarding validity can arise when deciding how to evaluate the
implementation.

4.4 Experiment
Experiments are typically conducted to verify or falsify a formulated hypothesis by investigating how
a small number of variables are affected by the experimental conditions (Berndtsson et al., 2008).
They also state that it is important to be aware of the fact that a positive experimental outcome
never can be said to prove hypothesis correctness, instead they use the word support rather than
proving the hypothesis.
Wohlin et al. (2012) describes experiments as something to be used when precise and systematic
control over, and manipulation of, a situation or behavior is required. He also distinguishes between
human-oriented and technology-oriented experiments, where the former entails human subjects
applying different treatments to objects, and in the latter, different tools are applied to objects. He
also mentions the need for a baseline to be used as control when evaluating the results of the
experiment.
Experiment is not used in this study, as it is deemed an unsuitable method for this thesis due to the
lack of a clear baseline to which to compare the results. However, this study could possibly serve as a
baseline for future studies of the subject.

4.5 Validity Threats
4.5.1 Conclusion Validity
Threats to conclusion validity are described as factors having impact on the ability to draw accurate
conclusions (Wohlin et al., 2012). This study is subject to a number of these validity threats.
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Due to the rather short time-frame in which the data collection took place, this study suffers from
low statistical power. A week’s worth of data may not be enough to draw accurate conclusions about
general user behavior over longer periods of time. In addition to this, the threat of violated
assumptions will affect the study as assumptions are made when deciding on how to handle and
analyze the data gathered. These assumptions are stated during the Realization section of this
report.
Lastly, this study is subject to the threat of fishing as the author started the study with the firm belief
that humans are creatures of habit, and hence patterns should be present in the context of mobile
device usage. During the course of the study however, the author has changed his view on this
matter, hopefully minimizing the effect of fishing.
4.5.2 Construct Validity
Threats to construct validity are described as issues generalizing the results to the concept behind
the study (Wohlin et al., 2012). This thesis is sensitive to social threats to construct validity relating to
the behavior of participants. Wohlin et al. state that individuals may act differently knowing that they
are partaking in a study than they would otherwise.
The fact that the participants are aware of the monitoring of their devices may lead them to try and
figure out the purpose or intended result of the study. They may then base their behavior on these
guesses. This threat is called hypothesis guessing, and will be minimized by making the data
collection as invisible as possible to the participants.
Another social threat to construct validity is that of evaluation apprehension. This concern some
individuals fear of being evaluated or judged, which may cause them to try and look ‘better’ than is
actually the case. The effects of this threat are hard to mitigate, but an attempt will be made by
providing the participants with the possibility of anonymity.
Lastly, there is an additional threat that mainly concerns experimental design, but should be
discussed nonetheless, namely inadequate preoperational explication of constructs. This threat, in
the context of experiments, means that constructs are not clearly defined. This study has no distinct
threshold of when patterns are considered to be present or not. There is no way to say that a result
above this threshold indicates the presence of patterns. Instead, results need to be evaluated on a
case by case basis, and conclusions drawn from that.
4.5.3 External Validity
Wohlin et al. (2012) describes threats to external validity as conditions that limit the ability to
generalize results to real situations. This study suffers from the threat of interaction of selection and
treatment, since it aims to study the presence of usage patterns in general, but the sample of
participants has been taken from the author’s immediate social network, possibly resulting in a
narrow representation due to the author’s choice of acquaintances.
Another threat to the study’s external validity is that of interaction of history and treatment. This is
the effect of the time the study is conducted. In this case, the data collection was performed the
week after the Easter holiday, which may have an effect on the behavior of the participants.
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4.5.4 Internal Validity
Threats to internal validity are described as issues that may affect causality without the researcher’s
knowledge (Wohlin et al., 2012). They state that that these threats may lead to false conclusions
regarding causal relationships between treatment and outcome.
The main threat to the internal validity of this study is that of instrumentation. Wohlin et al. (2012)
describes this as the effect caused by the tools used in the study, and states that badly designed tools
negatively affects the internal validity of the study. In this study, the threat of instrumentation is
handled by researching bugs of the FANN library on the FANN development forum (Sourceforge.net,
2016). The data formatting program written by the author is tested by manually checking the output
files for irregularities.

4.6 Ethical Aspects
When conducting studies that involve gathering data or conducting analysis on data, it is important
not to omit or withhold information that has been collected for use in, or generated as a result of the
study. If gathered data is manipulated in any way this should be clearly stated. In this study the raw
data has been manipulated only by removing the device brand and model from the data files, in
order to fully anonymize the data. It is also important to reference any previous research that has
been used during the study, in order to correctly credit researchers for their work
(Sverigesingenjorer.se, 2016). In this thesis this is achieved through referencing using the Harvard
referencing system.
When conducting studies involving human subjects, any personal data should be handled according
to current legislation of the region where the research takes place. In Sweden, handling of personal
data is legislated through personuppgiftslagen (PuL) and directives defined by datainspektionen
(Datainspektionen.se, 2016). This study contains no personal data, or other data that can be used to
identify the subjects (Codex.vr.se, 2016). It is also important for participants to be fully informed
about what their participation entails. In this study, all participants have been briefed on what data
that is collected, and how it will be used. They have also provided written consent for the use of their
data in the thesis. Further, no attempts of analyzing the data for purposes other than the aim of the
thesis have been made.
The results of this study may open up for misuse through the fact that the proposed system actively
monitors the usage actions of employees at the company implementing the system. Even if no actual
data traffic is monitored, it can still be used to map parts of a person’s life and habits. However, in
the end, responsibility for how information generated by the system is used lies on the company that
implements it, and while the author is aware of the potential for misuse, this thesis simply aims to
provide a foundation for future research and development of the system.
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5 Realization
This chapter describes the realization of the study, and in detail explains how the different steps of
the work process were conducted.

5.1 Objective 1: Conduct an anonymous data collection of mobile usage
data
5.1.1 Data Requirements
In order to study mobile device usage, and any eventual patterns in it, it is first necessary to
determine what data that comprises a usage event. The complexity of the definition of an event can
vary greatly depending on context and what is to be studied. In this thesis the goal is to predict
whether or not a risk is about to occur within a certain time frame, given the sequence of previous
events. This implies that the minimum requirement for the data is some form of indication of time
for event occurrences, as well as a way to identify and differentiate unique events. The former is
achieved by logging the system time, and the latter is achieved through fetching the name of the
running application. The assumption that it is unlikely that participants will change their system time
for the duration of the survey, and that different applications share the same name, is considered
reasonable. Therefore, data regarding system time and application name are deemed as acceptable
minimum requirements for the data collected.
5.1.2 Data Gathering Method
In order to find a suitable application able to gather the needed data, research was made into
different logging software. Online searches were made using the keywords usage logger, logging
application, usage statistics, and usage tracker. Searches mainly resulted in links to websites of
applications, and forum threads discussing subjects related to logging and logging application
development. Applications that were not available for free were immediately ruled out. Applications
not available through the google play store were also ruled out due to concerns regarding security.
Different alternatives were briefly evaluated and discarded for varying reasons, a common one being
that the data gathered was considered too bloated, and hence would be too time consuming to
handle and prepare within the time frame of this thesis. Some of the evaluated applications were:





Trust Event Logger (Trust Event Logger, n.d.)
aLogcat (aLogcat, n.d.)
KidLogger (untrustworthy – not linked)
App Usage (App Usage, n.d.)

Trust and aLogcat were considered to gather too detailed data, as they seemed more aimed towards
debugging. KidLogger did not appear to be trustworthy due to an unprofessional website, and lacking
description of how the app actually works. The best alternative turned out to be the app “App
Usage” available for free on the android market (Google Play store). However, the application was
not available on the Apple Store at the time of this study, thereby limiting the survey to android
devices. App Usage, once installed, monitors the device in the background and logs information
about which application that is currently used, along with the date, time, and duration of the
application usage. The app also provides functionality of exporting the usage log to a .csv-file. The
information collected by the application can be considered somewhat limited in scope, limiting its
usefulness in further studies but it does meet the previously established minimum data
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requirements. The format in which the data is saved along with the ease of exporting the data was
deemed a big enough advantage to warrant choosing App Usage over other alternatives. Especially
the ease of exporting data was hoped to help maximize the level of participation in the survey by not
presenting the user with a daunting task.
Participants were instructed to install App Usage on their smartphones or tablets, and to let it run for
the duration of a week. At the end of the week, participants were instructed to export their logged
data and submit it via e-mail. Participants were informed that their data would not contain any
personal information, and if they wished to remain anonymous towards the author they were
advised to submit the data using a temporary e-mail unknown to the author. None chose to do so,
and all participants have given their consent for their data to be used in this study.
5.1.3 Participant Recruitment
Since the survey aims to find the existence of individually unique usage patterns, there is no
requirement specified regarding a specific demographic population representation. Therefore, no
demographic information is contained within the collected data. Instead, the population to be
sampled for this study could be defined as ‘mobile device users’.
With this in mind, the participant recruitment process was not tailored to attract participants from
any certain demographical groups. Participation requests were posted on two internet forums, along
with an explanation of the thesis project in general, as well as instructions on how to participate.
Unfortunately, these requests yielded a very low number of participants, and the ones that chose to
take part failed to submit their data in time. As a result, the survey ended up with only 6 participants
gathered in the author’s immediate social network. While the number of participants is low,
qualitative surveys aim at developing generalized conclusions about a population based on a small
sample (Wohlin et al., 2012). Therefore, the sample should be able to provide a qualitative result.
However, it should be noted that the sample is not able to represent the ‘average’ mobile device
user, since the sample has a very narrow representation regarding certain factors, e.g. four
individuals have an education in information technology, and 2 has a very limited knowledge about
information technology.

5.2 Objective 2: Search the data for patterns using a neural network
5.2.1 FANN-library
The tool used to provide the neural network is the open source “Fast-Artificial-Neural-Network
library”, or FANN (FANN, 2016). FANN is written in C with a heavy focus on performance and ease of
use, and has been widely used in research projects due to its versatility. It was originally developed
by Steffen Nissen in 2003 as a graduate project (Nissen 2003), and has been under development
since. FANN was chosen over other alternatives due to the author’s previous experience with C/C++
and Visual studio. Other options include WEKA java library (Cs.waikato.ac.nz, n.d.), PyBrain for
python (Rueckstiess, n.d.), and matlab neural network toolbox (Se.mathworks.com, n.d.). FANN has
seen widespread use in the research community due to its usability and extensive language bindings
(FANN, 2016).
FANN provides an easy to use interface with a wide array of functions that can be used to customize
the network according to the problem to be solved. The main functions of interest for this report are:
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fann_create_standard( … ) – creates a fully connected neural network configured according
to the parameters
fann_set_activation_function( … ) – used to set the activation functions of neurons in the
hidden and output layer(s)
fann_set_bit_fail_limit( … ) – used to set the bit fail limit

More in-depth descriptions of the network configuration options will be provided in a later section of
this report.
5.2.2 FANN Input Data Formatting
FANN defines a number of data types that it uses throughout its execution, one being the
fann_train_data type. It is used to provide the network with input data both during training and
testing. The type can be initialized using the function fann_read_train_from_file(…), which initializes
the data object with the values found in a file specified in the function parameters. The data files
read by FANN has to be in a specific format in order to be readable:

Figure 8 - First 9 lines of a FANN data file generated by the authors own program

The first line of the file is a header telling the library how the file should be read. In the sample seen
in Figure 8, the header tells us that the file contains a total of 273 input/output pairs, that an input is
comprised of 6 values, and that 1 output value is to be produced. The second line is the first set of
input values, and the third line is the expected output for that specific input. A set of input values
coupled with its expected output makes out an input/output pair.
The raw data collected for objective 1 (see 4.1) is saved as comma separated value files, or csv files:

Figure 9 - Sample of collected usage data

Each line corresponds to a usage event, and stores information about the name of the application
used, the current date, time of usage start, and event duration. In order for this data to be of use, it
needs to be parsed and processed to generate a data file readable by the ANN (see Figure 8). For this
purpose, a small program was created that is capable of parsing the csv files, and generate data files
based on the raw data.
5.2.3 Data File Generation
The data processing program consists of two classes, DataReader and FileCreator.
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The first step of the data file generation is to read the raw data. This is done by instantiating the
DataReader class with the name of the csv file as a parameter. Once this is done all work of this class
is done automatically by its internal functions readCSV() and encode(). ReadCSV will read through the
specified csv file and save the data to an internal container. Since the raw data is already in
chronological order, the current implementation only saves application names and duration values
while maintaining the event ordering. When reading has finished, encode is run. This function maps
each unique application name to an integer value. The reason for this is that FANN networks can only
handle numerical values; hence each unique string needs to be represented numerically. The
mapping starts by assigning the value 1000 to the first application encountered, it is then
incremented by 10 for each application. The reason for starting at a high value is to prevent the
network from interpreting different applications as being of different importance for the predictions.
Both the starting value and the increment were found by observing network performance through
trial and error. Once the mapping is completed, the event sequence is saved into an internal data
structure. Again, the ordering is maintained, but now integers are stored instead of strings. When the
integer values are fed into the network they are normalized by an internal function in FANN to fit the
range [1, -1]. The duration value is converted from the mm:ss format that can be seen in Figure 9, to
an integer value of the duration in seconds.
Now that the raw data has been parsed the next step is to add some structure to the data and
generate the actual data files. This is done through the FileCreator class. The FileCreator looks as
follows:
FileCreator(DataReader dr, int windowSize, int step, int predictionWindow, string prefix, int riskID,
int minDuration)
The class needs access to a DataReader instance in order to access the internal data structures from
which to generate the data. Instantiation of this class is also where the sought event is defined.
Currently, the implementation only supports looking for one event at a time, which is specified by
the integer ID of the sought application along with a minimum duration in seconds. The constructor
also needs three additional integer parameters, windowSize, step, and predictionWindow. These
parameters enable easy configuration of the rolling time-window. The prefix parameter is used to
establish the correct file name.
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Figure 10 - Illustration of a rolling time window

In order for the network to take previous calculations into account when making predictions, it needs
to be able to handle the data as a time-series. The rolling time window approach accomplishes this,
and means that a certain range of values (in regards to time) is fed into the network, i.e. analysis is
made one time-window at a time. The size of this time-window, in number of consecutive values, is
specified by the windowSize parameter. The algorithm will store the values of the time-window in a
temporary structure, and then search the following predictionWindow number of values for the
sought event. If the event is found, the expected output for the current window will be set to 1, if
not, it is set to -1. Once the window has been analyzed it is moved step number of values. This
process is repeated until a move of step values is no longer possible, i.e. end of file is reached. Figure
10 shows an illustration of the first three iterations of a rolling time-window with windowSize set to
3, and step set to 1.
The values chosen for windowSize, step, and predictionWindow can have large effects on the
network’s ability to find patterns in the data. Setting step to a higher value than predictionWindow
will cause some values to never be evaluated at all, as moving the window will cause it to skip values
that didn’t fit into the previous prediction window. Also, having step set to a much lower value than
windowSize will cause overlapping in the data sequences. Some overlapping should not cause
problems, but as overlapping increases the data will seem noisier to the network as it will end up
examining the same subsets multiple times.
5.2.4 Parameter Configuration
Each device participating in the study provides a unique set of usage data. In order to provide a
general indication of the presence of patterns in this data, each dataset will be searched for two
different events - one of high, and one of low frequency. The reason for this is that occurrences of
highly frequent events are assumed to be easily ‘guessed’ by the network, possibly resulting in
correct predictions due to chance. Searching for patterns leading to events of varying frequencies is
assumed to provide a more accurate indication of general presence of usage patterns. Additionally,
the data will be analyzed using three different values of the windowSize parameter. This is a step
taken to increase the understanding of how patterns are exhibited in the data. The value will initially
be set to the average hourly usage frequency for each device, and halved two times, roughly
resulting in analysis of patterns over the length of approximately one hour, 30 minutes, and 15
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minutes. It is assumed that this will help gather knowledge about the length of patterns, as a larger
time window will detect patterns over longer periods of time, while a smaller time window will
detect patterns over a shorter period of time. The step size when moving the time window is set to
half of the window size, causing the first half of a window to overlap with the last half of the previous
window. This will result in noise, but no overlapping is assumed to miss possible patterns stretching
across window borders. Using half a window size of overlap is assumed to catch these patterns.
These variations result in the generation of a total of 12 data files per device (6 used for training, and
6 used for testing), and 6 result files per dataset.
Due to time constraints, variations will not be made in the topology of the ANN. Instead, the number
of hidden layers will be set to 2, as this is enough to approximate any function (Kriesel, 2007).
Choosing the number of hidden neurons for the hidden layers is described as a problem of trial and
error, though it is important to be aware that too many hidden neurons increase the risk of
overfitting (Kröse and van der Smagt, 1996), possibly resulting in good training values but poor
testing values. A general guideline encountered by the author in the FANN development forum
(Sourceforge.net, 2016) is that the initial number of hidden neurons be set to (number of inputs +
number of outputs) / 2, and then using trial and error from there to find a suitable configuration.
Trials conducted by the author supported this recommendation. However, the trials also indicated
that the complexity of the problem to be solved by the network needs to be considered in choosing a
network configuration. During these trials, analysis of small time windows needed 3 times the
number of hidden neurons of the recommendation in order to provide decent results, while larger
time windows could be analyzed using fewer hidden neurons. This is assumed to be because smaller
windows are harder for the network to work with, due to the lesser amount of data available on
which to base predictions. Nonetheless, it was decided to follow the recommendation regarding
number of neurons for this study, and to elaborate on possible consequences of this in the discussion
section of the report. Hence, the network is configured with 2 hidden layers, and windowSize / 2
neurons in each hidden layer. The network uses the backpropagation learning algorithm, in
conjunction with a symmetric sigmoid activation function for the neurons. The backpropagation was
chosen due to it being recommended in the FANN documentation for most types of problems. The
symmetric sigmoid activation function is a sigmoid function modified to generate an output in the
range of -1, 1 instead of 0, 1. This function was chosen partly by recommendation, and partly by the
fact that it was chosen by the built in functionality of FANNTool (FANN, 2016) that detects optimum
activation functions based on data. The decision of using these guidelines as a basis for the neural
network configuration is deemed acceptable considering that the aim of this thesis is not to evaluate
neural networks as a general technique, but to find patterns in usage data.
5.2.5 Test Execution
The actual data analysis is done one dataset at a time. For each set, 100 neural networks are created.
Each neural network is trained on the first half of the set for 100 iterations. The relatively low
number of iterations was chosen because trials done by the author showed that further training did
not lead to improved results. When training is finished each network is tested once on the remainder
of the set, and a log file containing the result is saved. It is important that the data used for testing
has not been previously seen by the network, since the purpose of the network is to make
predictions based on previously unknown data. The data is fed to the network in chronological order
one time window at a time, enabling the network to learn and relearn by adjusting its weights as
patterns change. The reason for creating 100 individual networks for each data file is that networks
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are initiated with random weight values. Computing an average value from a large number of
networks is assumed to account for any possible impact randomization might have on the
performance of the network. When all tests have been run, the results are summarized using
Microsoft Excel.
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6 Results
Before any generalized conclusion can be drawn from the results of the tests, it is necessary to define
how results should be interpreted. Each test configuration will have its results inserted into a table,
resulting in 6 detailed result tables for each device.

6.1 Result interpretation
Detailed results are summarized in one table for each test configuration. Figure 11 below shows the
results from the test run on the data from device A, using a window size of 6 and trying to predict an
event of high relative frequency. Among the 100 neural networks created for the test, the average
prediction accuracy is 99.44%, with a median bit fail (i.e. number of incorrect predictions) of 0, and
an average of 3.04. The standard deviation among the networks is 1.46%, indicating a high
consistency in the prediction accuracy of networks using this particular configuration on this
particular data. A low standard deviation is interpreted as an indication that there are few factors
other than actual patterns affecting the learning and prediction of the network. Possible other
factors that may affect the performance of the network include randomization through the weight
initialization, and the frequency of the sought event in the time windows. In Figure 11, the sought
event is shown to be present in approximately 31% of the time windows in the test data. This may
not seem interesting in this case, but the frequency of windows containing the sought event will be
of interest in other examples.

Figure 11- Detailed result table (Device A – High frequency event, window size 6)

However, when evaluating the results from the study it is important to consider not only the raw
numbers obtained, but also any possible relations that may be present between them, as well as put
results using different configurations in relation to each other. It should also be noted that results
from different datasets are not comparable, as usage patterns are assumed to vary greatly between
individuals.
Figure 12 below, shows the detailed results from the test searching for a low frequency event in the
dataset from device A. It is interesting to note that the only thing that differs between the tests
behind Figure 11 and Figure 12, is that Figure 11 shows the result from trying to predict an event
with an overall frequency (in the raw data from the device) of 12.96%, while Figure 12 shows the
result of trying to predict an event with a frequency of 4.33%. Further examination of the values in
Figure 12 reveal that the median bit fail is the same (60) as the number of windows containing the
sought event. This is reflected by the fact that the percentages for average prediction accuracy, and
event window frequency, roughly adds up to 100%. Coupled with the very low standard deviation of
26 | P a g e

0.27% and the fact that the sought event is present only in a small number of windows, it can be
interpreted as an indication that the neural network consistently fails to predict all occurrences of
the sought event.

Figure 12 - Detailed result table (Device A - Low frequency event, window size 6)

The two examples presented above make it rather easy to draw conclusions about the usefulness of
neural networks in the respective cases. Not all tests produced such clear results however. Figure 13
below shows the result from searching the data from device E for a highly frequent event. At first
glance it might look like a decent result with a prediction accuracy of 89%, but upon close inspection
it can be seen that the median bit fail is almost equal to the amount of windows not containing the
sought event, indicating that the networks inaccuracy is the result of predicting an event in almost all
windows. However, since there is no way to read the actual output of the network, there’s no way of
knowing for certain whether the failed predictions are false positives, negatives, or a mix thereof.

Figure 13 - Detailed result table (Device E - High frequency, window size 36)

In fact, the only results that can be evaluated with certainty are those with a bit fail very close, or
equal, to 0, along with a distribution of events over windows such that not all windows contain the
sought event. If the median bit fail is almost equal to the number of windows containing, or not
containing, the sought event, and this number is low compared to the number of total windows, the
conclusion can be drawn that no clear patterns exist in the data, causing the network to miss these
predictions. Tests resulting in a bit fail of 0 are interpreted as indications of usage patterns.
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6.2 Result Evaluation
Results will be presented using device specific tables followed by a discussion about the results
obtained from each device.
6.2.1

Device A

Figure 14 - Result table (Device A)

Testing of the data originating from device A had tests 3 and 5 exhibit clear indications of the
presence of patterns in the data, with a median bit fail (failed predictions) of 0 in conjunction with
what appears to be a wide distribution of the sought event among the time windows. It should be
noted that both these tests use the same sought high frequency event, but with different window
sizes. Of the three tests acting on a low frequency event, only test 2 produced a result that can be
considered indicative of patterns. However, the rather high standard deviation indicates a level of
uncertainty regarding this result. The results from device A show indications of the presence of
patterns in the usage data. However, results are too inconsistent to support using FANN as a tool for
this type of prediction work.
6.2.2

Device C

Figure 15 - Result table (Device C)

In similarity to the results from device A, tests performed using a high frequency event on the data
from device C (tests 1 and 3) produced the most accurate and consistent predictions. The other tests
resulted in very poor results, with tests 4-6 presumably missing every event occurrence. Tests on this
dataset are deemed to not be very indicative of usage patterns as they produced a lot worse results
than the tests for device A. This may be the result of the devices being used differently.
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6.2.3

Device D

Figure 16 - Result table (Device D)

Device D appears to be producing relatively consistent test results. While it only has two tests with a
median bit fail of 0, tests 2 and 3 has produced decent results. Worth noting is that test 1 has a
median bit fail equal to the number of windows not containing the sought event, indicating that the
networks predict the event to be present in all windows. However, since this number is as high as
25% of the total number of windows, it might just be a coincidence, and the bit fail consisting of both
false positive and negatives. Also worth noting is that the tests with 0 bit fails have very low standard
deviations of 1,54% and 0,23%, indicating a very low level of insecurity in the predictions. Due to the
relatively high consistency in conjunction with achieving 0 bit fail on two different events, tests run
on device D are considered to indicate presence of usage patterns.
6.2.4

Device E

Figure 17 - Result table (Device E)

Test 1 shows the same phenomenon as test 1 for device D did, the median bit fail appears to be
strongly connected to the number of windows not containing the sought event. Unlike the test for
device D, this time the bit fail is significantly lower relative to the total number of windows, indicating
false positives. However, this may yet again be a coincidence since the bit fail does not exactly equal
the number of windows not containing the sought event. An interesting observation is that this has
only occurred in tests using high frequency events in conjunction with large window sizes. Tests 3
and 5 produced a bit fail of 0, both using the high frequency event, and both having a very low
standard deviation among the networks. The rest of the tests produced average results similar to
those on other devices, once again lending support to the presence of usage patterns.
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6.2.5

Device G

Figure 18 - Result table (Device G)

As can be seen in Figure 18, only 4 tests were run on the data of device G. This is because this device
had a very low frequency of usage, making the size of the full window 6 only. This low number
resulted in only being able to halve the window size once; hence resulting in only 4 tests.
Immediately upon looking at the table it is clear that the networks missed every occurrence of the
sought events, as the bit fail equals the number of windows containing the event for every test. For
tests 2-4, the standard deviation was very low (<1%), indicating that the networks were very unlikely
to catch events even by chance. These results are believed to be the result of the very low usage
frequency of the device, resulting in both a smaller amount of data in which to find patterns, as well
as a low amount of unique events, making it hard to spot distinguishable patterns.
6.2.6 Device B
The data from device B has not been analyzed due to the very low number of data points it contained
(approximately one third of device G), making it unsuitable for use with the tools used in this study. If
the low number of data points is the result of unusually low usage, or some malfunction of the
logging application is not known.
6.2.7 Result Summary
The results for tests run on the dataset for each device, while somewhat inconsistent, have shown
indications of the presence of usage patterns in the collected data. However, regarding the question
of whether FANN is a suitable tool for event prediction in the context of device monitoring and risk
prediction, the results provide no support for that claim. In fact, the author considers the result to be
clear enough to draw the conclusion that FANN is not a suitable tool for this problem. This is due to
the inherent problem with using FANN for this thesis, the fact that the actual output of the neural
network cannot be read means that it can’t be determined with certainty how many of the risks the
network is actually able to predict. This results in the prediction accuracy possibly being skewed
depending on how many sought events are contained in the test data. A test may result in very high
prediction accuracy, but still not be able to predict any of the specified events because it predicts no
events due to the rarity of events in the data.
Validation of the results has proven problematic. A confusion matrix could be constructed to better
visualize the performance of the network, but that requires having access to the network outputs for
each individual input sequence. In order to achieve this in FANN, data files that only contain one
input sequence would have to be created, and then fed to the network one at a time. To cover all
inputs, 9928 data files would be required. This results in a very large amount of overhead, further
showing that FANN is not a suitable tool for this problem. Cross-validation is another technique that
can be used to validate prediction problems. This technique is also not possible due to the fact that it
requires random sampling of the data to be chosen as a validation set. A predictive model is then
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built on the remainder of the data. In this study, the data consists of a time series where data is
ordered in chronological order. Sampling the data randomly would then mean that later events are
used to try and predict earlier events.
It is also interesting to note that the tests resulting in very low or zero bit fails tend to have an event
window frequency of around 30%, 70%, or 50%. The reason for this is unknown, but the fact that this
phenomenon manifests across several devices may suggest it is somehow related to the mechanisms
of the neural networks.
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7 Discussion
Since the study suffers from low statistical power due to the short duration of the data collection,
generalization is problematic. The time-frame of the data collection phase only covers one week. In
order to draw accurate conclusions from the results, data from several weeks would be preferable
since, for example, it is hard to gain an understanding of how usage differs during weekends and
work days by only looking at one week. Having this short duration of the data collection was decided
in order to fit into the time-frame of the thesis, as other aspects had turned out to be more time
consuming than first anticipated.
Another limitation of this study is how data is handled and interpreted in regards to time. The size of
time windows used for the data analysis is based on an average hourly usage for each participant,
possibly resulting in windows looking at values separated by long periods of inactivity. Full
incorporation of time was attempted, but had to be scrapped due to problems with the
implementation deemed not solvable within the time-frame of the thesis. Instead, data was sorted in
chronological order and analyzed using a rolling time window approach.
The social threats to conclusion validity may have had an effect on the results of the data collection.
The decision of using a logging application as the tool for gathering data is deemed to have had a
positive effect in general, since the process required minimal interaction from the participants.
Thereby, the effect on participant behavior and risk of hypothesis guessing is assumed to have been
minimized. However, since all participants know the author personally, the threat of evaluation
apprehension may have increased since it is assumed that being evaluated by someone close to them
is considered more uncomfortable than being evaluated by a stranger. Although, the fact that none
of the participants took advantage of the option to be anonymous might indicate that they are
comfortable with their usage data being studied by the author. With this in mind, the threat of
evaluation apprehension is deemed not to have had considerable effect on the outcome of the
study.
Generalizability of the results is limited by the fact that all participants originate from within the
authors social network, resulting in a narrow representation since the participant pool only contains
family and colleagues of the author. Participants can hence not be considered representative of the
average mobile device user due to, for example, the large gap in knowledge about information
technology between the author’s family members and colleagues, or the large age gap between the
two categories. Considering this, the decision of not specifying any requirements regarding
demographic representation was detrimental to the results of the study. Instead, the author should
have put more effort into defining the concept of ‘average mobile device user’ and made
demographical representation part of the requirements.
In order to gain a deeper understanding regarding the results, it would be of interest to perform a
study where the intricacies of ANN’s are explored. In this study, the choice of topology of the ANN’s
used may have had an impact on the final results. As the size of time windows shrink, variance is
believed to increase, requiring a more complex function to make accurate predictions. A study using
various ANN configurations could provide more insight into what an optimal configuration might be,
and how it is related to data complexity.
A rather large amount of time was spent trying to plan and design an experiment. However, defining
a proper baseline for the experiment turned out to be problematic as the author could not find any
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suitable studies to which to compare the results. Using two different machine learning techniques to
analyze the data was considered, but in order to fit the time-frame of the thesis the author had to
settle with an explorative survey. The choice of a qualitative method puts limitations on the study in
that it does not produce as precise results that could be achieved through a qualitative study such as
an experiment. The results from the survey provide more of an indication of truth, rather than a
definite answer to the research question. The author should have spent less time trying to specify a
baseline, and instead started exploring different techniques at an earlier stage in order to provide
better results.
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8 Conclusion
8.1 Summary
The aim of this thesis has been to provide an indication of whether or not there are patterns in how
humans use mobile devices, and if FANN is a suitable tool for event prediction in mobile device usage
data. A qualitative method in the form of an explorative survey was used, where the mobile devices
of a sample of participants has been monitored during a week’s time. The gathered data was then
analyzed for patterns using artificial neural networks provided by FANN neural network library, and
conclusions were drawn from the results of this analysis.
The results indicate that patterns are present in the data from devices with high usage. However,
they do not lend support to FANN being an appropriate tool for this specific problem. In fact, results
indicate that FANN is unsuitable due to inconsistencies in the predictions and limitations the ability
to validate results.

8.2 Contribution
This study has provided an insight towards the usefulness of the FANN library, and to some degree
ANN’s in general, in the context of event prediction using mobile device usage data. This study can
serve as a foundation for further studies in the subject.
This study has also provided Combitech with an indication of how to approach the problem of device
monitoring in a possible implementation of the system described in the Introduction chapter. This
study has showed Combitech that before prediction is chosen as the approach, more studies are
required as this study has shown clear limitations of using FANN as a tool for prediction. If
development of the system is urgent, a rule-based detection system would be preferred over the
prediction approach.

8.3 Future Work
Chapter 7 discusses a number of aspects of this study that need to be improved upon. The first being
the short time-frame of the data collection phase. Future studies using a more extensive data
collection would be able to more accurately capture the general usage behavior of participants,
providing a clearer picture regarding the presence of patterns. It would also be of interest to fully
incorporate time handling, as this would prevent any incorrect interpretations of the data caused by
assumptions regarding the sequence of events.
It would also be of interest to conduct a similar study with more participants. A large number of
participants, coupled with a requirement of a minimum amount of demographic data, would enable
a greater understanding of how usage patterns are exhibited in different user groups. This could
possibly provide an explanation for any inconsistencies in the result not attributed to limitations of
the techniques used. It would also produce more generalizable results than what has been achieved
in this study.
The fact that results indicate presence of usage patterns in the data originating from devices with
higher usage frequency motivates further studies to fully examine how patterns manifest through
data. It would be of interest to conduct similar studies using different machine learning techniques
for analyzing the data, and explore how effective each technique is in finding patterns. Such a study
would help to determine the general amount of patterns in usage data, as it would not be limited by
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the capabilities of a single technique. Such a study could also be extended by developing prototype
software; employing both the prediction and rule-based detection approach. It would then be able to
provide a strong foundation for which approach is best suited for use in device monitoring.
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Appendix A – Result tables
Device A

Device C

Device D

Device E

Device G

