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ABSTRACT 

In this paper an ARM big.LITTLE system with Global Task Scheduling is evaluated in terms 

of its energy efficiency and performance measured in execution time. The big.LITTLE system 

is evaluated against the same system but with only the big or LITTLE processor active. The 

evaluation is done by performing experiments that target three different levels of load: full 

load, varying load and low load. The benchmarking software PARSEC Blackscholes and 

BBench are used to put the system under a synthetic workload in the tests. The results show 

that overall big.LITTLE achieves an improvement in execution time for all test scenarios, 

although very slim for varying load, and is more energy efficient than the big processor with 

the possible exception of a low load scenario. However, the LITTLE processor by itself is 

found to be the most energy efficient system even though it showed the slowest execution 

time.  

Keywords: ARM big.LITTLE, Global Task Scheduling, PARSEC Blackscholes, BBench, 

Energy efficiency 
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1. Introduction 

This work will evaluate the performance, in terms of execution time, and energy efficiency of 

the latest ARM big.LITTLE design called global task scheduling. The big.LITTLE system 

employing this scheduling technique will be evaluated against the internal little and big 

processors individually.    

For a long time processors from ARM holdings have designed small, low power processors 

that is often found in embedded devices and cellphones. It is estimated that technology from 

ARM exists in 95% of every smartphone (Bent, 2012). In cellphones and other mobile 

platforms performance is increasingly being requested as the users expect more and more 

functionality from their devices. Battery capacity and design goals concerning it are limiting 

factors to how much performance can be implemented in mobile devices. (Kingsley-Hughes, 

2012) This leads to innovations in design to increase performance while reducing impact on 

battery time. One fairly recent innovation from ARM has been to design system on chips 

(SoCs) that make use of low power processors together with high performance ones to be able 

to provide a low energy usage for long periods of low workloads while at the same time being 

able to provide high performance for occasional high intensity workloads. This innovation is 

called ARM big.LITTLE. 

Energy efficiency is not only a concern in mobile devices such as smartphones, tablets and 

laptops. Energy efficiency is an increasing concern in nearly all IT and computing today. In 

large data centers power hungry servers not only increase the total cost of electricity, but also 

generate a lot of heat which has to be diverted with cooling solutions. Another infrastructural 

cost that is directly affected by power consumption is the cost of backup power solutions. By 

using less energy to perform the same task the total cost of ownership can decrease 

dramatically. Hamilton (2010) calculated a model for data centers where he concluded that 

power consumption and the infrastructure to support it consisted of 31 percent of the total cost 

of ownership within the data center. In a study by the Natural Resources Defense Council 

(2014) the total energy consumption of U.S. servers in the year 2013 was estimated to be 91 

billion kilo watt-hours which cost roughly 9 billion U.S. dollars in electricity. The power 

consumption of computers worldwide has spawned a new term called Green Computing. 

Green Computing describes an aim to reduce carbon emission from computers by making 

sure that the energy efficiency is as high as possible and that the electricity used comes from 

reliable sources.  
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2. Background 

This section describes important concepts and theory necessary to understand the work done 

in this paper. 

2.1 ARM big.LITTLE 

ARM Holdings is a supplier of intellectual property (IP) for processing units and other related 

technologies. ARMs business model is to license its IP to semiconductor businesses who then 

can incorporate ARMs technology in their systems (ARM, n.d, a). Among other things ARM 

develops its own instruction set architecture (ISA) as well as design application processors, 

real-time processors and embedded processors.  

The two most recent architectures from ARM are ARMv7 and ARMv8. The main difference 

between the two architectures is the instruction length. ARMv7 uses a 32-bit instruction set 

while the newer ARMv8 introduces support for 64-bits. (ARM, n.d, b) With the addition of 

ARMv8 there is a high expectancy of ARM processors becoming competitive in the server 

market. Besides 64-bit support there is also improved virtualization that makes them more 

suitable for servers. ARMv8 has been in development since 2009 but it is not until recently 

that it has been available in products on the market. ARMv8 is not used in this work because 

currently there is no ARMv8 development board available to the public. 

Within the ARM architectures, processors are marketed towards different goals; for ARMv7 

there is low power processor, such as Cortex-A7 and A9, and high performance processors 

with larger power requirements, such as Cortex A15. A heterogeneous approach has been to 

implement both low power and high performance processors on the same chip, resulting in a 

system that can deal more energy efficiently with various loads. This configuration is referred 

to by ARM as big.LITTLE. (ARM, n.d, c) 

ARM big.LITTLE works by having the underlying software, big.LITTLE MP, move 

workloads automatically to the appropriate processor based on performance needs. 

big.LITTLE MP can be implemented in three modes, cluster switching, kernel switching or 

global task scheduling (GTS). In cluster switching either the big cluster (e.g. Cortex A15) or 

the small cluster (e.g. Cortex A7) can be active at any given time. In kernel switching, a core 

from each processor is clustered together into a virtual core, with only one physical core in a 

virtual core active at any given time (Cho et al. 2012). Global task scheduling is the only 

method that allows both clusters and all cores to be used simultaneously and is the one that 

ARM recommend to its partners for future big.LITTLE systems (ARM, n.d, d) Global task 

scheduling is sometimes referred to as heterogeneous multiprocessing (HMP) because it uses 

a heterogeneous approach when scheduling tasks. 

As opposed to the other modes, the scheduler for Global Task Scheduling is aware of the 

micro-architectural differences between the processors. This awareness is necessary to be able 

to choose which processor to assign tasks to. By using heuristics and statistics of tasks the 

scheduler decides which processor is best suited to deal with the load most efficiently. The 

first time a task is run it is always scheduled on the big processor. This is done because the 
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system does not have any statistics on the task and can therefore not make an informed 

decision. A task that is currently running on any of the processors has its load compared 

against an up and down migration threshold. If the task passes any of the thresholds it will be 

migrated to the other processor. By keeping track of the history it can make an informed 

decision the next time that task is started. (ARM, 2013) 

2.2 Power and Energy  

Power is the rate at which energy is consumed. Power (P) is related to the current (I) and 

voltage (U) of an electrical component according to P=U*I. Power is measured in Watts (W). 

Energy is the term used for power expended over a period of time. Energy is measured in 

Joules (J) and describes a power usage of one watt per second (Ws). For many electrical 

components a watt-second is a small unit and is therefore often expressed as a watt-hour 

(Wh). A watt-hour is equivalent to one watt consumed for 3600 seconds which is equivalent 

to 3600 J. (Gibilisco, 2005, s.43-46) 

2.3 Energy efficiency 

Energy effiency can be defined as “using less energy to provide the same service” (Lawrence 

Berkley National Laboratory, 2015)  

A common measurement of energy efficiency in computer science is the performance or 

operations per Watt, perhaps the most common measurement is FLOPS/W, which describes 

how many floating-point operations a system can perform in a second per Watt. The 

Green500 is an organization that ranks the world’s most energy efficient supercomputers. As 

of august 2014 the highest ranked super computer in terms of energy efficiency is L-CSC 

with over 5 GigaFLOPS/Watt. (The Green500, 2014) As power over time is equal to the 

energy, energy efficiency could also be written as operations/Joule.  

However Johnsson et al. (2014) argues that operations/watt is a misleading measurement 

because it is an inverse measurement used by manufacturers and reviewers to enhance the 

numbers. Johnsson et al. suggests that in academic and science, measurements of energy 

efficiency should be presented as energy/operation or task. This is because inverse numbers 

are harder to apply and analyze.  

This work will mainly use the definition of energy/operation to evaluate the energy efficiency. 

The operation or task could be a single instruction or the entire execution of a program.  

2.4 INA231 Sensor 

The INA231 sensor is a current shunt and power monitor sensor developed by Texas 

Instruments. It can be integrated in electronics and measure the electricity that flows through 

it. By knowing its own resistance and measuring voltage differences on a circuit it can 

calculate the current and from there on calculate the power consumption in watts. The 

INA231 has a 0.01 ohm resistance and provides a high accuracy with 0.5% maximum gain 

error and a maximum offset of 50 µV (Texas Instruments, 2013) The INA231 sensor is 

integrated on the ODROID-XU3 board where it has an update rate of 200ms.  
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3. Problem Description and Problem Statement 

This chapter describes the underlying problem and motivation to the goal and research 

questions of the thesis as well as presents the objectives necessary to complete the work. The 

chapter is divided in to three subsections; 3.1 Purpose, 3.2 Motivation and 3.3 Objectives. 

3.1 Purpose 

The purpose of this paper is to evaluate the energy efficiency and performance in execution 

time of a heterogeneous ARM big.LITTLE system with Global Task Scheduling.  

The research questions are as follows: 

How does the heterogeneous approach of a big.LITTLE system compare to the same system 

with only the big processor in terms of execution time and energy efficiency? 

How does the heterogeneous approach of a big.LITTLE system compare to the same system 

with only the LITTLE processor in terms of execution time and energy efficiency? 

This work does not focus on any particular market section within computing, the argument for 

this is because the ARM processors have shown potential across most segments, from low 

performance embedded devices such as coffee makers to high performance scientific 

computing when used in computing clusters. 

This work focuses purely on evaluating the performance, in terms of execution time, and 

energy efficiency of an ARM big.LITTLE system with Global Task Scheduling from a high 

level perspective. It does not focus on investigating the specifics within the scheduling 

software to find what is causing the results or to suggest improvements. This work will not 

compare the performance and energy efficiency to other processors or techniques, but will 

only focus on an internal comparison between the individual processors and the combination 

of using both. 

To evaluate a scheduler, whose purpose is to dynamically take decisions based on processing 

load, it is important to evaluate the performance and energy efficiency during different types 

of load. In this work three different levels of load is specified and tested. 

Full load – The system uses all its available processing resources to accomplish a certain task 

Varying load – The system needs to perform a set of tasks which requires anything from low 

to a high amount of processing resources. This level could also be called medium load. 

Low load – The system has a low amount of tasks to perform and can spend most of its time 

idling (i.e., waiting for work). 

3.2 Motivation 

The approach of implementing processors with different micro-architectural characteristics as 

done in big.LITTLE systems sounds promising in theory, however it must be properly 

justified in the results. The goal is for big.LITTLE to increase the energy efficiency of the 
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system while simultaneously cater to high performance needs. However, there are scenarios 

where an increase in efficiency might not happen. Scheduling is a complex task that has a 

high impact on the performance of the system. In regular multicore systems issues such as 

load-balancing, locality and resource sharing exist. Also as schedulers use heuristics to 

determine the appropriate scheduling decisions, there might be situations where the 

assumptions made do not match the workload which as a result could degrade the 

performance (Pai et al. 2008). The fact that Global Task Scheduling assigns each task that it 

has no previous history of to the big processor could in some cases result in a lower energy 

efficiency than if a system without big.LITTLE was used. If the thresholds for up and down 

migration is set too low or too high, then the system might have been better off if it would 

have only consisted of one of the processors instead. With inappropriate thresholds, threads 

that could have been run on the low power LITTLE processor might run indefinitely on the 

big processor. Further, threads that exhibit significant variance in its load characteristics 

might move across the thresholds frequently causing several migrations that impact the 

performance. It is also important that the possible improvements a big.LITTLE system has 

over a system without it is enough to justify a, most likely, increased cost of production that 

comes with implementing a higher core count in a single chip.      

3.3 Objectives 

To achieve the purpose specified in section 3.1 the following objectives are identified: 

1) Evaluate possible validity threats 

2) Evaluate workloads to find suitable options for the different load levels 

3) Setup the experimental environment 

a) Install operating system and benchmarking software on experimental platform 

b) Install and configure measurement tools and scripts 

c) Verify functionality 

4) Perform experiments for low load scenario 

5) Perform experiments for varying load scenario 

6) Perform experiments for full load scenario 

7) Treat and analyze measurement data 
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4. Methodology 

To be able to evaluate performance in terms of execution time and energy efficiency, the 

method chosen was to perform experiments. Blomkvist and Hallin (2014) describe 

experiments as a quantitative method that is often associated with numbers and a structured 

collection of empirical data that is concrete and reliable. The approach to achieve the purpose 

specified in chapter 3 with experiments is described in the following subsections. The 

experiments are so called quasi-experiments. Wohlin et al. (2012, p.11) defines quasi 

experiments as “…an empirical enquiry similar to an experiment, where the assignment of 

treatments to subjects cannot be based on randomization…”   

Alternative methods to achieve the purpose could have been to use a literature study. 

However this could provide issues with both validity and reliability because the reported 

performance and energy usage would most likely come from work done by different 

researchers. A cross analysis of results from experiments performed on different systems that 

are gathered with different measurement tools would be a threat to the validity of the analysis. 

It might also be possible to provide a theoretical answer to the energy efficiency and 

performance by examining the properties of the different processors, the properties of Global 

Task Scheduling and properties of different workloads. However, such a theoretical 

evaluation would mostly be speculations, to avoid speculating it is more suitable to perform 

experiments.  

4.1 Validity 

Berndtsson et al. (2008) describes validity as the relationship between what is intended to be 

measured and what is actually measured. Further, they describe reliability as the accuracy of 

the method used for measurement. Threats against reliability could be differences in the setup 

of the experimental platform used for comparing the different processors. This is avoided by 

using the same hardware and installation throughout the entire experiment.  

Wohlin et al. (2012) identifies four different types of validity threats for experiments in 

software engineering. These are Conclusion Validity, Internal Validity, Construct Validity 

and External Validity. Wohlin et al. (2012, p.105) identifies a list of threats within each 

category and presents a list that can be used as a checklist when working with experiments. 

Design goals of the experiment have been made with this list in mind. Some of these threats 

are not applicable when performing quantitative quasi-experiments. The threats that are 

deemed applicable are discussed further below. All threats can be seen in Appendix A. This 

section along with appendix A. fulfills objective 1. 

Conclusion Validity is for quantitative studies a measurement of reliability. Conclusion 

validity means being able to draw correct conclusions about treatment and outcome of the 

experiment. (Wohlin et al. 2012)  

To avoid threats of low statistical power each test will be iterated ten times. Each iteration 

made will increase the statistical power of the results, but a limit has to be made. Ten times is 

decided to be suitable for this work.  
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Violated assumption of statistical tests is a threat that occurs when statistical or analytical 

models is used for data that does not inhibit the characteristics or distribution necessary for 

the model to be applicable. One such example would be to apply a model that assumes that 

the data has a normal distribution when it in fact does not. This is avoided by having 

knowledge of models and the data that is being collected.  

Fishing is a threat that occurs when the experimenter, intentionally or unintentionally, 

searches for a specific result or outcome, for example by misinterpreting data or drawing 

unmotivated conclusions based on small variance. The threat of fishing is reduced by using 

software to report the data, which reduces the amount of influence the experimenter has on 

favoring subjects. Further, fishing is avoided by acknowledging that it is a threat and 

attempting to treat each test equally and not state expectations of the outcome.  

Reliability of measures and reliability of treatment implementation both deal with the 

repeatability of the experiment. Reliability of measures is increased by using programs and 

scripts to measure as opposed to rely to on human judgement. Reliability of treatment 

implementation is strengthened by having a structured and detailed experimental procedure.  

To reduce the risk of having Random irrelevancies in the experimental setting occur, all tests 

will be performed offline. This will protect from disturbances from outside sources. 

Disturbances from the electric distribution net could occur during experiments which could 

impact power measurements within the system, the risk of such disturbances are addressed by 

having as few products as possible turned on within the experimental environment as 

possible, and by not turning on any new devices during tests.  

Internal Validity is concerned with the relationship between treatment and outcome. The 

outcome of a treatment should be clear in that the outcome is caused by the treatment and not 

a, to the experimenter, unknown factor (Wohlin et al. 2012).  

History is a threat to Internal Validity. There is a risk that the history, in this case old 

treatments, affects the experimental results. To diminish this threat the system will be 

rebooted and allowed time to return to normal operating temperatures between each test.  

Maturation and testing are threats that concern the subject familiarizing or learning during the 

tests. These threats are not as applicable when the experiments are performed on machines, 

but as the scheduler uses heuristics some learning will occur. In our case this is however not a 

threat to the experiment, but is in fact a necessity.   

Instrumentation threats are similar to reliability of measures and reliability of treatment 

implementation. Instrumentation is the effect caused by the artifacts used in the experiment 

(Wohlin et al. 2012). This includes the measurement tools and workloads used in the 

experiment. If these are poorly designed the experiment will suffer. It is therefore important to 

choose reliable tools and appropriate workloads.  

Ambiguity about direction of causal influence occurs when it is not possible to draw concrete 

conclusions about what factor causes what outcome. An attempt to reduce the ambiguity is to 
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include more measurements on the system that does not directly involve the processor, such 

as the memory measurements from vmstat.  

Construct Validity describes the concern that the experiments do not match the construct 

theory (Wohlin et al. 2012). Important to think about within construct validity is the accuracy 

of measurements, and that the measurements represent the intent of the research question.  

Inadequate preoperational explication of constructs is a threat that exists when the construct 

is not clearly defined. If the theory is not clear then the experiment cannot be clear. (Wohlin et 

al. 2012). This is handled by specifying as precisely as possible what the constructs are. One 

such action taken to diminish this threat is specifying that the aim is to measure execution 

time, which is a measure of performance, instead of specifying that the aim is to evaluate 

performance, because performance is a broad term that can mean different things. 

Confounding constructs and levels of constructs is a threat when the appropriate constructs 

are not present or when the constructs are implemented on the wrong level. In this experiment 

it could be that the wrong load levels are used or that the results would have been 

significantly different for slightly different load levels than the ones used.  

As the same experimental platform will be used in all tests, the experiment could be exposed 

to the threat of interaction of different treatments. Interaction of different treatments mean 

that the treatment used in one test could interact with the treatment from another test. 

Similarly to the Internal Validity threat ‘history’ this threat is diminished by performing 

reboots in between tests. 

Interaction of testing and treatment occurs when the testing has an effect on the outcome of 

the treatment. In this experiment this is true because the measurement tools add extra 

processing which in turn slightly affects execution time and power consumption. To reduce 

the impact this has on the results, the energy used for processing a certain workload is isolated 

by subtracting idle measurements from the data.  

Restricted generalizability across constructs is concerned with the generalizability of the 

results into other potential outcomes. In this experiment it could for example be that one of 

the different setups has a positive impact on execution time of a workload but that it is not 

clear how the latency for processing tasks is affected. Even though one construct shows 

improvement, another unconsidered construct could be affected negatively.  

Experimenter expectancies can affect the outcome of a treatment. For experiments which 

includes human subjects this is of greater concern, but experimenter expectancies could lead 

to bias in processing data or applying the treatment even in quasi-experiments. When no 

humans are involved, it is similar to the conclusion validity threat of Fishing and is reduced in 

the same way by not stating expectancies of outcome and by treating data the same way for 

all setups.   

 External Validity is concerned with generalization of the results to industrial practice 

(Wohlin et al. 2012).  
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Interaction of setting and treatment is a threat when the experiment does not accurately reflect 

the real world. The threat can be minimized by making the experimental environment as 

realistic as possible. This is done by using synthetic workloads, which are representative of 

real world usage, during the experiments and by using appropriate, up to date measurement 

tools. 

Wohlin et al (2012, p104.) states in connection with the validity checklist that “…they have to 

addressed or accepted, since sometimes some threat to validity has to be accepted.” Two 

threats that have not been addressed in this work is the construct validity threats mono-

operation and mono-method bias. Mono-operation bias is when a single treatment is 

performed to measure a construct, this bias is somewhat addressed in this work, if you 

consider the different load levels to be different treatments used to measure execution time 

and energy efficiency. However, the different load levels still suffer from mono-operation 

bias and could have been strengthened by having multiple treatments for each load level. 

Mono-method bias occurs when only using a single type of measurement to measure a 

construct. There might be situations where this single type of measurement could be 

misleading. To reduce the risk of this happening, more types of measures could have been 

implemented to allow for cross-checking between them.  

4.2 Evaluation of workloads 

The workloads chosen to achieve the desired processor load specified in chapter 3 were 

PARSEC Blackscholes for full load and BBench for varying load. The evaluation done in this 

section fulfills objective 2.  

There are a lot of workloads from benchmarking software that scale very well with 

parallelization and can put any system under full processor load. PARSEC Benchmark suite 

was chosen over other suites because of their focus on evaluating modern multiprocessor 

systems. PARSEC Blackscholes was the workload chosen from PARSEC Benchmark suite 

because it is the most simplistic workload from the suite, it is data-parallel and it has a small 

working set. Even though Blackscholes formula comes from the finance domain the results 

are relevant for other application domains as Blackscholes mainly consists of floating point 

operations.  

For varying load, there are not as many synthetic workloads to choose from. Most workloads 

or benchmarking software focus on executing a single formula or task and will run the same 

type of operations, at the same level of utilization, until the execution has been completed. For 

varying load we need a workload that change its characteristics frequently and contain a 

varying degree of parallelization throughout its execution. The most important factor for 

deciding a workload for varying load is therefore its inability to utilize all processing 

resources simultaneously and continuously, which is a design goal not generally desired in 

benchmarking software. BBench was the only workload evaluated that displays these varying 

load characteristics. Further, BBench has a realistic workload for personal computers and 

cellphones, a domain were ARM processors are commonly found, because it renders the most 

popular webpages on the Internet.  



 

10 

 

More specifically, the criteria used for evaluating workloads were: 

 Compilation on ARM 

 Free to use 

 Modern, with a release after 2005 

 Parallel execution 

 Main focus on processor evaluation 

 Not score based 

 Established workload used in research 

 For full load, its ability to continuously utilize the systems entire processing resources 

(static workload) 

 For varying load, the workload had to change in its processing needs frequently and 

move from low utilization to high utilization. 

 

The criteria “Not score based” refers to programs that uses an arbitrary or proprietary score 

system to rank the evaluated platforms or components. Such a score based software is harder 

to compare to other measurements coming from other workloads because the scoring is not 

actually a measurement. For comparisons between different runs of the benchmarking 

software it might be hard to understand how different scores compare to each other because it 

is not clear how the scores are calculated. Therefore software with an arbitrary score system is 

not desirable.   

Thirteen different benchmark suites or benchmark software was identified by reading 

previous work done on ARM big.LITTLE systems. These were: SPEC CPU2006, Linpack, 

NAS Parallel benchmark suite, TPCC-UVA, PARSEC, Autobench, Lmbench, HD-

Videobench, MiBench, Nbench, Geekbench3 and BBench. As they have been used in 

experiments on ARM systems, it is evident that they can compile on ARM and thus fulfill the 

compilation criteria. Out of these thirteen alternatives PARSEC and BBench was chosen for 

this work. 

PARSEC benchmark suite is an open source parallel benchmark suite consisting of emerging 

programs and workloads aimed at evaluating modern multiprocessor systems (Bao et al, n.d.) 

It was first released in 2008 with the latest version, v3, released in 2011. PARSEC is credited 

with 1626 citations on google scholar. PARSEC represents the full load scenario and is 

discussed more in depth in subsection 5.3.1. 

BBench is an automated tool for webpage rendering. The workload consists of snapshots of 

several of the most popular and complex websites on the Internet. BBench can be used for 

web browser or system evaluation. (Dreslinski et al. 2011). BBench spawns numerous threads 

during its execution and each website features different kinds of content, and therefore 

different workloads, that can put the system under a varying load throughout BBenchs 

execution. It was first released in 2011 with the latest version, v3, released in 2013. BBench is 

credited with 79 citations on google scholar. BBench represents the varying load scenario and 

is discussed more in depth in subsection 5.3.2. 
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The eleven alternative suites or software that has not been chosen for this work is briefly 

described below and evaluated in terms of its suitability. A table evaluation can be found in 

Appendix C. 

SPEC CPU2006 is a processor intensive benchmark suite from Standard Performance 

Evaluation Corporation, SPEC. It contains 31 tests divided in integer and floating point 

intensive tests. The latest version of the suite was released in 2011 (SPEC, 2014). Their 

summary of the suite is credited with 535 citations on google scholar. SPEC CPU2006 is 

available for purchase at 800USD (SPEC, 2015), as it is not freely available it is not an 

alternative for this thesis. 

Linpack consists of a set of fortran subroutines for solving various linear equations, Linpack 

reports the performance of the system in terms of floating-point operations per second, 

FLOP/S. Linpack was first developed in 1979, and has since then continued to grow 

(Dongarra et al. 2001) The original LINPACK user’s guide is credited with 2834 citations on 

google scholar. LINPACK is not used in this work because of its old release date.  

NAS Parallel benchmark is a suite of computational fluid dynamics applications for 

evaluating parallel supercomputers (Dunbar, 2012) The original NAS parallel benchmarks 

paper is credited with 2484 citations on google scholar. NAS parallel is not used in this work 

because of its focus on supercomputers. 

TPCC-UVa is an open source implementation that follows the functionality described in the 

TPC-C standard1 for evaluating transaction processing systems. Unlike other benchmarks 

TPCC-UVa does not only evaluate processor and memory capabilities, but instead evaluates 

the global performance of a system through database benchmarks (Llanos & Palop, 2006). 

Their paper is credited with 83 citations on google scholar. TPCC-UVa is not suitable for this 

work because it does not focus exclusively on processor performance. 

Autobench is a perl script that acts as a wrapper around the webserver testing tool httperf 

(Midgley, 2012). Autobench performs a series of http connections to the webserver and 

reports among other things, request and response rate and response time. Autobench is 

licensed as free software. Autobench is cited by 5 papers according to google scholar. 

Autobench is not used in this work because its focus is not on processor evaluation but on 

webserver evaluation. 

LMbench is a free micro-benchmark suite for unix systems which contains a set of tools to 

evaluate and measure common performance bottlenecks in various system applications 

(McVoy & Staelin, 1996) LMbench was released in 1996 but an updated version is close to 

release as of 2012 (McVoy, 2012) LMBench is credited with 693 citations on google scholar. 

LMBench is not used in this work because it is a micro-benchmark and because of its old 

release date. 

                                                 

1 http://www.tpc.org/tpc_documents_current_versions/pdf/tpc-c_v5-11.pdf 
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HD-VideoBench is a benchmark suite specifically targeted at the HD video domain. It 

includes a set of coders and decoders for various video standards. (Alvarez et al. 2007) HD-

VideoBench was released in 2007 and has not been updated since. HD-VideoBench is 

credited with 47 citations on google scholar. Alvarez et al. states that “… we are working on 

extending HD-VideoBench by including parallel versions of the video Codecs…” (Alvarez et 

al. 2007, p.124). Because HD-VideoBench is not yet fully parallel, it will not be used in this 

study. 

MiBench is a free open-source benchmark suite aimed specifically at evaluating embedded 

processors. It consists of 35 workloads from various embedded domains such as automotive, 

consumer devices, telecommunications, security and industrial control (Austin et al. 2001) 

MiBench is an interesting option because it specifically focuses on embedded processors. The 

workloads from consumer devices is the ones that would have been most interesting for this 

work, however the workloads in this category are intended to represent devices like scanners, 

digital cameras and Personal Digital Assistants, PDAs (Austin et al. 2001). Recent trends, 

such as 64-bit ARM, indicate that ARM will move away more from these kind of devices and 

become more relevant in PCs and servers. MiBench is credited with 2526 citations on google 

scholar. This suite is a good option for this work, but is not the one chosen for the 

experiments. This is because it is not that recent, with its latest update in 2001, nor does it 

focus specifically on parallel workloads.  

Linux/Unix nbench is a benchmark which includes native mode, algorithm level tests to 

evaluate the capabilities of a systems processor and memory system. The evaluated system is 

compared to two benchmark systems; a Dell Pentium 90 with 256 KB cache and an AMD 

k6/233 with 512 KB cache (Mayer, 2011). Nbench is credited with 13 citations on google 

scholar. Nbench is not used in this experiment because it was released in 1996 and neither the 

tests nor the benchmarking systems it compares to can be considered modern anymore.  

Geekbench 3 is a cross platform processor benchmark developed by primate labs. Geekbench 

3 is multicore aware, features stress tests and real-world tests and reports a score which can be 

compared to other systems. It is available for Windows, Mac, Linux, Android and iOS 

(Primate Labs Inc, n.d.). Geekbench 3 is free but limited, to unlock all functions a license has 

to be bought. Primate labs have not published any academic papers on their software, but 

Geekbench has been mentioned in some research papers. A search for Geekbench 3 on google 

scholar yields 113 results. Geekbench 3 is not used for several reasons, it does not seem to be 

popular among researchers, it is not entirely free and because it features an arbitrary scoring 

system. 

There are a lot more Benchmark suites or workloads available which could have been more 

suitable for this work. The evaluation made does not include every benchmark suite nor does 

it compare each individual workload in the suites against each other but the suite is chosen 

based on the focus and characteristics of the suite as a whole. The decision to not evaluate 

each individual workload was made in order to be able to prioritize other parts of the work. 
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5. Implementation 

This chapter explains how the experimental method described in chapter 4 is implemented. 

More specifically the chapter presents the experimental setting and its configuration, the 

measurement tools and experimental procedure done to gather the necessary data. This 

chapter fulfills objective 3. 

5.1 Experimental Platform 

The experimental platform used in this paper is the development board ODROID-XU3. This 

board uses a Samsung Exynos-5422 system on a chip in an ARM big.LITTLE configuration 

with global task scheduling. This board was chosen for the experiments because it is the only 

development board currently available to the public that incorporates global task scheduling. 

It is of high performance when compared to other boards. The Exynos-5422 has one big 

cluster of four Cortex-A15 cores and one LITTLE cluster of four Cortex-A7 cores. It 

incorporates the INA231 energy sensors for measuring onboard current, voltage and power 

usage of both processors as well as for the GPU and memory which makes it suitable for this 

experiment. The properties of ODROID-XU3 can be seen in table 1. 

 Properties ODROID-XU3 

Processing: Exynos-5422 – 4xCortex A7 @ 1400MHz, 4xCortexA15 @ 2000MHz 

Graphics: Mali-T628 MP6 

Memory: 2Gbyte LPDDR3 RAM @ 933MHz (14.9GB/s memory bandwidth) 

Storage: 32GB Class 10 UHS-1 micro SD card (80 MB/s) 

Networking: 100Mbps Fast Ethernet RJ45 jack 

Power: Power supply 5V 4A 

Other: Onboard current and voltage INA231 sensors for Energy monitoring   

Table 1. Properties of ODROID-XU3. 

5.2 System Setup 

The Exynos-5422 system on a chip will be evaluated in terms of execution time and energy 

efficiency in different setups based on active cores. The setups that will be tested are as 

specified below: 

Mixed cores: Both clusters active, 4x Cortex-A7 and 4x Cortex-A15 cores 

LITTLE cluster: Only the LITTLE cluster active, 4x Cortex-A7 cores 

big cluster: Represents the big cluster, uses 4x Cortex-A15 and 1x Cortex-A7 core  

All setups will be run with the exact same hardware and on the same installation. The only 

thing that will differ between the tests is how many cores will be available for the system to 

use. 
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To achieve the setups specified above, cores will be turned off logically by the operating 

system when the system is running. This is done by modifying the online files for each core 

(called CPUs in linux2). A value of zero in the online file residing in the directory of the 

corresponding core will shut down that core logically. A logically shutdown core will be 

unavailable to the scheduler and put to sleep. Even though the cores are not performing tasks 

on behalf of the system it will still use some power when it is in offline mode, although 

significantly less. There is however a limitation to this method. It is not possible to put CPU0 

in offline mode in Linux systems (Gite, 2009). CPU0 for the Exynos-5422 is the first core in 

the A7 cluster. Therefore it will not be possible to test only the big cluster without having at 

least one little core available. CPU0 is unable to be put in offline mode because some system 

operations depend on it. For example CPU0 is used as the primary core during boot, and will 

then load every other core as an application processor. CPU0 also handles a lot of the 

interrupts as the interrupt request line goes through it.  

The issue with not being able to turn off one A7 core within the LITTLE processor for tests 

where the big A15 processor is to be evaluated has led to the following limitations for the 

experiments: 

1. For all measurements of execution time, the results reported for setup ‘big cluster’ is 

actually the time achieved when using 4x A15 cores and 1x A7 cores, except for the 

Blackscholes trial (see subsection 5.3.1) where the workload can be specified to only 

run on the A15 cores with software specific parameters. 

2. For all measurements of energy, the reported energy is actually the energy 

consumption of only the 4x A15 cores without considering the extra energy 

consumption of the single A7 core. The choice to not include the energy consumption 

of the single A7 core is motivated by the processor having a base energy consumption 

that is not linear to the number of cores online, making the choice to not include this 

consumption the most fair choice.  

The ODROID-XU3 will run Lubuntu 14.043 as its operating system, with Linux kernel 

v3.10.69. The image used is provided by hardkernel4, the developers of the ODROID branch. 

This image includes drivers for the board and all its components. Lubuntu is a lightweight 

Ubuntu distribution specifically made for speed and resource efficiency. Lubuntu includes a 

graphical interface, and some pre-bundled programs for home use such as the media center 

XBMC and web browsers. The Lubuntu image was chosen for these experiments because it is 

one of the two images that hardkernel provides for its XU3 board, the other being an Ubuntu 

server image. Lubuntu was chosen over Ubuntu server as it has the graphical interface that we 

need for performing the BBench trial (chapter 5.3.2). Furthermore the choice of operating 

                                                 

2 Linux refers to each core as an individual CPU, where all cores are numbered starting from CPU0. For the 

Exynos-5422 CPU0 through 3 is A7 cores and CPU4 through 7 is A15 cores. 

3 http://lubuntu.net/blog/lubuntu-1404-trusty-tahr-released 
4 http://www.hardkernel.com/main/main.php 
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system is not significantly important as long as its kernel incorporates the big.LITTLE MP 

scheduler.  

5.3 Test configurations 

In the following subsections the different test scenarios and the chosen workloads will be 

explained further and the configuration they are run with is presented. 

5.3.1 Parsec Blackscholes 

The PARSEC benchmark suite was developed at Princeton and includes workloads to 

evaluate the performance of multiprocessor systems. The PARSEC benchmark suite contains 

workloads from various application areas such as computer vision, finance, enterprise servers, 

and physics animations. Each of their workloads can be run in six different input sets. Of 

these six inputs, one is used for testing, 5 input sets are suitable for simulators and the last 

input set is intended for native execution. This input set is called native and is described as the 

most interesting one from a scientific perspective because it has the closest resemblance of 

real world inputs. (Bienia, 2011). Their most simple workload is called Blackscholes. When 

run it prices options in a stock portfolio by using the Black-Scholes PDE formula. It requires 

a low amount of memory while putting a lot of pressure on the processor (Bao et al, 2011). 

This workload was chosen because of the simplicity of the benchmark, the fact that it is data-

parallel as well as its small working sets. Blackscholes will represent the Full load scenario as 

specified in section 4.2. 

All PARSEC benchmarks can be built with support of an instrumentation API called 

PARSEC Hooks. Parsec HOOKS implements additional functions that can be used to modify 

or analyze the benchmark workloads. The most significant function is identifying and 

reporting when the benchmark enters the Region-of-Interest (ROI). The region of interest 

defines the portion of the simulation that has not been skewed (Bienia, 2011 p.72)   

PARSEC Blackscholes will be built with the Hooks API. Analysis of data will only be done 

for data collected when the system is executing the Region-of-Interest. Furthermore to reduce 

the impact of the one extra Cortex-A7 core for setup ‘big cluster’ (see section 5.2) 

Blackscholes will be run with the environmental Hooks parameters PARSEC_CPU_NUM=4 

and PARSEC_CPU_BASE=4. This will force the parallel region of interest for Blackscholes 

to be run with only 4 cores and only cores with an ID higher than 4. This configuration will 

effectively make Blackscholes run on only the cores specified. Although we can specify the 

calculations to be run on the appropriate cores, the remaining Cortex-A7 core (i.e., CPU0 in 

Linux) will still impact the test somewhat as background processes from the desktop 

environment or from the monitoring tools could be scheduled on this core and as a result ease 

the overall load on the big cluster. 

Besides build configuration there are configurations that can be set for each simulation run. 

One of these configurations is what type of input set to use. This work will use the input set 

native because it is the one that the developer of the suite identifies as most realistic. Another 

configuration is the ability to specify the amount of worker threads created during the 

simulation. For each of the setups to be evaluated Blackscholes will be run as optimized as 
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possible by specifiying the amount of worker threads to be equal to the number of cores 

available for that setup. That means that Setup ‘mixed cores’ will be run with 8 worker 

threads, setup ‘LITTLE cluster’ with 4 threads and setup ‘big cluster’ will be run with 4 

worker threads restricted to running on only the big cores by environmental parameters as 

previously specified. The choice to have the simulation run with different amount of threads 

for the different setups is because this makes the trials more optimized for the specific 

configurations of each setup and consequently better represents the full potential of the setups 

instead of being limited by software restrictions. 

5.3.2 BBench 

BBench is a fully automated web rendering tool. It consists of snapshots of several of the 

web’s most popular websites. It was developed at the University of Michigan as a tool to 

analyze performance of smartphones and browsers. BBench can be run completely without 

impact from the network if it is located directly on the testing machine, it could also be 

located on a local server. BBench works by rendering html webpages in an automated fashion 

and measuring the loading time for each of these. Many of these webpages are multithreaded 

and contains content that require high processing such as flash, audio and video. BBench 

renders each webpage according to a file called sites.txt in a sequential manner and continues 

to the next page only as soon as a page is completely rendered. This is determined via 

JavaScript commands with the onLoad event after the browser has scrolled through the 

entirety of a page through JavaScript commands. (Dreslinski et al, 2011) BBench currently 

implements eleven complete websites. Two of the websites, MSN and ESPN were not used in 

this work. This is because these websites did not work properly when used offline as they 

were trying to resolve certain hostnames. The list of websites used in this work can be seen in 

figure 3 on page 21. 

BBench was run in Chromium browser version 40.0.2214.111 which is included in the 

Lubuntu image. BBench was run using the default configurations of 5 iterations of the 

websites listed in sites.txt and 0 page delay. BBench represents the Varying load scenario as 

specified in section 4.2. 

5.3.3 Idle 

To satisfy the low load scenario as specified in chapter 3, measurements will be made when 

the system is running nothing but the background processes launched at startup and the 

measurement tools that is used during all trials. The process of measuring the ‘Idle’ system is 

automated by using bash scripts that are scheduled to run on reboot with the Linux scheduling 

tool Cron. Two scripts are run by Cron. The first script turns off the appropriate cores by 

editing the online files for the coress that are not to be used by the setup currently tested. The 

script simply consists of a set of commands to be echoed which adds a 0 to the cores that 

needs to be shutdown. An echo statement could look like the following:   

‘echo 0 > /sys/devices/system/cpu/cpu4/online’  

The other script is named monitor_idle.sh and starts all tools that are used for measurement 

and monitoring as described in the next chapter. Monitor_idle.sh is a simple bash script that 

does not use any loops. The first thing it does is sleep for 300 seconds, after which it starts all 
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tools for collecting data in the background and instructs them to store their outputs in separate 

files in a folder named after the starting time of monitor_idle.sh. Finally it sleeps for 300 

seconds before issuing a system reboot. When the system has performed the reboot the 

measurements will start collecting another set of data because the jobs are scheduled in Cron. 

The reasoning behind having a sleep time of 300 seconds before starting the data collection 

phase is to allow the system time to get a normal runtime temperature that can be replicated 

for all setups. Both scripts can be seen in Appendix B. 

5.5 Measurement Tools 

The tools used for monitoring and measuring are described in this chapter along with a brief 

description of their usage in the experiments. All tools are chosen because they provide data 

necessary either for analyzing the results or as a tool to verify that no unexpected bottlenecks 

or events took place that might impact the reliability of the experiments. 

MPstat5 

MPstat is part of the sysstat package and monitors the processor usage on multicore systems. 

This program will output the amount of load in percent that each core is utilizing in intervals 

of 1 second and save it to a log file. This tool will show the amount of time spent waiting for 

I/O as well as processor utilization for both user and system processes.  

Vmstat6 

This tool will output the amount of free and used memory in intervals of 1 second and save it 

to a log file. Even though this work does not focus on evaluating memory usage, it is still 

important to control that memory is not a limiting factor during the tests. 

Ps7 

This tool will list the top processes in terms of utilization as well as the core that they are run 

on in intervals of 1 second and save it to a log file.  

Cppsensor 

This is a C++ program written by the forum user chan (2014) on the ODROID forum. It is 

based on the EnergyMonitor program provided by hardkernel for the ODROID-XU3 images. 

EnergyMonitor is however not suitable for this work as it only has a graphical interface from 

which it is not possible to log the output. The C++ program present the same information as 

EnergyMonitor but it does it in a terminal window from where it is easier to log the output. 

The program provides statistics about the current, voltage, power and frequency of both 

processors, GPU and Memory. For this work the program was recompiled to only provide 

power information from the processors and to gather the information every second as opposed 

to every fifth second as originally programmed by chan.  

                                                 

5 http://manpages.ubuntu.com/manpages/trusty/en/man1/mpstat.1.html 
6 http://manpages.ubuntu.com/manpages/trusty/man8/vmstat.8.html 
7 http://manpages.ubuntu.com/manpages/trusty/en/man1/ps.1posix.html 
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Energy.sh 

Energy.sh is a bash script that polls the INA231 sensor watt readings for the A7 and A15 

cluster once every 100 milliseconds. By adding every reading to a variable and dividing it 

with the number of readings it can output the average power usage for each cluster once every 

second.  

More precisely the script works by having a for loop iterate ten times and in each iteration it 

will add the INA231 sensor readings to a variable with the purpose of tracking the average. 

After it has added the reading it sleeps for a certain amount of milliseconds before reading the 

next value. Each setup had to use a different sleep time depending on what trial was 

measured, this is because of the time it takes for the system to perform the operations in the 

script as well as the amount of time given to the process by the scheduler. After the script has 

added ten readings to the average variable it will divide this number by ten and output the 

result together with the current time specified as low as nano-seconds so that the correctness 

of the script could be verified. Energy.sh can be viewed in appendix B. 

Setup BBench 

configuration 

Idle configuration 

Mixed cores Sleep 0,070s Sleep 0,075s 

Big cluster Sleep 0,070s Sleep 0,075s 

LITTLE cluster Sleep 0,048s Sleep 0,068s 

Table 2. Sleep times used for Energy.sh 

The sleep time used for the different setups and trials is displayed in table 2. The sleep times 

was decided by trial and error on test runs of the benchmarks. The sleep times chosen were 

the ones that showed the least drift from one second. With the sleep times in table 2 no drift 

larger than 30 milliseconds from a second were observed.  

5.6 Experimental Procedure 

For each of the three benchmarks chosen, the experiments will be performed sequentially for 

each setup, starting with setup ‘mixed cores’, with reboots in between. Reboots will be made 

for two reasons, to free up memory and to reduce the impact each benchmark has on the 

system. After each trial the system will be shut off for at least five minutes to allow the 

system to return to normal temperatures. 

The testing cycle will repeat ten times for each trial and setup to achieve a statistical 

significance. 

All monitoring tools are started manually by a single bash script in a terminal window before 

the trials begin. For each trial the tools used for monitoring will stay the same except for the 

tool used to poll the energy sensors. For Blackscholes CPPsensor will be used because it has a 

static load and a long runtime and does not require more frequent power outputs than once per 

second. BBench which has a very dynamic workload that changes several times per second 
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and has a shorter runtime requires more precise measurement with energy.sh. For the idle 

tests energy.sh will be used because it puts the system under a more desired load.   
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5. Results 

This chapter presents the results of the experiments and includes analysis of these results. The 

chapter is structured after each trial, with subsection 5.1 presenting Idle, 5.2 BBench and 

finally the chapter is concluded with results from measurements from PARSEC Blackscholes. 

This chapter fulfills objective 4, 5 and 6. 

5.1 Idle 

Idle refers to running only the measurement scripts on the desktop environment without any 

human interaction. This test shows two things; first it shows the impact of the background 

processes during the other trials, second, it shows the energy consumption of the different 

setups during a low static load of a system that’s nearly idle. During the idle tests the 

performance is not considered due to all setups managing to complete its tasks equally well. A 

difference in performance could be found by considering the time it takes to execute 

individual instructions; this is however not done in this thesis. Therefore the only comparison 

for this test is the power consumption of each setup.   

 

Figure 1. Power consumption for idle. Part of the Y-axis has been omitted for better presentation. 
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In figure 1 the power consumption of each setup is presented in box plots. Because of a large 

gap between power of the LITTLE cluster and the other setups, part of the Y-axis has been 

omitted in the graph to allow for better presentation. Mixed cores has a power consumption 

between 1.4 to 1.69 with a median of 1.53 watts. With only the LITTLE cluster active the 

power varies between 0.054 and 0.064 watts with a median of 0.058 watts. The big cluster has 

a power consumption between 1.329 and 1.667 and a median of 1.474 watts.  

Because the measurements for idle last for a fixed period of 300 seconds, the energy 

consumption and power consumption both show the exact same percentage differences. The 

power efficiency is in this case the same as the energy efficiency. Therefore it does not add 

anything to the presentation of results to show the energy consumption.     

5.2 BBench 

 

Figure 2. Power consumption for all setups during webpage rendering with BBench. 

In figure 2 the power consumption for all setups while rendering webpages with BBench is 

presented in boxplots. Mixed cores have a power consumption between 2.32 and 3.97 with a 



 

22 

 

median of 3.57 watts. The big cluster has a power consumption between 1.99 and 4.19 with a 

median of 3.48 watts. Using only the LITTLE cluster gives a power consumption between 

0.10 and 0.15 with a median of 0.13 watts. 

 

Figure 3. Average warm page rendering time for each setup as reported by BBench. 

Figure 3 shows the average warm page rendering time for each setup as reported by BBench. 

From observing the figure we can see that using mixed cores gives the shortest loading time, 

with the big cluster having a slightly longer page load time, except when rendering Google. 

Using only the LITTLE cluster gives the slowest rendering for all webpages without 

exception; a page load with the LITTLE cluster takes more than twice as long time when 

compared to using mixed cores or the big cluster. The average warm page rendering time for 

all websites is 305.3 ms when using mixed cores, 316.6 ms when using the big cluster and 

732.9 ms when using the LITTLE cluster. 
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Figure 4. Energy efficiency in page rendering shown in Joules per page load. 

By multiplying the average warm page rendering time with the difference between median 

power consumption during BBench and Idle measurements it is possible to calculate the 

amount of Joules per page load. Joules per page load is shown in figure 4. Using mixed cores 

the energy per page load is 0.621 Joules, using the big cluster the energy per page load is 

0.636 Joules and when using the LITTLE cluster the energy per page load is 0,100 Joules. 

5.3 PARSEC Blackscholes 

 

Figure 5. Power consumption for each setup in region-of-interest of Blackscholes. 
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In figure 5 the power consumption of each setup during region-of-interest of Blackscholes is 

presented in box plots. Mixed cores has a power consumption between 3.08 and 8.34 with a 

median of 5.32 watts. The big cluster has a consumption between 2.96 and 7.40 with a median 

of 4.75 watts. Using only the LITTLE cluster gives a power consumption between 0.39 and 

0.82 with a median of 0.81 watts. 

 

Figure 6. Time spent executing region-of-interest for each setup. Shortest, median and longest run from 

ten repetitions is displayed. 

In figure 6 the shortest and longest execution of Blackscholes region-of-interest is presented 

along with the median execution time. The execution time of all trials for each setup does not 

differ much from the median value as can be seen from the figure. The median execution time 

was 168.8 seconds when using mixed cores, 261.2 seconds when using the big cluster and 

302.3 seconds when using the LITTLE cluster. 

 

Figure 7. Median energy consumed for shortest, median and longest Blackscholes run. 
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In figure 7 the median power from all repetitions is multiplied by the duration of the shortest, 

median and longest time spent executing the region-of-interest in Blackscholes. From the 

figure we can see that the energy consumption does not differ much from the shortest to the 

longest run for any of the setups. The total energy consumed by the processor for the median 

Blackscholes run is 898.8 Joules using mixed cores, 1241.9 using the big cluster and 243.8 

using the LITTLE cluster. By subtracting the median power used for background processing 

from the power consumption measured during Blackscholes it is possible to isolate the power 

consumption of the Blackscholes workload. The energy consumed by the processing units to 

run the workload from Blackscholes is 640.31 Joule when using mixed cores, 856.88 Joule 

when using the big cluster and 226.27 Joule when using the LITTLE cluster. 
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6. Analysis 

In this chapter the data gathered from each system setup during three different workloads, 

with ten repetitions for each workload, is further analyzed. The measurement data and figures 

can be seen in the previous chapter. This chapter fulfills objective 7. 

The power consumption of each setup is based on what type of cores are active and how hard 

the cores are working. There is a clear difference between using the LITTLE cores and the big 

cores. In the idle measurements (figure 1.) the median power for the LITTLE cluster is only 

4% of the median power of the other setups who utilizes big cores. The LITTLE cluster is 

around 25 times more power efficient than the other setups. The figure also shows that using 

mixed cores to run background processes and monitoring gives a higher median power than 

only running it on the big cluster. The difference between median power for mixed cores and 

the big cluster is fairly low with 0.057 watt, which is nearly identical to the median power of 

0.058 watts achieved when using only the little cluster. The results are surprising, because in 

theory mixed cores should be able to have the same power consumption as the LITTLE 

cluster if the scheduler would have put the load on the low power cores instead. There are two 

possible reasons why the scheduler does not offload from the big cores, one being that the 

scheduler is un-optimized and the other being that the extra workload from the measurement 

tools benefits from being processed by the big cores. The second reason is likely considering 

that the setups required different sleep-times (chapter 5.5) for the monitoring tools in order to 

collect data in an interval of one second. 

For webpage rendering with BBench (figure 2.) the setups display similar power distribution 

among them to the one seen during idle, with mixed cores having the highest median power, 

just above the big cluster, and the LITTLE cluster being around 24 times more power efficient 

than the other setups. The performance (figure 3.) in terms of average render time (i.e 

execution time) for the different sites shows similar relations for render time between the 

setups. Using mixed cores have a slightly faster render time, by 3% on average, than using the 

big cluster for all websites except for google. The performance difference of the cores is 

distinct when comparing mixed cores and the big cluster to the LITTLE cluster. The LITTLE 

cluster has a load time more than twice as long as the other setups for all sites. When it comes 

to energy efficiency in web page rendering we can see that the extra performance gain from 

utilizing big cores pay off to reduce the impact of the multiple times higher power 

consumption. Both mixed cores and big cluster achieves an energy efficiency of around 0.6 

Joules/page, with mixed cores being slightly more efficient, while the LITTLE cluster 

achieves an energy efficiency of 0.1 Joules/page. The low difference between mixed cores 

and big cluster for both power, render time and energy efficiency makes it hard to draw a 

concrete conclusion because the difference could be explained by variance or errors in 

measurements. However, the results suggest that it is likely that mixed cores performs slightly 

better and is slightly more efficient than using the big cluster only. The results would most 

likely be more in favor of mixed cores, if the bias from the extra A7 core could be removed 

from setup big cluster. 
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The workload implemented by PARSEC Blackscholes is the one that shows the most impact 

on execution time and energy efficiency when using Mixed cores (figure 7.). The median 

execution time of mixed cores is 35% faster than executing on the big cluster and 54% faster 

than using the LITTLE cluster. If we compare the processor energy consumption from all 

tasks running on the system during region-of-interest, mixed cores use 3.7 times more energy 

than the LITTLE cluster, which is an improvement from both previous workloads, as well as 

show a 38% increase in efficiency compared to the big cluster. A bit of this efficiency is lost 

when only considering the added energy consumption from Blackscholes workload, where 

mixed cores use 2.8 times more energy than the LITTLE cluster and a 34% increase in 

efficiency compared to the big cluster. The difference in energy between using only the big or 

LITTLE cluster for this workload is 509% considering system wide consumption and 379% 

when only considering the energy from processing Blackscholes workload. As this workload 

puts all cores under full utilization throughout its execution it is not that surprising that mixed 

cores shows most preferable. What is surprising is that the difference in execution time 

between the big and LITTLE clusters is not that significant. The time it takes for the big 

cluster is closer to the time of LITTLE cluster than it is to mixed cores.  
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7. Related work 

Similar evaluation of big.LITTLE systems with Global Task Scheduling have been made by 

ARM. However these papers are not very specific as to the experimental method or platforms 

being used. As a consequence it is hard to evaluate the validity and reliability of these papers. 

Also as they are conducted by ARM who has an economical interest in the success of their 

products these papers might be biased. Because of these reasons the work done in this paper 

does not suffer in terms of its contribution even though this work has similarities to ARMs 

papers. In the white paper big.LITTLE Technology: The future of Mobile (ARM, 2013) the 

authors focus on explaining how Global Task Scheduling works but also implements a short 

section with power saving levels for various mobile use-cases on a big.LITTLE Global Task 

Scheduling system compared to a system with Cortex A15 processors. They reported savings 

from 42% all the way up to 76%, where the highest power savings were reported for the 

homescreen on a mobile phone. Another ARM white paper (Jeff, B. 2013) includes a section 

with performance increase vs Cortex A15 for high intensity single threaded and parallel 

benchmarks where it showed that single threaded workloads did not suffer from Global Task 

Scheduling techniques but that parallel workloads could achieve up to around a 40% 

performance increase. The author also evaluated power savings over a Cortex A15 for low 

intensity use cases where they observed power savings between 50% and 80%. Both of the 

ARM white papers suffer from not presenting enough information to allow the reader to 

evaluate the validity and reliability of their findings.  

When comparing the ARM white paper from Jeff (2013) to the results of this study, the 

performance increase for high intensity parallel workloads seem to be similar as the 35% 

faster execution time of Blackscholes is around the 40% reported for high intensity workloads 

in the white paper. However the findings for low intensity workloads in two ARM 

whitepapers (Jeff, 2013; ARM, 2013) does not match the findings from this works Idle 

measurements. The white papers reported a 76% and 80% power saving for the homepage of 

a mobile phone with big.LITTLE compared to the big processor, whereas in this work the 

big.LITTLE setup actually showed a slightly higher power consumption than the big 

processor. The differences here could be because of different operating systems and 

big.LITTLE systems, but most likely the differences are because of a too high processing 

requirement from the monitoring tools in this work which does not allow the big cores to 

offload work to the LITTLE cores.  

There has been quite a lot of research done on big.LITTLE systems by independent 

researchers. However as Global Task Scheduling is a fairly recent addition to the big.LITTLE 

technique most of the research either focus on big.LITTLE systems that use cluster switching 

or in kernel switching. Castro et al. (2015) investigated the performance/energy trade-off in 

scientific computing for an ARM big.LITTLE system and an Intel Sandy Bridge. The 

big.LITTLE system used was an Exynos 5410 octa core with clock speeds of 1,2 and 1,6 

GHz. This processor incorporates the cluster switching big.LITTLE technique. In their work 

they employed high-performance computing benchmarks. The authors found that one Sandy 

Bridge core outperformed an entire A15 cluster or three A7 clusters. In general A7 performed 

the worst but also showed the highest energy efficiency with 7x and 4x less energy used than 
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sandy bridge and A15 on average. However the authors argue that even though the Cortex 

processors showed a better performance/energy trade off it might not be justifiable in high-

performance computing as the execution times were more than 9x slower on average.  

Chung et al. (2014) evaluated the performance and energy consumption of big and LITTLE 

cores in order to show situations where LITTLE is faster and big saves energy. They found 

that for some applications, the slower execution time of LITTLE cores caused system wide 

energy to be higher than if they would have been run with the higher power big cores. They 

also illustrated that for some metric of performance, in this case cache access latency, 

LITTLE could be faster. They found that for seven out of thirteen workloads in the EEMBC 

suite, LITTLE increased system-wide energy consumption, while for the other six LITTLE 

saved energy system-wide.  

Han et al. (2013) recognized scenarios where the big.LITTLE MP scheduler incorporated in 

Linux would make un-optimized scheduling decisions. The authors proposed an improvement 

to the big.LITTLE MP scheduler where the scheduler used a different scale from tracking 

load based on frequency. They also evaluated their scheduler by comparing results from 

BBench with the original scheduler as well as compared it to only using the big processor. 

They found that no matter what scheduler was used the performance remained 28% better 

than using only the big processor, but that their proposed change could reduce power 

consumption with roughly 3%.  
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8. Conclusion 

This paper has evaluated the performance, in terms of execution time, and energy efficiency 

of an ARM big.LITTLE system with global task scheduling to the same system with only the 

big or LITTLE processor active. Using mixed cores with big.LITTLE showed an overall 

faster execution time than both the big and LITTLE clusters and a better energy efficiency 

compared to the big cluster for a full load scenario. 

Compared to the LITTLE cluster it achieved a 54% faster execution of the workload from 

PARSEC Blackscholes and more than twice as fast webpage rendering with BBench. 

Compared to the big cluster it showed a constant, overall increase in speed. For a high-load 

scenario implemented by PARSEC Blackscholes big.LITTLE had a 35% faster execution. 

However with webpage rendering the difference was too small to draw concrete conclusions 

from, as the slightly faster load time could be explained by errors or inaccuracies in 

measurements. In terms of energy efficiency, big.LITTLE showed a slight increase in power 

during background processing with monitoring tools active compared to using the big cluster. 

For webpage rendering the energy efficiency of big.LITTLE were about the same as the big 

cluster and on full processor load it achieved a 34% increase in energy efficiency over using 

the big cluster. 

Even though the LITTLE cluster showed the slowest execution time for all workloads it was 

the most energy efficient solution. For background processing the LITTLE cluster used 

around 25 times less power than both big cluster and big.LITTLE. This efficiency drastically 

decreased for the other workloads where it showed 6 times as energy efficient for webpage 

rendering to both other setups and 2.8 and 3.8 times as efficient for the Blackscholes 

workload compared to the big.LITTLE and the big cluster respectively. 
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9. Discussion 

One potential issue with this work is not being able to evaluate only the big processor without 

having one LITTLE core be online to the scheduler. This has an impact on both performance 

and power measurements as described in chapter 5.2. Unfortunately there is not a way to 

remove this dependency as far as I know and this seems to be supported by the literature.  The 

way the measurements are presented in this work with only reporting power measurements 

from the big processor is unfortunate as there will be a slight bias towards better efficiency on 

the big processor. However I believe that the chosen method of evaluating is fairer than the 

alternative, which would have caused the measurements to be misrepresentative of the power 

usage of the big processor in a bigger way than it is now because of the base power 

consumption of the A7 processor. The impact from ignoring the extra power usage of the one 

little core is probably less significant whenever the system is under a high load. This is 

because the A15s scale much higher in its power consumption under heavy load than the A7 

does. The A7 can be seen as “background noise” at higher workloads and should not impact 

the results significantly. The choice to present the results in this way was simply the better of 

two unfavorable options. Another issue that impacts the results of the study, although in a 

minor way is the different sleep times needed for Energy.sh (described in chapter 5.5). For A7 

where the sleep times had to be shortened to keep it updating once per second, the processor 

will be spending more time processing the requests in the script. It could be argued however 

that this is fair, because essentially all setups are working towards the same goal which is to 

provide ten readings within a second. The only difference is that setup A7 are not allowed to 

“rest” as much in between because of the slower processing. 

The work done in this study is relevant and beneficial to the community. It is clear that 

working for a better environment is of great importance not only within computing and IT but 

in all businesses. In IT there is a trend to provide Green Computing and as so there is also an 

increasing focus on making both hardware and software more energy efficient. This works 

main contribution is an energy efficiency analysis that could provide a better understanding of 

energy efficiency and how multiple processors might help achieve this goal from a high level 

perspective. Besides the energy efficiency analysis, this work also contributes by specifying 

criteria for workload evaluation.  
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10. Future Work 

Within the area of energy efficient computing and ARM processors there are a lot of value for 

future work.  

Future work based on ARM innovations should focus on evaluating the new ARMv8 64-bit 

addition to the ARM architecture. This addition makes ARM based servers much more 

interesting because of larger data registers and potential for more memory. In the near future 

more openly available products such as development boards will be possible to attain and as 

such there will be many possibilities for research in energy efficiency within the new 

architecture. Future work based on the work done in this paper on ARMv8 big.LITTLE 

systems could be a possibility. For future work it would also be interesting to make a more 

detailed comparison where a high-level approach is not used. Such a comparison could 

closely follow individual threads as they are scheduled across the different processors to 

provide a deeper evaluation and understanding. 

Future work could build upon this thesis by implementing other type of workloads, both from 

different domains and with different load characteristics. It would also be interesting to 

experiment with various uneven distributions of cores from the different processors active in 

the big.LITTLE configuration to see which distribution is more efficient.  

Other work that does not focus on ARM designs could evaluate other multiprocessor systems 

that use a heterogeneous approach and compare it with this paper.  
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11. Non-technical summary 

Personal Computers, mobile phones and other computer systems use processors to perform 

the calculations necessary to run software on a system. Like any electronic device, the 

processor has a power consumption. The harder the processor works, the more power is 

consumed. Similarly, faster processors generally consume more power. Power expended over 

time is the same thing as energy, whereas energy efficiency means completing a certain task 

or workload with the lowest possible energy consumption. To achieve the best energy 

efficiency both processing speed and power consumption has to be considered. Most 

computer systems use one processor. ARM big.LITTLE is a solution that use two processors 

coupled together, one fast processor with a high power consumption and one slower processor 

with a lower power consumption. This work has evaluated how the coupling of the two 

processors compare in energy efficiency compared to using the processors separately. Overall, 

using both processors together achieved a faster processing speed than using only one of the 

processors. Both processors together was more energy efficient than using only the fast 

processor when the processors had to work hard. However, the slow processor were the most 

energy efficient solution for all tests at the cost of having the slowest processing speed. 
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Appendix A. Threats 

Below is a table of validity threats as identified by Wohlin et al. (2012, p.105) The validity 

threats are evaluated whether they are applicable to the type of experiment performed in this 

thesis. The threats that are deemed applicable are discussed in chapter 4.1. 

Threat category Threat Applicable 

Conclusion Validity Low statistical power Yes 

Conclusion Validity Violated assumption of statistical tests Yes 

Conclusion Validity Fishing and the error rate Yes 

Conclusion Validity Reliability of measures Yes 

Conclusion Validity Reliability of treatment implementation Yes 

Conclusion Validity Random irrelevancies in experimental setting Yes 

Conclusion Validity Random heterogeneity of subjects No 

Internal Validity History Yes 

Internal Validity Maturation Yes 

Internal Validity Testing Yes 

Internal Validity Instrumentation Yes 

Internal Validity Statistical regression No 

Internal Validity Selection No 

Internal Validity Mortality No 

Internal Validity Ambiguity about direction of causal influence Yes 

Internal Validity Interactions with selection No 

Internal Validity Diffusion of imitation of treatments No 

Internal Validity Compensatory equalization of treatments No 

Internal Validity Compensatory rivalry No 

Internal Validity Resentful demoralization No 

Construct Validity Inadequate preoperational explication of 

constructs 

Yes 

Construct Validity Mono-operation bias Yes 

Construct Validity Mono-method bias Yes 

Construct Validity Confounding constructs and levels of constructs Yes 

Construct Validity Interaction of different treatments Yes 

Construct Validity Interaction of testing and treatment Yes 

Construct Validity Restricted generalizability across constructs Yes 

Construct Validity Hypothesis guessing No 

Construct Validity Evaluation apprehension No 

Construct Validity Experimenter expectancies No/yes 

External Validity Interaction of selection and treatment No 

External Validity Interaction of setting and treatment Yes 

External Validity Interaction of history and treatment No 
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 Appendix B. Scripts 

In this appendix all scripts used for the experiments are presented. 

Cores.sh 

#!/bin/bash 

#echo 0 > /sys/devices/system/cpu/cpu0/online 

#echo 0 > /sys/devices/system/cpu/cpu1/online 

#echo 0 > /sys/devices/system/cpu/cpu2/online 

#echo 0 > /sys/devices/system/cpu/cpu3/online 

echo 0 > /sys/devices/system/cpu/cpu4/online 

echo 0 > /sys/devices/system/cpu/cpu5/online 

echo 0 > /sys/devices/system/cpu/cpu6/online 

echo 0 > /sys/devices/system/cpu/cpu7/online 

Monitor_idle.sh 

#!/bin/bash 

sleep 300 

time=$(date +%s) 

mkdir /delning/benchlogs/prio1/idle/$time 

mpstat -P ALL 1 350 > /delning/benchlogs/prio1/idle/$time/mpstat1.txt & 

vmstat -aS M 1 350 > /delning/benchlogs/prio1/idle/$time/vmstat1.txt & 

/delning/ps.sh >> /delning/benchlogs/prio1/idle/$time/ps1.txt & 

/delning/cppsensor/energy.sh > /delning/benchlogs/prio1/idle/$time/energy.txt & 

sleep 300 

/sbin/reboot 

Monitor.sh 

#!/bin/bash 

mpstat -P ALL 1 10 > /delning/benchlogs/prio1/blackscholes/sar1.txt & 

vmstat -aS M 1 10 > /delning/benchlogs/prio1/blackscholes/vmstat1.txt & 

/delning/ps1.sh & 

/delning/cppsensor/sensors > /delning/benchlogs/prio1/blackscholes/sensor1.txt 

Ps.sh 

#!/bin/bash 

for i in {0..350..1} 

 do ps -eTo pcpu,pmem,psr,s,pid,user,args | sort -k 1 -r | head -10  

 date 

 sleep 1 

 done 
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Energy.sh 

#!/bin/bash 

echo 1 > /sys/bus/i2c/drivers/INA231/3-0040/enable 

echo 1 > /sys/bus/i2c/drivers/INA231/3-0041/enable 

sleep 2 

echo "Time  A7W A15W" 

while true 

 do 

 A7_avg=0 

 A15_avg=0 

 for i in {1..10} 

  do 

  A7_W=`cat /sys/bus/i2c/drivers/INA231/3-0041/sensor_W` 

  A15_W=`cat /sys/bus/i2c/drivers/INA231/3-0040/sensor_W` 

  A7_avg=$(echo "scale=6; $A7_avg+$A7_W" | bc) 

  A15_avg=$(echo "scale=6; $A15_avg+$A15_W" | bc) 

  sleep 0.075 

  done 

 echo $(date +%M:%S:%N)" "$(echo "scale=6; $A7_avg / 10" | bc)"

 "$(echo "scale=6; $A15_avg / 10" | bc) 

 done 
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Appendix C. Benchmark software evaluation 

 

Name Type Pricing Latest known 

update 

Focus Citations 

on google 

scholar 

Used 

in: 

SPEC 

CPU2006 

Suite Commercial 2011 General-

purpose 

processors 

535 [1] 

LINPACK Suite Free 1979 Linear equation 

solving 

2834 [2] 

NAS 

Parallel 

Suite Free 2004 Parallel 

supercomputers 

2484 [3] 

TPCC-UVa Suite Free 2006 Transaction 

processing 

systems 

83 [4] 

PARSEC Suite Free 2011 Modern 

multiprocessor 

systems 

1626 [5] 

[6] 

Autobench Perl 

script 

Free Unknown Webserver 

evaluation 

5 [7] 

LMbench Suite Free 1996 Bottlenecks in 

system 

applications 

693 [8] 

HD-

VideoBench 

Suite Free 2007 HD Video 

domain 

47 [8] 

MiBench Suite Free 2001 Embedded 

processors 

2526 [9] 

Nbench Suite Free 1996 Evaluation of 

processor and 

memory 

systems 

13 [4] 

Geekbench 3 Suite Limited 

until 

purchased 

Unknown Single and 

multicore 

processors 

n/a [10] 
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BBench Workload 

from 

several 

websites 

Free 2013 Web browser 

or system 

evaluation 

79 [11] 
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