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Abstract 

In this comparative study based on experimentation it is demonstrated that the two 

evaluated machine learning techniques, Bayesian networks and random forests, have similar 

predictive power in the domain of classifying torrents on BitTorrent file sharing networks. 

This work was performed in two steps. First, a literature analysis was performed to gain 

insight into how the two techniques work and what types of attacks exist against BitTorrent 

file sharing networks. After the literature analysis, an experiment was performed to evaluate 

the accuracy of the two techniques. 

The results show no significant advantage of using one algorithm over the other when only 

considering accuracy. However, ease of use lies in Random forests’ favour because the 

technique requires little pre-processing of the data and still generates accurate results with 

few false positives. 
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1. Introduction 
Copyright infringement (downloading movies or music illegally) using torrent discovery sites 

is a widespread phenomenon today. A problem with sending takedown for all content with a 

matching title (e.g. Game of Thrones) is the chance that decoy content is included. For 

example, content that has similar a similar title but might be anything from an empty media 

file or a virus (Santos, da Costa Cordeiro, Gaspary & Barcellos, 2010). Helping organisations 

such as those protecting intellectual property deal with it in a more efficient manner by 

filtering out decoys could save time and money that could be used elsewhere. Additionally, 

decoys on file sharing networks are a source of malware (Santos et al., 2010), machine 

learning might be an interesting approach for web filters in anti-virus solutions to protect 

users from malicious content on file sharing networks. 

This work evaluates two techniques for classification (categorizing something based on other 

information known about it) called Bayesian Networks and Random forests. These two 

techniques are compared using information about the contents of torrent files to evaluate 

their accuracy for classifying torrents as fake.  

This work uses a literature analysis as well as an experiment to compare and contrast the two 

previously mentioned techniques. Both techniques showed highly accurate results when 

applied to data from BitTorrent file sharing communities. But the results did not show any 

statistically significant advantage to using one technique over the other in terms of predictive 

performance. However, random forests required a lot less pre-processing of the data and was 

overall easier to use. 

This work is aimed at developers and project leaders for the types of companies mentioned 

above (anti-virus and IP rights organizations) to help them decide if machine learning is 

worth investing time into to integrate it with their other software or tools. 

This report is structured into six different parts. This introduction, followed by some 

background (chapter 2) which is then followed by the problem description (chapter 3). After 

the problem description potential methods (chapter 4) to solve the problem are discussed (as 

well as threats to the validity for using them). Chapter 5 contains the actual execution of the 

project and chapter 6 evaluates the results and discusses them. Chapter 7 contains a 

summary and discusses possible future work. 
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2. Background 
This chapter will explain some of the main concepts used in this work that are needed to 

understand the problem definition in the next chapter. 

2.1. Torrent 
A torrent is a file that contains some information about one or more files that can be 

downloaded using a BitTorrent client (a type of file sharing client, more information is 

available in Cohen (2013)). This type of file is commonly used on a type of file sharing site 

called torrent discovery sites, a website that keeps track of torrent files (Zhang, Dhungel, Wu 

& Ross, 2011). 

According to Cohen (2013) a torrent file contains information about files (their paths and 

sizes), checksums (file integrity) and tracker info (where to ask for peers to download the 

content from; a torrent can have multiple trackers). 

The so called tracker is an internet service that provides the client with information about 

where to find the other peers that are downloading or uploading the same file or files (Cohen, 

2013). Trackers, along with DHT (Distributed Hash Table, a shared Key-Value store can be 

thought of as a distributed tracker maintained by the peers that are online) are the main 

sources of peers for BitTorrent clients (Zhang et al., 2011).  

 

Fig 1. A torrent file for an ArchLinux ISO opened in µTorrent (version 3.3.1). 

Fig 1 shows what opening a torrent file in a BitTorrent client looks like. The right lane 

contains a list of the files that the torrent file can be used to download. The torrent in Fig 1 

only contains one file (archlinux-2015.06.01-dual.iso), to download this file the client will 

contact the tracker to receive a list of peers to download the file contents from. 

2.1.1. Fake torrents 
A fake torrent is a torrent that contains something other than what was advertised. Santos et 

al. (2010) mention this type of torrent as being part of content pollution attacks where decoys 

with similar name/metadata to a real copy are published to torrent discovery sites to stop the 
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users from getting to the real copies of the data. These decoys can contain viruses or empty 

media files (Santos et al., 2010) both of which are a waste of traffic for the user of the torrent 

discovery site. 

2.2. Torrent discovery site 
Torrent discovery sites are the sites that keep track of the torrent files published by users or 

scraped from other websites on the internet (Zhang et al., 2011). The sites can be searched for 

the desired content and downloaded using a BitTorrent client. Together with trackers—a kind 

of service that tracks what peers there are for a specific torrent (Cohen, 2013)—and the peers 

themselves they form the three major components of a BitTorrent file-sharing network 

(Zhang et al., 2011). KickassTorrents and IsoHunt are two examples of torrent discovery sites 

among many others. 

2.3. Machine Learning 
Machine learning is an area of science that develops algorithms, techniques and models that 

are used to try to build prediction models, attempting to predict some future value of 

something or trying to make a decision based on available information (e.g., classifying a 

picture as containing a certain type of animal). It uses knowledge, models and theories from 

many other fields of science, such as artificial intelligence and statistics. 

There are two main categories when it comes to machine learning, Bramer (2013) identifies 

the following: 

 Supervised learning, where the algorithm or technique is trained by using labelled 

data (where the target variable is already known) and is used for labelling (predicting 

the state of the target variable) previously unseen data. 

 Unsupervised learning, where the algorithm or technique has to find the patterns in 

the data on its own. 

 

Fig 2. The prediction model in supervised learning is trained by passing previously labelled data into a training 
algorithm or technique, which is used to build the prediction model based on the training data. 

In supervised learning the algorithms are trained by using data that has been labelled by an 

expert (e.g., the value of a house). To build a predictive model from this data many 

techniques use an algorithm that is easy for computers to perform. For example, Random 

forests builds a lot of decision trees based on random attributes in the data it is given. 

However, there are also techniques where the prediction model can be constructed by hand 

by an expert (e.g., Bayesian networks). 
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Fig 3. An example of using a prediction model to predict if a torrent is fake or not. 

When using a prediction model for supervised learning to perform a prediction about an 

interesting target attribute (such as whether or not a torrent is fake) other important 

attributes are passed as input data to the prediction model. For example, the model might say 

that having the wrong file extension makes it certain that a torrent is fake (see Fig 3). 

Unsupervised learning can be used for clustering, where the algorithm tries to find a pattern 

that distinguishes different groups in a set of data. That is, unsupervised learning is used 

when the patterns in the data is not known beforehand and sometimes the patterns are hard 

for humans to discern. An example of unsupervised learning would be a company grouping 

customers into “interest groups” (which are not necessarily known beforehand) based on 

their purchase history. Verifying if an algorithm for unsupervised learning produces good 

results can be done by visualizing connections and data and verifying them by hand. 

2.4. Random Forests 
Random forests is a machine learning technique for supervised learning that was developed 

by Breiman (2001).  

Random forests uses a configurable number of decision trees to vote for a certain outcome, 

these decision trees are built by selecting a random subset of the attributes available in the 

data passed to the algorithm during training and constructing a decision tree out of it 

(Breiman, 2001). Since random forest uses decision trees it supports numerical input as well 

as categorized data. This makes the technique very flexible when it comes to what kind of 

data can be used for training and reduces the amount of pre-processing that has to be done to 

use it.  

For example, a program controlling the watering of plants might have access to information 

such as current weather, time since watering and hours of sunlight the past week. A decision 

tree (one of many) constructed from those attributes could look like this: 

 

Fig 4. A decision tree used for deciding to water the plants or not, based on figure 4.2 in Bramer (2013). 
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This decision tree, when evaluated would look at the information provided to it and decide 

what path to go (e.g., if it’s sunny then it would vote for “Water the plants”).  

When querying a prediction model built using random forest for a prediction on something it 

passes the information to the trees, lets them cast their vote and picks the most popular 

outcome that the trees voted for. 

2.5. Bayesian network 
Bayesian networks are, according to Neapolitan (2004), a way of modelling probabilities of 

different variables (attributes) in a network that shows how the different variables and their 

states influence each other.  A Bayesian network is usually modelled using a graph 

(specifically a directed acyclic graph). In this graph the nodes represent different interesting 

features or attributes of the system being modelled and how they relate to each other 

(Neapolitan, 2004). These nodes have a list of states they can be in (e.g., the weather can be 

rainy, sunny or overcast) and how likely these states are. These likelihoods are called 

parameters and they can be seen as a table of probabilities for each state on a node. These 

probabilities can be set by hand by an expert or by a machine learning algorithm (Neapolitan, 

2004). 

 

Fig 5. A Bayesian network modelling if the outdoors plants should be watered or not (created using GeNIe 2.0). 

Fig 5 contains a Bayesian network that can be used to determine if outdoors plants should be 

watered or not. This network contains three variables (the nodes), “weather” which 

represents the current weather outdoors, “time since watered” which represents how long it 

has been since the plants were last watered either by natural means or by hand, and “water 

plants” which tells the program or person using the network whether or not the plants should 

be watered. There are arcs going between the nodes in the graph, these arcs represent how 

the variables in the network influence (e.g., causality, what causes what) each other. In this 

example the weather influences both the time since the plants were watered (e.g., when it’s 

raining) and whether or not the plants should be watered (watering them when it’s raining 

would be rather pointless). This means that “water plants” and “time since watered” have a 

conditional dependence on weather, that is, their state is dependent on the weather. Weather 

on the other hand is not dependent on the states of “water plants” and “time since watered” 

which makes it conditionally independent from these two variables. 

Just like the previously mentioned technique (Random Forests) it is possible to use machine 

learning to train a Bayesian Network. For example, when the structure of the Bayesian 

network is known a learning method called Expectation-maximization, a method for 
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maximizing the result of a likelihood test used for statistical models, can be used to set the 

parameters (Ruggeri, Kenett & Faltin, 2007). 

Unlike Random forests, Bayesian networks needs its input data separate into discrete 

categories, something that makes it require more pre-processing of the data than Random 

forests. 

2.6. Measuring accuracy 
Bramer (2013) mentions that using a confusion matrix can be used to break down the 

different parts of a classifier’s performance. That is, how many times the classifier classified 

an object correctly or as another class. 

Bramer (2013) states that when there is only two classes in a data set one of them can usually 

be regarded as “positive” and the other one as a “negative”.  In the context of trying to detect 

fake torrent files in a BitTorrent community (e.g., a torrent discovery site) a “positive” would 

be a detected fake and a “negative” would be a torrent that contains what it advertises. 

When dealing with only two classes the results in the confusion matrix can be broken into 

four different categories (Bramer, 2013):  

 True positives (TP), where the classifier has correctly identified a positive (e.g., a 

fake).   

 True negatives (TN), where the classifier has correctly identified a negative (e.g., an 

ordinary torrent). 

 False positives (FP), where the classifier has incorrectly identified a negative as a 

positive (e.g., an ordinary torrent being detected as fake). 

 False negatives (FN), where the classifier has incorrectly identified a positive as a 

negative (e.g., a fake torrent being identified as an ordinary one). 
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Fig 6. Confusion matrix for one of the data sets used by Random Forest without file extension being used as an 
attribute. 

The figure above (Fig 6) contains an example of how a confusion matrix can look. In the 

matrix there are 94 false positives, 18 false negatives, 617 true positives and 218 true 

negatives.  

2.7. Related work 
Liang, Kumar, Xi and Ross (2005) talk about a type of attack against peer-to-peer file sharing 

called index poisoning. This attack involves adding a large amount of decoys to stop users 

from reaching the real content. They provide a method to measure poisoning in the network 

and identifying users that are most likely publishing decoy content. Their method relies 

heavily on being able to identify the decoyers (users that add decoys). On torrent discovery 

sites, a login is not always necessary and users cannot necessarily be identified by IP address 

which makes it hard to identify the decoyers. While the method is not directly applicable to 

BitTorrent, the attacks they identified are. 

Santos et al. (2010) looks at ways of handling the attacks identified by Liang et al. (2005) in 

BitTorrent file sharing communities. They provide a method for the communities to solve 

this kind of problem. This method uses user votes along with the number of users 

downloading the content. This solution depends on user participation in the form of votes to 

function, something that may not always be available. For example, in a small BitTorrent 

communities there might simply be no users that are voting on the content. 

Instead of analysing user activity in terms of unique IP addresses or published copies, or 

using a reputation based system solution this thesis intends to look at machine learning using 
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the metadata that is available for all BitTorrent communities. As mentioned in section 2.1, a 

torrent file contains a lot of metadata about the file contents and by asking the tracker for 

peers (or viewing that information on the torrent discovery site) a lot of information about 

the torrent’s contents and how popular it is can be extracted. It should therefore be possible 

to classify torrents as fake or not based on this metadata that is always available. 

Smutz and Stavrou (2012) use machine learning to identify malware in PDF documents using 

metadata and structural data to classify files as either benign or malicious. When talking 

about future work they mention that it would be interesting to look at how well the detection 

and classification techniques presented in the article works on other document types. While 

torrent files are not exactly a document, they have metadata that describes their contents 

from which interesting attributes can be extracted and used to try to detect malicious 

content.  
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3. Problem definition 

3.1. Purpose 
The aim of this work is to compare and contrast the performance of Bayesian networks and 

Random Forests for detection of fake torrents on torrent discovery sites. That is, how 

accurate the two algorithms are in terms of false positives/negatives and true 

positives/negatives. This work will focus on which algorithm yields the lowest amount of false 

positives (that is, marking a legitimate copy as fake). 

3.2. Motivation 
Smutz and Stavrou (2012) use machine learning to find malicious PDF documents and 

suggests that it would be interesting to see how well the classification and detection 

techniques work on other document types. Torrent files from torrent discovery sites could be 

interesting to look at since the content they point at can contain malware. 

Unlike the methods by Liang et al. (2005) and Santos et al. (2010) using machine learning to 

detect decoy content in BitTorrent file sharing communities could be done by using machine 

learning on metadata that is always available, either in the torrent files themselves or from 

other components required by the BitTorrent protocol to work (e.g., number of 

downloaders/uploaders can be retrieved from the tracker). 

Additionally, a study of how to identify fakes vs real files on file sharing networks could be of 

use to companies handling intellectual property to reduce their workload by skipping decoys 

(if that is something they want to do). It could also be useful for makers of anti-virus/-

malware developers (or similar software) to protect their users from potentially malicious 

files even before they have downloaded them (and wasted bandwidth and traffic getting it) by 

warning them that the files could be fake. 

The two machine learning techniques (Random forests and Bayesian networks) were chosen 

based on the ones used by Smutz and Stavrou (2012). Naïve Bayes was replaced by Bayesian 

networks because it does not make any assumption about the conditional independence of 

features/attributes in the data and because the use of graphs makes it easier to work with. 

3.3. Objectives 
The goal is to compare Random forests classifier and Bayesian networks with respect to their 

accuracy (in terms of number of false positives), from the point of view of a developer or 

project manager in the context of detecting fake torrents/files on torrent discovery sites. 

With the problem description and goal in mind the following objectives can be defined: 

1. Evaluate relevant validity threats to the selected method 

a. Implement preventative measures to eliminate or reduce the threats’ effects. 

2. Compare the two techniques 

a. Compare their accuracy. 

b. Compare their relative ease of use.  
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4. Method 

4.1. Method choices 
The sections below contains discussions about the choices done when selecting the methods 

to use in this thesis. 

4.1.1. Experiment 
By using an experiment random forests and Bayesian networks can be examined more closely 

without external factors influencing the results (or at least reducing their influence). 

Experiments have been used by other studies done on using machine learning/data mining 

for various purposes, such as Smutz and Stavrou (2012) using metadata and structural 

information of PDF files to detect malware and DroidDolphin by Wu and Hung (2014) to 

detect malware in android applications. The data generated by the experiment can then be 

analysed using statistical methods to answer how Random forests compares to Bayesian 

networks and if there is a significant advantage to using one over the other. 

4.1.2. Literature analysis 
Random forests and Bayesian networks could also be compared by using a literature analysis.  

This would be done by studying how Bayesian networks and Random forests have been used 

in other works. And by looking closely at data available from BitTorrent file sharing 

communities to decide, based on literature, how random forests and Bayesian networks 

would compare. 

Berndtsson, Olsson, Hansson and Lundell (2008) describe a literature analysis as a way to 

systematically examine a problem. Berndtsson et al. (2008) also note that it is important to 

have relevant sources and identify the following as being relevant sources: 

 Bibliographic databases 

 Journals and conference proceedings 

Any other sources will have to be carefully examined (for example by cross-referencing them 

with other sources) to avoid false information. 

Compared to an experiment the literature study might not yield any exact numbers 

depending on how much work has been done previously in the same domain but comparing 

the techniques’ perceived ease of use would most likely be very doable using a literature 

study. 

4.1.3. Method choice 
An experiment was chosen over a literature study (for objective 2) because experiments 

appear to be the most common choice for researching problems related to machine learning. 

Narudin, Feizollah, Anuar and Gani (2014), Smutz and Stavrou (2012), and Wu and Hung 

(2014) all use experiments to compare machine learning techniques for malware detection, 

something which is fairly similar to finding decoys. Another advantage of using an 

experiment is that it is possible to produce numerical data that can be used to determine if 

there is any statistically significant advantage to use one technique over the other when it 

comes to predictive performance. 

A small literature analysis still has to be performed to understand how random forests and 

Bayesian networks work. 
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4.2. Validity threats 
When performing an experiment there are a number of threats to the validity of the results 

that have to be dealt with. A list of validity threads by Wohlin, Host, Ohlsson, Regnell & 

Runeson (2012) is used to know what validity threats apply to experiments (and thereby 

solve objective 1). 

The full list of the validity threats, their relevance and motivations can be found in Appendix 

A. Below is a number of tables containing the threats that were considered to be relevant 

along with their motivations. 

4.2.1. Conclusion Validity 

Name (definitions 
by Wohlin et al. 
(2012)) 

Motivation 

“Low statistical 
power” 

This threat is handled in the experiment by doing repeated measures on 
different datasets and configurations. 

“Violated 
assumptions of 
statistical tests” 

The selected statistical test (“Counts of wins, losses and ties: Sign test” 
(Demisar & Schuurmans, 2006)) makes no assumptions about the data 
that is violated in the experiment. It only requires that the data sets are 
independent (that is, the content of one data set does not influence the 
others). 

“Fishing” The research in this thesis was done with no particular outcome in mind 
(no favoured outcome). Therefore fishing for a result is not a problem. 

“Error rate” The investigations on different types of data are evaluated 
independently, this should not be a problem. 

“Reliability of 
measures” 

Since the measurements are done using code and tools the same results 
can be achieved by running the same software versions and code. 

“History” 

 

New prediction models are generated each time the code is run. They can 
be considered to have been reset to a base state between treatments. This 
should therefore not be a problem. 

“Instrumentation” 

 

The result of the measurements are created by comparing the 

predictions of a prediction model to data that the target variable is 

already known for and taking note of their accuracy. This data is then 

put into a confusion matrix. There should be no problems with the 

instrumentation. 

 
“Ambiguity about 

direction of causal 

influence” 

 

This is relevant for at least Bayesian networks, where it is handled by 

inverting the arcs between nodes (trying different configurations). 

 

 

4.2.2. Internal validity 

Name (definitions 
by Wohlin et al. 
(2012)) 

Motivation 

“History” New prediction models are generated each time the code is run. They can 
be considered to have been reset to a base state between treatments. This 
should therefore not be a problem. 

“Instrumentation” The result of the measurements are created by comparing the 
predictions of a prediction model to “known good” data and taking note 
of their accuracy. This data is then put into a confusion matrix. There 
should be no problems with the instrumentation. 
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“Ambiguity about 
direction of causal 
influence” 

This is relevant for at least Bayesian networks, where it is handled by 
inverting the arcs between nodes (trying different configurations). 

 

4.2.3. Construct validity 

Name 
(definitions by 
Wohlin et al. 
(2012)) 

Motivation 

“Inadequate 
preoperational 
explication of 
constructs” 

This threat is handled by defining what it is that is being looked at (e.g., 
what is accuracy?) and how it will be compared (in this case by looking at 
the number of false positives).  

“Mono-operation 
bias” 

This is handled by testing different configuration settings for the 
techniques under test (such as number of trees for Random Forests and 
number of instances in the test dataset for both algorithms). 

“Mono-method 
bias” 

This threat is avoided by comparing two different techniques for 
detecting fakes.  For example, if one of the methods performed 
unexpectedly bad it would be the sign of something being terribly wrong. 

 

4.2.4. External validity 

Name 
(definitions by 
Wohlin et al. 
(2012)) 

Motivation 

“Interaction of 
selection and 
treatment” 

Since the data for the machine learning techniques is actual torrents 
(both real and fake) the “population” to generalize to (other torrent 
discovery sites) and the one the data is from (BitSnoop) are very similar 
and therefore this shouldn’t be a problem. 

“Interaction of 
setting and 
treatment” 

The data is from a real torrent discovery site, which should be a 
representative setting for something that is applied to torrent discovery 
sites. 

“Interaction of 
history and 
treatment” 

Since torrent discovery sites are something of an archive (at least when 
there is no moderation other than voting) the time at which the 
experiment was conducted doesn’t matter. 

 

4.3. Research ethics 
To ensure that the reader knows where knowledge that was not discovered in this experiment 

comes from references will be used (using the Harvard style of referencing). Additionally, 

criticism of others’ work will be limited to constructive criticism such as looking at what the 

possible flaws in a method might be and try to improve upon it. 

Since the data used in this experiment will be from an actual torrent discovery index this 

means that users from that site will be represented in the data. This makes privacy of the 

users a concern since they did not agree to be part of the experiment. However, the only 

pieces of information used by the experiment that involves users is the number of people 

uploading and downloading on each specific torrent. These numbers remain numbers and 

the list of peers for each torrent is not accessed, this means that users using the torrent 

discovery site remain anonymous and only influence the number of peers for each torrent. 

The data can therefore not be used to try to identify any single user in the system. 
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Data gathered in this experiment remained unaltered (in the database used to store it) and 

was converted to a format that could be understood by the machine learning algorithms 

without altering the data in the process (e.g., only categorizing it).  
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5. Implementation 
This section explains how the various objectives were solved using the selected methods. 

5.1. Literature analysis 
The literature analysis was performed by using ACM Digital Library, IEEE Xplore and 

Worldcat Local to find relevant articles and conference articles. The list of terms below were 

searched for in different combinations (e.g., “machine learning BitTorrent” and simply 

“BitTorrent”): 

 Machine learning 

 BitTorrent 

 Malware 

This was used to gain insight into how machine learning and BitTorrent works as well as 

what types of attacks exist against torrent discovery sites. The search revealed that there are 

so called pollution attacks against torrent discovery sites and other types of file-sharing sites 

(Liang et al., 2005) and that there are methods to try to reduce their impact (Santos et al., 

2010).  

The search for machine learning in combination with BitTorrent yielded articles about 

classifying peer-to-peer traffic and nothing about attempting to classify the files from torrent 

discovery sites. Considering ACM DL and IEEE Xplore (two very large databases) as well as 

Worldcat Local (which includes more databases) were used as bibliographic sources it would 

be unlikely that there are articles published elsewhere using machine learning for this exact 

purpose. This could be interpreted either as there being no interest in looking into it or that it 

simply has not been done yet. 

After this the focus shifted from BitTorrent focus to a more general focus on reading articles 

on machine learning to see what methods were being used when comparing classifiers. As 

previously mentioned in section 4.1. (Method choices), experiments were the most common 

method used to evaluate machine learning algorithms. 

5.2. Experiment 
The purpose of this experiment is to see if there is a significant difference in performance 

between RF and BN when it comes to the number of false positives. The techniques will be 

compared on datasets pairwise and a statistical test called “Counts of wins, losses and ties: 

Sign test” will be used. This statistical test is mentioned by Demisar and Schuurmans (2006) 

as a popular way of comparing the performance of classifiers. 

When performing statistical tests a significance level has to be selected. Körner and Wahlgren 

(2000) define significance level as the risk of rejecting the null-hypothesis when it is true 

(Type I error). The selected significance level for this experiment is α = 0.05. This 

significance level will be used to know how many data sets one of the techniques have to win 

on (i.e., have the lowest amount of false positives on) to be considered significantly better 

using the selected measure. According to Table 3 in Demisar and Schuurmans (2006) a total 

of 11 wins out of 15 is required for it to be considered significant when there are 15 datasets 

(at α = 0.05).  

This experiment followed approximately the same steps as Narudin, Feizollah, Anuar and 

Gani (2014) did for evaluating different classifiers for Android malware. The reason behind 

taking this approach is the problem similarity (i.e., evaluating classifying algorithms for 

finding malware is similar to identifying decoy content). As such the experiment follows the 

following steps:  
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 Collect the data 

 Find the features/attributes that are interesting in the data 

 Train the machine learning algorithm to get a prediction model that can be compared 

to other algorithms 

 Test the prediction model against a test data set and evaluate the accuracy 

Each of these steps are explained in the subsections below.  

5.2.1. Collecting the data 
The data used for training and testing the machine learning techniques was acquired by 

scraping a torrent discovery site called BitSnoop. This site was used because it runs tests1 on 

the content it indexes to indicate if a file is fake or not. The site does so by downloading them 

and looking at the content. 

This data was then stored in a SQLite database (the schema and scripts can be found in 

Appendix B) for further processing. 

5.2.2. Feature/Attribute selection 
When using a machine learning technique or algorithm to create a prediction model 

interesting features (e.g., attributes such as file size and extension) have to be extracted from 

the data. This can either be done by inspecting the dataset by hand to find attributes that 

could be interesting or they could be gathered from literature. In this experiment a 

combination of both was performed, some of the features or attributes used by the machine 

learning techniques are based on Santos et al. (2010) and others are based on the 

information available in the data from BitSnoop. 

Two of the features were selected from the data based on Santos et al. (2010, p. 559), in 

which they state:  

“(...) in the content pollution attack, a malicious user publishes a large 

number of decoys (same or similar metadata), so that queries of a given 

content return predominantly fake/corrupted copies (e.g., a blank media 

file or executable infected with virus)” 

Inspecting the available data and using the above statement by Santos et al. (2010) the 

following attributes were selected: 

 Torrent size (could be used to detect blank media files) 

 Incorrect file extension (executable infected with virus, password protected archives) 

The rest of the features were either based on one of these two or other information that was 

available for each instance of a torrent on BitSnoop (e.g., uploader count and downloader 

count). This resulted in the following complete list of features used: 

 Torrent size (size in bytes) 

 Number of files (integer) 

 Incorrect file extension (Boolean) / File extension 

 Fake/Verified (status according to BitSnoop) 

 Number of downloaders (integer) 

 Number of uploaders (integer) 

Using these features the data can be transformed into a format that the machine learning 

tools can understand and use for training and creating the prediction models. The format 

                                                        
1 http://bitsnoop.com/info/about.html#FakeSkan  

http://bitsnoop.com/info/about.html#FakeSkan
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used in this work is comma separated values (CSV) due to its ease of use and human readable 

format. 

Since the two algorithms support different types of data (e.g., Bayesian Networks only 

accepting data split into discrete categories and Random Forests dealing with numerical 

data) two different sources for the datasets were created. One with pre-processed data that 

the Bayesian Network could deal with and one with numerical data in it that Random Forests 

could make use of. 

The data used by Bayesian networks looks like this: 

ID Fak
e 

Extension Number_o
f_files 

Torrent_si
ze 

Leeche
rs 

Seede
rs 

242456
01 

No Known_Correct Few Medium None None 

246078
48 

No Known_Correct Few Large None Low 

2464749
3 

No Known_Correct Few Medium Low Normal 

249788
85 

Yes Known_Incorrect Few Medium None None 

Number of files, torrent size, downloaders (leechers) and uploaders (seeders) were split into 

discrete categories (None, Low, Normal/Medium, High) to work properly with Bayesian 

networks. Appendix B contains the code and comments (convert_bn.py) that explain how the 

data is divided into these categories. 

The data used by Random forests (when testing using its own dataset) looks like this: 

ID Fake Extensi
on 

Number_of_fil
es 

Torrent_si
ze 

Leecher
s 

Seede
rs 

2424560
1 

Verified MKV 1 671088640 0 0 

2460784
8 

Verified MKV 2 1610612736 0 1 

2464749
3 

Verified AVI 1 560988160 3 18 

2497888
5 

Fake RAR 1 576716800 0 0 

 

5.2.3. Creating a Bayesian network 
To create the Bayesian network a tool called GeNIe 2.02 (version 2.0.5494.1, built on 2015-

01-16) was used. Using the features listed in the previous section a network was created by 

connecting the attributes in a network based on their believed causality. For example, if a file 

has an incorrect file extension it would in turn make the file fake. 

Based on the features found above, a number of relationships were considered likely to exist: 

 Number of files influence the total size of the torrent. 

 Both the number of files and the size of the torrent are indicators of whether or not 

the file is fake. 

                                                        
2 https://dslpitt.org/genie/index.php/about  

https://dslpitt.org/genie/index.php/about
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 Whether or not the torrent is fake influences the number of people downloading and 

uploading the data contained in the torrent (based on Santos et al. (2010), where they 

use concurrent downloads as part of detecting decoys). 

These relationships were discovered by inspecting the dataset by hand. Number of files 

influencing the total file size is based on the assumption that adding more files to a torrent 

increases its size. Number of files and file size influencing the whether or not a file is fake is 

based on the assumption that users uploading decoys use the same decoys over and over 

again (only renaming them), which could show up as a torrent with a large number of small 

files. 

The resulting Bayesian Network can be viewed below (Fig 7): 

 

Fig 7. Bayesian Network created in GeNIe 2.0. 

The definitions (probabilities) on the nodes in the graph (Fig 7) were left as random (i.e., 1/n 

for n different categories) to let the learning algorithm set the parameters based on the 

training data. 
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5.2.3.1. Validating the Bayesian Network 

To ensure that the comparison between Bayesian networks and Random Forests remains fair 

the Bayesian network was evaluated using a framework proposed by Pitchforth and 

Mengersen (2013). Comparing a badly designed Bayesian network to Random forests would 

not be a fair comparison. Intentionally comparing a badly designed Bayesian network to 

random forests could be interpreted as trying to force the experiment to get a certain results 

(see “Fishing and the error rate” (Wohlin et al., 2012). 

For example, one of the questions in the framework by Pitchforth and Mengersen (2013, p. 

165) is “Does the model structure (the number of nodes, node labels and arcs 

between them) look the same as the experts and/or literature predict?”. Because 

no previous work in this specific problem domain was found the network could not be 

compared to similar networks from the some problem domain. However, the variables and 

their relations are based on Santos et al. (2010) as well as the data from the torrent discovery 

site (BitSnoop). Additionally, the edges between “Fake” and “Number of seeders/leechers” 

were inverted (Fig 8) to see if that would increase the prediction accuracy, it did not. 

 

Fig 8. Bayesian networwk with some of the edges inverted.. 

Additionally, the most important variable, “Extension of largest file” (found by using 

sensitivity analysis in GeNIe and variable importance for RF), was removed (Fig 9) from the 

inputs to see how that would impact the predictive performance of the models. Removing the 
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most important variable reduced the accuracy but did not make the predictions completely 

random (accuracy was reduced to about 90%). 

 

Fig 9. Bayesian Network with the "Extension of Largest File" node removed. 

The full list of questions and answers can be found in Appendix C. 

5.2.4. Creating the prediction models 
After creating (and validating) the Bayesian network the prediction models for it and random 

forests could be created. This involved passing the transformed data (CSV) to the tools for 

learning. 

For random forest this meant loading the CSV file, partitioning the data (seeded random 

distribution) and passing it to the algorithm to let it create a model based on the input. Since 

all the dataset are created from the same source dataset none of the datasets influence each 

other’s contents and they can therefore be considered independent (even if they share 

instances). The code for doing this can be found in Appendix B. 

For the Bayesian network the procedure was similar but manual. The data files were opened 

in GeNIe and the network was trained using the method built into GeNIe (the EM algorithm). 

The parameters used for learning the Bayesian network are the ones visible in the image 

below (Fig 10). Confidence (amount of confidence the expert has in the parameters set on the 
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nodes) was set to zero to let the EM algorithm set the probabilities however it saw fit based 

on the input data. This was done for each of the datasets that were generated in R from the 

full dataset. 

By dividing the data up into separate datasets the algorithms’ performances can be compared 

when using the same datasets.  

 

Fig 10. The parameter dialogue box in GeNIe 2.0. 

5.2.5. Evaluating the performance 
To evaluate the performance of a prediction model they were run against data where the state 

of the target variable was already known (in this case, whether or not the torrent in question 

is fake) and compared. True positives/negatives and false positives/negatives could then be 

counted and neatly ordered into a confusion matrix for further processing. Since all work is 

being done by code and tools the measurements are repeatable and treatments are applied 

reliably. 

For random forests this was performed in R code by passing the prediction model and 

reference data (test data) to the caret module’s confusion matrix function. This function 

evaluates the overall accuracy of the prediction model and performs some statistical tests on 

it (Kuhn, 2015). This results in output that looks like this: 

               Reference 

    Prediction  No     Yes 

            No  312    0 

            Yes 0      635 

               Accuracy : 1           
                 95% CI : (0.9961, 1) 

    No Information Rate : 0.6705      
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    P-Value [Acc > NIR] : < 2.2e-16   

                                      

                  Kappa : 1           

 Mcnemar's Test P-Value : NA                                               

            Sensitivity : 1.0000      

            Specificity : 1.0000      

         Pos Pred Value : 1.0000      

         Neg Pred Value : 1.0000      

             Prevalence : 0.6705      

         Detection Rate : 0.6705      

   Detection Prevalence : 0.6705      

      Balanced Accuracy : 1.0000      

       'Positive' Class : Yes 

For this specific predictive model the accuracy turned out to be 100% against the test data 

(with a confidence interval of 99.6-100%) with 0 false positives and 0 false negatives. 

Evaluating the predictive performance of the Bayesian networks were done similarly 

(although manually) by using the GeNIe tool to perform the validation against the test 

dataset associated with the training dataset used to train the model. 

 

Fig 11. Confusion matrix for the same dataset as Random Forests above but using a Bayesian network in GeNIe. 

The above image (Fig 11) shows the confusion matrix from GeNIe using the same dataset. A 

number of instances have been rejected because the network deemed their value in the 

“Number of leechers” attribute to be impossible. The most likely cause for these rejected 

instances is that it never saw any instances where “High” was used to describe the number of 

leechers. Given a large enough training dataset this should therefore not be a problem. 
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6. Evaluation 
To compare the performance of Random Forests and Bayesian networks a test called “Counts 

of wins, losses and ties: Sign test” was used. Demisar and Schuurmans (2006) mentions this 

test as a popular way of comparing the performance of classifiers by counting wins, losses 

and ties on the datasets. The only assumption this test makes is that the datasets are 

independent (that is, what one dataset contains does not change what another dataset 

contains), which makes it a fitting test for the data available here. By not violating any 

assumptions of the significance test any problems with the validity threat called “Violated 

assumptions of statistical tests” by Wohlin et al. (2012) have been avoided. 

6.1. Performance with all supported features included 
To see if there was any significant difference between BN and RF the number of false 

positives for each dataset (identifies by seed and probability) was looked at and a winner 

picked. Table 1 contains the output from the confusion matrix for the Bayesian Network 

when validated against a test dataset. The first two tables below contains the result of 

running both techniques against the same dataset (i.e., the dataset prepared for BN) and the 

final table contains the result when using a less pre-processed dataset for Random Forests. 

Seed Probability TP FP TN FN 

1 0.1 857 0 401 0 

2 0.1 857 0 421 0 

3 0.1 857 24 397 0 

4 0.1 857 15 395 0 

5 0.1 857 0 401 0 

          

1 0.1666667 794 13 377 0 

2 0.1666667 794 27 363 0 

3 0.1666667 794 8 382 0 

4 0.1666667 794 9 381 0 

5 0.1666667 794 0 370 0 

          

1 0.3333333 635 3 309 0 

2 0.3333333 635 9 303 0 

3 0.3333333 635 4 308 0 

4 0.3333333 635 3 309 0 

5 0.3333333 635 15 297 0 
Table 1. Output from the confusion matrix of the Bayesian Network from Fig 7 
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Seed Probability TP FP TN FN 

1 0.1 857 16 405 0 

2 0.1 857 2 419 0 

3 0.1 857 2 419 0 

4 0.1 857 2 419 0 

5 0.1 857 20 401 0 

          

1 0.1666667 794 6 384 0 

2 0.1666667 794 1 389 0 

3 0.1666667 794 1 389 0 

4 0.1666667 786 2 388 8 

5 0.1666667 794 20 370 0 

          

1 0.3333333 635 0 312 0 

2 0.3333333 635 0 312 0 

3 0.3333333 635 0 312 0 

4 0.3333333 635 0 312 0 

5 0.3333333 635 1 311 0 
Table 2. Output from the confusion matrix of Random Forests Classifier using the same dataset 

Comparing the false positives of each pair above yields 4 wins for BN and 11 wins for RF. 

According to Table 3 in Demisar and Schuurmans (2006) this is not enough for the difference 

in performance to be significant at the selected significance level (α = 0.05). 

Seed Probability TP FP TN FN 

1 0.1 856 1 421 0 

2 0.1 855 2 421 0 

3 0.1 856 1 421 0 

4 0.1 856 1 421 0 

5 0.1 855 2 421 0 

          

1 0.1666667 793 1 390 0 

2 0.1666667 793 1 390 0 

3 0.1666667 793 1 390 0 

4 0.1666667 793 1 390 0 

5 0.1666667 793 1 390 0 

          

1 0.3333333 634 1 312 0 

2 0.3333333 634 1 312 0 

3 0.3333333 634 1 312 0 

4 0.3333333 635 0 312 0 

5 0.3333333 634 1 312 0 
Table 3. Output from the confusion matrix of Random Forests classifier when using its own dataset (with the 

same population as above). 

When comparing this to the output from the Bayesian Network it results in the same 

distribution of wins, losses and ties and the difference in performance is therefore still not 

something that can be considered significant.  
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6.2. Performance with “Largest file extension” removed. 
To see how well the prediction models perform when their most important variable was 

removed the same tests were run without having “Largest file extension” as an input variable 

available during training. 

Seed Probability TP FP TN FN 

1 0.1 828 129 292 29 

2 0.1 837 143 278 20 

3 0.1 835 142 279 22 

4 0.1 834 140 270 23 

5 0.1 836 142 279 21 

          

1 0.1666667 768 121 269 26 

2 0.1666667 774 129 261 20 

3 0.1666667 768 122 268 26 

4 0.1666667 768 123 267 26 

5 0.1666667 768 123 267 26 

          

1 0.3333333 611 99 213 24 

2 0.3333333 622 102 210 13 

3 0.3333333 620 102 210 15 

4 0.3333333 616 100 212 19 

5 0.3333333 615 104 208 20 
Table 4. Performance of the Bayesian Network with "Extension of largest file" removed from the input. 

Seed Probability TP FP TN FN 

1 0.1 828 129 292 29 

2 0.1 830 132 289 27 

3 0.1 828 131 290 29 

4 0.1 827 130 291 30 

5 0.1 829 131 290 28 

          

1 0.1666667 768 121 269 26 

2 0.1666667 767 118 272 27 

3 0.1666667 768 122 268 26 

4 0.1666667 768 123 267 26 

5 0.1666667 768 123 267 26 

          

1 0.3333333 611 99 213 24 

2 0.3333333 616 92 220 19 

3 0.3333333 617 94 218 18 

4 0.3333333 616 100 212 19 

5 0.3333333 615 104 208 20 
Table 5. Performance of Random Forests with "Extension of largest file" removed from the input 

Removing the most important input variable greatly increased the number of false positives 

(and false negatives). Counting the wins, losses and ties resulted in 0 wins for BN, 7 ties and 

8 wins for Random Forests. With ties Demisar and Schuurmans (2006) notes that they 
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should be distributed evenly between the two classifiers being compared and that if there is 

an odd number of ties one should be dropped. This results in 3 wins for BN and 11 wins for 

RF. Which, as previously mentioned, is not significant at α = 0.05. 

Seed Probability TP FP TN FN 

1 0.1 836 115 306 21 

2 0.1 839 139 282 18 

3 0.1 837 128 293 20 

4 0.1 839 124 297 18 

5 0.1 841 136 285 16 

          

1 0.1666667 770 130 260 24 

2 0.1666667 776 126 264 18 

3 0.1666667 769 123 267 25 

4 0.1666667 775 98 292 19 

5 0.1666667 768 103 287 26 

          

1 0.3333333 618 81 231 17 

2 0.3333333 622 87 225 13 

3 0.3333333 620 86 226 15 

4 0.3333333 619 75 237 16 

5 0.3333333 623 92 220 12 
Table 6. Performance of Random Forests Classifier running on its own dataset with "Extension of largest file" 

removed. 

6.2. Discussion and conclusions 
Since none of the comparisons resulted in a significant difference in accuracy, in terms of 

number of false positives, the null hypothesis (that there is no difference in predictive 

performance) cannot be rejected. Random Forests performed better on a majority of the 

datasets but not enough for it to be considered statistically significant (at α = 0.05). 

Random forests performed well on all of the data sets and its accuracy improved when it was 

given more training data. It was also a lot easier to use than Bayesian networks since it 

accepts numerical and categorical data, which made it need less pre-processing to make the 

data from BitSnoop usable as training and testing data. Using numerical data reduced the 

maximum number of false positives for any of the datasets to 2 (instead of the previous 27), 

suggesting that using the less pre-processed data is the way to go when using random forests. 

The accuracy of the Bayesian network seemed to drop off as it gets more data. However, there 

are too few datasets in this experiment to tell if this is because there are missing variables in 

the network that influence whether or not a torrent is fake. It could perhaps be due to badly 

discretised data for some of the variables in the Bayesian network (e.g., Torrent size, Number 

of files), perhaps a more fine grained scale could’ve improved accuracy. The drop in accuracy 

was also relatively small going no lower than 97% accuracy against the test data. 

Both techniques were very accurate when compared against the test data, something that 

could be interpreted as machine learning being a viable approach to detecting and filtering 

out decoys from torrent discovery sites. 

Using an experiment to compare Random forests and Bayesian networks has been a 

reasonable approach, it produced data that could be used to perform statistical tests to try to 

find out if there is a difference in predictive performance between the two algorithms. 
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Performing the experiment also showed that using machine learning is a viable approach to 

filtering decoy content with high accuracy, although the predictive models would have to be 

tested against data from other torrent discovery sites to confirm that. 

Using a literature analysis would most likely have produced similar results to this 

experiment. For example, Bayesian networks and Random forests have almost the same 

accuracy in Narudin, Feizollah, Anuar & Gani (2014). By looking at more similar studies on 

detection of malware using Random forests and Bayesian networks it might have been 

possible to come to the same conclusion. That is, that Random forests and Bayesian networks 

have comparable predictive performance even when used for classifying decoys from 

BitTorrent file sharing communities.  
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7. Conclusions and Future work 

7.1. Summary 
The aim of this work is to compare and contrast the accuracy of Random Forests and 

Bayesian networks for detecting fakes in data from torrent discovery sites. 

To accomplish this, a literature analysis was performed to find out how Random Forests and 

Bayesian networks work and methods of using machine learning to create prediction models 

using them. After this another literature analysis was performed to find a suitable 

methodology to use when evaluating two classifiers. This resulted an experiment being 

selected as the method to use. 

Using data from BitSnoop (a torrent discovery site) a dataset was created and used to create 

prediction models using Bayesian networks and Random Forest. These models were 

compared against test data and their predictive performance was evaluated. This resulted in 

neither of the techniques being significantly more accurate than the other. Random forest 

turned out to be easier to use than Bayesian networks. This was due to the fact that random 

forests can take numerical inputs in addition to discrete categories. Both techniques were 

very accurate, this could be taken as a sign that machine learning can be used to filter out 

decoys. 

The main contribution of this thesis is therefore that Bayesian networks and random forests 

have similar predictive performance when used for finding decoys in file sharing metadata 

from BitTorrent communities. As well as a possible confirmation that machine learning is a 

working approach to filtering out decoy content from BitTorrent file sharing communities. 

However, further experiments using datasets from different torrent discovery sites would 

have to be used to provide further confirmation if that is the case. 

7.2. Future work 
Given the high accuracy of the two techniques compared in this thesis it appears that 

machine learning is a viable approach to filtering out decoys in BitTorrent communities. It 

might be interesting to compare other classification methods and techniques. It would also be 

interesting to see if predictive models based on the content analysis that BitSnoop performs 

can find decoys on other torrent discovery sites. 

The experiment in this thesis used a dataset centred on TV series it might be interesting to 

see if the models and techniques work for other categories of data from file sharing networks  

(such as music or software) or if they have to be redone from scratch to work.  
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Appendix A – Validity threats 
Validity threats to the experiment 

This list below contains validity threats as defined by Wohlin et al. (2012) and whether or not 

they are relevant to the experiment/study performed in this thesis (and if they are, how they 

will be handled). 

Conclusion Validity 

Name Relevan
t? 

Mitigate
d/Handl
ed? 

Motivation 

Low statistical 
power 

Yes Yes This threat is handled in the experiment 
by doing repeated measures on different 
datasets and configurations. 

Violated 
assumptions of 
statistical tests 

Yes Yes The selected statistical test (“Counts of 
wins, losses and ties: Sign test” (Demisar & 
Schuurmans, 2006)) makes no 
assumptions about the data that is violated 
in the experiment. 

Fishing Yes Yes The research in this thesis was done with 
no particular out come in mind (i.e., no 
favoured outcome). Therefore fishing 
should not be a problem. 

Error rate Yes Yes The investigations on different types of 
data are evaluated independently, this 
should not be a problem. 

Reliability of 
measures 

Yes Yes Since the measurements are done using 
code and tools the same results can be 
achieved by running the same software 
versions and code. 

Reliability of 
treatment 
implementation 

No Yes Since code and tools are performing the 
treatment (i.e., training prediction 
models) it should always be done in the 
exact same manner. 

Random 
irrelevancies in 
experimental 
setting 

No Yes Since what’s being measured in this work 
is the accuracy of two techniques for 
machine learning there is nothing in the 
setting that can disturb the result (if 
performance in terms of query speed was 
measured instead it would be a valid 
concern) 

Random 
heterogeneity of 
subjects 

No Yes Since what’s being looked at is metadata of 
files and the fact that there’s no scale of 
fakeness (at least not measured here) this 
should not be a problem. 

 

Internal validity 

Name Releva
nt? 

Mitigate
d/Handl
ed? 

Motivation 
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History Yes Yes New prediction models are generated each time 
the code is run. They can be considered to have 
been reset to a base state between treatments. 
This should therefore not be a problem. 

Maturation No Yes See above. 
Testing No Yes See above. 
Instrumentat
ion 

Yes Yes The result of the measurements are created by 
comparing the predictions of a prediction model 
to “known good” data and taking note of their 
accuracy. This data is then put into a confusion 
matrix. There should be no problems with the 
instrumentation. 

Statistical 
regression 

No No Subjects are only subjected to one experiment.  

Selection No No Machine learning techniques, not a relevant 
threat 

Mortality No No See above. 
Ambiguity 
about 
direction of 
causal 
influence 

Yes Yes This is relevant for at least Bayesian networks, 
where it is handled by inverting the arcs between 
nodes (trying different configurations). 

Multiple 
group 
threats 

No No Not relevant, non-living subjects. 

Social 
threats 

No No See above. 

 

Construct validity 

Name Relevan
t? 

Miti
gate
d/H
and
led? 

Motivation 

Inadequate 
preoperational 
explication of 
constructs 

Yes Yes This threat is handled by defining what it is that 
is being looked at (e.g., what is accuracy?) and 
how it will be compared (in this case by looking 
at the number of false positives).  

Mono-operation 
bias 

Yes Yes This is handled by testing different configuration 
settings for the techniques under test (such as 
number of trees for Random Forests and 
number of instances in the test dataset for both 
algorithms). 

Mono-method 
bias 

Yes Yes This threat is avoided by comparing two 
different techniques for detecting fakes.  For 
example, if one of the methods performed 
unexpectedly bad it would likely be the sign of 
something being terribly wrong. 

Confounding 
constructs and 
levels of 
constructs 

No No There shouldn’t be any unmeasured variables 
that affect the outcome of the experiment. Since 
it’s predictive performance and not time being 
measured unrelated factors such as the 
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operating system’s scheduler won’t influence the 
results. 

Interaction of 
different 
treatments 

Yes Yes Prediction models are reset to their base state 
between treatments (e.g., BN going back to 
initial values for the states) and Random 
Forests’ models are built from scratch each time 
the code is run. 

Interaction of 
testing and 
treatment 

No No Non-living subject, this should not matter. 

Restricted 
generalizability 
across constructs 

Yes No Again, since this is a comparison between two 
machine learning techniques and what’s being 
compared is their accuracy this should not 
matter.  

Social threats to 
construct validity 

No No Again, non-living subjects (techniques for 
machine learning), regarding experimenter 
expectancies I have no previous experience in 
machine learning so I really have no 
expectations regarding the outcome. 

 

External validity 

Name Relevan
t? 

Mitigate
d/Handl
ed? 

Motivation 

Interaction 
of selection 
and 
treatment 

Yes Yes 
 
Since the data for the machine learning 
techniques is actual torrents (both real and fake) 
the “population” to generalize to (other torrent 
discovery sites) and the one the data is from 
(BitSnoop) are very similar and therefore this 
shouldn’t be a problem. 

Interaction 
of setting 
and 
treatment 

Yes Yes The data is from a real torrent discovery site, 
which should be a representative setting for 
something that is applied to torrent discovery 
sites. 

Interaction 
of history 
and 
treatment 

Yes Yes Since torrent discovery sites are something of an 
archive (at least when there is no moderation 
other than voting) the time at which the 
experiment was conducted doesn’t matter. 
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Appendix B – Data acquisition scripts and schemas 
This appendix contains the various scripts used for gathering the data from BitSnoop as well 

as the scripts used to convert the data into CSV files that could be used to train the machine 

learning algorithms. 

Datasets and results (in the form of images) can be found as attachments to this thesis.   

Schema for the SQLite 3 database 
CREATE TABLE torrents ( 

        id INTEGER NOT NULL, 

        name VARCHAR, 

        seeders INTEGER, 

        leechers INTEGER, 

        size INTEGER, 

        verified VARCHAR(8), 

        infohash VARCHAR, 

        PRIMARY KEY (id), 

        CONSTRAINT verified_state CHECK (verified IN ('verified', 'unknown', 

'fake')) 

); 

 

CREATE TABLE files ( 

        fid INTEGER NOT NULL, 

        tid INTEGER, 

        name VARCHAR, 

        size INTEGER, 

        PRIMARY KEY (fid), 

        FOREIGN KEY(tid) REFERENCES torrents (id) 

); 

Scripts for downloading and converting data from BitSnoop 

scrape.py 

import torrent 

import bs4 

import requests 

import urllib.parse 

import time 

import logging 

import database 

 

logging.basicConfig() 

logging.getLogger().setLevel(logging.DEBUG) 

req_log = logging.getLogger('requests.packages.urllib3') 

req_log.setLevel(logging.DEBUG) 

req_log.propagate = True 

session = requests.Session() 

db = database.Database() 

targets = ['game of thrones' , 'true detective'] 

for target in targets: 

    torrents = [] 

 

    for page in range(1, 50): 

        print( 

            'Requesting page %d from BitSnoop for target %s' % 

            (page, target) 

        ) 
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        # Send a request for the page we're on now. 

        req = session.get( 

            'http://bitsnoop.com/search/video/' + 

            urllib.parse.quote_plus(target) + 

            '+fakes:yes/c/d/%d' % page, 

            headers={'Host': 'bitsnoop.com', 'User-Agent': 'Mozilla/4.0 

(compatible; MSIE 5.5; Windows NT)'}, 

            allow_redirects=False, 

            timeout=5 

        ) 

        time.sleep(1) 

 

        req2 = session.get( 

            'http://bitsnoop.com/search/video/' + 

            urllib.parse.quote_plus(target) + 

            '+fakes%%3Ayes/c/a/%d' % page, 

            headers={'Host': 'bitsnoop.com', 'User-Agent': 'Mozilla/4.0 

(compatible; MSIE 5.5; Windows NT)'}, 

            allow_redirects=False, 

            timeout=5 

        ) 

        print('Done!\r\nParsing page...') 

        # Parse the page using beautifulsoup and pass it to the torrent 

        # class for handling. 

        bs = bs4.BeautifulSoup(req.content) 

        tors = bs.find('ol', {'id': 'torrents'}, recursive=True).find_all('li') 

        tors = [tor for tor in tors] 

        bs2 = bs4.BeautifulSoup(req2.content) 

        tors2 = bs2.find('ol', {'id': 'torrents'}, recursive=True).find_all('li') 

        tors2 = [tor for tor in tors2] 

        tors.extend(tors2) 

        print('Found %d torrents' % len(tors)) 

        for tor in tors: 

            torinst = torrent.Torrent(tor, session) 

            num = db.session.query(database.File)\ 

                  .filter(database.File.tid == torinst.id).count() 

            if num < 1: 

                while not(torinst.fetch_details()): 

                    time.sleep(2) 

            else: 

                print('Torrent already inspected, skipping details') 

            torrents.append(torinst) 

            print(torinst) 

 

            db.session.add(database.Torrent(torinst)) 

            try: 

                db.session.flush() 

                db.session.commit() 

            except: 

                db.session.rollback() 

            if num < 1: 

                time.sleep(1) 

        time.sleep(2) 
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torrent.py 

""" Torrent information module. """ 

 

 

import requests 

from database import File 

import bs4 

def str_to_bytes(size, unit): 

    size = float(size.replace(',', '')) 

    if unit == 'KB': 

        size *= 1024 

    elif unit == 'MB': 

        size *= 1024*1024 

    elif unit == 'GB': 

        size *= 1024*1024*1024 

    elif unit == 'TB': 

        size *= 1024*1024*1024*1024 

    return size 

 

class Torrent: 

    """ Torrent information class. 

    This class contains some methods for extracting data from the torrents 

    that are found when scraping BitSnoop. 

    """ 

    id = 0 

    name = '' 

    seeders = 0 

    leechers = 0 

    size = 0 

    verified = 0 

    files = None 

    sess = None 

    infohash = '' 

    url = '' 

    fake = 0 

    def __init__(self, data, sess): 

        self.files = [] 

        self.sess = sess 

        self.parse_meta(data) 

    def parse_meta(self, data): 

        """ Parse some data from the main listing on BitSnoop. """ 

        # Locate the size info and convert it into approximate bytes 

        size_info = data.find('div', {'id': 'sz'}) 

        size = size_info.find('td', recursive=True) 

        sizestrs = size.contents[0].split(' ') 

        self.size = str_to_bytes(sizestrs[0], sizestrs[1]) 

        # Locate name and ID 

        url = data.find('a') 

        qid = url['href'].split('-')[-1] 

        self.url = url['href'] 

        self.id = int(qid[1:-5]) 

        self.name = ' '.join([x for x in url.strings]) 
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        # Verification status 

        header = data.find('span', {'id': 'hdr'}) 

        if header is not None: 

            if header.find('span', {'class': 'good'}) is not None: 

                self.verified = 1 

            #elif header.find('span', {'class': 'fake'}) is not None: 

            #    self.verified = -1 

        # Locate seeders and leechers 

        torinfo = data.find('div', {'class': 'torInfo'}) 

        try: 

            self.seeders = int(torinfo.find('span', {'class': 

'seeders'}).contents[0].replace(',', '')) 

        except AttributeError: 

            pass 

        try: 

            self.leechers = int(torinfo.find('span', {'class': 

'leechers'}).contents[0].replace(',', '')) 

        except AttributeError: 

            pass 

    def fetch_details(self): 

        sess = self.sess 

        req = sess.get( 

            'http://bitsnoop.com' + self.url, 

            headers={'User-Agent': 'Mozilla/4.0 (compatible; MSIE 5.5; Windows 

NT)', 'Accept-Charset': 'UTF-8'}, 

        ) 

        if req.status_code == requests.codes.ok: 

            bs = bs4.BeautifulSoup(req.content) 

            files_tab = bs.find('div', {'id': 'files'}) 

            files = files_tab.find_all('tr', recursive=True) 

            for f in files: 

                data = f.find_all('td') 

                if len(''.join([x for x in data[1].strings])) > 0: 

                    # data[0] = Filename, data[1] = Filesize 

                    self.files.append(File(self, ''.join([x for x in 

data[0].strings]), ''.join([x for x in data[1].strings]))) 

 

            ih = bs.find('div', {'id': 'details'}).find('ul').find('li') 

            ihs = ''.join([x for x in ih.strings]) 

            splits = ihs.split(' ') 

            self.infohash = splits[-1] 

            if bs.find('div', {'id': 'fake'}) is not None: 

                self.verified = -1 

            return True 

        else: 

            return False 

    def __repr__(self): 

        return '<Torrent (id: %d, name: %s, s/l: %d/%d, size: %d, verified: %d)>' % 

\ 

            (self.id, self.name, self.seeders, self.leechers, self.size, 

self.verified) 

database.py 

from sqlalchemy.ext.declarative import declarative_base 

from sqlalchemy import ( 

    Column, Integer, ForeignKey, String, Boolean, create_engine, 
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    Enum, Date) 

from sqlalchemy.orm import relationship, sessionmaker 

Base = declarative_base() 

 

def str_to_bytes(size, unit): 

    size = float(size.replace(',', '')) 

    if unit == 'KB': 

        size *= 1024 

    elif unit == 'MB': 

        size *= 1024*1024 

    elif unit == 'GB': 

        size *= 1024*1024*1024 

    elif unit == 'TB': 

        size *= 1024*1024*1024*1024 

    return size 

class Torrent(Base): 

    __tablename__ = 'torrents' 

    id = Column(Integer, primary_key=True) 

    name = Column(String) 

    seeders = Column(Integer) 

    leechers = Column(Integer) 

    size = Column(Integer) 

    verified = Column('verified', Enum( 

        'verified', 'unknown', 'fake', 

        name='verified_state' 

        ) 

    ) 

    infohash = Column(String) 

    files = relationship("File", back_populates="torrent") 

    def __init__(self, torrent): 

        self.id = torrent.id 

        self.name = torrent.name 

        self.seeders = torrent.seeders 

        self.leechers = torrent.leechers 

        self.size = torrent.size 

        if torrent.verified == 1: 

            self.verified = 'verified' 

        elif torrent.verified == 0: 

            self.verified = 'unknown' 

        elif torrent.verified == -1: 

            self.verified = 'fake' 

        self.infohash = torrent.infohash 

        for f in torrent.files: 

            self.files.append(f) 

 

class File(Base): 

    __tablename__ = 'files' 

    fid = Column(Integer, primary_key=True) 

    tid = Column(Integer, ForeignKey(Torrent.id)) 

    name = Column(String) 

    size = Column(Integer) 

    torrent = relationship("Torrent", back_populates="files") 
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    def __init__(self, torrent, name, size): 

        self.tid = torrent.id 

        self.name = name 

        splits = size.split(' ') 

        self.size = str_to_bytes(splits[0], splits[1]) 

 

 

class Database: 

    def __init__(self): 

        engine = create_engine('sqlite:///bitsnoop.db') 

        session = sessionmaker(engine) 

        self.engine = engine 

        self.session = session() 

convert.py 

from sqlalchemy import or_ 

import database 

import csv 

db = database.Database() 

f = open('preprocessed.csv', 'w') 

writer = csv.DictWriter(f, fieldnames=['ID', 'Fake', 'Extension', 

'Number_of_files', 'Torrent_size', 'Leechers', 'Seeders'], delimiter=';') 

writer.writeheader() 

torrents = db.session.query(database.Torrent).filter(or_(database.Torrent.verified 

== 'fake', database.Torrent.verified == 'verified')).all() 

for torrent in torrents: 

    d = { 

        'ID': torrent.id, 

        'Fake': torrent.verified, 

        'Number_of_files': len(torrent.files), 

        'Torrent_size': torrent.size, 

        'Leechers': torrent.leechers, 

        'Seeders': torrent.seeders 

    } 

    if d['Number_of_files'] > 0: 

        d['Extension'] = max(torrent.files, key=lambda x: x.size).name.split('.')[-

1].upper() 

    writer.writerow(d) 

convert_bn.py 

from sqlalchemy import or_ 

import database 

import csv 

db = database.Database() 

f = open('preprocessed_bn_train.csv', 'w') 

writer = csv.DictWriter(f, fieldnames=['ID', 'Fake', 'Extension', 

'Number_of_files', 'Torrent_size', 'Leechers', 'Seeders'], delimiter=';') 

writer.writeheader() 

torrents = db.session.query(database.Torrent).filter(or_(database.Torrent.verified 

== 'fake', database.Torrent.verified == 'verified')).all() 

num = 0 
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for torrent in torrents: 

    num += 1 

    if num % 3 != 0: 

        continue 

    d = { 

        'ID': torrent.id, 

        'Fake': 'Yes' if torrent.verified == 'fake' else 'No', 

        'Number_of_files': len(torrent.files), 

        'Torrent_size': torrent.size, 

        'Leechers': torrent.leechers, 

        'Seeders': torrent.seeders 

    } 

    if d['Number_of_files'] > 0: 

        d['Extension'] = max(torrent.files, key=lambda x: x.size).name.split('.')[-

1].upper() 

    # Few files are 0-5, medium is 5 to 10, many is >10 

    # these numbers are based on series length (e.g., Game of Thrones is 

    # 10 episodes per season) 

    numf = d['Number_of_files'] 

    if 0 <= numf <= 5: 

        d['Number_of_files'] = 'Few' 

    elif 5 < numf <= 10: 

        d['Number_of_files'] = 'Medium' 

    elif numf > 10: 

        d['Number_of_files'] = 'Many' 

    # For a few number of files <250MB is small and >1GB is rather large 

    # See: 

http://www.answers.com/Q/What_is_the_average_file_size_of_a_TV_episode_HD 

    if d['Number_of_files'] == 'Few': 

        small = 250*1024*1024 

        large = 1*1024*1024*1024 

        if d['Torrent_size'] <= small: 

            d['Torrent_size'] = 'Small' 

        elif small < d['Torrent_size'] < large: 

            d['Torrent_size'] = 'Medium' 

        else: 

            d['Torrent_size'] = 'Large' 

    # Sizes from this point on are based on the base size above and the 

    # number of files. 

    # For medium sized torrents <2GB is small and >10GB is large 

    elif d['Number_of_files'] == 'Medium': 

        small = 2*1024*1024*1024 

        large = 10*1024*1024*1024 

        if d['Torrent_size'] <= small: 

            d['Torrent_size'] = 'Small' 

        elif small < d['Torrent_size'] < large: 

            d['Torrent_size'] = 'Medium' 

        else: 

            d['Torrent_size'] = 'Large' 

    elif d['Number_of_files'] == 'Many': 

        small = 10*1024*1024*1024 

        large = 30*1024*1024*1024 

        if d['Torrent_size'] <= small: 

            d['Torrent_size'] = 'Small' 

        elif small < d['Torrent_size'] < large: 

            d['Torrent_size'] = 'Medium' 

http://www.answers.com/Q/What_is_the_average_file_size_of_a_TV_episode_HD
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        else: 

            d['Torrent_size'] = 'Large' 

 # These files are known to be incorrect (according to BitSnoop, since 

they 

 # are archives). 

    if d['Extension'] in ['RAR', 'ZIP', '7Z', 'WMV', 'RBMV']: 

        d['Extension'] = 'Known_Incorrect' 

 # MP4, MKV and AVI files on the other hand are video formats and 

therefore 

 # the extension is correct for media files. 

    elif d['Extension'] in ['MP4', 'MKV', 'AVI']: 

        d['Extension'] = 'Known_Correct' 

    else: 

        d['Extension'] = 'Unknown' 

 # Number of seeders and leechers are based on a scale of 0-10, 10-100, 

 # and >100. 

    nseeds = d['Seeders'] 

    if 0 < nseeds < 10: 

        d['Seeders'] = 'Low' 

    elif 10 < nseeds < 100: 

        d['Seeders'] = 'Normal' 

    elif 100 < nseeds: 

        d['Seeders'] = 'High' 

    else: 

        d['Seeders'] = 'None' 

    nleech = d['Leechers'] 

    if 0 < nleech < 10: 

        d['Leechers'] = 'Low' 

    elif 10 < nleech < 100: 

        d['Leechers'] = 'Normal' 

    elif 100 < nleech: 

        d['Leechers'] = 'High' 

    else: 

        d['Leechers'] = 'None' 

    writer.writerow(d) 

Script for learning Random Forests and splitting the dataset 

To run the same experiment with Random Forests’ prepared data change the filename in data 

= read.csv(…) to prepocessed.csv and change “Yes” in the confusion matrix call to “fake”.  

random-forest-experiment.R 

library("randomForest") 

library("caret") 

tp <- vector() 

tn <- vector() 

fp <- vector() 

fne <- vector() 

pvals = c(1/3, 1/6, 1/10) 

ntrees_list = c(500,1000,2000) 

sink("output.txt") 

for(with_ext in c(T, F)) { 

  for(ntrees in ntrees_list) { 

    for(pval in pvals) { 

      for (i in 1:5) { 

        set.seed(i) 
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        print(paste("--- Running seed #", i, " with configuration (p=", pval, " 

ntrees=", ntrees, " with-ext=", with_ext, ") ---", sep=""))        

        # Read the data from disk (change the path to where the file is located) 

        data = read.csv("Z:/Exjobb/preprocessed_bn.csv", sep=";")       

        # Partition the data and split it into training and test data 

        trainingSet = createDataPartition(data$Fake, p=pval, list = FALSE) 

        train = data[trainingSet,] 

        test = data[-trainingSet,] 

        test_real = data[-trainingSet,]        

        if(!file.exists(paste("Z:/Exjobb/train-seed", i, "p", pval, "with-ext", 

with_ext, ".csv", sep=""))) { 

          write.csv(train, file=paste("Z:/Exjobb/train-seed", i, "p", pval, ".csv", 

sep=""), row.names=F) 

          write.csv(test, file=paste("Z:/Exjobb/test-seed", i, "p,", pval, ".csv", 

sep=""), row.names=F) 

        } 

        test$Fake <- NA 

        # Build a prediction model 

        if(with_ext) { 

          fit <- randomForest(as.factor(Fake) ~ Extension + Torrent_size + 

Number_of_files + Seeders + Leechers, ntrees=ntrees, data=train, importance=TRUE) 

        } else { 

          fit <- randomForest(as.factor(Fake) ~ Torrent_size + Number_of_files + 

Seeders + Leechers, ntrees=ntrees, data=train, importance=TRUE) 

        } 

        prediction <- predict(fit, test) 

        result <- data.frame(TorrentID = test$ID, Fake = prediction, Extension = 

test$Extension, seeders = test$Seeders, leechers = test$Leechers) 

         

        res <- confusionMatrix(data = prediction, reference = test_real$Fake, 

positive = 'Yes', dnn = c("Prediction", "Reference")) 

           

          # True positive 

        tp <- append(tp, res$table[1,1]) 

        # True negative 

        tn <- append(tn, res$table[2,2]) 

        # False positive 

        fp <- append(fp, res$table[1,2]) 

        # False negative 

        fne <- append(fne, res$table[2,1])       

        # Name the cols and rows 

        #rownames(ctable) <- c("Fake", "Verified") 

        #colnames(ctable) <- c("Fake", "Verified") 

        plot.new() 

        png(filename=paste('seed', i, 'p=', pval, "ntrees", ntrees, "with-ext", 

with_ext, '.png', sep="")) 

        #layout(matrix(c(1,1,2,3), 2, 2, byrow = TRUE), widths=c(3,1), 

heights=c(1,2)) 

        # Plot it! 

        fourfoldplot(res$table, color=c('#C01831', '#C0D890'), 

                   conf.level = 0, margin = 1, main=paste("Confusion matrix for 

seed", i)) 

        print(res) 
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        dev.off() 

      } 

      png(filename=paste("boxplots-","p", pval, "-ntrees", ntrees, "with-ext", 

with_ext, ".png", sep="")) 

      plot.new() 

      par(mfrow=c(2,2), oma=c(2,2,2,2)) 

      title(main=paste("Confusion matrix for the 50 seeds", "(p =", pval," for data 

partitioning)"), outer=TRUE) 

      boxplot(tp, main="Boxplot of true positives") 

      boxplot(fne, main="Boxplot of false negatives") 

      boxplot(fp, main="Boxplot of false positives") 

      boxplot(tn, main="Boxplot of true negatives")       

      dev.off() 

    } 

  } 

} 

sink() 

closeAllConnections()  
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Appendix C – Bayesian Network validation 
The questions below are from Pitchforth and Mengersen (2013, p. 165-167).  

Question Answer/Motivation 
“Can we establish that the BN model fits within an 
appropriate context in the literature?” 

The Bayesian network was modelled by using 
interesting features pointed out in the literature (e.g., 
Santos et al. (2010)) and should therefore fit within 
the context of evaluating files from file sharing 
networks and could be used as part of a bigger 
network dealing with, for example, files in general 
(e.g., for malware detection/filtering). 

“Which themes and ideas are nomologically adjacent 
to the BN model, and which are nomologically 
distant?” 

File inspection (such as looking for malware (Smutz & 
Stavrou, 2012; Tahan, Rokach & Shahar, 2012) is an 
area very similar to what’s being handled by this 
model. 
 

“Does the model structure (the number of nodes, 
node labels and arcs between them) look the same as 
the experts and/or literature predict?” 

The number of nodes mostly matches the number of 
available attributes in the data. None of the literature 
found contained the BN used so no comparison could 
be made there. However, several configurations of the 
nodes and arcs were tested (e.g., removing an 
important attribute, inverting arcs).  

“Is each node of the network discretised into sets that 
reflect expert knowledge?” 

The definitions on each node is split up into parts 
based on previous experiences with data from file 
sharing networks and some online sources3.  

“Are the parameters of each node similar to what the 
experts would expect?” 

Since this thesis uses machine learning to set the 
parameters for the nodes in the network there’s no 
easy answer to this. 

“Does the model structure contain all and only the 
factors and relationships relevant to the model 
output?” 

As previously mentioned in a previous question, 
several configurations of nodes and arcs have been 
tested (as much as time has allowed) and most of the 
nodes seem to be needed. 

“Does each node of the network contain all and only 
the relevant states the node can possibly adopt?” 

According to the tool used to learn the network some 
of the states are never used for some of the data sets. 
But other than that the states seem to be relevant. 

“Are the discrete states of the nodes dimensionally 
consistent?” 

The dimensions of the various states of the nodes are 
based on their dimensions in the data. For example, 
file size is split into small (<250MB) medium (250MB 
< x < 1GB) and large (>1GB). 

“Do the parameters of the input nodes and CPT reflect 
all the known possibilities from expert knowledge and 
domain literature?” 

The input nodes contain all of the states that can be 
generated by the preprocessing script that deals with 
the raw data. 

“Does the model structure or sub-networks act 
identically to a network or sub network modelling a 
theoretically related construct?” 

Literature analysis revealed no articles with BNs 
available in them so this comparison could sadly not 
be made. 

“In identical sub networks, are the included factors 
discretised in the same way as the comparison 
model?” 

See above 

“Do the parameters of the input nodes and CPTs in 
networks of interest match the parameters of the sub 
network in the comparison model?” 

See above. 

“How similar is the model structure to other models 
that are nomologically proximal?” 

See above. 

“How similar is the discretisation of each node to the 
discretisation of nodes that are nomologically 
proximal independent of their network domain?” 

See above. 

“Are the parameters of nodes that have analogues in 
comparison models assigned similar conditional 
probabilities?” 

See above. 

“How different is the model structure to other models 
that are nomologically distal?” 

See above. 

                                                        
3 http://www.answers.com/Q/What_is_the_average_file_size_of_a_TV_episode_HD  

http://www.answers.com/Q/What_is_the_average_file_size_of_a_TV_episode_HD
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“How different is the discretisation of each node to 
the discretisation of nodes that are nomologically 
distal independent of their network domain?” 

See above. 

“Are the parameters of nodes in the comparison 
models that have oppositional definitions to the node 
in question parameterised differently?” 

See above. 

“When presented with a range of plausible models, 
can experts choose the ‘correct’ model or set of 
models?” 

See above. 

“Is the model behaviour predictive of the behaviour of 
the system being modelled?” 

The model (Fig 7) has a reasonably high accuracy 
(see section 6.1), it appears that the model behaves 
similarly to what’s being modelled. 

“Once simulations have been run, are the output 
states of individual nodes predictive of aspects in the 
comparison models?” 

No comparison models. 

“Is the model sensitive to any particular findings or 
parameters to which the system would also be 
sensitive?” 

Yes, the model (and the other predictive model in RF) 
are both very sensitive to the “Extension of largest 
file” feature.  

“Are there qualitative features of the model behaviour 
that can be observed in the system being modelled?” 

The model is too small and not complex enough to 
observe any qualitative features. 

“Does the model including its component 
relationships predict extreme model behaviour under 
extreme conditions?” 

Not applicable, there are no extreme conditions in the 
data nor in the system being modelled. 

Table 7. Questions from the framework by Pitchforth and Mengersen (2013, p. 165-167). 


