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Abstract 

The aim of this work was to investigate if interesting patterns could be found in time 

series radar data that had been discretized by the algorithm ARAVQ into symbolic 

representations and if the ARAVQ thus might be suitable for use in the radar domain.  

An experimental study was performed where the ARAVQ was used to create symbolic 

representations of data sets with radar data. Two experiments were carried out that 

used a Markov model to calculate probabilities used for discovering potentially 

interesting patterns. Some of the most interesting patterns were then investigated 

further. 

Results have shown that the ARAVQ was able to create accurate representations for 

several time series and that it was possible to discover patterns that were interesting 

and represented higher level concepts. However, the results also showed that the 

ARAVQ was not able to create accurate representations for some of the time series. 

Keywords: ARAVQ, radar data, multidimensional time series, clustering, Markov 

chain model 
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1 Introduction 
Radar has long been a key sensor in several military and civilian applications, because 

of the ability to detect and locate targets at a long range, in the dark and in any weather 

condition (Vespe, Baker & Griffiths, 2007). Radar is a sensor that is able to measure 

properties such as speed and position of a large number of objects over time. Vespe et 

al. (2007) write that the information supplied by a radar system could be greatly 

enhanced if the objects detected by a radar system could also be classified (e.g. into 

different behaviours such as landing and flight or different types of aircrafts such as 

helicopters or airplanes). 

Data mining is the process of discovering patterns in large data sets; these patterns can 

give an understanding of the data and be used to make predictions. Discovering 

interesting patterns in time series data is an important task and is considered as one of 

the ten challenging problems in data mining (Yang & Wu, 2006). A time series is a 

sequence of data points in successive order, usually obtained by repeated measures of 

something over a time interval. According to Fu (2011), there is still much work to do 

in the research area of time series data mining and the problem on how to represent a 

time series has not yet been completely addressed. A major reason for time series 

representation is to reduce the number of data points, i.e. the dimension, of the original 

data. Representations of time series are important since time series data is often high 

dimensional, which makes it difficult to apply existing data mining techniques to it (Fu, 

2011). 

In his thesis, Linåker (2003) presents a technique called Adaptive Resource Allocating 

Vector Quantizer, also known as ARAVQ, which can be used in the robotics domain for 

event extraction. The technique can be used to reduce multidimensional time series to 

one-dimensional symbolic representations. A difference between ARAVQ and other 

techniques for creating symbolic representations of time series, e.g. SAX (Lin, Keogh, 

Wei & Lonardi, 2007), is that the number of clusters in ARAVQ is not predetermined. 

Instead the number of clusters in the ARAVQ depends on the complexity of the input 

data. According to Linåker (2003) the ARAVQ should be applicable in other domains 

than the robotics domain. This raises a question that this work will examine: 

 Can interesting patterns be discovered in radar data that has been discretized 

with ARAVQ? 

This question is based on the hypothesis that since the input to the ARAVQ used in 

Linåker (2003) was multivariate times series from sensor readings and radar data is 

also multivariate time series from sensor readings, the ARAVQ can also be used in the 

radar domain. The ARAVQ is assumed to be able to create one-dimensional 

representations of multivariate time series radar data, which then can be used to 

identify interesting patterns (movement over time) of objects detected by the radar. 

An experimental study is conducted in order to investigate the research question, 

where the ARAVQ is applied to data sets of radar data to reduce the multivariate time 
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series to symbolic representations. In this work, patterns are considered to be 

interesting if they are either rare (anomalies) or both frequent and rare. Two 

experiments are conducted in the experimental study in order to detect patterns that 

are interesting. Some of the most interesting patterns are then investigated further. 

The report is divided into seven chapters, the first chapter, Introduction, introduces 

the reader to the problem area and describes the outline of the work. In chapter two, 

Background, the reader is introduced to the concept of data mining, time series, 

clustering and discretization. It also introduces the reader to the algorithm ARAVQ and 

to Markov chain models. These are concepts that are necessary for the reader to 

comprehend in order to understand the content of the report. Related work are also 

presented in this chapter. 

Chapter three, Problem, describes the problem area and why the problem is relevant. 

The research question and the hypothesis of this work are also defined in this chapter. 

The next chapter, Method, presents the method chosen for attempting to answer the 

research question and alternative methods are also discussed. 

Chapter five, Experimental setup, describes the preparation of the data sets and the 

implementation of the ARAVQ and the Markov chain model. The chapter also 

describes the implementations of the two experiments conducted in the experimental 

study. 

In chapter six, Results and Analysis, the results of running the two experiments on two 

different data sets are presented. The results of each experiment are also analysed in 

this chapter. 

The last chapter, Discussion, contains a discussion on the approach and the results of 

this work. Three sections in this chapter are dedicated to conclusions of the work, a 

discussion on research ethics and finally ideas for future work are presented. 
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2 Background 
There are many types of radar systems in use today, e.g. military installations, civilian 

air traffic control and weather-sensing radar systems. Radar systems can track a 

number of features such as position, speed and course of a large number of objects for 

example airplanes. The ability to use radar data to detect and locate targets at a large 

distance regardless of weather conditions or time of day has an important role for both 

civilian and military radar applications. Vespe, Baker and Griffiths (2007) write that if 

the target objects could be classified, the utility of the information supplied by a radar 

system could be greatly enhanced. Finding patterns and classifying objects in the data 

can be done with Data Mining techniques in order to understand the radar data better. 

2.1 Data Mining 

Data mining is a practice that combines traditional data analysis methods with 

algorithms that can process large amounts of data. Many traditional data analysis 

methods cannot be used when a data set is very large or when the data is complex, e.g. 

a data set with many attributes or when attributes are of different types 

(categorical/continuous) (Tan, Steinbach & Kumar, 2006). Witten, Frank and Hall 

(2011) define data mining as the process of discovering patterns automatically or semi 

automatically in large data sets and also state that the patterns have to be useful i.e. 

they explain something about the data or allow for predictions on new data. Data 

mining can be applied to most types of data, it is commonly used on data that is stored 

in databases or in data warehouses, but can also be used on data streams. The aim of 

data mining is to provide a meaningful interpretation of data, which could provide 

some kind of advantage, e.g. stores can use data mining on customers’ purchasing 

behaviours and create more effective direct marketing, which can increase the 

customer satisfaction as well as the stores sales rates.  

As a result of fast advancements in storage technology and data collection techniques, 

corporations have begun to collect and store large amounts of data. The task of 

interpreting the data and converting it to useful information has on the other hand 

proved to be a difficult task. This is because traditional data analysis technologies 

cannot be used since the data sets are often too large. According to Witten et al. (2011) 

the world’s databases double their data stored every 20 months; this overwhelming 

amount of data makes data mining an important tool for transforming the data into 

useful information. 

The process of converting raw data into useful information is called knowledge 

discovery in Databases (KDD). The first step in the process is to select the input data 

that is relevant for the analysis task; the input data can be stored in flat files, relational 

tables or spreadsheets. Preprocessing of the data is done to transform the data into a 

format that is more appropriate for the task. Preprocessing can include steps for 

cleaning the data to remove noise, selecting features and observations that are relevant 

for the task and fusing data from multiple sources. In the data mining step, algorithms 

are applied in order to extract patterns from the data set. Algorithms applied in the 
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data mining step can for example be clustering- or machine learning algorithms. The 

results from the data mining step are then post-processed to ensure that only 

meaningful results are considered. Visualization of the results is one type of post-

processing to explore the data and statistical measures is another type of post-

processing that can be applied to eliminate spurious results (Tan et al., 2006). An 

illustration of the process is shown in Figure 1. 

 

Figure 1: Steps included in the process of knowledge discovery in data (KDD), (after Tan 

et al., 2006) 

The tasks in data mining can according to Tan et al. (2006) generally be divided into 

two categories: 

 Descriptive tasks that attempt to show the underlying relations between data 

by deriving some kind of pattern from the data. These patterns can be clusters, 

trajectories or anomalies for example. Descriptive tasks often need post 

processing to validate the results. 

 Predictive tasks that use independent variables to try to predict the value of 

a dependent variable. In other words the task is to make a prediction of the value 

of a variable by analysing the values of other variables. 

2.1.1 Data types 

A data set is a collection of data objects; other common names for data objects in the 

literature are vector, point, observation, sample or record (Tan et al., 2005). Data 

objects are described by a number of attributes that describe the characteristics of an 

object e.g. speed, mass or position. Attributes are also called variable, characteristic, 

feature or dimension (Tan et al., 2005).  

The attributes of a data object can be of different types depending on what operations 

that can be applied to it, these types are: nominal, ordinal, interval and ratio (Tan et 

al, 2005; Han et al., 2012a). Attributes can also be divided into types based on the 

number of values they can take: 

 Discrete attributes are attributes that are often based on counts. They have a 

finite or countably infinite set of values and are often represented by integers 

(Tan et al., 2005; Catlett, 2006). An example of a discrete attribute is flipping a 
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coin and counting the number of heads, the number of heads can be any integer 

value between 0 and infinity, however it is not possible for the count to be 4.5 

number of heads, this means that a discrete attribute cannot take on all values 

within the limits of the variable. 

 Continuous attributes can take on any value within the limits of the variable 

and are often represented with floating-point variables (Tan et al., 2005; Catlett, 

2006). Examples of continuous attributes are height and weight. 

Data sets can be of different types, Tan et al. (2006) groups them into three general 

types: 

 Record data: Each record (data object) in the data set has a fixed set of 

attributes. In the most basic form of record data the records have the same set 

of attributes and there are no relations between the attributes. 

 Graph-based data: Graph data can be used when the relations between the 

data objects are important. It can also be used when the data objects have a 

structure that can be represented with graphs, e.g. chemical compounds. 

 Ordered data: Attributes of the data object have relationships that involve 

order in time and space. Examples of ordered data are sequence data, sequential 

data, spatial data and time series data. 

2.2 Time series 

Time series are collections of values that are acquired by sequential measurements over 

a period of time. A time-series T can be defined as a sequence of n consecutive time 

instants where a time instant is a real-valued variable in the set of all real numbers ℝ: 

𝑇 = (𝑡1, … , 𝑡𝑛), 𝑡𝑖  ∈  ℝ 

Time series can be very large especially when dealing with measurements from sensors. 

Often it is subsequences of the time series that are of interest to data mining and not 

the overall properties of the time series (Lin, Keogh, Patel, & Lonardi, 2002). A 

subsequence S of a time series T of length n, is a set of m consecutive data points in T 

where m<n. A subsequence can be defined as: 

𝑆 = (𝑡𝑗 , . . . , 𝑡𝑗+𝑛−1), 1 ≤ 𝑗 ≤ 𝑚 − 𝑛 + 1 

A time series can be univariate where there is only one time series variable or it can be 

multivariate where the time series have multiple variables, e.g. measuring more than 

one attribute such as speed and position of an object in the same period of time results 

in a multivariate time series (Esling et al., 2012). An example of multivariate time series 

is data from radar systems where properties such as speed, elevation and direction of 

one or more objects have been measured over the same time span. 
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The dimensionality of a time series can refer to two things: the length of the series 

(Esling et al., 2012; Lin et al., 2002) or the number of attributes of the series (Kim, 

2012). By using dimensionality reduction techniques, e.g. Principal Component 

Analysis (PCA) or Self-Organizing Maps (SOM), a time series with d dimensions can 

be represented in a D dimensional space where D<d. In this work the dimensionality 

of a series refers to the number of attributes of the series. 

There are some complexities for data mining on times series. One problem is the 

difficulty of forming a similarity measure that is based on human perception i.e. how 

humans perceive the similarity between objects. The high dimensionality of time series 

and the large data sets adds to the complexity. Two of the major issues in time series 

data mining are according to Esling & Agon (2012): 

 Data representation: Representing the fundamental shape characteristics of 

a time series requires a technique that can reduce the dimensionality of the data 

while still keeping the characteristics (e.g. trends and cycles) of the series that 

are necessary to find patterns. 

 Similarity measurement: Measuring the similarity between a pair of time 

series. The similarity measure should be able to recognize similarities between 

a pair of time series based on human perception even if they are not 

mathematically identical. 

2.3 Clustering 

Meaningful groups of objects that share the same characteristics are also known as 

classes and they are important for how people analyse and describe the world. Humans 

are very good at dividing object into groups, for example when looking at pictures it is 

easy for humans to label objects in the pictures as people, vehicles or trees (Tan et al., 

2006). The purpose of cluster analysis is trying to automatically find potential classes 

in a data set. 

Larose (2005) writes that a cluster is a group of objects that are similar to each other 

and dissimilar to objects in other clusters. A cluster represents a higher-level 

abstraction of the data objects in that cluster, e.g. in a data set with data objects of 

animals, one cluster could represent dogs and another cluster could represent cats. 

Clustering derives classes only from the data and it is sometimes referred to as 

unsupervised classification, it is used when the target variable is not previously known. 

A target variable is a variable with a value that is desired to be classified, estimated or 

predicted, e.g. if the price of some cars is known but unknown on other cars, the price 

is the target variable when finding combinations of other attributes of each car to use 

when trying to estimate the price of cars with currently unknown prices. Clustering 

divides the data set into homogeneous clusters, the goal is to maximize the similarities 

between objects inside each clusters and minimize similarities to objects in other 

clusters. Cluster analysis has been an important tool in many different fields such as 
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statistics, biology, pattern recognition, machine learning and data mining (Tan et al., 

2006). 

There are clustering techniques that characterize every cluster with a cluster prototype 

that represents the other objects in the cluster. Tan et al. (2006) writes that the cluster 

prototypes can be used for: 

 Summarization: Applying algorithms on cluster prototypes that represent 

the data set instead of applying them on the entire data set. This reduces the 

time or space complexity drastically while the results are still comparable to 

those that would have been obtained if the entire data set had been used. 

 Compression: The cluster prototypes are used for compression of data. The 

cluster prototypes are stored in a table and indices represent their position in 

the table. This type of compression is also called vector quantization; it does 

however lead to some loss of information. 

2.4 Discretization 

Discretization is the process of converting continuous variables into finite discrete 

variables. A discrete representation of a time series will make the data-mining task 

easier. 

2.4.1 Symbolic representation 

Symbolic representation refers to that the original real-valued data series are 

discretized into strings of symbols. One motivation for converting data series into 

strings of symbols is that there are a large amount of algorithms that allow for efficient 

manipulations of strings. This is a result of many years of research on these types of 

algorithms in the text retrieval and the bioinformatics communities. Some of the tools 

that are available for symbolic data but not for real valued data are: hashing, Markov 

models, suffix trees and decision trees (Lin et al., 2007). 

Most of the symbolic representations are made for univariate series, because of the 

complexity of multivariate series alternative representation methods have been 

proposed. A proposed method is to discretize a multivariate time series into a one 

dimensional representation similar to approaches used for univariate time series, this 

can be done by using Vector Quantization (Baydogan et al., 2014). An illustration of 

this method is shown in Figure 2. 
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Figure 2: Representation of a multivariate time series in one dimension (after Baydogan 

et al., 2014) 

2.5 Adaptive Resource Allocating Vector Quantizer 

Linåker (2003) presented the Adaptive Resource Allocating Vector Quantizer, 

abbreviated ARAVQ, which is a vector quantization network that can transform 

multivariate indata vectors into a more abstract representation. The ARAVQ 

dynamically incorporates model vectors that represent new and stable situations in the 

input data. The amount of incorporated model vectors depends on the characteristics 

of the input.  

ARAVQ uses four parameters that are defined by the user: 

 Novelty criterion (𝛿): Used to ensure that the clusters are isolated, i.e. clusters 

are dissimilar to other clusters. Input is considered novel if the mismatch 

between the model vectors and the input mismatch for the moving average 

(defined below) is greater than the novelty criterion. 

 Stability criterion (𝜖): Used to extract clusters of inputs that are compact, i.e. 

objects in a cluster are similar to other objects in the same cluster. Input is 

considered stable if the mismatch between the input and the moving average 

(defined below) is below the value of the stability criterion. 

 Input buffer size (n): Used to reduce noise in the input, high levels of noise could 

make clusters overlap and make clusters spread out. 

 Learning rate (𝛼): Used to fine-tune the cluster prototypes. 

In order to reduce the noise in the input the ARAVQ uses a moving average to create a 

filtered input to the network. ARAVQ stores the input vectors of the n last time steps t 

in an input buffer X(t): 

𝑋(𝑡) = {𝑥(𝑡), 𝑥(𝑡 − 1), … , 𝑥(𝑡 − 𝑛 + 1)} 
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The ARAVQ then creates a filtered input �̅�(t) by calculating an average of the values in 

the input buffer with equation 1.  

 �̅�(𝑡) =
1

𝑛
∑ 𝑥𝑖; 𝑥𝑖 ∈ 𝑋(𝑡)

𝑛

𝑖=1

 (1) 

 

Where n is the size of the input buffer and 𝑥𝑖 is the ith vector in the buffer i.e. 𝑥(𝑡 − 𝑖 +

1). 

Before the input buffer is filled the set M(t) of model vectors is empty. It starts to create 

model vectors when the input buffer is filled. 

 𝑀(𝑛 − 1) = ∅ (2) 

 

When the novelty and the stability criteria are met, new model vectors are 

incorporated. A distance measure d(V, X) is used in calculations to see if the criteria 

are met. The distance measure shows the general distance between a set V of vectors 

(model vectors or moving average) and a set X of indata vectors. The distance measure 

is shown in the following equation: 

 𝑑(𝑉, 𝑋) =
1

|𝑋|
∑ 𝑚𝑖𝑛1≤𝑗≤|𝑉|{‖𝑥𝑖 − 𝑣𝑗‖}; 𝑥𝑖 ∈  𝑋, 𝑣𝑗 ∈  𝑉,

|𝑋|

𝑖=1

 (3) 

 

where ‖. ‖ denotes the Euclidean distance measure: 

 𝑑(𝑣, 𝑥) = √∑(𝑣𝑖 − 𝑥𝑖)2

𝑛

𝑖=1

 (4) 

 

If the difference between the vectors in the indata buffer and the moving average is 

lower than the stability criterion (𝜖), the current moving average is considered to be 

stable. The distance between the moving average and the actual inputs is defined as: 

 𝑑�̅�(𝑡) = 𝑑({�̅�(𝑡)}, 𝑋(𝑡) (5) 

 

In order to calculate the novelty of the current moving average the distance between 

the existing model vectors and the actual inputs is required. If the set of model vectors 

is empty the distance cannot be calculated and is instead set to be large enough for the 

current moving average to be incorporated. This distance is defined as: 
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 𝑑𝑀(𝑡) = {
𝑑(𝑀(𝑡), 𝑋(𝑡))   |𝑀(𝑡)| > 0 

𝜖 + 𝛿                     |𝑀(𝑡)| = 0  
 (6) 

 

The novelty criterion is met if the input mismatch between the model vectors compared 

to the current moving average is reduced by 𝛿 or more, i.e. 𝑑𝑀(𝑡) − 𝑑�̅�(𝑡) ≥ δ. The 

stability criterion is met if the input mismatch for the moving average is below 𝜖, i.e. 

𝑑�̅�(𝑡) ≤  𝜖. 

The current moving average will be added as a new model vector to set of model vectors 

if the stability and the novelty criteria are met. The new model vector will be available 

the next time step. This can be defined with the following equation: 

 𝑀(𝑡 + 1) = {
𝑀(𝑡) ∪ �̅�(𝑡)    𝑑�̅�(𝑡) ≤ min(𝜖, 𝑑𝑀(𝑡) − δ)

𝑀(𝑡)                  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.                          
 (7) 

 

To indicate which model vector the moving average of the input currently matches, a 

winning model vector win(t) is selected: 

 𝑤𝑖𝑛(𝑡) = arg  𝑚𝑖𝑛1≤𝑗≤|𝑀(𝑡)|{‖�̅�(𝑡) − 𝑚𝑗‖}; 𝑚𝑗 ∈ 𝑀(𝑡) (8) 

 

If the moving average matches the winning model vector very closely, the model vector 

will be adjusted closer to the moving average. The learning rate 𝛼 will affect how much 

the model vector will be adjusted to the moving average. 

 ∆𝑚𝑤𝑖𝑛(𝑡) = {
𝛼[�̅�(𝑡) − 𝑚𝑤𝑖𝑛(𝑡)]    ‖�̅�(𝑡) − 𝑚𝑤𝑖𝑛(𝑡)‖ <

𝜖

2
0                                   𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒                     

 (9) 

 

According to Linåker (2003) the parameters should be set so that the distances within 

the clusters are lower than the distance between clusters i.e. 𝜖 < δ. 

2.6 Markov chain model 

A Markov chain model is a model of a process where the outcome of an event can affect 

the outcome of the next event (Grinstead & Snell, 2007). A Markov chain model can be 

used to calculate the probability of a series of events where there can be underlying 

dependencies between events, such that the probability of an event occurring depends 

on the previous event. For example, given three events A, B, C, there can be a 

dependency between A and B which makes B more likely to follow directly after A. 

Classical probability theory and much of statistics are based on the assumption that 

outcomes of an event are independent, i.e. given a sequence of events, the outcome of 

the next event is not dependent on the result of the previous event (Grinstead & Snell, 

2007). 
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Based on the descriptions in Wu and Shieh (2008) and Grinstead and Snell (2007), 

Markov chain models are summarized below. 

A set of mutually exclusive states X= {x1,x2,...,xm}, represents all states of a system. The 

process starts in one of the states in X and moves from one state to another. A move 

from one state to another is called a step or transition. If the current state is xi, then it 

moves to the next state xj with a transition probability that is denoted by pij. The 

transition probabilities from state xi to state xj can be expressed in a transition matrix. 

Transition matrix A of a set of states of size M: 

𝐴 =  

All entries in the matrix A are nonnegative and the sum of all entries in a row must be 

1, i.e. ∑ 𝑝𝑖𝑗 = 1𝑗 . 

The estimated transition probability from a state i to a state j can be calculated by 

dividing the number of transitions from state i to state j by the number of transitions 

that start from i: 

𝑃𝑖𝑗 =  
𝑁𝑖𝑗

𝑁𝑖
 

Where: 

𝑁𝑖𝑗 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑎𝑛𝑠𝑖𝑡𝑖𝑜𝑛𝑠 𝑓𝑟𝑜𝑚 𝑠𝑡𝑎𝑡𝑒 𝑖 𝑡𝑜 𝑠𝑡𝑎𝑡𝑒 𝑗 

𝑁𝑖. =  ∑ 𝑁𝑠𝑡 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑎𝑛𝑠𝑖𝑡𝑖𝑜𝑛𝑠 𝑠𝑡𝑎𝑟𝑡𝑖𝑛𝑔 𝑓𝑟𝑜𝑚 𝑖

𝑡∈𝑆

 

The probability that a state occurs first in a sequence, the initial probability, can be 

calculated by dividing the number of times the state occurs in the set of sequences by 

the total number of states in the set of sequences:  

𝑃𝑖
(1)

=
𝑓𝑋𝑖

∑ 𝑓𝑋𝑗
𝑛
𝑗=1

 

The probability of a sequence {X1, X2, ..., Xn} can be calculated with the following 

equation: 

𝑃𝑋1
(1)

× 𝑃𝑋2 × … × 𝑃𝑋𝑁 

E.g. the probability for the sequence {A, B, A, C} can be calculated as: 
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𝑃𝐴
(1)

×  𝑃𝐴𝐵  ×  𝑃𝐵𝐴 ×  𝑃𝐴𝐶  

 

2.7 Related work 

2.7.1 Previous research on ARAVQ 

In his thesis Linåker (2003) used ARAVQ as an unsupervised online data reducer on 

multidimensional sensor data from a mobile Khepera robot that moved around in a 

simple environment. The robot had 8 distance sensors and 2 motor sensors and as the 

robot moved around in the environment, when stable regions of input were detected 

the ARAVQ created model vectors which it used to represent the input at each time 

step with, this created a reduced representation of the inputs. The result was that the 

inputs were split into concepts that represented walls, corridors and corners in the 

environment. By letting the robot move around in three different environments it was 

possible to detect which environment the robot was in by using the reduced 

representations. 

Vlajic, Makratkis and Charalambous (2001) used ARVAQ for wireless broadcasting 

estimation. They write that Wireless Data Broadcasting has been proven to be an 

efficient information delivery mechanism, however for the performance to be 

successful, the system needs to be able to identify the most popular information 

(documents) and estimate the request probabilities. Their theory was that ARAVQ had 

the key properties to be an ideal estimator of document request probabilities and their 

results suggested a new optimal performance of a Wireless Data Broadcasting based 

system by using ARAVQ.  

2.7.2 Similar techniques 

The Self-Organizing Map as described in Kohonen (1995), is a common unsupervised 

vector quantisation algorithm. It uses a fixed number of model vectors, at each time-

step a winning model vector is determined by calculating the distance from the input 

vector and the set of model vectors.  



 

13 
 

3 Problem 
The company SAAB AB – EDS develops radar systems that can measure properties 

such as speed and position of a large number of objects, e.g. airplanes. Objects can have 

different behaviours such as landing, take off, flying straight and more. If the different 

behaviours of such objects could be modelled, it would be possible to find objects that 

have similar behaviours and to detect objects that have different behaviours. This work 

addresses a problem that could be a step towards this future goal, which is to be able 

to create models of normal behaviours of objects such as airplanes, helicopters and 

other types of objects that can be detected by a radar. This section of the report is 

dedicated to describe the problem and why this problem is relevant.  

3.1 Problem description 

Finding patterns in data sets and converting data into useful information has long been 

a popular topic for research. Radar is a sensor system that can detect a large number 

of objects, such as airplanes. Radar systems uses radio waves which make it possible 

to determine properties such as distance, direction, speed and elevation of the objects 

at given times. An object detected by a radar is also known as a target, a data set with 

radar data can contain a large number of targets, each represented by a time series. It 

is common when looking at radar data to visualize the data with a series of plots for 

each target, an example of this is shown in Figure 3. It is however hard to tell targets 

of different types apart, e.g. if the target is an airplane or a helicopter. Objects can be 

described as having different behaviours e.g. an airplane can have behaviours such as 

landing, take-off and so on. If models of normal behaviours of an object can be made, 

they can be used to detect objects that have behaviours that differ from normal 

behaviour and could thus be a threat.  

 

Figure 3: A set of time series from radar data is plotted visually. 
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According to Lin et al. (2003) there has been a lot of interest in streaming data and in 

data mining of time series, however even though times series data often are streaming 

data, they have had surprisingly little intersection. One possible reason for this is the 

fact that the majority of research on streaming data assumes that the data is discrete, 

while the majority of time series data is real valued. Previous research (Linåker & 

Laurio, 2001; Lin et al., 2007) has proposed symbolic representations of time series 

that remove the time aspect of the series. Representing a time series with symbols 

makes it discrete rather than real valued. A symbolic representation of a time series 

gives us the opportunity to choose from and utilize algorithms from the large research 

areas of text processing and bioinformatics (Lin et al., 2007). 

The technique ARAVQ presented in Linåker et al. (2003) makes it possible to reduce a 

multivariate time series to a one-dimensional series. The technique has been 

successfully tested in simple and static robotics environments. According to Linåker 

(2003), ARAVQ can be applicable to other domains where it is interesting to track 

changes in continuous valued signals and that it could be used as a generic time series 

data mining tool. 

The aim of this work is to investigate if interesting patterns of objects that are detected 

by radar can be discovered by first using ARAVQ to reduce the multivariate times series 

radar data into symbolic representations. The question that this work attempts to 

answer is: 

Can interesting patterns be discovered in radar data that has been discretized with 

ARAVQ? 

The result of this work can be valuable both from a research perspective and from a 

business perspective. Many methods have been developed to discover unknown 

patterns in univariate time series. However, according to Minnen, Isbell, Essa and 

Starner (2007) there has been a relatively small amount of research on multivariate 

data sets even though they are very common. If the results of this work show that 

ARAVQ is able to reduce multivariate time series in the radar domain while still 

preserving relevant patterns, it is likely to be applicable in other domains as well. This 

can lead to research for further improvements of the ARAVQ and the development of 

similar techniques. 

From a business perspective the result will be of value for companies that develop radar 

systems and similar products, e.g. SAAB AB – EDS. The result would provide a starting 

point for using symbols as a way of modelling the behaviour of different objects 

detected by radar systems. The symbolic representation makes the task of modelling 

behaviour easier since the time aspect can be removed and this makes the model 

generalizable. As previously mentioned there are also many techniques for various data 

mining tasks that become available when symbolic representations are used. Examples 

can be found in research related to text retrieval and bioinformatics. 
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3.1.1 Hypothesis 

In Linåker (2003) it is shown that ARAVQ is able to successfully detect and abstract 

significant changes in the input data. The abstract representation of a multivariate time 

series that is created by the ARAVQ is assumed to preserve relevant patterns of the 

series. The hypothesis is that ARAVQ also can be used in the radar domain, since the 

movement of an object detected by radar is represented by a multivariate time series. 

The ARAVQ is assumed be able to detect significant changes in the multivariate time 

series and to create a one-dimensional representation of the series while preserving 

relevant patterns. This one-dimensional series can then be used to identify interesting 

patterns (movement over time) of objects detected by radar. 
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4 Method 

4.1 Experimental study 

The objective of this work is to investigate if interesting patterns can be discovered in 

radar data by creating a symbolic representation of multivariate time series in radar 

data with ARAVQ. As mentioned in the problem chapter, according to Linåker (2003) 

the ARAVQ is potentially a general data mining technique that can be used outside the 

robot domain. An appropriate method for this work is to conduct experiments, 

according to Wohlin et al. (2012) experiments are used to test existing theories. 

Experiments can also be used to verify or falsify a previously stated hypothesis 

(Berndtsson et al., 2008). 

The strengths of conducting experiments are that experiments provide a high level of 

control and the experiments can be replicated to receive the same results (Wohlin et 

al., 2012). The data sets used in this work are confidential and are not available to the 

public, however with access to the data sets the experiments can be replicated, which 

makes it possible to validate the results of this work in the future. Another strength of 

conducting experiments is that the ARAVQ can be evaluated on real world radar data. 

There is to the author´s knowledge not much existing research related to discretizing 

radar data. Moreover, due to the complexity of the problem domain and the complexity 

of the data sets used in this work, the experiments will be of an exploratory nature. 

Drawbacks of conducting experiments are that even if they can be used to verify or 

falsify a hypothesis, experiments cannot prove that the hypothesis is correct 

(Berndtsson et al., 2008). According to Berndtsson et al. (2008) this is because there 

can always be some other explanation for the result and there are many things that 

might go wrong when conducting an experiment. The experiments in this work will be 

conducted using a limited number of parameter settings for the ARAVQ and will be 

conducted on a limited number of data sets. 

According to Wohlin et al. (2012) it is important to design the experiment in such a 

way that it correctly represents the studied system. With a proper design of the 

experimental study, most threats to the validity of the study will be reduced such as 

threats to conclusion and construct validity. 

The radar data will first be prepared for the ARAVQ, then the time series will be 

discretized by the ARAVQ into series of symbols, where each symbol is mapped to a 

model vector that represents a state in a time series. After running ARAVQ on a data 

set, each time series in the data set will be represented by a sequence of symbols. 

Experiments will then be conducted to investigate if there are patterns that are 

interesting. 
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4.1.1 Interesting patterns 

In the context of this work, a pattern is a subsequence of a sequence of symbols 

representing a time series. A pattern describes a part of the data and can describe 

something interesting and meaningful in the data. A large part of the data is however 

not interesting, which means that there are many patterns that are not interesting. The 

process of finding patterns that are interesting is called pattern mining (Han et. al., 

2012b). Many different techniques have been proposed as measures of interestingness, 

many of them are however designed for specific tasks, data types or patterns (Han et. 

al., 2012b). Measures of interestingness are rather subjective, i.e. what is interesting in 

one domain might not be interesting in another. The goal is not to find all interesting 

patterns, but rather to investigate if there are patterns that are potentially interesting. 

In order to evaluate if it is possible to find interesting patterns in this work, a few 

criteria have been defined which are based on well-known techniques used in the data 

mining literature and they are described below. 

 Rare patterns (anomaly/outlier): According to Larose (2005) an outlier is an 

object that does not follow the general model of the data. Using e.g. a Markov 

chain model that has been trained on the data set in which the pattern exists, 

the probability of the pattern is calculated. Rare patterns are patterns with a low 

probability compared to other patterns in the data set.  

 Frequent and rare: Patterns that occur several times in the data set and have a 

relatively low probability are considered to be potentially interesting. The 

probabilities of patterns are calculated by using e.g. a Markov chain model of 

the data set. 

4.1.2 Data set 

In order to more clearly explain the data sets, two definitions are stated similar to the 

definitions stated in Histon and Waslander (2014): 

1. A Plot is a single observation of a detected target. Each plot contains the values of 

the measured properties of the target at a given time. There are many different 

properties that are measured and properties can be of different data types, the 

properties that are of value for this work are: 

a. Speed: Measured in m/s. Represents the speed of the target. 

b. Elevation: Measured in degrees. Represents the elevation of the target 

compared to the location of the radar. 

c. Course: Measured in degrees. Represents the direction in which the target is 

moving. 

2. A Track is a series of plots that belong to one target. The plots are ordered by time. 

Since the track of each target contains plots that are ordered by time, each target is in 

other words represented by a multivariate time series. 
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Two real world data sets are provided by SAAB AB – EDS, they consist of radar data 

from surveillance of civilian air traffic and contain measurements of several airplanes 

over a period of time. 

4.1.3 Alternative methods 

An alternative method to use instead of an experimental study is a systematic literature 

review. According to Kitchenham and Charters (2007) systematic literature reviews 

can be conducted to identify, analyse and interpret all available research that are 

relevant to a particular research question or topic area. A systematic literature can be 

used to summarize the existing evidence on a treatment or technology (Kitchenham et 

al., 2007), e.g. it could be used to summarize all the evidence of the benefits and 

limitations of using the ARAVQ or to summarize all evidence of using other techniques 

to discretize multivariate time series. 

A literature review that is not systematic, i.e. it is not thorough and fair, is of little 

scientific value (Kitchenham et al., 2007). Advantages of using a systematic literature 

review are that the well-defined methodology makes it less likely that the results are 

biased. It can provide information about effects of a phenomenon across a wide range 

of empirical methods and in the case of quantitative studies, it is possible to combine 

data using meta-analytical techniques, which increases the likelihood of detecting real 

effects that individual smaller studies would not detect (Kitchenham et al, 2007). 

Drawbacks of using systematic literature reviews are that they are time consuming and 

require a lot of effort. In addition, if there are not enough research done in the area, it 

is likely that the available research would not be enough to arrive at an answer to the 

research question or to provide enough evidence to support the hypothesis in this work.  

The reason for choosing an experimental approach for this work is that real radar data 

is available, and by using real radar data the results will be more realistic. It is also 

more likely to be able to answer the research question in this work by using the results 

of experiments, rather than the results of a systematic literature review.  
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5 Experimental setup 
The implementation of the algorithm and the experiments was done in the 

programming language Java. The reason for choosing Java was that it is a well-

documented object oriented language which would make the implementation easier. 

The results of the experiments are not dependent on the efficiency of the 

implementation. 

5.1 Preparation of data  

The attributes of time series in radar data are of different types and have different 

variable ranges, this means that the data has to be prepared before applying the 

ARAVQ. 

5.1.1 Handling circular variables 

The attribute course is measured in degrees in the range [0,360] and is a circular 

variable. A circular variable is a variable where the highest and lowest values are next 

to each other. Since the ARAVQ is based on detecting changes in the input signal, a 

small change in the course from 360 degrees to 1 degree would seem to be a big change 

when in reality it is just a change in 1 degree. To handle this problem, direction vectors 

was used. This means that the course attribute was divided into two attributes: courseX 

and courseY. CourseX and courseY represented the course by using the trigonometric 

functions cosine and sine. Since the course is measured in degrees, it first had to be 

converted to radians with equation 10. 

 𝑟𝑎𝑑𝑖𝑎𝑛𝑠 = 𝑐𝑜𝑢𝑟𝑠𝑒 ∗  
𝜋

180
 (10) 

 

The values for courseX and courseY are calculated with equation 11 and equation 12. 

 𝑐𝑜𝑢𝑟𝑠𝑒𝑋 = cos(𝑟𝑎𝑑𝑖𝑎𝑛𝑠) (11) 

 

 𝑐𝑜𝑢𝑟𝑠𝑒𝑌 = sin(𝑟𝑎𝑑𝑖𝑎𝑛𝑠) (12) 

 

By using the trigonometric functions cosine and sine, the course attribute is 

represented with two continuous variables instead of one circular variable; they do 

however represent the same course. 

5.1.2 Normalization 

All attributes have different value ranges, elevation is measured in degrees in the range 

[o,75], speed is measured in m/s in the range [0,1000] and the two course variables 

courseX and courseY are in the range [-1, 1]. Since the attributes have different value 

ranges, all attributes was normalized to a range of [0,1], so that all attributes would be 

equally important. 
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5.2 ARAVQ 

The ARAVQ algorithm is implemented in the Java programming language, and it was 

implemented with two modes, a learning mode and a classification mode. 

In the learning mode, the ARAVQ is applied to a data set and it learns all the model 

vectors it needs in order to be able to create a representation of each time series in the 

data set. ARAVQ then saves the learned model vectors to a file. An illustration of the 

learning mode is given in Figure 4 below. 

 

Figure 4: ARAVQ learns from a data set and creates all model vectors needed to 

represent the data set. 

In the classification mode, the ARAVQ takes a data set and model vectors that have 

been learned in the learning mode as input. It uses the model vectors from the input to 

classify the time series in the data set. Each model vector is mapped to a unique symbol 

and each time step in a time series will be represented with one of the symbols. This 

results in a sequence of symbols representing each time series. An illustration of the 

classification mode is given in Figure 5. The symbolic representation for each time 

series is then reduced and only the event changes will be extracted, i.e. when there is a 

change from one symbol to another. Reducing the sequences will make finding 

patterns more straight forward, and it is assumed in this work that the changes 

between events will be sufficient to represent a movement pattern. A simple example 

illustration of the event extraction is given below, where a sequence of length 13 is 

reduced to a sequence of length 4.  

Symbol Sequence: A A A A B B B A A A C C C 

 

Extracted events: A B A C          

 

Data 
set 

ARAVQ 

learning mode 
Model 

vectors 
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Figure 5: ARAVQ uses model vectors created in the learning mode to classify input 

data. 

 

The ARAVQ was validated by replicating an experiment in Linåker (2003) where a one 

dimensional series was clustered. The one dimensional series was generated with a 

mean signal value of 0.3 until time step 50, from time step 50 to time step 100 the 

mean signal value was moved to 0.7, a noise of +/- 5% was added to the values. The 

parameter settings used were: buffer size n = 5, stability criterion 𝜖 = 0.1, novelty 

criterion δ = 0.2 and learning rate 𝛼 = 0.03. ARAVQ does not start working until the 

buffer is filled, which in this case was at time step 5. At time step 5 when the buffer was 

filled, a first model vector was allocated by the ARAVQ to a value around 0.31. This 

model vector was used to represent the signal value until it no longer could provide a 

good account for the signal; this was at time step 50 in the experiment. At around time 

step 55, a new stable situation had been detected and a new model vector was allocated 

to represent the signal. The result of the experiment were that two model vectors have 

been allocated to represent all input vectors. The replicated experiment can be seen in 

Chart 1. As can be seen in the chart, the model vectors appear to provide a good 

representation of the input vectors. 

Model 

vectors 

ARAVQ 

classification 

mode 

Reduced 

Symbolic 

representa-

tions 
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Chart 1: A one dimensional time series is clustered with ARAVQ. Replication of an 

experiment in Linåker (2003). 

 

5.2.1 Parameter settings 

As previously mentioned the ARAVQ has four parameters, which results in a large 

number of possible parameter settings. According to Linåker (2003) the parameters 

should be set to 0 >= stability < novelty, i.e. the distances within a cluster are to be 

lower than distances between clusters. The buffer size used in Linåker (2003) was 10 

for filtering out noise in the series, initial tests for the radar data did however show that 

a buffer size of 10 was too big, since some series are not that long it would smooth out 

the input too much. Running ARAVQ with a buffer size of 5 seemed to be more 

appropriate for this data. The buffer size used was n=5 and the learning rate was the 

same as in Linåker (2003), i.e. 𝛼 = 0.05. This limited the number of possible parameter 

settings, however there were still many different parameter settings available. A few 

tests were run on the data sets with different parameter settings for the ARAVQ to get 

an estimate of the amount of model vectors created by the different settings. The test 

runs were run using a low value for the stability criterion, which meant that the in-

cluster distance would be small. A low value for the stability criterion was also used in 

the experiments run in Linåker and Laurio (2001), Linåker (2003) and Ahlén (2004).  

The numbers of model vectors created by the ARAVQ using different parameter 

settings are shown in Figure 6 below. 
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Figure 6: Number of model vectors created by different parameter settings with a buffer 

size of 5 and a learning rate of 0.05. 

 

 

The results showed that a high value for the novelty criterion generated a low number 

of model vectors, and that a low value for the novelty criterion generated a high number 

of model vectors. More model vectors gives a more detailed representation of the time 

series and were considered to be suitable for this work. The parameter settings with 0.1 

for the stability criterion and 0.2 for the novelty criterion generated the most model 

vectors, and were thus the parameter settings used in this work.  

5.3 Markov chain model 

The Markov chain model was built by first creating a frequency matrix of each 

transition from one symbol to another in the set of symbol strings and then creating a 

matrix for the calculated probability of each transition. In order to create an equal 

probability distribution for symbols that were not seen in the set of symbol strings, an 

epsilon value was used when calculating every transition probability. 

The probability of the transition Mi,j is 0.0 when i equals j, since there cannot be a 

transition from a symbol back to that symbol, if i is not equal to j the probability for 

transition Mi,j is calculated by the following equation: 

𝑀𝑖,𝑗

𝑀𝑖
∗ (1 − 휀) + (

휀

𝑛 − 1
) 
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where 휀 is a low value and n is the number of symbols, the number of symbols is 

subtracted by one since there cannot be two of the same symbols in a row, which means 

there cannot be a transition from a symbol back to that same symbol. What the formula 

does is that, since the maximum probability of a transition is one, it subtracts the 

epsilon value from one and then distributes the epsilon value across all possible 

transitions. The result of using this formula is that even if the transition was not 

observed in the data set it is still given a small evenly distributed probability to occur. 

 

Figure 7: The process of creating the Markov chain model for the reduced symbol 

representations. 

 

5.4 Experiment 1: Mining for rare patterns 

Experiment 1 uses a sliding window of size 3 to move over each reduced symbol 

sequence in the data set and uses the Markov chain model to calculate the probability 

for the symbols currently in the sliding window. The lowest-, mean- and highest 

probability were calculated for each series. Series that were shorter than four symbols 

long were thus not considered as interesting in this experiment, since the sequence 

would only fit into one window. By plotting these calculated probabilities from each 

sequence in a chart, it would be possible to see if there were regions in some series with 

probabilities that deviated considerably from patterns in other sequences. 

A simple illustration of how the sliding window moves over a sequence is given in 

Figure 8 below. 
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Figure 8: A sliding window of length 3 slides over the sequence “ABACDA” calculating 

the probability of the sequence in the window by using the Markov chain model. 

The following was the outline of the experiment: 

1. Train a Markov chain model on the data set 

2. For each series in the data set 

a. Calculate the probability of a sliding window of length 3 that moves from 

the beginning to the end of the series 

b. Calculate the highest probability 

c. Calculate the lowest probability 

d. Calculate the mean probability 

3. Plot the results in a graph 

4. Series with subsequences that have probabilities that are considerably deviating 

from patterns in other series are considered as potentially interesting 

5. Select the five patterns with the lowest probability and investigate the meaning 

of the patterns. 

 

5.5 Experiment 2: Mining for frequent and rare patterns 

In order to discover patterns that are frequent and rare, the probabilities of substrings 

were calculated using a Markov chain model and the number of times each 

subsequence occurred in the database was counted. Since testing subsequences of all 

possible lengths would be too time consuming when analysing the results, this work 

was limited to subsequences that were 2, 4, 6, 8 and 10 symbols long. Of course there 

are probably interesting patterns of other lengths as well, however patterns of lengths 

2, 4, 6, 8 and 10 are considered to provide enough coverage for this work. After the 

reduction, some of the symbol sequences were relatively short, this is due to the fact 

that some of the objects detected by the radar are moving at a constant height, speed 

and direction, i.e. moving straight ahead. In some cases the cause of a short reduced 

symbol sequence is that the original time series was short. Searching for patterns that 

are between 2 and 10 symbols long seemed to be appropriate for discovering 

interesting patterns in the data sets used in this work.  
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The following was the outline of the experiment: 

1. Train a Markov chain model on the data set 

2. Find all patterns of length 2, 4, 6, 8 and 10 in each series 

3. Count the occurrence of each pattern in each series 

4. Combine the results from all series to get all patterns and their frequency in the 

data set. 

5. Calculate the probability of each pattern using the Markov chain model 

6. Investigate the meaning of the most rare and frequent patterns 
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6 Results and Analysis 
This chapter presents the results of running the experiments on the data sets. For 

experiment 1 the series with the five lowest probability windows are investigated 

further. For experiment 2, some of the most frequent and rare patterns are selected 

and are investigated. 

6.1 Data set 1 

In this section, the results of running experiment 1 and 2 on data set 1 are presented 

and analysed. 

6.1.1 Experiment 1 

The results from running experiment 1 on all series in data set 1 are plotted in Chart 2 

below. The chart shows that the probability of the sliding window differs between the 

different series in the data set. The series S2, S3 and S14 does not seem to contain any 

rare patterns, while the series S1, S8, S9, S33 and S34 seem to consist of only relatively 

rare patterns.  

 

Chart 2: Lowest, mean and highest probability for a sliding window of length 3 for each 

series. 

By looking at the results of experiment 1 shown in Chart 2, we can see that there are 

series that contain subsequences with a very low probability compared to patterns in 

other series. These subsequences are potentially interesting since they are rare. 

The five series that contained the regions with the lowest probabilities are selected and 

the meaning of the potentially interesting pattern are investigated. The series where 

the five lowest probability regions were found are: S1, S19, S8, S30 and S34. 
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In S1 the lowest probability subsequence is {M, L, P}, the reduced representation for 

this series is {M,L,P,Q}, this rare pattern occur in the beginning of the series. The found 

pattern is representing an object increasing in both elevation and speed and could thus 

be a representation of a take-off, e.g. an airplane taking off from an airport. By 

comparing the values of the model vector for each symbol to the original time series, 

they seem to give a good representation of the time series. This subsequence can thus 

be considered to be an interesting pattern. 

The lowest probability subsequence in S19 is {b,Y,b}, the reduced representation for 

the series is {S,Y,S,b,Y,b,Y,S,b,S,b,S,b,S}. By looking at the meaning of each symbol it 

seems that the object is decreasing and increasing its speed considerably several times, 

it seems interesting but unlikely. Investigating the original time series showed that the 

speed actually varied surprisingly much, but was for the most part at constant speed. 

At some points the speed dropped from a relatively high speed to a low speed in just a 

few time steps, the actual value of the speed was however not very well represented. 

The elevation was slightly off on some time steps, direction was on the other hand well 

represented by the model vectors. One possible reason for the poor representation of 

the speed is that the number of model vectors created by the ARAVQ were not enough, 

this might be caused by the parameter settings for the ARAVQ not being optimal. To 

understand the misrepresentation of the speed further, the non-reduced symbol 

sequences was investigated and it turned out that the symbols “b” and “Y” only 

occurred for a couple of time steps at a time, while the symbol “S” seemed to be used 

to represent most of the time series. A possible cause for the speed not being 

represented correctly is that there were model vectors allocated by the ARAVQ which 

represented the variations in direction and elevation very closely, while there were no 

model vectors allocated with a speed that was close to the actual speed. Since the course 

and elevation could be represented so precisely the difference in speed might not have 

been enough to allocate a new model vector to represent the situation. Also, because 

the value of the actual speed varied somewhere in between the speed values of the best 

matching vectors, the ARAVQ chose the model vector with the speed value that was 

closest to the actual speed. 

In S8 the subsequence with the lowest probability is {F,E,A}, the reduced 

representation for the series is {E,F,E,A}. Looking at the values of the model vectors, 

showed that the symbols in the sequence {F,E,A} represented an object moving at a 

relatively low elevation, changing its course from 301 to 273 and then from 273 to 283. 

The elevation of the object decreases from symbol “E” to symbol “A”, the speed is 

similar between the model vectors of the three symbols. Investigating the original time 

series, there seem to be a considerable decrease in elevation toward the end of the time 

series much like the pattern suggests. The representation of course is slightly off, but 

not by much, the actual course varies in the ranges 282 to 289 degrees. 

The reduced representation of S30 is {T,R,B,U}, which contains the subsequence 

{R,B,U} that has one of the lowest probabilities. The subsequence {R,B,U} represents 

a decrease in elevation, an increase in speed and a change in course from 237 to 259 
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and then from 259 to 315. Investigating the original time series showed that the object 

changed the course from 228 to 345 and there was also a decrease in elevation. There 

were however no increase in the speed of the object, the speed was decreased and 

increased every other time step. The original time series was quite short with less than 

20 time steps, which probably made the classifying by the ARAVQ less accurate since 

it relies on a moving average.  

The last series that contained a region among the five lowest was S34, where the lowest 

region was {N,P,N}. The reduced representation of S34 is {L,N,P,N,O}. According to 

the model vectors, the sequence {N,P,N} represents an object with a course of 109 

increasing speed and elevation and changing course to 90, and then decreasing speed 

and elevation and changing the course back to 109. By looking at the original time 

series this seems to be the case for a short period of time, the increase in elevation is 

however much smaller than the model vectors for the symbols suggests. According to 

the reduced representation of the time series, the series contains an object that in the 

beginning of the series has a course of 88 and then changes the course and moves 

toward a course of 137, and at the same time increasing in elevation. This is also the 

case in the original time series. 

6.1.2 Experiment 2 

This section presents the results of finding all subsequences of length 2, 4, 6, 8 and 10 

and the number of times each subsequence occur in the data set. The results are 

presented in bar charts that are sorted by probability, with the patterns with the highest 

probability to the left and the patterns with the lowest probability to the right.  

Subsequences of length 2 occurrences in data set 1 are presented in the chart below and 

sorted by the probability of the sequence with the highest probability to the left. 

 

Chart 3: Occurrences of subsequences of length 2. Sorted by probability on the x-axis 

from highest probability to the left to lowest probability to the right. 
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In Chart 3 the number of occurrences of subsequences of length 2 are sorted by 

probability from the highest to the lowest probability with the former to the left and 

the latter to the right. By looking at the chart, we can see that there are tendencies that 

some patterns with a lower probability occurs more frequently than some patterns with 

a higher probability. However, the differences are so small that it is hard to tell if there 

are frequent and rare patterns. The chart suggests that patterns of two symbols are 

probably too small to be considered interesting with this experiment, since patterns 

with a lower probability seem to have fewer occurrences than patterns with a higher 

probability. 

The frequencies for subsequences that are 4 symbols long is presented in Chart 4, and 

are ordered by probability from highest to the left and lowest to the right. The chart 

shows that there are some frequent subsequences that have a relatively low probability 

according to the Markov model. 

 

Chart 4: Occurrences of subsequences of length 4. Sorted by probability from highest to 

lowest. 

The subsequence {Y,S,C,T} occurs 6 times in the dataset, this is a considerably high 

frequency compared to the frequencies of the subsequences with a higher probability 

and the meaning of the sequence should be investigated. The subsequence {T,c,C,c} is 

also considered interesting since it occurs 4 times with a relatively low probability.  

The sequence {Y,S,C,T} suggest that an object moves at a low elevation and changes 

course from 126 to 151 to 177 and then to 212. At the same time decreasing in speed 

from 290 to 70. This pattern was found as a subsequence in 6 series. By looking at the 

original time series of the 6 series containing this pattern, they moved from a course of 

around 125 to 215 and decreased slightly in speed. This pattern is considered 

interesting since it seem to represent a right turn, starting from a course of 126. The 

speed represented by the model vector for the symbol “Y” was however a bit too high. 
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The sequence {T,c,C,c} means that the object moves at a low elevation and speed with 

a course of 212 and then increases elevation and speed, and then decreases elevation 

and speed again and changing the course 30 degrees to the left. Then changes the 

course 30 degrees to the right and increasing speed and elevation again. The pattern 

exists in two series and by investigating their original data, the course seems to be 

represented well for one series but is slightly off for the other series, speed and 

elevation were represented poorly for both of the series. 

Chart 5 shows the occurrences of subsequences of length 6, the cart is sorted by 

probability from the highest probability to the left to the lowest probability to the right. 

The two sequences {a,M,Y,S,C,T} and {X,a,M,Y,S,C} with an occurrence of 4 are 

especially interesting by being relatively frequent and rare. The patterns {Z,L,Z,L,Z,L} 

and {L,Z,L,Z,L,Z} with an occurrence of 5 are not rare but they are more frequent than 

patterns that are less rare. 

 

Chart 5: Occurrences of subsequences of length 6. Sorted by probability from highest to 

lowest. 

The pattern {a,M,Y,S,C,T} represents an object moving at a low elevation, making the 

following changes in course: 63 → 100 → 126 → 151 → 177 → 212. The represented 

speed varies in the range 100 to 300. Investigation of the original series showed that 

the representation of the course was accurate, the representation of elevation was 

also rather good, the representation of speed was however not accurate. By looking at 

the values of the changes in course, this pattern seems to be a representation of a 

slight turn to the right. 

One of the other interesting patterns, {X,a,M,Y,S,C} seems to be similar to the previous 

pattern since they both contain the subsequence {a,M,Y,S,C}. The pattern 

{X,a,M,Y,S,C} represents an object moving at a low elevation, making the following 

changes in course: 34 → 63 → 100 → 126 → 151 → 177. As with the previous pattern, 

the speed varies in the range 100 to 300 m/s. Investigation of the original series 
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showed that the course was accurately represented, the elevation was represented 

rather good, however as with the previous pattern, the speed was misrepresented. This 

pattern existed in the same series as the previous pattern and they seem to be a part of 

longer pattern. 

The two other interesting patterns,{Z,L,Z,L,Z,L} and {L,Z,L,Z,L,Z} are common, one 

possible reason for this is that they are just variations of the symbols Z and L. The 

symbol “Z” represents an elevation of 19, a course of 108 and a speed of 290, the symbol 

“L” represents an elevation of 23, a course of 88 and a speed of 200. The two patterns 

are found in the same series and are a part of a longer pattern. By examining the 

original series, the elevation of the object seemed to vary between 11 and 19, the speed 

varied between 250 and 290 and the course varied between 94 and 98 degrees. The 

representation of the series were thus not very accurate; a reason for this might be that 

the object is moving in an unusual course, which could mean that there were not 

enough model vectors to accurately represent the series.  

In chart 6 the number of occurrences of length 8 and 10 are shown. Of the sequences 

of length 8 the one the looks the most interesting is the sequence {W,X,a,M,Y,S,C,T} 

with 3 occurrences. Each symbol represents a low elevation and a varying speed, the 

course represented by each symbol is 10, 34, 63, 100, 126, 157, 177 and 212 respectively. 

This pattern is interesting since the change in course means that the object is probably 

doing a right turn from 10 to 212 degrees, the turn is sharper than a “U-turn”. The 

pattern occurs in three series, the original time series of these three series had the same 

change in course and all had a low elevation, the speed was however not represented 

well by the symbols in the pattern. 

  

Chart 6: Subsequence occurrences of length 8 to the left and length 10 to the right. Both 

sorted by probability with the highest probability to the left and the lowest probability 

to the right. 
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The second most interesting pattern of length 8 to the left in chart 6 is 

{V,U,A,B,R,T,C,S}, which is the least probable pattern that occurs twice. The pattern 

represents an object varying slightly in elevation and also varying in speed. The course 

represented by the symbols in the pattern is 340, 315, 283, 259, 237, 212, 177 and 151 

respectively. This pattern is also interesting since it represents an object changing its 

course from 340 to 151 over time, which seems to be a considerable left turn. The 

pattern occur in two different series, and investigation of the original time series 

showed that the course was represented accurately while the speed and elevation were 

not. Since the pattern was an accurate representation of a left turn, the pattern is 

considered interesting. 

For the subsequence occurrences of length 10 to the right in chart 6 there is only one 

rare and frequent pattern, and that is {U,V,W,X,a,M,Y,S,C,T} which occurs twice in the 

data set. The pattern exists in the same two series as the pattern {W,X,a,M,Y,S,C,T} of 

length 8, and it is obvious that that pattern is a part of this longer pattern. This pattern 

represents an object with a course starting at 315 and moving towards a course of 212. 

This is an interesting pattern since it represents an even sharper left turn. 

6.2 Data set 2 

In this section, the results of running the experiments on data set 2 are presented and 

analysed. Chapter 6.2.1 presents the results of running experiment 1 on data set 2 and 

chapter 6.2.2 presents the results of running experiment 2 on data set 2. 

6.2.1 Experiment 1 

Because of the large number of series in data set 2, the results of experiment 1 is split 

into the two charts Chart 7 and Chart 8. The variation in the probabilities of regions in 

the series are considerable, some series have a very high lowest probability region 

compared to others. In Chart 7 and Chart 8 it is apparent that the probability of the 

sliding window differs relatively much between series, this shows that some series 

contains patterns that are rarer than others. Even though the results are split into two 

charts, it is still hard to tell which series that contain the lowest probability regions. In 

order to find the series with the lowest probability regions, the results of running 

experiment 1 on all series are presented in Chart 9 with the y-axis sliced at a probability 

value where the lowest probabilities are distinguishable.  
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Chart 7: Results of experiment 1 on the first half of the series in data set 2. 

 

Chart 8: Results of experiment 1 on the second half of the series in data set 2. 
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Chart 9: Results of running experiment 1 on all series in data set 2. The y-axis has been 

sliced to make it possible to distinguish the series with the lowest probability regions. 

By investigating the results in Chart 9, it is clearly visible that S101, S90, S234, S204 

and S190 are the five series with the lowest probability regions. 

In S101 the window with the lowest probability was {O,F,L} and the symbolic 

representation of the series is {L,O,B,O,B,O,B,O,B,O,B,O,B,O,F,L}. The sequence 

{O,F,L} represents an object at a low elevation changing direction from 25 to 9 degrees, 

and then from 9 to 355 degrees, the represented speed first decreases from 190 to 20 

and then increases again to 190. By looking at the original time series, the course seems 

to be very well represented by the pattern, the elevation also seems to be accurate, the 

speed is however not well represented.  

The lowest probability window in S90 was {T,J,A}, which represents an object moving 

at a course of 213 at a relatively low elevation, and then changing course to 147 while 

decreasing the speed from 220 to 20, and then changing course to 64. By investigating 

the original time series, the elevation is represented well, the speed shows a 

considerable decrease but not as large as the pattern suggested. The course is 

represented well for symbols “T” and “J” but is not well represented by the symbol “A”. 

The reason for this, seem to be that the course varies a lot between time steps. The 

complete symbolic representation for the series is {R,N,T,J,A,B,F}, which seems to be 

a rather good representation for the course of the original time series. This is 

interesting because the object changes its course from around 260 to 20 degrees, which 

is almost a complete circulation. The speed of the object is however poorly represented 

for half of the series. 

In S234 the lowest probability window was {J,C,B}, this represents an object moving 

at a low speed and elevation and changing course from 147 to 88 and then from 88 to 

38. By investigating the original time series the elevation and speed seem to be 

represented accurately. The representation for the course seem to be represented well 

but is smoothed out a bit too much by the ARAVQ since the course varies considerably 
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in just a few time steps in the original time series. The reduced representation of S234 

consists of more than 150 symbols and is interesting since the object is changing its 

course very often. 

For S204 the lowest probability was {E,D,F}, which represents an object at a low speed 

and elevation, changing its course from 178 to 117 and from 117 to 9. The original time 

series seem to be accurately represented for all of attributes by the values in the model 

vectors for the symbols. This pattern is considered interesting since it seems to 

represent an object making a “U-turn”. 

Finally the last series, S190, had the lowest probability window {F,H,Q}. The symbols 

in the window represents an object moving at a low elevation, low speed and at a course 

of 9 increasing its speed considerably and slightly increasing its elevation and changing 

its course to 318 and then increasing speed and elevation slightly and changing its 

course to 275. Investigation of the original time series showed that the representation 

of the course was slightly misrepresented since it started at around 30 and changed to 

around 275 degrees. The speed and elevation is however accurately represented, there 

is a considerable increase in speed and a slight increase in elevation. The pattern is 

considered interesting since it is a rather accurate representation of an object 

increasing its speed fast and changing its course considerably. 

6.2.2 Experiment 2  

The occurrences of subsequences of length 2 and length 4 in data set 2 are shown in 

Chart 10 below. There are no patterns of length 2 that seem to be especially frequent 

and rare, which suggests that patterns have to be longer to be considered interesting 

for this experiment on this data set. Looking at the right chart in Chart 10 there are a 

few patterns of length 4 that seem to be relatively frequent and rare. The most 

interesting patterns of length 4 seem to be {B,O,B,O} occurring five times, {O,B,O,B} 

occurring six times and {D,A,F,G} occurring four times. The patterns {B,O,B,O} and 

{O,B,O,B} look very similar, the symbol “B” represent an object at a low elevation and 

a speed of 20, heading at a course of 38 and the symbol “O” represent an object at a 

slightly higher elevation and a speed of 190, heading at a course of 25. The pattern 

{B,O,B,O} occurs in one series and the pattern {O,B,O,B} occurs in two different series. 

Investigation of the original series showed that the course was represented accurately 

and that the elevation was represented closely. The speed was however represented 

badly. These patterns might seem interesting only because the object might is moving 

in an unusual course, since the original time series showed an object moving at a rather 

stable speed and elevation and with a variation in the course between 23 and 40. 

The pattern {D,A,F,G} represents an object moving at a low elevation and a speed of 

20, changing its course from 117 to 64, from 64 to 9 and from 9 to 338. The changes in 

course suggests that the object is making a left turn. The pattern occurs in four different 

series and investigation of the original series showed that the pattern was a good 

representation of the original series. The pattern thus seems to be a representation of 

objects making a slight turn to the left starting from a course of around 177. 
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Chart 10: Subsequence occurrences of length 2 and length 4. Both sorted by probability 

with the highest to the left and the lowest to the right. 

In Chart 11 the occurrences of subsequences of length 6 are presented. In this chart it 

is possible to find some patterns that are rather rare and frequent. The patterns farthest 

to the right that occur more than once are {B,O,B,O,B,O} and {O,B,O,B,O,B}. The 

meaning of the symbols “B” and “O” was explained previously for patterns of length 4. 

These two patterns occur in only one series, and further investigation of the original 

time series showed that the course was represented accurately by the pattern. The 

elevation was represented closely, the speed was however represented badly by the 

patterns. One possible reason for why the patterns seem interesting is the same as 

mentioned previously for patterns {O,B,O,B} and {B,O,B,O} of length 4. 

Two other frequent and rare patterns are {E,I,N,Q,M,H} and {I,N,Q,M,H,G}, with an 

occurrence of eight. Both patterns occur in two series, both of these patterns seem to 

represent objects making right turns, {E,I,N,Q,M,H} starting with a course of 178 and 

ending with a course of 318 and {I,N,Q,M,H,G} starting with a course of 208 and 

ending with a course of 338. As with several of the previously investigated series, the 

speed of the original time series was misrepresented.  
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Chart 11: Subsequence occurrences of length 6 in data set 2, sorted by probability with 

the highest probability to the left and the lowest probability to the right. 

The occurrences of subsequences of length 8 are shown in Chart 12 below. Two 

interesting patterns, are the patterns farthest to the right in the chart. They are however 

just variations of the symbols “B” and “O”, which was elaborated on for sequences of 

length 6 previously and will thus not be investigated here. 

Other interesting patterns are {D,J,E,I,N,Q,M,H} and {J,E,I,N,Q,M,H,G}, which seem 

to be extensions of the same right turns that were found for patterns of length 6. 

The patterns {H,G,F,B,A,C,D,J} occurring 12 times, {G,F,B,A,C,D,J,E} occurring 13 

times, {F,B,A,C,D,J,E,I} occurring 16 times and {B,A,C,D,J,E,I,N} occurring 15 times 

also look interesting because of their frequency compared to other patterns with a 

higher probability. All of these patterns are found in the same three series, and they 

look rather similar, all containing the subsequence {B,A,C,D,J}. The subsequence 

{B,A,C,D,J} represents an object moving at a rather low speed and elevation, while 

changing its course from 38 to 64 to 88 to 117 and last to 147, this pattern thus seem to 

represent a right turn of an object moving at a rather low speed. All of these patterns 

thus seem to be representations of right turns that start and end in different courses. 
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Chart 12: Occurrences of subsequences of length 8. Sorted by probability with the 

sequence with the highest probability to the left and the sequence with the lowest 

probability to the right. 

In the last chart for experiment 2, Chart 13, the occurrences of subsequence of length 

10 are presented; the sequences are sorted by probability with the highest probability 

to the left and the lowest probability to the right. In this chart it is easy to find some 

potentially interesting patterns. Some of the most interesting patterns in Chart 13 are 

{B,O,B,O,B,O,B,O,B,O}, {Q,M,H,G,F,B,A,C,D,J}, {F,B,A,C,D,J,E,I,N,Q} 

{H,G,F,B,A,C,D,J,E,I} and {G,F,B,A,C,D,J,E,I,N}. 

The pattern {B,O,B,O,B,O,B,O,B,O} represents an object that with a course that 

alternates between 38 and 25 and a speed that alternates between 20 and 190. The 

speed of the original series is misrepresented by the pattern, which was elaborated on 

for sequences of length 6 previously. 

The pattern {Q,M,H,G,F,B,A,C,D,J} occurs 8 times and represents an object at a low 

elevation varying slightly and a speed between 20 and 30 m/s for all symbols except Q 

and H that have a speed above 130 m/s. The pattern represents the following changes 

in course: 275 → 292 → 318 → 338 → 9 → 38 → 64 → 88 → 117 → 147. The pattern 

exists in one series in the data set and by investigating the original data, the course 

seem to be changing similarly. The elevation was slightly misrepresented and the speed 

was represented well for all symbols in the pattern except Q and H, which were too 

high. The changes in course are considerable and seem to be a right turn that is almost 

a circulation. 

The patterns {F,B,A,C,D,J,E,I,N,Q}, {H,G,F,B,A,C,D,J,E,I} and {G,F,B,A,C,D,J,E,I,N} 

all look similar to the previously investigated pattern {Q,M,H,G,F,B,A,C,D,J}, since 

they all contain the subsequence {F,B,A,C,D,J}. Each pattern seems to represent a 

sharp turn to the right, starting and ending in different courses. The series in which 

each pattern was found are shown in the table below. 
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Pattern Series containing the pattern 

{Q,M,H,G,F,B,A,C,D,J} S234 

{F,B,A,C,D,J,E,I,N,Q} S234, S239 

{H,G,F,B,A,C,D,J,E,I} S234 

{G,F,B,A,C,D,J,E,I,N} S234, S322 

 

All of the patterns occur in series S234, by looking at the patterns it is apparent that 

they all could be parts of a longer pattern in series S234. By aligning the symbols in the 

different patterns as shown below, the patterns seem to form a larger pattern 

{Q,M,H,G,F,B,A,C,D,J,E,I,N,Q}. 

Q M H G F B A C D J     

    F B A C D J E I N Q 

  H G F B A C D J E I   

   G F B A C D J E I N  

Q M H G F B A C D J E I N Q 

 

The reduced representation of S234 contains this pattern and this pattern represents 

an object making the following changes in course: 275 → 292 → 318 → 338 → 9 → 38 

→ 64 → 88 → 117 → 147 → 178 → 208 → 243 → 275. The pattern thus represents an 

object making a complete circulation, this pattern was also found in S234. By 

investigating the original series of series S234, the course was represented quite well; 

the elevation was represented closely but was not completely accurate. The speed of 

the original series was around 20 m/s and was represented accurately for the most 

part, however the speed was misrepresented by the symbols Q and H, which represent 

speeds of 180 and 130 respectively. 
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Chart 13: Occurrences of subsequences of length 10. Sorted by probability with the 

sequence with highest probability to the left and the sequence with the lowest 

probability to the right. 
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7 Discussion 
The original algorithm for the ARAVQ takes a time series as input and works directly 

on the input data. In order to use the same model vectors to classify several time series, 

the ARAVQ was first trained on all time series in a data set and stored the model vectors 

it had learned. Then the ARAVQ was set to classify all the time series in the data set, 

using the model vectors it had previously learned. This approach was used in this work 

in order to get a set of symbol strings that was represented with the same set of symbols 

and model vectors. There might be better ways for representing a set of symbol strings 

with the same set of symbols and model vectors, however the approach chosen was 

considered to be straight forward to implement and there would not be a struggle of 

mapping model vectors to the right symbols.  

Event extraction like the one used in Linåker (2003) was used to reduce the size of the 

symbol strings and only keep the symbols where an event occurred. The benefits of 

only keeping the extracted events are that the size of the sequences are reduced which 

makes computation and storage easier for large data sets, it was also assumed that the 

reduced representation would contain enough information to represent the movement 

patterns in the sequence. The consequences of reducing the sequences is that we lose 

the time aspect of the sequence, e.g. a reduced sequence should be able to represent an 

airplane flying straight ahead and then turning left, but information about for how long 

it flew straight ahead will be lost. However for this work, reducing the symbol series by 

extracting the events was considered to be the best approach since mining long 

patterns from large sequences of symbols would require more complex algorithms. 

To investigate if interesting patterns can be found in the symbolic representation of the 

radar data, a Markov chain model was used to calculate the probability for 

subsequences. The Markov chain model was chosen because there are some 

dependencies between the symbols, i.e. some symbols are more likely to follow directly 

after certain symbols than others, and thus it would not be correct to calculate the 

probability by multiplying the relative frequency of each symbol. The use of a Markov 

chain model was considered to be a better choice than using the relative symbol 

frequencies in order to calculate more realistic probabilities. 

Finding suitable ways to measure the interestingness of a pattern proved to be a rather 

complex task, especially since there are no known patterns in the data set. Significance 

tests were considered but did not seem to be suitable for the data. There are many types 

of measures of interestingness, however most of the measures are developed for 

specialized tasks and patterns. As mentioned in Han et.al. (2012b), interestingness is 

inherently subjective. In order to discover potentially interesting patterns in this work, 

two experiments were used which are based on well-known data mining concepts, the 

first one identifies rare patterns (anomalies) and in the second experiment patterns 

that are both frequent and rare are identified. The potentially interesting patterns were 

then investigated subjectively by looking at the meaning of the pattern and at the time 

series which were represented by the pattern. If the pattern represented something 

meaningful it was considered to be an interesting pattern. 
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By running the experiments on the reduced symbolic representations created by the 

ARAVQ and analysing the results, some potentially interesting patterns were 

discovered. These patterns were then further investigated, and some of these patterns 

were considered interesting, e.g. the pattern {M,L,P} in Experiment 1 on Data set 1 

seemed to be representing a take-off and the pattern {a,M,Y,S,C,T} discovered in 

Experiment 2 on Data set 1 represented a right turn starting from a certain course. 

Some of the potentially interesting patterns discovered such as {b,Y,b} did however 

turn out not to be a good representation of the time series it represented, the course 

was represented accurately but the representation of the speed was not good. As 

mentioned in chapter 6.1.1 this seemed to be caused by a combination of too few model 

vectors allocated and a course that was not stable. Another possible cause might be that 

the course becomes more important because it is represented in two dimensions and 

that the speed becomes less important since it is normalized from the maximum value 

1000 m/s while most series have a speed below 300 m/s. 

As expected, patterns with only two symbols seemed to be too short to be considered 

interesting in the experiments used in this work. By looking at the charts in chapter 

6.2.2, we could see that when the length of the patterns increased some patterns 

became more interesting. 

The approach used in this work used a fixed coordinate system, a symbol sequence 

would thus not be able to be a general representation of a concept such as a right turn. 

A symbol in this work was bound to represent a certain course, this means that two 

right turns that start with different courses will be represented by different symbol 

sequences. There might be other approaches which does not use a fixed coordinate 

system that could have been better to use, where a symbol sequence could be a general 

representation of a concept such as a right turn.  

The parameter settings used for the ARAVQ were not the most optimal since there was 

not enough time to test all possible parameter settings. This might have affected the 

result since it seemed like the ARAVQ might not have allocated enough model vectors 

to create good representations of all time series. 

7.1 Conclusion 

As defined in section 3.1.1, the hypothesis of this work was that ARAVQ could be used 

in the radar domain, since the movement of an object detected by radar is represented 

by a multivariate time series. The ARAVQ is assumed be able to detect significant 

changes in the multivariate time series and to create a one-dimensional representation 

of the series while preserving relevant patterns.  

As mentioned in the analysis of the results the ARAVQ was able to create a very good 

representation of some of the time series. The pattern {Y,S,C,T} discovered in chapter 

6.1.2 was discovered in 6 different time series which all seemed to make a similar right 

turn. This seems to provide support for the hypothesis, since the pattern discovered 

was able to represent similar regions in several time series. However as mentioned 
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before, there were some time series which were not represented very well and had 

patterns that were only able to represent the course and elevation correctly, this 

contradicts the hypothesis. This does not mean that the hypothesis is false; there might 

be parameter settings for the ARAVQ that might create a better representation of the 

time series by allocating more model vectors. Another reason for some series not being 

represented very accurately could be that the course variable should have been handled 

in a different way. It is also possible that the ARAVQ will not be able to accurately 

represent time series that are short and does not contain any stable regions since the 

ARAVQ uses a moving average to filter out noise. 

The question that this work attempted to answer was:  

Can interesting patterns be discovered in radar data that has been discretized with 

ARAVQ? 

Judging by the results in the previous chapter, it is possible to discover interesting 

patterns that represent something meaningful in the time series. However since the 

results also showed that some series are not represented accurately, it will not be 

possible to find all interesting patterns and some of the discovered potentially 

interesting patterns are not meaningful. 

Results presented in this work are not enough to draw conclusions to whether the 

ARAVQ is suitable for use in the radar domain. There needs to be a more systematic 

evaluation of the different parameter settings available, and there also needs to be 

more experiments carried out on more and larger datasets. 

7.2 Research ethics 

Resnik (2007) and Wohlin (2012) mention some of the most important ethical 

principles, the principles relevant for this work are: honesty, objectivity, carefulness, 

respect for intellectual property and confidentiality. 

This work has been carried out at the company SAAB – EDS and the data sets used in 

this work are company confidential. When analyzing the results of this work, as 

previously mentioned in Chapter 6, some details of the data has been left out in order 

to not break the confidentiality. However, the data presented is enough for analyzing 

the results of this work.  

When analyzing the results of the experiments used in this work, all data have been 

presented with honesty and no information has been fabricated or misrepresented. All 

steps and procedures to setup and run the experiments on the data sets have also been 

presented. 

The results of the experiments were analyzed as objectively as possible. For experiment 

2 in both data sets where some of the most frequent and rare patterns were selected, 

the selection was made as objectively as possible. There are of course more patterns 



 

45 
 

that are also interesting, but because it would be impractical to investigate all of them 

only the most protruding patterns were chosen. 

The authors of all material used in this work have all been credited accordingly. 

 

7.3 Future work 

Since the results showed that the ARAVQ seemed to successfully classify the direction 

variable but not the elevation and the speed, an obvious extension of this work is to do 

a more thorough evaluation of the parameter settings to find an optimal parameter 

setting for the ARAVQ. 

It would also be interesting to run more experiments to find interesting patterns. Such 

as running the ARAVQ on a dataset with known patterns and see how many patterns 

the ARAVQ can classify correctly. It would also be interesting to run an experiment to 

see if it is possible to detect recurring patterns in the data set and also to compare the 

ARAVQ to other techniques. 

To the author’s knowledge there has not been much research done on the ARAVQ 

outside of the robot domain and it would be interesting to see how it applies to other 

domains. 

Another area of future research is, as mentioned in the Problem section, to be able to 

create models of different behaviours of objects detected by radar. These models could 

be used to identify objects by comparing their behaviour to each model, e.g. comparing 

a series of an airplane to the models would identify the series as being an airplane and 

not a helicopter or any other type of object. 
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