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Abstract: Bottleneck is a common term used to describe the process/operation/person 

that constrains the performance of the whole system. Since Goldratt introduced his 

theory of constraint, not many will argue about the importance of identifying and 

then improving the bottleneck, in order to improve the performance of the entire 

system. Nevertheless, there exist various definitions of bottleneck, which make 

bottleneck identification and improvement not a straightforward task in practice. The 

theory introduced by Production Systems Engineering (PSE) that the bottleneck of a 

production line is where the infinitesimal improvement can lead to the largest 

improvement of the average throughput, has provided an inspirational and rigorous 

way to understand the nature of bottleneck. This is because it conceptually puts 

bottleneck identification and improvement into a single task. Nevertheless, it is said 

that a procedure to evaluate how the efficiency increase of each machine would 

affect the total performance of a line is hardly possible in most practical situations. 

But is this true?  

In this paper, we argue how multi-objective optimization fits nicely into the theory 

introduced by PSE and hence how it can be developed into a practical bottleneck 

improvement methodology. Numerical results from a real-world application study on 

a highly complex machining line are provided to justify the practical applicability of 

this new methodology.  
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1. INTRODUCTION 

 

Excellence in manufacturing is often a result of a combination of successive incremental investments in 

technology and improvements in equipment (Sim, 2001). But in complex production environments, where and 

what to invest and improve have been proven to be some very challenging tasks, even for seasoned production 

managers/engineers. In order to increase throughput and hence the operational expense of a company, Theory of 

Constraints (ToC), introduced by Goldratt in the 1980s (Goldratt, 1984), suggests that the key is to improve the 

constraint in its system. Like Lean Manufacturing and Six Sigma, ToC is another management theory that 

focuses on system improvement. But unlike Lean and Six Sigma, ToC specifically emphases that the 

performance of the entire value chain is limited by the strength of its weakest link (Nave, 2002). ToC states that 

in any system, there is a single constraint that is limiting the system’s overall ability to achieve a better goal. 

Therefore, the ToC procedure starts with identifying and exploiting the constraint, and then “elevating” it, in 

order to improve the entire system. As a matter of continuous improvement, this cycle is continuously repeated 

when the constraint has shifted to another part of the system. In a production system, such a constraint is very 

often referred to as the bottleneck.  

 



In the literature, there are various methods for detecting both momentary and steady-state bottlenecks. These 

include utilization of machines (Hopp and Spearman, 2000), blocking and starving patterns (Kuo, et al., 1996), 

data-driven approach (Li, 2009), shifting bottleneck detection (Roser, et al., 2001), multiple bottlenecks (Aneja 

and Punnen, 1999) as well as a method based on inter-departure time and failure cycle data (Sengupta, et al., 

2008). Nevertheless, all of these existing methods have the same deficiency: even if the overall constraint of the 

system can be identified down to a specific workstation or machine in the system, there is not enough 

information provided for determining what improvement action(s) has to be taken. This could, in some cases, be 

a serious disadvantage because local improvement of the wrong parameter may actually degrade the 

performance of the whole system (Ignizio, 2009). Another issue is how to interpret the results of the above-

mentioned methods when they are applied to complex production systems with buffers, parallel and serial flows, 

feedback loops, operational logic, rework, and variant-specific operations. It is likely that the more complex the 

system, a more effective method is needed in finding the right combination of improvement actions to enhance 

the performance of the system, especially within a limited budget. 

 

This paper introduces a completely new way to improve bottlenecks of production systems, through a seemingly 

irrelevant method, namely, multi-objective optimization (MOO). While in general, optimization can be used to 

find a solution to improve any bottleneck by formulating the improvement problem as an optimization problem. 

But in practice this is not straightforward as any decisions in an improvement project would become a matter of 

resolving conflicting objectives and require some compromise/trade-off. As a matter of fact, there is almost 

always some economical budget and/or technical constraint that limit the possibility to improve a bottleneck. 

Unlike single-objective optimization that the goal is to seek a single optimal solution to maximize or minimize a 

single optimization objective function, MOO aims at seeking a set of optimal trade-off solutions with respect to 

multiple (≥2) conflicting objectives (Deb, 2004). The method proposed in this paper is based on finding the most 

beneficial improvement combinations for a production line through the use of simulation-based multi-objective 

optimization. The input variables of the optimization problem are the local system parameters, such as machine 

cycle time, machine availability and mean down time that are considered to be possible to be improved. By 

simultaneously minimizing the total number of such changes and maximizing throughput of the system, 

solutions with the most beneficial throughput improvement, given the fewest number of system changes, will be 

found in a single optimization run.  

 

This paper provides the theoretical basis to show why such a MOO-based method fits well as a bottleneck 

improvement methodology, which we argue can produce more promising results than ToC and Lean 

Manufacturing. It also provides the numerical results from a real-world application study on a highly complex 

real-world machining line in an automotive manufacturer, to justify the practical applicability of the 

methodology. The rest of the paper is organized as follows. We have a closer look at some important definitions 

of bottleneck in Section 2. Section 3 introduces MOO and followed by Section 4 on how MOO fits nicely as an 

automated bottleneck identification and improvement method. The industrial application study is described and 

analyzed in Section 5. The paper is concluded with some comparisons to Lean manufacturing and ToC.    

 

 

2. BOTTLENECKS: A MATTER OF DEFINITIONS 


Bottleneck is a common term used not limited to production systems but any types of systems or processes in 

daily lives. By common sense, a bottleneck is a process/operation/person which constrains the performance of 

the whole system. It is by this common sense understanding of bottleneck that ToC is developed. Nevertheless, 

as a matter of fact, there are various definitions of bottleneck, which making the task of identifying the 

bottleneck process/operation/person not that straightforward in practice.  


2.1. Factory Physics 


In their award-winning textbook, “Factory Physics”, Hopp and Spearman (2000) define the capacity of a system 

as “the maximum average rate at which entities can flow through the system.” In this regard, utilization of a 

machine/station, um, is defined as: 

 

 
 

Where rm is the arrival rate into the machine and cm is the machine capacity, and N is the total number of 

machines.      

With this understanding of utilization, Factory Physics states that the bottleneck of a system is the station with 

the highest utilization. Recall that in queuing theory, the queuing time (QT) of a system will approach ∞ when um 



→1 because QT α u/u-1. Therefore, a basic principle of production system is that the throughput of a system is 

always less than its capacity. In general, the common understanding of practitioners in measuring average um in 

order to detect bottleneck conforms to this definition. In practical situations, both in real shopfloor and in 

simulation models, it is possible to measure the capacity of each station and the average rate parts flow into it, in 

order to determine um. But this kind of data measurement is actually seldom implemented, both in real and 

simulated production lines. Nonetheless, in the literature, there are other more advanced approaches to define 

and determine bottleneck. 

 

2.2. Toyota’s Shifting Bottleneck 

 

Shifting bottleneck detection was developed by the Toyota Software Laboratory in early 2000 (Roser, et al., 

2001), based on a similar concept introduced by Adam et al. (1988). It defines the machine with the longest 

average active period as the bottleneck. During production, the machines in a production line alter state over 

time. The different states: working, failed, setup, waiting, and blocked are logged together with information 

about breaks and unplanned activities in order to perform the shifting bottleneck analysis. The different states are 

grouped into active and in-active periods, in which the states working, failed, and setup are considered active.  

The momentary bottleneck is the machine with the longest active period. If there is an overlap between two 

consecutive bottlenecks, the overlap period is marked as a shifting bottleneck period and both bottlenecks are 

considered momentary bottlenecks during the shifting period, see Fig. 1. 

 

This method was further developed into a shifting bottleneck detector (Roser, et al., 2002) and was proven to 

work in almost all kind of resources such as machines, workers and AGVs. The probability of a resource to be a 

bottleneck is done by determining the percentage of time that has been sole and shifting bottleneck throughout 

the measuring period. For analysis, the method is also able to identify secondary bottlenecks. However, it is said 

that, ”the shifting bottleneck detection method has the one flaw of being slightly more difficult to implement” 

(Roser, et al., 2003) than other methods. 

 

Fig.1. Active periods in shifting bottleneck detection.  


 

Fig.2. Sole and shifting bottleneck (plotted in FACTS Analyzer).  



2.3. Production Systems Engineering 


The PSE textbook (Li and Meerkov, 2009) provides some rigorous concepts to understand the nature of 

bottlenecks. In terms of continuous improvements, they define two approaches: (1) constrained improvability, 

addressing the situation that a production system can be improved by re-allocating its existing resources, like re-

allocating workloads and buffer capacities; (2) unconstrained improvability is about identifying and then 

eliminating the bottleneck, by allocating new, additional resources, including additional buffer capacity, machine 

improvement through reducing processing times or even new machines, etc. In terms of unconstrained 

improvability, PSE further defines the concept of BN-m and BN-b, meaning bottleneck machines and bottleneck 

buffers, respectively. Assuming TH is the overall steady-state throughput of the production system, as measured 

as the average number of parts per unit of time coming out from the last machine.  A machine mi of a Bernoulli 

production line, with the probability of failure 1-pi (i.e. probability of up is pi), is the BN-m, if the infinitesimal 

improvement of pi can lead to the largest improvement of TH. Mathematically, 

 

Note that here TH is a function of the design/decision variables of the line represented by a vector x. For a 

Bernoulli line, as the one illustrated in Fig. 3 with total number of machines N=5, its configuration can be 

represented as x = [p1, …, pN, b1, …, bN-1]. For this example line, x = [0.92, 0.9, 0.95, 0.95, 0.92, 1, 2, 2, 1].  

 

Fig. 3. A simple flow line with N=5. 

 

Likewise, the concept of bottleneck buffer, BN-b, of a Bernoulli line can be defined as the buffer that leads to the 

largest increase of TH, if its capacity is increased by 1 (in most cases, buffer capacity is a discrete decision 

variable for discrete manufacturing), as compared with the increasing in other buffers: 

 

In this way, PSE has provided an inspirational and rigorous concept for understanding the nature of bottleneck 

because unlike the other definitions, it conceptually puts bottleneck identification and improvement into a single 

task. Nevertheless, even the PSE authors, Li and Meerkov (2009) have stated that a procedure to evaluate how 

the efficiency increase of each machine would affect the total performance of a line “is hardly possible in most 

practical situations”. But does there exist some way to make this possible in practical situations? Before 

answering this question, we shall first introduce the concept of multi-objective optimization. 

 


3. MULTI-OBJECTIVE OPTIMIZATION 

 

As the name suggests, MOO involves optimizing more than one objective simultaneously. Consider an MOO 

problem in its general mathematical form according to Deb (2004):   

 

Here, fm(x) represents the objectives, which can be minimized and maximized with x as a solution vector (or 

simply a solution), consisted of n decision variables within their respective lower bounds (xi
L) and upper bounds 

(xi
U). The solutions have also need to satisfy the inequality constraints, gj(x), and equality constraints, 

represented by hk(x). In many MOO applications, where the objectives fm(x) are in conflict with each other, 

finding a single best optimal solution is impossible because improving one objective would deteriorate the 

others. This gives rise to the concept of Pareto-optimality, describing the set of optimal solutions which are the 



best trade-offs with respect to fm(x). In order to determine such a set of optimal solutions, popularly known as 

Pareto-optimal solutions, the concept of dominance is commonly used by many MOO algorithms: 

Definition 1. A solution x1 is said to dominate the other solution x2, if both of the following two conditions hold 

true: 

1. The solution x1 is no worse than x2 in all M objectives. So without loss of generality, if we consider a 

problem of minimizing all fm(x) objectives, then fm(x1) ≤ fm(x2),  m = 1,2, …, M.. 

2. The solution x1 is strictly better than x2 in at least one objective, i.e.  such that fj(x1) < 

fj(x2).  

How this seemingly irrelevant concept of dominance can be effectively used to address bottleneck improvement 

will become apparent when we show how a system improvement problem can be formulated as an MOO 

problem. So, the key question raised in this paper, “what does MOO have to do with bottlenecks improvement?”, 

will be explained in the next section. 

 

4. MOO FOR BOTTLENECK IMPROVEMENT 

 

The basic idea proposed in (Pehrsson, et al., 2001a, b; 2013) was based on an observation that many decision-

making situations in production system improvement projects can be effectively formulated into an MOO 

problem. While the primary objective is usually related to a key performance measure, such as system 

throughput or total cycle time, the novelty of the approach proposed is on formulating the investments needed to 

improve various attributes of the system as a summation function to represent the second objective of the MOO 

problem. In a more generalized case, if the system throughput (TH) is the primary objective for the 

improvement, so that f1(x)= TH(x), then we can define the total number of changes, i.e. improvement actions, as 

the second objective function, f2(x), in the MOO problem. Precisely, if we consider three types of discrete, two-

level decision variables that can either be set to the system’s original value or to an improved value, caused by 

an improvement action, e.g. availability increase from αi to αi+ αi. Then, we can formulate the second objective, 

f2(x), in the MOO problem mathematically as a summation function of improvements:  

 

Where:  

 

Similarly, , if the processing time of machine i is unchanged. Otherwise, 1, if it’s cycle time is 

reduced (improved) from βi to βi+ βi. In the same manner, , if MDT of machine i is improved by γi.  

With such a formulation, the second objective function is a discrete function varies in the range [0, 3N] because 

the maximum number of changes can only be 3N. Fig. 4 illustrates this bi-objective problem in a graphical way, 

showing how the Pareto-optimal solutions in the objective space can be used for supporting the decision making 

in choosing the optimal (minimal) changes in order to achieve the maximum throughput. By using this figure 

and understanding the concept of dominance as described above, several important concepts are revealed: 

 The original throughput, TH0, represents the current condition when no improvement has been made. 

 If the target condition (some readers may notice that this term is borrowed from Toyota Kata by Rother 

(2009)) is THt, then the ‘optimal’ number of changes required for improving the line from TH0 to THt is 

4, denoted by the solution x1 which consists of the required improvement actions at the right positions 

to achieve this. All other solutions with f2(x), e.g.  x2 and x3 are ‘inferior’ to x1 because with the same 

number of changes, the throughputs achieved are lower.     

 THmax represents the maximum practical TH that the line can achieve no matter how many changes are 

implemented. Note that this is called maximum practical TH because in theory, if processing times of 

the workstations can be unlimitedly reduced, then the system throughput can be also unlimitedly 

increased (recall Little’s Law (Little, 1992)). Since reducing physical processing times can only be done 

to a limited extent as well as  and  are always practically <100% and >0 respectively, there is 

always a maximum practical THmax in a real production system.   



 If the target is to reach the maximum attainable THmax of the line, then Cmax improvement actions at the 

right places have to be implemented. In other words, (Cmax, THmax) denotes the optimal (combined) 

improvements that make the line achieves its maximum practical THmax.   

 Any solutions, xi, beyond (Cmax, THmax) with f1(xi) = THmax and f2(xi) > Cmax are dominated by (Cmax, 

THmax) because they require more, redundant improvement actions to reach THmax.  

 

x1

f1(x) = TH(x)

THmax

TH0

Inferior solutions: TH(x)=THmax but

f2(x) > Cmax

THt

f2(x) = 3N 

Rank 2 & 3 – dominated solutions

x2

x3

f2(x) = 4 f2(x) = Cmax

x3

 f2(x1)=f2(x2)=f2(x3)=4 but 

TH(x1)>TH(x2)>TH(x3)

  
 

Fig. 4. MOO for system improvement. 

 

With such an MOO approach, all attainable TH of the system, through various combinations of improvement 

actions, can be sought in a single optimization run. If a decision maker has decided for a certain target THt, the 

optimality of the corresponding solution found on the Pareto front is ensured by the dominance relation. Take the 

example as illustrated in Fig. 4, x1 dominates x2 and x2 dominates x3 because of the relation f2(x1)=f2(x2)=f2(x3)=4 

and TH(x1)>TH(x2)>TH(x3). Put this back into Definition 1, x1 is no worse than x2 and x3  in f2(x) but is strictly 

better than them in f1(x). And if we think of this relation in the light of the PSE definition of bottleneck, x1 then 

represents the optimal improvement combinations of x that can lead to the largest improvement of TH. On one 

hand, this approach deviates from the original definition of PSE because the optimization does not consider only 

each infinitesimally single change at a position (e.g. mi) but is more powerful in the sense that it can determine 

the largest improvement of TH with the optimal improvement combinations. More concretely, unlike in PSE that 

the determinations of BN-m and BN-b are separated (Li and Meerkov, 2009), the MOO approach can provide a 

more computationally-effective and accurate approach because combinations of improvements and buffer 

allocations can be evaluated simultaneously in the same optimization run. This advantage shall not be 

underestimated because the complex interactions between the buffers and the machines can cause joint effect in 

the system performance, which cannot be detected if the changes in the buffer allocation and other resource 

allocation are evaluated separately. On the other hand, the PSE definition provides a rigorous way to identify 

exactly where is the bottleneck, which may not be as straightforward when using the proposed MOO approach. 

But if multiple changes are essential to achieve the target condition desired by the production manager, then it is 

argued that MOO provides a more practical solution than PSE because possibly multiple bottlenecks have to be 

overcome, which making the identification of a single bottleneck less meaningful. Having said that, the 

indication of the exact bottleneck position(s) can be equally important than just improving the system. In order to 

acquire some deeper knowledge about the production system under study, an innovative post-optimality analysis 

proposed in (Pehrsson, 2013) is in order. Because of the limited space, we refer readers to his thesis for the 

details of the post-optimality analysis methods as well as for more experimental results on proving the validity of 

the MOO approach. In this paper, the practical applicability of the methodology to determine the bottleneck 

position is demonstrated through the results from an application study in a highly complex real-world machining 

line in a Swedish automotive manufacturer.  

 

 

 



5. A COMPLEX INDUSTRIAL APPLICATION 

 

The complex production line under study is the same one first presented in (Siegmund, et al., 2012), but in the 

current study the simulation model is re-built with FACTS Analyzer (Ng, et al., 2008), or simply FACTS 

hereafter, developed at the University of Skövde. There are two main features that distinguish FACTS from 

other production system simulation software: (1) rapid modelling, no programming, easy to learn and use; (2) 

tightly integrated with powerful multi-objective optimization algorithms, making optimization of production 

systems straightforward. This latter feature renders any FACTS models to flexibly cope with a list of generic 

optimization parameters, instead of like the case in many commercial discrete-event simulation software in 

which tailored optimization parameters have to be added, usually in form of programming code, to the models. 

The snapshot of the FACTS model in Fig. 5 illustrates the complexity of the production system. The production 

line includes several parallel sections, assembly stations, machines with several operations, portal cranes for 

complex variants handling, etc. The size and complexity of the line makes it extremely hard to locate what to 

improve, let alone the effect of each improvement. With the objectives to simultaneously maximize the system 

throughput as well as to minimize the number of improvements, to apply simulation-based MOO is in order. The 

production engineers in charge of the production line provided improvement options like reduced processing 

times (per variant where applicable), increased availabilities, and reduced mean times to repair. The levels of the 

improvement (from the original value) are varied between different stations. Table 1 lists the number of 

improvement variables of each type and also the range of the improvements of that type, e.g. the processing time 

reduction ranges from only 0.2 % for one station to 41.8 % for another station. That sums up to 464 

improvement alternatives represented in the optimization problem as binary Multiple Choice Set (MCS) 

variables (Bernedixen and Ng, 2014). That is equivalent to 2464 ≈ 4.8E+139 possible improvement combinations. 

 

 

Table 1. Improvement details. 

 

Type of 

improvement 

variable 

Number of 

variables 

of this type 

Range  

(min-max) 

Processing 

time 
317 -0.2% to -41.8% 

Availability 82 
+0.1% to 

+23.8% 

Mean time to 

repair 
65 -5.5% to -92.1% 

Fig. 5. FACTS model of the complex machining line and its MOO results. 

 



The optimization results generated from the well-known NSGA-II algorithm developed by Deb et al. (2002) for 

this MOO problem are also shown in the data plot in Fig. 5. In order to conceal the real data of the company, 

here TH is expressed as relative change in percent from the initial state with no improvements (i.e. TH0). It can 

be seen that these improvements can improve the TH significantly (over 80 %) and a substantial improvement 

(about 50 %) can be achieved with only 7 improvements. 

 

Inspired by a specialized innovization procedure to give a rank order for sports player selection (Ahmed, et al., 

2013), the importance of the different improvements among the best solutions (black dots in the sub-plot in Fig. 

5) is determined by a simple frequency analysis. In this case, the best solutions have been selected as the rank 1 

to 5 solutions, ranked using the fast non-dominated sorting described in (Deb, et al., 2002). The frequency 

analysis simply calculates the frequency of each improvement among these best solutions. The 20 most frequent 

ones are shown in Fig. 6. Here, operation OP095 stands out as the most influencing station – 5 out of the top 20 

most frequent improvements are related to OP095, one for the availability (Avb) and the other 4 for the 

processing times (PT) for processing different product variants on OP095. 

In-line with the concept of automated innovization that various data mining techniques can be used to perform 

post-optimality analyses on the generated MOO datasets (Ng, et al., 2011), more advanced data mining 

techniques have been applied on the rank 1-5 solutions in order to extract patterns/rules/knowledge from the 

optimal solutions. Particularly, Fig. 7 shows the bar chart indicating the importance of both individual 

improvement actions and their interactions (highlighted in red), using the Apriori Algorithm of Sequential 

Pattern Mining (SPM) (Agrawal and Srikant, 1995).  

 
 

Fig. 6. The 20 most frequent (%) improvement actions among the best MOO solutions. 
 

 
 

Fig. 7: Significance (%) of improvement actions and their interactions generated by running sequential pattern 

mining on the MOO data. 



While this type of plot resembles Pareto chart generated from DoE (Faget, et al., 2005), it should be noticed DoE 

does not consider the effect of minimizing the number of changes as the proposed MOO-based approach. The 

SPM results provide a cross-validation test for the simple frequency analysis to pinpoint exactly that OP95, 

OP96, OP97, OP136 & OP119 are the “problematic” stations. In addition, the high importance about their 

improvement combinations, e.g. availability of OP95 AND OP96, as appears as the third highest significance in 

Fig. 7, gives a strong indication that bottleneck cannot be addressed effectively using the “detect, exploit and 

elevate” cycles, each on a single bottleneck, as proposed in ToC.  

 

6. DISCUSSIONS AND CONCLUSIONS 

This paper has illustrated how MOO can be used to generate the optimal improvement combinations for 

bottleneck of production systems. By the definition of PSE, a bottleneck is the machine that is most sensitive to 

throughput from the system compared to the improvement of a machine which is not the bottleneck. The 

magnitude of a bottleneck can be defined as the magnitude of the machine’s throughput effect related to the 

system’s throughput. The MOO-based method proposed in this paper has offered the opportunity for a decision 

maker in continuous system improvement to gain insight into the system’s behavior, the nature of the 

constraints, and the optimal improvement actions required to achieve the desired system performance. In contrast 

to ToC, which relies on repeated cycles of “detect, exploit and elevate” and Toyota Kata, which relies on 

defining step by step the experimentation of single improvement that can lead towards the target condition, the 

proposed MOO method is powerful, in the sense that all attainable TH levels and the corresponding optimal 

combinations of improvement actions are generated automatically in a single optimization run.  

One may notice that we mentioned about investment cost and limited budgets in the beginning of this paper, but 

they are not further discussed. As a matter of fact, in a practical application, if the decision maker can relate 

every change to a cost figure, then the MOO problem can be formulated readily as a cost of changes versus TH 

problem. Actually, this has already been done in our previous studies (Pehrsson, et al., 2001a, b; 2013). While 

this may be a convenient option for the decision maker, it is argued in the current paper that for the sake of 

acquiring deeper knowledge on the system under study, an MOO run for generating a “number of changes versus 

TH” data plot is still necessary and informative for identifying which are the most influencing decision variables. 

Those changes might be prohibitively expensive or even technically impossible to improve, unless, for instance, 

replaced with a new piece of equipment. Nevertheless, there is no doubt that for any production line 

managers/engineers, they are keen to know accurately where and what is their real bottleneck. 
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