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Abstract 
 

Due to limited hardware, effectively using the available resources is crucial for mobile 

games. Texture compression is a fundamental technique in game development to 

reduce the demand of memory and bandwidth usage. This thesis evaluates JPEG, 

PVRTC and uncompressed PVR with emphasis on loading time, memory footprint, 

application size and visual quality. The goal of this case study is to find the most 

suitable compression technique for a specific game. A variant of uncompressed PVR, 

RGBA4444, was found to be the best technique to use in this case. It was also 

concluded that JPEG compression in general is a bad choice for games due to the lack 

of an alpha channel. Severe visual artifacts were noticed on frame-by-frame animation 

when using PVRTC. It is therefore interesting to investigate other animation 

techniques, such as skeletal animation, in combination with texture compression, to 

avoid such artifacts. 
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1 Introduction 

The mobile market is expanding quickly, from 3.3 billion mobile subscriptions in 2008 to 

about 6 billion subscriptions in 2011. This means, according to the International 

Telecommunications Union (2012), around 87% of the global population has access to a 

mobile phone. Besides this growth in users, the devices have been evolving from a 

communication tool to a multimedia entertainment device (Capin, Pulli & Akenine-Möller, 

2008). People now carry more computational power in their pockets than the old super 

computers had. Due to this expansion of users and improvements in technology, the gaming 

industry has evolved with this trend. Making games for mobile devices allow developers to 

reach a lot of users and a broader audience compared to other platforms such as console and 

PC. This new gaming audience includes all ages, both genders (Koivisto, 2006) and people 

who are new to digital games. 

The mobile platform still has considerably weaker hardware than desktop computers. It is 

therefore necessary to use the available resources in the most efficient way. Computational 

power, memory size and memory bandwidth are some of the limited resources. Texture 

compression is an optimization technique used to reduce the demand on memory size and 

memory bandwidth. Beers, Agrawala and Chaddha (1996) introduced texture compression 

for real-time graphics with their research. The idea is to store compressed representations of 

the textures in memory and decompress the textures when accessed. 

This thesis is focused around a case study. The case in question is an iOS game based on an 

already developed Flash game. Therefore, the art assets from the Flash game are reused for 

the iOS version. Since the iOS game uses textures, instead of the vector graphics used in 

Flash, all assets have to be exported to textures. This is where texture compression becomes 

necessary because of the limited hardware in mobile devices. 

The goal of this thesis is to find the most suitable texture compression technique for the case. 

The three chosen techniques to be evaluated are PVRTC (PowerVR Texture Compression), 

JPEG (Joint Photographic Experts Group) compression and uncompressed PVR. Two 

variants from both PVRTC and uncompressed PVR are included in the evaluation. The 

variants of PVRTC are PVRTC4 and PVRTC2, where the number specifies the size in bits per 

pixel. RGBA8888 and RGBA4444 are the two variants of uncompressed PVR that also took 

part in the evaluation. RGBA8888 essentially has the same visual quality as uncompressed 

textures. The evaluation put emphasis on both the technical characteristics and visual 

quality. Two methods were necessary to answer the question of the thesis. The technical 

measurements were executed using benchmarking and profiling tools while the visual 

quality was measured through a subjective user study. 

A test environment was developed in order to conduct the measurements and the user study. 

The test environment was based on the current state of the case study game. All art assets 

were exported in the five different formats that were chosen. 

The results showed that JPEG compression is a bad choice for the case study as well as 

games in general. The other techniques had the typical trade-off between technical aspects 

and visual quality. The techniques with lower hardware demands also had worse visual 

quality. 
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2 Background 

The purpose of this chapter is to examine the current state of mobile platforms, mobile 

hardware and texture compression. Terms for measuring texture compression techniques in 

the context of the case study are also defined in this chapter. 

2.1 Platforms 

During the last couple of years, new giants have risen in the smartphone industry. Google 

released the Android operating system for smartphones in 2008 and have since then taken 

more than half of the market share for smartphone operating systems (Yahoo, 2012), as 

Figure 1 illustrates. 

 

Figure 1 A diagram illustrating the market share of smartphone platforms 
(Evans, 2012). 

When developing mobile games, the current de facto platforms are Android and iOS. Arthur 

(2012) states that iOS users, for the time being, spend more money on applications than 

Android users. However, Android users are starting to catch up. 

The term smartphone has been used for quite some time. The Oxford Dictionaries defines 

the term as “a mobile phone that is able to perform many of the functions of a computer, 

typically having a relatively large screen and an operating system capable of running general-

purpose applications” (2013). The time when cellphones turned into smartphones can be 

discussed. However, the evolution of the smartphone took a big step when touchscreens 

were introduced on the market. The interaction possibilities expanded from a button panel 

to touch gestures and gyroscopes. These new possibilities took mobile games to a new era 

and allowed developers to get even more creative. On the other hand, bigger screens with 

higher resolution demanded more powerful graphics hardware. 



 3 

2.2 Mobile Graphics 

The building block of computer graphics is triangles. The graphics hardware is therefore 

designed to perform one task very fast; render triangles. Triangles are the fundamental 

building blocks in both 2D and 3D graphics. However, the details in 2D and 3D graphics are 

applied in different ways, illustrated in Figure 2. 

 

Figure 2 A comparison of triangle use for a 3D model and a 2D sprite. A detailed 
3D model requires a lot of triangles while a 2D sprite requires 2 triangles to make up 
a rectangle. The 3D model was created by Olle Brännström (see section 7.4) and the 

2D sprite is from Batman Returns (1993). 

When creating a 3D model, artists can apply more details to the model by adding geometry 

or by using textures. However, this is not the case in 2D graphics, since the artists are 

restricted to draw on a rectangle. Therefore, details in 2D graphics are added through the 

texture since the geometry is already defined. 

The graphics hardware uses a pipeline to process triangles. This pipeline converts the 

triangles to coordinates on the screen and finally set the color for each pixel. 2D games also 

use the 3D graphics pipeline without taking advantage of the third coordinate. The triangles 

receive color from textures that are glued onto the triangles (Capin et al., 2008). This applies 

for both 2D and 3D graphics, but it is not as obvious that 2D graphics are built on triangles, 



 4 

as a common notion is to refer to pixels for 2D graphics. One graphical object in a 2D game is 

referred to as a sprite. A sprite is essentially a texture attached to a rectangle made up by two 

triangles, as seen in the right image in Figure 2. In the case of 2D and 3D graphics, textures 

are attached onto triangles using a technique called texture mapping. Texture mapping 

creates an additional coordinate space, referred to as “uv coordinates”. These coordinates 

map a texel (texture pixel) in the texture to an area on the triangle adding detail to the 

geometry. These capabilities have been available in desktop computers for quite some time; 

however, mobile devices are becoming more powerful bringing the same principles of 

rendering to the users pocket. 

The fast rate of graphics hardware development for desktop computers has helped mobile 

graphics to its current state. Though, mobile graphics is facing some new issues that are not 

concerning desktop graphics. Capin et al. (2008) point out the limited power supply and 

computational power for mobile devices as two of the issues. Due to these new issues, 

researchers are trying to find more efficient mobile architectures, and many suggestions are 

based upon the standard geometry pipeline found in desktop graphics hardware (Xiao, Zhu, 

Wang & Wan, 2010; Sohn, Woo & Yoo, 2002; Kameyama et al., 2003; Akenine-Möller & 

Ström, 2003).  

Since the hardware architecture is similar, it becomes possible to find the older desktop 

hardware that performs similar to the current state of mobile hardware. The source code of 

the old popular 3D game Quake 3 has been publicly released. This resulted in ports to mobile 

platforms such as Android, seen in Figure 3 (Anand, Thirugnanam, Sebastian, Kannan, 

Ananda, Chan & Balan, 2011). Since this game is playable on both desktop computers and 

Android devices, it becomes a good benchmark to use.  

 

Figure 3 Quake 3 on a Motorola Driod (HDBlog.it, 2010). 

3D games, like Quake 3, make good use of each stage in the graphics pipeline for comparing 

purposes. In order to render such graphical applications efficiently, dedicated graphics 

hardware is needed. Quake 3 was released for PC in 1999 and is playable on several mobile 

devices 11 years later. This comparison is good for understanding the rapid hardware 

development, but also recognizing that there are still limitations in mobile devices. 
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2.2.1 Hardware 

The hardware in currently popular smartphones, such as iPhone and Android phones, have a 

CPU (central processing unit) and a GPU (graphics processing unit). In some cases, these 

processors have several cores, which can be seen in Table 1. While this bears close 

resemblance to the hardware in desktop computers, there are a few key differences that 

separate the mobile hardware from the desktop computer hardware. Most obvious is the size 

difference between a mobile phone and desktop computer. A desktop computer can, because 

of its design and size, have a lot of different chips connected to the motherboard, each 

focused on a specific task. However, mobile devices are built with a “system-on-a-chip”, also 

known as SoC (Tunjic , 2012). These chips contain both the CPU and the GPU in mobile 

devices (Akenine-Möller & Ström, 2008).  There are many different SoC manufacturers 

within the industry of hardware for mobile devices. The hardware of some of the latest iOS 

and Andriod devices can be seen in Table 1. 

Table 1 A list of modern iOS and Andriod devices (Tunjic, 2012; Apple, 2013). 

 iPhone 5 iPad Mini HTC One X+ Samsung 

Galaxy S3 

SoC Apple A4 Apple A5 Tegra 3 T33 Exynos 4412 

CPU Swift (Apple) ARM Cortex-A9 ARM Cortex-A9 ARM Cortex-A9 

CPU clock 

(cores) 

1300 MHz (2) 1000 MHz (2) 1600 MHz (4) 1400 MHz (4) 

RAM (MB) 1024 512 1024 1024 

GPU PowerVR 

SGX543MP3 

PowerVR 

SGX543MP2 

ULP GeForce ARM Mali-400 

MP4 

GPU clock 

(cores) 

266 MHz (3) 250 MHz (2) 520 MHz (12) 400 MHz (4) 

 

Antti Nurminen (in Pulli & Scott (2008)) discusses the issues of limited CPU power, small 

memory and slow memory on mobile devices when using 3D applications. This also concerns 

2D graphics, as it uses the 3D graphics pipeline. The SoC hardware is continuously 

improving, however, in some areas more than others. The yearly increase in processing 

capabilities is about 71%. On the other hand, dynamic RAM (random access memory) 

bandwidth increases only by 25% a year according to Capin et al. (2008). Owens concludes 

the same by stating “An important trend in real-time graphics rendering is that growth in 

computational power and RAM size outpace growth in memory bandwidth“ (in Ström & 

Wennersten (2011, p. 177)). 

The memory bus bandwidth is crucial for computer graphics since the textures that are to be 

rendered needs to be loaded over the memory bus. The memory bus bottleneck is very 

noticeable in 3D real-time applications where a lot of texture data is transferred over the bus 

(Fenney, 2003). This problem can be solved by using texture compression, a fundamental 
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technique to reduce memory usage and bandwidth, according to Ström and Akenine-Möller 

(2004) and Capin et al. (2008). 

2.3 Texture Compression 

Texture compression for real-time graphics was first introduced by Beers et al. (1996). The 

idea is to store compressed textures, load them compressed over the memory bus and 

decompress them on-the-fly (Ström & Wennersten, 2011). Beers et al. (1996) and Fenney 

(2003) define the four issues that have to be taken into account when choosing a 

compression scheme for real-time applications such as games. 

Decoding speed: As the textures have to be rendered from the compressed representation, 

it is highly important that the decoding is quick. Simply put, every time the GPU look up a 

specific texture coordinate, the decoding process is executed. The decoding algorithm should 

be simple since it makes it easier and cheaper to implement in the hardware. 

Random access: It is unpredictable to know how the texture will be accessed. It is 

therefore important to have a fast access time to any arbitrary texel. 

Compression rate and visual quality:  The compression rate and visual quality is 

related because a more compressed texture will be subject to more visual artifacts. Visual 

quality is best perceived in a context, instead of a single texture outside of its context. 

Encoding speed: Since the textures are encoded before put into storage, the encoding 

speed is not close to as crucial as the decoding speed. Fast encoding is therefore not a 

priority. 

There are two ways of compressing textures: lossy and lossless. The lossy texture 

compression techniques will at some point introduce error in the texture. After error has 

been introduced by the compression, the result from decoding the texture will be an 

approximation of the original texture. A lossless compression technique always returns an 

exact representation of the original image. When using a lossy compression technique, there 

is sometimes an option for how heavy the texture can be compressed. The more a texture is 

compressed, the more artifacts become visible resulting in reduced visual quality (Ström & 

Wennersten, 2011; Eskicioglu & Fisher, 1993). 

There are two other categories of texture compression techniques other than lossy and 

lossless compression. A texture compression technique can be either of fixed-rate or not. The 

fixed-rate compression algorithms always give the same bits per pixel (bpp) value for the 

texture. This means that a texture of size NxN will always be compressed to the same file size 

independent of the content in the texture. Compression techniques that are not fixed-rate 

can compress some textures better than others depending on the content. Beers et al. (1996) 

and Fenney (2003) argue that non-fixed compression techniques have slower random 

memory access since there is no pre-defined structure of the texel data. 

The research area concerned with texture compression has expanded to include the mobile 

trend. Certain compression techniques such as PVRTC (Fenney, 2003) are developed with 

mobile devices in mind. PVRTC is the official texture compression technique used for all iOS 

devices. As seen earlier in Table 1, the iPhone 5 and iPad Mini uses a PowerVR GPU. The 

PowerVR chips have built-in hardware support for decoding of the PVRTC format (Krause, 

2007). 
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The following subchapters go into detail on how two texture compression techniques works: 

JPEG and PVRTC. Two variants of uncompressed PVR, one lossless and one lossy, is also 

explained briefly. The purpose of these techniques varies, as JPEG is an image compression 

technique, while PVRTC and uncompressed PVR are texture compression techniques. Image 

compression is a general term that applies to all digital images while texture compression is 

specific in the sense that the textures are used in graphical application such as games. This 

difference is important since a vast majority of games require transparency. A sprite in a 2D 

game is drawn on a rectangle, as explained in section 2.2. If the shape of the sprite is not 

rectangular, the pixels that are not wanted can be made transparent, thus hiding the fact that 

the sprite is drawn on a rectangle. A texture compression technique is designed to handle 

transparency (alpha), but an image compression technique does not have this requirement.  

2.3.1 JPEG 

Wallace (1991) suggested the JPEG image compression as an industry standard in 1991. It is 

currently a widely used format for digital images and can be seen on the Internet, in digital 

cameras and other contexts. However, JPEG does not support transparency (alpha), which is 

crucial for sprites. JPEG is a lossy compression algorithm. The error is introduced during the 

Quantizer stage in the compression pipeline, seen in seen in Figure 4. 

 

Figure 4 The stages that make up the JPEG encoding pipeline are the FDCT, the 
Quantizer and the Entropy Encoder stage. Based on Wallace (1991). 

The encoding of JPEG images start by dividing the image into blocks of 8x8 pixels. Larger 

blocks are faster to encode and decode, but also result in worse quality. Smaller blocks are 

more expensive to encode and decode, but provide better quality. The result from a 

subjective picture quality study showed that 8x8 blocks is the best trade-off, which is why 

8x8 blocks are always used in JPEG compression (Wallace, 1991). These blocks consist of 

three channels: red, green and blue (RGB). The straightforward approach would be to 

encode the R, G and B channels separately, but there is usually a lot of correspondence 

between the colors of neighbor pixels. To exploit this, the RGB colors are transformed into 

the YCbCr color space where the Y-value represents luminance (brightness) and the 

remaining channels contain the chrominance colors. This representation of color is 

beneficial because there is more correspondence between the channels over the 8x8 blocks 

compared to the RGB representation. Each of these blocks is passed through the encoding 

pipeline seen in Figure 4. 

The first stage in this pipeline is the forward discrete cosine transformation (FDCT). The 

goal of this transformation is to transform the data for each of the 8x8 blocks to a more 
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compression-friendly representation. After the FDCT, the data for each channel is 

represented in a frequency domain, not as brightness or color. The low frequencies are 

contained in the region of the top-left corner in Figure 5 (left) and the high frequencies are 

found in the bottom-right corner. High frequencies in an image are sharp transitions in color 

or brightness. However, images usually interpolate colors and brightness over many pixels, 

making the higher frequencies less relevant. The coefficients close to the top-left corner carry 

most of the important information while the coefficients in the bottom-right corner carry the 

high frequencies. Thus, the lower frequency coefficients are represented using more bits 

(more precision) than the high frequency coefficients. The coefficients are stored as a one-

dimensional array in order of the zig-zag pattern seen in Figure 5 (right). The reason why 

this representation is beneficial is explained along with the Quantizer stage.  

 

Figure 5 This figure visualizes the result from the DCT with the spread of 
frequencies (left) and how the coefficients are stored according to the zig-zag pattern 

(right) (Liu & Wang, 2013). 

The FDCT transformation is linear and based on cosine curves making it reversible for 

decoding the image. There is still no error introduced after the FDCT stage. The image can 

therefore be transformed back to its exact original state. As mentioned, this stage transforms 

the data to a more efficient representation for the following stage, the Quantizer. 

The Quantizer stage is where error is introduced in the picture, but also most of the 

compression. After this stage has been applied, the decoded image will be an approximation 

of the original image. This stage simply takes the values given by the FDTC stage and round 

them to a lower value. An example with the value 29 follows below. 

floor(29 / 4) * 4 = 28 

floor(29 / 8) * 8 = 24 

floor(29 / 16) * 16 = 16 

The value 29 is divided by the parameter that defines how heavy the image is compressed. A 

higher number leads to less precision, resulting in worse visual quality. The idea behind 
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rounding the value is that the human eye has a hard time to notice such a slight difference. It 

also reduces the number of different values, as similar values are rounded to the same result, 

which is useful for the next and last stage of the encoding pipeline. As mentioned earlier, the 

less significant values in the end of the frequency representation, also seen as the end of the 

zig-zag sequence, are represented by fewer bits. Eventually, these values are rounded down 

to zero. Instead of spending one bit for each following zero, JPEG saves storage by putting an 

“end sign” where the remaining values for the 8x8 block is zero. JPEG is not a fixed-rate 

compression technique because different positions of the end sign result in a different 

amount of data saved depending on the image content. 

The last stage in the pipeline, referred to as the Entropy Encoder, benefit from fewer possible 

values and the end sign. This stage applies Huffman coding (Huffman, 1952), another well-

known lossless compression algorithm. In short, Huffman coding looks at the probability of 

how often a value appears in the sequence. Based on this information, each value is assigned 

a bit code. The more often a value appears the shorter bit code it receives. Rounding the 

values therefore becomes beneficial since it converts similar values to the same value. 

The image is fully encoded after the Entropy Encoder. To decode the image, the stages are 

executed in the reverse order using the table from Huffman coding and inverse 

transformations. The decoding takes the image from Huffman coding to frequency 

representation, from frequency representation to YCbCr color space and finally back to the 

RGB color space. At last, the 8x8 blocks are put together resulting the full image. 

Using JPEG in games require a certain approach since JPEG does not have an alpha channel 

to handle transparency. To solve this, a separate texture containing an alpha mask has to be 

accounted for as well. An alpha mask is a gray scale texture storing the alpha value. Because 

each of the RGB channels store the same data, alpha masks can usually have a high 

compression rate reducing their size considerably. The JPEG texture and the JPEG alpha 

mask can be combined into one texture when loaded by a game. 

2.3.2 PVRTC 

Fenney (2003) developed PVRTC with the goal to create a low-bandwidth and low-cost 

texture compression technique suitable for mobile devices. Fenney explain that common 

compression techniques, such as JPEG, do not allow for random access of texel data since 

the techniques are not fixed-rate. Beers et al. (1996) pointed out that random access is 

important, as texture accesses are unpredictable. PVRTC is a fixed-rate compression 

technique with either 4 bpp or 2 bpp compression rates. The 4 bpp and 2 bpp algorithms are 

very similar, however, this thesis explain the 4 bpp version for a texture with an alpha 

channel. 

The concept of PVRTC is to store two colors, A and B, per 4x4 block of texels and a 

modulation value for each texel. Instead of explaining the encoding process, as for JPEG 

compression, PVRTC is better explained through the decoding process illustrated in Figure 

6. 
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Figure 6 The decoding process of a PVRTC texture begins by scaling up image A 
and B sixteen times. The modulation value for each texel determine how much of 

each color that affect the end result. 

The algorithm upscale the two colors with bilinear filtering, similar to linear filtering, over 

the area surrounding the texel of interest.  These two colors are linearly blended according to 

the modulation value for that texel creating the final color. The modulation value decides 

how much of color A and color B that affect the final color. The encoding process is explained 

later in this chapter to understand how these colors and modulation values are derived.  

The encoding process starts out similar to JPEG as the texels are transformed into a 

frequency domain. PVRTC is using a linear wavelet transform for this instead of the DCT 

used by JPEG. The wavelet transformation is similar to DCT, but does not use cosine 

functions. The wavelet basis differs from the cosine and sine basis by being more localized in 

space, but is similar to cosine and sine as it is quite localized in frequency (Press, Teukolsky, 

Vetterling & Flannery, 2007). A low-pass filter is applied, similar to the JPEG Quantizer 

stage, to “cut off” the high frequency coefficients leaving behind only the low frequency 

coefficients. The low-pass filtering is followed by a bilinear interpolation. A bilinear 

interpolation performs a linear interpolation in the first direction followed by another linear 

interpolation in the other direction. The center texel for the bilinear interpolation is set to 

coordinate 2,2 for each 4x4 block. The bilinear interpolation is affecting surrounding blocks. 

Blocks can be affected by surrounding blocks. The artifacts that appear when blocks are 

individually encoded are therefore avoided. The two images, A and B, are initially generated 

at a full resolution after the bilinear interpolation, seen in Figure 7. 



 11 

 

Figure 7 This figure display the three images used by PVRTC. A and B show the 
low frequencies stored as two colors for each 4x4 block while the modulation value 

(M) contain the high frequencies.  (Geldreich, 2013). 

These two colors, stored for each 4x4 block, represent the low frequency in the image. 

Fenney (2003) refers to these colors as A and B, but the difference between the colors is that 

one contains lower frequency (left) while the other contains a slightly higher frequency 

(center). However, the highest frequency is stored in the modulation image (right). At this 

stage, the PVRTC encoding aims to reduce the square error in these frequencies by an 

iterative process. For more details on this process, see Fenney’s (2003) paper. 

The left and center images in Figure 7 are downscaled four times in each dimension. Because 

of this, all 16 texels in each block are represented by one center texel that stores two colors. 

However, the modulation image to the right is stored in full scale with one value per texel. 

Figure 8 shows how the 64 bits per 4x4 block represent the colors and modulation in Figure 

7. 

 

Figure 8 Color A and color B are stored with 15/16 bits per color while the 
modulation values store 2 bits per pixel. One bit is used to flag whether the image is 

opaque or transparent. 

Textures with transparency have 4 bits for red, 4 bits for blue, either 3 or 4 bits for green and 

3 bits for alpha (R4 G4 B3/4 A3). Opaque images have more detail for the color values (R5 

G5 B4/5). The modulation value has a precision of 2 bits for each of the 16 texels in each 4x4 

block. The combination of the two bits are different for transparent and opaque textures, see 

Table 2 for details on the available blending factors. 

 

A B M 
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Table 2 The different modulation values (blending factors) for transparent and opaque 

textures. Compressing images with alpha has two options for the factor of 4/8 (*) to avoid 

specific artifacts introduced by transparency. See Fenney (2003) for more details. 

Bit pattern Opaque (blending 

factor) 

Transparent 

(blending factor) 

0 0 0/8 0/8 

0 1 3/8 4/8 

1 0 5/8 4/8 (*) 

1 1 8/8 8/8 

 

The modulation values, also referred to as blending factor, decide how much influence color 

A and B has on the final color. For example, color A is blue and color B is yellow. Both colors 

are going through the “Linear Blend” in Figure 6. If the modulation value is 0 (0/8), the 

output color from the linear blend will be blue. On the other hand, if the modulation value is 

1 (8/8), the output color will be yellow. However, if the modulation value is 0,5 (4/8), both 

colors are blended with an equal weight resulting in green as the output color. Worth 

mentioning is that color A and B rarely differs as much as in this example, which can be seen 

in Figure 7. 

The illustration in Figure 6 might be clearer as the decoding process have been explained. 

Since Image A and B in Figure 6 are downscaled 4 times in each dimension, the bilinear 

upscale fills the 15 missing texels in each block with influence from surrounding blocks. The 

texel of interest is the result of a linear blending between the color in image A and B. The 

modulation value for the texel of interest determine how much each color affect the final 

color. 

2.3.3 Uncompressed PVR 

Tools such as TexturePacker (2013) used to encode textures to the PVRTC format also offer 

uncompressed PVR. This format can represent a texture of full quality with 32 bpp, but 

differs from other texture formats of the same quality, as it uses the same container as 

PVRTC. This is beneficial since PVRTC is hardware supported by iOS devices.  

Uncompressed PVR can still save texture memory, but not as intelligent as PVRTC. This is 

achieved by reducing the number of bits representing each color channel. Some of the 

available choices are RGBA8888, RGBA5551, RGBA4444, RGB888 and RGB565. For 

example, RGBA4444 require half the bits of an RGBA8888 texture, but are limited to 4096 

colors instead of 16777216 colors. The original colors are approximated to the closest 

available color in the limited color palette. 

This approach can be both lossy and lossless. A texture created using 32 bpp exported using 

RGBA8888 do not suffer any loss in quality since it is a lossless compression technique. 

However, if the same texture is exported using RGBA4444, only certain colors are available. 

The colors that cannot be represented with 16 bpp are approximated, thus introducing error 

in the texture. When reducing the bits per pixel in this matter, the memory saved is still 
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predictable, similarly to PVRTC. Reducing the number of bits per pixel to 16 is not as good as 

4 bpp and 2 bpp that are offered by PVRTC, but in theory, more bits per pixels result in 

better visual quality. 

2.4 Evaluating Texture Compression Techniques 

The terms used for evaluating and comparing compression techniques are discussed in this 

section. These terms can be divided into technical and non-technical characteristics. The 

technical characteristics are performance, memory footprint and application size and the 

non-technical characteristic is perceived visual quality. There is always a trade-off between 

the technical characteristics and visual quality since higher compression rate reduce loading 

time and save memory, but also reduce the visual quality (Ström & Wennersten, 2011; 

Eskicioglu et al., 1993). 

2.4.1 Performance 

Ma, Dong, Zhong & Deng (2012) evaluate graphics performance in their study of smartphone 

graphics by measuring the time it takes to render one predefined scenario. When displaying 

real-time computer graphics, frames (individual images) are rendered quickly in a sequence 

to give the perception of motion. Simply put, the shorter time it takes to render one frame, 

the harder it becomes for users to distinguish each individual image. What affects the time it 

takes to render a frame is the amount of content that has to be rendered in the scene. The 

performance can be measured in real-time by the number of frames being rendered per 

second (FPS). Time and FPS can be measured using profiler instruments. These instruments 

are usually provided with the development environment and enables the developer to 

investigate what areas of the application that are most performance demanding. 

Beers et al. (1996) and Fenney (2003) mentioned in their four key points that decoding is 

one issue to take into account since the textures needs to be decoded on-the-fly. Therefore, 

the time it takes to load all textures into the memory becomes a good measurement of 

performance for texture compression techniques. 

2.4.2 Memory Footprint 

This study refers to memory footprint as the amount of RAM memory used by the game on a 

mobile device. Beers et al. (1996) and Fenney (2003) also pointed out compression rate in 

one of their key points. The more a texture is compressed, the smaller memory footprint it 

has. 

The memory footprint of fixed-rate texture compression techniques is predictable. For 

example, PVRTC gives the user a choice between 4 bpp and 2 bpp. In comparison, a texture 

with the quality of RGBA8888 would require 32 bpp. However, techniques that are non-

fixed rate, such as JPEG, give different compression rates (bpp) depending on the content of 

the texture. 

2.4.3 Application Size 

Related to memory footprint is the application size, more often referred to as bundle size for 

the iOS platform. The size of the textures directly affects the application size. This metric is 

interesting for several reasons. One reason is that games on the iOS platform cannot be 

downloaded over the telephone network if the bundle size exceeds 50 MB (Whitney, 2012). 
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The games can still be downloaded over WiFi if the size exceeds 50 MB. Another reason is 

the time participants have to wait while downloading the application. 

Application size differs from memory footprint in the sense that a texture can be stored in 

one state and loaded into memory as another representation. An example of this is the 

combination of JPEG textures and the alpha mask needed. These textures are stored 

separately, but become combined as one texture when loaded into the game. 

2.4.4 Perceived Visual Quality 

As previously mentioned, a more compressed texture will have a smaller memory footprint. 

The trade-off in this case is that more compressed texture also results in worse visual quality. 

This was pointed out by Beers et al. (1996) and Fenney (2003) as they mentioned 

compression rate and visual quality as a combined issue. 

Measuring visual quality in an objective sense is difficult. Eskicioglu et al. (1993, p. 304) 

describe this by stating “…we lack a useful and practical measure for image quality 

assessment”. A common approach to this measurement is to display several results of the 

same image and discuss the differences, as advocated by Akenine-Möller, Haines & Hoffman 

(2008). A recent study (Song, Tjondronegoro & Docherty, 2011) with the goal to find the 

lowest acceptable bitrate when watching video content on mobile devices conducted a user 

study to find a balance between compression rate and visual quality. The experiment was 

designed to let the participants swap between the predefined video qualities and decide the 

lowest acceptable quality for common use and long-term watching. The collected data was 

used to determine the required bitrate for the acceptable quality threshold set by the 

authors. 

2.5 Case Study 

This thesis is interested in a particular case. The case that was investigated is an isometric 

2D game developed for the iOS platform with the cocos2D game engine (cocos2D, 2013). The 

project name of this game is Game X, as it was the tenth game developed by the company. 

Game X is a strategy game where the player manages a town by collecting resources, building 

a defense, upgrading buildings and maintaining an army for offensive purposes. The player 

can interact with each building to execute certain actions such as upgrading, producing and 

collecting. This results in a lot of art assets to represent the buildings of several levels and all 

the animations for each army unit. Game X reused the game design and the art assets from a 

version of the game developed for the Flash platform (Flash, 2013). Since Flash uses vector 

graphics, these assets are created using vector graphics. Figure 9 shows a screenshot of the 

Flash game. The art assets have to be exported from vector graphics to textures made up of 

pixels in order to use the assets in the cocos2D game engine. 
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Figure 9 A screenshot of an attack in the Flash version of Game X. 

Two conclusions can be drawn from the situation regarding the art assets. Exporting textures 

to pixel graphics require a lot of textures, and besides this, the art is already created. The 

amount of textures that are stored on limited hardware becomes a problem. In order to solve 

this problem, it is necessary to apply optimization techniques. However, the available 

options of optimization techniques are limited since the art assets were created in advance. 

This limitation comes from the fact that optimization techniques can demand that the art, 

for example, are created with a specific tool, structured with layers or made up of individual 

parts. One example that is useful, but cannot be applied due to this fact, is skeletal 

animation. Skeletal animation uses a hierarchy of individual parts and is exported in a 

format that the animation library can read. For example, a character can exist of parts such 

as arms, head, legs and torso. The structure of this character, created in Flash, do not match 

the formats of libraries available to cocos2D.  

The limited choice of optimization techniques increases the importance to use the available 

techniques in the best possible way.  Ström and Akenine-Möller (2004) mention texture 

compression as a fundamental technique for reducing memory footprint and bandwidth 

usage. Since texture compression is an available technique to use for Game X, it becomes 

important to use it to its fullest potential. 
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3 Problem 

Game X was facing a problem since a lot of textures were required in the game while the 

hardware was rather limited. Texture compression is a technique that reduces the demand of 

the hardware resources, making it possible to store more textures within the limits. 

However, when compressing textures, the visual quality suffers. It is therefore important to 

put emphasis on both the technical characteristics and the visual quality when comparing 

texture compression techniques.  

The technical characteristics are important since mobile hardware is still limited when it 

comes to memory usage. The time it takes to decompress and load the textures into memory 

is also of concern, as there is a risk that users are annoyed by longer loading times. The 

subjective characteristic of perceived visual quality is also of interest. Visual quality is 

perceived differently depending on the visual content according to Song et al. (2011). It is 

also important that the visual content is presented in a relevant context. Beers et al. (1996, p. 

373) argue that “…for image compression algorithms, the visual quality of the compressed 

image is most important, while for texture compression algorithms, the visual quality of the 

rendered scene, not the texture map, is most important”. This statement suggests that image 

compression only has to take the specific picture into account, while texture compression has 

to be concerned about its context, in the matter of perceived visual quality. The context of 

the case study was therefore in focus throughout the thesis. 

3.1 Aim 

The goal of this thesis is to propose a texture compression solution for Game X in regards to 

the technical and subjective characteristics. In order to reach this goal, the question was 

explored in two-fold. First, the technical characteristics were measured for each technique. 

Second, a user study was carried out to find out how users perceive the visual quality of each 

technique. The collected data allowed for a discussion regarding the trade-offs between all 

aspects. 

3.2 Alternatives 

Since PVRTC is the official compression technique for iOS games, it was a natural choice to 

include in the comparison. The texture compression techniques selected for the comparison 

are uncompressed PVR (RGBA8888 and RGBA4444), PVRTC (4 bpp and 2 bpp) and JPEG 

(with additional alpha mask). JPEG is an interesting technique to compare because, unlike 

PVRTC, it is not a fixed-rate compression technique. This might be beneficial to certain art 

styles. JPEG compression was also used by other projects within the same company that was 

developing Game X. The JPEG texture and the JPEG alpha mask are combined into one 

texture when the game is loaded using functionality provided by the Core Graphics (2013) 

library. The widely used PNG format was excluded from the study since the uncompressed 

PVR (RGBA8888) also offers the same quality as PNG with lossless compression. 

3.3 Test Environment 

In order to measure the technical characteristics and conduct a user study, a test 

environment was needed. The same test environment was used for measuring both technical 

characteristics and visual quality. Song et al. (2011) argue that it is important to mimic the 
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real experience in a user-oriented study. The test environment was therefore representing 

typical scenarios found in Game X. The graphical content used in the test environment 

represents the same kind and amount of content as in the actual game. The test 

environment, like Game X, uses both static sprites and animated sprites. Johansson (2003) 

address the importance of testing and measuring in an environment representing the real 

case. For example, the quality might be perceived differently if there are no animated objects 

in the scene.  

Uncompressed PVR and textures compressed with PVRTC could be loaded by default since it 

is the official technique used for iOS. However, the test environment had to implement 

loading functionality for JPEG textures. JPEG compressed textures require a slightly 

different loading procedure since the image is combined with the alpha mask. The test 

environment was also allowing a fair comparison between the chosen techniques. For 

instance, no random functions were used unless the seed was identical for each test. 

As mentioned, the subjective matter of perceived visual quality was measured in a user 

study. To easily carry out the user study, it was possible to show any of the five compression 

schemes using the test environment. Previous studies evaluating visual quality, such as Song 

et al. (2011), compare different types of visual content. Eskicioglu et al. (1993) also point out 

that the range and type of content affect subjective studies. However, this thesis is only 

concerned about the graphical content in Game X. To measure the perceived visual quality of 

a variety of graphical content not seen in Game X is therefore outside the scope of this study. 

3.4 Method 

The measurements and data collections required for this study was divided into two 

categories: technical characteristics and visual quality. Since the two categories require 

separate methods for measurement, different methods for each category are discussed. The 

use of several methods for case studies is highlighted by Johansson (2003) as he states that 

”One major feature of case study methodology is that different methods are combined with 

the purpose of illuminating a case from different angles: to triangulate by combining 

methodologies.” This chapter explains the two methods in more detail. 

3.4.1 Technical Characteristics 

Previous studies regarding mobile graphics have measured technical characteristics such as 

performance. Ma et al. (2012) investigate the relationship between performance and power 

consumption on high-end smartphones. Their study evaluates the time it takes to render a 

predefined scenario for individual stages in the graphics pipeline. Disabling all other pipeline 

stages allowed them to focus on one stage at a time. This thesis is also concerned with 

measuring time for a specific functionality during run-time in a predefined scenario. Ma et 

al. (2012) explain that a profiler tool does not meet their needs in terms of measurement 

since it has its own runtime and energy consumption overhead. However, these concerns do 

not apply for this study. Power consumption is outside the scope and this thesis does not aim 

to measure performance with such narrow accuracy for separate hardware units. This thesis 

is concerned with performance and memory usage on the application level. For example, 

performance was measured in terms of loading time of the whole scene. Memory footprint 

was measured in terms of how much memory the whole application consumes. Such 

measurements provide information about how each compression technique affect the game 

itself. 



 18 

Several tools were used in order to get the best measurements for each technical 

characteristic. Performance in this study is discussed in terms of loading time. Loading time 

was measured using the benchmarking library MGBenchmark (Groeger, 2013), which is 

written for iOS projects. Memory footprint was measured in both stable memory 

consumption and the peak memory consumption. The stable memory consumption 

represents what the game normally uses while the peak memory consumption represent the 

maximum amount of memory used when loading the textures. The peak memory 

consumption is especially interesting in the case of JPEG compression, since the image and 

mask both are loaded into memory. The well-established profiler tool for XCode (2012) was 

used for these measurements. The bundle size was noted in Mac OS X when exporting the 

bundle of the game using XCode. The data collected from measuring loading time, memory 

footprint and bundle size are presented in charts and diagrams. 

In order to allow for a fair comparison, three different towns were used for the 

measurements. If only one town was used for the measurements, it might be beneficial to 

one of the techniques. Using three samples was helpful in distinguishing the techniques 

variance.  Each scene represents different states of Game X. For example, one of the scenes 

represents a basic town that the users encounter the first time playing the game. Another 

scene mimics the town a user acquires after some progression in the game. 

3.4.2 Visual Quality 

It is difficult to have an objective analysis of visual quality. Fenney (2003) uses the RMS 

(root mean square) error for measuring image quality even though he concludes that it is not 

an ideal measure of perceived quality. Instead of an objective analysis, Eskicioglu et al. 

(1993, p. 305) advocate a subjective analysis stating “As the final user of images are humans, 

the most reliable and commonly used assessment of image quality is the subjective rating by 

human observers”. 

This thesis conducts a user study with human participants to evaluate the perceived visual 

quality of each compression technique. This user study could have been carried out in two 

ways. One way is to let participants compare the techniques and decide which techniques 

that have an acceptable visual quality. Song et al. (2011) performed a study to find the sweet 

spot between bitrate and visual quality for mobile TV. Their study uses a method where 

participants are asked to pick the lowest quality that is still pleasant to watch. This allows 

them to find the optimal trade-off between the required bitrate and visual quality. Another 

option, advocated by Eskicioglu et al. (1993), is to use rating scales. This means that 

participants observe and rate each technique according to one of the rating scales suggested 

by Eskicioglu et al. (1993). For example, one scale is structured as (5) Excellent, (4) Good, (3) 

Fair, (2) Poor and (1) Unsatisfactory. 

These methods are useful for gathering information in quantity. However, more detailed 

information is also desired in this case study. In order to deal with this, the purpose of the 

study can be hidden from the participants at first to gather qualitative information. After 

gathering this information, participants can receive information regarding the purpose of the 

study and methods inspired by Song et al. (2011) and Eskicioglu et al. (1993) can be applied. 

However, Song et al. (2011) have a gradually decreasing quality when reducing the bitrate. 

Since this study has no relationship between all of the chosen compression techniques 

discussed in section 2.3, there is no obvious order. The rating scales used by Eskicioglu et al. 

(1993) can be adapted to solve this issue. Instead of rating the qualities, participant can 
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order the techniques according to their own perceived quality. It makes more sense to 

answer questions regarding a threshold of visual quality when presenting the techniques in 

order. 

Beers et al. (1996) and Song et al. (2011) both argue that it is important for user studies to 

focus on the context and mimic the real experience. As mentioned earlier, graphical content 

from Game X was used in this study. In addition, the user study was performed on an iPad 

Mini, one of the supported devices by Game X. The iPad Mini has a screen size of 7.9 inches 

and a resolution of 1024 x 768 pixels resulting in a pixel density of 163 pixels per inch (ppi). 

The data collected for each participant, similarly to Song et al. (2011), include age, gender, 

ownership of mobile devices (smartphones or tablets), time spent weekly playing mobile 

games and data regarding the compression techniques. This data was collected to determine 

if there is a difference between age, gender and player experience in terms of perceived visual 

quality. All data collected in the user study is anonymous and no sensitive data was collected 

Participants was not exposed to any disturbing or offensive content. In addition, it was made 

clear that the study can be cancelled at any time. Precautions were taken according to the 

ethical principles provided by the Swedish Research Council (Vetenskapsrådet, 2002).  
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4 Implementation 

This chapter presents the process of developing the test environment necessary to reach the 

aim of the thesis.  The first step was to create an application for the pre-pilot study. The 

purpose of the pre-pilot study was to give insights to the development of the final 

application. With these insights, the final application was created and then tested in a pilot 

study to evaluate that all necessary features were included. 

4.1 Pre-pilot Study 

A pre-pilot study was managed to test the initial idea for the application and user study. This 

idea was to let participants swipe between views of different compression techniques on an 

iPad enabling them to observe and compare the quality. The purpose of the pre-pilot study 

was to answer several questions tied to this idea. Will the participants be able to compare 

and tell the difference? Is it better to compare the techniques on the same iPad or on several 

iPads? What graphical content is needed? What questions should be asked and what is 

required from the application in order to ask these questions? These were the main issues 

that the pre-pilot study was intended to help answer. 

4.1.1 Test Application 

The test application was developed using the Game X prototype. The prototype was modified 

for the main purpose of displaying screenshots compressed with various techniques. This 

added functionality do not relate to the code of prototype, since a lot of features in the 

prototype were turned off for the test application. Instead of creating a complete new iPad 

application, the prototype was chosen because it already had the benefit of being easily 

distributed to several iPads if necessary. Pan and zoom touch interaction was one of the 

disabled features. This interaction was disabled in order to implement touch interaction to 

swipe between the screenshots presenting the visual quality of each technique.  

The screenshot used, seen in Figure 10, were compressed with RGBA8888, RGBA4444, 

PVRTC4, PVRTC2 and JPEG. The techniques were also presented in the given order. 

 

Figure 10 Two screenshots from the test application, displaying the compression 
of RGBA8888 to the left and JPEG to the right. 

A random letter was assigned to each technique to help identify it with the respective 

screenshot without giving the participants any ideas of what the difference is. This letter can 



 21 

be seen in the top-left corner of the images in Figure 10. The letters were randomly assigned 

and are presented in Table 3. 

Table 3 The letter assigned to each compression technique. 

Compression technique Assigned letter 

RGBA8888 M 

RGBA4444 X 

PVRTC4 Q 

PVRTC2 J 

JPEG E 

 

The only interaction possible with the test application is to swipe right or left. Sliding to the 

right will give the order of RGBA8888, RGBA4444, PVRTC4, PVRTC2 and JPEG. Sliding to 

the left will result in the reversed order. When sliding past the last technique, the first 

technique will appear instead of bringing the interaction to a stop. 

One important question at this point was whether it is better to present all the techniques on 

the same iPad by swiping between them, or to present each technique on a separate iPad. It 

quickly became obvious that swiping between techniques limited the comparison to the 

following techniques in the order. Introducing each technique on separate iPads will allow 

the participants in the study to pass the iPads around and compare all techniques with each 

other. The downside of using multiple iPads is that participants cannot easily compare the 

content from the exact same angle. The iPad screens might also differ slightly in quality in 

terms of the hardware. However, the downside of only being able to compare the neighbor 

techniques in the order still outweighs the downsides when using several iPads. To use one 

iPad for each technique requires 5 iPads. Due to the scale of the pre-pilot study, only 3 iPads 

were used, which resulted in comparing RGBA4444, PVRTC4 and JPEG. These techniques 

were chosen since they appeared to be neither best nor worst.  This choice was made since it 

was important for the pre-pilot study to answer whether participants actually could tell a 

difference between the techniques or not. By choosing the three most similar qualities, this 

issue was clearly addressed. 

4.1.2 Procedure 

There were three participants taking part in the pre-pilot study. These participants went 

through a procedure including two phases. In the first phase did the participants observe the 

different techniques without being given any information about the purpose of the test. This 

part was interesting because of the fact that it reveals if the participants can spot any 

differences when not being told to specifically look at the graphical quality. Figure 11 shows a 

participant in the pre-pilot study observing the iPads in this phase. 
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Figure 11 A participant in the pre-pilot study is observing the techniques 
displayed on 3 iPads. 

It was explained to the participants in the second phase that the purpose of the study is to 

find a trade-off and balance between the visual quality and the technical advantages. The 

participants were asked to sort the three iPads from best to worst visual quality. When the 

iPads were ordered according to the perceived quality, the participants were asked which of 

the qualities they found acceptable to use in terms of playing a final version of the game. The 

second phase of the procedure was inspired by the user study conducted by Song et al. (2011) 

were participants were told about the trade-off between visual quality and compression rate 

before answering where the acceptable threshold is. 

4.1.3 Findings 

The pre-pilot study provided with useful insights for the design decisions that had an impact 

on the final application. One such insight was the choice between using one or several iPads. 

Participants in the pre-pilot study were able to distinguish the difference between the three 

chosen techniques even though the techniques were presented over three iPads. One of the 

three participants in this study commented that the camera angle seemed different between 

the iPads. There is no difference in the angle since the only interest lies in the texture 

compression techniques. However, the comment proves the importance of moving the iPads 

around when comparing the visual quality. Participants also mentioned that the difference in 

the UI (user interface) were most noticeable. It is not intended to compress the UI for the 

final game though. 

Two out of three participants in the pre-pilot study did not notice any difference in the visual 

quality in the first phase of the procedure. The first phase is also lacking the context of the 

game. In order to mimic the real experience for the participants, the application would have 

to include interaction with the game as well as animations.  Song et al. (2011) and Beers et al. 

(1996) argue that visual content should be perceived in context for collecting subjective data, 
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however, neither of those studies mention games. What differ games from video and image 

content is interaction. In order to create the natural context for observing the game, 

interaction had to be made possible. This was the initial idea for the final application. Still, it 

was a conscious decision to leave these two features out of the pre-pilot application since it 

was not the purpose of the pre-pilot study. However, it became obvious that those features 

were necessary for the final application. 

4.2 Produced Environment 

It is mentioned in section 3.3 that a test environment was needed for both the user study as 

well as measuring the technical characteristics. Besides modifying existing code to fulfill the 

purpose of the test environment, five sets of textures was exported. This chapter explore the 

details about the design decisions made during the implementation and how the methods 

were applied using the test environment. 

4.2.1 Environment to Modify 

Since Game X is in development, it would be wasteful to develop a separate environment to 

mimic Game X. It is therefore more efficient to modify an already existing environment for 

the test application. There were two possible environments to use for this purpose. One 

possible choice was the Game X prototype that was developed to test the architecture and 

performance before starting the development of the actual game. This prototype includes the 

following features: 

 Pan and zoom interaction 

 Unit animations 

 Randomized town 

Assigning buildings to a set of predefined coordinates creates the randomized town. There 

are therefore no roads or pattern of walls in the town because only buildings are placed at 

random positions. The animated units are allowed to walk where there are no buildings. 

The second option was to use the current state of Game X that is in development. This code 

base is more complex than the prototype, but it provides another set of features. The features 

included in the current state of Game X are: 

 Pan and zoom interaction 

 Interaction with menus, such as a shop allowing the purchase of buildings 

 Interaction with buildings, allowing the production of resources 

 Loading towns made in a map editor 

 Visit the town of an enemy 

The pre-pilot study proved that both interaction and animations are necessary for the final 

test environment. The problem with this choice is that one includes animations while the 

other offers the same interaction as the actual game. The second option was therefore 

chosen, to modify the current state of Game X, because the interaction possibilities would be 

useful in the user study. Implementing animations would also be faster than implementing 

the interaction. Another key factor in this decision was the possibility to create a map (town) 

for the game and use it for both the technical measurements as well as the user study. The 

randomized town would not be a problem for the technical measurements, but a more 
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realistic town was required for the user study. The visual state of the two choices can be seen 

in Figure 12. 

 

Figure 12 A comparison between the Game X prototype (left) and the current 
state of Game X (right). The prototype does not have any roads or walls, only 

buildings and units at random positions. The current state of Game X has more 
structure in the town since it contains walls and roads. 

The interface seen in the prototype (left) is not interactive, but merely a visual element. The 

structure of the town does not make any sense since it is randomized. In the current state of 

Game X (right), the town is built with a strategy in mind making it more realistic. A realistic 

town also makes the technical measurements more interesting because the collected data is 

approximate to the experience of a user. 

4.2.2 Project Structure 

Adding functionality to Game X was done within the architecture of the code base. The 

architecture used in Game X is based on entities, systems and components. An entity 

consists of components and a system operates on entities with a specific set components. For 

example, all visible entities contain a GXViewComponent. The GXTownObjectDisplaySystem 

executes its functionality, which is to render entities, on all entities that contain a 

GXViewComponent. The added and modified functionality are visualized as modules in 

Figure 13 together with several tools used during the implementation. 
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Figure 13 An overview of the modules and how they interact with each other. The 
orange modules are tools used to create assets while the blue modules are code files 

in the project. 

These modules can be divided into three groups. All modules left of the Game X block are 

related to starting the game and selecting a compression technique. GXAppDeletage displays 

the menu that lists the available options. The game is started whenever one of the five 

techniques is chosen. The chosen technique is stored in GXCompressionTechnique and later 

accessed by GXTownObjectFrameName, indicated by the arrow. The modules above the 

Game X block are responsible for creating and loading the textures. JPEG textures are 

generated using a script, while the rest of the textures are exported manually using 

TexturePacker. The TexturePacker module overlaps the script since the script uses 

TexturePacker through a command line interface. JPEG textures require additional 

functionality provided by ImageLoader and ImageUtils to make it compatible with 

GXTownObjectFrameName. The third group of modules, right of the Game X block, is 

related to creating and loading towns. The map editor exports the towns as a XML 

(Extensible Markup Language) files. The structure of these files is specified by the Game X 

development team and contains data regarding all buildings in the town. The 

GXTownObjectEmitter creates entities with the specified components based on the content 

in the XML file. These entities received are then marked as visible entities with the 

GXViewComponent and become rendered by the GXTownObjectDisplaySystem. 

4.2.3 Exporting Textures 

Game X initially had one set of textures. In order to test the different techniques, one set of 

textures per technique had to be exported, making it a total of five sets of textures. A naming 

convention, seen in Figure 14, was introduced to keep track of the textures and allow copies 

of the same texture to exist. 
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Figure 14 This figure presents the necessary files for each spritesheet. There are 6 
files related to JPEG while all other techniques consist of 4 files. The reason for this 

is the mask that JPEG requires to store the transparency data. 

All assets were exported in two sizes, one for iPads with a retina screen and one for iPads 

without the retina screen. The textures with the “-hd” suffix are exported in full scale while 

the other textures are scaled by a factor of 0.5 in both height and width. This is presented in 

Figure 14 as each texture has a normal and a retina version. The retina textures were 

exported to give the actual bundle size for the game, even though the textures was not used 

in the study since the iPad Mini does not have a retina display. 

Two routines of exporting textures were necessary, one for JPEG and one for PVRTC and 

uncompressed PVR. The routine for the PVR-based formats is to pack the sprites into 

spritesheets and compress them using TexturePacker (2013) seen in Figure 15. 
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Figure 15 A screenshot of TexturePacker. The left menu offers parameters for the 
compression while the right menu lists all the sprites that are a part of the 

spritesheet. 

This routine was also used for the JPEG textures at first, as seen on the texture format 

parameter in Figure 15, but a problem occurred when loading these textures. The problem 

was related to the function combining the JPEG image and mask. This function would return 

a null value instead of an image, even though the correct files existed. The cause of this 

problem was the sensitivity of the implementation, explained later in section 4.2.4. 

Apparently, the binary representation of the JPEG data has to follow certain criteria 

(CGImage Reference, 2013). As a result of this issue, a different routine was used to export 

the correct JPEG format. The JPEG routine still uses TexturePacker through its command 

line interface to pack the sprites into a spritesheet. Instead of compressing the spritesheet, 

TexturePacker exports the spritesheet with full quality. ImageMagick (2013) takes the 

spritesheet as input and export two JPEG compressed spritesheets, one for the image data 

and one for the alpha mask. A script was written by another developer within the company to 

automate this routine. The script did not fulfill the exact requirements needed for this study 

and was therefore modified to meet the requirements. The script takes the original sprites 

and packs them into a spritesheet. This spritesheet is moved to a folder where it is 

compressed as JPEG using ImageMagick. When compressed, the alpha mask is also 

extracted. Finally, the plist files and the JPEG spritesheets are moved to the output folder 

and named as seen in Figure 14. TexturePacker always output two spritesheets (one for 

normal and one for retina displays) and a plist file. The plist file specifies the coordinates and 

rotation of each sprite in the spritesheet. 

The PVRTC technique can only handle square spritesheets. The JPEG and uncompressed 

PVR textures do not have this criterion. If the best fit of the spritesheet is rectangular, JPEG 
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and uncompressed PVR will use this advantage. As a result, some textures differ in 

dimensions between the techniques. Another difference between the techniques is the file 

format. All PVR-based textures use the pvr.ccz format. The ccz ending means that the image 

file has been archived to a zipped format, also known as lossless file compression. The JPEG 

files do not have this final file compression. However, there are two reasons why this does 

not affect the bundle size too much. The final step when compressing a JPEG image, 

explained in section 2.3.1, is Huffman coding which is a lossless compression as well. The 

second reason is that bundle (of ipa format) is also archived when exported. According to 

performance tests (Cocos2D for iPhone, 2013), the difference between loading times are 

noticeable between the pvr-format and the pvr.ccz-format. The pvr.ccz-format was still 

recommended to use for spritesheets. This format was also selected by the Game X 

development team. 

Since JPEG compression is not a fixed-rate compression technique, it offers a parameter to 

adjust the compression rate. This parameter can range from 1 to 100. The choice for this 

study was to use 80 as the quality parameter. The reason for this is that another game 

developed within the same company as Game X uses this as their quality parameter. The 

results from this study are more comparable to other projects within the company by using 

the same parameters. 

4.2.4 Loading of Textures 

One requirement for the application is to easily use it for the user study. A selection screen, 

see Figure 16, was therefore implemented for selecting compression technique before the 

game started. 

 

Figure 16 This is the selection menu that is shown when the game is started. The 
chosen technique will be loaded and displayed when any of the buttons are pressed. 
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The selected compression technique had to be accessible globally within the code since the 

loading of textures happens in more than one class. A class containing static methods was 

implemented to handle this. A storyboard, see Figure 16, was also connected to a 

ViewController class (used for interfaces in iOS applications) to respond on any button press 

in the selection screen. When any of the buttons are pressed, the string on the button is 

stored in the static class and can be accessed where textures are loaded. 

The spritesheets are loaded into the cocos2D sprite frame cache when one of the sprites in 

the spritesheet needs to be rendered.  The sprite frame cache store all the sprites contained 

in the spritesheet as individual sprites, not related to the spritesheet in any way. A 

spritesheet is loaded into the sprite frame cache by calling a function with the plist file as 

parameter, as seen in the example code below. 

[[CCSpriteFrameCache sharedSpriteFrameCache] addSpriteFramesWithFile:@"Barrack.plist"]; 

This is a convenient way of loading the sprites, but unfortunately, JPEG textures has to be 

loaded differently because the image and alpha mask has to be combined into one texture 

with transparency support. In addition to this, one requirement is that all sprites taken from 

JPEG textures also have to be loaded into the sprite frame cache. This implementation had 

to go through several iterations, since it was not obvious how to solve it. The main problem 

was the order of the whole routine. Since the plist files are created when TexturePacker 

exports an uncompressed spritesheet, the plist files refers to that spritesheet instead of the 

JPEG files exported later in the script. For example, the plist file refers to “Barrack.png” 

instead of “Barrack.jpg” and “Barrack-mask.jpg”. The solution to this problem is to use 

another version of the addSpriteFramesWithFile function. The other important parameter 

for this function, besides the plist file name, is of the type CCTexture2D. Functionality 

provided by Core Graphics (2013) takes the JPEG image and the mask, combines the two, 

and returns an image type convertible to CCTexture2D. The extended version of the 

addSpriteFramesWithFile function takes the plist file and refers it to the JPEG texture 

instead of the original spritesheet. This is executed using the example code below. 

UIImage *jpgSpriteSheet = [ImageLoader loadCompressedImageForResource:@"Barrack"]; 

[[CCSpriteFrameCache sharedSpriteFrameCache] addSpriteFramesWithFile:@"Barrack.plist"  
  texture:[[CCTexture2D alloc] initWithCGImage:[jpgSpriteSheet CGImage] 
   resolutionType:kCCResolutionUnknown]]; 

 

As a result of this, the JPEG textures can be used just as the other compression techniques. 

The problems with implementing the JPEG loading did not end here. This function cannot 

check if the spritesheet is already loaded into memory. The same spritesheet was therefore 

loaded several times even though it is not necessary. This caused extensive loading times. 

Additional functionality was added to the static class (GXCompressionTechnique), which is 

storing the selected compression technique. This class also store all spritesheets already 

loaded into memory. Each time a JPEG spritesheet is supposed to be loaded, it has to be 

confirmed that it is not yet loaded. This reduced the loading time considerably. 

A test measurement was carried out after the final implementation in regards to the memory 

footprint. These measurements showed strange results for the JPEG compression as it had a 

much higher memory footprint than expected. The reason for this is that cocos2D has a 

function called setDefaultAlphaPixelFormat, which defines the expected texture format. 

Texture files of the pvr or pvr.ccz format already specify this information (CCTexture2D 

Class Reference, 2013). However, JPEG compression is not a fixed-rate compression 
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technique and can therefore not provide this information. The default format of 32 bits, the 

same size as RGBA8888, is therefore applied for JPEG textures. This becomes a big flaw for 

the JPEG compression technique in this case since the compression only applies to the 

bundle size and not the memory footprint. 

4.2.5 Implementing Animations 

Song et al. (2011) and Beers et al. (1996) both mentioned the importance of carrying out 

subjective measurements in the natural context of the textures. It was therefore important to 

implement animations in the test environment, as Game X is using a lot of animations. The 

Game X prototype had some animation support, the code was therefore reused but 

additional functionality was added to fit the Game X software architecture. 

First of all, the building animations had to be exported from Flash since these assets did not 

yet exist for Game X. Animations were exported as frame-by-frame, see Figure 17 for an 

example, with the both the static background (building, fence, grass and barrels) and the 

moving units (peasants and fire). 

 

 

Figure 17 One of the frames in the barrack animation. The fire and units are 
animated while the rest is static. 

The support for these animations was quickly implemented in a similar fashion to the 

prototype. The barrack building seen in Figure 17 was compressed with each technique in 

order to test the animations. A problem was noticed, mainly with the textures compressed 

with PVRTC and slightly when compressed with JPEG, where the animation was flickering. 

This problem occurs because each frame in the animation is compressed independently. 

Some pixels that originally have the same color over several frames might not have the same 

color after the compression, which is the cause to the flickering. The flickering was especially 

visible since the static background was also a part on every frame. There are apparently no 

measures to adjust this issue, but in order to make the flickering less noticeable, the 

animations were exported a second time. This time, the static background and the moving 

parts of the animation were exported separately. Three other animations were exported 

besides the barrack making it a total of four animations. The newly exported animations also 

required a different implementation for running the animations. 



 31 

Each entity in Game X that has to be displayed contains a GXViewComponent. The 

GXViewComponent holds a CCNode (cocos2D graphical object) that is used by the game 

engine for rendering. The animated buildings also receive a 

GXAnimatedTownObjectComponent and can therefore be treated differently. The idea 

behind the implementation was to add the static background of the animation to this 

CCNode, which would be the normal case for rendering a building that has no animation.  In 

addition, a chain of functions was implemented to take the GXViewComponent as input and 

return an updated version of the GXViewComponent that also contains the animated parts. 

The highest abstraction level for this function chain is presented in the code below. 

- (GXViewComponent *) getAnimationSprite: (ESEntity *) entity withViewComponent: (GXViewComponent *) 
viewComponent { 
     
 GXTypeComponent *typeComponent = getComponent(entity, GXTypeComponent); 
 
 NSString* animationFrameName = [self loadAnimationOnFirstUsageAndGetFirstFrameName: 

     typeComponent.id]; 
 GXViewComponent *updatedViewComponent = [self  runAnimationForEntity:entity 
        andViewComponent:viewComponent 
        withFrameName:animationFrameName]; 
 
     return updatedViewComponent; 
} 

This function receives the entity of interest as well as the ViewComponent that is added to 

the entity. One function takes care of loading the animation into the animation frame cache 

as well as returning the name for the first frame in the animation. All the necessary 

information is then passed into another function that adds the animation as a child to the 

static background with a z-value that makes sure the animation is always rendered on top. As 

a result of this implementation, the flickering is limited to only the moving part of the 

animation instead of the whole static background. 

Three additional animations were implemented besides the barracks. It was noticeable that 

these four animations can be split into two categories, low and high frame rate animations. 

The lumber mill, see Figure 18, and the quarry are two similar animations. 

 

Figure 18 The lumber mill animation in two parts with the static background to 
the left and the moving character to the right. 

These two animations have a low frame rate. For example, the axe is moving a rather large 

distance between each frame instead of smoothly interpolating the movement over more 

frames. On the other hand are the animations with a high frame rate. These animations are 

the barracks, Figure 17, and the archer tower, Figure 19. 
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Figure 19 The archer tower (left) and its flag animation (right). These two parts 
are placed over each other in the actual game but stored separately as seen in this 

figure. 

The flickering caused by PVRTC becomes more obvious on the animations with a high frame 

rate. All animations that will eventually be used in Game X can fit in to one of these two 

categories of animations. 

4.2.6 Creating the Towns 

Three towns were created for the purpose of this thesis. The towns were created using a map 

editor based on Microsoft Excel. The technical measurements regarding loading time and 

memory footprint was executed for the three different towns. This excludes the possibility 

that one technique performs better because of any circumstances related to the towns. Town 

1 is a small but scattered town with a lot of nature objects, as seen in Figure 20. 

 

Figure 20 A screenshot of town 1 in the map editor. 
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A town of this size represents some progression in the game. Town 2, seen in Figure 21, is 

larger and represents further progression in the game. 

 

Figure 21 A screenshot of town 2 in the map editor. 

This town show a lot more focus on a compact defense, as can be seen on the amount of 

towers (pink squares). Town 3 is a typical starting town that players would receive when 

playing Game X for the first time, as seen in Figure 22. 

 

Figure 22 A screenshot of town 3 in the map editor. 

Town 3 is used as the main town in the user study. This town was therefore created with the 

procedure in mind to let participants observe a variation of objects that are differently 

affected by texture compression. 
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These three towns do not follow any specific pattern as of now. Both town 1 and town 3 are 

rather small towns while town 2 is a medium sized town. None of these three towns 

represent the town of a high level player. To create three fairly different towns would have 

been an improvement. However, the limited time of this study did not allow for such a 

correction.  

4.2.7 Designing the Procedure 

The procedure was split up in two phases, one phase hiding the purpose of the study and one 

phase revealing the purpose. To begin with, participants were told that all gathered 

information would be anonymous and that no disturbing content would be displayed. It was 

also pointed out to the participants that the study is not measuring their performance, but 

rather the performance of the application, to remove any pressure they might have. 

The first phase of the procedure is to play through a sequence of actions, also referred to as a 

mission, on one iPad at a time. The mission makes sure that all participants see the same 

content and a certain variation; such as high and low frame rate animations. The mission 

was executed five times by the participant, once per iPad (compression technique). The 

participants are encouraged throughout the first phase to speak their mind and mention 

anything that was bothering or annoying to them. The mission consisted of the following 

actions and is executed in the order below. 

1. Swipe to the right 

2. Zoom in on the big building with the red roof 

3. Swipe down and observe the character chopping wood 

4. Click on the lumber mill and start an order 

5. Swipe to the right 

6. Go to the shop and build a big house next to the barracks 

7. Visit an enemy town 

8. Zoom out to observe the whole enemy town 

The participants start halfway out in the forest, which is why the participant is asked to first 

swipe to the right. This start view was intentional in order for the participants to observe 

nature objects. The participants are asked to zoom in on the big building, the town hall, since 

there are two towers beside it. The participant is therefore compelled to have one of the high 

frame rate animations within their view. The textures were also being observed in its most 

vulnerable state when the game is fully zoomed in. Starting an order at the lumber mill has 

the purpose to show the low frame rate animations and building a big house next to the 

barracks will, again, put the other high frame rate animation in the sight of the player. Three 

houses were also placed close to the lumber mill to show the action labels (speech bubbles 

with 50% transparency) indicating that the houses are currently not producing anything. The 

transparency is interesting since it also loses quality with the compression. Visiting an 

enemy town, specifically town 2, gives the participant a greater variation of content since the 

enemy town shows what Game X looks like after progressing in the game. After completing 

the last action, participants were handed the next iPad. The order in which the participants 

received the iPads (compression techniques) was pre-calculated using a script to ensure a 

random order. Participants were helped if they did not understand a certain action or were 

confused with the interaction. Any comments made regarding the visual quality were 

recorded during this phase. 
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The second phase of the procedure was designed to collect the participants’ opinion when 

being aware of the balance between visual quality and technical aspects. This phase was 

inspired by the user study conducted by Song et al. (2011). After the participant completed 

the mission on the last iPad, all iPads were shown simultaneously and the purpose of the 

study was explained as follows: 

“This study is comparing several compression techniques. The goal of this 

study is to find a balance between the visual quality and the technical aspects 

when choosing compression technique. In general, less visual quality results 

in less loading time and less memory usage. It is therefore interesting to find 

out how the visual quality is experienced in order to achieve a good balance. 

Your task is to order these iPads [compression techniques] according to how 

you perceive the visual quality. Place the best quality here [pointing to the left 

side of the table] and the worst quality here [pointing to the right side of the 

table]. You can move the iPads around and interact with the game when 

comparing.” 

Participants were asked to mention what they were looking at when comparing the 

compression techniques. This data is helpful to find out where the reduced quality is most 

obvious. When the participant decided on a final order of best to worst visual quality, the 

next task was explained as follows: “If you were to play this game on a smartphone or 

tablet, which of these qualities would you find acceptable? Think of acceptable as when you 

are not bothered by the visual quality while playing the game.” If participants had any 

problems to understand the task, they were reminded about the balance and trade-off 

between visual and technical aspects. It was further explained that their task was to decide 

were the threshold of the sorted iPads went from acceptable to not acceptable. 

4.3 Pilot Study 

A pilot study was carried out after the application was finished. The purpose of this pilot 

study was to verify that the application fulfilled the requirements specified in section 3.3. In 

order to do this, an updated version of the procedure from the pre-pilot study was tested on 

11 participants. 

4.3.1 User study 

There were 11 participants in the user study, 4 women and 7 men. The age of the participants 

ranged between 22 and 31 years old. All the participants own either a smartphone or tablet 

and play mobile games. The participants play mobile games between 1 and 14 hours a week 

and their game sessions range from 1 to 30 minutes. 

The pilot study, in contrast to the pre-pilot study, included all five techniques. Five iPads 

were used to allow the participants to compare all techniques simultaneously. All iPads were 

configured to have the maximum brightness to allow for a fair comparison. The iPads were 

marked with geometric shapes instead of letters used in the pre-pilot study. Since letters are 

sortable, it could possibly influence the participants. In the first phase of the procedure, the 

participants were handed one iPad with the respective technique at a time in a randomized 

order. 
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4.3.2 Technical Measurements 

Test measurements were carried out when all features of the application were implemented. 

For example, one of these measurements revealed the lack of options, mentioned in section 

4.2.4, for non-fixed rate compressed textures in cocos2D. This test proved that the XCode 

profiler tool is capable of measuring the data of interest. 

The XCode profiler tool was initially chosen for measuring loading time as well. However, 

test measurements showed that its functionslity was not suitable for measuring loading time. 

The reason was that the profiler tool is designed to help find bottlenecks rather than 

measuring the time it takes to run a function several times. The MGBenchmark (Groeger, 

2013) library was chosen to replace the XCode profiler tool for this purpose. Additional test 

measurements proved that the MGBenchmark library was able to measure the loading time. 

The library was implemented to minimize its overhead on the measurements. 

The method for measuring bundle size was tested by measuring the bundle of the pilot study 

application. This bundle was exported by archiving and distributing the application to the 

ipa-format. 

4.3.3 Findings 

The pilot study collected data to make sure that it was presentable in an understandable 

manner. In the first phase of the procedure, participants were asked if anything was 

bothering or annoying them. Figure 23 shows how many participants who made a negative 

comment towards the visual quality on the respective technique during this phase. 

 

Figure 23 The number of participants in the pilot study making a negative 
comment regarding the visual quality. 

The same participant made the negative comments towards RGBA8888 and RGBA4444. 

This participant received the iPad displaying the quality of PVRTC2 first in the random 

order. This had furthermore possibly an impact on this participant regarding the visual 

quality on the following techniques. To collect the received order of the techniques can be an 
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improvement for the final user study to better understand the effect of order, even though it 

is randomized. 

Data was also collected on how the participants ordered the iPad in regards to the visual 

quality. This result is presented in Figure 24. 

 

Figure 24  This figure shows the several orders participants made with regards to 
the visual quality. 

This data provides a rather clear image of the perceived order in regards to the visual quality. 

All participants chose PVRTC2 as the worst quality and all besides one chose RGBA8888 as 

the best quality. Many of the participants barely experienced any difference in the quality of 

RGBA8888 and RGBA4444. This could be one reason related to the participant who chose 

RGBA4444 as the best quality. 

After ordering the qualities, participants were asked which qualities they find acceptable. 

The data collected from this question is presented in Figure 25. 
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Figure 25 This graph shows how many participants that found each quality 
acceptable after comparing all technique against each other. 

This data is interesting in comparison to Figure 23. Even though the data correspond in 

some sense, there are still some differences to be mentioned. For example, there were four 

participants who did not make a negative comment towards the quality of PVRTC4 at first, 

but when presented with the available options, they do not consider PVRTC4 to be 

acceptable. 

The interaction possibilities used for the missions proved to also be complete. During the 

missions, participants made comments towards the interface design and touch interaction. 

For example, some participants complained on the shop button and some accidentally 

moved buildings around when trying to pan. These comments of annoyance show that 

participants did not know the interest of the study. 
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5 Evaluation 

The results from all measurements are presented in this chapter. The technical 

characteristics are first presented followed by the results from the user study.  

5.1 Technical Characteristics 

All measurements were done using an iPad Mini. Detailed hardware specifications regarding 

the iPad Mini is presented in Table 1. The iPad Mini was not running any other applications 

during the measurements. 

Each value recorded for loading time and memory footprint was measured three times. The 

reason for this is to make sure that nothing besides the compression techniques were 

affecting the results. The variance, measured as standard deviation (SD), is presented along 

with the three values in Appendix A (loading time) and Appendix B (memory footprint). The 

relative standard deviation (RSD) was also calculated, which is the variation in percentage. 

However, the variance cannot be interpreted without a context. The three values can vary 

depending on factors such as the operating system and other processes running in the 

background. The RSD value never exceeded 1.8% in the measurements, which is rather low 

in the context of the case study. 

5.1.1 Loading Time 

The MGBenchmark library (Groeger, 2013) was used for measuring the loading time. The 

time measurement starts when one of the buttons in Figure 16 is pressed and ends when all 

assets are loaded into the game. This test was carried out for all of the three towns and the 

result is presented in Figure 26. 

 

Figure 26 The loading time in seconds for each compression technique and town. 

All techniques except JPEG compression had the same relationship between the towns. 

Town 2 always takes the longest to load while Town 1 is slightly slower than Town 3. Loading 

the JPEG textures give a different relationship between the towns. In this case, town 3 

almost takes one second longer to load than town 1. 
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The average loading time of all three towns is presented in Figure 27. 

 

Figure 27 The average loading time of the three measurements in Figure 26.  

The compression techniques based on the PVR format differed slightly in loading time. 

However, the JPEG textures took relatively longer to load. This is a result of the functionality 

that combines the JPEG image and the JPEG alpha mask to one texture. 

5.1.2 Memory Footprint 

Memory footprint was measured in both stable memory consumption and the peak memory 

consumption. These measurements were also executed for all three towns. The stable results 

for all towns can be seen in Figure 28. 

 

Figure 28 The stable memory consumption of all three towns and the respective 
compression techniques. 
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The diagram in Figure 28 shows that the stable memory consumption ratio corresponded for 

all techniques and towns. The JPEG textures used the same amount of memory as 

RGBA8888 due to the fact that it is not a fixed-rate compression technique. More details on 

this issue can be found in section 4.2.4. 

The peak memory consumption is presented below in Figure 29. 

 

Figure 29 The peak memory consumption of all three towns and the respective 
compression techniques. 

The ratio between the towns and the techniques corresponded according to the same pattern 

as the stable memory consumption. However, the JPEG compression technique used 

considerably more memory during the loading than the other techniques. This is also related 

to the functionality that combines the image and the alpha mask. 

A comparison between the stable memory consumption and the peak memory consumption 

for the worst case, town 2, is presented in Figure 30. 
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Figure 30 The worst case of stable and peak memory consumption is similar for 
all techniques except JPEG. This chart combines the data regarding town 2 in Figure 

28 and Figure 29. 

All techniques besides JPEG compression had similar stable and peak memory consumption. 

The reduced memory usage by changing from RGBA8888 to RGBA4444 was most 

beneficial. The difference between RGBA4444 and PVRTC4 was also apparent. However, the 

benefit of using PVRTC2 instead of PVRTC4 is minor in the context of memory consumption 

in Game X. 

5.1.3 Bundle Size 

The bundles were created by only including the textures of the respective technique when 

archiving and distributing the application. The textures for all attack units in the game were 

also included even though these textures were not used in the application. The reason for 

this was to have the data represent a similar case as the final version of Game X. The bundle 

size was noted in Mac OS X after the application was distributed to an ipa-file. The bundle 

size for all techniques is presented in Figure 31. 
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Figure 31 The bundle size differs a lot between RGBA8888 and RGBA4444. 
However, the difference between RGBA4444, PVRTC4 and PVRTC2 is minor in 

comparison. 

Bundle size had, to little surprise, some correspondence to the memory footprint. However, 

JPEG performed relatively better in bundle size compared to loading time and memory 

footprint. 

5.2 User Study 

As stated in section 3.4, the perceived visual quality was also measured alongside the 

technical characteristics.  The purpose of this user study was to find out which techniques 

that have an acceptable visual quality. The procedure was designed to provide both 

quantitative and qualitative data by veiling the purpose of the study in the first phase and 

explaining it in the second phase.  

5.2.1 Equipment 

The user study was executed using 5 iPad Mini’s with one compression technique per iPad. 

The iPad Mini has a 7.9-inch screen with a resolution of 1024 x 768 pixels and 163 ppi. Each 

device has 16 GB of storage and is running the iOS version 6.1.3. All iPads were set to have 

the highest screen brightness level to allow for a fair comparison. 

5.2.2 Participants 

This user study had an exclusion criterion implying that game programmers and game 

artists cannot attend the study. The reason for this criterion was that these occupations are 

likely to have previous experience with texture compression techniques. Participants were 

recruited at two places, a university and internally at the company developing Game X. Ten 

of the participants were students at the university. The other 11 participants were either 

game testers or employees at the company. The employees did not work with game 

development, since this was the exclusion criterion. 

There were 21 participants, 8 female and 13 male, attending the study. The age of the 

participants ranged from 21 to 38 years old. The prior experience in regards to playing 
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mobile games was acquired by asking how much time participants spent playing mobile 

games weekly and the length of their average game session. The participants spent between 

0-14 hours a week playing mobile games and their normal game session ranged between 5-

60 minutes. Only one participant did not own a smartphone or tablet and 6 of the 

participants did not play mobile games. 

5.2.3 Procedure 

The procedure for the user study was almost identical to the procedure in the pilot study, 

explained in section 4.2.7. The pilot study revealed additional improvements to be made for 

the final study, for example, collecting data regarding the random order in which 

participants perceived the techniques. 

Another improvement was to actively ask and note what participants are observing while 

comparing the five techniques. The purpose of this collected data was to understand which 

objects that are most noticeable when being compressed. 

The design of the study and procedure were made accordingly to the ethical principles 

provided by the Swedish Research Council (Vetenskapsrådet, 2002). Participants were asked 

to voluntarily take part in the study. The ethical principles were summarized and presented 

as follows: 

“This study is conducted for educational purposes and any information gather 

will only be used for the purpose of the study. The goal of this study is to 

improve the game in question. The study is therefore not measuring your 

performance, but rather the performance of the game. No disturbing or 

harmful content will be shown in the study. All information gathered will be 

anonymous and in no way traceable back to you. You are free to cancel your 

participation in the study anytime during the procedure.” 

5.2.4 Results 

The purpose of the first phase in the procedure was to find out whether the participants 

noticed a difference in the visual quality without being told what to look for. The collected 

data express whether the participant made a negative comment towards the visual quality of 

the compression technique, as seen in Figure 32. 
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Figure 32 The percentage of participants who made a negative comment towards 
respective compression technique during the first phase of the procedure. 

RGBA8888 and RGBA4444 had few or no remarks while the increase in remarks regarding 

JPEG, PVRTC4 and PVRTC2 is close to linear. 6 out of the 21 participants did not make a 

negative comment towards any of the techniques. 

The second phase of the procedure collected data on the participants’ perceived order as well 

as the techniques they found acceptable in terms of visual quality. The perceived order of the 

visual quality differs between the participants, as seen in Figure 33. 

 

Figure 33 The number of participants who order the visual quality accordingly. 
The order goes from best (left) to worst (right). 

All of the participants chose PVRTC2 as the worst visual quality. The difference in perceived 

visual quality between RGBA8888 and RGBA4444 seem to be minor according to the data. 

12 out of the 21 participants stated that RGBA8888 and RGBA4444 were similar while 

comparing the two. 

After deciding the order of visual quality, the participants were asked which techniques they 

found to be acceptable in the context of playing the game. This data is visualized in Figure 

34. 
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Figure 34 The percentage of participants that found the compression technique 
acceptable for playing the game. 

All participants found RGBA8888 and RGBA4444 to be acceptable while none thought 

PVRTC2 was acceptable. The quality of the JPEG textures was fairly high with approximately 

86% that found it to be acceptable. The big drop in reduced acceptability for the quality was 

the difference between JPEG and PVRTC4, as only 19% of participants found PVRTC4 to be 

acceptable. 

One might think that the participants who find a technique not to be acceptable should 

notice this when playing the game, however, the data suggests differently. Figure 35 shows 

the relationship between this data. 

 

Figure 35 The combined the data from Figure 32 and Figure 34. The blue bars are 
taken from Figure 32 while the red bars are the percentage of participants who did 

not make a negative comment towards the visual quality. 
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RGBA8888, RGBA4444 and JPEG corresponded well with the number of participants who 

found the quality to be acceptable and who did not make any negative comments towards the 

quality. However, PVRTC4 and PVRTC2 did not correspond accordingly. More than half of 

the participants did not make any negative comments towards PVRTC4 during the first 

phase of the procedure, but only 4 participants found PVRTC4 to have an acceptable visual 

quality. The same case applies for PVRTC2. 

The second phase helped to unveil where participants noticed the difference. Data were 

collected regarding the details that participants look at while trying to order the visual 

quality according to their perception. The details mentioned are shown in Figure 36. 

 

Figure 36 The number of participants that observed these details when 
comparing the visual quality of the different compression techniques. 

The chart suggests that participants most often noticed the reduced visual quality on 

animations and transparency (action labels). The category of static buildings included 

comments regarding all buildings besides those with animations, for example, the town hall 

and the town house. 

Data was collected for each participant to create a user profile. The user profile was used to 

understand if there is any relationship or difference related to gender, age or experience with 

mobile games. The effects of gender are presented in Figure 37. 
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Figure 37  The average number of unacceptable techniques and negative 
comments separated by gender. 

The average amount of unacceptable technique per participants was close to two and gender 

had little or no effect. However, the number of techniques that receive a negative comment 

during the first phase varied considerably depending on gender. Female participants made 

negative comments towards two techniques on average while male participants only 

commented negatively about one technique on average. 

The age of the participants were also gathered for the user profile. A comparison between 

four age groups is shown in Figure 38. 

 

Figure 38 The average number of unacceptable techniques and negative 
comments separated by age. 

The data suggests that age did not have much of an impact on the participants’ perceived 

visual quality, as it is hard to tell whether the variance is random or dependent on age. For 

example, the perceived visual quality is very similar for the youngest and oldest age groups. 

The amount of experience playing mobile games differs radically between the participants.  A 

third (7 out of 21) of the participants did not play mobile games at all while one of the 
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participants played as much as 14 hours a week. The relationship between mobile gaming 

experience and perceived visual quality is shown in Figure 39. 

 

Figure 39 The average number of unacceptable techniques and negative 
comments separated by mobile gaming experience. 

The data suggests that the time spent playing mobile games did not affect the users 

perceived visual quality for mobile games. 

The order which participants receive the techniques was randomized to eliminate the effect 

of received order. The data collected on the participants received order was used, see Figure 

40, to see if it still had an effect on their perceived quality. 

 

Figure 40 The average number of unacceptable techniques and negative 
comments separated by received order. 

The techniques were split into two groups, one including PVRTC2 and PVRTC4 while the 

other is made up of JPEG, RGBA4444 and RGBA8888. This grouping was based on the 

results in Figure 34 as there was a big gap in the acceptability between JPEG and PVRTC4. 

There was no effect of the order between these groups as seen in Figure 40. 
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6 Analysis 

The goal of this study is to find the best compression technique for Game X in regards to the 

technical characteristics and visual quality. All the data necessary for this evaluating was 

collected and presented in chapter 5. This chapter analyzes each characteristic as well as the 

trade-offs between all the characteristics. 

6.1 Loading Time 

The data that stands out in regards to loading time was the JPEG compression. Loading the 

game with JPEG textures took about 3.5 seconds on average while the other techniques 

varied between 1.5 and 2 seconds, as seen in Figure 27. The additional loading time for JPEG 

textures was due to the need of combining the image with the alpha mask. The purpose of 

JPEG compression is photographs, not games, as stated in section 3.2. These results show 

the same conclusion. 

The other techniques, RGBA8888, RGBA4444, PVRTC4 and PVRTC2, only show slight 

differences in comparison to JPEG compression. The data suggests that the more 

compressed a texture is, the shorter its loading time becomes.  

Figure 26 shows the different results from all the three towns used for measuring. It is worth 

pointing out that it takes longer to load the JPEG textures for town 3 than town 1 while the 

other techniques show the opposite. Town 3 is composed of more objects, especially trees, 

stones and walls. The reason for this behavior is unclear since more objects should in theory 

take longer to load. 

6.2 Memory Footprint 

It was noticed during the pilot test measurements, see section 4.2.4, that JPEG used as much 

memory as RGBA8888. This was also seen in the final measurements, such as the results 

presented in Figure 30. However, the peak memory consumption of JPEG compression is 

even higher than RGBA8888. This was because of the same reason as the longer loading 

time for JPEG textures. Both the image and the mask had to be loaded into memory while 

being combined to one texture. This gave JPEG compression an additional disadvantage. 

However, all the other techniques essentially had the same stable and peak memory 

consumption. 

Since the other techniques are fixed-rate, it is possible to predict how much memory the 

textures consume. However, it is difficult to estimate how much memory the application use 

in total. The relationship of stable memory consumption between PVRTC2, PVRTC4, 

RGBA4444 and RGBA8888 is essentially exponential. The difference between the high 

compression rate techniques, such as PVRTC2 and PVRTC4, is less compared to the 

difference between RGBA4444 and RGBA8888. Most memory usage is therefore saved when 

taking the step from RGBA8888 to RGBA4444. Less memory is saved when changing from 

RGBA4444 to PVRTC4 and even less when going from PVRTC4 to PVRTC2.  

In contrast to the loading time, memory footprint corresponds well for all three towns, as 

seen in Figure 28 and Figure 29. 
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6.3 Bundle Size 

Unlike memory footprint, bundle size is hard to predict. It was mentioned in section 4.2.3 

that all techniques besides JPEG compression were already archived to save space. However, 

all assets were archived once more when the bundle was exported using XCode. The 

statistics in Figure 31 show that the bundle consisting JPEG textures still was larger than 

RGBA4444, PVRTC4 and PVRTC2. This gave JPEG compression a third disadvantage. 

Another factor that impact the bundle size, besides the archived pvr.ccz format, was the fact 

that PVRTC textures is forced to be square while the other techniques can, for example, have 

a size of 1024 x 2048 pixels instead of being forced to use 2048 x 2048 pixels. 

It is also worth to point out the rather large gap between RGBA8888 and RGBA4444, as the 

bundle size for RGBA4444 was half the size of the RGBA888 bundle. Another interesting 

result was that the bundle size of RGBA4444 and PVRTC4 is very similar.  

It was mentioned in section 2.4.3 that it is desirable to keep the bundle size under 50 MB in 

order to download the app over the mobile network (Whitney, 2012). RGBA8888 was the 

only technique to surpass the 50 MB limit, as seen in Figure 31. 

6.4 Visual Quality 

Figure 32 and Figure 34 indicate that practically all participants found RGBA8888 and 

RGBA4444 to have an acceptable visual quality. Many participants found it hard to tell any 

difference between RGBA8888 and RGBA4444. This was seen in Figure 33 were 9 

participants chose RGBA4444 as the best quality and 12 participants chose RGBA8888. 

During the second phase of the procedure, 12 participants also made comments that the two 

techniques were similar. JPEG compression scored fairly well on the visual quality where 

86% of the participants found the quality acceptable and only 19% making negative 

comments during the first phase. RGBA8888, RGBA4444 and JPEG compression all scored 

above 80%, which is a threshold set by Song et al. (2011) for acceptable quality. However, 

this thesis are not concerned about a threshold in terms of visual quality, but rather the 

relative relationship between the techniques and the user study as a whole with both 

qualitative and quantitative data. 

On the other hand are PVRTC4 and PVRTC2. These techniques were perceived as having 

considerably worse visual quality than the other techniques. Only 19% of participants found 

PVRTC4 to be acceptable and none stated that PVRTC2 was acceptable. Figure 35 shows that 

few participants made negative comments towards the visual quality, but even fewer found 

the techniques acceptable. Even though they did not notice the reduced quality at first, they 

still did not find it acceptable when looking more closely at the details. What data to find 

most reliable is arguable, but both sets of data give similar results with PVRTC4 and 

PVRTC2 as exceptions. 

The content where participants most often noticed the reduced visual quality was the 

animations. Figure 36 shows the number of participants who mentioned what they were 

observing when comparing the techniques. This was a result of the issue, mentioned in 

section 4.3.3, regarding flickering animations. Participants also tended to notice the reduced 

quality in the animations during the first phase of the procedure. One possible solution is to 

use a higher compression rate technique for static objects to reduce memory footprint and 

bundle size and a lighter compression for animated objects. A problem with such a solution 
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is the risk of disrupting a uniform art style. If the difference in the visual quality would differ 

considerably, some assets could stand out among the rest of the art. Many users also noticed 

the action labels that are half-transparent. Since all four channels, red, blue, green and 

alpha, is compressed, the transparency also suffer artifacts.  

The user profile ruled out any effect of mobile gaming experience, age and order of 

techniques on perceived visual quality. However, gender can possibly have had some effect 

in this case. Female participants noticed reduced quality during the first phase more often 

than male participants, as seen in Figure 37. Female participants made negative comments 

towards two techniques on average while men only made one negative comment on average. 

One participant whose perception of quality can be questioned is the participant who made 

negative comments towards RGBA8888, the lossless compression technique. The comment 

made stated, “The town house is a bit blurry when looking at the door, but the trees are 

better”. The participant received the techniques in the order: PVRTC2, JPEG, RGBA4444, 

RGBA8888 and PVRTC4. The participant later commented, “The lumber mill is more blurry 

than before, but the door is better” when observing PVRTC4. This perception of quality does 

not correspond with the other participants. There are two possible reasons to this. Receiving 

the most compressed technique, PVRTC2, as the first technique in the order might make 

participants more observant during the rest of the procedure. However, the data in Figure 40 

suggests otherwise. The other reason might be the participant’s occupation. It was revealed 

during the interview that this participant was studying graphical design. This occupation was 

not in the exclusion criterion for the user study, but might still have an effect on their 

perceived visual quality. 

6.5 The Trade-Off 

The compression techniques performed well in some aspects, but worse in others. The 

evaluation of texture compression techniques always has to take the trade-off between 

technical savings and reduced visual quality into account. This section evaluates the 

compression techniques by taking all aspects into consideration. All techniques were given 

the rating very bad, bad, good or very good for each aspect to provide an overview, as seen in 

Table 4. 

It took approximately the double amount of time to load JPEG textures compared to the 

other techniques, which makes JPEG a very bad choice in regards to loading time. The other 

techniques only varied slightly in loading time. Therefore, no technique stands out as very 

good in the case of loading time. JPEG compression was also the worst performing technique 

in regards to memory footprint, with the peak in memory consumption much higher than 

the other techniques. RGBA8888 also scored badly on memory footprint. RGBA4444 

performed better but PVRTC4 and PVRTC2 stand out from the other techniques with less 

than 20 MB used. In addition, JPEG compression was not good for reducing bundle size. 

RGBA8888 was still worse than JPEG regarding bundle size, but JPEG compression cannot 

compete with the other techniques in this aspect either. RGBA4444 and PVRTC4 show 

similar results, while PVRTC2 performed even better with only 16 MB in bundle size. 

RGBA8888 and RGBA4444 were perceived as having a very good visual quality, as all 

participants found the techniques to be acceptable. JPEG also had a good visual quality with 

86% acceptability and only 19% of participants making negative comments towards the 

technique. However, PVRTC4 and PVRTC2 scored much worse on the visual quality aspect. 
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No participant found PVRTC2 to be acceptable and only 19% of the participants found 

PVRTC4 to be acceptable. In conclusion, PVRTC4 had a bad visual quality while PVRTC2 

had a very bad visual quality. The trade-off between the techniques is summarized below in 

Table 4. 

Table 4 All results are summarized for each technique with a scale from very bad to very 

good relative to the other techniques. 

 RGBA8888 RGBA4444 PVRTC4 PVRTC2 JPEG 

Loading 

time 

Good Good Good Good Very bad 

Memory 

footprint 

Bad Good Very good Very good Very bad 

Bundle size Very bad Good Good Very good Bad 

Visual 

quality 

Very good Very good Bad Very bad Good 

 

The only technique that achieved good results in all aspects is RGBA4444. RGBA8888 was 

eliminated because of its bundle size, JPEG compression was eliminated by bad performance 

in loading time and memory footprint and PVRTC2 was eliminated because of its bad visual 

quality. However, PVRTC4 can be used to reduce be memory footprint more than 

RGBA4444, but only if there is a solution to reduce the artifacts seen in the animations. In 

conclusion, RGBA4444 is the most suitable compression technique to use in the context of 

the case study. Since RGBA4444 is a variant of uncompressed PVR, there is no advanced 

algorithm to compress the texture efficiently. The reason why RGBA4444 is suitable for 

Game X is because of the cartoon-influenced art style. It is possible to reduce the available 

bits per pixel by half, which limits the available colors from 16 million to 4096, without 

severe artifacts. This trade-off is beneficial for Game X since few colors are used in the art 

assets. 

A generalization of the results should be done with caution, since this thesis is concerned 

with a particular case. For example, games that have a more realistic art style might suffer 

severe artifacts by using RGBA4444. It is therefore important to understand why a technique 

is good for a specific case. However, conducting a study of this scale for each new game to 

develop is a waste of time since it is possible to generalize the results to some extent. These 

measurements, in regards to both the technical and visual aspects, are only accurate for the 

iPad Mini. Of course, the results can be used and interpreted for other devices, but it is still 

important to keep this in mind.  
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7 Conclusions 

This chapter summarizes the study as well as the results. The results are discussed in a 

broader context than the case study and improvements to the methodology are suggested. 

The possibility for future work is discussed for a shorter perspective of generalizing the study 

as well as a longer perspective for mobile graphics. 

7.1 Summary 

This thesis evaluated five variants of texture compression techniques in order to find the 

most suitable compression technique for the case study. Texture compression is especially 

important to use for mobile games because of the hardware limitations. Texture compression 

reduces the demand of both memory size and bandwidth, but comes at the expense of visual 

quality. It was therefore important to put emphasis on both technical characteristics and 

visual quality when evaluating the texture compression techniques. A user study was carried 

out to understand the perceived visual quality of the compression techniques. Conducting 

the user study and the technical measurement required a test environment based on the 

context of the case study. Interaction, animation and town creation were the main features 

necessary to create a natural context of the case. The results from this evaluation are 

presented in Chapter 5 and analyzed in Chapter 6. 

RGBA8888 and JPEG were not suitable compression techniques for the case study because 

of the high hardware demand. JPEG compression proved to be a bad technique to use for 

games in general, due to its lack of an alpha channel. Combining the alpha mask with the 

image was expensive in terms of loading time and memory footprint. PVRTC4 and PVRTC2 

were also eliminated due to the unacceptable visual quality. The artifacts introduced by these 

techniques are most noticeable on animated objects. The most suitable compression 

technique for the case study was therefore RGBA4444, which was neither best nor worst in 

the technical aspects and had a very good visual quality. For an overview of these results, see 

Table 4. 

It is important not to generalize these results, as this thesis was only concerned with the 

case. Factors such as the art style and hardware have an impact on the results, which is why 

generalizations should be done with caution. However, the results can be useful for other 

projects with a similar art style and platform. 

7.2 Discussion 

The result from this thesis showed that RGBA4444 was the most suitable compression 

technique for the case study. However, there was more in this study that has to be taken into 

account. RGBA4444 was only the most suitable technique out of the 5 variants included in 

the study. There might be better solutions that were not covered by this thesis. The 

limitation of time also limited the amount of techniques to compare. The results in this 

thesis are only true for the iPad Mini, one of many devices on the market. It is important to 

understand these limitations of the study in order to fully understand the results. 

An interesting finding in this study is the perceived difference between static textures and 

animations. Games with few or no animations might be able to use higher compression rate 
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techniques without severe artifacts. It also raises the question for possible alternatives to 

frame-by-frame animation. 

There is no arguing that JPEG compression is a bad fit for games in general. This was also 

concluded by previous studies, such as Beers et al. (1996) and Fenney (2003), which 

criticized JPEG compression for use in the context of real-time graphics. Beers et al. (1996) 

state that JPEG is expensive to decode because it is based on discrete cosine 

transformations. In addition, they conclude that variable rate compression techniques, such 

as JPEG, are bad for fast memory access. Other compression techniques, such as PVRTC, 

have a fixed number of bits making it faster to index a pixel in the image. However, these 

concerns are not the reason why JPEG performs badly in the case study. The main issue is 

the lack of an alpha channel resulting in the need to combine the image and alpha mask 

during run time. 

Fenney (2003) imply the use of PVRTC in real-time graphics, but only compare still images 

in his paper. This thesis clearly shows the issue that arises when frame-by-frame animations 

are compressed with PVRTC. Worth pointing out is that this issue is only related to frame-

by-frame animations. Art assets used in skeletal animation would not suffer from the same 

artifacts since skeleton animation only translate and rotate still images. 

Ström and Wennersten (2011) discuss both the issues with JPEG compression and PVRTC in 

the context of mobile devices. Their paper suggests that compressing a texture with JPEG to 

the same level of quality as 4 bpp compression, such as PVRTC4, perhaps results in 60% the 

file size of a texture compressed with PVRTC4. This is beneficial since less data has to be 

transferred over the network when downloading the game. Another solution proposed by 

Ström and Wennersten (2011, p. 177) is to use lower texture bit rate, such as PVRTC2, but 

they state, “…lower rate also brings a lower image quality which may not be acceptable in 

some cases”. These concerns were proved to be true in the case of Game X. 

This thesis, Ström and Wennersten (2011) as well as Song et al. (2011) uses the word 

“acceptable” when discussing visual quality. The problem with such a term is that it is open 

for interpretation. Song et al. (2011) discuss and compare their results to a similar previous 

study. They argue that users seem to demand higher quality nowadays as they are exposed to 

HD video more often. When a word such as “acceptable” is interpreted, all the previous 

experiences related to that context determine the meaning of the word to that person. 

However, since participants had similar answers in the user study, their idea of acceptability 

regarding visual quality on mobile devices must have been similar. 

The one participant who made a negative comment towards RGBA8888 was a graphical 

design student. Occupation was not a part of the user profile, but this participant’s 

occupation was revealed during the procedure. One conclusion is that the occupation might 

influence the participant’s perception when observing graphical work. In order to get a better 

understanding on the effects of occupation, data should have been collected to allow for such 

an investigation. However, collecting more information about participants might eventually 

cross the line to infringement of the participants’ personal lives. All gathered information 

should be justified to add increasing value to the purpose of the study (Vetenskapsrådet, 

2002).  Collected data, such as occupation, might not be classified as a violation of privacy, 

but it is important to keep this principle in mind when conducting user studies. 



 56 

Gender is also an interesting matter regarding the user study. In this study, female 

participants notice reduced visual quality twice as often as male participants. If this is 

actually related to gender or previous experiences is unclear. No generalizations can be made 

on this issue since the number of participants is rather low. 

Another interesting result from the user study is that more than 25% of the participants did 

not find the visual quality to be bothering or annoying during the first phase. The only effect 

of profile related to this is gender, but what about other circumstances than the collected 

data. It might be that these participants did not spend enough time in the game to notice 

such visual artifacts. The duration time of the procedure was not recorded during the study, 

which is why no conclusions can be drawn regarding this finding. 

The conclusion of the analysis, summarized in Table 4, give a good overview of all the 

techniques and aspects. However, there is one problem with the rating scale. Using words 

such as very bad and very good is a subjective scale based on the author’s conclusions. These 

words are also open to interpretation. Since the statements are based on results from the 

measurement, it is still valid information. Though, making the rating scale in the table 

objective would also make it harder to read. This is an issue of finding the balance between 

simplicity and scientific accuracy. 

The methodology of this thesis can be improved upon for future research. The biggest 

improvements are related to the user study. Collecting more information about each 

participant, occupation for example, would improve the user profile and help to make sense 

of the perceived visual quality. More questions during the first phase of the procedure would 

also give more insight to the data presented in Figure 35, which can only draw the conclusion 

as of now that users are pickier when presented with all available options. In addition, to 

collect data on the duration of the procedure would have been interesting to see if there is 

any difference between participants who spend a longer or shorter time in the game. New 

technology also allow for collecting more accurate data. An example that is relevant to this 

user study is eye-tracking technology. Eye-tracking software is capable of tracking the 

position where participants are looking. This could prove useful to collect quantitative data 

of the objects that participants observe in the study. Is this kind of automated information 

necessary? Tracking the participants’ focal point every single moment during the study 

might violate the participants’ privacy. However, the threshold of violation is arguable for 

the specific context. 

7.3 Future Work 

Only 5 variants of compression techniques were evaluated in this study. There are other 

compression techniques that also could be of interest to iOS games. WebP (2013) is a 

compression technique developed by Google with focus on web content. Google state that 

WebP images are 25%-34% smaller in size compared to JPEG compression images with a 

similar quality. Implementing and comparing WebP in the context of iOS compression is of 

interest. 

The results showed that animations are the biggest issue for PVRTC. However, all animated 

objects in the current state of Game X have been stationary. Animations might be perceived 

differently if, for example, an animated character is moving. Adding these animations to the 

study would give more insight to the problem of compressed animations. It would also be 

interesting to compare the current results with a mixture of compression techniques for 
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different assets, for example, using RGBA4444 for animation and PVRTC4 for static objects. 

However, the risk of disrupting a unified art style has to be taken into account. 

An interesting parameter to add to the study would be an iPad with the retina display. The 

retina display has a resolution of 2048x1536 pixels and 264 ppi while the iPad Mini only has 

a resolution of 1024x768 pixels and 163 ppi. Tests and measurements were executed outside 

the scope of the study using an iPad with the retina display. The visual quality of PVRTC4 is 

considerably better on the retina-display, based on the author’s perceived visual quality. This 

also allow for the advantage of using one compression technique for retina textures and 

another technique for low-resolution textures. 

In order to generalize this case study, several art styles besides cartoon-influenced art have 

to be evaluated. A more realistic art style with more colors might suffer severe artifacts from 

RGBA4444. Furthermore, PVRTC might have an acceptable visual quality for games with 

few or no animations. The methodologies used to measure the technical characteristics can 

be applied to any iOS game. The user study can also be applied to other projects by 

implementing the choice of compression technique when starting the application. Such an 

extensive study, evaluating several art styles, can provide useful guidelines for most iOS 

games in regards to texture compression. 

The future of frame-by-frame animations might be coming to an end for big scale games on 

mobile devices. The requirements to store and load all animations might be too much for 

games with a lot of content, but frame-by-frame animations will still be useful for smaller 

projects. Skeletal animation is a technique that is becoming more popular among mobile 

games, such as Hay Day (2013). Skeletal animation would not suffer the same kind of 

artifacts that frame-by-frame animation does when using PVRTC. A study comparing texture 

compression for frame-by-frame animation and skeletal animation, putting the two against 

each other, would provide the answer if the era of frame-by-frame animation is over for 

mobile games. In addition, new tools are emerging making it easier to create art using 

skeletal animation. For example, Spriter (2013) is a tool under development for creating 

skeletal animations that can be integrated with several game engines, cocos2D being one of 

them. For a case like Game X, it would be interesting to find out whether it is worth to 

recreate art assets for the potential benefits that skeletal animation could provide. 
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Appendix A -  Loading time 

The values in column Run 1 to Average are the loading time in seconds. SD is short for 

standard deviation and shows the variation of the three runs. The RSD (relative standard 

deviation) is the relative variance, based on the coefficient of variation, and is presented as a 

percentage. These measurements all have a RSD value between 0.118% and 0.868%. 

Town 1 Run 1 Run 2 Run 3 Average SD RSD 
RGBA8888 1.936 1.925 1.936 1.932 0.006351 0.329 
RGBA4444 1.683 1.689 1.696 1.689 0.006506 0.385 

PVRTC4 1.569 1.576 1.57 1.572 0.003786 0.241 
PVRTC2 1.524 1.524 1.533 1.527 0.005196 0.340 
JPEG 2.659 2.659 2.645 2.654 0.008083 0.305 

       Town 2 
      RGBA8888 2.425 2.43 2.436 2.430 0.005508 0.227 

RGBA4444 2.016 2 2.011 2.009 0.008185 0.407 

PVRTC4 1.813 1.797 1.801 1.804 0.008327 0.462 
PVRTC2 1.728 1.756 1.752 1.745 0.015144 0.868 
JPEG 4.478 4.476 4.468 4.474 0.005292 0.118 

       Town 3 
      RGBA8888 1.819 1.807 1.817 1.814 0.006429 0.354 

RGBA4444 1.516 1.507 1.513 1.512 0.004583 0.303 
PVRTC4 1.368 1.372 1.371 1.370 0.002082 0.152 
PVRTC2 1.313 1.324 1.328 1.322 0.007767 0.588 
JPEG 3.579 3.59 3.582 3.584 0.005686 0.159 
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Appendix B -  Memory footprint 

The table below shows the measurements for the stable memory consumption. The values in 

column Run 1 to Average are the memory usage in megabytes. SD is short for standard 

deviation and shows the variation of the three runs. The RSD (relative standard deviation) is 

the relative variance, based on the coefficient of variation, and is presented as a percentage. 

These measurements all have a RSD value between 0.024% and 1.732%. 

TOWN1 Run 1 Run 2 Run 3 Stable Aver. SD RSD 
RGBA8888 32.75 32.78 32.75 32.76 0.017321 0.053 

RGBA4444 23.02 23.09 23.05 23.05 0.035119 0.152 
PVRTC4 17.04 16.99 16.93 16.99 0.055076 0.324 
PVRTC2 15.23 15.15 15.21 15.20 0.041633 0.274 
JPEG 32.87 32.82 32.84 32.84 0.025166 0.077 

       TOWN2 
      RGBA8888 47.7 47.66 47.75 47.70 0.045092 0.095 

RGBA4444 30.77 30.74 30.7 30.74 0.035119 0.114 
PVRTC4 19.75 19.67 19.7 19.71 0.040415 0.205 
PVRTC2 17.29 16.75 16.82 16.95 0.293655 1.732 

JPEG 47.9 47.9 47.88 47.89 0.011547 0.024 

       TOWN3 
      RGBA8888 38.36 38.33 38.36 38.35 0.017321 0.045 

RGBA4444 25.52 25.56 25.46 25.51 0.050332 0.197 
PVRTC4 17.36 17.36 17.4 17.37 0.023094 0.133 
PVRTC2 15.09 15.01 15.05 15.05 0.040000 0.266 
JPEG 38.5 38.47 38.48 38.48 0.015275 0.040 
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The table below shows the measurements for the peak memory consumption. These 

measurements all have a RSD value between 0.03% and 1.755%. 

TOWN1 Run 1 Run 2 Run 3 Peak Aver. SD RSD 
RGBA8888 32.78 32.8 32.79 32.79 0.010000 0.030 
RGBA4444 23.06 23.13 23.14 23.11 0.043589 0.189 
PVRTC4 17.26 17.09 17.03 17.13 0.119304 0.697 
PVRTC2 15.3 15.54 15.29 15.38 0.141539 0.920 
JPEG 49.75 49.14 50.3 49.73 0.580259 1.167 

       TOWN2 
      RGBA8888 47.78 47.78 47.82 47.79 0.023094 0.048 

RGBA4444 30.86 30.84 30.8 30.83 0.030551 0.099 
PVRTC4 19.86 19.79 19.79 19.81 0.040415 0.204 
PVRTC2 17.4 16.85 16.92 17.06 0.299388 1.755 
JPEG 78.86 78.89 79.11 78.95 0.136504 0.173 

       TOWN3 
      RGBA8888 38.41 38.38 38.41 38.40 0.017321 0.045 

RGBA4444 25.57 25.61 25.5 25.56 0.055678 0.218 

PVRTC4 17.39 17.41 17.44 17.41 0.025166 0.145 
PVRTC2 15.14 15.06 15.08 15.09 0.041633 0.276 
JPEG 61.93 63.64 61.94 62.50 0.984395 1.575 
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Appendix C -  User study 

The table below contains the quantitative data from the user study. Ownership of mobile 

devices is presented as yes (Y) or no (N). The columns RGBA8888, RGBA4444, JPEG, 

PVRTC4 and PVRTC2, display whether the participant found the technique acceptable (1) or 

unacceptable (0). 

Gender Age Own 
mobile 
device 

Hours 
played 
weekly 

Game 
session 
length 

Received 
order 

Negative 
comments 
towards 
the 
graphical 
quality 

Perceived 
order 

RGBA 
8888 

RGBA 
4444 

JPEG PVRTC4 PVRTC2 

M 28 Y 0 0 

PVRTC4-
JPEG-
PVRTC2-
RGBA4444-
RGBA8888 

 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 1 0 

F 21 Y 2 30 

PVRTC4-
JPEG-
RGBA8888-
PVRTC2-
RGBA4444 

 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

F 21 Y 2 15 

JPEG-
RGBA8888-
RGBA4444-
PVRTC2-
PVRTC4 PVRTC2 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

F 22 Y 0 0 

PVRTC2-
JPEG-
RGBA4444-
RGBA8888-
PVRTC4 

PVRTC2, 
JPEG, 
RGBA8888, 
PVRTC4 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 24 Y 0 0 

RGBA4444-
PVRTC4-
PVRTC2-
RGBA8888-
JPEG 

PVRTC4, 
PVRTC2, 
JPEG 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 24 Y 1 10 

JPEG-
RGBA8888-
PVRTC4-
PVRTC2-
RGBA4444 PVRTC2 

RGBA8888 
- JPEG - 
RGBA4444 
- PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 23 Y 7 60 

RGBA8888-
PVRTC4-
RGBA4444-
PVRTC2-
JPEG 

 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 1 0 

M 31 Y 1 30 

JPEG-
RGBA4444-
PVRTC2-
PVRTC4-
RGBA8888 

PVRTC2, 
PVRTC4 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 0 0 0 

M 23 Y 3 30 

PVRTC2-
PVRTC4-
RGBA8888-
JPEG-
RGBA4444 

 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 
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M 25 Y 1 10 

RGBA8888-
JPEG-
PVRTC4-
RGBA4444-
PVRTC2 PVRTC2 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 0 0 0 

M 21 N 0 0 

PVRTC2-
JPEG-
RGBA8888-
RGBA4444-
PVRTC4 

 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 32 Y 4 10 

RGBA8888-
PVRTC2-
RGBA4444-
PVRTC4-
JPEG PVRTC2 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 33 Y 3 10 

JPEG-
PVRTC2-
PVRTC4-
RGBA8888-
RGBA4444 

PVRTC2, 
PVRTC4 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

F 28 Y 3 20 

PVRTC4-
RGBA4444-
RGBA8888-
PVRTC2-
JPEG 

PVRTC2, 
PVRTC4 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

F 29 Y 5 5 

RGBA8888-
JPEG-
RGBA4444-
PVRTC2-
PVRTC4 

PVRTC2, 
PVRTC4 

RGBA4444- 
RGBA8888 
- PVRTC4 - 
JPEG - 
PVRTC2 1 1 1 1 0 

F 28 Y 0 0 

PVRTC4-
PVRTC2-
RGBA4444-
JPEG-
RGBA8888 

PVRTC4, 
PVRTC2, 
JPEG 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

F 22 Y 14 10 

PVRTC4-
RGBA8888-
PVRTC2-
JPEG-
RGBA4444 

PVRTC4, 
PVRTC2, 
JPEG 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 0 0 0 

M 27 Y 1 15 

JPEG-
RGBA4444-
PVRTC2-
RGBA8888-
PVRTC4 

PVRTC2, 
PVRTC4 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 1 0 

F 38 Y 0 0 

PVRTC2-
JPEG-
RGBA4444-
PVRTC4-
RGBA8888 PVRTC2 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 35 Y 0 0 

RGBA4444-
PVRTC2-
JPEG-
PVRTC4-
RGBA8888 

 

RGBA4444 
- 
RGBA8888 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

M 24 Y 3 10 

RGBA4444-
PVRTC4-
RGBA8888-
JPEG-
PVRTC2 

PVRTC2, 
PVRTC4 

RGBA8888 
- 
RGBA4444 
- JPEG - 
PVRTC4 - 
PVRTC2 1 1 1 0 0 

 


