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Abstract
Scheduling problems have been studied extensively in the literature
but because they are so hard to solve, especially real-world problems,
it is still interesting to find ways of solving them more efficiently. This
thesis aims to efficiently solve a real-world scheduling problem by using
a hybrid representation together with an optimisation algorithm. The
aim of the hybrid representation is to allow the optimisation to focus
on the parts of the scheduling problem where it can make the most
improvement. The new approach used in this thesis to accomplish this
goal, is the combination of simulation-based optimisation using genetic
algorithms and dispatching rules. By using this approach, it is possible
to investigate the effect of putting specified job sequences in certain
machines and using dispatching rules in the other. The hypothesis
is that the optimisation can use dispatching rules on non-bottleneck
machines that have little impact on the overall performance of the line
and some specified job sequences on bottleneck machines that are hard
to be scheduled efficiently with dispatching rules. This would allow
the optimisation to focus on the bottleneck machines and that would
produce a more efficient search. The results from the case study shows
it is a viable approach exceeding or equalling existing techniques. The
hypothesis that the optimisation can focus its efforts is supported by
a bottleneck analysis which corresponds with the experimental results
from optimisations.
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1

Introduction

This chapter gives a brief overview of scheduling problems and why it is
interesting to try to solve them. It will also describe the aim of this thesis
and how it is structured.

1.1

Scheduling theory

There are a broad range of problems that can be classified as belonging
to the category of scheduling problems. It is therefore difficult to give a
single definition that will be appropriate for all problems. Nevertheless a
general scheduling problem can be described as the task of assigning a set of
n jobs J(J=1,. . . n) to a set of m machines M(M=1,. . . m) in a given sequence.
Where the sequence is a permutation of the set of n jobs(J=1. . . n). Every
job Ji is also independent and it has a processing time of Pi > 0 at machine
Mi . Each machine can only handle one job at a time and a job can only be
processed by a single machine at a time. If there are two or more machines
that can process the same job, they are said to be parallel. That further
increases the complexity because in addition to finding a job sequence each
job must be allocated to an machine. When the scheduling problem consist
of jobs that must go through multiple machines in serial, the problem is
referred to as multi-stage.
The objective is often to minimise the makespan which is defined in
[Ruiz-Torres et al., 2011] as Cmax = max j ∈ J(Cj ) where Cj is the completion time of job j.
When a machine can process different types of jobs it is often unrealistic
to assume that the new job can be started directly without any delay. The
time it takes to prepare the machine to process the new job is called the
setup time. The reason for the setup time could be tasks like: changing to a
different tool, changing the program in the machine or switching operators.
When a jobs setup time is affected by the preceding job the setup time is
called sequence-dependent.
This definition can not handle all types of scheduling problems, but it
illustrates the essence of what a scheduling problem is. The scheduling problems that face industries, like the manufacturing industry, are usually more
complex.

1.2

Modelling

To be able to solve a scheduling problem, a model need to be built that
accurately represents the problem. Depending on the problem, this may be
1

a very difficult task with lots of opportunities to make mistakes. When an
analytical method is used a model is constructed with mathematics. This can
be hard if complex behaviours need to be modelled, because of the fact that
everything need to be described in mathematical terms. Take for an example
the need to model a persons movement across a shop floor. Just to describe
that would require complicated mathematics and it would be infeasible to
develop a model with that level of detail.
The analytical method is often preferred because it gives exact answers.
However when the problem is complex it can both be hard to develop the
model and the runtime requirements is often large enough to be prohibitive.
An alternative can then be to use simulation.
In contrast to an analytical method that gives exact answers a simulation
estimates the answer by an numerical method. The simulation is often carried out on a computer usually with a specialised software, but it can also be
directly implemented in a general-purpose programming language. The advantage of simulation is that it is possible to model complex behaviour that
would be impossible with analytical methods because of the time constraints.
When using an analytical method there is no need for optimisation because an exact answer (optimal) can be found for the problem. A simulation
on the other hand numerically calculates the result so it should be used together with an optimisation algorithm in order to find a solution as near
to the optimum as possible. This is called simulation-based optimisation
(SBO).

1.3

Background

Scheduling is the task that determines the job allocation and job sequence
at each machine. The purpose of this is to use the available resources as
efficiently as possible. Solving scheduling problems optimally is only feasible
for trivial problems, but industrial scheduling problems are seldom trivial. So
a number of different techniques for solving non-trivial scheduling problems
have been proposed.
Using optimisation and dispatching rules are two popular methods for
solving scheduling problems. An optimisation searches the solution space for
the best job allocation and job sequence, this search is performed globally
for all machines. How the search is performed differs from algorithm to
algorithm. The second method to solve a scheduling problem is by using
dispatching rules. They do not produce a schedule that must be followed
but instead they are local rules that are used by each machine to determine
what job to process next.
Since these techniques cannot find the optimum solution there is room
2

for improvement. This, together with fact that there is no known algorithm
that can solve non-trivial scheduling problems efficiently, makes it interesting
to try to find algorithms that will produce schedules with good performance
with a minimum amount of processing time. The performance of a schedule
is attained by comparing the outcome of the schedule against some predetermined criteria. There are a number of different criteria that can be interesting
to a scheduler but the most common is probably to minimise the makespan.
If the environment that executes the schedule have disturbances it is often
not enough to only look at those schedules with the best performance. Instead a schedule with less performance but with better robustness may be
preferable, where robustness is the ability to handle small changes without
losing much performance.

1.4

Aim

The aim of this work is to develop an optimisation algorithm that can at
each production stage in a multi-stage scheduling problem choose to use
job allocation and job sequence or a dispatching rule (referred later as a
direct and indirect sequence). The reasoning behind this is based on the
fact that the job allocation and sequence optimisation is the most flexible
since it can schedule jobs freely but is also very time consuming since the
search space is vast. The search space in a dispatching rules optimisation is
much smaller but it lacks in flexibility. So an optimisation algorithm should
concentrate its efforts to the stages where it makes a difference. The stages
that are not that important can be assigned a dispatching rule and those
stages that are important could be fine tuned with a custom job allocation
and job sequence. The algorithm would hopefully be better than using the
techniques separately.
There are similar attempts in the literature, [Cheng et al., 2011] used a
two step hybrid algorithm where the first optimisation used dispatching rules
and in the second step a bottleneck analysis is performed to find a sub problem that is then further optimised. The problems with this approach is that
the optimisation must be divided in to two parts and it can be difficult to
know how much time should be devoted to each part. Another problem
is that if the bottleneck analysis does not find the true bottleneck the sub
problem might not be worthwhile but might instead waste precious processing time. It also assumes that the best strategy is to concentrate on the
bottlenecks. This might be true if objective is to maximise throughput, but
for some other objectives this might not be the most efficient strategy.
The proposed algorithm does not suffer from these drawbacks since there
is only one optimisation and the optimisation only uses job allocation and
3

job sequence on those machines where it performs better than dispatching
rules. This means that the search space can be kept small and only when
the optimisation can benefit from it is the search space expanded.

1.5

Sub goals

To accomplish the aim a number of sub goals must first be completed.
• Sub goal 1a: Find an industrial test case which is a multi-stage scheduling problem.
• Sub goal 1b: Find suitable scenarios to test.
• Sub goal 2: Find suitable dispatching rules to implement.
• Sub goal 3a: Choose optimisation method.
• Sub goal 3b: Find good parameter settings and operators for the chosen
optimisation method.
• Sub goal 4: Perform optimisations with different combinations of dispatching rules and job allocation and job sequencing to establish benchmarks on which the final solution can be compared.

1.6

Thesis overview

The contribution of this thesis is to present a hybrid representation to a
scheduling problem that can be used with an optimisation algorithm. The
second chapter is an review of the scheduling literature. The main focus is
in the different ways of modelling and solving scheduling problems, but also
on how results can be analysed and the various techniques for comparing
algorithms. The third chapter deals with industrial scheduling and the difficulties that arise when trying to solve real-world problems. It also includes
a discussion on various ways that the performance of a schedule can be measured. In the fourth chapter the case study is presented with a description
of the model and the objectives. Also included in this chapter is a hybrid
representation for this case study, together with the optimisation algorithm
used. In the last chapter a number of experiments are carried out with different algorithms. The results and analysis for these experiments are also
presented here. Finally, some conclusions are drawn and some proposals for
future work is given.

4

2

Literature review

This section discusses different techniques proposed in the literature for solving scheduling problems. It also describes methods for analysing bottlenecks
in simulation models and how to compare algorithms against each other.
This section also defines some terminology used in this thesis.

2.1

Solving scheduling problems

In order to solve a scheduling problem it must have one or more objectives.
What the objectives are depends on the problem, the most common objective is probably the makespan. Makespan, as defined earlier, is the highest
completion time of any job. In such a problem the solution with the least
makespan is the best solution.
What is the best algorithm for solving scheduling problems? There is no
easy answer to this question because it depends on the problem. There are
however some questions that can be answered that can guide this decision,
such as:
• Is an optimal solution required?
• How many objectives are there?
• How much time can be used to find a solution?
• What type of scheduling problem is it?
The answers to these questions can provide valuable information when
deciding which algorithm that is suitable. If an optimal solution is required
then an analytical algorithm is necessary, but often it is only feasible to expect an optimal solution for trivial problems. If an optimal solution is not
required then a search algorithm might be appropriate. There are many
search algorithms to choose from, some of them are inspired by natural processes and others are more abstract. For example, there are algorithms that
mimic the interaction between ants in an ant colony. Evolutionary algorithms
borrow ideas from the theory of evolution by natural selection where solutions compete to survive and to be carried on to the next generation. These
are just a few examples of the many different search algorithms available.
Which search algorithm to chose depends on the problem and requirements
on the solution. The number of objectives is also an important factor when
deciding on an algorithm, because there are algorithms that are specialised
on either single or multi-objective problems.
5

How much time is available is also important when choosing an algorithm. An analytical approach can be very time consuming and for complex
problems the time requirements are so large that it is not feasible to use
an analytical algorithm. Search-based algorithms also have different time
requirements, even different algorithm settings may have an impact on the
running time.
The type of the scheduling problem can also affect what kind of algorithm
that is appropriate. If the problem is small enough it could be solved by an
analytical method. But if instead it is a very large problem an algorithm that
is good with vast search spaces, coupled with some clever heuristics, might
be needed. If there are disruptions, like machine failure, a robust algorithm
is often desired. These are just some factors that can influence the algorithm
choice.

2.2

Scheduling classification

[Graves, 1981] created a classification system for scheduling theory and scheduling practice with five dimensions, they are:
• Requirements generation
• Processing complexity
• Scheduling criteria
• Parameter variability
• Scheduling environment
Requirements generation classifies a manufacturing shop as either open or
closed. When a shop is open it “builds to order” meaning it does not have
an inventory. In contrast to a closed shop that delivers all orders from an
existing inventory.
The number of workstations and processing steps in the production process is referred to as the processing complexity. This dimension can also be
further decomposed as:
• One stage, one processor
• One stage, multiple processors
• Multi-stage, flow shop
• Multi-stage, job shop
6

In one stage problems there is just a single processing step and the difference
between one processor and multiple processor is that the former is performed
on a single resource and the latter on multiple resources. A multi-stage flow
shop problem consists of multiple processing steps with the constraint that
all jobs must follow the same route. In a multi-stage job shop problem that
constraint is dropped, allowing for different types of parts.
The objectives of the scheduling is determined by the scheduling criteria. According to [Jones et al., 2009] some of the most commonly used ones
include:
• Minimise total tardiness
• Minimise the number of late jobs
• Maximise system/resource utilisation
• Minimise in-process inventory
• Minimise setup time
• Balance resource usage
• Maximise production rate
The scheduling environment defines the problem as static or dynamic. If
the number of jobs and their ready time are known beforehand the problem
is called static. On the other hand, if these and other characteristics can
change over time the problem is dynamic.

2.3

Terminology

Scheduling theory is a big subject area that has seen a lot of contributions
for many years by many different authors. So it is not surprising that there
are lot of different terms and sometimes they are not used consistently. This
section defines some key concepts to this report that will make it easier to
understand.
2.3.1

Sequence

Consider the Gantt-chart in figure 1, it is an example output from a model
which has two production stages. Production stage one has two parallel
machines and production stage two has one machine. 1:1 means that it is
machine number one in production stage one, 1:2 means machine number two
in production stage one and 2:1 means machine number one in production
7

stage two. This Gantt-chart is determined by the order that the machines
decides to process the jobs in. There are basically two methods that machines
can use to decide what job to process next, by an direct sequence or by an
indirect sequence. Both those methods will be explained in this section.
t

1:1
1:2

3

1
2

2:1

7

5
6

4
1

8
3

2

4

5

6

7

8

Figure 1: Gantt-chart

2.3.2

Direct sequence

A direct sequence is where each machine have a list of jobs it has to process
in a strict order. It is not allowed to deviate from this order and if the
machine is available but the next job on the list is not it has to wait for the
job to become available before it can continue. This has the potential to
create deadlocks in a model where a machine is waiting for a particular job
but this job cannot move, e.g. because of a buffer that is full. This list could
be derived from an human expert that knows the scheduling problem or it
could be the result of an optimisation.
For example, to produce the Gantt-chart in figure 1 the machines must
have had these direct sequences.
• 1:1 - 1, 3, 5, 7
• 1:2 - 2, 4, 6, 8
• 2:1 - 1, 2, 3, 4, 5, 6, 7, 8
2.3.3

Indirect sequence

It is called an indirect sequence when the exact job sequence is not known
beforehand. The decision on what job to run next is instead determined
when a new job is about to be started. One example of this is dispatching
8

Table
Stage 1 Stage 2 Stage 3
1
1
1
5
5
5
3
3
3
4
4
4
2
2
2

1: Permutation schedule
Stage 4
1
5
3
4
2

rules. When a machine is available to process a new job it uses a so-called
dispatching rule to make the decision. The dispatching rule looks at what
jobs that are available and chooses the job that best fits its decision criteria.
There are many different dispatching rules with different decision criteria. For
example there are dispatching rules that prioritise jobs that have been waiting
the longest, jobs with short processing time or jobs with long processing
times. Those are just a handful of examples there are many more dispatching
rules with more complex decision criteria. Since dispatching rules prioritise
between jobs they are sometimes called priority dispatching rules (PDR).
Consider machine 2:1 at time t in the example in figure 1. There are
four jobs to choose from at this moment, 2, 3, 4, 5. Job 1 has already been
completed and job 6 and 7 are not yet available. If machine 2:1 have the first
come first served rule (FCFS) it would produce that Gantt-chart because
that rule always picks the job that have been waiting the longest.
2.3.4

Permutation and non-permutation schedule

A permutation or non-permutation schedule is only relevant in the context
of a multi-stage problem that uses direct sequences on all production stages.
A multi-stage scheduling problem is when there are multiple machines in
serial. This means that each stage can have its own sequence of jobs, separate
from the other production stages. However, If that sequence is the same for
all stages, it is called a permutation schedule. An example of an permutation
schedule is displayed in table 1. However, if the sequence is changed on one
or more stages it is called a non-permutation schedule. Table 2 shows an
example of this. If an indirect sequence is used at any stage, the sequence
cannot be guaranteed and therefore it is not meaningful to refer to that
schedule as a permutation or non-permutation schedule.

9

Table 2:
Stage 1 Stage 2 Stage 3
1
1
1
2
2
5
3
3
4
4
4
2
5
5
3

2.4

Non-permutation schedule
Stage 4
1
3
4
2
5

Modelling and solutions

There is a variety of ways of modelling and solving scheduling problems
proposed in the literature. Each with its own advantages and drawbacks.
The information in this section is based on [Jones et al., 2009].
2.4.1

Mathematical techniques

Mathematical programming was one of the first approaches that was used to
solve scheduling problems so it is not surprising that it have been extensively
used in the literature. Some of the different techniques used to formulate a
problem using mathematical programming include:
• Integer programming [Balas, 1965, Balas, 1967]
• Mixed-integer programming [Balas, 1969, Balas, 1970]
• Dynamic programming [Srinivasan, 1971]
Mathematical programming can give exact answers but they are computationally expensive because most scheduling problems belong to the class
of NP-hard problems [Du and Leung, 1990] and there is no known algorithm
that can solve a NP-hard problem in polynomial time. So they are often
used on problems with a small number of variables. In order to make mathematical programming viable on a larger number of problems research have
been done to divide problems into sub problems and then apply different
techniques to solve them.
Branch-and-bound [Agin, 1966, Lawler and Wood, 1966] is popular enumerative integer-programming technique which formulates the problem as a
decision tree. Each node in the tree corresponds to a partial solution and
a leaf node corresponds to a complete solution. Although techniques have
been developed that can prune away branches and in other ways speed up
the algorithm branch-and-bound techniques remain very computational intensive. Another way of dealing with the complexity of integer programming
10

is to relax the integer constraint. This is accomplished by omitting specific
integer-valued constraints and adding the corresponding cost to the objective
function. This technique is called Lagrangian relaxation [Shapiro, 1979].
2.4.2

Dispatching rules

Dispatching rules, also called scheduling rules or sequencing rules, are procedures that determine what job to start among all the available jobs when
a machine is ready to process the next job. They are almost always computational inexpensive so they can be used in real time. One categorisation
proposed by [Wo, 1987] classifies dispatching rules into several classes. Class
1 consists of priority rules and they are further sub classified based on their
performance criteria, such as processing time (SPT, LPT), due dates (EDD),
slack (MINSLACK) and arrival times (FIFO). Class 2 are combinations of
class 1 rules. One example could be a dispatching rule that used a setup
time based priority rule if the buffer is not full but switches to another priority rule, like SPT, when the buffer is full to avoid a lock-up. Class 3 gives
a weight to each piece of information that is included in the decision process. This weight is assigned based on the relative importance of that piece
of information. The weights and the information is then combined into a
evaluation function that is then used to rank the jobs.
The biggest drawback of dispatching rules, is that they lack a global
perspective of the problem. This is because each decision is based on the
current local conditions at that particular machine and no consideration is
taken of the overall problem. It is also hard to create a dispatching rule
that is suitable to all machines in a factory. There are some methods for
alleviating these problems. [Tay and Ho, 2008] used a genetic algorithm to
evolve composite dispatching rules.
The question of which dispatching rule to choose for a particular problem
depends on what the primary objective is. Much research are within the area
of trying to find the best dispatching rule for a given objective.
2.4.3

Artificial intelligence

Artificial intelligence is a broad topic that include a variety of different subjects, including expert systems, knowledge-based systems and several search
techniques. According to [Jones et al., 2009] they have four main advantages.
The first one is that they use both quantitative and qualitative knowledge in
the decision making process. Secondly they can handle complex heuristics
much better than a dispatching rule. The third is that they can take more
information about the problem into consideration including current jobs, ex11

pected new jobs, status of resources, material transporters, inventory and
personnel. And last they can capture complex relationships in new data
structures and create algorithms that can manipulate those data structures
in new and novel ways. The drawbacks of AI is that they can be difficult to
build and manage and they become tied to system they were built for so it
is hard to build a generic AI system. Another drawback is that they only
generate feasible solutions so it is hard to tell how close to the optimum any
given solution is.
Expert/knowledge based systems is a type of AI technique that have a
knowledge base and a inference engine that operate on that knowledge. The
knowledge is often some kind of rule, procedure or heuristic and is captured
and formalised from the human experts. According to [Jones et al., 2009]
there are usually three types of knowledge included: procedural, declarative
and meta. Procedural knowledge is used to solve domain-specific problems.
The input data that defines the problem domain is provided by the declarative knowledge. Meta knowledge is how to actually solve the problem by
using both the procedural and declarative knowledge. Some of the data
structures that have been used to represent the knowledge includes: semantic nets, frames, scripts, predicate calculus and production rules. The job of
the inference engine is to select the right strategy to apply from the knowledge base to solve the problem. This process can be forward chaining (data
driven) or backward chaining (goal driven).
One way to solve scheduling problems is to use the divide and conquer
technique. This technique divides the problem into a number of sub problems
where each of those smaller problems is easier to solve than the whole problem. The sub problems are then solved individually and then recombined to
obtain the final solution. In AI this is called the agent paradigm. The agents
can solve one or more sub problems, either cooperating or working alone.
Instead of using a single scheduling system [Kawamura et al., 2000] divided
the scheduling task among the departmental units. A multi agent model
was then developed which used each departments scheduler as an agent to
perform the schedule negotiations between the different departments.
2.4.4

Artificial neural networks

Artificial neural networks(ANNs) try to mimic the inner workings of a brain
on a high abstraction level. They consists of a interconnected set of neurons
that communicate with one another. These neurons are simple processing
units usually restricted to combining the input signals and an activation
function that takes the combined input and produce an output signal. The
output is sent to other neurons through connections called weights. The
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weights incite or inhibit the signal. The neurons are usually connected in
layers.
Usually the network topology is set beforehand and the weights are adjusted by what is called training the ANN. An ANN can be trained by different training methods but the most popular is the back-propagation technique.
In order to use back-propagation the network must be a fully connected feedforward network. That means that all neurons in the network are divided
into layers and each neuron is connected to all neurons in the next layer.
Back-propagation applies the gradient-descent technique to propagate the
error (the difference between the actual output and the desired output) back
through the network changing weights as it goes.
[Yang et al., 2010] and [D.N. et al., 1991] both used neural networks for
solving job-shop scheduling problems. [Yu and Liang, 2001] used a hybrid
algorithm where a genetic algorithm was used to find the sequence and the
neural network was used to find the start times of the jobs.
2.4.5

Neighbourhood search methods

Neighbourhood search methods, also called local search, are popular because
they can find good solutions and they are often easy to extend with heuristics.
[Wilkerson and Irwin, 1971] contains an early example of a neighbourhood
search method.
They work by first creating a starting schedule, either by a random or a
heuristic method. A small modification is then made to the starting schedule
and the new schedule is either kept or discarded depending on its objective
value. This process of doing small changes to existing schedules and keeping
or discarding schedules is repeated until some stop criteria is fulfilled. This
process of searching for better solutions in the vicinity of existing solutions
makes them prone to get stuck in local optima. So a number of different
search methods have been invented that tries to minimise this risk.
Tabu search uses the concept of a short term memory to avoid and escape
local optimum. This is accomplished by storing the latest moves in what is
called the tabu list. The moves that are stored in the tabu list are prohibited from being performed again. The length and the duration that moves
are stored in the tabu list are examples of parameters that can be tweaked
to affect the performance of the algorithm. [Geyik and Cedimoglu, 2004]
performed a computational study in order to compare the effects of some
these parameters. Tabu search methods have also been extended to involve
longer term memory mechanism, these methods are sometimes called Adaptive Memory Programming (AMP) [Glover, 1996].
Simulated annealing is analogous to the process in metallurgy called an13

nealing where a metal is heated to high temperatures and then gradually
cooled. This process allows the material to coalesce in a low energy state
which hardens the it. So the idea of simulated annealing is to search very
chaotically, almost random, in the beginning of the algorithm and then gradually make the search more focused. Simulated annealing starts by making
a random move from a initial schedule and if that move is better it is always
chosen. If it is worse it can still be chosen with a probability less than one.
The probability that a worse move is chosen decreases exponentially with the
“badness” of the move. I.e. if the move is a lot worse then it is less likely
to be chosen than a move that is only slightly worse. The algorithm starts
with a high probability to chose a worse move. This is analogous to the high
temperature in the beginning of the annealing process. As the algorithm runs
the probability of choosing a bad move decreases, analogous to the cooling
period.
[W.H.M. and Hoogeveen, 2000] used simulated annealing to minimise the
makespan in a multiprocessor no-wait job shop problem with overlapping operations. [Low et al., 2004] extended a simulated annealing algorithm with
heuristics to solve a flow-shop scheduling problem with the objective of minimising the makespan.
Genetic algorithms (GAs) are based on the theory of evolution by natural
selection which was first proposed by Charles Darwin in 1859. The theory
describes how populations evolve over generations by a process that selects
for traits that help individuals survive and reproduce. When two individuals reproduce they transfer the genetic material, DNA, to their offspring.
In which each parent contributes one half to the new child’s DNA. In this
process there can also be random changes which are called mutations. The
mutations with the recombination of DNA is what introduces variation into
the population. This provides the material in which the process of natural
selection selects the individuals that are best suited to survive and reproduce
in their environment.
In order to use a genetic algorithm on a problem it must be possible
to represent a solution as fixed string of symbols. This string (individual)
encodes a solution to the problem, what information it encodes is problem
specific. The algorithms maintains a number of individuals in what is called
the population. The search progresses by adding and deleting solutions from
the population. The two most used methods for creating a new solution is
mutation and crossover. The mutation operator changes one or more symbols either by replacing a symbol or swapping two symbols. The crossover
operator combines two or more solutions to produce a new solution. There
must also be a function that can evaluate a solution so that the solution can
be ranked. This ranking is the basis for the selection process that determines
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what solutions that will be carried over to the next generation. The advantage of this parallel search is that is possible to get out of local optima as
long as the population is diverse.
There are a number of different parameter settings for GAs, such as population size, mutation rate, crossover rate etc. These parameters effect the
performance (convergence, quality of solutions etc) of the GA so it is important to chose them wisely [Rojas et al., 2002]. [goston E. Eiben et al., 2000]
and [Deb and Agrawal, 1998] studied how different parameters interact and
[Bck, 1993] looked at choosing optimal mutation rates. [Goldberg et al., 1991]
examined the effect of stochasticity on the quality of convergence of GAs and
from that developed a population sizing equation. [De Jong and Spears, 1992]
analysed the effects of different crossover operators.
Adaptive genetic algorithms (AGA) were developed to overcome the problem of having to chose the parameters. In a normal GA the parameters are
static i.e. they are set at the beginning of the algorithm and are never
changed. In an AGA at least some of the parameters are dynamic.
[Zhang et al., 2006] used an AGA on a flow-shop problem with multiple genetic operators where the use ratio between the different operators were dynamically controlled. [Thierens and Thierens, 2002] proposed two control
schemes for adaptive mutation rates.
2.4.6

Fuzzy logic

A fuzzy set is set whose elements can have degrees of membership. In ordinary set theory whether an element is a member of a set is a binary assessment, i.e., it is either a member or it is not a member. But in a fuzzy
set an elements membership is described with a membership function in the
real interval [0,1] where 0 means it is not a member and 1 that is fully a
member. For example, an element can be a member by 0.7 in one set and
0.2 in another.
Fuzzy logic is derived from fuzzy set theory and in contrast to ordinary,
propositional, logic where a proposition is either true or false. A fuzzy variable can have a truth value in the real interval [0,1]. Consider a example of
buffer with a maximum capacity of 10 and a current occupation of 4 items.
If the concepts of full and empty are introduced, it could be said that the
buffer is 0.6 empty and 0.4 full. This can be used in scheduling to represent
uncertain or conflicting knowledge, such as processing times, constraints and
setup times.
In scheduling problems fuzzy logic is often used together with other techniques, such as search procedures or constraint relaxation. [Slany, 1996] used
fuzzy constraint relaxation together with a knowledge based scheduling sys15

tem.
2.4.7

Hybrid solutions

Since scheduling is such a hard task and no one solution is superior there
have been several hybrid solutions proposed in the literature. These solutions tries to use the strengths of several techniques to find good solutions to
the problem. [Cavalieri and Gaiardelli, 1998] compared a genetic algorithm
to a hybrid genetic algorithm. The hybrid used GA for determining the job
allocation and then used the EDD dispatching rule for determining the job
sequence at each machine. Their problem was a flow-shop scheduling problem
with two production lines with eight sub-assembly workstations each. The
goals was to minimise the medium tardiness and to minimise the makespan.
Their conclusion was that the pure GA was better because it ensured a better compromise between performance and search time. The hybrid solution
was also not as robust as it produced bad solutions under specific scenarios
because of the short-sightedness of the EDD rule. [Yu and Liang, 2001] used
a hybrid of neural networks and genetic algorithms.
A hybrid representation is proposed by [Andersson et al., 2008], this representation is used to fix certain predetermined production stages with a
dispatching rule to make the optimisation search space smaller.

2.5

Initial solutions

When performing an optimisation the choice of initial solutions is important
because it can help to speed up the search and thereby increase the quality
of solutions [Valente and Gonalves, 2009].
A popular way of generating initial solutions is by using dispatching
rules. [Logendran et al., 2007] studied a single stage scheduling problem
where they used four different dispatching rules, Earliest Due Date (EDD),
Lowest Weighted Tardiness (LWT), Due Date to Weight (DDW) and their
own rule called Hybrid Critical Ratio (HCR). They then performed a tabu
search from each one of the different starting solutions. Their conclusions
were that none of the dispatching rules were statistically better at finding
good quality schedules than any other.
[Armentano and Scrich, 2000] also applied tabu search on a single stage
problem but they used MDD (Modified Due Date), MOD (Modified Operation Due date), CR+SPT(Critical Ratio combined with Shortest Processing
Time) and S/RPT + SPT (Slack per Remaining Processing Time combined
with Shortest Processing Time). They found that the MDD rule produced
the best results.
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[Valente and Gonalves, 2009] used three different dispatching rules to generate the initial solutions for a genetic algorithm on a single machine problem.
They also used randomly generated initial solutions. The rules they used were
EDD, SPT and EQTP (Earliness and Quadratic Tardiness Penalties). They
found that the dispatching rules not only produced better solution but they
were also much faster.
[Jungwattanakit et al., 2008] used LPT, ERD, EDD, MST, S/P, PAL,
CDS, GUP, DAN and NEH to generate the job sequence at the first stage
of multi-stage problem. The job sequence for the remaining stages are constructed by both permutation and FIFO approaches. They found that the
NEH and CDS outperformed all the others.
[Chang et al., 2003] used a setup-time based heuristics which they compared to the smith method and their results was that the setup-time based
heuristics outperformed the smith based method.
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2.6

SBO using GA

There are a lot of options available when deciding which optimisation algorithm to use. Some of the more popular ones are described above. They all
have their advantages and drawbacks. Since the decision was made to to use
a real-world case study, that implies the development of a simulation model
and that effects what type of optimisation that is appropriate. This decision
also makes it, practically at least, impossible to find the optimal solution(s),
because then the problem must be solved by analytical methods but the
complexity of real-world case study makes that impossible. Expert systems
and knowledge-based systems are not interesting either because the aim of
this thesis is to look at the combination of a direct sequence approach with
an indirect sequence approach and those approaches cannot be meaningfully
applied to those systems.
One popular technique to solve scheduling problems is to search for the
best solution. For this technique to work there needs to be a way of evaluating
a solution, this usually done with an simulation model. A simulation model
can be seen as function where each point in the input space maps to an
point in the objective space. The search is then carried out in the input
space looking for the best point in the objective space. There are many
different search techniques proposed in the literature a sample of them are
listed in above in the literature review. A genetic algorithm was chosen
because because they have been used extensively on scheduling problems
with good results [Oguz and Ercan, 2005] and [Barbulescu et al., 2004] are
just two examples. It is of course possible to find other papers that find that
other methods are superior to GAs, so it is not an easy decision to make.
The earliest examples of using computers to simulate evolution are from
the 1950s but it was first in the 1960s and early 1970s that it was used as
an optimisation technique. Much of the theoretical groundwork was done by
[Holland, 1975]. Since then it has been used extensively on many different
problems. This thesis will describe two different variations of the genetic
algorithm, the steady-state and generational.
2.6.1

Description

A genetic algorithm operates on a population of individuals (chromosomes),
in which each individual encodes a possible solution. Each individual is
typically represented as a string of binary 0s and 1s. At the start of the
algorithm the population is filled with individuals. A subset of those are then
selected so they can be modified to create new individuals. This selection
and modification is then continued until some stopping criteria is fulfilled.
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There are two basic requirements that must be met to be able to use a
genetic algorithm.
• It must be possible to represent a possible solution in a genetic representation.
• A fitness function must exist that can evaluate a possible solution.
A genetic algorithm generally consists of four steps, initialisation, selection, reproduction and termination.
2.6.2

Encoding

In order to use a genetic algorithm a genetic representation of a solution
must be created. This is called the encoding. What type of encoding that
should be used depends on the problem.
In a binary encoding each chromosome is string of bits, 0 or 1. Permutation encoding is string of numbers where each number is a number in a
sequence (hence the name permutation) and it is used when a solution encodes an ordered list. Value encoding is used when it is hard or impossible
to use binary encoding, for example when real values or characters is needed.
Value encoding should be avoided if possible because it is harder to use the
standard genetic operators. Tree encoding can be used to evolve programs, so
called genetic programming. Each chromosome is a tree that can represent,
for example, a function or command in a programming language.
2.6.3

Initialisation

The initialisation phase fills the population with individuals. There are basically two different strategies for doing this. One way is to randomly generate
the population. If there exist prior knowledge about the problem it might
be possible to generate solutions that are closer to the optimum thereby
speeding up the optimisation.
2.6.4

Selection

In the selection phase individuals are selected to be modified. In order to do
so all individuals in the population must first be evaluated and assigned a
fitness. There are a number of different strategies for selecting good individuals. In roulette wheel selection the chance of being selected is proportional
to the relative fitness of an individual to the others. If an individual contributes 50% of the sum of all individuals fitnesses then that individual has
a 50% chance of being selected. A rank based selection works by ranking
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all individuals according to their fitness. The selection is then based on the
rank instead of the fitness. So it does not matter if one individual has double or triple the amount of fitness of another individual it is no more likely
to be selected, the only thing that matters is the rank. A roulette wheel
selection can suffer from premature convergence since it selects the best individuals with a high probability. This behaviour can lead to loss of genetic
information since many of the individuals are genetically similar. A rank
based selection does not suffer from this to the same degree because even
though a individual has a low fitness it still as a reasonable change of being
selected thereby preserving genetic diversity. There are many more selection
strategies and some examples include, stochastic universal sampling, local
selection, truncation selection and tournament selection.
2.6.5

Reproduction

The purpose of the reproduction phase is to generate the next generation of
individuals. This is accomplished by applying the genetic operators crossover
(recombining) and mutation to the solutions that were selected in the selection phase. Typically two individuals are chosen as parents, they are then
combined in a process called crossover. The crossover can be done in number of different ways. One-point crossover creates a single crossover point
on both parents string. Everything after that point is swapped between the
parents to create the two children. In a two-point crossover two points are
selected on both parents creating three different parts. The middle part is
then swapped between the parents to create the children. Since the cut-off
point(s) in one and two-point crossover is random it is unlikely that both
parent contribute the same amount of genetic information. Uniform and half
uniform crossover on the other hand uses a fixed mixing ratio. The difference between uniform and half uniform crossover is that uniform crossover
generates randomly chosen cut-off points so it only reaches its mixing ratio
with a probability. Half uniform on the other hand makes sure that both
parents contribute exactly the same amount of information. There are instances where a direct swap from the parents might not be possible. One
example of this is when a chromosome encodes a ordered list. If one of the
above strategies are used for that example it will produce an invalid solution.
There are however crossovers that work on ordered lists. One such example
is the partially mapped crossover [Goldberg and robert, 1985]. It works by
randomly generating two cut points. The area between the points is called
the mapping section. Lets say that the section correspond to the string {3, 6,
5} in the first parent and {6, 2, 1} in the second parent. Then the mapping
would be {6, 3}, {2, 6} and {1, 5}. These sections are then swapped between
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the parents to create the children. Each remaining character is then copied
from the parents string to the child and when a duplicate character would
be inserted it is replaced by the corresponding character from the mapping.
The other genetic operator is mutation. Mutation is less disruptive than
crossover in that it produces a smaller change. The type of mutation that
is appropriate is determined by the type of encoding that is used. For a
binary encoding a bit is simple inverted. In a permutation encoding two
numbers are swapped. In a value encoding with real values a small number
can be added or subtracted. If characters are used it is necessary to develop
a problem specific mutation operator. In a tree encoding nodes in the tree
are changed. For example changing an division operator too an subtraction
operator in an expression tree.
2.6.6

Termination

The selection, reproduction cycle is carried on until a stopping condition is
reached. That could include some of the following.
• A solution is found that fulfils some criteria.
• For a generational algorithm: A fixed number of generations is reached.
• For a steady-state algorithm: A fixed number of iterations is reached.
• Allocated computational budget reached.
• The population do not longer improve according to some criteria.
• Manual inspection.
2.6.7

Generational and steady-state

The main difference between a steady-state and a generational algorithm is
how the reproduction step is performed. In a generational algorithm a subset of the population is allowed to reproduce to form a new child population,
which becomes the next generation. If a number of the best solutions are carried over from the original population to the new population, the algorithm
is said to have elitism. The key aspect is that an entirely new population is
created each time. Unlike a steady-state algorithm that selects one or two
individuals each time too reproduce. The resulting individual is then inserted into the population, which now has one individual to much. This can
be fixed in various ways, one solution is to randomly select two individuals
and remove the one with the worst fitness. This produces a small gradual
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change in the population. This is in contrast to a generational algorithm
where each reproduction cycle produces an entirely new generation. This
make it possible to see the changes from one generation to another.
An example of a popular generational algorithm is NSGA-II which is
described in [Deb et al., 2009].
[Vavak and Fogarty, 2009] and [Rogers and Prgel-Bennett, 1999] do a comparison of generational and steady-state based genetic algorithm and conclude that steady-state based algorithms can produce better solutions in the
same amount of time.

2.7

Conclusions

Scheduling problems are diverse and often very hard to solve, that is why
there are many different methods proposed in the literature on how to solve
them efficiently. Some of those combine different methods, in order to use the
strengths but not the weaknesses from a particular method. This approach
is often called a hybrid approach or a hybrid solution. One hybrid approach
that has not been studied before, is a combination of dispatching rules and
a SBO using GA.
Why this would be interesting is that they are designed to be good at
different things. An SBO using GA is usually designed to find the best job
allocation and job sequence for each machine. If the scheduling problem
is not trivial, then this approach would have very many potential solutions.
This is good from the perspective that there is a good chance that there exist
a solution that is really good, but is bad from the perspective that there are
many solutions to search through which means that the algorithm can be
slow. On the other hand, if dispatching rules are used there many fewer
potential solutions (number of machines times the number of dispatching
rules). The drawback is that the dispatching rules used might not be a
powerful enough to adequately solve the scheduling problem. There might
still be a job sequence and job allocation solution that can solve it adequately,
but it just cannot be represented with those particular dispatching rules.
This thesis will fill that knowledge gap by investigating the performance
of a SBO using GA together with a hybrid genetic representation, on a realworld scheduling problem. The hybrid genetic representation will make it
possible for the optimisation to use either a job sequence and job allocation
for each machine or a dispatching rule.
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3

Industrial scheduling and case study

An industrial scheduling problem is often too complex to solve by analytical
methods, instead simulation based optimisation is often used. There are
many challenges when trying to solve such a problem. The first is to develop
a sufficiently accurate model of the environment. This is often very difficult
because even the most well thought and properly implemented model will still
not be a complete representation of the real-world. This why it is important
to define the scope of the model early in the development, so that it is well
defined what questions that the model should be able to answer. When the
schedule is realised in the real world it is also important to understand that
even tiny differences between the model and the real-world can greatly affect
the outcome of the schedule.
It is often not possible to create a single schedule for the whole production
system. Therefore, the production system is decomposed into smaller units
to reduce the complexity of the scheduling problem. This technique is known
as hierarchical production planning (HPP) [Hax and Meal, 1975].
3.0.1

Planning, scheduling and sequencing

Production planning typically refer to the activity of determining what should
be produced, how much and when it should be completed. This information
is then the input to the production scheduling task, which creates the sequence and the time allocated for each unit that should be produced. This
task is subject to certain constraints as: finite capacity resources, precedence
relations (routes), start dates and due dates of jobs. The decision of what
to produce next at a machine at the shop floor is called sequencing. The
sequencing can be done on two different levels depending on existence of a
explicit sequence.
• Resource level. At this level the sequence is predetermined and no
freedom is left to the shop floor.
• Production unit level. The schedule only determine the total production and the sequence of individual jobs is left to the shop floor.
In theory the scheduler should schedule according to the production plan
but since the production plan is based on a forecast of the demand it can
be unreliable. In practice the scheduler checks material availability before
releasing job orders to the shop floor. Based on the inventory levels the
scheduler can also determine whether to postpone or split a job, or whether
production is necessary at all.
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3.0.2

Disturbances

There are two different types of events that arise in real-world environments,
resource-related or operation-related events [Proth, 2007]. For instance, some
common resource-related events are machine breakdowns, tool failures, unavailability of tools or employees, shortage of raw material or components, defective raw material or components. These types of events can be accounted
for in the model with the help of statistical distributions. The distributions
will give a accurate model over time, but it will not be able to foretell when
those events will occur. Operation-related events are, for instance, changes
of deadline, order cancellation, late arrival of orders, high priority rush orders
and changes in the manufacturing process. These types of events cannot be
accounted for in the model but must be dealt with by some other entity.
These events can disrupt the schedule and force it to revise or adapt.
There are different ways of dealing with disturbances. One way is to make
sure that the schedule is robust, i.e. a small change will not significantly
degrade the performance of the schedule. Another way is to immediately
perform a rescheduling when a disruption occur. [Bean et al., 1991] used
match up heuristics to compute a transient schedule after a disruption occurred. This is known as schedule repair or schedule match up.
3.0.3

Human factors

Scheduling is a hard task and much effort has been spent trying to automate as much as possible, but the fact remains that some parts of it must
still be performed by humans even in the perceivable future. Therefore, it
is important to understand the cognitive abilities of humans in order to create a successful scheduling system. The human mind has a limit of about
seven pieces of information simultaneously stored in the short-term memory [Anderson, 2004]. This makes it hard for a human scheduler to create a
detailed schedule because it will contain a lot more than seven information
pieces. A detailed schedule could for example be where each job is separate
piece of information. That would result for all but the simplest examples in a
schedule that would violate the seven pieces of information limit. The human
scheduler would be forced to only look at a small part of the schedule which
would most likely result in a sub-optimal schedule. This is of course a not
the whole truth since humans have been solving fairly complex scheduling
problems for a long time, but it illustrates some of the human shortcomings.
Although the human long term memory does not have a specific limit
on how much information it can store, the ability to recollect information
correctly is limited [Anderson, 2004]. Since the actions of the scheduler is
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not immediately apparent because of the inertia in a complex production
factory. It is hard to assess the effect of balancing short-term advantages
against long-term consequences. This is further complicated by the fact that
it is hard to accurately measure the performance and it is even harder to
accurately estimate what consequences other actions would have had and if
one of those actions would have been better.
A scheduling system should also be designed with human abilities in mind.
Even in such a system where the scheduling task is transferred from a human
to a computer there could still be tasks that require human intervention. Take
for example a human operated machine where the schedule is prepared by a
computer and the human simply carries out the jobs in the order given by
the computer. In such a scheduling system the operator could simply ignore
the schedule and pick the job he/she thinks is best, or he/she could make a
mistake and choose the wrong job. The scheduling system must be designed
to be robust and handle those situations gracefully.
3.0.4

Performance

In order to assess if a schedule is good or bad it must be possible to measure
the performance of the schedule. This can be a difficult task but this problem can be approached from various angles. [Kempf et al., 2000] describes a
couple of different ways of measuring the performance of a schedule.
3.0.5

Measuring individual schedules vs. groups of schedules

An example when it is important to measure an individual schedule is when
deciding whether to implement a particular schedule. When measuring a
group of schedules its often to learn something about the strategy that was
used to develop them. For that comparison to be meaningful all schedules
must be developed from the same set of beginning states, i.e. from the
same scenario. In order to compare the different schedules there must be
some way of combining the metrics of the individual schedules. Probably
the most common way is to take the average over all schedules of the metric
that is measured. However, it is also important to measure the sensitivity
of the strategy with different beginning states and different parameters. If
one strategy produces better schedules on average than another strategy,
but sometimes produces very bad schedules it may be preferable to use the
strategy that produces more predictable but on average worse schedules.
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3.0.6

Absolute measurement vs. relative comparison

An absolute measurement is when a schedule is measured only on its own
merits. But to do that there must be some abstract definition of schedule
quality that can be measured against the schedule. This can be difficult
even for a small number of metrics. Ideally, the best way of measuring the
performance of a schedule is to compare it to the optimum, but since most
factory scheduling problems are NP-hard this is not feasible. A compromise
is to use upper and lower bounds on the metrics but it often difficult to
obtain bounds that are tight enough to be meaningful.
In a relative comparison the task is to decide which schedule is the best
among a group of schedules. There are two main difficulties with a relative
comparison. The first is that there are often multiple metrics used and it is
possible that one schedule is better at one metric but worse on another. This
makes it hard to decide which one is better without assessing the relative
importance of the different metrics. The second issue is that all schedules
under consideration could be poor by absolute standards, which may go
undetected during the relative comparison.
Historical data can be useful in both absolute measurement and in a
relative comparison. In the absolute measurement the historical average or
best-case can be used to estimated reasonable bounds. In a relative comparison the historical data can be used as a benchmark for comparison.
3.0.7

Trade-offs between multiple metrics

The problem of scheduling with respect to more than one performance measure is important because almost all real-world scheduling applications involve two or more conflicting objectives. There have been three major approaches to this problem and they are each described in the following sections.
The first approach works on two objectives and deals with the problem
by assigning one objective as the primary objective and the other as the
secondary objective. The problem then becomes to optimise the primary objective while keeping the secondary objective within some predefined range.
Thus effectively converting the secondary objective into an constraint.
The idea of a dominated solution is used in the second approach. A
solution is said to be dominating another solution if it is better on at least
one metric and not worse on all other metrics. That means that a set of nondominating solutions are generated and it is up to a human decision maker
to choose among the different solutions.
The third approach is to combine the different metrics into a weighted
sum where each weight represents the relative importance of that metric.
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It is also possible to use cost as the mechanism for combining the different
metrics. The schedule is then evaluated based on the sum of these costs.
All approaches have their own way of dealing with the trade-offs between
the different metrics, all with their own advantages and drawbacks. It gets
even more complex when these issues have to be dealt with in a real-world
environment, where there are many people who has different agendas and
ideas of what metrics should be prioritised.
3.0.8

Static measurement vs. dynamic measurement

A static measurement of a schedule is the ideal execution of that schedule
with no disturbances and exactly as planned. A dynamic measurement on
the other hand tries to estimate how robust the schedule is to machine break
downs and other disruptions.
There are a number of different approaches of dealing with unpredictable
events. One is the prediction-reaction paradigm where an action is taken
when a disruption occurs. When such an disruption occurs an entirely new
schedule could be generated or the current schedule could be repaired. Another approach is to use stochastic models that uses probability distributions
to mimic the frequency and duration of disruptions, in order to minimise
their long-term negative effects on the performance measures. More recent
approaches aim at developing schedules that can absorb disruptions with the
aim of minimising the effect on a primary performance measure, where the
implicit dynamic metric is the difference between the predictive schedule and
the actual schedule.
The approach that may be the most used in practice is the use of dispatching rules. This is because of their reactive nature where they can instantly
handle a disruption without needing any modification. Another often used
approach is for an expert human scheduler to generate a predictive schedule
where the scheduler uses expert knowledge to compensate for disruptions.
When a disruption occurs the scheduler tries to modify the schedule as to
minimise the negative effects, with the risk of falling for short-term pressures
that will have negative long-term effects.
3.0.9

Schedule measurements vs. state measurements

Schedule measurements are those measurements that take place over the
schedule horizon and is related to scheduled activities, such as the throughput
or the maximum tardiness of all jobs. Although those measurements are
important there are other factors to be considered. For instance, a schedule
may very well perform satisfactory in one particular factory over a given
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schedule horizon, but that schedule could also lead to poor performance at
a downstream factory, perhaps by uneven workload. Here it is desirable to
evaluate the state of the factory at the end of the schedule horizon. One
such measurement is the Work-In-Progress (WIP) inventory relative to the
available capacity. Those kinds of measurements that are more positionbased than activity-based are called state measurements [Kempf et al., 2000].

3.1

Case study

The case study is a real-world machining line at a automotive manufacturer
in Sweden [Frantzen et al., 2011]. The line is semi-automated with operator’s
that load, unload and decide what job that should be processed next, but with
robots that feed the machines inside the cells. The production planners job is
to decide what amount of product variants that should be produced and when
they should be completed. It is then up to the operators and shift leaders
to decide the sequence and allocation of each job. Based on information in
[Ribas et al., 2010] the scheduling problem may be categorised as:
HF k(RM ( 1), . . . , RM ( k)||fth + fsh + ftl + fms + fst
Where, HF stands for a hybrid flow shop, k stand for three or more
production stages, RM stand for unrelated parallel machines, and in the
weighted objective function fth is the fitness of throughput, fsh is the fitness
of shortage, ftl is the fitness of target levels, fms is the fitness of makespan
and fst is the fitness of setup time. It is also a static problem, since the jobs
are known beforehand.
Even though the categorisation captures a lot of the complexities of the
real-world line in a compact format. There are additional properties to the
problem such as blocking, uncertainty, transport times, complex routes, machine dependent setup times, sequence dependent setup times, lot splitting
and more.
There are eleven production stages with one or more machines in each
stage and more than thirty individual machines. There are also more than
fifteen product variants. The product variants are divided into one of two
main groups, A and B, based on specific physical characteristics of the product variants. In addition, the product variants are also divided into several
subgroups. In general, when a machine is reconfigured to process a product
variant from the other group there is a large setup time. If a production
stage contains two or more machines it is possible to configure the machines
so that the groups are processed at separate machines. The advantage of this
strategy is that the production variant flow is simplified and the setup times
can be reduced. The drawback is the loss of flexibility.
The goal of the case study is to produce daily production schedules.
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3.2

Direct and indirect sequence

Direct and indirect sequence both have their strengths and weaknesses and
the idea is to use a hybrid representation to get better results than would
have been possible if they had been used separately. Dispatching rules is
classified as indirect sequence and it is the only type of indirect sequence
that is considered in this thesis.
Dispatching rules are good at handling disturbances since they always
take the current state into account when deciding what job to run next. This
means that there is no fixed schedule that it must follow. This is in contrast
to a machine that uses a direct sequence where there is a fixed schedule and
no deviations from it are allowed. If a job is delayed for some reason this
could cause a machine to be idle for a long time waiting for that job even
if there are other jobs that could be run in the meantime. A weakness of
dispatching rules is that they only take the local state into account when
deciding what job to start next. This can produce suboptimal decisions from
a global perspective. This could also be a problem with a direct sequence if it
is constructed by a human since humans have very limited cognitive abilities
[Anderson, 2004] and they can also fail to take the global perspective into
account. An optimisation evaluates each schedule against the global criteria
so it does not suffer from this drawback. The price to pay for this advantage
is that it is more computationally expensive than a dispatching rule, because
the search space is larger.
If the scheduling problem have more than one stage, a so called multistage problem, it is of course possible to use different dispatching rules at
different stages. This is often preferable since there is no single dispatching rule that can handle all different scenarios and performance criteria
[Blackstone et al., 1982]. If there are many stages and a lot of different
dispatching rules it is not feasible to test all different combinations, then
an optimisation could be used to find the optimal, or at least close to the
optimal, combination [Tanev et al., 2004].

3.3

Model

Because the machining line is so complex it was not possible to model it with
an analytical method, so a discrete event model was developed instead. The
primary focus for the simulation model was short-term scheduling.
There are many different aspects of the simulation model that are not
fixed. For example, how many machines there are, what machines are operational, the cycle times, what product variants there are and what route they
are following. All these settings and more are specified in a Excel file that is
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passed to the simulation model at the beginning of the simulation. The Excel
file and the various settings are explained in more detail in appendix A.
The simulation is run for two production weeks but the objectives are
measured each week. The first week is the most important one but in order
not to sub-optimise for just one week, the simulation is run for two weeks.
so the higher the week the less
The subsequently weeks are valued at measure
week2
influence it has.
To facilitate easy handling and transporting, items are placed on carriers
usually in groups of 50. These groups are also called a batch and when a
batch is started all of the items in the batch must completed before another
batch can be started, in order to keep the operator workload at a minimum.
Since a batch can not be split it is possible to ignore individual items in the
model and instead represent each batch as one job. Batch and job are used
interchangeably in the rest of the thesis.
The model is designed so that it is possible to use either a direct sequences
or a dispatching rule on each production stage, it is not possible to mix them
on individual machines in a production stage.
There are five dispatching rules that are implemented in the model, first
come first serve (FCFS), shortest processing time (SPT), longest processing
time (LPT), earliest due date (EDD) and variant setup deadline (VSD). The
first four were chosen because they are among the oldest and most often used
dispatching rules. The purpose of the VSD rule is to minimise the setup time.
It does that by first selecting a product variant of the same type as the one
last completed. If there are no such product variants it tries to choose the
product variant that will cause the least amount of setup. If there are two
or more product variants that will cause the same amount of setup, the one
with the shortest deadline is chosen.

3.4

Objectives

There are five objectives: target levels, shortage, setup time, makespan and
throughput. These are combined in a weighted sum, this is motivated with
the fact that there are five objectives and it is difficult to visualise a five
dimensional pareto front. The objectives could be compared two and two,
but it would still be hard to choose among the different solutions. Another
factor is that the planning is done on a daily basis with the usual time
pressures that comes with being in a competitive industry, so a decision has
to be made quickly. Those were the reasons for using a weighted sum instead
of using all objectives in a multi-objective optimisation. All objectives are
constructed so that weighted sum becomes a minimisation problem.
Target levels are the desired levels in the inventory of each variant at the
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end of the week. The target level fitness allows for under or over production
of 5%, in order to make the optimisation problem a little bit easier. Shortage
is the combined tardiness of all jobs. Setup time is the combined setup time
for all machines. Makespan is a measure on how much earlier the production
was stopped. The production is stopped when the current weeks target levels
are reached. Throughput is the total throughput of all product variants in the
total production time. If the same amount of product variants is produced in
two different solutions but one is able to shut-down the factory earlier that
will result in a higher throughput for that solution.
The largest weights are given to shortage, target levels and makespan,
in that order, because the overall goal is to produce the given amounts of
product variants as fast as possible with the least amount of tardiness. A
high throughput is not the primary goal in itself but it is more used as a
helper objective to gradually find better solutions. If the setup time can be
reduced it might be possible to achieve a higher throughput or shut-down
the factory a little earlier. On the other hand, setup reduction may also
lead to productivity loss due to the reason that a high product mix may
increase the total productivity of the line. Hence, setup may be a conflicting
objective to the other objectives. However, every minute spent on doing
setup is a minute wasted since that time is not value-adding and consumes
an operators full attention. When the target levels have been reached for the
week it is possible to shutdown the factory, which is desired in order to avoid
expensive overtime.
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3.5

Bottleneck detection

Knowing where the bottleneck is in the manufacturing system is important,
because improving the bottleneck will improve the throughput of the system. Some optimisation algorithms also try to concentrate their efforts
to the bottleneck [Cheng et al., 2011]. One problem is that bottleneck is
not always static, but it can shift between machines. These shifts can be
caused by stochastic events or a gradual change in the manufacturing system
[Lawrence and Buss, 1994]. So finding the bottleneck can be hard, but there
are couple of methods proposed in the literature. One approach is that the
machine with the highest utilisation is the bottleneck. It is a very simple
method to implement since the only data that needs to be analysed is the
total utilisation of each machine. The drawbacks are that longer simulations
may be needed to generate meaningful results and that it can not detect a
bottleneck that is shifting, but only the average bottleneck over long periods of time. A variant of this is to use the sum of the utilisation, failure and
setup time, instead of only the utilisation. This is sometimes called the active
duration, the drawbacks and advantages are still the same though. Another
approach is to measure the average waiting time in front of the machine. If
there are buffers of limited size in the system, this method will not supply reliable data. Both these approaches are discussed in [Law and Kelton, 2000].
Shifting bottleneck detection [Roser et al., 2002] is another approach which
determines the bottleneck by the duration that it is active without interruption. It does not only detect momentary bottlenecks but how the bottleneck
shifts with time. It works by diving all states a machine can be in either
an active or inactive state. Active states are states when the machine cause
other machines to wait such as, when it is working, doing setup or is broken.
Inactive states are when the machine is waiting for some other task to be
completed, for example when it is waiting, blocked, on break or unplanned.
The momentary bottleneck at any given time is the machine with longest
uninterrupted active period. The overlap of the current bottleneck with the
previous or subsequent bottleneck represents the shifting of the bottleneck.
To establish the bottleneck machine over a selected period of time, the percentage of time a machine is the sole bottleneck and percentage of time a
machine is part of a shifting bottleneck is calculated.
As an example on how the shifting bottlenecks are calculated, consider
the example model in figure 2. It is a simple model with three machines,
three buffers, a source and a sink, all controlled by a shift. The details of the
model, processing times, shift schedules, etc., are not important in order to
understand the concepts, so they will be left out.
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Figure 2: Example model
The first part of figure 3 shows an example Gantt-chart for the example
model. In the second part, the active and inactive parts of each machine has
been summarised to show on a time-line when the machine was active and
when it was inactive.
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Figure 3: Shifting bottleneck example
With this information, the sole and shifting bottleneck periods for each machine can now be calculated. The first step is to determine which machine
has the longest active period starting at time zero. In this example it is
machine M1, so it is the first bottleneck. The next step is to find the longest
active period that ends after the current bottleneck period. From the figure
it can be seen that M3 has an active period that fulfils those criteria, so M3
is now the bottleneck. M3s active period starts before the end of M1s active
period, meaning that the bottleneck will shift from machine M1 to machine
M3. The time that is considered shifting, is the time between the start of
M3s active period and the end of M1s active period. When the active period
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for M3 ends, it is time to determine the next bottleneck period. M1 has the
longest active period after the current active period, but this time there is
no shifting time because the longest active period does not overlap the current active period. This is beacuse the time between the end of the current
bottleneck period and the start of the next bottleneck period is zero. The
bottleneck then switches back to machine M3 and when that period ends,
there is a some unplanned time where none of the machines are active. Finally, the bottleneck switches back to M1 and then there are no more active
periods so the algorithm stops. The results for this example can be seen in
figure 4.

Figure 4: Shifting bottleneck results
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4

Optimisation systems and algorithms

This section begins with a overview of the scheduling system that is used on
the case study and the components that it consists of. It then continues with
the user interfaces that different people interact with when they are using
the scheduling system. Last is a description of the different algorithms that
are implemented and tested on the model derived from the case study.

4.1

Scheduling system

For this case study a scheduling system was developed [Frantzen et al., 2011].
It is essentially a shop floor database system (OIS) integrated with the OPTIMISE platform [Ng et al., 2008]. An overview of the system is given in
figure 5. Its main purpose is to send expert suggestions to the operators on
what job to start next at any given machine. In order to do this it needs
information about the state of the line, i.e. where all jobs are located. It gets
this information in real-time from the operators through the use of personal
digital assistants (PDAs). So when a machine is available to process the
next job the operator sends an expert suggestion request through the PDA.
When the operator receives the answer he/she load the job onto the machine
and send back that it is started. When the job is finished he/she use the
PDA to send a message with that information back to the system. Other
messages that can be sent are when a job is moved, when parts or a whole
batch is scrapped and when part or whole batch need to be reworked. That
information is enough for the system to know what state the line is in at any
given moment.
For the scheduling system to be able to give an expert suggestion to a
machine it must know what jobs that are available and it must be able to
choose among them. The real-time information from the line is stored in
the database so when it gets an expert suggestion request it knows exactly
what jobs that are available for that machine. For the scheduling system to
choose among them it can either use a indirect or a direct sequence. The
only indirect sequence it can handle is dispatching rules.
How is it then decided if a machine should use a direct sequence or a
dispatching rule and exactly what direct sequence or what dispatching rule?
This is where the OPTIMISE platform comes in. The OPTIMISE platform
is web-based computing platform that supports multiple users simultaneous running experiments and optimisations. It is designed to be multi-tier
client/server based in which all complex components, including search algorithms, simulation software and database management is all handled on the
server side. The clients access the platform through easy to use web services
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technology. When the user decides to start an optimisation, information is
retrieved from the scheduling system and combined with other data (demand,
which routes jobs must take, etc.) to form the input to the optimisation. A
request to start an optimisation is then sent along with the input to the web
service. When the user is satisfied with the results from the optimisation it
is stopped and the information if a machine should use direct sequence and
if so what sequence or a dispatching rule and in that case which one is sent
to the scheduling system.

Figure 5: OPTIMISE scheduling system

4.2

Scheduling user interface

OPTIMISE browser is used to study data plots, follow the optimisation
progress and generate Gantt charts. An overview of those functions are
seen in figure 6.
With the help of the OPTIMISE browser the user can see how the optimisation is progressing, the upper left corner of figure 6. He/she can also use
it to decide when to terminate an optimisation, either when it is not finding
any better solutions or if the user is satisfied with the solutions obtained
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so far. The stock levels for an solution can also be visualised through the
browser, so that the user can see any potiential problems that might occur
during the day. In the Gantt chart, the bottom part of figure 6, it is possible
to see how the predictive schedule will look like. The user can then judge if
it is an acceptable schedule. What an acceptable schedule looks like is soft
requirement so it is hard to capture that in the optimisation. What might
justify a rejection of a schedule is when it switches back and forth between
different variant groups causing many setups, but the risk of finding those
type of schedules might be reduced by tweaking the fitness weights. It is also
possible to extract other information and potential problems from the Gantt
chart that can be relayed to the operators.
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Figure 6: OPTIMISE scheduling system
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4.3

Optimisation

The purpose of the optimisation is to find the optimal mix of direct and
indirect sequences across all production stages for the given scenarios. This
is similar to the approach in [Andersson et al., 2008] with the difference that
in this thesis the optimisation is allowed to change which production stages
that should use dispatching rules and which should use a direct sequence.
Based on the literature review a steady-state generational genetic algorithms was chosen as the optimisation algorithm. It was chosen because
genetic algorithms have been successfully used to solve scheduling problems
for many years. The main reason for choosing a steady-state algorithm is
because the optimisation period is rather short so a decision has to be made
quickly. So it is desirable to use an efficient algorithm as possible and some
studies show that steady-state algorithms are superior to generational-based
ones [Vavak and Fogarty, 2009] and [Rogers and Prgel-Bennett, 1999].
At each production stage in the simulation model it is possible to use
one of the five different dispatching rules, FCFS, SPT, LPT, EDD and VSD
or a direct sequence. In the optimisation it is also possible to restrict each
production stage to a subset of the available dispatching rules and whether
to allow the use of a direct sequence.
This thesis use the simulation based optimisation technique which is a
iterative process, see figure 7. The optimisation algorithm begins by generating input that is fed to the simulation model, where it is evalutated and
the output returned to the optimisation algorithm. This information is used
by the optimistation algorithm to generate new input that is fed to the simulation model and new cycle begins. This process continues until a stopping
criteria is fulfilled and the optimisation algorithm can return the best solution
that it has found.
4.3.1

Genetic representation

The aim of this thesis is to examine if an direct and indirect scheduling approach can be combined to efficiently solve a scheduling optimisation problem. So the genetic representation in the GA was constructed to able to
represent both an direct sequence and an indirect sequence, see figure 8 for
a simplified view of the representation. The figures in this section is adapted
from [Andersson et al., 2008].
The genetic representation consists of three parts, the job allocation, the
job sequence for each of the production stages and what type of sequence
each production stage uses. The job allocation and job sequence information
are only used when the type is direct sequence. All these parts are separated
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Figure 7: Simulation based optimisation.

Representation
Stage 1

Direct

Stage 2

Direct

Stage 3

PDR

Stage n

PDR

Figure 8: Direct and indirect representation.
so that it is possible to change (mutate) each part individually.
The job allocation can be viewed as a matrix where each column represent one job and the columns are divided into production stages where each
column represent one machine. An example of an job allocation matrix is
shown in figure 9.
Each row corresponds to one job and the columns represent the machines.
If a job has a number greater than zero in a column, this means that so
many individual items should be processed at that machine. If the number is
missing, shown in the figure as a grey background, it means that the job could
be processed at that machine but in this instance it is not. The diagonally
stripes pattern in the figure indicate that this job cannot be processed at
that machine. For each row, the sum of each column in a production stage
should equal the total number of items in the job.
To be able to reorder jobs at subsequent production stages every production stage has its own job sequence. The sequence is represented as list of all
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Stage 1
B1

Stage n

50

B2
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B3

100
100

B4
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B5

150
100

50

B6

50

50
50

Figure 9: Job allocation matrix.
jobs where the first item is the job that should be processed first and second
item is the job that should be processed second and so on.
An indirect sequence does not use the job allocation nor the job sequence
information. It instead specifies for each production stage which dispatching
rule it should use, an example representation is seen in figure 10.

Stage 1

Stage n

SPT

EDD

B1
B2
B3
B4
B5
B6
Figure 10: Indirect sequence representation.
The hybrid representation combines the two, where each production stage
can either be represented by a direct or an indirect sequence, figure 11.
This representation makes it easy to switch between an direct and indirect
sequence without destroying the job allocation and job sequence information.
4.3.2

Mutation

There are three types of mutations, changing the job allocation, changing the
job sequence and changing the type of sequence. All probabilities mentioned
in this section are input settings.
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Figure 11: Hybrid representation.

The job allocation is only changed when the type of sequence is direct.
The first step is to randomly select a job that can be processed at more than
one machine. Then one machine is randomly selected that have more than
the minimum allowed batch size of items allocated to it. The final step is
then to randomly select a different machine and increase the allocated items
by the minimum allowed batch size and decrease the first machine by the
minimum allowed batch size.
Two conditions must be met for the job sequence mutation to be performed. First the production stage must use a direct sequence and second
the production stage must be present in the input setting that explicitly
controls which production stages that can change the job sequence. One
production stages that fulfil both those conditions is then randomly selected.
In order to reduce the search space the concept of a job group is introduced.
A job group is the largest cluster of connected product variants that can be
made, each group made by the dotted rectangles in figure 12 is a job group.
It is based on the assumption that it is better to move a group of similar
jobs than it is to just move a single job, in terms of the average fitness of
the resulting schedules. First a random job group is selected, then the direction it should be moved in is randomly selected. A move in that direction is
then attempted, the move can fail if it has reached the end of the list or if
the previous move placed it next to another job group of the same product
variant. If the move is successful another move is attempted with a probability. When the new position is determined it is decided, with a probability,
if the entire job group should be moved or just a part of it. If the moved job
group is adjacent to another job group of the same product variant, they are
merged. An example a job sequence mutation is shown in figure 12. Here
the bottom job group, production variant V3, is selected and then half of it
is then moved up one step past the job group of V1s, shown in the figure
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Figure 12: Job sequence mutation.
as step 1. In step 2 that job group is then moved past the V2 job group
and there it is merged with another job group with a single V3, producing
the job sequence seen in step 3. When a job group has been successfully
moved exactly which product variants that were moved and how many job
groups they moved past is saved. This information is then used to recreate
the change on subsequent production stages with a probability.
The sequence type mutation is straightforward. A random production
stage is assigned a new sequence type from a list of allowed sequence types.
4.3.3

Crossover

The crossover operator works on all three parts, job allocation, job sequence
and the type of the sequence.
The child’s job allocation for each job is taken randomly from both parents
and its list of sequence types for each production stage is derived from a
uniform crossover from both parents.
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The job sequence crossover is a bit more complex. Since the job sequence
is an ordered list, a simple one-point or two-point crossover will not work. It
works by selecting two points in the job sequence list in the first production
stage on the second parent. All jobs that lie in between those points are then
selected. Then for each of the production stages, all jobs from the first parent
that were not selected in the first step is saved to new list, preserving their
order. Then all the remaining batches are picked from the second parent
and added to list, in order. The resulting list of jobs has sequences from
both parents and it is still a valid solution. The child’s job allocation for the
batches that were selected in the first step is taken from the second parent
and the remaining batches are taken from the first parent.

4.4

Algorithms

To be able to determine if the proposed algorithm improves on already existing algorithms, five other algorithms are implemented and tested.
• Permutation schedule. (PS)
• Non-permutation schedule. (NPS)
• Indirect sequence on all stages. (ISA)
• Direct sequence on the first stage and indirect sequence on the remaining ones. (DSFirst)
• Two step hybrid. DSFirst is used for the first stage and then NPS is
used for the second stage. (TSH)
• The proposed algorithm: Direct sequence or indirect sequence on all
stages. (Hybrid)
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5

Experiments and analysis

This chapter begins with a discussion on the scenarios that are used to evaluate the algorithms. It then continues with a bottleneck analysis and an
overview of algorithms and the various settings for the optimisation algorithm. The results from the different experiments is then presented. These
results are then analysed and the chapter ends with conclusions and some
ideas for further work.

5.1

Scenarios

Two scenarios are tested in order to see whether the proposed algorithm
can handle different types of circumstances. The first scenario is relatively
easy. There is a only a handful of batches that have a short deadline and the
product mix is low. The second scenario is almost the same as the first with
the only difference that demand has been increased for some product variants,
which result in additional batches in order to satisfy the demand. Some of
the batches that are added are low volume batches with short deadlines.
Because of the short deadlines of these batches they may cause additional
setup times. Both scenarios simulate two weeks of production because of the
weekly objective targets and to avoid sub-optimal schedules for a short-term
period.
The reasoning behind these two scenarios is that the first scenario is fairly
easy and dispatching rules should be able to handle it just fine. The second
scenario is trickier because it may require a lot of setup in order to minimise
the tardiness of jobs. The two scenarios are realistic representations of the
real-world scheduling problem and should provide different challenges that
will expose the weaknesses and strengths of the different algorithms.

5.2

Bottleneck analysis

The algorithm used for bottleneck analysis was DSFirst and not Hybrid.
This decision is based on the assumption that it will get a better resource
utilisation, which in turn will make the result easier to analyse. When the
optimisation is started all batches are sorted with regards to their deadline.
The resulting order is set as the direct sequence at all production stages.
This is done in order to speed up the optimisation.
The active duration and shifting bottleneck analysis for scenario 1 are
shown in figure 13 and figure 14. Both methods agree that production stage
1 is the primary bottleneck and stage 6 is the secondary bottleneck. The
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difference between the different machines are small though, especially in regards to their the active duration, but stages 3 and 5 can also be identified
as bottleneck stages.
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Figure 13: Scenario 1, Active duration
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Figure 14: Scenario 1, Shifting bottleneck
Figure 15 shows the active duration and figure 16 shows the shifting bottleneck for the machines in scenario 2. Similar to the results from scenario 1 the
production stages 1, 3, 5 and 6 are identified as the biggest bottlenecks, but
in a different order. The biggest difference is that the primary bottleneck is
stage 5, followed by stage 1.
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5.3

Genetic algorithm settings

The genetic algorithm is run with a mutation rate of 20% and a crossover
rate of 80%. The population size is set to 50 individuals. The three different
types of mutations have the same probability of being chosen. At the end
of each successful mutation there is a 50 percent chance of doing another
mutation. When a batch is moved it has a 70 percent chance of moving the
whole batch and at each successful move it has an 80 percent chance of doing
another move.
The last three stages are fixed with the FCFS dispatching rule to reflect
the real world circumstances. Those stages are not believed to be the bottlenecks and they have relatively low processing and setup times, so the small
potential gain from including these stages would not outweigh the negative
aspects such as the extra complexity it would give to the optimisation problem. For these reasons the management are not interested in scheduling those
stages.

5.4

Comparing results

When testing different algorithms it is desirable to be able to compare them
in order to see which of them is the best. If the algorithms are deterministic
it is possible to run each algorithm once and the best algorithm is the one
with the best results. An example of this is the comparison of dispatching
rules on a deterministic model. If the model is run with the same dispatching
rules twice it will always return the same result. This of course assumes that
the dispatching rules themselves are deterministic. However, if the algorithm
is stochastic, like an evolutionary algorithm, it will produce different results
for each run. Because of this it is run several times to obtain an average of all
the runs. When comparing the averages of two algorithms they will almost
always differ, and it might be tempting to proclaim that the algorithm with
the better results are better than the other. However, since the algorithms
are stochastic this might be an erroneous conclusion because chance alone
could be responsible for the difference between them.
That is why it is interesting to use methods that can give measures that
shows if the algorithms really are statistical different. This section gives a
brief overview of two popular methods the t-test and the Mann-Whitney test.
Both tests utilise hypothesis testing so that technique is explained first.
It is often useful to use hypothesis for testing claims. Take an example
with two soccer players, Matt and Dennis. Let’s say the question is whether
Matt is better than Dennis on penalty kicks. The question can be formulated
as two hypothesis.
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• H0 Matt is not better than Dennis.
• H1 Matt is better than Dennis.
Then either H0 , which is called the null hypothesis, is kept because H1
is not sufficiently demonstrated or H0 is rejected and H1 is deemed true.
The default is always to assume that null hypothesis is true. The task is to
provide sufficient evidence that Matt is indeed better on soccer kicks than
Dennis, one way to produce this evidence is to let them both take multiple
penalty kicks. If the results from the trial supports the hypothesis that Matt
is the better penalty kicker then it is justified to reject the null hypothesis.
An hypothesis test can never be guaranteed to be accurate because there
is always a chance that the wrong conclusion was made. The point of hypothesis testing is not to be absolutely sure but instead to see if it reasonable
to reject the null hypothesis.
5.4.1

Unpaired t-test

The t-test is based on difference between the averages of two populations divided by the standard deviation of the two populations. The null hypothesis
is that there is no difference between the samples so this fraction should be
small, but if this fraction is sufficiently large then the null hypothesis can be
rejected.
In order to use the t-test three assumptions must be met.
• The observations in both samples are drawn randomly from their source
populations.
• The scale of measurement for both samples has the properties of an
equal interval scale.
• The source populations have an normal distribution.
See [Livingston and Cassidy, 2005] for the equation and a discussion of
the effects of sample sizes.
5.4.2

Mann-Whitney test

The Mann-Whitney test [Mann and Whitney, 1947] is so called non-parametric
test because it does not need any parameters such as average or standard
deviation. One of the advantages over the t-test is that it does not assume
that the source population is normally distributed. Because of these characteristics the Mann-Whitney test is usually considered more robust than the
t-test.
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All observations from both samples are combined and then ranked in ascending order. Where the first observation is assigned rank 1, the second
observation rank 2 and so on. The null hypothesis is that the distributions
of the two groups are the same. If that is true it is expected that the observations from the two groups are randomly mixed. If the two samples cluster
on either side of combined list, then the null hypothesis can be rejected.
The Mann-Whitney test also have some assumptions that must be met
in order to use it.
• The observations in both samples are drawn randomly and independently drawn from their source populations.
• That the dependent variable is intrinsically continuous.
• That observations within the two samples have the properties of at
least an ordinal scale of measurement, so that is at least possible to say
which of two observations is the greater.
As an example, consider two sample distributions. The hypothesis is that
sample A has smaller values than sample B, a directional test. Both have
five items each, na = 5 and nb = 5 and the total number of items N = 10:
• A = 4, 2, 6, 1, 2
• B = 4, 7, 10, 8, 5
First the two samples are combined and ranked.
Measure
1
2
2
4
4
5
6
7
8
10

Rank
1
2.5
2.5
4.5
4.5
6
7
8
9
10

Sample
A
A
A
A
B
B
A
B
B
B

TA and TB are the sum of the ranks for sample A and sample B respectively.
In this example TA is equal to 17.5 and TB is equal to 37.5.
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The expected mean value for the sum of the ranks for sample A and B, if
the null hypothesis is true, are: na (N + 1)/2 = 5(10 + 1)/2 = 27.5 for sample
A and nb (N + 1)/2 = 5(10 + 1)/2 = 27.5 for sample B.
The standard deviation for samples A and B can be calculated with
the equation σT = na nb (N + 1)/12 = 5 ∗ 5(10 + 1)/12 ≈ 4.787 , see
[Mann and Whitney, 1947] for a proof.
With this information it is possible to calculate the z-ratio, the higher the
z-ratio, the lower the probability that the differences between the samples
were produced by chance.

z=
Where:

(Tobs −µT )±0.5
σT

• Tobs is the observed value of either TA or TB .
• µT is the mean of the corresponding sampling distribution of T.
• σT is the standard deviation of that sampling distribution.
• -0.5 when Tobs > µT .
• +0.5 when Tobs < µT .
Using the numbers from the example the z-ratio for sample A would be
zA = (17.5 − 27.7) + 0.5/4.787 ≈ −1.98
In the example the hypothesis was that sample A would have lower values
than sample B. That means that zA should be negative since TA should be
lower than the expected mean µT . The z-ratio is -1.98, which means that
sample A has indeed lower values than sample B. If the null hypothesis is
true the probability of that z-ratio, assuming a directional test, is 0.0239.
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5.5

Experiment results

Each algorithm is run for 50000 iterations with 10 replications. In the case
of the two stage hybrid the first stage is run for 2000 iterations and the
second stage for 48000 iterations. A Mann-Whitney test with a significance
α = 0.05 is performed to see if one algorithm is statistically better than the
others. The Mann-Whitney test is chosen instead of the t-test because of
the relative few replications and because it is not known if the samples are
normally distributed. The experiment results for scenario 1 are displayed in
table 3 and table 4 and the results for scenario 2 are displayed in table 5
and table 6. The bold values indicate statistical significance over the next
best algorithm and the values in the parenthesis are the standard deviation.
Values are truncated so the sum of all fitness variables might differ from
the total fitness. Since it is a minimisation problem, a lower value of the
objectives are better. All values showed in those figures are fitness values
that have been constructed so that they should be minimised.
Table 3: Experiment results: scenario 1, part 1
Experiment total fitness setup time makespan
DSFirst
-6372(2182) 11345(769) -30125(571)
-1692(863)
13050(645) -30184(156)
TSH
-8668(1327) 10555(807) -31322(452)
Hybrid
PS
-4098(885)
9442(602) -30439(390)
NPS
233(960)
10888(769) -29228(468)
1233(830)
17937(845) -29415(456)
ISA

Table 4: Experiment results: scenario 1, part 2
Experiment throughput shortage target levels
DSFirst
12749(1079) 26(41)
250(138)
TSH
15343(533) 5(3)
93(99)
12015(562) 47(55)
35(34)
Hybrid
PS
16821(1142) 76(59)
0(0)
NPS
18523(495) 0(0)
0(0)
ISA
12281(272) 99(127) 329(67)
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Table 5: Experiment results: scenario 2, part 1
Experiment total fitness
setup time
makespan
DSFirst
73260(15463) 22960(2040) -1678(91)
79560(14459) 24555(1766) -1799(32)
TSH
31902(2070)
12172(1615) -1762(79)
Hybrid
PS
33131(1001)
12799(624) -1729(118)
48939(3059)
19812(1298) -1205(366)
NPS
ISA
149783(33409) 31035(5886) -1612(155)

Table 6: Experiment results:
Experiment throughput shortage
DSFirst
21710(498) 13616(10196)
22315(819) 18836(12974)
TSH
19625(301) 1128(320)
Hybrid
PS
21117(464) 537(192)
25032(719) 720(213)
NPS
21859(2321) 67342(34514)
ISA
5.5.1

scenario 2, part 2
target levels
16651(4144)
15652(5246)
738(183)
407(180)
4579(1604)
31157(14855)

Permutation and non-permutation schedule

Permutation schedule is better than non-permutation schedule on almost all
objectives, the only exception is shortage on scenario 1 but that is only by
insignificant amount. On scenario 1 the difference between them is relatively
small but permutation schedule is slightly better on setup time, makespan
and throughput. On scenario 2 the difference is larger especially on setup
time, throughput and target levels where permutation schedule is significantly better. On makespan and shortage it is only slightly better though.
These results show that it is not beneficial to change the order at all
stages, instead it is better to only change the starting order. The reason for
this is probably that the non-permutation search space is vastly larger than
the permutation search space. So it is not efficient to search in the larger
non-permutation search space in the tested scenarios because good solutions
can be found in the smaller permutation search space. Even though the two
scenarios that were tested do not need the larger search space a more complex
scenario might benefit from it.
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5.5.2

ISA

ISA is the worst algorithm that is tested. It does however have some strong
points. On scenario 1 it is better than both PS and NPS on throughput and
very similar to DSFirst and Hybrid. Even though it has good throughput it
has the second worst makespan which indicates that it is good at producing
variants but not as good at producing the right kind of variants. Because the
right kind of variants would satisfy the target levels and cause the factory to
shut-down leading to a better makespan. This behaviour is unwanted but it
happens because a certain amount of overproduction is allowed.
On scenario 2 it achieves a good makespan and throughput but it cannot
meet the target levels. It also has lot of tardy jobs and it has high setup time
which is not good. It cannot find a good combination of dispatching rules to
solve this scenario.
ISA have the highest setup time by a large margin on both scenarios even
though there is a dispatching rule that is focused on setup (VSD). Despite
this ISA is not able to produce solutions with low setup times. This is probably because the dispatching rules that are implemented are too inflexible
to adequately handle the different scenarios. Another explanation could be
that the dispatching rules always has to chose a job which means it cannot
wait for a job of the same variant to become available. But that also means
that machines are less idle which is the reason why ISA has good throughput.
When compared against DSFirst it is also clear that none of the dispatching
rules used in ISA provides a good sequence for the first stage. Since the only
difference between ISA and DSFirst is that the latter uses a direct sequence
for the fist stage. But the performance of DSFirst is much better than ISA
on both scenarios.
5.5.3

DSFirst

Since DSFirst is combination of PS and ISA it is interesting to compare it
against those algorithms. DSFirst is the second best algorithm on scenario 1
beating both PS and ISA. It has much better throughput than PS but worse
setup time, the other objectives are almost the same. Compared against
ISA it has substantially better setup time and about the same on the other
objectives. At least on scenario 1 DSFirst seem to combine the low setup
times of PS with the high throughput of ISA.
On scenario 2 the results are a little different. Here DSFirst has about the
same throughput as PS but much lower setup time. But the most significant
aspect is that DSFirst cannot meet the target levels and has a lot of tardy
jobs. But PS has relatively good target levels and not so many tardy jobs.
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It is still better than ISA though on all objectives except makespan and
throughput were they are equal.
Since DSFirst is substantially better than ISA on both scenarios and the
only difference between them is that a direct sequence is used on the first
stage in DSFirst. It can be reasonably concluded that the sequence at the
first stage is important. This is further strengthened by the fact that PS is
also better than ISA. It is also much better than DSFirst on scenario 2. This
indicates that the dispatching rules used in DSFirst are not flexible enough
to handle the jobs with short deadlines. It is simply better to retain the
sequence from the first stage throughout the entire production line.
5.5.4

Hybrid

On scenario 1 Hybrid is the best algorithm. It has good values on all objectives and it is only beaten by PS on setup time. On scenario 2 it is a tie
between Hybrid and PS in term of total fitness. When looking at individual
objectives DSIAS is better on throughput and PS is better on target levels.
When looking at both scenarios Hybrid is the best overall algorithm.
Even though it is not statistically significantly better than PS on scenario 2
it is more consistent because it performs well on both scenarios. It seems to
combine the good aspect of dispatching rules such as a high throughput with
the low setup times of a direct sequence. One possible reason for this that
the optimisation can use dispatching rules on stages that are not bottlenecks
and it that way avoid to use a direct sequence where it is not needed. In this
way it can concentrate its efforts on the stages that benefit from an direct
sequence. This could be the bottleneck or it could be be a stage before the
bottleneck and the direct sequence would in this case make sure that the
jobs enter the bottleneck stage in the order that is suitable to a particular
dispatching rule. When direct sequence is used on all stages a lot of effort
is wasted because most stages does not benefit from it. Dispatching rules
on the other hand have a hard time adapting to different scenarios but they
are good when the scenario is relatively easy. When the two approaches are
combined, as in Hybrid, it is possible to get the low setup times of a direct
sequence with the high throughput of dispatching rule.
5.5.5

TSH

The two step hybrid was a combination of the DSFirst and NPS algorithms.
The idea was to quickly find reasonably good solutions with DSFirst and
then fine tune them with the PS algorithm. From the results it is clear that
this did not work as intended because it has worse total fitness than both of
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them, on both scenarios. One reason might be that that the starting solution
is just a very bad starting solution for the PS algorithm. It might in fact be
counter productive because the PS algorithm is in a part of the search space
where it is inefficient.

5.6

Sequence type frequency

This section list the frequency of which the dispatching rules and direct
sequences are used at the various stages. This data is calculated from the
ten optimisation replications and it is only relevant for the algorithms that
use a hybrid representation, .i.e ISA, DSFirst and Hybrid. The sequence
types are listed in descending order starting with the most frequently used
on the left side. How many times an sequence type is used is display within
the parenthesis.
5.6.1

ISA

The sequence type frequencies ISA at scenario 1 are shown in table 7. FCFS is
used for stage 1 probably because the batches are already sorted by deadline.
Stage 2, 3 and 4 do not seem especially important since a lot of different
dispatching rules are used there. But stage 5, 6 and 7 is dominated by the
VSD rule. Since scenario 1 is relatively easy the VSD rule can be used to
keep setup times low and still meet the target levels.

Stage
Stage
Stage
Stage
Stage
Stage
Stage

1
2
3
4
5
6
7

Table 7: Dispatching
FCFS(10)
FCFS(4) LPT(3)
VSD(6)
EDD(2)
FCFS(3) SPT(3)
VSD(10)
VSD(10)
VSD(9)
LPT(1)

rules frequency ISA: scenario 1
EDD(2) VSD(1)
LPT(2)
EDD(2)

Scenario 2 is shown in table 8 and it is a little different from scenario 1. Here
EDD is used at stage 5 to prioritise the batches with the short deadlines.
LPT is then mostly used for stage 5 and 6, but the optimisation cannot find
a good combination which can be seen from the total fitness.
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Stage
Stage
Stage
Stage
Stage
Stage
Stage
5.6.2

1
2
3
4
5
6
7

Table 8: Dispatching
FCFS(10)
FCFS(4) SPT(2)
VSD(6)
EDD(2)
LPT(6)
VSD(3)
EDD(6)
VSD(4)
LPT(6)
VSD(3)
LPT(5)
SPT(4)

rules frequency ISA: scenario 2
LPT(2)
EDD(1)
SPT(1)
LPT(1)
FCFS(1)

VSD(1)

FCFS(1)
FCFS(1)

DSFirst

The results from scenario 1 are displayed in table 9. VSD is used in the
beginning at stage 2 and 3 and also at the end at stage 6 and 7. With SPT
and EDD being the most popular choices at stage 4 and 5 respectively. The
reason for VSD is yet again that scenario 1 is easy and the optimisation can
choose that rule to minimise the setup times.

Stage
Stage
Stage
Stage
Stage
Stage
Stage

1
2
3
4
5
6
7

Table 9: Dispatching rules frequency DSFirst: scenario 1
DS(10)
VSD(4)
FCFS(2) SPT(1) LPT(1)
VSD(10)
SPT(8)
FCFS(2)
EDD(10)
VSD(10)
VSD(10)

The results for scenario 2 which are displayed in table 10 show that the VSD
rule is not used as much as in scenario 1. Stage 5 uses EDD as in scenario 1
which indicate that EDD is good rule for that stage.

Stage
Stage
Stage
Stage
Stage
Stage
Stage

1
2
3
4
5
6
7

Table 10: Dispatching rules frequency DSFirst: scenario 2
DS(10)
SPT(4)
EDD(2) LPT(2)
VSD(1)
LPT(5)
VSD(4) SPT(1)
FCFS(4) LPT(4)
VSD(2)
EDD(10)
LPT(5)
VSD(4) FCFS(1)
VSD(8)
FCFS(1) LPT(1)
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5.6.3

Hybrid

The results from scenario 1 and 2 are displayed in table 11 table 12. The
stages that use a direct sequence are stage 1 and 5, this is true for both
scenarios. There are only two exceptions to this and that is that VSD is
used two times at stage 5 in scenario 2, but in those two occasions direct
sequence is instead used on stage 4. One explanation for this might be that
the sequence at stage 4 is optimised so that the VSD rule performs well at
stage 5. One reason why a direct sequence is used so often at stage 5 is that
this stage is a bottleneck and no dispatching rule can efficiently utilise it.
This is supported by the bottleneck analysis, which showed that stage 5 is
a potiential bottleneck. The reason for using direct sequence on stage 1 is
that the start sequence is important since a bad sequence there will affect all
stages.

Stage
Stage
Stage
Stage
Stage
Stage
Stage

1
2
3
4
5
6
7

Table 11: Dispatching
DS(10)
SPT(4)
FCFS(2)
VSD(7) LPT(2)
SPT(5)
FCFS(2)
DS(9)
VSD(1)
VSD(10)
VSD(10)

Stage
Stage
Stage
Stage
Stage
Stage
Stage

1
2
3
4
5
6
7

Table 12: Dispatching rules frequency Hybrid: scenario 2
DS(10)
FCFS(4) LPT(2) DS(2)
EDD(1) SPT(1)
LPT(6)
DS(3)
VSD(1)
LPT(4)
SPT(2) VSD(2) DS(2)
DS(8)
VSD(2)
LPT(10)
VSD(9) LPT(1)

5.7

rules frequency Hybrid: scenario 1
EDD(2) LPT(1)
DS(1)
LPT(2) EDD(1)

VSD(1)

Algorithm performance comparison

The results from the experiments are interesting because they show the best
value that each algorithm found. What they do not show is how each algorithm got to that specific value, this section will fill that information gap by
presenting graphs showing how the search progressed.
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To create these graphs the data first need to be preprocessed. First, for
each replication, the best fitness value at each iteration is determined. Then
the average fitness value for each iteration is calculated from the best fitness
values. This is done to all algorithms in the first scenario and the result is
combined into a single graph. This is then repeated for the algorithms in
the second scenario. The individual replications, for each scenario, can be
viewed in appendix B.
The algorithm performance for scenario 1, shown in figure 17, show that
early in the optimisation the algorithms can be divided into two groups. The
first group is those that use dispatching rules in some way (DSFirst, Hybrid
and TSH) and the other group is those that use direct sequence (PS and
NPS). The dispatching rules group quickly reach a fitness value of 10 000,
where they start to diverge. The PS and NPS algorithms reach a fitness of
10 000 first at iteration 5 000 and 10 000 respectively. PS is consistently
better than NPS and after 10 000 iterations it overtakes ISA and after 15
000 iterations it overtakes TSH. However, NPS only overtakes ISA after
40 000 iterations. The reason that both PS and NPS both perform worse
than the other algorithms in the beginning is probably because they have
a larger search space to investigate. That results in a slower search, but
eventually good solutions are found. ISA performs on par with the other
dispatching rules algorithms early in the optimisation. However, after about
1 000 iterations the optimisation stagnates and it barely improves from there.
TSH is two step hybrid that uses DSFirst for the first 2 000 iterations, as
expected TSA and DSFirst closly matches each other in the beginning. After
2 000 iterations TSA switches to the NPS algorithm, this has a negative
impact on TSH compared to DSFirst. Hybrid is clearly the best algorithm
on scenario 1, because no other algorithm can find better solution faster than
it. DSFirst is comparable to it but it is always one step behind.
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Figure 17: Algorithm performance, scenario 1
On scenario 2, shown in figure 18, the results are a bit different. The algorithms are not as clearly divided into two groups as in scenario 1, but PS and
NPS is worse than the other algorithms in the beginning of the optimisation.
They follow each other closely until about iteration 5 000, where they start
to diverge. At about iteration 6 000 PS have passed all algorithms except
Hybrid, but it eventually reaches that algorithm too. ISA performs much the
same as in scenario 1, it quickly reaches a fitness of 200 000 but after that
the performance levels out considerably. TSH follows DSFirst closely in the
beginning, which it should, outperforming NPS. However, when it switches
to NPS at iteration 2 000 the performance quickly deteriorates and it ends
up performing worse than NPS. DSFirst quickly reaches a fitness value of 100
000 but it can not improve much after that. Hybrid is the best algorithm
on scenario 2, as it was on scenario 1. Even though PS eventually reaches
approximately the same fitness value, Hybrid reaches it faster.
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Figure 18: Algorithm performance, scenario 2
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6

Conclusions

The main conclusion that can be drawn form the results is that Hybrid produced the best schedules of the tested algorithms on the two scenarios. This
is supported both by the results and the algorithm performance comparison.
The bottleneck analysis identified production stage one as the primary bottleneck for scenario one and stage 5 as the primary bottleneck for scenario 2.
The decision to not include the last three stages in the optimisation, because
of the assumption by the operators and managers that those stages have
little impact on the performance of the line, is supported by the bottleneck
analysis.
From the algorithm performance comparison it can be concluded that
Hybrid is the most efficient algorithm of the ones that were tested. Because
no other algorithm is better than it on any part of the optimisation, it is the
best algorithm regardless of the choice of iteration budget. This is true for
both scenarios that were tested.
Hybrid used a direct sequence on stage one and stage five, on most of
the optimisations. This correlates well with the results from the bottleneck
analysis, which showed that both stage one and stage five were important
bottlenecks. Stage five also has large setup times, so one explanation could
be that Hybrid used a direct sequence on it to minimise the setup times.
These results support the hypothesis that the optimisation could use a direct
sequence on those stages where it benefited from the increased flexibility.
There was no dispatching rule that could keep a high throughput on stage
five and at the same time keep the setup times low, that is why a direct
sequence was beneficial on that stage.
One drawback of a bottleneck-based two step hybrid optimisation, is that
it only works properly on objectives that are based on throughput, since
the bottleneck detection methods are designed to find the machine(s) that
limit the throughput. This makes it less effective when the problem has
objectives that are not based on throughput, such as setup time. In those
cases it could be better, in terms of fitness, to use more computation resources
to try to reduce the setup time on machine that has relatively large setup
times, than to increase the throughput of the bottleneck machine. From the
algorithm performance comparison it can also be seen that it can be difficult
to set the iteration budget between the two steps to the optimum value.
Ideally the algorithm should switch when it no longer improves at a certain
rate, this could be achieved with a algorithm performance technique. Hybrid
does not suffer from these drawbacks, because it does not focus on a single
objective. Instead it uses whatever sequence, direct or indirect, that achieves
the best fitness. Since it is not a two step approach it does not require a pre
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determined iteration budget.
This thesis identified an approach to solve scheduling problems that had
not been previously studied, in which dispatching rules are used together with
a SBO using GA. The idea was to allow the optimisation to use dispatching
rules on machine that have little impact on the overall performance of the
model and instead focus the search effort on machines that do impact the
performance. A bottleneck analysis was performed to investigate the relationship between results from the rule frequency analysis and the bottlenecks.
The results from that analysis showed a correlation between the machines
that was assigned a direct sequence and the machine that were identified as
bottlenecks, suggesting that the algorithm worked as intended. An experiment study with other algorithms was also performed, which showed that
the proposed algorithm was better or equal on all scenarios tested.

6.1

Further work

It would be interesting to implement more dispatching rules and see how they
will affect the different algorithms. The algorithms should also be tested on
more scenarios to see if the hybrid representation performs well on those as
well. The optimisation algorithm could also be switched to something else,
like simulated annealing or tabu search to see what kind of effect they will
have. One of the biggest drawback of the direct sequence is its inflexibility,
so the model should be extended with stochastic behaviour to investigate
how the different algorithms handle disturbances. The hybrid approach can
also be used as a bottleneck analysis method; by showing where the direct
sequences are applied, it is a good indication on which production stages are
the bottlenecks. However, the generality of this bottleneck analysis method
needs further research and is beyond the scope of this thesis.
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A

Input Excel file

There is a discrepancy between the production stages in the thesis and the
input file figures, this is due to that not all production stages is in use.
Figure 19 shows the simulation settings page, here the start date, start time
and simulation horizon can be set.
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Figure 19: Simulation settings
In figure 20 the start settings page is show, in which it is possible to set the
start conditions of the simulation. Some examples are, what type of shift
that should be used, how much stock there is of each product variant and
how the machine are configured.
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Figure 20: Start settings
It is possible to configure what type of production variants each machine
should be able to process and also if that machine is operational. An example
configuration can be seen in figure 21.
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Figure 21: Machine settings
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On of the most important objective is the target levels, .i.e. how much
should be produced of each product variant. The target levels are specified
on the subgroup level, an example of this can be seen in the lower part of
figure 22. In the upper part of that figure the demand for each product
variant for each day

Figure 22: Demand and target level settings
Figure 23 shows the page where the production plan is set. Each row is
one job and it has a number of different settings associated with it. The three
most important ones are: what production variant it is, how many items is
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in that job and what the deadline of the job is.

Figure 23: Production plan
Each machine has a cycle time for each of the production variants that it
can process. This page can be seen in figure 24.
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Figure 24: Cycle time settings
The cycle times shown in figure 24 are best case numbers that do not
take into account the various things that can go wrong. In order to get
a more accurate model the availability of machines need to be accounted
for. If the simulation model is stochastic it is possible to model the failures
as interruptions to the processing, where the failures follow some statistical
distribution. However, the simulation model in this thesis is deterministic so
instead of having large interruptions that happen infrequently a small amount
of time is added to every cycle time. The total amount of availability of each
machine is the same for each method but they have different impacts on the
rest of the system. Figure 25 shows the page where this information can be
set.
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Figure 25: Availability settings

The time it takes to configure a particular machine from one product
variant to another, figure 26 shows the page where this can be done.

Figure 26: Setup time settings
Not all product variants are required to follow the same route, but most
of them share large parts of their routes with the other product variants.
The routes can be configured in the page shown in figure 27
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Figure 27: Route settings
What type of sequence each production stage should follow in specified
in the page shown in figure 28. If more than one type of sequence is present,
that means that the optimisation is free to choose among those.
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Figure 28: Sequence settings
Because each job contains a number of individual items (usually 50),
they need a carrier in order to transport them in the manufacturing facility.
Figure 29 shows the page where the number of carriers is set.
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Figure 29: Cart settings
82

Figure 30 show the page where the product variants are enumerated and
also what group they belong to.
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Figure 30: Product variant settings
Figure 31 shows the page where all machines are listed and what produc84

tion stage they belong to.

Figure 31: Product stage settings
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Optimisation performance results
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Figure 32: DSFirst performance, scenario 1.
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Figure 33: Hybrid performance, scenario 1.

86

50000

50000
40000
1

Total fitness

30000

2
3

20000

4
5

10000

6
0

7
8

-10000

9
10

-20000
0

5000

10000

15000

20000

25000

30000

35000

40000

45000

50000

Iteration

Figure 34: ISA performance, scenario 1.
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Figure 35: NPS performance, scenario 1.
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Figure 36: PS performance, scenario 1.
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Figure 37: TSH performance, scenario 1.
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Figure 38: DSFirst performance, scenario 2.
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Figure 39: Hybrid performance, scenario 2.
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Figure 40: ISA performance, scenario 2.
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Figure 41: NPS performance, scenario 2.

90

50000

500000
450000
400000

1

Total fitness

350000

2

300000

3
4

250000

5
200000

6

150000

7
8

100000

9
50000

10

0
0

5000

10000

15000

20000

25000

30000

35000

40000

45000

50000

Iteration

Figure 42: PS performance, scenario 2.
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Figure 43: TSH performance, scenario 2.
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