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Multi-objective optimisation – Elitism in discrete and highly discontinuous
decision spaces

Johan Fasting

Abstract
Multi-objective optimisation focuses on optimising multiple objectives simultanuously.
Evolutionary and immune-based algorithms have been developed in order to solve
multi-objective optimisation problems. These algorithms often include a property called
elitism, a method of preserving good solutions. This study has focused on how different
approaches of elitism affect an algorithm’s ability to find optimal solutions in a multi-
objective optimisation problem with a discrete and highly discontinuous decision space.
Three state-of-the-art algorithms, NSGA-II, SPEA2+ and NNIA2, were implemented,
validated and tested against a multi-objective optimisation problem of a miniature
plant. Final populations yielded from all the algorithms were included in an analysis.
The results of this study indicate that external populations are important in order for
algorithms to find optimal solutions in multi-objective optimisation problems with a
discrete and highly discontinuous decision spaces.

Key words: Multi-objective optimisation, Evolutionary algorithms, Immune-based
algorithms, Elitism, Discrete, Discontinuous, Decision space, Objective space
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1 INTRODUCTION

1 Introduction
Multi-objective optimisation is when multiple, usually conflicting objectives need to
be optimised at the same time (Gong, Jiao, Du & Bo, 2008; Yang, Jiao, Gong &
Feng, 2010). There is usually no unique solution in multi-objective optimisation
problems (MOPs), instead there exist a set of good trade-off solutions with respect to
each objective (Gong et al., 2008; Veldhuizen & Lamont, 2000; Yang et al., 2010; Zhang
& Rockett, 2008). Evolutionary algorithms (see Section 2.2) and immune-based
algorithms (see Section 2.3) have been developed to solve MOPs and have been used
in several real world applications (Gong et al., 2008; Hiroyasu, Nakayama & Miki,
2005; Mendoza, Bernal-Agustı́n & Domı́nguez-Navarro, 2006; Omkar, Khandelwal,
Yathindra, Narayana Naik & Gopalakrishnan, 2008; Tan, Goh, Mamun & Ei, 2008;
Veldhuizen & Lamont, 2000; Yang et al., 2010).

Lundell, Syberfeldt and Karlsson (2009) describe a configurable miniature bubble
gum plant which can be used for, e.g., teaching and research. It has seven different
parameters which all control the production flow within the plant. A MOP for the
plant is defined and because of the complex relations between the parameters, the
configuration space (in this study termed as decision space) includes much discontinuity
where a small parameter change could results in big outcome change, and vice versa.
This aspect affects algorithms ability to search and find optimal solutions (Deb, 1999b).
The miniature bubble gum plant is further described in Section 2.4.

Elitism is an aspect which is important in evolutionary and immune-based algorithms
(Zitzler, Laumanns & Bleuler, 2003). Its mechanism ensures that good solutions don’t
disappear during the search process. Many elitist approaches ensure, to some extent, a
variety of solutions which control the spread of the search. Elitism can be implemented
in different ways, e.g., store solutions for later use or just emphasise the best solutions
found so far. Different elitist approaches therefore affect the outcome of an algorithm
in different ways.

This study will focus on how different elitist approaches affect the coverage of optimal
solutions within a MOP with a discontinuous decision space. Two evolutionary
algorithms and one immune-based algorithm will be used in this study and they will
be tested against the miniature plant MOP which has a discontinuous decision space.
Because of their different elitist approaches, two hypotheses have thus been made. The
specified problem and the hypotheses are further explained in Chapter 3.

The aim of this study is to gain knowledge on how different approaches of elitism can
affect an algorithm’s ability to cover optimal solutions of a MOP with a discrete and
highly discontinuous decision space. Many multi-objective optimisation problems in
real world engineering applications involve both discrete and discontinuous parameters,
more frequently a mixture of them (Packham, Rafiq, Borthwick & Denham, 2005;
Rahman, 2006; Zhang, Liang, Yao, Chen & Huang, 2006). Gained knowledge of the
implications of elitism in such decision spaces can therefore be valuable for carrying out
optimisation within the industry and also for future research. Further discussion will be
made in Chapter 3.
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2 BACKGROUND

2 Background
This chapter will describe the scientific background of this study to aid in the
understanding of it. The definition of multi-objective optimisation and its concepts
will be explained in detail in the first section of the chapter. Evolutionary algorithms
and immune-based algorithms, algorithms which can solve multi-objective optimisation
problems, will be described in Section 2.2 and Section 2.3. This also includes two
evolutionary algorithms and one immune-based algorithm, all which are state-of-the-
art. A discontinuous MOP for a miniature bubble gum plant will also be presented in
Section 2.4. Finally, before the summary of the chapter, related work which did not fit
in earlier sections will be summarised.

2.1 Multi-Objective Optimisation
Multi-objective optimisation can be defined as a problem vector which consists
of multiple, usually conflicting, objective functions (Gong et al., 2008; Salazar &
Rocco, 2007; Zitzler et al., 2003; Zitzler, Deb & Thiele, 2000). A general formalisation
of a multi-objective optimisation problem is: Maximise or minimise

y = f(x) = {f1(x), f2(x), . . . , fi(x)} (1)

where

x = {x1, x2, . . . , xk} ∈ X (2)
y = {y1, y2, . . . , yi} ∈ Y (3)

where x is the decision vector (all different parameters) in decision space X (sometimes
termed as parameter space (Zitzler et al., 2000) or variable space (Kim, Hiroyasu, Miki
& Watanabe, 2004)), and y the objective vector (all different objectives) in the objective
space Y (Çunkaş & Sağ, 2010; Zitzler et al., 2003). The decision vector represents a
solution for the MOP where a function f(x) evaluates the quality of a solution for each
objective by assigning the corresponding objective vector. An example of a MOP can be
seen in Figure 1 where each dot represents a solution in decision space and its evaluation
in the objective space (the colours will be explained later).

In single-objective optimisation the objective is to maximise or minimise a specific
function value which will result in a unique optimal solution (Gong et al., 2008;
Veldhuizen & Lamont, 2000; Yang et al., 2010; Veldhuizen & Lamont, 2000). This
makes it easy to compare different solutions and aim toward optimal solutions. In multi-
objective optimisation, however, this is different because a unique optimal solution
usually does not exist, but is instead a non-empty set of good trade-off solutions
with respect to every objective in the objective space (Gong et al., 2008; Veldhuizen
& Lamont, 2000; Yang et al., 2010; Zhang & Rockett, 2008). To solve a problem
with multiple solutions, a different concept has been proposed, Pareto optimality,
which in fact includes several types of concepts, such as Pareto dominance, the Pareto
optimal, and Pareto front (Salazar & Rocco, 2007; Veldhuizen & Lamont, 2000; Zitzler
et al., 2000). The concepts are as follows:

Pareto dominance: A solution s1 dominates another solution s2 if it is equal or better
in all but one objectives and strictly better in at least one objective (Salazar &
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Figure 1: An example of MOP with two parameters (x1 and x2) and two objectives
(maximise y1 and maximise y2). Each dot represents either a solution in the decision
space (left) or after its evaluation when they have been assigned objective vectors in the
objective space (right). Each colour of the solutions in the objective space represents a
Pareto front (see text for further explanation).

Rocco, 2007; Veldhuizen & Lamont, 2000; Zitzler et al., 2003). If a solution is
not dominated by any other solution in a solution vector p, it is a non-dominated
solution.

Pareto optimal: A set of solutions is called the Pareto optimal, sometimes termed as
Pareto set (Zitzler et al., 2003), Pareto optimal set (Veldhuizen & Lamont, 2000)
or Pareto-optimal front (Yang et al., 2010), only if it consists of non-dominated
solutions which cannot be improved, i.e., only optimal solutions in the MOP
(Çunkaş & Sağ, 2010; Salazar & Rocco, 2007; Zitzler et al., 2000). If the set
consists of all non-dominated solutions which cannot be further improved it is
called true Pareto set. In the objective space in Figure 1, the blue solutions belong
to the Pareto optimal because they are all non-dominated and optimal in that
objective space.

Pareto front: A Pareto front is a vector of non-dominated solution sets within a MOP.
The first front is the Pareto optimal, the second front those solutions which would
be non-dominated if the better front was excluded, and so on (Salazar & Rocco,
2007; Veldhuizen & Lamont, 2000). In the objective space in Figure 1 each colour
represents a Pareto front: the blue solutions is the first Pareto front (i.e. Pareto
optimal), the red solutions is the second front, and the black solution is the third
and last front.

With these Pareto concepts it’s easier to define what the objectives of multi-objective
optimisation mean. Zitzler et al. (2000) and Yang et al. (2010) characterise three
different objectives of multi-objective optimisation:

1. The first objective is to minimise the distance between the first Pareto front and
the Pareto optimal in order to find good, and hopefully optimal, solutions.

2. The second objective is to strive after a good distribution of solutions, i.e., good
diversity in order to have a higher probability of finding good or optimal solutions.

3
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3. The third and last objective is to maximise the spread of solutions in the final non-
dominated front with respect to each objective. This will increase the number of
solutions which can be used in the given context, i.e., more solutions would be
available for the real world application.

There are two specific approaches to solve a multi-objective optimisation problem. An
approach which has been used several times is to split the MOP into several single-
objective optimisation problems to be solved sequentially (Çunkaş & Sağ, 2010; Salazar
& Rocco, 2007; Zitzler et al., 2000). The other, and perhaps more “correct”, approach
is to solve the MOP as it is formulated (Çunkaş & Sağ, 2010), which can among
other methods be solved by using multi-objective evolutionary algorithms (MOEA),
i.e., algorithms which incorporate biologically inspired operators on a population of
solutions simultaneously (Zitzler et al., 2000). MOEAs will be further explained in
Section 2.2. Immune-based algorithms, algorithms inspired by biological immune
systems (Gong et al., 2008; Tan et al., 2008; Yang et al., 2010), will be further explained
in Section 2.3.

2.1.1 Multi-objective optimisation test problems

In the past decades, several artificial multi-objective optimisation test problems have
been introduced for the purpose of testing and comparing different types of multi-
objective solving algorithms. In year 2000, Zitzler et al. introduced the ZDT, a set
of multi-objective test problems which has been used in a number of different studies
such as Deb, Pratap, Agarwal and Meyarivan (2000), Gong et al. (2008), Tan et al.
(2008), Zitzler, Laumanns and Thiele (2001) and Yang et al. (2010). Shortly after
the introduction of the ZDT test problems, Deb, Thiele, Laumanns and Zitzler (2001)
introduced the DTLZ multi-objective test problems, problems which are scalable to
have any number of objectives compared to the ZDT problems. These DTLZ test
problems have also been widely used in comparative studies, such as Gong et al. (2008),
Jensen (2003), Tan et al. (2008) and Yang et al. (2010), to name a few. Other common
multi-objective test problems are SCH (Schaffer, 1985), DEB (Deb, 1999b) and KUR
(Kursawe, 1991). The DLTZ test problems consists mainly of problems with many
objectives while ZDT, SCH, DEB and KUR all consist of only two objectives, i.e., they
are bi-objective optimisation problems (Gong et al., 2008).

All the MOPs mentioned above have one thing in common according to Gong et al.
(2008); they all have a continuous decision space. The term continuous in this matter
refer to Augustin-Louis Cauchy’s1 definition: if an infinitesimal change in the input to
a function results in an infinitesimal change in the output, the function is continuous,
otherwise it is discontinuous. In other words, if a decision space is continuous, small
changes in the decision vector would result in minor changes in the objective vector,
otherwise it would be discontinuous. An example of a discontinuous decision space
can be seen in Figure 2. The aspect of discontinuous decision spaces is not widely
mentioned in research literature but it exists. For example, Deb (1999b) created a MOP
with a discontinuous decision space. However, there was only “one” discontinuity: if

1In 1821 Augustin-Louis Cauchy wrote the paper Cours d’Analyse where his definition of continuity
was first presented. The paper is available at: http://mathdoc.emath.fr/cgi-bin/oeitem?id=OE CAUCHY
2 3 P5 0
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the variable x2 was assigned a value above 0.4, it made a big difference in the objective
space. Apart from that, the MOP had a continuous decision space (Deb, 1999b).

Figure 2: This is the same example as in Figure 1 with the distinction that the decision
space now is discontinuous. Note how the solutions are discontinuously spaced in the
decision space compared to how they are spaced in the objective space after evaluation.

Some of the artificial MOPs that have been created, however, have focused on
discontinuous true Pareto sets, i.e., where the first Pareto front is non-continuous, for
example ZDT3 (Zitzler et al., 2000), SCH (Schaffer, 1985), DEB (Deb, 1999b), KUR
(Kursawe, 1991) and DTLZ6 (Deb et al., 2001). Deb (1999a) explains that MOPs
with a discontinuous true Pareto set are good for testing a multi-objective optimisation
algorithm’s competence when searching in a discontinuous objective space. However,
if an algorithm has problems to converge, it is probably due the lack of a good diversity
preservation mechanism (Deb, 1999b). This conclusion might also be true in MOPs
where the decision space is discontinuous. The reason for this is since discontinuity
in the true Pareto set, i.e., discontinuity within the objective space, it also means that
there is, to some extent, discontinuity within the decision space. Each continuous part
of the true Pareto set also has its own region in the decision space.2 An overview of all
mentioned MOPs in this section can be seen in Table 1.

2.2 Evolutionary algorithms
Evolutionary algorithms, as mentioned earlier, are algorithms which try to solve
problems by using biologically inspired operators on a population of solutions, in
this context defined as individuals (Mendoza et al., 2006; Zitzler et al., 2003). The
reason for this is to imitate the evolutionary process of a population of individuals,
moving them towards the Pareto optimal (Zitzler et al., 2003). Individuals have their
own genome3 within the biological world and each genome represents one unique
solution. Individuals within an evolutionary algorithm also have their own genome,
but in this case the genome is the same as the decision vector and the objective vector
is the “representation” after the individuals have been evaluated. This means that
by incorporating biological operators to manipulate the decision vector, the objective

2The figure on page 9 in Kim et al. (2004) illustrates this on the continuous KUR problem which
includes discontinuity within the true Pareto set.

3A genome is the complete set of DNA or RNA within a living organism.
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Table 1: This table presents an overview of common artificial multi-objective
optimisation test problems. M objectives means that the MOPs are scalable, i.e., any
number of objectives can be used. The size of the decision space and the true Pareto set
is not included because all of the MOPs use real numbers for their parameters. Therefore
an infinite number of solutions exist in the decision space and probably the same is true
for the true Pareto set.

Problem Objectives True Pareto set Decision space
ZDT1 2 Convex Continuous
ZDT2 2 Concave Continuous
ZDT3 2 Discontinuous, convex Continuous
ZDT4 2 Convex Continuous
ZDT5 2 Convex Continuous
ZDT6 2 Concave Continuous
DTLZ1 M Linear Continuous
DTLZ2 M Concave Continuous
DTLZ3 M Concave Continuous
DTLZ4 M Concave Continuous
DTLZ5 M Concave Continuous
DTLZ6 M Discontinuous Continuous
DTLZ7 M Linear, hyperplane Continuous
SCH 2 Discontinuous Continuous
DEB 2 Discontinuous Continuous
KUR 2 Discontinuous Continuous

vectors would evolve. Zitzler et al. (2003) further explain that these algorithms rest
on two basic principles: selection and variation. The selection is the principle of
competition between different solutions within a population, i.e., the selection process
chooses the best individuals in each generation for further reproduction. The variation
operator on the other hand has the responsibility to create new types of solutions,
hopefully better than the existing ones.

2.2.1 Overview

A generation within a MOEA can be divided into three different stages: mating
selection, variation and environmental selection (Zitzler et al., 2003). Before the
first stage, it is assumed that a population with a fixed size of individuals already
exists. The first stage consists of (i) fitness assignment, where individuals are evaluated
and assigned an objective vector which reflects their quality, i.e., where individuals
are evaluated and assigned an objective vector, and (ii) mating selection, i.e., the
competition between individuals where individuals with a higher fitness win and get
copied into a mating pool. The second stage is when two different variation operators,
recombination and mutation, are applied to the mating pool. The recombination
operator takes a number of individuals from the mating pool and creates a specific
number of children based on the parent’s genes by combining parts of genes. The
mutation operator, on the other hand, modifies small parts of the individual’s genes in the
offspring, but because of a probability parameter it is not certain that an individual will
even mutate. The third and the last stage in a generation is the environmental selection
where individuals from the native population and modified population (mating pool)
form the next generation of population. This can be done in different ways, for example
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just use the mating pool as the new population or combine the populations and only
save the individuals with higher quality (Zitzler et al., 2003). This is a very simplified
process of how a population evolves, however, MOEAs have in earlier studies proven
to be useful when it comes to MOPs, for example in power distribution (Mendoza
et al., 2006), engine emission (Hiroyasu et al., 2005) and many other scientific and
engineering applications (Veldhuizen & Lamont, 2000). A simplified model of a general
generation within a MOEA can be seen in Figure 3.

Figure 3: A simplified model over a generation within a MOEA where the process starts
in the yellow box and ends in the blue box. Each box represents a set of individuals and
each arrow represents a process which is described in the text in more detail. The dotted
arrow is just a clarification of an optional combination which is not required. The blue
and yellow boxes are actually the same, they are just distinguished here to clarify that
they belong to two different generations.

Deb et al. (2000) and Zitzler et al. (2003) explain that MOEAs have two fundamental
goals:

• The first goal is to converge towards the Pareto optimal, but it is even better to
converge towards the true Pareto set (cf. also Zitzler et al., 2000; Yang et al.,
2010). This goal is mainly related to the mating selection, i.e., where only the
individuals with higher quality remain.

• The second goal is to preserve diversity within the non-dominated solutions. The
purpose of diversity is to avoid that the population, or even the first Pareto front,
contains mostly identical individuals.

2.2.2 Elitism

Zitzler et al. (2003) point out an aspect of MOEAs which relates to both of the
fundamental goals, which they describe under the heading of elitism. Elitism in this
context means the question of how to prevent non-dominated, or just good, individuals
from being lost during the search process. Zitzler et al. (2000) define two different
aspects of elitism: (i) Which solutions should be kept and how long? (ii) When and
how should particular solutions be reinserted into the population? Zitzler et al. (2003)
describe two general examples of how elitism can be used. The first approach is to
combine the native population with the modified mating pool (see the dotted arrow
in Figure 3) while applying rules on which solutions should be kept (for example
sorting them by fitness and Pareto front). The second approach is to have a secondary
population, referred to as an archive, to sustain promising individuals from each
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generation. Usually only non-dominated individuals are preserved within the archive,
and if not, functionality should ensure that the non-dominated individuals are preferred.
However, because of memory usage and computational performance, there must be
mechanisms in place which control the size of the archive. For example, the maximum
size of the archive or a mechanism which keeps track of how long each individual
has been stored and deletes them after ten generations. In a comprehensive study
made by Zitzler et al. (2000) the authors concluded that elitism is advantageous in
evolutionary multi-objective optimisation. They showed in their study that the MOEA
SPEA outperformed many other MOPs on the ZDT test problems, but perhaps more
interestingly the performance of all the other algorithms in the study was improved by
incorporating SPEA’s elitism mechanism. Thus, elitism has shown to play an important
role in multi-objective optimisation. Since this study, other algorithms have been
enhanced with elitism, such as NSGA-II (Deb et al., 2000).

2.2.3 Improved Non-dominated Sorting Genetic Algorithm

NSGA-II, the improved non-dominated sorting genetic algorithm, is an improved
version of the predecessor NSGA (Deb et al., 2000; Srinivas & Deb, 1994). NSGA-
II was developed because there were some problems with the first version, such
as high computational complexity, lack of elitism, and the necessity of providing a
user-specified parameter which could influence the results (Deb et al., 2000). To
overcome these problems, NSGA-II includes three specific changes compared to the
predecessor: (i) a non-dominated sorting mechanism to divide a population into Pareto
fronts, (ii) a crowded distance metric for comparison within a Pareto front, and (iii)
elitism by saving the parent population for later use after the recombination (Deb
et al., 2000; Jensen, 2003).

To easier understand this algorithm, a generation within it will now be explained as
Deb et al. (2000) describes it. Before the first generation, a parent population has been
created with randomly initiated solutions and an offspring population from that parent
population has been created by the binary selection tournament operator, as well as
recombination and mutation. The first step in a generation is to combine the parent
population and the offspring into a new population, twice the population size, which is
then sorted based on the non-domination principle by dividing it into different Pareto
fronts. A new empty parental population is created and filled with the solutions starting
sequentially from the better Pareto fronts first towards the worst, i.e., first the first Pareto
front, then the second, and so on. However, the new parental population is limited
to the half of the combined population and therefore only half of the solutions can
be preserved. It is then likely that the last suitable Pareto front for the new parental
population must be disunited because all of the solutions within the front cannot fit in
the population (see Figure 4). The crowded distance metric is used when a Pareto front
needs to be disunited by ranking the solutions within the Pareto front based on their
crowdedness. The crowded distance metric determines how crowded the solutions are
within a Pareto front by calculating the cuboid for each solution. The solutions with
the biggest cuboid are the best while as the solutions with a smaller cuboid are worse,
a smaller cuboid means that they are more crowded. The highest ranking individuals
within the Pareto front, i.e., individuals which are least crowded, are then selected for
the new parental population. All the other unsuited Pareto fronts, as well as unsuited
individuals within a potentially disunited Pareto front, are rejected. When the parent
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population is set, offspring will be created from it utilising the same mechanisms
as before the first generation, i.e., binary selection tournament, recombination and
mutation. Both the parent population and the offspring is then stored for the subsequent
generation. A model which represents a generation within NSGA-II is illustrated in
Figure 4. Elitism is ensured in NSGA-II because both the parent population and the
offspring are stored for the next generation (Deb et al., 2000; Jensen, 2003). This
ensures that at least 100% of the specified population size, along with the offspring
whose size can vary depending on the recombination operator, is not only stored for
the next generation, but is also used to create the final population consisting of only
non-dominated individuals.

Figure 4: A simplified model over a generation within NSGA-II. It starts from the
yellow boxes (populations from the initiation or from a previous generation) and
progresses from left to right (where each label in bold letters represents a process),
and ends with the blue boxes (populations stored for the next generation).

When NSGA-II was introduced, Deb et al. (2000) compared it against two other
MOEAs, PAES4 and SPEA5, in nine different artificial multi-objective optimisation
test problems. The results indicated that NSGA-II was superior in preservation of
diversity. Other studies have concluded that NSGA-II, together with SPEA2, offer
excellent results compared to other MOEAs (Hiroyasu et al., 2005; Kim et al., 2004).
There has also been a study to try and optimise the computational complexity further
than Deb et al. (2000), i.e., study how its performance with respect on runtime could be
optimised (Jensen, 2003).

2.2.4 Strength Pareto Evolutionary Algorithm 2+

Zitzler and Thiele (1999) developed the strength pareto evolutionary algorithm, SPEA,
and Zitzler et al. (2001) improved it by enhancing the fitness assignment, included
a nearest neighbour density technique and an archive truncation method, and named
it SPEA2. SPEA2 has in several studies showed to give excellent results (Hiroyasu
et al., 2005; Kim et al., 2004; Yang et al., 2010). Kim et al. (2004) further
enhanced SPEA2, and named it SPEA2+, by adding three additional operations: (i)
neighbourhood crossover (a recombination operator) for better diversity, (ii) mating

4PAES is the acronym of Pareto Archived Evolution Strategy.
5SPEA is the acronym of Strength Pareto Evolutionary Algorithm.
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selection on all the individuals, even archived ones, and (iii) applied an extra archive
so that the algorithm had two archives for diversity preservation: one for the decision
space and one for the objective space. Two archives are used to preserve a diverse range
of solutions within both spaces, thus maximising the spread of solutions to increase the
probability of finding more optimal solutions (Hiroyasu et al., 2005) (cf. also Zitzler
et al., 2000; Yang et al., 2010).

Kim et al. (2004) explain the design of a SPEA2+ generation in four different steps.
Before the first step, a population is initiated with randomly generated individuals and
two empty archives are created. The first step consists of assigning the fitness to every
individual within the population as well as in the archives (both of the archives are empty
during the first generation). The second step is to copy all non-dominated solutions
within the population and the two archives to the two archives for the next generation.
If the number of non-dominated individuals is higher than the sizes of the archives,
truncation, with respect to diversity, needs to be done to reduce their number. However,
if there are too few non-dominated individuals to fill the next generation archives, other
individuals with a good fitness are selected to fill them. Step three terminates if the
termination condition is met. The last step, before returning to the first step, is to
create the next generation population by just copying the archive for the objective space
and performing the neighbourhood crossover and mutation of the newly created next
generation population. A model that illustrates this procedure can be seen in Figure 5.
In SPEA2+, elitism is ensured by the two archives which store good individuals, both
in the decision space and objective space, for later use (Kim et al., 2004). This ensures
that 300% of the specified population size is stored for the next generation and 200%
for the final population (only the two archives).

Figure 5: A simplified model over a generation within SPEA2+ as described in the
text. The yellow boxes are the population and archives from previous generations (or
initiation) while the blue boxes are the population and archives for the next generation.
The red dotted line represents a potential termination (step 3).

When Kim et al. (2004) developed SPEA2+ it was tested on three artificial multi-
objective test problems and compared with SPEA2 and NSGA-II. The results indicated
that the new operations improved the preservation of diversity and accuracy during
search. Also, SPEA2+ showed to be superior to SPEA2 and NSGA-II in all three
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problems. (However, NSGA-II had almost the same performance in one problem
compared to SPEA2+.) After the introduction of SPEA2+, Hiroyasu et al. (2005) report
from a study where they tested SPEA2+, SPEA2 and NSGA-II in a fuel emission
scheduling optimisation application. Thus study revealed that SPEA2+ was better
in diversity preservation and had a better accuracy than both SPEA2 and NSGA-II,
i.e., pretty much the same results as Kim et al. (2004) found. Due to the fact that
the archived preserved diversity within the decision space, Kim et al. (2004) saw an
increased diversity within the decision space compared to SPEA2.

2.3 Immune-based algorithms
Tarakanov and Dasgupta (2000) formulated the concept artificial immune system (AIS)
which in recent years has created interest among researchers and the industry (Gong
et al., 2008). Artificial immune systems are inspired by principles and processes of
biological immune systems and have been applied in different areas such as machine
learning, scheduling, computer security and optimisation (Gong et al., 2008; Omkar
et al., 2008; Tan et al., 2008; Yang et al., 2010). This section will give an overview of
immune-based algorithms and later on describe an immune-based algorithm in detail.

2.3.1 Overview

As with evolutionary algorithms, immune-based algorithms process a population
of solutions, but in this case, because of the inspiration from biological immune
systems, the solutions are instead seen as antibodies rather than individuals (Gong
et al., 2008; Tan et al., 2008; Yang et al., 2010). Pure immune-based algorithms do
not have recombination, instead they use the clonal selection principle (CSP) (Gong
et al., 2008; Omkar et al., 2008). Based on the CSP, the clonal selection algorithm (CSA)
was developed by Castro and Zuben (2002) in which the creation of each “generation”
consists of six different steps (Omkar et al., 2008). Before each generation it is assumed,
as with the MOEAs, that a population with antibodies already exists (either from a
previous generation or from the initialisation step). In the first step, each antibody in
the population gets evaluated by objective functions and then a subset of that population
gets selected depending on their affinity6 (Yang et al., 2010). The second step is to
create a set of clones for every individual antibody within the subset of good antibodies
and in the third step each clone gets mutated with a given mutation probability. Another
evaluation and selection is made in the fourth step to select the fittest antibodies. The
fifth step is to create new antibodies randomly and combine them with those that
survived the selection in the previous steps to gain diversity. The sixth and last step
in the clonal selection algorithm generation is to retain only the best antibodies for the
next generation of the population. A simplified model of the clonal selection algorithm
is illustrated in Figure 6. However, it is worth mentioning that immune-based algorithms
do not have to follow this structure.

As mentioned earlier, pure immune-based algorithms do not use the recombination
operators, instead the clonal selection principle is used (Gong et al., 2008). However,
as Gong et al. (2008) concluded, recombination should not be forbidden in the AIS
community. This is due to the fact that their immune based algorithm, NNIA,

6Affinity is the same as fitness, just another term for immune-based algorithms
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Figure 6: A simplified model over a “generation” within the Clonal Selection
Algorithm (CSA). Again the process starts in the yellow box and ends in the blue box.
Two different populations are combined in the end and the combination takes place at
the white diamond symbol.

showed improved performance on several test problems when recombination was
included. The metric in use was coverage of two sets which can be used to compare
dominance between two different populations. In this manner, two populations from
two algorithms, one with recombination and one without recombination were compared
and the one created using recombination dominated the other.

Tan et al. (2008) explain that AIS is mostly successful in single-objective optimisation
problems and that the success is not ensured in multi-objective optimisation problems
where the preservation of diversity is a fundamental goal. However, there are few
immune-based algorithms which have showed an ability to solve MOPs, at least to some
extent, for example NNIA (Gong et al., 2008), NNIA2 (Yang et al., 2010), and EMOIA
(Tan et al., 2008), which all included a recombination operator.

2.3.2 Enhanced Non-dominated Neighbour Immune Algorithm

Gong et al. (2008) developed an immune-based algorithm called non-dominated
neighbour immune algorithm, abbreviated NNIA. However, Yang et al. (2010) reported
that NNIA had one big problem, it sometimes couldn’t converge if only a few isolated
non-dominated antibodies were chosen for cloning. They therefore improved the NNIA,
and called it NNIA2, by adding three features: (i) adaptive ranks clone (ARC) to clone
more antibodies, (ii) adaptive selection strategy, and (iii) k-nearest neighbour within the
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adaptive selection strategy to preserve diversity.

Except from initialisation and termination steps, a generation within NNIA2 consists
of three different steps (Yang et al., 2010). The initialisation creates a population of
antibodies and assigns affinity to each of them. Then, in the first step, the adaptive
ranks clone (ARC) is executed. ARC means that a non-dominated sorting is executed
on the native population and a fixed sized cloning pool is created consisting of good
antibodies from the non-dominated sorting for later cloning proportional to their affinity.
Here, as with NSGA-II and SPEA2+, a distance metric is used to rank antibodies within
the same Pareto front and while calculating the vicinity distance using the k-nearest
technique. The first steps end with the cloning of the antibodies in the cloning pool to
create a new population of the same size as the given population size. The second step
is to perform the recombination operator simulated binary crossover (SBX), polynomial
mutation (PM) and affinity assignment on the population of cloned antibodies. The third
and last step is to perform the adaptive selection by first combining the native population
with the newly created population and then search for all non-dominated antibodies. If
there are more non-dominated antibodies than the size of the native population, the k-
nearest neighbour list is executed to delete antibodies with bad vicinity distance. If
there are less non-dominated antibodies than the size of the native population and more
than the size of the cloning pool, all non-dominated antibodies are used to fill the next
generation population. If, however, the number of non-dominated antibodies is smaller
than the size of the cloning pool, the antibodies within the cloning pool is also used to fill
the next generation population. After a specified number of generations the algorithm
will terminate and export yielded non-dominated antibodies. A simplified model of a
generation within NNIA2 can be seen in Figure 7 and the empirical results of NNIA2 are
presented in Section 2.5. The elitism in NNIA2 is ensured because of the combination
of the native population and the newly created population within the same generation
(just like the dotted arrow in Figure 3) (Yang et al., 2010). The size of the cloning pool
ensures how many antibodies will be stored for the next generation as well as regulating
how many antibodies will be cloned during each generation.

2.4 Miniature plant
Lundell et al. (2009) describe a miniature plant built in Lego which imitate the function
of a bubble gum factory. It works like a real world plant by imitating a stochastic
production system (stochastic in this context means that production flow is not always
exactly the same, variations can occur). According to Lundell et al. (2009), the plant was
created to aid student learning and for research purposes. The miniature plant is, among
other things, used for teaching students how to optimise a “real” plant by determining
the most efficient configuration depending on which objectives are of interest. The
miniature plant consists of three station operations and can process four different types
of bubble gums.

2.4.1 Configuration parameters

As mentioned, the miniature plant consists of three different stations: (1) flavouring, (2)
drying and (3) polishing (Lundell et al., 2009). Different types of bubble gums need to
be processed in different stations and, if they come to a station whose services are not
required at the time, they can just pass it and continue to the next station. The plant can
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Figure 7: A simplified model over a generation within NNIA2 as described in the text.
The yellow box is the population from previous generation (or initiation) while the blue
box is the population for the next generation.

process four different types of bubble gums and a production flow can be configured
for each type (the different types of bubble gums in the plant are only distinguished
by their colour). Each station also has its own buffer which can hold up to five bubble
gums in a queue before they are processed. These features can be configured with seven
different discrete parameters: three for defining the sizes of the buffers and four for the
process configuration for each different type of bubble gum. The individual parameters
are further explained in Table 2.

2.4.2 A multi-objective optimisation problem

The seven parameters in Table 2 can, obviously, affect the production process in the
miniature plant. A made-up efficiency optimisation could be defined as a maximisation
of the throughput (number of bubble gums coming out of the plant over time) while at
the same time the number of bubble gums in process should be minimised (more bubble
gums means increased amount of material tied up). Because of this, the miniature plant
can be seen as a multi-objective optimisation problem.

Packham et al. (2005) and Rahman (2006) argue that many real world engineering
applications involve both discontinuous and discrete parameters, quite often a mixture
of them. As Zhang et al. (2006) also note, optimisation for machining manufacturing
is likely discontinuous in regard to the parameters (read decision space). The MOP
proposed in the previous paragraph does also have a discontinuous decision space as
it is defined in Section 2.1.1, i.e., small changes in the parameters could result in big
differences in the objective space, and vice versa. The decision space is beside from
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Table 2: This table presents all seven parameters for the miniature plant. As can be
calculated from the values, 10125 different configurations exist (see Equation 4 for
details).

Parameter Value Description
Operation buffer 1 1–5 Defines how many bubble gums the buffer queue in the first

station (flavouring) can hold.
Operation buffer 2 1–5 Defines how many bubble gums the buffer queue in the second

station (drying) can hold.
Operation buffer 3 1–5 Defines how many bubble gums the buffer queue in the third

station (polishing) can hold.
Blue bubble gum process 1–3 Defines the process for blue bubble gums where the values 1–3

define which stations are needed for blue bubble gums. The
configurations are as follows: 1 = flavouring and drying; 2 =
flavouring and polishing; 3 = polishing.

Red bubble gum process 1–3 Defines the process for red bubble gums where the values 1–
3 define which stations are needed for blue red gums. The
configurations are as follows: 1 = flavouring; 2 = drying; 3 =
polishing.

Green bubble gum process 1–3 Defines the process for green bubble gums where the values 1–
3 define which stations are needed for green bubble gums. The
configurations are as follows: 1 = flavouring and drying; 2 =
drying and polishing; 3 = flavouring and polishing.

White bubble gum process 1–3 Defines the process for white bubble gums where the values
1–3 define which stations are needed for white bubble gums.
The configurations are as follows: 1 = drying; 2 = drying and
polishing; 3 = polishing.

being discontinuous, also discrete on all parameters because each parameter can take on
one discrete value from a set of aallowed discrete values. The discrete parameters can
also indicate how many possible solutions (same as configurations) exist, in this case
there are:

5× 5× 5× 3× 3× 3× 3 = 10125 (4)

different solutions. This might not be a severe multi-objective optimisation problem
because of its relatively low number of unique solutions compared to the MOPs
described in Section 2.1.1. However, because of the complexity with respect to its
discontinuous and discrete decision space, it might nevertheless be a challenging MOP.

2.5 Related work
Since multi-objective evolutionary algorithms were introduced in the mid eighties, a
considerable number of studies in the areas involving different scientific and engineering
applications has emerged (Deb, 1999b; Veldhuizen & Lamont, 2000; Yang et al., 2010).
Several studies have focused on developing new algorithms, either from scratch (Gong
et al., 2008; Srinivas & Deb, 1994; Tan et al., 2008; Zitzler & Thiele, 1999) or by
improving existing ones (Deb et al., 2000; Jensen, 2003; Kim et al., 2004; Zitzler et al.,
2001; Yang et al., 2010). Some of the studies have instead focused on testing and
comparing algorithms with artificial MOPs (Zhang & Rockett, 2008; Zitzler et al., 2000)
or against real world applications (Çunkaş & Sağ, 2010; Hiroyasu et al., 2005; Mendoza
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et al., 2006). Also, as mentioned in Section 2.1.1, a number of the studies have focused
on creating artificial multi-objective test problems, against which algorithms can be
tested. For example, few MOPs focus on a discontinuous true Pareto set which is good
for testing an algorithm’s diversity preservation mechanism (Deb, 1999a).

As earlier mentioned in Section 2.3.2, Gong et al. (2008) introduced a new algorithm
named non-dominated neighbour immune algorithm (NNIA) which, as its name
indicates, was inspired by biological immune systems. NNIA could solve and converge
towards the true Pareto set in several multi-objective optimisation test problems: SCH,
DEB, KUR, five ZDT problems and five DTLZ problems, all of which have a continuous
decision space. The algorithm also showed impressive scalability results in solving
MOPs with up to nine objectives. Yang et al. (2010) did a complementary test where
NNIA showed remarkable scalability results compared to NNIA2, SPEA2 and NSGA-
II. NNIA did actually solve MOPs with many objectives (3 to 8 objectives) in a fraction
of the execution time compared to SPEA2 and NSGA-II. The results also showed that
NNIA had a slightly better scalability in respect to execution time compared to NNIA2
(Yang et al., 2010). However, as with almost all algorithms, NNIA was not exempted
from flaws (Yang et al., 2010). NNIA only saves non-dominated antibodies for later
cloning rather than a fixed sized set of the best, even if there is only one single antibody
which is non-dominated. The fact is that NNIA can be trapped in the local optimal
Pareto front if the number of antibodies selected for cloning are too few, i.e., the
robustness and adaptability is poor. Because of this Yang et al. (2010) enhanced the
algorithm as described in Section 2.3.2. A major improvement was the introduction of
the cloning pool which ensured that a minimal number of antibodies was saved for later
cloning. NNIA2 was tested against five ZDT problems and five DTLZ problems, the
same as Gong et al. (2008) included in their study, with a cloning pool size of 30% of
the original population size. The additional features of NNIA2 showed improvements
in diversity preservation and, as the main objective was, significant improvements in the
robustness and adaptability (Yang et al., 2010).

Yang (2007) developed a particle swarm optimisation (PSO) algorithm which was tested
on a time-cost MOP application. The problem included several types of functions such
as convex, concave, discrete, linear and non-linear functions. One function was also
discontinuous. By using an elitist archive, the algorithm could converge towards the
Pareto optimal front. Yang (2007) also observed that the developed algorithm could
find a diverse set of solutions, even within the first Pareto front.

2.6 Summary
The purpose of this chapter was to present the scientific background to aid in the
comprehension of this study. First the multi-objective optimisation, including Pareto
concepts and MOPs, were defined and discussed. The two following sections described
evolutionary and immune-based algorithms and in detail explained three state-of-the-
art algorithms: NSGA-II, SPEA2+ and NNIA2. After that the miniature plant was
described and its multi-objective optimisation problem with a discontinuous decision
space was defined. The last section, related work which did not fit in any if the earlier
section was summarised. The next chapter will specify the problem, the research
question and two hypotheses. The scope of this study will also be explained and
motivated. Lastly, each different objective of this study will be briefly described.
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3 Problem
As Deb (1999b) concluded, an algorithm needs a good diversity preservation
mechanism to successfully converge towards the Pareto optimal front in a MOP which
has a discontinuous true Pareto set. This issue might be similar when it comes
to multi-objective optimisation problems where the decision space is discontinuous.
As mentioned earlier, discontinuity within the objective space also means that there
is discontinuity, to some extent, even in the decision space with respect to optimal
solutions. However, the discontinuity in such MOP decision spaces are surely not of
the same magnitude as the discontinuity illustrated in Figure 2. Because of this, an
algorithm might need a higher preservation of diversity and good solutions to deal with
MOP decision spaces with a higher magnitude of discontinuity within it, i.e., when
the decision space does not only consist of a few continuous groups. As explained in
Section 2.2.2, elitism plays a role in how good the diversity preservation of an algorithm
is (Zitzler et al., 2000) and is therefore of high importance for these kinds of MOPs.

The diversity preservation mechanism for the decision space is most likely significant
in a MOP with a discontinuous decision space of higher magnitude. The reason for
this is because it would, if properly used, expand the search within the decision space
which would increase the probability of finding optimal solutions. Therefore, diversity
preservation mechanisms for the decision space are not the focus of this study. The
effects of elitism and how it is best implemented in the kind of problems described in
the previous paragraphs, is however less evident. NSGA-II uses elitism when it stores
the parent population for the next generation whereas SPEA2+ uses two archives beside
the original population (Deb et al., 2000; Kim et al., 2004). NNIA2, on the other hand,
ensures elitism only by combining the parent population with the cloned population in
the same generation (Yang et al., 2010). In addition to that, NNIA2 only stores the
non-dominated solutions from the combined population for the next generation, except
when the solutions are fewer than the size of the cloning pool. This is likely to reduce
the spread of solutions during search, just as NNIA (see Section 2.5), and probably
decrease the coverage of the true Pareto set of a MOP with a discontinuous decision
space. The term coverage refers, in this context, to the extent each algorithm covers
the known true Pareto set, i.e., how many solutions within the true Pareto set they can
find. With this information in mind, and the argument that many real world optimisation
problems include discontinuity within the parameters (Packham et al., 2005; Rahman,
2006; Zhang et al., 2006), this area should be further studied.

This study will focus on the use of elitism to cover solutions within the true Pareto
set of a MOP with a decision space including more discontinuity than MOPs with
only a discontinuous true Pareto set. In order to study this, the algorithms NSGA-
II, SPEA2+ and NNIA2 shall be tested against the discontinuous MOP described in
Section 2.4. The research question for this study is: How will the different diversity
preservation elitist approaches affect the algorithm’s coverage of the true Pareto set in
the miniature plant multi-objective optimisation problem (Section 2.4) with a discrete
and highly discontinuous decision space?

NSGA-II and SPEA2+ have elitism mechanisms which ensure that a larger set of good
solutions will be preserved compared to the one in NNIA2 (Deb et al., 2000; Kim et al.,
2004; Yang et al., 2010). Because of the cloning pool size used in previous experiments
(Yang et al., 2010), the ensured number of solutions for the next generation is very
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limited compared to NSGA-II and SPEA2+. This elitist approach will likely reduce the
spread of solutions during the search process and therefore affect the number of optimal
solutions NNIA2 found. The first hypothesis in this study is therefore:

Hypothesis 1: The mean number of optimal solutions found by NNIA2 will be less
than the mean number of optimal solutions found by both NSGA-II and SPEA2+.

There is, however, nothing that suggests that SPEA2+ with its archive for diversity
preservation within the decision space will perform better than NSGA-II. If the first
hypothesis turns out to be correct it is not certain that the poor spread during the search
is responsible for the yielded results. To ascertain that it is indeed the poor spread
during the search that is the underlying cause of the results, there is a need to control for
the size of the cloning pool within NNIA2. This can be done by testing a larger cloning
pool size, which would mean that an increasing number of solutions would be preserved
during search, thus leading to a somewhat better spread. The second hypothesis in this
study is therefore:

Hypothesis 2: With an extended cloning pool size, NNIA2 should be able to find more
optimal solutions compared to when the cloning pool is smaller.

3.1 Scope
The main focus in this study is on the coverage of the true Pareto set for each algorithm
in the miniature plant MOP to see if there are significant differences between them
and to hopefully derive the reasons why. Of course this implies that there is focus
on whether the algorithms can converge towards the Pareto optimal or not. However,
there is no real focus on how long time, either in computational time or number of
generations, each algorithm needs to converge. The reason for this is because of Zitzler
et al.’s (2001) conclusion: convergence can only be observed by dynamical tests where
the viewer observes the progress, generation after generation, for each algorithm. This
would require additional resources such as tools and time, resources that might not be
available. On the other hand, as already mentioned, there needs to be some type of
observation to check whether each algorithm can converge to the Pareto optimal or not.

Another issue which is often tested in the research literature is the runtime for multi-
objective optimisation problem solving algorithms, e.g., Jensen (2003) and Yang et al.
(2010). However, because of the small number of possible solutions in the miniature
plant MOP (see Section 2.4.2), it is not relevant to compare the runtime of different
algorithms. The differences between the algorithms might be too small to actually give
valid and comparable results. Even though the runtime of SPEA2+ hasn’t been studied,
both NNIA2 and NSGA-II, and also SPEA2, have been tested and compared in other
studies (Jensen, 2003; Yang et al., 2010).

The focus of this study is not to optimise the behaviour of the miniature plant (see
Section 2.4). The MOP for the miniature plant is what is of interest here, i.e. the
discontinuous behaviour within the decision space.

3.2 Objectives
The aim is to study how different elitist approaches can affect the results in a MOP with
a discontinuous decision space. More specifically, how an elitist approach which only
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favours a small number of solutions for future generations affect the ability to cover the
true Pareto set. The aim is fulfilled through four objective in order to test the hypotheses
and answer the research question. The objectives are as follows:

(1) Implementation and validation of algorithms: In order to test each of the three
algorithms7, they have to be implemented. The first objective is therefore to
implement each algorithm and validate them to check that they are correctly
implemented. If they are incorrectly implemented, the results could be highly
affected.

(2) Preparation and implementation of objective functions: The second objective is
to create appropriate objective functions which represent the MOP described in
Section 2.4.2. These functions need to be implemented so that each solution can
be evaluated and compared according to the Pareto dominance. One important
aspect here is that the functions can be integrated with each algorithm.

(3) Data collection: The third objective is to execute each algorithm. To obtain
enough data to perform accurate statistical comparisons, each algorithm should
be executed multiple times and all results should be stored to be used in the last
objective, the analysis.

(4) Analysis of results: The fourth and last objective is to analyse the results from the
previous objective to test the hypotheses. Additional analysis might be included
depending on the collected data.

The next chapter contains a further explanation of each objective and also includes
discussions around appropriate methodologies and techniques for each of them.

7NSGA-II, SPEA2+ are NNIA2 makes three algorithms. However, it’s four algorithms if NNIA2 with
different cloning pool sizes is counted as two algorithms.

19



4 RESEARCH METHOD

4 Research method
This study is an experimental study. However, the experiment is dependent on several
implementations: the algorithms, appropriate objective functions, and also the chosen
analysis techniques. In other words, the first, second and, possibly the fourth and last
objective, all include implementation. This chapter will describe each objective and
discuss appropriate methods and techniques for them. A summary will end this chapter.
The next chapter will explain the procedure for each objective, methods, techniques and
parameters.

4.1 Implementation and validation of algorithms
In order to perform this study, each algorithm needs to be implemented. The first
objective is therefore to implement each algorithm and validate them to check that they
are correctly implemented. This means that NSGA-II, SPEA2+ and NNIA2 will be
implemented as described by their developers (Deb et al., 2000; Kim et al., 2004; Yang
et al., 2010).

When implementation is the chosen method for a study, two aspects should be taken
into account according to Berndtsson, Hansson, Olsson and Lundell (2008): validity,
the implementation must work as intended, and reliability, the implementation must be
usable for the intended research purpose. In order to check the validity, each algorithm
would have to be testable and comparable to results from earlier implementations.
Because of the stochastic behaviour of evolutionary and immune-based algorithms, no
exact validation can be made. However, all algorithms have been tested in earlier studies
with defined multi-objective optimisation test problems and a comparison of the results
of earlier implementations and the current implementation of algorithms can be made.
Reliability, on the other hand, refers to how reliable the implementation is in the absence
of faulty behaviour or “bugs”. Even though an implementation works as intended,
faulty behaviour could affect the results in earlier unseen situations. Therefore, the
implementations should be tested multiple times in order to check that they do not
contain “bugs” or any other faulty behaviour. To summarise: the implementation must
work as intended (validity) and be usable for the intended research purpose (reliability).

Solutions, i.e., individuals and antibodies, in both evolutionary and immune-based
algorithms have their own genomes which represent the decision variables. Deb (2001)
describes three different ways to code the genomes: by binary strings, using alphabets
with higher cardinality and real numbers. Binary strings are strings consisting of zeros
and ones (e.g. “0100110”) which represent a multiple number of decision values.
Instead of using a string consisting of a binary alphabet, an alphabet with a higher
cardinality could be used. It could consist of characters which represent the decision
values or even integers which are the decision values. The third way is to use real
numbers as the genome, something which in many MOPs would mean that the real
number could be the decision variables, i.e., no encoding would be needed. When using
real numbers in the genome, the algorithms are often called real-coded in the literature.
Deb (2001) also explains that these different ways of coding the genome have their own
features. Recombination and mutation operators can easily handle binary strings, for
example to mutate a string a ’zero’ can be flipped to a ’one’. However, binary strings
have problems when it comes to precision because the length of the string is responsible
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for the precision: longer string means a better precision but also more calculation. This
means that the precision can restrict the search in MOPs with a continuous decision
space if the precision is too low. Alphabets with a higher cardinality might not be the
first choice, however, they can be very good when dealing with MOPs with a discrete
decision space, for example by letting the string consist of integers which are the same
as the decision variables (Deb, 2001). Real numbers can sometimes be very useful
when dealing with MOPs whose decision variables are real numbers. As in the integer
example just mentioned, no encoding is therefore needed. However, when dealing with
real numbers, the recombination and mutation operators do not work the same as with
binary string because they must now act directly towards the value instead of just an
element representing the value. Several recombination and mutation operators for real
numbers have therefore been developed, such as the blend crossover and non-uniform
mutation operators (Deb, 2001). Goldberg (1991) explains that when real numbers
are used to code the genome, algorithms tend to deal with MOPs with continuous
decision spaces as discrete decision spaces. It can be compared to binary string with
low precision. Because of this potential discreteness, Goldberg (1991) explains that due
to it, the search process can become restricted.

Because this study includes a MOP (see Section 2.4) with a discrete decision space
consisting of integers, an alphabet with a higher cardinality will be used. This means
that the genome will consist of seven integer parameters. Recombination and mutation
operators specialised on real numbers can handle numbers within a specified range, e.g.,
[−5, 5]. The parameters for the miniature plant MOP are in the range [1..5] and [1..3].
Because of this, recombination and mutation operators specialised on real numbers will
be used in the algorithms to solve the miniature plant MOP. However, the parameters
in the miniature plant MOP are integers and not real numbers. Therefore the resulting
numbers from the operators must be adjusted to fit the MOP, i.e., rounded to integers.
In order for a broad validation of the algorithms, real numbers will then be used to
code the genome so the same recombination and mutation operators can be used in both
the validation and data collection. Altogether, the only difference from the validation
and the data collection, concerning the implementation, will be that the resulting values
from the operators will be rounded in the latter situation.

4.2 Preparation and implementation of objective functions
The second objective of this study is to prepare and create appropriate objective
functions which can be used in all of the algorithms used for evaluation of solutions.
One important aspect is that the objective functions must represent discontinuous
behaviour, i.e., small changes in the genome could result in big changes in the outcome,
and vice versa. The objective functions must also return the same outputs for the same
inputs, i.e., input A shall always return output B, in order for solutions to be comparable.

This can be done in two ways. The first alternative is to test the resulting parameter
settings on the actual plant and observe the results. The second alternative is to use a
simulation of the plant’s behaviour. The latter is used for this study because a simulation
can reduce the time to evaluate a particular solution. For example, to get plausible
results from an evaluation of a single solution applied on the miniature plant, it would
require a couple of minutes, five for instance. This would mean that a single run of
a generic evolutionary algorithm with a population of 50 solutions running for 100
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generations would require 5 000 evaluations, i.e., over 400 hours would be required
for the evaluations. This approach would obviously be impractical. Also, because of
the stochastic behaviour of the miniature plant, this would be a bad alternative because
the same parameter settings could result in different outcomes. This would mean that
two identical solution genomes could result in different objective values, i.e., the other
one could dominate the other even though they have the same genome. To summarise,
the approach of using the actual miniature plant would be impractical and therefore a
simulator of some kind will be used to represent objective functions.

A simulator for the miniature plant does exist, but, as with the real miniature plant,
it requires several minutes per evaluation and it can result in different outputs even
though the parameters are the same. Because of these two aspects, the simulator is not
appropriate to represent the objective functions. Two other techniques that can simulate
the miniature plant’s behaviour and are not fraught with the above mentioned problems
are artificial neural networks (ANN) and decision trees (Russell & Norvig, 2003).

Artificial neural networks are networks consisting of neurons which can be trained to
solve specific problems (Friedenberg & Silverman, 2006; Russell & Norvig, 2003). A
feed forward multi-layer network with at least two hidden layers of neurons, between
the input and output neurons, is enough to represent a discontinuous problem (Russell
& Norvig, 2003). Decision trees, on the other hand, use a tree-like structure of decisions
in order to solve a problem (Russell & Norvig, 2003). Decision trees can handle both
inputs and outputs which are discrete or discontinuous. This means that the miniature
plant MOP described in Section 2.4.2 probably can be represented by both an ANN and
a decision tree.

ANNs and decision trees have similar capabilities and in practice they are very similar
in the way they are trained (Russell & Norvig, 2003). Both algorithms are trained
by examples, i.e., a training set of predefined inputs and outputs. The overfitting
phenomena exists for both of the algorithms, i.e., they memorise the training data instead
of using it for generalisation. An overfitted ANN, or decision tree, would solve the
examples in the training data set without any problems but it would give very wrong
results for unseen examples. To avoid overfitting, the algorithms can be observed while
training and tested against earlier unseen examples, i.e., a test data set. The goal is
the get an error rate of the test data set as low as possible. Russell and Norvig (2003)
have shown that both ANNs and decision trees require a similar amount of time to be
trained. With the information of ANNs and decision trees in mind, both techniques
would probably work well to represent the objective functions for the MOP described in
Section 2.4.2. An artificial neural network will be used to represent the miniature plant
MOP objective functions. The only reason to choose an ANN over a decision tree in
this study was because of the author’s prior experience with neural networks.

4.3 Data collection
The third objective is to collect all data from each algorithm, and for statistical purposes,
each algorithm shall be executed multiple times. The number of executions used in
the literature varies a lot. There seems to be no agreement on how many times an
experiment involving multi-objective optimisation algorithms should be executed since
it differs from 5 (Çunkaş & Sağ, 2010; Hiroyasu et al., 2005) to 100 (Kukkonen &
Deb, 2006; Luersen, Riche & Guyon, 2004) times, where 30 times has been used in
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several experiments (Gong et al., 2008; Kim et al., 2004; Yang et al., 2010; Zitzler
et al., 2001). The rationale behind running the experiment several times is to account for
the stochastic behaviour the algorithms possess, e.g., randomly initialised population,
recombination, and mutation. With data from several runs, mean values can be
calculated for more reliable results. One noteworthy fact is that NNIA2 should be
executed with both a smaller and a larger cloning pool size in order to test the second
hypothesis (see Chapter 3). For later analysis, each algorithm’s final populations will be
saved. The whole final population must be available if the coverage of the true Pareto
set is to be calculated.

4.4 Analysis of results
The fourth and last objective in this study is to analyse the collected data in order to test
the two hypotheses (see Chapter 3). The first calculation concerns the coverage of the
true Pareto set. Basically, the coverage is just the number of solutions within the true
Pareto set which an algorithm could find during a single run. The mean coverage for an
algorithm would therefore be defined as:

mc =

t∑
i=1

ci

t
(5)

where mc is the mean coverage, t the number of executions, and c the coverage. By
calculating the mean coverage for each algorithm, both hypotheses can be tested.

The ratio of non-dominated individuals (RNI) is a technique to compare two populations
against each other to see how much one population dominates another (Kim et al., 2004).
RNI can therefore be used to compare populations from different algorithms in order to
see which dominates the other. RNI works in such a way that two populations, P1 and
P2, make a union set PU (Kim et al., 2004). A new population PND is created which
contains all non-dominated solutions within PU . The population, P1 or P2, which have
most of the solutions within PND can be said to be a better population. RNI might
not look important for this study, however, even though an algorithm’s final population
P1 might have a higher coverage of the true Pareto set than another population P2,
population P2 could dominate P1. As already mentioned, this technique is not necessary
for the purpose of this study since the coverage of optimal solutions is the focus, but it
would give complementary results when comparing with other studies (e.g. Hiroyasu
et al. (2005) and Kim et al. (2004)) which have used RNI as a metric.

4.5 Summary
To summarise, the first objective of this study is to implement and validate each
algorithm. Important aspects here are the validity of the algorithms (they work as
intended) and reliability (they are usable for the intended research purpose). The second
objective is the preparation and implementation of appropriate objective functions and
an ANN will be used. The third objective is to collect data from the algorithms which,
for a statistical purpose, will be executed multiple times. The fourth and last objective in
this study is to analyse the mean coverage and RNI of the collected data. The procedure
for all objectives are presented in the next chapter.
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5 Procedure
This chapter will describe the procedure of each objective. The aim of this study was to
gain knowledge on how different approaches to elitism can affect an algorithm’s ability
to cover optimal solutions of a MOP with a discrete and highly discontinuous decision
space. Two hypotheses were defined and to answer them, this study was divided into
four different objectives (see Chapter 3). General descriptions of the methods are found
in the previous chapter. A summary of the procedures will end this chapter.

5.1 Implementation and validation of algorithms
The first objective was to implement and validate each chosen algorithm, NSGA-II,
SPEA2+ and NNIA2. It was necessary to validate the algorithms and make sure that
they were reliable for this study. The implementation will be described first and then
the validation of the implementations.

5.1.1 Implementation of algorithms

Each algorithm was implemented in C/C++ for GNU/Linux as described by their
developers, NSGA-II (see Section 2.2.3), SPEA2+ (see Section 2.2.4) and NNIA2 (see
Section 2.3.2). Because of the amount of written code, around 3 000 lines, it is not
included in this report. However, basic flowcharts for each algorithm, as well as the
main function of the code which executed the algorithms, are available in Appendix
A. To code the genome, seven integers were used to map all the miniature plant
configuration parameters (see Table 2). Because of this, recombination and mutation
operators specialised on real numbers were used and the resulting “genes” (each affected
parameter in the genome) were rounded to the nearest integer. Reliability, as defined by
Berndtsson et al. (2008) (see Section 4.1), was ensured by testing each algorithm several
times. Outputs during runtime were also included in the testing to check that each
algorithm’s functionality worked as intended and that no faulty behaviour occurred.

5.1.2 Validation of algorithms

The second part of this objective was to validate each algorithm to make sure that they
worked as intended. To do that, they were tested against an earlier created multi-
objective test problem, more specifically ZDT3 (see Section 2.1.1). ZDT3 is a bi-
objective problem which can be described as:

f1(x1) = x1 (6)
g(x2, . . . , xm) = 1 + 9 ·

∑m
i=2 xi/(m− 1) (7)

h(f1, g) = 1−
√
f1/g − (f1/g) sin(10πf1) (8)

f2(x) = g(x2, . . . , xm) · h(f1, g) (9)

where f1 and f2 are the objective functions to be minimised, g and h are functions on
which f2 is based, x the genome vector, xi ∈ [0, 1] and m = 30 (Zitzler et al., 2000).
As mentioned earlier in Table 1, ZDT3 has a true Pareto set which is both convex and
discontinuous. Deb (1999b) concluded that an algorithm needs to have a good diversity
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preservation mechanism in order to successfully converge towards the Pareto optimal
front in a MOP which has a discontinuous true Pareto set. ZDT3 was chosen for the
validation part of this study because of the convex shape and discontinuous true Pareto
set and, as explained earlier, a MOP with a discontinuous true Pareto set has a decision
space which is somewhat discontinuous, which in turn can be directly related to the
MOP of the miniature plant. If the algorithms can converge in the ZDT3 problem, there
are some indications that their diversity preservation and elitist approach are also usable
in solving the miniature plant MOP.

A requirement of the miniature plant MOP which is used in this study is that the
genome cannot be implemented using binary strings because of the discrete parameters.
Instead, real numbers were used to code the genome (often called “real-coded” in
the literature). This meant that the implementation of the algorithms in this study
differed to some degree from previous studies which utilised the same algorithms.
Both NSGA-II (see e.g. Deb et al., 2000; Hiroyasu et al., 2005) and NNIA2 (Yang
et al., 2010) were designed to handle real numbers and should therefore produce
adequate results. The SPEA2+ algorithm was, however, developed to deal only with
binary strings rather than real numbers. In particular, the neighbourhood one-point
crossover is developed for binary strings and not real numbers according to earlier
use of it (Kim et al., 2004; Hiroyasu et al., 2005; Watanabe, Hiroyasu & Miki, 2002).
Furthermore, SPEA2+ has previously only been used on binary strings and the used
mutation operator, bit-flipping mutation, is also only applicable for binary strings (Kim
et al., 2004; Hiroyasu et al., 2005). The most important caveat is that within the
SPEA2+ environmental selection, duplicates were privileged after the combination
of the population and the two archives. This problem might be due to an incorrect
implementation or due to fact that the environmental selection isn’t robust enough to
deal with the potential discreteness which might arise in MOPs with continuous decision
spaces (see Section 4.1). Because of these three problems, it was necessary to create a
modified version of SPEA2+, henceforth referred to as SPEA2+ MOD, which could
be applied on the miniature plant MOP. The modifications to SPEA2+ consisted of
(i) replacing the neighbourhood crossover with the simulated binary crossover (see
Deb, 2001), (ii) replacing the bit-flipping mutation with the non-uniform mutation
operator (see Deb, 2001) and (ii) deleting duplicates within the environmental selection
after the combination of the population and the two archives. These modifications
meant that SPEA2+ MOD could successfully converge towards the Pareto optimal in
the ZDT3 problem.

The parameters used for the validation are presented in Table 3. The results from
the validation are presented in Section 6.1 and in Figure 9. A common population
size for artificial MOPs is 100 (see e.g. Deb et al., 2000; Gong et al., 2008; Kim
et al., 2004; Yang et al., 2010; Zitzler et al., 2000) and the same size was used here.
The number of generations tested was between 100 and 500, where 150 seemed to be
sufficient for all the algorithms. Crossover probability is used to mimic the biological
world in the sense that not all individuals produce offspring. However, all algorithms
in this study include an elitist approach which combines the parents and the offspring
in each generation (see Section 2.2.3, Section 2.2.4 and Section 2.3.2). Because of
this, and the fact that the algorithms converged more successfully compared to when
the crossover probability was set to 1 then when the crossover probability was set to
0.85. The mutation probability was set to 1/r where r corresponds to the number
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of real numbers in the genome, i.e. r = 30 because of the ZDT3 problem. Deb
(2001) explains that the mutation probability is used for diversity preservation and that
it should be low enough to prevent the mutation operator from ruining too many good
solutions. If the mutation probability is too low, however, it’s harder for the algorithms
to successfully converge towards the Pareto optimal. In this study, a lower mutation
probability was tested (e.g. 0.01 and 0.02) and 1/r (≈ 0.033) yielded better results
related to convergence and diversity within the final population. NNIA2 and SPEA2+
are specified with specific crossover and mutation operators (see Section 2.2.4 and
Section 2.3.2). However, because of the real-coded genome, bit-flipping mutation could
not be used for the SPEA2+ algorithm and the non-uniform mutation operator was used
instead. NSGA-II did not have any recombination or mutation operator specified (see
Section 2.2.3) and therefore the simulated binary crossover and polynomial mutation
was used. Blend crossover and naı̈ve crossover (see Deb, 2001) was also tested on the
NSGA-II algorithm but the simulated binary crossover showed best results. NSGA-II
was also tested with the non-uniform mutation operator, however, it yielded slightly
poorer results compared to the polynomial mutation operator. Several different values
were tested for the SBX distribution index, a variable which controls the search power
for the simulated binary crossover operator (Deb, 2001). A higher value means that
the search power gets more restricted and vice versa, i.e., the variable range for the
new solution gets more restricted or loose. In this study, a lower value was needed
in order for the algorithms to converge. This was partly true for the PM distribution
index which controls the distribution for the mutation. A higher distribution index
could be used, however, a higher number of generations were then required and each
algorithm required different values. The neighbourhood shuffle parameter is used in
the neighbourhood one-point crossover operator to specify within which range the
population will be shuffled where the value represents a percentage of the population
size. The archive size is the percentage of the population size, and in this study it
only affects the SPEA2+ algorithm, including the modified version (here 100% of the
population size was used as specified by Kim et al. (2004)). In comparison, the cloning
pool size for the NNIA2 algorithm was set to 30% of the population size. Yang et al.
(2010) didn’t specify any value for the cloning pool size, but they used 30% when the
NNIA2 algorithm was demonstrated and because of that, the same value is used here.

5.2 Preparation and implementation of objective functions
The second objective was to prepare and implement appropriate objective functions
which could be used in each algorithm to evaluate all solutions. The evaluation was
necessary in order to compare the solutions according to Pareto dominance. An artificial
neural network was chosen to represent the miniature plant MOP objective functions.

The simulator of the miniature plant (see Section 4.2) was used to randomly generate
500 training samples and 50 testing samples of parameter configurations with their
corresponding throughput (number of bubble gums coming out of the plant over
time) and work-in-progress (number of bubble gums currently in progress). All 550
samples had unique parameter configurations and each sample required five minutes
of computation time within the simulator. Because of this, the throughput yielded in
these samples represents the number of bubble gums coming out of the plant every five
minutes.
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Table 3: The parameters which were used for the validation of NSGA-II, SPEA2+,
SPEA2+ MOD and NNIA2.

NSGA-II SPEA2+ SPEA2+ MOD NNIA2
Population size: 100 100 100 100
Generations: 150 150 150 150
Crossover probability: 1.0 1.0 1.0 1.0
Mutation probability: 1/r 1/r 1/r 1/r
Crossover operator: Simulated

binary
crossover

Neighbourhood
one-point
crossover

Simulated
binary

crossover

Simulated
binary

crossover
Mutation operator: Polynomial

mutation
Non-uniform

mutation
Non-uniform

mutation
Polynomial

mutation
SBX distribution index: 2 - 2 2
PM distribution index: 2 - - 2
Neighbourhood shuffle: - 10% - -
Archive size: - 100% 100% -
Cloning pool size: - - - 30%

An artificial neural network was created and trained with these 500 samples. The input
layer consisted of the seven nodes (one for each configuration parameter as described in
Table 2) and the output layer consisted of two nodes: one representing the throughput
and the other nodethe work-in-progress. Beside the input and output layers, the final
neural network had three layers consisting of 21 neurons each. The network was trained
for 100 000 epochs and the testing error rate was noted during the training. The number
of testing samples was chosen by the 1/k-rule (Russell & Norvig, 2003) where k usually
is 5 or 10, in this study k was 10, i.e., 10% of the training sample size was used for
testing. The FANN8 library was used to create, train and utilise the neural network. The
resulting ANN had a true Pareto set of 16 different solutions (see Section 6.2). The
yielded root mean square error (RMSE) for the training data set was 0.008645 and the
RMSE for the testing data set was 0.381658.

It is of course possible that building a simulation out of a simulation can perhaps mean
that the final simulator (in this case the ANN) might perform worse than the original
simulation, but that discussion is of lesser value because the goal was not that the ANN
would match the real miniature plant with a high precision. Instead, the goal was to have
objective functions which were easy to use within the algorithms and which represented
discontinuity within the decision space. If the goal was to match the real miniature plant
as well as possible, the RMSE for the testing data set should have been much smaller
than it was in this study. However, as already mentioned, this was not the goal and the
high RMSE for the testing data set is therefore not crucial in this study.

5.3 Data collection
The third objective was to collect data from all the algorithms in order to analyse it in
the fourth and last objective. Two versions of the NNIA2 algorithm were used in order
to test the second hypothesis that a bigger cloning pool would mean a bigger coverage of
optimal solutions. The two versions included the standard version with a 30% cloning

8FANN is the acronym of Fast Artificial Neural Network. The library is available for several platforms
at: http://leenissen.dk/fann
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pool size of the population size and a version with a cloning pool size of 60%. 60% was
chosen because it would mean that the cloning pool size is doubled, i.e. the difference
should be big enough. Also, with a cloning pool size of 60%, the remaining 40% of
the population size could be used for production of cloned antibodies. Each algorithm
was executed 100 times because a smaller number of executions (e.g. 30 executions)
could result in different outcomes. After some empirical testing, it was conclusive that
100 executions for each algorithm was more reliable than only 30 executions. However,
there was no real difference between 100 and 500 executions.

Parameter settings used for the data collection are described in Table 4. Population size
was set to 30 because it was almost the double in size compared to the true Pareto set
(see Section 6.2), i.e. it should be enough of solutions in order to find the true Pareto
set. In addition, a size of 20 was tested at first but then all the algorithms had problems
to converge. Number of generations was assigned to 100 because it should be sufficient
for the MOP with its small decision space. Several different numbers of generations
were tested (from 50 to 250) but a size of 100 was sufficient for all algorithms to
converge. The crossover probability was also set to 1 for the data collection because of
better convergence. The mutation probability 1/i is the same as for the validation with
the difference that i corresponds to the number of integers in the genome, i.e., seven
integers. If it was lower, the algorithms had problems converging towards the Pareto
optimal. The crossover and mutation operators are the same as in the validation of the
algorithms (see Section 5.1.2). Either a very small SBX distribution index or a higher
mutation probability was needed in order for the algorithms to converge successfully.
Here, the SBX distribution index was set very low instead of using a higher mutation
probability or a larger number of generations. For example, if the SBX distribution
index was set to 2, then 500 generations were needed instead of only 100. There was
no real difference if the PM distribution index was set to 2 or 20 in the data collection,
the results were almost the same. However, for the data collected in this study the value
was set to 2. The archive size was set to the same value as in the validation, 100% as
specified by Kim et al. (2004). The cloning pool sizes, as already explained above, were
set to 30% for NNIA2 and 60% for NNIA2 60. The data collected in this objective for
later analysis, was each algorithm’s final population, i.e., 400 final populations.

Table 4: The parameters which were in use during the data collection of NSGA-II,
SPEA2+ MOD and NNIA2. NNIA2 60 is NNIA2 with a cloning pool size of 60%.

NSGA-II SPEA2+ MOD NNIA2 NNIA2 60
Population size: 30 30 30 30
Generations: 100 100 100 100
Crossover probability: 1.0 1.0 1.0 1.0
Mutation probability: 1/i 1/i 1/i 1/i
Crossover operator: Simulated

binary
crossover

Simulated
binary

crossover

Simulated
binary

crossover

Simulated
binary

crossover
Mutation operator: Polynomial

mutation
Non-uniform

mutation
Polynomial

mutation
Polynomial

mutation
SBX distribution index: 0.2 0.2 0.2 0.2
PM distribution index: 2 - 2 2
Archive size: - 100% - -
Cloning pool size: - - 30% 60%
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5.4 Analysis of results
The fourth and last objective was the analysis of the collected data. The techniques mean
coverage and RNI were chosen for the analysis and implemented in the main function
which executed the algorithms. After all 400 final populations had been collected, the
mean coverage and RNI were calculated. During the implementation of the techniques,
both validity and reliability, as defined by Berndtsson et al. (2008), were kept in mind.
Validity was ensured by recalculating by hand the mean coverage and RNI a couple of
times in order to compare the results. Reliability was ensured by testing the code several
times to ensure that there was no faulty behaviour. RNI between two algorithms was
calculated for every final population. The presented RNI values are the mean values of
100 calculations between two algorithms.

5.5 Summary
This chapter described the procedure of all objectives in this study. In the first objective,
NSGA-II, NNIA2 and SPEA2+ were implemented and validated against ZDT3. There
were problems with SPEA2+ (see Section 5.1.2) and a modified version of SPEA2+,
SPEA2+ MOD, was created instead. In the second objective, 550 samples were
generated from the miniature plant simulator to train an ANN. In the third objective,
NSGA-II, SPEA2+ MOD, NNIA2 and NNIA2 60 (cloning pool size of 60%) were
executed 100 times each and the final population was saved for later analysis. In
the fourth and last objective, mean coverage and RNI were implemented in the main
function which executed the algorithms, validated using calculations by hand which
were then used to analyse the final populations from the previous objective. The results
and analysis from the validation of algorithms, true Pareto set, test of hypotheses and
RNI are presented in the next chapter.
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6 Results and analysis
This chapter will include the results and analysis of this study. The first section presents
the validation results from the first objective. The second section will present the true
Pareto set yielded from the created artificial neural network. The third section will focus
on the coverage of optimal solutions and on the two hypotheses defined in Chapter
3. The fourth section will present the results of the RNI calculations. Before the
ending summary of the chapter, additional analysis of the results will be presented and
discussed.

6.1 Validation results
An illustration of the Pareto optimal for the ZDT3 problem is presented in Figure 8.
ZDT3 is a minimisation problem where the solutions in Figure 8 are drawn towards
the bottom left corner (Zitzler et al., 2000). The results from the validation of NSGA-
II, SPEA2+, SPEA2+ MOD and NNIA2 against the ZDT3 problem are presented in
Figure 9 with the parameters in Table 3. NSGA-II and NNIA2 has solved the ZDT3
problem before according to Deb et al. (2000) and Yang et al. (2010). To the author’s
knowledge, SPEA2+ has not been tested against the ZDT3 problem earlier.

Figure 8: An illustration of the Pareto optimal of the artificial MOP ZDT3. As
presented, both objectives, f1 and f2 have been minimised.

By comparing the ZDT3 Pareto optimal in Figure 8 and the results in Figure 9, one can
see that NSGA-II, NNIA2 and SPEA2+ MOD performed very well. They all converged
towards the Pareto optimal, maybe not perfectly but they all managed to cover the five
groups very close to the optimal solutions. NSGA-II, however, seems to have a better
diversity than both NNIA2 and SPEA2+ MOD because there are no gaps within the
groups of solutions. NNIA2 and SPEA2+ MOD, on the other hand, obth have gaps in
the groups of solutions and their results are very similar to each other. In every execution
of NSGA-II, the final population was similar to the one in Figure 9. Deb et al. (2000)
presented similar results where the variances of NSGA-II in ten runs was very low in
the ZDT3 (no graphs on the final populations where presented though). SPEA2+ MOD
also had similar results every time, however, sometimes it had not converged as quickly
as usual, i.e., most of the times 150 generations were sufficient but sometimes up to 200
generations were needed. Even though it was slower sometimes, the highest value of f2
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Figure 9: Validation results for NSGA-II, SPEA2+, SPEA2+ MOD and NNIA2. Note
the different scale for f2 on SPEA2+.

was almost always below 1.5. NNIA2, on the other hand, sometimes had problems
covering the group of solutions in the “middle”. Why NNIA2 had that problem is
unknown. However, NNIA2 was the algorithm which was the quickest to converge.
Sometimes only 100 generations were enough for obtaining similar results as those in
Figure 9. The fast convergence goes hand in hand with the results Yang et al. (2010)
presented where NNIA2 could stabilise in the ZDT3 problem just after 100 generations
(no graphs on the final populations were presented though). As already discussed in
Section 5.1.2, SPEA2+ had big problems in the validation. According to the graph in
Figure 9, the final population consists of only eight unique solutions, all of which are
way off on the second objective (note the different scale on f2). SPEA2+ had similar
results even if it had 50 or 500 generations. The final population presented in the graph
is actually one of the better; most of the times it consisted of only three or four unique
solutions.

6.2 Miniature plant MOP true Pareto set
An artificial neural network was created and trained (see Section 5.2) to represent the
discontinuous behaviour of the miniature bubble gum plant described in Section 2.4.
The true Pareto set of that ANN is presented textually in Table 5 and visually in both
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Figure 10 and Figure 11. Table 5 presents all optimal solutions within the true Pareto
set textually by their genomes, throughput and work-in-progress. Further, in Figure
10, the objective space and the true Pareto set are plotted where optimal solutions are
drawn towards the bottom right corner (minimise the work-in-progress and maximise
the throughput). The true Pareto set is also represented in a parallel coordinate plot in
Figure 11 to convey the big variances of the used parameters.

Table 5: The 16 optimal solutions within the true Pareto set. They are all ordered in
descending order for both the throughput and the work-in-progress.

ID Solution Throughput Work-in-progress
1 5553123 36.912899 7.960864
2 5453123 36.760979 7.283412
3 5353123 36.238731 6.476004
4 5253123 35.694534 6.054919
5 1552331 29.576822 5.901245
6 1552123 24.301077 5.338049
7 2553113 23.948740 5.217382
8 1553113 23.706219 4.639050
9 2552133 17.197796 4.620893

10 1552132 17.148077 4.611681
11 1552133 17.088846 4.434986
12 1122133 16.960854 4.359744
13 1212133 16.934965 4.345160
14 1121133 16.008728 4.319426
15 1111133 15.998836 4.317017
16 1211133 15.965011 4.308115

Figure 10: True Pareto set which exists in the miniature plant MOP according to the
trained ANN. Optimal solutions are drawn towards the bottom right corner in the graph,
i.e., low work-in-progress while at the same time a high throughput. The true Pareto set
consists of 16 different solutions.
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Figure 11: The distribution of parameter values used in the true Pareto set. Each black
thick line represents a parameter (see Section 2), black dots unused parameter values
and red circles used parameter values. One solution is represented by a red line from
the leftmost parameter to the rightmost parameter. Out of 27 different parameter values,
only five aren’t used by any optimal solution (black dots).

The three first integers in the solutions genome (configuration) represent the operation
buffer sizes and the last four integers the different bubble gum processes (see Table 2
and Equation 4). Out of the all 10125 possible solutions, the ANN used in this study
had a true Pareto set consisting of 16 different solutions. A pattern which is pretty clear
in Table 5 is that the first station”s buffer size (the first integer in “solution”) “controls”
the throughput and to some degree also increase the work-in-progress (see solution 1 to
40 and compare them to the other solutions). The solutions with a big buffer size for the
first station are easy to identify in Figure 10 where they are the rightmost solutions. It
is also clear in Table 5 that the parameter values used by the optimal solutions are very
different. Out of all 27 possible parameter values, only five aren’t used in any optimal
solution (black dots in Figure 11).

The trained ANN does present a discontinuous behaviour related to several parameters.
For example, if the first station buffer size for solution 1 to 4 in Table 5 is changed
to the nearest value 4, the outcome is very different. The throughput is decreased to
around 34 for all of them, while at the same time, the work-in-progress has more than
doubled. Another parameter which affects the outcome very much is the red bubble gum
process (fifth integer in the genome, see Table 2). By changing the values for the optimal
solutions to a nearest value (from 3 to 2 and all others +1) the differences become very
big for every optimal solution. Sometimes the throughput had almost halved or doubled
and the work-in-progress for the solutions are all higher; for one solution it had even
quadruplicated (see Table 6). However, similar differences in the outcome are only
true for some parameters. For example, by changing the second station’s buffer size
to a nearest value (from 5 to 4 and all others +1) the differences are minimal, only
small changes in the decimal numbers for both the throughput and the work-in-progress.
With this information in mind, plus the big differences of parameter values used by the
optimal solutions, the trained ANN in this study can be said to represent discontinuous
behaviour.
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Table 6: The true Pareto set (see Table 5) but with a minor modification on the fifth
parameter (see text for details) and the differences in the throughput and the work-in-
progress. Red values indicate that they are worse than before (lower on throughput and
higher on work-in-progress) while the green values indicate that they are better. The ID
for all solutions are exactly the same as for the solutions in Table 5.

ID Solution Throughput Difference Work-in-progress Difference
1 5553223 21.916096 -14.996803 +27.618113 +19.657249
2 5453223 21.602417 -15.158562 27.344624 +20.061212
3 5353223 21.384790 -14.853941 27.887833 +21.411829
4 5253223 21.125824 -14.568710 28.195963 +22.141044
5 1552231 20.075199 -9.501623 11.912182 +6.010937
6 1552223 19.801601 -4.499475 27.282536 +21.944487
7 2553213 22.701378 -1.247362 24.916536 +19.699154
8 1553213 22.089767 -1.616451 24.163692 +19.524642
9 2552233 28.693941 +11.496145 8.129981 +3.509089

10 1552232 19.568659 +2.420582 11.031828 +6.420147
11 1552233 27.877998 +10.789152 6.560897 +2.125911
12 1122233 26.218456 +9.257603 7.540926 +3.181182
13 1212233 26.691168 +9.756203 7.162216 +2.817056
14 1121233 21.659933 +5.651205 10.325932 +6.006505
15 1111233 21.562197 +5.563361 9.959105 +5.642088
16 1211233 22.026854 +6.061843 9.868876 +5.560761

6.3 Coverage of optimal solutions and test of hypotheses
This section will present and discuss all the results related to the coverage of optimal
solutions by NSGA-II, SPEA2+ MOD, NNIA2 and NNIA2 60 on the miniature plant
MOP (see Section 2.4.2) during the data collection (see Section 4.3 and Section 5.3).
The collected raw data, where all the results are derived from, is presented in Appendix
B. Table 7 and Table 8 are summaries of the raw data, where the former table
presents how many times each optimal solution was covered by each algorithm and
the latter table presents the number of times each algorithm had a specific coverage.
The following two subsections will test the two hypotheses defined in Chapter 3.

6.3.1 Hypothesis 1: NSGA-II and SPEA2+ versus NNIA2

The first hypothesis in this study was: The mean number of optimal solutions found by
NNIA2 will be less than the mean number of optimal solutions found by both NSGA-
II and SPEA2+. In order to test this hypothesis, all algorithms were tested to solve
the miniature plant MOP defined in Section 2.4.2 and then the mean coverage of each
algorithm was compared. However, SPEA2+ was replaced with the modified version
of it, SPEA2+ MOD, because of the problem to converge as described earlier (see
Section 5.1.2 and Section 6.1). In conclusion, SPEA2+ MOD represents SPEA2+ for
this hypothesis.

Just by looking at the mean coverage number in Table 8, the first hypothesis is
true, since NNIA2 has a lower mean coverage (5.56) than both NSGA-II (9.42) and
SPEA2+ (13.40). Because of this, a variance analysis (ANOVA) between NSGA-II,
SPEA2+ MOD and NNIA2 in Appendix B was performed. However, one assumption
of ANOVA is the normality, i.e., that the data has a normal distribution. In order
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Table 7: The number of times each algorithm could find specific solutions within the
true Pareto set. The total number of times each solution was found is also presented,
i.e., how many times they were found in 400 executions.

ID Solution NSGA-II SPEA2+ MOD NNIA2 NNIA2 60 Total
1 5553123 73 92 49 59 273
2 5453123 69 93 43 53 253
3 5353123 68 92 43 53 256
4 5253123 68 91 43 53 255
5 1552331 28 41 33 25 127
6 1552123 80 95 44 71 290
7 2553113 57 80 41 55 233
8 1553113 57 79 41 55 232
9 2552133 95 100 50 76 321

10 1552132 37 49 16 19 121
11 1552133 95 100 57 81 333
12 1122133 47 87 20 28 182
13 1212133 49 87 27 35 198
14 1121133 43 85 23 30 181
15 1111133 33 84 10 7 134
16 1211133 43 85 25 30 183

Table 8: This table presents the coverage for NSGA-II, SPEA2+ MOD, NNIA2 and
NNIA2 60 in the miniature plant MOP. This is basically a summary of Appendix B
where the number of times each algorithm had a specific coverage of the true Pareto set
is presented. The table ends with the mean coverage for each algorithm.

Coverage NSGA-II SPEA2+ MOD NNIA2 NNIA2 60
0 0 0 3 2
1 1 0 7 1
2 1 0 8 4
3 3 0 11 10
4 5 0 18 18
5 9 1 7 7
6 7 2 13 7
7 6 0 7 6
8 7 1 4 6
9 20 5 9 13
10 4 4 4 3
11 6 8 0 1
12 3 6 0 1
13 1 4 5 13
14 20 37 3 7
15 2 12 1 1
16 5 20 0 0

Mean coverage: 9.42 13.40 5.56 7.30

to verify that the data in Appendix B has a normal distribution, the Jarque-Bera test
was performed using a significance level of 5%, i.e., 0.05 (if the resulting p-value
from Jarque-Bera test is higher than the significance level, then the data has a normal
distribution). Data from each algorithm was tested and the results are presented in
Table 9. According to the Jarque-Bera test, NSGA-II was the only algorithm which had
normally distributed data.
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Table 9: The results from the Jarque-Bera test to see whether the data in Appendix B
is normally distributed or not. Only the data for NSGA-II turned out to be normally
distributed. The p-value for SPEA2+ MOD was smaller than the smallest tabulated
value, therefore 0.001 was returned.

Algorithm P-value JB JBcrit Normal distribution
NSGA-II 0.084 4.0743

5.4314

True
SPEA2+ MOD 0.001 37.0138 False
NNIA2 0.018 9.3740 False
NNIA2 60 0.036 6.5552 False

Because the data in Appendix B is only normally distributed for NSGA-II, a non-
parametric statistical test had to be used. The Friedman test and the two-sample
Kolmogorov–Smirnov test were chosen for this analysis. For the first hypothesis,
NSGA-II and SPEA2+ MOD were tested against NNIA2 to see if there was a significant
difference between their data using a significance level of 0.05. Results from the
Friedman test and the two-sample Kolmogorov–Smirnov test are presented in Table 10.
Both tests indicates that the differences between NSGA-II, SPEA2+ MOD and NNIA2
are significant (all p-values are below the significance level).

Table 10: The results from the Friedman test and the two-sample Kolmogorov–Smirnov
test between NSGA-II, SPEA2+ MOD and NNIA2 to test the first hypothesis. Both
tests indicates that the differences between NSGA-II, SPEA2+ MOD and NNIA2 are
significant.

Method Comparison P-value P < 0.05

Friedman NSGA-II vs NNIA2 1.7455e− 04 True
SPEA2+ MOD vs NNIA2 3.2153e− 16 True

Two-sample Kolmogorov–Smirnov test NSGA-II vs NNIA2 2.2056e− 08 True
SPEA2+ MOD vs NNIA2 7.1742e− 28 True

6.3.2 Hypothesis 2: Different cloning pool size comparison

The second hypothesis in this study was: With an extended cloning pool size, NNIA2
should be able to find more optimal solutions compared to when the cloning pool is
smaller. As mentioned in Section 5.3, NNIA2 was executed with a cloning pool size
of 30% and 60% of the population size. If NNIA2 with a cloning pool size of 60% of
the population size has a higher mean coverage of optimal solutions than NNIA2 with
a cloning pool size of 30% of the population size, this hypothesis can not be falsified.

Again, just by looking at the mean coverage number in Table 8, the second hypothesis
is true, since the NNIA2 60 have a higher mean coverage (7.30) than NNIA2 (5.56).
The data from both NNIA2 and NNIA2 60 is not normally distributed so the Friedman
test and the two-sample Kolmogorov–Smirnov test were used once more to test if the
difference between them was significant (again, the significance level 0.05 was used).
The result from the tests are presented in Table 11. The Friedman test indicates that the
difference between NNIA2 and NNIA2 60 is not significant. However, the result from
the two-sample Kolmogorov–Smirnov test indicates that the difference is significant. A
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multiple comparison between all the algorithms based on statistics from the Friedman
test including all the algorithms is presented visually in Figure 12.

Table 11: The results from the Friedman test and the two-sample Kolmogorov–Smirnov
test between NNIA2 and NNIA2 60 to test the second hypothesis. The Friedman test
indicates that the difference between NNIA2 and NNIA2 60 is not significant. The
two-sample Kolmogorov–Smirnov test indicates the opposite.

Method Comparison P-value P < 0.05
Friedman NNIA2 vs NNIA2 60 0.0578 False
Two-sample Kolmogorov–Smirnov NNIA2 vs NNIA2 60 0.0470 True

Figure 12: The multiple comparison between all the algorithms based on statistics from
the Friedman test including all of the algorithms. NSGA-II and SPEA2+ MOD are
clearly significantly differentiated from all the other algorithms (see Table 10). NNIA2
and NNIA2 60, as concluded in Table 11, are not significantly differentiated from each
other.

6.4 Ratio of non-dominated individuals
To have complementary results which could be compared to other studies such as Kim
et al. (2004) and Hiroyasu et al. (2005), the RNI technique was chosen. The results from
the RNI analysis are presented in Figure 13, where each algorithm has been compared
to every other and the mean value of RNI is presented. The results show that NSGA-
II, on average, did dominate all the other algorithms’ final populations (see Figure 13
(a), (b) and (c)), where it dominated them by at least ≈ 64%. The final populations
from SPEA2+ MOD dominated the final populations from NNIA2 (see Figure 13 (d)).
NNIA2 60 dominated both SPEA2+ MOD and NNIA2 (see Figure 13 (e) and (f)). To
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summarise, NSGA-II was the winner with the highest mean RNI against every other
algorithm, NNIA2 60 was the second, SPEA2+ MOD was the third and NNIA2 was
the worst.

(a) (b) (c)

(d) (e) (f)

Figure 13: The results from the analysis of RNI where each algorithm has been
compared against the others. NSGA-II is clearly the winner because it dominates all
of them.

6.5 Other results
NSGA-II and SPEA2+ MOD always found at least one optimal solution (see Table 8).
NNIA2 and NNIA2 60, on the other hand, couldn’t find any optimal solutions during
three and two runs, respectively. Most distinctive fact in Table 8 is that SPEA2+ MOD
always found at least five optimal solutions (only zeros for a coverage under five). This
means that for the miniature plant MOP, SPEA2+ MOD is highly reliable when it comes
to finding optimal solutions. However, the spread on what optimal solutions it covered
when it only covered five optimal solutions are unknown. These results can be compared
to the results from NSGA-II, NNIA2 and NNIA 60 were the algorithms found less than
five optimal solutions in 10, 53 and 35 runs respectively. NSGA-II and SPEA2+ MOD
were, however, the only algorithms which found the true Pareto set; NSGA-II in 5 runs
and SPEA2 MOD in 20 runs.

Some solutions within the true Pareto set were, for some reason, harder to find than the
others. A graphical representation of which solutions were harder to find is presented in
Figure 14. The true Pareto set in Figure 14 is plotted in the same way as in Figure 10,
but with the addition of colours to represent how many times each solution was covered
in total in all of the algorithms (see rightmost column in Table 7). In other words, the
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graph in Figure 14 does not reflect any specific algorithm, instead it portrays which
solutions were harder to find in the specific miniature plant MOP. For example, all of
the algorithms had, to some degree, problems finding the fifth optimal solution. This
might not seem to be important if all the other solutions are represented. However, as
can be seen in Figure 14, the fifth solution (solution number 5 which is marked with
a red colour) has a big distance to all of its neighbours. As Zitzler et al. (2000) and
Yang et al. (2010) characterised, the third objective of the multi-objective optimisation
is to maximise the spread of non-dominated solutions in order to have more solutions
available for further use. In the miniature plant context, the configuration of the fifth
solution might be a very good choice to apply in the real world, but if it isn’t found
during the search, the solution won’t be available for further use. One reason why the
fifth solution might be hard to find is because its difference compared to other solutions
is that it has different values, and compared to all other optimal solutions, it differs in at
least two parameters.

Figure 14: The total coverage of the true Pareto set where each solution is coloured
according to how many times it was covered by all of the algorithms where 400 times
is the maximum (colour descriptions at the top).

Both NNIA2 and NNIA2 60 had problems finding solution 10 and 15 (see Table 5 and
Table 7) compared to NSGA-II and SPEA2+ MOD. One difference between NSGA-
II/SPEA2+ MOD and NNIA2 is the use of external populations, an elitist approach
which NNIA2 lacks. The use of external populations results in more solutions “in
processing” than the specified population size. The use of an archive for preserving
diversity within the decision space seemed to be very effective when SPEA2+ MOD
used it. Another informal data collection was performed, where the only difference from
the parameters used in this study (see Table 4), was a bigger population size; 60 instead
of 30. The results were that neither NNIA2 and NNIA2 60 had any problems finding
solutions 10 and 15, and both NNIA2 and NNIA2 60 found them the same number of
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times. The mean coverage for all algorithms was also improved by a higher population
size, i.e., NSGA-II (12.46), SPEA2+ MOD (15.36), NNIA2 (9.62) and NNIA2 60
(10.07).

It’s interesting that solution 10 was a little bit harder to find than any other solution
(found in only 121 of 400 executions) for all algorithms and not only NNIA2 and
NNIA2 60. Its genome is very similar to the genomes of both solution 9 and 11,
the two solutions which were found most of the times (see Table 7 and Figure 14).
However, this may not be a problem because solution 10 is very close to solution 9 in
the objective space and also close to solution 11 (see Figure 14). If solution 10 wasn’t
covered by an algorithm, solution 9, or maybe 11, could probably be used instead. Why
solution 10 was hard to find for all algorithms, compared to other optimal solutions,
is unknown. This pattern could also be observed during the data collection mentioned
above when a population size of 60 was used instead of only 30. Even though NNIA2
and NNIA2 60 could find solution 10 much easier than before, compared to many other
optimal solutions they were still harder to find. This was also true for solution 5 for all
of the algorithms; they could find it many times but compared to many other optimal
solutions, it was found very few times. For example, SPEA2+ MOD found all the
solutions every time, except for solutions 5 and 10 which were found 72 and 64 times
respectively. Solution 5, as already mentioned, has a different genome than the other
optimal solutions so it’s not a big surprise that it is harder to find. However, solution 10
is very similar to solution 11, only one parameter value differs between them and there
is no value between those values either.

Even though SPEA2+ MOD has a higher mean coverage (13.40) than NSGA-II (9.42),
the final populations from NSGA-II dominate the final populations from SPEA2+ MOD
by 67.17% (see Figure 13 (a)). It wasn’t unexpected that this could happen between two
algorithms, however, it was unexpected that the difference between them would be so
high. The results are similar when comparing SPEA2+ MOD with NNIA2 60 (mean
coverage: 7.30) where NNIA2 60 dominates the final populations of SPEA2+ MOD by
53.41% (see Figure 13 (e)).

The modification in SPEA2+ MOD which deletes duplicates during the environmental
selection was also implemented in NSGA-II, NNIA2 and NNIA2 60 in an informal
data collection against the miniature plant MOP. The same parameters as previously
were used. This modification resulted in a better mean coverage for NSGA-II (11.52)
and NNIA2 (6.38), although no improvements for NNIA2 60 (7.13) could be observed.
For all the algorithms, when compared to other solutions, the solutions 5 and 10
were, however, still harder to find. More information about the duplicates deletion
modification are presented in Appendix C.

The results in Section 6.3 indicates that the use of archives increases the chances for
an algorithm to get a higher mean coverage when solvning the miniature plant MOP.
Therefore, a new set of data collections was performed where SPEA2+ MOD was
tested with only one archive and NSGA-II, NNIA2 and NNIA2 60 were tested with
an additional archive each. The parameters were the same as with the original data
collection (see Section 5.3) and the archive sizes were all set to 100% of the population
size, i.e., set to 30 solutions. The archive configurations for each algorithm and data
collection are explained in Table 12, with and without the use of duplicate deletion,
respectively (italic mean coverage results in italic are with the duplicate deletion). With
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an additional archive in the NSGA-II algorithm, as well as for NNIA2 and NNIA2 60,
no increase or decrease of the mean coverage could be shown. The results for the
SPEA2+ MOD algorithm, however, were unexpected. Even though the algorithm only
used one archive instead of two the mean coverage decrease was insignificant. The mean
coverage in the original data collection (see Section 5.3) is almost the same as with the
data collection when only the archive for the objective space was used. However, there
was a decrease in mean coverage when only the archive for the decision space was
used. These results indicate that there is something else than the use of two archives in
SPEA2+ MOD which makes it better than NSGA-II with respect to mean coverage in
the miniature plant MOP.

Table 12: This table presents mean coverage results from a set of data collections where
the algorithms where tested with either an additional archive or with the loss of one.
The mean coverage values in italics represent the values when the duplicate deletion
was included in the algorithm (default for SPEA2+ MOD).

Algorithm Archive configuration Mean coverage

NSGA-II

Additional archive which stored the solutions which were
rejected after the non-dominated sorting and used them in the
next generation.

8.79 11.55

Additional archive as above but with truncation focus on
objective space. 9.31 11.98

Additional archive as above but with truncation focus on
decision space. 9.11 11.56

SPEA2+ MOD Only one archive with truncation for the objective space. - 13.18
Onle one arcdhive with truncation for the decision space. - 12.26

NNIA2

Added an archive to store the population before the cloning to
use them in the next generation. 6.90 6.75

Added an archive to store the clones before the variation
operators to use them in the next generation. 6.33 6.53

NNIA2 60

Added an archive to store the population before the cloning to
use them in the next generation. 7.30 6.72

Added an archive to store the clones before the variation
operators to use them in the next generation. 6.90 7.42

6.6 Summary
This chapter presented the results from this study. The results from the validation of
each algorithm were presented first. Secondly, the results from the trained ANN’s true
Pareto set were presented. Afterwards, the results related to coverage were presented
and the two hypotheses were discussed and tested. The results from the RNI were
presented later on and finally other results from this study were presented and discussed.
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7 Conclusion
The research question for this study was: How will the different diversity preservation
elitist approaches affect the algorithm’s coverage of the true Pareto set in the miniature
plant multi-objective optimisation problem (Section 2.4) with a discrete and highly
discontinuous decision space? This problem was divided into two hypotheses:

Hypothesis 1: The mean number of optimal solutions found by NNIA2 will be less
than the mean number of optimal solutions found by both NSGA-II and SPEA2+.

Hypothesis 2: With an extended cloning pool size, NNIA2 should be able to find more
optimal solutions compared to when the cloning pool is smaller.

All the results from this study are presented and discussed in Chapter 6. According
to the results from the Friedman test and the two-sample Kolmogorov–Smirnov test,
and the replacement of SPEA2+ with a modified version of it, the first hypothesis was
not rejected (see Table 10): NNIA2 had a significantly lower mean coverage number
than both NSGA-II and SPEA2+ MOD. The second hypothesis was not rejected by the
two-sample Kolmogorov–Smirnov test, however, but it was rejected by the Friedman
test: the difference related to mean coverage was not significant between NNIA2 and
NNIA2 60. Although, it is worth pointing out that the resulting p-values from the two
tests were close to the significance level used in this analysis (see Section 6.3.2).

The resulting mean coverage corresponds to how many solutions are stored in the
algorithm’s different elitist approaches. SPEA2+ MOD using two archives and NSGA-
II using one archive, got significantly higher mean coverages than NNIA2 which did not
use any archive. This correlation seems to be true for the miniature plant MOP with a
discrete and highly discontinuous decision space used in this study. The miniature plant
MOP had a very small decision space and to overcome the generalisation problem, a
very small population size was used. To conclude, in order to increase the probability
of finding optimal solutions in a MOP with a discrete and a highly discontinuous
decision space, the use of one or more external populations for diversity preservation
was suggested.

The main contribution from this study is therefore that the use of external populations
increases the chances of finding optimal solutions in MOPs with discrete and highly
discontinuous decision spaces. This should, however, also be tested in another study
which, preferably has a similar MOP but with a bigger decision space. Also, a
further comparison with the same algorithm, or algorithms, with and without external
populations could be included to make sure that other aspects of the algorithms aren’t
the reason for the results.

A second contribution is the modification on SPEA2+ which deleted duplicates within
the environmental selection before the combination of archives and the main population.
The modification was also tested on NSGA-II and NNIA2 against the miniature plant
MOP which resulted in an improved mean coverage. This gives some indications that
this modification can be usable in future implementations and it should therefore be
studied further.
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8 Discussion
The problem in this study was to learn how different elitist approaches affect algorithms’
ability to cover optimal solutions in MOPs with discrete and highly discontinuous
decision spaces. The conclusions from this study are presented in Chapter 7. This
chapter includes reflections around the working procedure of this study, the validation
of algorithms and the results.

8.1 Reflection around the working procedure
There were problems with the implementation and validation of SPEA2+ (see Section
5.1.2). A modified version of the algorithm was therefore implemented and used further
on in this study. The first two modifications were to replace the binary handling variation
operators with two which could deal with real numbers. The third modification was a bit
radical because it deleted solutions, even if they were good. However, only duplicates
were deleted during search so no unique genomes were rejected. It is unknown why
this problem occurred, it might be related to the fact that the solutions were real-coded
or that the implementation was faulty. Regardless of the reason, the modified version
worked pretty well and, distinguishing it from the other algorithms, the non-uniform
mutation operator worked better than the polynomial mutation operators (for details, see
Deb (2001)). One might wonder if the first hypothesis can actually be tested because the
real SPEA2+ algorithm was never used. However, the fact that its replacement was used
instead was pointed out consistently after the modification of the original algorithm.

The second objective of this study was to prepare and implement objective functions
which could be usable in the utilised algorithms. The aim was to create a simulator of
some kind which could mimic the discontinuous behaviour of the miniature plant. In
most cases, the aim would rather be to mimic the complete behaviour of the plant for
optimisation, however, as already discussed in Section 5.2, the aim was not to optimise
the miniature plant described in Section 2.4.

Both during the validation of the algorithms and the data collection, the SBX and PM
distribution index parameter values were very low. Usually the SBX distribution index
is set to 15 and the PM distribution index is set to 20 (e.g. Gong et al., 2008; Yang
et al., 2010). As Deb (2001) explained, the SBX distribution index is used to restrict the
“search power” with a higher value. The PM distribution index is also used in the same
manner (Deb, 2001). Several different values for the SBX and PM distribution indexes
were tested during the validation part. For instance, when a SBX value of 5 and a PM
value of 20 were used, NNIA2 and SPEA2+ MOD could successfully converge during
100 and 200 generations, respectively. NSGA-II, on the other hand, had big problems
when the PM value was too high and therefore had problems converging. No changes
for SPEA2+ could be observed though. During the data collection when the algorithms
were tested against the miniature plant MOP, the SBX played a very important role. As
explained in Section 5.3, either a very small SBX or a very high mutation probability
had to be used in order for all the algorithms to successfully converge. One possible
explanation is that the resulting numbers from the recombination and mutation were
rounded to the nearest integer. In other words, if the value 2 changed during the
recombination, a resulting real value between approximately 1.51 and 2.49 would yield
in the same value as before, i.e. it would be rounded to 2. Because of this, a very
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low SBX or a very high mutation probability might have been used in order to alter
the value of the gene. As Deb (2001) explained, a too high mutation probability might
mean that good solutions are ruined and because of this, a very low SBX distribution
index was used instead. If a higher SBX value was used together with a low mutation
probability (the 1/i which was used during the data collection), all of the algorithms
had big problems in converging. For instance, with a SBX of 15, the mean coverage
for all the algorithms was below 1. The PM distribution index, on the other hand, could
be set to both 2 or 20 during the data collection, and the results were almost the same.
However, for the data collected in this study, the PM distribution index was set to 2.

8.2 Reflection around the algorithms
The older version of the SPEA2+ algorithm, SPEA2, can deal with genomes coded
in real numbers (Zitzler et al., 2001). During the validation process of this study,
SPEA2+ MOD were tested with similar operators, i.e., both used the simulated binary
crossover and the polynomial mutation operator, but did not delete duplicates within
the environmental selection. The only real differences between the version of SPEA2
Zitzler et al. (2001) used and SPEA2+ MOD in an informal test were: (i) the use
of an extra archive for the decision space and (ii) a mating selection which selected
all the solutions in the objective space archive. Because of these two differences,
SPEA2+ MOD couldn’t solve the ZDT3 problem at all, the final populations were still
similar to the one SPEA2+ generated during the validation (see Figure 9). Therefore,
the problem with SPEA2+ in this study might occur because a part of the algorithm
is incorrectly implemented rather than because SPEA2+ has a problem dealing with
real numbers. Because of this, there were some uncertainties whether SPEA2+ MOD
should even be included in the experiment. However, SPEA2+ MOD showed pretty
good results and was therefore included in the study.

There was no focus on each algorithm’s runtime in this study, as was already clarified
in the problem specification (see Chapter 3). NNIA2 was developed for a very fast
convergence and small computional complexity (Yang et al., 2010). NNIA2 was not
fully optimised in this study which led to a runtime increasing exponentially as the
population size increased. NSGA-II, on the other hand, was optimised and it was
the fastest of the algorithms, even for smaller populations. Mainly because of the
duplication problem with SPEA2+, it was by far the worst algorithm with respect to
runtime. In the validation process, for example, the runtime for SPEA2+ could be
several hours, while at the same time NNIA2 required about a minute and NSGA-II
even less than that. SPEA2+ MOD, on the other hand, required about 30 minutes using
the same parameters as SPEA2+. The modification which deleted duplicates did not
just improve the results, it also decreased the runtime. However, this indication might
not even be valid because the algorithm might have been implemented incorrectly.

8.3 Reflection around the results
The coverage data from the data collection varies considerably, as the Jarque-Bera test
proved (see Table 9). There are probably several explanations for this. The first might
be that the decision space is highly discontinuous and there were very few times where
the algorithm generated many good solutions. Another reason might be dependent on
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8 DISCUSSION

how good the diversity was within the population. With a better diversity within the
population, it could have been easier to find more optimal solutions because of the
diversity within the true pareto set (see Section 6.2). Of course there might be many
other reasons why the variation was so big for the coverage data, these were just two
possible explanations. Either way, NSGA-II proved to be the only algorithm that had a
much smaller variation than the others.

When the algorithms were tested against the miniature plant MOP with a population
size of 60, instead of 30 which was used during the data collection, one interesting
finding was observed. When NSGA-II and NNIA2 were tested with a population size
of 30, their mean coverage was 9.42 and 5.56 respectively. When the same algorithms
were tested with a population size of 60, their mean coverage were instead 12.46 and
9.62, respectively. In other words, the mean coverage for NNIA2 with a population size
of 60 was the same as the mean coverage for NSGA-II with a population size of 30.
Because NSGA-II had an external population with the same size as the population size
in this study, it processed twice the population size of solutions, i.e., 60 solutions when
the population size was set to 30. Concerning the mean coverage on the miniature plant
MOP, NSGA-II and NNIA2 were very similar with the only distinction that they dealt
with a different number of solutions given the same population size. This phenomenon
could not be observed for SPEA2+ MOD in relation to any other algorithm. When
NSGA-II was tested with a population size of 60, it was much closer to the mean
coverage of SPEA2+ MOD compared to when it was executed with a population size
of 30. However, even though NSGA-II then processed 120 solutions, compared to 90
solutions SPEA2+ MOD processed, it couldn’t reach to the same high mean coverage.
In other words, SPEA2+ MOD was more effective than NSGA-II when it comes to
mean coverage in this study. Even when SPEA2+ MOD and NSGA-II processed the
same number of solutions, SPEA2+ MOD was still more effective (see Table 12). A
possible explanation for this might be the strength fitness assignment SPEA2+ MOD
including a nearest neighbour density technique.

8.4 Final words
In this study, NSGA-II, SPEA2+ MOD and NNIA2 were tested against a miniature
plant MOP where the goal was to find as many optimal solutions they could. The results
showed that SPEA2+ MOD on average could find the most optimal solutions, NSGA-II
a little bit more than half of them and NNIA2 about a third of them. NNIA2 was also
tested with a bigger cloning pool size and then it could find almost half of the optimal
solutions on average.

External populations showed to improve the ability in finding optimal solutions,
especially when an archive to preserve diversity within the decision space was used.
Also, one of the modifications on SPEA2+ MOD indicated that it can, to some degree,
also improve other algorithms’ ability to cover optimal solutions.

A complementary study should be performed, but this time against a MOP with a much
bigger decision space in order to verify the generalisation of these results. It should
also further study different elitist approaches in the same algorithm to ensure that it is
the elitism that affect the results. Also, the modification of SPEA2+ MOD should be
further studied because of the indications from this study. It might prove to be useful in
many other existing algorithms or possibly in future algorithms.
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Appendix A
Five flowcharts for the main application to execute algorithms and calculate metrics,
and for each algorithm. First off with the flowcharts for the main application and the
NSGA-II algorithm.



Secondly, the flowcharts for the SPEA2+ and SPEA2+ MOD algorithms. Notice the
different recombination operator and deletion of duplicates within the environmental
selection.



Lastly, the flowchart for the NNIA2 algorithm.



Appendix B
The raw data of the coverage for every algorithm each execution in the miniature plant
MOP. The table ends with the total numbers of coverage for each algorithm. The data
from each execution is the data used for the statistical analysis.

Run NSGA-II SPEA2+ MOD NNIA2 NNIA2 60
1 9 10 5 0
2 9 14 13 5
3 8 15 1 6
4 14 16 6 13
5 5 16 9 2
6 12 11 4 7
7 11 15 6 3
8 14 16 4 2
9 14 11 3 13

10 16 15 3 8
11 5 12 7 1
12 9 10 3 6
13 4 16 7 4
14 16 12 4 13
15 9 16 6 10
16 16 14 4 7
17 8 14 7 4
18 10 14 4 14
19 6 11 0 9
20 5 14 4 4
21 9 14 6 5
22 11 14 2 9
23 14 14 4 4
24 9 12 4 6
25 8 16 2 8
26 14 16 6 14
27 14 14 4 6
28 14 14 7 13
29 9 16 4 3
30 14 14 6 3
31 8 14 2 3
32 6 9 9 5
33 6 15 4 4
34 6 14 14 11
35 5 14 9 9
36 16 16 6 4
37 4 11 13 3
38 9 13 5 7
39 9 15 14 4
40 14 14 9 14
41 9 11 4 3
42 14 14 10 13
43 14 14 7 6
44 11 14 6 2
45 7 14 9 9

Table continues on next page.



Table continuing from previous page.
Run NSGA-II SPEA2+ MOD NNIA2 NNIA2 60

46 11 9 8 5
47 12 14 3 15
48 4 16 3 4
49 7 16 1 13
50 5 9 4 9
51 2 14 1 9
52 14 14 14 7
53 4 6 13 2
54 9 12 9 5
55 14 13 7 4
56 14 14 1 14
57 10 16 9 9
58 7 14 13 9
59 8 14 2 13
60 3 14 2 10
61 9 8 13 9
62 15 15 5 14
63 13 9 3 4
64 9 14 9 7
65 9 16 6 6
66 9 13 3 0
67 11 5 8 3
68 14 15 6 5
69 7 14 2 9
70 8 14 6 8
71 5 12 4 13
72 5 15 10 13
73 14 16 0 8
74 6 14 6 4
75 3 10 4 4
76 10 13 15 6
77 4 15 7 13
78 14 9 3 7
79 1 11 5 4
80 7 6 10 8
81 15 16 8 9
82 9 14 10 3
83 11 14 6 13
84 9 15 5 14
85 12 14 1 4
86 14 16 4 4
87 6 10 4 9
88 9 14 5 4
89 5 12 8 14
90 14 14 3 4
91 8 16 0 4
92 5 14 5 13
93 9 15 1 3
94 3 16 4 8
95 10 11 3 5
96 9 16 2 12

Table continues on next page.



Table continuing from previous page.
Run NSGA-II SPEA2+ MOD NNIA2 NNIA2 60

97 6 11 2 13
98 7 16 1 3
99 14 14 9 9

100 16 15 3 10
Total: 942 1340 565 730



Appendix C
This appendix explains the duplicates deletion modification which was included in the
modified version of SPEA2+ MOD. On line 21, only the unique solutions within the
combined population are saved througout the current generation.

1 /**
2 * Environmental selection.
3 *
4 * This function performs the environmental selection on the given
5 * population and assign the new archive populations.
6 *
7 * @param combined The earlier created combined population.
8 * @param &arc_obj The archive for the objective space to update.
9 * @param &arc_dec The archive for the decision space to update.
10 */
11 void environmental_selection(Population combined,
12 Population &arc_obj, Population &arc_dec) {
13
14 // Clear the archives
15 arc_obj.clear();
16 arc_dec.clear();
17
18 // Delete duplicates within the combined population.
19 // The population was combined during the strength assignment
20 // which was before the KNN distance assignment
21 combined = combined.get_unique();
22
23 // Copy non-dominated solution (fitness < 1) to archives
24 for (int i = 0; i < combined.size(); i++) {
25 if (combined.get(i).get_raw_fitness() < 1) {
26 arc_obj.add(new Solution(combined.get(i)));
27 arc_dec.add(new Solution(combined.get(i)));
28 }
29 }
30
31 // Check archive sizes and adjust them
32 if (arc_obj.size() > archive_size) {
33 arc_obj = archive_truncation(arc_obj, true);
34 arc_dec = archive_truncation(arc_dec, false);
35 }
36 else if (arc_obj.size() < archive_size) {
37 arc_obj = archive_fill(combined, arc_obj);
38 arc_dec.copy(arc_obj);
39 }
40 }
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