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ABSTRACT 
 
To analyze a production system and find its best 
configuration, the technique of simulation-based 
optimization is often utilized. This paper describes a 
practical exercise used at the University of Skövde, Sweden 
to teach simulation-based optimization to students using a 
physical Lego factory. The Lego factory provides a setting 
that is close to reality, and optimizing its production assists 
students to deepen their understandings of simulation-based 
optimization. 
 
INTRODUCTION 
 
Simulation-based optimization is an important technique in 
production industry to improve efficiency. Simulation-based 
optimization is the process of finding the best parameter 
values for a system, in which the performance is evaluated on 
the basis of output from a simulated model of the system 
(Swisher et al., 2000). The process is iterative; an 
optimization algorithm generates a set of input parameter 
values (referred to as a solution) and feeds them to a 
simulation model, which computes one or multiple 
performance measures of the system (called objective values 
or fitness) (Figure 1). In a production system, for example, 
the input parameters might be buffer sizes and the 
performance measures might be throughput of the system 
(i.e. production capacity) and work-in-process (i.e. partially 
completed crankshafts that are somewhere in the  
manufacturing process and not ready for delivery). Based on 
the evaluation feedback obtained from the simulation model, 
the optimization algorithm generates a new set of parameter 
values and the generation-evaluation process continues until 
a user-defined stopping criterion is satisfied. Such a criterion 
may, for example, be that a certain amount of time has 
passed, or that specific objective values have been achieved. 
 

 
Figure 1: The principle of simulation-based optimization. 

 
When a new production system is to be set-up, or an existing 
one is to be modified, a thorough analysis with the use of 
simulation-based optimization is often carried out to find the 
best configuration. For this task, an expert in simulation-
based optimization is needed in order to utilize the technique 
to its full potential. With the aim of producing such experts, 
courses in simulation and optimization have been offered for 
some years at the University of Skövde, Sweden (see de Vin 
and Jägstam, 2001). This paper describes an innovative 
exercise used in one of these courses to teach simulation-
based optimization in a practical manner. 
 
The exercise takes place upon a physical mini factory built 
using Lego and Lego Technic (www.lego.com).  The mini 
factory provides a setting that is close to reality, and 
optimizing its production assists students to deepen their 
understandings of simulation-based optimisation. We also 
believe that experiential learning opportunities enhance and 
enrich the learning experience. 
 
Figure 2 shows a picture of the factory. The factory is made 
up of three production stations, and the base of each station 
is about 40x40 centimeters. In total the factory is about 1.5 
meters in height and 1 meter in width. The stations are placed 
above each other in a spiral and are connected with PVC 
tubes, allowing gravity to transport the bubble gums between 
stations. A conveyor belt transports the bubble gums from 
the last station to the first, making the system a closed loop 
and removing the need to feed new raw material to the 
system at runtime. The system can thus run indefinitely 
without manual intervention.  
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Figure 2:  Lego factory. 

 
In the next section, details about the production system of the 
factory are provided. 
 
 
DESCRIPTION OF PRODUCTION SYSTEM 
 
The mini factory simulates refinement of bubble gums using 
three production stations. These are described in the 
following section, and thereafter the production process is 
presented. 
 
Production Stations 
 
The three production stations are controlled using Lego 
Mindstorm NXT 2.0 computers. The NXT computer has a 
32-bits micro processor, four input sensors, and three motor 
outputs. These sensor inputs and motor outputs are used to 
control the production stations. 
 
The general design is the same for all three stations. When a 
bubble gum arrives at the station, a light sensor reads the 
color of the gum (blue, red, green, or yellow). If the specific 
color should be processed in the station, it is placed in a 
buffer in front of the station – otherwise it passes by the 
station. The buffer holds bubble gums that await processing, 
similarly to a real production process. The space of a buffer 
(how many gums it can hold) is variable and can be changed 
by the “production manager”. Each buffer has a minimum 
size of 1 and a maximum size of 5. 
 

The first production station simulates flavoring. In this 
station, the bubble gum is placed in a spoon-like construction 
and dropped into a container, which is then covered with a 
lid for a few seconds. When the lid opens, the spoon lifts up 
the bubble gum and drops it into the tube. The bubble gum 
then proceeds to the second station. 
 
The second station simulates drying. In this station, a bubble 
gum is placed at the end of an arm that spins quickly in order 
to air dry the bubble gum. The bubble gum is then put into 
the tube and rolls to the third station. 
 
The third station simulates polishing. In this station, the 
bubble gum is placed under a rotating brush. After polishing, 
the bubble gum rolls to the conveyor belt and is transported 
back to the first station. 
 
Production Process 
 
The production system handles four different types of bubble 
gums: blue, red, green, and yellow. The various types are 
processed differently, meaning, for example, that a blue 
bubble gum should pass through certain stations while 
skipping others. A red bubble gum may follow different 
rules. The production process is further complicated by the 
fact that for a specific type of bubble gum there is a set of 
different legal process configurations, as shown in Table I. A 
blue bubble gum, for example, could go through the stations 
for flavoring and drying, or through the stations for flavoring 
and polishing, or through only the polishing station. Only one 
of these three configurations can be used, and which one to 
use up to the “production manager” to decide. In the 
assignment, the students are appointed “production 
managers” for the Lego factory and their task is to find the 
best configuration possible. The next section describes this 
task in further detail. 

 
 

TABLE I 
POSSIBLE CONFIGURATIONS OF THE PRODUCTION FLOW 

Blue  Red Green  Yellow  
 

Flavor & dry  
OR  
Flavor & polish 

 

Flavor  
OR  
Dry  
OR  
Polish 

 

Flavor & dry  
OR  
Dry & polish  
OR 
Flavor & polish 
 

 

Flavor & polish 
OR 
Dry & polish 

 
 
DESCRIPTION OF EXERCISE 
 
In the exercise, the task of the students is to find the best 
configuration possible for the production process in order to 
maximize profit. The students can change two aspects of the 
production process; the production flow, and the buffer sizes. 
To make production efficient, the production flow and the 
buffers should be configured in a way that minimizes work-
in-process and maximizes throughput. Work-in-process is the 
number of bubble gums currently being processed, while 
throughput is the number of bubble gums that the system 
outputs per minute. 
 

Conveyor 
belt 

Monitor 

Computers 

Station 1 

Station 2 

Station 3 
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Work-in-process and throughput are two important 
objectives in real production scenarios. The amount of work-
in-process in the production system should be kept as small 
as possible in order to avoid capital being tied up in partially 
completed products. At the same time, the throughput rate 
should be kept as high as possible since the higher the 
throughput rate, the better the productivity and profitability. 
 
Achieving a low work-in-process and a high throughput rate 
is not trivial, neither in reality nor in the bubble gum factory. 
With large buffers, the throughput increases since machine 
starvation is avoided and the impact of the interference 
caused by variability in processing times decreases. 
However, with large buffers the work-in-process also 
increases since a large number of bubble gums are kept in the 
system. Conversely, small buffers decrease both the work-in-
process and the throughput. Further complexity is added by 
the fact that it is not only the buffer sizes that are variable, 
but also the process flow (Table 1). Predicting the effect of 
various configurations of the buffers and the process flow is 
not possible, but each of them must be tested in order to find 
best one. Testing all 4500 possible configurations is 
impossible in practice. One of the goals of the exercise is to 
make the player realize the infeasibility of exhaustive testing 
and the benefits of simulation-based optimization.  
 
For solving the exercise, the students must complete two 
parts; simulation and optimization. These two parts are 
described in the following subsections. 
 
Part 1: Simulation 
 
In order to evaluate different configurations and identify the 
best one, a simulation model that imitates the factory is 
needed. The simulation model is a black-box function 
evaluator in the sense that the relationships between its input 
parameters and output values are of a closed form (April et 
al., 2001). As a consequence, there must be a complete 
separation between the model that represents the system and 
the algorithm that is used to solve the optimization problem. 
An advantage of this separation is that the model and the 
optimization algorithm are independent of each other and can 
be developed separately (Laguna and Marti, 2003).  
 
There are many types of simulation methodologies possible 
for production systems. Among these, discrete-event 
simulation (DES) is probably the most common one. Using 
this methodology in the exercise is, however, considered 
inappropriate. This is since it would take too long time for 
the students to construct a sufficient DES model for the 
factory. Instead, the technique of Artificial Neural Networks 
(ANNs) is used for simulating the factory. Once historical 
data has been collected, an ANN is very quick to construct. 
The fundamentals of this technique are described in the next 
section. 
 
Artificial Neural Networks 
 
In general terms, an ANN is a non-linear statistical data 
modeling method used to model complex relationships 
between inputs and outputs (Mehrotra et al., 1996). The 

inspiration for the technique originated from the area of 
neuroscience and the study of the neurons as information 
processing elements in the central nervous system. 
Essentially, artificial neural networks are simple 
mathematical models defining a function f:X�Y . The 
function f(x) is defined as a composition of a number of 
other functions gi(x), which can also be defined as a 
composition of a number of other functions, altogether 
represented as a network structure. A variety of different 
types of ANN architectures exists. The one most commonly 
used is the feedforward artificial neural network, in which the 
information only moves forward from the input nodes, 
through the hidden nodes and to the output nodes via a series 
of weights (Villaseñor et al., 2006). The sum of the products 
of the weights and the inputs is calculated in each node, and 
if the value in an output node is above some threshold the 
node is activated. The activation is determined by an 
activation function, such as the sigmoid function or the 
binary threshold function. An example of a feedforward 
ANN is shown in Figure 3. 

 
Figure 3:  Feedforward ANN. 

 
The students may implement any type of ANN, but they must 
construct the ANN in a way that makes it possible to use it as 
fitness function in the evolutionary optimization algorithm 
that they are to develop in the next step.  For not misguiding 
the evolutionary optimization algorithm, it is important that 
the ANN represents the real factory as closely as possible. 
 
The students are not given any instruction on how to 
construct the ANN, but need to find this out themselves. 
They are allowed to use a code library for solving the task, 
for example FANN1. For training the ANN, the students 
provided a data set of 100 historical samples. The samples 
are collected by running the Lego factory with different 
configurations and collect their corresponding outcomes. 
 
When designing the ANN, the students must consider aspects 
such as network topology, data representation, learning 
parameters, training parameters, and training termination. 
The students are asked to select a number of parameters that 
they think have the greatest influence on the ANN’s 
performance, and perform experiments on their settings. 
They should figure out which configuration that leads to the 
best performance of the network and try to find an 
explanation why. They are asked to save their best ANN to 
be used as fitness function in the evolutionary algorithm. 
 

                                                           
1 Fast Artificial Neural Network library, http://leenissen.dk/fann 
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After constructing the ANN, the students are expected to 
submit a short report answering the following questions: 

1. Describe (in text and graphically) your selected 
network topology and how you represent factory 
configurations in the input layer. 

2. Present a graph of the RMSE2 as a function over 
time for both the training and test sets. Mark at what 
time you terminate the training. 

3. Describe and motivate your choice of training 
method.  

4. Why is it important to verify the network against a 
test set? 

5. Describe and motivate your training termination 
conditions. 

6. Why is a RMSE of ~0 on the training set 
undesirable in a stochastic environment? What 
happens to the RMSE of the test set as the RMSE of 
the training set approaches ~0 and why? 

When the students have completed the report, they continue 
with the next part of the exercise; optimization. 
 
Part 2: Optimization 
 
In the second part of the exercise, the students should 
construct an AI-based algorithm for optimizing the buffers 
and the production flow with respect to work-in-process and 
throughput. As fitness function for the algorithm, the ANN 
they developed in the previous step must be used. Many 
different AI techniques are possible in production 
optimization, and for the assignment an evolutionary 
algorithm should be used. 
 
The idea behind evolutionary algorithms (EAs) is to use 
computational models of evolutionary processes in the design 
and implementation of problem solving applications. Based 
on Darwin’s theory of “survival of the fittest”, candidate 
solutions to a problem are iteratively refined. Generally, an 
EA consists of a genetic representation of solutions, a 
population-based solution approach, an iterative evolutionary 
process, and a guided random search.  
 
In evolving a population of solutions, EAs apply biologically 
inspired operations for selection, crossover and mutation. 
The operators are applied in a loop, and an iteration of the 
loop is called a generation. The solutions in the initial 
population are usually generated randomly. During each 
generation, a proportion of the solutions in the population is 
selected to breed offspring for the next generation of the 
population.  Solutions are selected based on their fitness, 
representing a quantification of their optimality. Typically, 
solutions with high fitness have a higher probability o be 
selected, but to prevent premature convergence, it is common 
that a small proportion of solutions with worse fitness are 
also selected. From the solutions selected, new solutions are 
created to form the next generation of the population. For the 

                                                           
2 Root Mean Square Error 

creation of each new solution, two parent solutions are 
chosen and through mating (called crossover) an offspring is 
produced. Occasionally, the new solution can undergo a 
small mutation in order to keep the diversity of the 
population large and avoid local minima. A mutation usually 
involves changing an arbitrary part of a solution with a 
certain probability. When the new population is formed, the 
average fitness will have generally increased. The process of 
evolving generations continues until a user-defined 
termination criterion has been fulfilled, for example that the 
best solutions in the last n generations have not changed. 
 
As with the ANN, the students are not given any instruction 
on how to construct the EA, but need to find this out 
themselves. In this case they are not allowed to use a code 
library for solving the task, but must develop the EA from 
scratch.  
 
In the exercise, there are two optimization objectives that 
must be considered by the EA: work-in-process, and 
throughput. The difficulty with this problem is that there is 
no single optimal solution with respect to both the objectives, 
as improving the performance of one objective means 
decreasing the performance of the other.  
 
With large buffers, the throughput increases since machine 
starvation is avoided and the impact of the interference 
caused by variability in processing times decreases. 
However, with large buffers the amount of work-inprocess 
also increases since a large number of crankshafts are kept in 
the system. Conversely, small buffers decrease both the 
work-in-process and the throughput. This trade-off problem 
between throughput and work-in-process is illustrated with 
an example in Figure 4. In this example, there are five 
solutions to the problem, none of which is superior to any 
other when considering both objectives at the same time. 
 

 
Figure 4:  Trade-off problem. 
 
Instead of a single optimum for the problem, there is a set of 
optimal trade-offs between the conflicting objectives, which 
is usually called Pareto-optimal (Deb, 2004). For Pareto-
optimal solutions there is no other solution that is superior in 
one objective without being worse in another.  In order to 
manage multiple objectives, specific multi-objective EAs 
have been suggested. Instead of only seeking a single 
optimum, these algorithms maintain a set of Pareto-optimal 
solutions. In the exercise, the students must implement one of 
these algorithms. 
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After completing the implementation, the students are 
expected to submit a short report describing and discussing 
the design of the EA and its results. They should also answer 
the following questions: 

1. Describe and motivate your choice of EA. Also 
present a graph of your population after 0, 10 and 
100 generations. 

2. Briefly describe the two implemented selection 
schemes and motivate why you chose one over the 
other. 

3. Briefly describe the two implemented 
recombination operations and motivate your choice 
of one over the other. 

4. Briefly describe the two implemented mutation 
operations and motivate why you chose one over the 
other. 

5. From the evolved Pareto front, draw conclusions 
about how different configurations affect the 
optimization goals and briefly discuss three of your 
conclusions. 

 
When the report has been submitted, the exercise is corrected 
by the examiner and the results are gone through with the 
students. The students are also asked to evaluate the exercise, 
as described in the next section.  
 
 
EVALUATION OF EXERCISE 
 
Until today, the exercise has run once with 13 participating 
students. After the course had ended, the students were asked 
to share their opinions about the exercise by answering three 
questions in writing. The first questions asked about positive 
aspects, the second one about negative aspects, and the third 
one about possible improvements of the exercise.  
 
On the positive side, a majority of the students mentioned the 
experience of working with a physical system, and several of 
the students expressed that this was their first time doing so. 
They liked the opportunity to experiment and put the theories 
taught into practice. Furthermore, the students pointed out 
the practical elements as encouraging and motivating in 
solving the exercise. All of the students believed that the 
assignment had given them useful knowledge when it comes 
to simulation-based production optimization. 
 
On the negative side, some of the students mentioned the 
open-ended nature of the assignment. As described in the 
previous section, the students were not provided any 
instructions on how to solve the task, but they needed to find 
this out themselves (problem-based learning). However, 
having no clear path to go was experienced as frustrating to 
some of the students. 

 
SUMMARY 
 
This paper describes an practical exercise used at the 
University of Skövde, Sweden to teach simulation-based 
optimization. The exercise uses a physical Lego factory as 
platform for experiments. The Lego factory provides a 
setting that is close to reality, and optimizing its bubble gum 
production assists students to deepen their understandings of 
simulation-based optimization. The experiential learning 
opportunity also enhances and enriches the learning 
experience. 
 
In the exercise, the students should implement simulation-
based optimization for improving the bubble gum production 
with respect to work-in-process and throughput. Two aspects 
are possible to configure in the optimization process; buffers 
and production process. The students are not given any 
instruction on how to complete the exercise, but need to find 
this out themselves (so called problem-based learning). 
 
Evaluation of the assignment shows that the students enjoy 
working with a physical system and put theories into 
practice. However, several of them expressed that they were 
unused to the open-ended nature of the assignment, and 
experienced that is was frustrating to have no clear path to 
go. To address this feedback, some general guidelines on 
how to tackle the exercise should probably be provided to the 
students in the future. 
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