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Abstract 
In a distributed real-time environment where it is imperative to make correct decisions 
it is important to have all facts available to make the most accurate decision in a 
certain situation. An example of such an environment is an Unmanned Aerial Vehicle 
(UAV) system where several UAVs cooperate to carry out a certain task and the data 
recorded is analyzed after the completion of the mission. This project aims to define 
and implement a time series architecture for use together with a distributed real-time 
database for the ability to store temporal data. The result from this project is a time 
series (TS) architecture that uses DeeDS, a distributed real-time database, for storage. 
The TS architecture is used by an application modelled from a UAV scenario for 
storing temporal data. The temporal data is produced by a simulator. The TS 
architecture solves the problem of storing temporal data for applications using 
DeeDS. The TS architecture is also useful as a foundation for integrating time series 
in DeeDS since it is designed for space efficiency and real-time requirements. 
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1 Introduction 
In some distributed real-time systems (DRTSs)  it is important to have access to all 
data when making a decision, meaning that not only every attribute in every tuple is 
accessible but also that previous values of the attributes are available; a history of the 
system. In order to provide the ability to store temporal data in a distributed real-time 
environment the concepts of distributed real-time databases and temporal databases 
need to be combined. 

 A DRTS is a system where issues regarding real-time systems and distributed 
systems are combined. This means that a DRTS must be predictable and efficient 
enough to provide the ability of meeting deadlines. A DRTS must also have functions 
for data consistency, since the system is distributed. Hence, a distributed real-time 
database needs to have these features as well if it should be of any use for the system. 
If the database cannot meet deadlines, neither will the system in whole. A temporal 
database is designed for the ability to store historic data. In a temporal database the 
notion of time is used to save a timestamp together with the data to when the data was 
valid in the modelled world. In a real-time system time is used to know when a certain 
task needs to be finished.  

 An example of where a temporal distributed real-time database would be 
advantageous is an Unmanned Aerial Vehicle (UAV) system. The UAVs are sent out 
on missions, for instance to record data or pursue a vehicle on the ground. The UAVs 
has the ability to make their own decisions but can also be controlled by a pilot on the 
ground. When the UAVs are on a mission they work in a group of three and for the 
ability to make the correct decision in every situation all UAVs need access to all 
necessary information such as where the other UAVs are located, what they have 
discovered on the ground etc. Once the mission is over, the recorded video is 
analyzed. In order to make the most of the information the analyst might be helped of 
knowing on what altitude or at what speed the video was recorded. If the video 
sequence is to be mapped to a geographical map it is important to know at what 
position the video was recorded. Thus, all information stored needs to be available, 
not just the most recent values which make the use of a temporal database 
advantageous. Since the UAVs are working in the real world decisions must be made 
within certain deadlines to avoid accidents, hence it is a real-time system. For the 
ability of the UAVs to communicate with each other and cooperate to reach the goal 
of the mission, a distributed database would be of advantage. If one UAV stores 
something that is important to everyone the data is written to the database and updated 
on every node which thereby makes the data available for all UAVs.  

 The example described above shows the importance of the ability to store temporal 
data in a distributed real-time database and this project aims to describe a time series 
architecture that uses an existing DRTDB for storage for the ability to store temporal 
data in a DRTDB. 

 This dissertation is sectioned as follows. Chapter 2 provides a background on 
important concepts and terms such as the differences between distributed-, real-time 
and temporal database and an overview of an existing prototype of a DRTDB, 
DeeDS. In chapter 3 an example scenario is given to show more in detail the 
importance of the ability to save temporal data in a DRTDB. Chapter 4 provides the 
problem definition, the aims and objectives of this project. In section 5 the 
architecture is described. Different approaches are contrasted and decisions about the 
architecture is made and at the end a summary is available over the decisions made. 
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The implementation of the architecture is described in chapter 6. The time series 
architecture and the application architecture are described. Methods for marshalling 
and unmarshalling time series for the ability store and restore the data in the database 
is also outlined in this chapter. Chapter 7 describes the simulation used in this project. 
An analysis of the project is provided in chapter 8 which follows by chapter 9 that 
gives the conclusions of this project. 
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2 Background 
This chapter provides the background for the project by explaining and defining 
important concepts such as real-time systems and different kind of databases systems. 

 

2.1 Real-time systems 
A real-time system is a system that monitors and controls something in the real world. 
An example is a heating device of some kind monitoring the temperature and 
adjusting a valve in order to keep the temperature constant. Such a system is 
illustrated in figure 1. Real-time systems exist everywhere around us in our daily life 
such as in microwave ovens, washing machines, in cars, in airplanes etc. Every one of 
these systems are small and embedded in something looking anything but what we 
normally would call a computer and therefore real-time systems are also referred to as 
embedded systems (Burns & Wellings, 1997).  

 

 
Figure 1: Control system for heat and pressure in a tank (Based on Burns & Wellings (1997, p 4)). 

 Although real-time systems may look very different and have different purposes 
there is one thing that they all have in common: the notion of response time, that is the 
time it takes for the system to produce some output as a response to some input 
(Burns & Wellings, 1997). Another way to put it is that in a real-time system it is 
important not only that a correct result is produced but also that it is produced within 
some deadline. Burns & Wellings (1997) point out three classes of deadlines that can 
exist in a real-time system: soft, firm and hard deadlines. Soft deadlines are deadlines 
associated with systems where there would be no catastrophe if the deadline is 
missed. With a soft deadline it is important to meet the deadline but if it is missed the 
system will still function properly. An example would be a letter sorting machine. If 
the system fails one or a few letters may be sent to the wrong place, however, they 
will probably end up at the right place some time. A firm deadline is a deadline that 
when it is missed the result produced is of no value for the system. An example for a 
firm system would be a system selling tickets. If the purchase can not be done within 
the time of the departure, there is no meaning in selling the ticket at all. Hard 
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deadlines on the other hand, are deadlines that if they are missed there could be a 
catastrophe and human lives could be at risk. An example of a hard real-time system 
is a cooling system at a nuclear power plant. If such a system fails there could be a 
core meltdown resulting in the loss of a huge number of human lives. 

 For a real-time system to keep deadlines it is important that the system is 
predictable and efficient enough. According to Burns & Wellings (1997) 
predictability means that each task has to have a defined requirement of resources in 
order to be foreseeable. In other words there must be an upper bound of resource 
requirements, e.g. time, for a real-time system to be predictable. A real-time system 
that is efficient enough is a system where each tasks worst-case resource usage is 
lower than the available resources, i.e. the worst-case execution time is lower than the 
time to the deadline (Burns & Wellings, 1997). 

 

2.2 Database systems 
A database is an organized collection of related data and a database management 
system (DBMS) is a collection of programs that enables users to create and maintain a 
database (Elmasri & Navathe, 2000). 

 A transaction is a logical unit of database processing that includes one or more 
database operations, such as insert, delete, modification or retrieval. According to 
Elmasri and Navathe (2000) a transaction should have four properties: 

• Atomicity – a transaction is performed completely or not performed at all. 

• Consistency – a transaction takes the database from one consistent state to 
another. 

• Isolation – a transaction should not be interfered by any other transaction 
executing concurrently. 

• Durability – any committed changes made by transaction must persist in the 
database. 

 

2.2.1 Real-time databases 

Real-time databases (RTDBs) do not have the same requirements as conventional 
databases. RTDBs are databases used in real-time system; hence, real-time databases 
need to be predictable and efficient enough in order for the whole system to be 
predictable and sufficiently efficient. The ACID-properties described in section 2.2 
are great when dealing with conventional databases where it is important to have good 
throughput and good average response time. However, enforcing the ACID properties 
sometimes come at an unacceptably high cost of timeliness and predictability. Kao & 
Garcia-Molina (1995) claim that protocols for enforcing ACID properties, such as 
recovery- and concurrency protocols, often diminish the real-time performance 
through blocking transaction abortion and deadlock which is unacceptable in a real-
time database. 

 The primary goal of RTDBs is to produce a result before its deadline expires 
(Ramamritham, 1993). In order for the system to deliver on the deadline the 
transaction execution must be predictable, i.e. the worst-case execution time is known 
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and bounded. Ramamritham (1993) points out four sources of unpredictability that 
need to be considered when designing a real-time database system.  

• Dependency of data values – The execution of a transaction may depend on 
the data retrieved from the database and therefore it may not be possible to 
predict the worst-case execution time. 

• Data and resource conflicts – In conventional databases the ACID properties 
ensures that there will be no conflict of transactions accessing the same value. 
However, if one transaction is using the value another transaction also needs 
to access the second transaction will be blocked for an unknown time thereby 
jeopardizing the predictability of the system. 

• Dynamic paging and I/O – Conventional databases are stored on secondary 
storage like a hard drive and are divided into pages. Dividing the database into 
pages has the advantage that there is no need to retrieve the whole database 
into main memory but just the part needed for the moment. This is good when 
there is not much memory available and there is no requirement for timeliness. 
However, the drawback with paging is that once a page is not in the main 
memory it has to be retrieved from the disk and that is magnitudes slower than 
reading it directly from main memory (Eriksson, 1997). If the wrong page is 
retrieved there will be significant overhead and the predictability is thereby 
jeopardized. 

• Transaction abort and rollback - To keep consistency in conventional 
databases protocols for atomicity and isolation are used. Since atomicity 
means that a transaction either is performed completely or not at all there is a 
need for abortion and rollbacks of transactions. The problem is that if a 
transaction is rolled back and restarted several times the worst-case execution 
time is increased in an unpredictable way and as long as the restarted 
transaction holds its resources all other transactions are blocked.  

 Real-time databases often work in a dynamic environment where data values 
change frequently (Eriksson, 1997). This implies that much of the data get “out-of-
date” and is no longer valid for the system after some time. Ramamritham (1993) 
calls this a temporal consistency requirement and it is divided into two parts: absolute 
validity and relative validity.  Absolute validity means that data is only valid between 
absolute points in time. Consider a tracking application of some kind where the 
position of a vehicle is calculated by using the speed and direction of the vehicle. The 
last calculated position may be valid for a couple of second then the vehicle has 
moved so much that the position is no longer valid. Relative validity means that 
different data items used to derive new data need to be temporally consistent with 
each other. Consider the example of the heat- and pressure control system described 
in section 2.1. For the system to make the correct adjustments of the valve the 
measurement of the temperature must be done within a certain time interval, e.g. five 
seconds. If not, the temperature may have changed too much between the 
measurement and the adjustment of the valve and then the adjustment might be 
incorrect due to the actual temperature. 

 One of the sources of unpredictability is dynamic paging and I/O and to overcome 
this problem there is research going on to put the whole or parts of the database into 
the main memory (Ramamritham, 1993). This kind of database is called main-
memory resident database. By keeping the database in main memory delays and 
overhead associated with disk I/O are reduced, however, other problems arise. Main 
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memory is often volatile, meaning that if the power is turned off all data is lost, and 
therefore some kind of stable storage is needed (Eriksson, 1997). Recovery techniques 
that can restore the data after a system crash is also needed. This can be done, for 
example using logging. Discussion about logging theory is out of scope of this 
dissertation and the curious reader is referred to Rammaritham (1993) or Eriksson 
(1997).  

  

2.2.2 Temporal databases 

In many applications there is a need to store all data produced by the system.  A 
typical example is a stockholding application. Many companies depend on each other 
in such a way that if the stock of one goes up another goes down, or if one goes up so 
does the other one. In order to foresee these situations it may be beneficial to have 
historic data on the companies you are interested in and based on all facts make a 
decision whether to sell or buy.  

 In non-temporal databases old values are overwritten by new ones but since this 
does not provide us with the whole context of the data this is called a snapshot 
(Tansel, Clifford, Gadia, Jajodia, Segev & Snodgrass, 1993). A snapshot can be seen 
as a two-dimensional view of the world since it only provides the most recent values 
and therefore only shows the world as it looks just now. Time brings a third 
dimension to this view and can be illustrated as a time cube (Tansel et al., 1993). The 
time cube is illustrated in figure 2 that shows how a temporal database over mission 
for a UAV (Unmanned Aerial Vehicle) could look like. The depth of the cube 
represents time and figure 2 shows how the values for altitude (meters) and speed 
(km/h) have changed over time. Since no values are overwritten in a temporal 
database the database will grow continuously. 

 

 
Figure 2: Cube-model over temporal relations (Based on Tansel et al., (1993, p 2)) 
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  A temporal data object has a timestamp associated with it. A data value put in the 
database is time stamped when it was recorded in reality and/or when it was stored in 
the database. In the glossary written by Jensen, Clifford, Gadia, Segev and Snodgrass 
(1994) this is defined as a lifespan but is in this report referred to as a timestamp. 
Temporal objects change over time and in a temporal database these changes are 
totally ordered and can therefore be defined as a time sequence (Segev & Shoshani, 
1993) or as a time series (Elmasri & Lee, 1998) which is used in this report. An 
example is a film recorded by a UAV stored together with data about altitude, speed 
and weather conditions. A time series is then all objects stored during one flight. 

 Both real-time and temporal databases have a notion of time but there is a 
difference between them. A real-time database has the goal to achieve its tasks within 
a certain deadline thereby it needs the time to know where the deadline is located on 
the timeline. A temporal database on the other hand uses time together with the 
information stored in the database and thereby creates a historical database. There are 
two dimensions of time in temporal database models, namely, valid time and 
transaction time (Özsoyoglu & Snodgrass, 1995). Valid time is the time when a fact 
was, is or will be true in reality, that is, when something actually occurred, occurs or 
will occur in the real world. Transaction time, on the other hand, is concerned with the 
time when a fact is put into the database. These two time dimensions are not 
homogenous (Özsoyoglu & Snodgrass, 1995); there is nothing that says that the time 
when a fact is stored in the database is the same time as it occurred in reality. A third 
kind of time is also included by Özsoyoglu & Snodgrass (1995) called user-defined 
time. The user-defined time is only known to the user and is not interpreted in the 
database management system (DBMS) unlike valid time and transaction time that are 
supported by the DBMS. 

 Chakravarty & Kim (1994) introduce yet another dimension of time, event time. 
The event time is defined as the time when a change of state of the database occurred. 
The event time is introduced to capture all historic data, even the data that is 
concerned with changes of state of the database. Chakravarty & Kim (1994) claim 
that with only transaction time and valid time there is a risk that the preservation of 
the database may not be guaranteed just by not deleting anything. The reason is that 
two types of operations, retroactive update and error correction, generate multiple 
pasts and without the notion of event time some past states may be lost and the 
preservation would be incomplete. For example, if the speedometer of a UAV is 
incorrect during, for instance, the first ten minutes of a flight but is then discovered 
and corrected. The drift of the speedometer is found and used to correct the previous 
stored data about the speed. This means that after the error correction there is no 
knowledge about the incorrect speed that was stored during the first ten minutes 
unless an event time is saved. If there where incorrect decisions made during the first 
ten minutes and there is no event time saved then the analysis of the incorrect 
decisions will be incorrect since information about the incorrect speed is missing. 

2.2.3 Distributed databases 

A distributed database is a database that resides on several nodes in a network and is 
defined by Elmasri & Navathe (2000, p 766) as “… a collection of multiple logically 
interrelated databases distributed over a computer network”. This means that the data 
is not physically located at just one site, as with a centralized database, but at several 
sites. The data can be segmented and/or replicated. 
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 Replication of data is when parts of or the whole database is copied on several 
nodes. The main purpose of using replication is improved availability and improved 
performance (Elmasri & Navathe, 2000). Availability is improved since the data 
consists at several sites and if one site should crash there will still be one or more 
other sites containing the same data. The performance is improved since the data can 
be located at the sites where it is most useful. There are two types of replication: full 
replication and partial replication (Elmasri & Navathe, 2000; Öszu & Valduriez., 
1999). Full replication means that the whole database is located at all sites while 
partial replication means that only parts of the database is located on more than one 
site and no site contains all parts. If there is no replication at all the database is called 
to be portioned or non-replicated (Elmasri & Navathe, 2000). This means that each 
part of the database only exist on one site. 

 Segmentation, called fragmentation by Elmasri and Navathe (2000), concerns how 
to divide relations rather than the whole database. Özsu and Valduriez (1999) points 
out two ways of how to fragment the data: horizontal and vertical. Horizontal 
segmentation is used to divide the tuples of a relation. For example, if there is a 
relation over the data recorded by a UAV during a mission with 50 different time 
series only the first 25 is needed at one node, while the other need to be located on 
some other node. Vertical segmentation, on the other hand deals with how to divide 
attributes in a relation. Consider the example with the UAV flight mission once again. 
Attributes for altitude, speed, wind conditions and fuel are needed at the node where 
the pilot is resided while attributes for found objects and location are needed at the 
node where decisions about where to fly next is taken. 

Having the database distributed over a network has according to Özsu & Valduriez 
(1999) four major advantages. 

• Transparent management.  A DBMS that is transparent hides all details 
from its user. Elmasri and Navathe (2000) talk about three types of 
transparency. First, network transparency is concerned with hiding details 
about the network, or perhaps the very existence of the network, from the user. 
A user should not need to know where data is located in order to access it, i.e. 
the user should not have to specify the location of the data. Second, 
replication transparency is concerned with hiding details about replicas of the 
database. A user should not have knowledge of whether there exist copies of 
the database in the network or not. The third type, fragmentation transparency 
means that a user should not need to know whether the database is divided into 
segments located on different nodes or not. As described earlier this has the 
advantage of improved performance, availability and reliability but there may 
be times when queries need to be made over segments located on different 
nodes and such queries should the user not be aware of.  

• Increased availability and reliability. Availability is commonly defined as 
the probability that a system functions at a certain point in time. An example 
of availability is a phone-switching system. Whenever you pick up the phone 
you get a tone; that is availability. Reliability on the other hand is commonly 
defined as the probability of a system continuously functioning over an 
interval of time. An example is a car; once the car is started it functions perfect 
until it is turned off. By using replication the database is copied over the 
network which thereby improves the reliability since if one replica crashes 
there are still other replicas alive. Availability is also improved since if a 
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replica used by a user stops functioning there are other replicas that can be 
used instead. 

• Improved performance. Since the data can be replicated and/or segmented 
the data can be located at the nodes where it is needed the most. This reduces 
the network communication and local queries gives better performance since 
the database kept at the local site is smaller than then the whole database. 

• Easier system expansion. In a distributed environment expanding the system 
is easier than in a centralized system since a new node can be added 
somewhere in the system and it can get necessary data from any other existing 
node. The idea of a distributed system is not to rely on any central node 
controlling the others and therefore mechanisms for distributed control must 
exist thereby making addition of more processors or increasing database size 
much easier than in a centralized system. 

 There are not only advantages with distributed databases. The database design 
becomes more complex since there are decisions of how to replicate, how to segment 
and where to locate the data. If the database is non-replicated there are no problems 
with distributed concurrency since one segment of the data is only located at one site 
although this make querying more difficult. However, with a replicated database there 
exist copies of the data and for the nodes in the network to make decisions based on 
the same assumptions the replicas need to be mutually consistent, that is all replicas 
contain the same values (Özsu & Valduriez, 1999). Commonly there are two types of 
techniques for dealing with this problem: optimistic and pessimistic concurrency 
control. With optimistic concurrency control synchronization of transactions is 
delayed until their termination. This means that there can be data conflicts that need to 
be detected and solved. Pessimistic concurrency control has no problems with data 
conflicts because the synchronization of transactions is done early in the transaction 
execution cycle. 

  

2.3 Distributed temporal real-time databases 

There are different problems associated with the three types of databases described in 
section 2.2. In order to integrate distributed, real-time and temporal databases the 
problems for each database type can not be solved independently since solutions of a 
problem in one type may interfere with solutions of other types or even introduce new 
problems in the combination. 

 When real-time databases are combined with distributed databases there is a need 
to consider mutual consistency among the replicas and the ability for transactions to 
execute in a predictable and timely way. The problem that occurs when having 
immediate consistency is that all replicas are locked until the updates are performed 
thereby jeopardizing the ability of meeting deadlines. If the ability of meeting the 
deadlines is more important, consistency can be relaxed, for instance by allowing 
local commits and eventually consistency as-soon-as-possible (ASAP). DeeDS 
(Andler, Hansson, Eriksson, Mellin, Berndtsson, & Eftring, 1996)  is a distributed 
active real-time database system that is an example of what issues needs to be 
concerned and what compromises that need to be done for a distributed real-time 
database. DeeDS is described more detailed in section 2.3.1.   

 The combination of temporal databases and real-time databases also has contra-
dictionary requirements. As described in section 2.2.2 temporal databases are 
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designed to capture information that varies over time and maintain a history over the 
objects in the database whereas real-time databases are designed to meet requirements 
of timeliness and predictability. According to Ramamritham (1993b) the biggest 
difference between real-time and temporal databases is that transactions in real-time 
databases are associated with time constraints to ensure temporal validity while 
transactions of temporal databases have no such constraints. However, since extensive 
research has been performed on queries and transaction processing in real-time 
databases these techniques could be used in systems where temporal databases are 
used (Ramamritham, 1993b). 

 When combining all three database types, distributed, real-time and temporal, the 
problems described above will be brought together and need to be solved. In a 
distributed temporal real-time database there are requirements of bounded transaction 
processing time and resource usage in order to meet real-time demands. There are also 
requirements on consistency since the data is distributed and perhaps replicated. The 
temporal aspect introduces requirements of storing temporal data as well as querying 
temporal data.  

 

2.3.1 DeeDS 

DeeDS is a Distributed Active Real-time Database System developed to support hard 
real-time requirements in a complex distributed environment (Andler, Hansson, 
Mellin, Eriksson & Eftring, 1998). An example of such an environment is the 
integrated control system within an airplane. For the aircraft to fly properly various 
subsystems controlling various parts of the plane, such as fuel injection and wing 
control, need to access local data in a hard real-time fashion. However, accessing data 
from other parts, such as control of landing gear when flying, is done in a less time 
critical fashion.  

 For a distributed real-time database to ensure hard real-time requirements it must 
be predictable and efficient. In DeeDS predictability and efficiency are ensured by 
three design decisions eliminating unpredictable delays (Andler et al., 1998). First, the 
database is main-memory resident which eliminates delays associated with disk 
accesses. Second, the database is fully replicated. As described in section 2.2.3 this 
means that each node has its own copy of the entire database with the advantage that 
delays associated with network communication are eliminated. Third, transactions are 
allowed to commit locally and changes are propagated to the other replicas ASAP. By 
allowing local commits delays due to distributed commit processing are eliminated. 

 The DeeDS architecture is built on a number of well-defined modules and the 
functions of the architecture are split into application-related modules and critical 
system services (Andler et al., 1996). Application-related modules are the rule-
manager, the object store (OBST) (Casasis, Ranft, Schiefer, Theobald, & Zimmer, 
1992) and the storage manager tdbm (Brachman & Neufeld, 1992) while the critical 
system services consists of the scheduler and the event monitor. An overview of the 
DeeDS architecture is illustrated in figure 3 and a brief description of the modules is 
given below.  

 OBST and tdbm are responsible for storing data in the database. OBST is an 
object-oriented database system and the original store manager in OBST is replaced 
by the tdbm storage manager to obtain advantages of nested transactions and 
improved handling of data structures by hashing. 
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 DeeDS is designed to operate in environments with temporal constraints and to 
meet such requirements the ECA-rule paradigm, on Event- if Condition- do Action 
(Dayal et al, 1988), is used to add reactive behaviour to the database. The Rule 
Manager is responsible for storing rules, retrieving rules when an event occurs, 
evaluating the condition associated with the rule and submitting the actions to the 
scheduler. 

 The Event Monitor is responsible for detecting events in a predictable and efficient 
way. When an event of a specified type occurs the event monitor notifies the 
subscribers within a known and bounded time. The motivation for monitoring the 
environment is that the event monitor can be used as a filter, systematically handling 
events and thereby reducing the load of the system. 

 Scheduling is done at run-time in DeeDS and the Scheduler is responsible for 
scheduling transactions using knowledge about the periodicity of appearance in the 
system and the criticality of timing constraints characterizing the transactions. In the 
occurrence of a transient overload, i.e. the execution time requirements of a set of 
transactions exceed the available processing time, there are two resolution strategies 
used in DeeDS. First, transactions with firm and soft deadlines are dropped in a 
controlled manner without jeopardizing the timeliness of critical transactions. Second, 
DeeDS uses contingency actions for replacing critical transactions. Contingency 
actions have significantly less computational requirements but the invocation of 
contingency actions imposes a penalty for the overall transaction. 

 DeeDS Operating system Interface (DOI) is a wrapper providing an operating 
system independent programming interface for DeeDS. DOI provides platform 
independent mechanisms such as memory management, semaphores, a schedulable 
entity called a doi_Process and message passing (Brohede, 2001). The benefit of DOI 
is that any changes performed for a new platform is done in DOI and the changes 
done in DeeDS are kept to a minimum. 
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Figure 3: Overview of the DeeDS architecture (Andler et al. (1998, p 4)) 

 

2.4 Time model 

A time model is used for defining how the time is used to put a timestamp on data 
items. This means that a time model is the theoretical plan that is the foundation for 
how to implement temporal data storage. Designing a time model requires decisions 
to be made about what time-stamping to use, which time-dimensions that represents 
the real world and what time objects used to model the different objects of the world.  

2.4.1 Time-stamping  

As described in section 2.2.2, all information stored in a temporal database is 
associated with a time-stamp describing when something happened. Zhang (1997) 
talks about two ways of associating time with data elements: attribute time-stamping 
and tuple time-stamping.  

 With attribute time-stamping a time-stamp is associated with each attribute value 
indicating when the value was, is or will be valid. In general, relations with attribute 
time-stamping are non-first normal form. The first normal form states that sets of 
values or tuples of values are not allowed as attributes for a single tuple. An attribute 
must include only atomic values and the value of an attribute must be a single value 
from the domain of the attribute (Elmasri & Navathe, 2000). Non-first normal form 
(NFNF), or nested relational model as it is called by Elmasri & Navathe (2000), 
removes the restriction of only atomic values for an attribute and allows composite 
and multivalued attributes. Although NFNF, with its hierarchical structure, is useful 
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for representing naturally hierarchical structures, such as historic data, the nested 
relational model becomes complex. 

 With tuple time-stamping a time-stamp is associated with each tuple meaning that 
when a value of any attribute changes a whole new tuple is inserted.  

 The advantage of using attribute time-stamping is that when a new value is added 
there is no need to insert a whole new tuple since just a new value of that particular 
attribute is added. This makes attribute time-stamping a space efficient approach in 
contrast to tuple-time stamping where a new tuple is inserted each time any attribute 
changes. Because a new tuple is inserted every time, there is a risk for unwanted 
redundancy since in the worst case there is only one attribute that has changed since 
the last inserted tuple while all other attributes are exactly the same. 

 Although not as space efficient as attribute time-stamping, tuple time-stamping has 
another advantage; less complexity. Tuple time-stamping allows for the relation to be 
in first normal form and as described in the beginning of this section this gives the 
advantage of a less complex model than for attribute time-stamping. 

 

 
Figure 4: Effects of attribute time-stamping (a) and tuple time-stamping (b)respectively 
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2.4.2 Time dimensions 

Both real-time and temporal databases have a notion of time but there is a difference 
between them. A real-time database has the goal to achieve its tasks within a certain 
deadline thereby it needs the time to know where the deadline is located on the 
timeline. A temporal database on the other hand uses time together with the 
information stored in the database and thereby creates a historical database. There are 
two dimensions of time in temporal database models, namely, valid time and 
transaction time (Özsoyoglu & Snodgrass, 1995). Valid time is the time when a fact 
was, is or will be true in reality, that is, when something actually occurred, occurs or 
will occur in the real world. Transaction time, on the other hand, is concerned with the 
time when a fact is put into the database. These two time dimensions are not 
homogenous (Özsoyoglu & Snodgrass, 1995); there is nothing that says that the time 
when a fact is stored in the database is the same time as it occurred in reality. A third 
kind of time is also included by Özsoyoglu & Snodgrass (1995) called user-defined 
time. The user-defined time is only known to the user and is not interpreted in the 
database management system (DBMS) unlike valid time and transaction time that are 
supported by the DBMS. 

 Chakravarty & Kim (1994) introduce yet another dimension of time, event time. 
The event time is defined as the time when a change of state of the database occurred. 
The event time is introduced to capture all historic data, even the data that is 
concerned with changes of state of the database. Chakravarty & Kim (1994) claim 
that with only transaction time and valid time there is a risk that the preservation of 
the database may not be guaranteed just by not deleting anything. The reason is that 
two types of operations, retroactive update and error correction, generate multiple 
pasts and without the notion of event time some past states may be lost and the 
preservation would be incomplete. For example, if the speedometer of a UAV is 
incorrect during, for instance, the first ten minutes of a flight but is then discovered 
and corrected. The drift of the speedometer is found and used to correct the previous 
stored data about the speed. This means that after the error correction there is no 
knowledge about the incorrect speed that was stored during the first ten minutes 
unless an event time is saved. If there where incorrect decisions made during the first 
ten minutes and there is no event time saved then the analysis of the incorrect 
decisions will be incorrect since information about the incorrect speed is missing. 

2.4.3 Time objects 

Different objects change at different frequencies. For example, the altitude of a UAV 
may change five times during a flight while the position constantly changes. Elmasri 
& Lee (1998) describe three classes of objects, time-invariant, time-varying and time-
series. Time-invariant objects are objects that never change, such as UAV id number. 
Time-varying objects have the characteristic of changing arbitrarily, such as the 
altitude or speed of the UAV that could change at any time. The third class, time-
series objects, contains objects that change their values according to a particular 
pattern of time, called a calendar. A typical example of time-series objects is the video 
stream recorded by the UAV that always changes 25 times per second. 

 A calendar is defined by Elmasri & Lee (1998) as a time pattern by which data 
values are recorded. A calendar is represented as a tuple consisting of the elements 
granularity, pattern, period, start time and end time. Granularity is the default time 
unit used in the calendar. Pattern is a subsequence of time units expressed as a 
temporal element. Period is the length of a time interval at which a pattern occurs. 
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Start time is the time unit from which a calendar starts and end time is the time unit at 
which a calendar ends. Figure 5 shows how a calendar modelling hours could look 
like. 

 
Figure 5: Hours modelled as a calendar (Elmasri & Lee (1998, p 128)). 

 

2.5 Unmanned Aerial Vehicle (UAV) 
This section introduces the project UGGLAN that is the UAV system used by the 
Swedish military and the WITAS project using autonomous UAVs used in, for 
example, traffic surveillance. 

2.5.1 UGGLAN 

The military unit K3 in Karlsborg is responsible for setting up a unit of Unmanned 
Aerial Vehicles (UAVs) for use in combat situations as well as international rescue 
operations. One system of UAVs consists of three UAVs, one ground station, one 
rescue vehicle, one launch vehicle and a few other vehicles for ground support. The 
UAV is controlled by one pilot stationed in the ground control. Together with the 
pilot two more persons are stationed in the ground control. One of these two persons 
is responsible for analyzing the data retrieved from the sensor, and the other one is 
responsible for making decisions about course changes etc based on the data being 
analyzed. A sensor could be either an infrared (IR) camera, a regular camera or a 
radar. 

 The use of UAVs is cost effective since developing a UAV is much less expensive 
than an ordinary aircraft thereby making it possible to send up a lot of UAVs in the air 
for the same cost as one single JAS 39 Gripen for instance. Another advantage of 
using UAVs is that the lives of the pilot and navigator are never at risk, since they are 
situated in the ground control several kilometres away from the scene of the 
operation. 

 The pilot determines the route for the UAV in advance and the UAV can then fly 
on autopilot according to the determined route or the pilot can take control over the 
UAV and fly it manually. The pilot always has access to all information needed to fly 
the aircraft such as current speed, altitude, wind etc. All raw data produced by the 
sensor is downloaded to the ground station where it is analyzed by one of the team 
members. There is no intra-connection between the three UAVs in one unit; all 
commands go via the ground control. 

< granularity: Minute, 
 pattern: {[1,60]}, 
 period: 60, 
 start time: -∞,  
 end time: ∞ > 
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Figure 6: UAV system UGGLAN contains three UAVs, one ground control, one launch vehicle and 
one rescue vehicle. 

2.5.2 WITAS 

The goal of the WITAS project is to develop a fully autonomous UAV operating over 
road and traffic networks (Doherty, Granlund, Kuchcinski, Sandewall, Nordberg, 
Skarman, & Wiklund, 2000). The idea of the WITAS project is that the UAV should 
be able to navigate autonomously, making its own decisions about how to achieve the 
mission goals given to it. A typical mission for a WITAS UAV is described by 
Doherty et al (2000) as finding, identifying, tracking and trying to discern patterns 
associated with a vehicle. If the mission is to monitor a road path the UAV needs to 
be able to identify patterns of behaviour, like for instance a U-turn. It needs 
information about the terrain and the road of the place it has been assigned to and it 
also needs the ability to distinguish new patterns associated with a vehicle in order to 
be able to track it down later.  

 Consider a scenario where a UAV is assigned the mission of monitoring a path on 
a highway where no U-turns are allowed. If a vehicle does a U-turn the UAV should 
know that this is not allowed and therefore it should start pursuing the vehicle and 
collect information about speed, size, shape and other characteristics of the vehicle. 
Another kind of mission could be to find a certain vehicle in a designated area and 
follow it. In any case the scenario is complex and as Doherty et al (2000) describes it 
the scenario involves robust navigation, high-level decision making, generation of 
plans, temporal reasoning and use of geographic information for the mission to be 
successful. 
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2.5.3 WITAS vs. UGGLAN 

As described in section 2.4.2 the WITAS project is based on autonomous UAVs 
meaning that they make their own decisions in order to carry out the mission they are 
assigned to. In the UGGLAN project, on the other hand, the UAVs are controlled 
manually by the pilot, who is situated on a control station somewhere on the ground. 

 One of the advantages with the WITAS project is that since the UAVs make their 
own decisions there is no need for continuously streaming data from the UAVs to a 
control centre. Instead the UAVs can filter out information only needed for the UAV 
to carry out the mission and only provide ground control with information necessary 
for decisions made by the human crew. The autonomous characteristic demands 
artificial intelligence (AI) for the UAV to be able to make the correct decisions about 
things like altitude and speed as well as for identifying object on the ground (Doherty 
et al., 2000). 

 The UGGLAN project on the other hand, since it is totally manually controlled, 
needs a continuous data stream for the pilot to know what manoeuvres to take in order 
to fly the aircraft. In addition there must be at least one person analyzing the data 
recorded from the UAV to find out where to fly in order to locate and identify objects 
on the ground since there are no such capabilities in the UGGLAN project. Since 
there are no autonomous functions in the UAV there is less development of the 
software in the UAV than for the WITAS project. On the other hand, UGGLAN 
demands dependable and available connection between ground control and UAV as 
well as high data transfer for the team on the ground to being able to make decisions 
in the right time. It is useless for the pilot to get the image of something on collision 
course of the UAV if it is too late to avoid it. The UGGLAN project also needs 
trained personnel for analyzing the data and flying the UAV. 

 In the scenario described in next chapter the UAV is a combination of the UAVs 
from WITAS and UGGLAN. The UAV in the scenario is capable of making its own 
decisions when set to autopilot but it is also possible for the pilot to take control of the 
aircraft at any time. The UAV can identify objects on the ground which reduces the 
need for analyzing the data for identification. In the scenario the UAVs have 
interconnections in order to have necessary information for making the correct 
decisions.  



3 Example scerario 

18 

3 Example scenario 
The example scenario described in this chapter illustrates the importance of having a 
database with temporal, real-time and distributed requirements and is used as a 
motivation for the problem description in this project. The scenario is verified by a 
domain expert as a realistic scenario. 

 In order to coordinate all units used in an operation the necessary information 
should be available in time for the decision making, that is, the right information 
should be available at the right place at the right time. This means that not all units 
need information about everything, only the information necessary for making a 
correct decision. Not even the highest commander wants all available information, 
more likely he/she want the overall picture without details in order to coordinate the 
units in the most effective way.  

3.1 The scenario  
Imagine a scenario where a unit of UAVs are ordered to perform a search over an area 
somewhere. The orders are to search for enemy vehicles on the ground, point out the 
location of the enemy vehicles and identify the type of the vehicles located. The 
UAVs are semi-autonomous, meaning that a pilot flies the UAV from a ground station 
but when set to autopilot the UAV is able to make own decisions about route, altitude 
and speed. One unit of UAVs consists of three UAVs, ground control and vehicles 
necessary for launch and rescue. The UAVs are small and therefore a single UAV can 
not carry all equipment necessary for the assignment. In this scenario all three UAVs 
have a camera for the pilot but two UAVs are equipped with both one regular camera 
and one infrared (IR) camera while the third UAV is equipped with radar. The area 
that the UAV unit is ordered to monitor consists of 25 grids and is illustrated in figure 
7.  

 The UAVs are each assigned one part of the map to monitor. All of the UAVs are 
assigned to the rows A-E but one of the UAVs carrying cameras, UCamera1, is assigned 
columns 1 – 2. UCamera2, the other UAV carrying cameras is assigned columns 4 – 5 
and the UAV carrying radar, URadar, is assigned column 3. The UAVs are set to 
autopilot according to a certain route but they are allowed to make their own decisions 
if necessary and as long as they are within their part of the map, the UAVs can take 
any detour from the route.  
 Two enemy vehicles are moving along road 76 and are detected by UCamera2 as they 
come in sight when they enter grid E5. UCamera2 makes a decision that these are hostile 
objects and starts to follow them to record characteristics about the vehicles and 
perhaps identify them. However, since road 76 is entering the assigned area of URadar 
at grid C3 and UCamera2 is not allowed to move into that area when set to autopilot 
URadar needs to keep track of the objects until they move into UCamera1’s territory, 
where they again can be recorded on film. As soon as the objects on the ground 
moves out of UCamera2’s area it goes back to the original route since other vehicles may 
be approaching. As long as the weather is clear the cameras are the best way of 
identifying target objects. However, as the vehicles move towards UCamera1’s territory 
clouds are moving in thereby reducing the function of the camera. Since there has not 
yet been a successful identification of the enemy vehicles UCamera1 makes the decision 
to allow URadar to pursue the objects even in the area assigned to UCamera1. Even if the 
radar might not be the best instrument to find out details about the objects it can still 
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provide a picture of the object concerning size, shape and speed but most important it 
can pursue the objects even when the weather does not allow the cameras to do so.  
 Somehow the two enemy objects managed to escape before they could be captured 
and since the weather never cleared up, which would have made it possible to identify 
them, the data recorded from UCamera2 needs to be analyzed further in order to identify 
the objects. The analyst in the ground team clicks on grid D4 and gets the pictures 
taken during the flight over that particular grid along with flight specific data such as 
altitude, speed, position etc.  

   

 

 
Figure 7: Map over scenario area 

 

3.2 Requirements 

This section outlines requirements for a system that should be able to handle the 
scenario in section 3.1 and explains why a DRTDB with temporal capabilities, e.g. 
time series, would be beneficial for such a system. 
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 It would be beneficial for the UAVs to share data among them as well as share data 
with the ground control and thereby making it possible for the UAVs to take actions 
without the pilot’s authorization in order to be at the right place at the right time. As 
an example, when one of the UAVs carrying the camera recognizes that the weather 
makes it difficult to use the camera it informs the radar UAV that it should pursue the 
object on the ground. If data is shared among the UAVs they will both know where 
the other is located making it possible to avoid a collision when they are entering the 
same airspace. It would also be beneficial for the UAVs to share data about what they 
have found out about the object, such as last known position, speed and direction of 
the object, since the radar UAV could then use that information to get to the object as 
fast as possible.  

 Sharing data could be done in a number of ways; for instance via a peer-to-peer 
network or a distributed database. Peer-to-peer would be beneficial in a scenario 
where there are few participants that need to share data. With peer-to-peer there are 
no delays associated with transactions and querying a database. However, there is a 
need for all members to keep track of all other members in order to know where data 
is located. With a distributed database there is no need for the other participants to 
know everything about all other participants. Instead they all write and read to the 
database without having to know who wrote it the last time or who will read it. Hence, 
a distributed database is beneficial for large networks where the participants should be 
able to choose by themselves what data to use. Another advantage of using a 
distributed database is for fault tolerance. Once again consider the situation where the 
radar UAV has to find the object since the weather is bad. If the UAV that last 
observed the object crashes in some way before being able to tell the others where it 
was last located it might be difficult for the others to find the object. However, if the 
UAVs are all connected to a distributed database, the radar UAV could read the 
values from the database where the crashed UAV was located and can thereby find 
the object again. 

 Since the UAV is monitoring the real world it needs to make decisions in real-time 
and this makes it a typical real time system as described in section 2.1. For a real-time 
system to be able to make correct decisions based on data stored in a database the 
database needs to be a real-time database (RTDB), meaning that the transactions in 
the database are timely and predictable, as stated in section 2.2.1. 

 The use of a temporal database is also beneficial in this kind of scenario. The data 
recorded from the sensors is often used for analytical purposes such as decisions 
whether to send in ground forces or not or what kind of equipment is needed in a 
certain situation. The data can also be used as historic data like for instance the 
characteristics of a certain type of vehicle are kept in the database in order to be able 
to identify different vehicles later on. As described in section 2.2.2, this kind of data is 
typically what is kept in temporal databases. Another application for using time series 
is to map a certain film sequence to a certain coordinate on a map. Consider the part 
of the scenario where the team on the ground needs to analyze the data from the 
mission. When the flight is analyzed at a later time there might be a wish to see the 
film sequence for a certain grid. With a temporal database data about where the UAV 
was positioned in the area at a certain point in time can be stored and the coordinates 
of the wanted square of the map is mapped to a time series containing the film for the 
flight and data about the UAV such as altitude, speed etc. 

 To sum up there are three sets of requirements working together in the scenario: a 
real-time requirement for the predictability and timeliness, a distributed requirement 
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to share data among decisions maker and have the right information available at the 
right place by replication and a third requirement is the temporal requirement that is 
used to store temporal data recorded from the UAV.  
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4 Problem description 
Temporal databases are designed to capture information that changes over time and to 
maintain a history of the changes. Real-time databases are designed to meet 
requirements on predictability and timeliness. Distributed databases are designed to 
achieve fault tolerance and the ability to have copies of data located where they are 
needed the most and still having mutual consistency among then replicas. The 
scenario described in section 3.1 shows the importance of combining these three 
databases in order for the participants to make the correct decisions when needed.  

 Datta (1996) describes the need for designing DBMSs for Active Rapidly 
Changing data Systems (ARCS). ARCS scenarios are typically data intensive, it is 
often necessary to access historical data, control actions need to be done in a bounded 
time and control actions are triggered by the environment. These characteristics add 
up to a need for integration of real-time, active and temporal databases. Datta (1996) 
justifies the importance of such integration by pointing out problems with using 
existing methodologies for ARCS and providing some preliminary solutions. 
Ramamritham (1993b) talks about the importance of combining real-time and 
temporal databases since real-time databases have been designed to consider time 
constraints, temporal databases provide easy means to maintain the history of a 
controlled environment and there are systems with these particular characteristics.  

 Research done in the area has primarily focused on integrating real-time, temporal 
and active databases (Ramamritham, Sivasankaran, Stankovic, Towsley & Xiong, 
1996; Datta, 1996; Özsoyoglu & Snodgrass, 1995) distributed, active and real-time 
databases (Andler et al., 1996), distributed and temporal databases (Nguyen, 2001; 
Cherniack, Balakrishnan, Balazinska, Carney, Cetintemel, Xing, & Zdonik, 2003) or 
integration of distributed, real-time and temporal databases McLean et.al. (1998). In 
the scenario described in section 3.1 it is pointed out the importance of having 
temporal capabilities, i.e. time series, in DRTDBs. In other words, distributed, real-
time and temporal databases need to be combined. 

 

4.1 Aim 
The overall aim of this dissertation is to define a time series extension to a distributed 
real-time database for use as a medium to make correct information available in the 
correct place at the right time as well as for analytical purposes. A typical scenario 
where this is important is in the military’s new strategy network based defence 
(Försvarsmakten, 2002) that is based on having better information than the enemy but 
also use the information in a more beneficial way.  

 

4.2 Objectives 
In order to achieve the goal of the dissertation the following objectives are identified: 

1. Design of a temporal architecture to be built on top of a distributed real-time 
database. Properties for a temporal distributed real-time database are identified 
for the architecture. Decisions about what data types needed to store temporal 
data are made as well as decisions about what time stamping to use. 
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2. Implementation of time series architecture on top of an existing distributed 
real-time database architecture for temporal capabilities. Since the focus in 
this project is to investigate the use of time series with a distributed real-time 
database an already existing DRTDB is extended. 

3. Simulation and analysis of the use of time series in DRTDB. As a way of 
investigating how well the implementation performs simulation is performed 
to create data that can be stored in the database.
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5 Architecture 
In the proposed time series architecture, the TS architecture, a time series is defined as 
a sequence of time objects. Each time object consists of two timestamps, valid time 
and transaction time and a value of some kind. For each temporal attribute one time 
series is defined. In the UAV scenario there are four attributes, speed, altitude, 
position and video, thus, in this project four time series are used, one for each 
attribute. 

 The following of this chapter outlines the decisions made for the TS architecture. 
In section 5.1 decisions made about the time model of the TS architecture are 
described and section 5.2 provides a summary over the TS architecture. 

5.1 Time model 
As described in section 2.4 a time model is used as a theoretical plan for how the 
implementation of a time series architecture is performed. In the following 
subsections the decisions made about the TS architecture is described and discussed. 

5.1.1 Time-stamping 

This section describes the differences between object versioning and attribute 
timestamping and explains why both of these timestamping approaches are used in the 
TS architecture. 

 DeeDS stores objects using OBST and since attribute timestamping and tuple time 
stamping, as described in section 2.4.1, is primarily associated with relational 
databases, timestamping in object databases needs to be considered. When dealing 
with object oriented databases there is a need to decide if the timestamp should be 
associated with the attributes of the object, attribute timestamping, or if the timestamp 
is associated with the entire object, object versioning (Bertino, Bevilacqua, Ferrari & 
Guerrini, 1997). It seems that attribute timestamping is not as complex in object 
oriented databases as in relational databases. With the relational database the 
complexity comes from the hierarchical structure of multivalued attributes. In an 
object oriented database an object can have multivalued attributes that can be 
represented in a less complex way, for instance by an abstract data type (ADT) such 
as a list. The tuple timestamping and the object versioning suffer from the same 
drawback, unnecessary redundancy.  

  For example, there are four attributes recorded in the UAV scenario: speed, 
altitude, position and video stream. If a new object is created every ten seconds and 
the UAV is told to keep a steady speed of 160 km/h at a constant altitude of 1200 
meters, the only things changing will be the position and the video stream. If the flight 
lasts for half an hour this would mean that the database consists of 180 identical 
values of both altitude and speed. In addition, there are the 360 objects of video 
sequences and position that actually have changed. If the time series is instead 
modelled as four classes, there would be 180 values of video sequences, 180 values of 
position and one object with one value of speed and altitude respectively. Thus, if the 
rate of change differs significantly among attributes it would be appropriate to model 
the time series as one class for each attribute. 

 Elmasri & Lee (1998) describe a straightforward approach for mapping time series 
into object oriented databases. The idea is to create a class definition for each time-
series attribute and create a class definition for the time series entity keeping all the 
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attributes. Another approach is to create a new object for each time unit, which would 
be an object versioning approach. If a granularity of ten seconds is used then a new 
object is created every ten seconds, if any attribute has changed, and all attributes are 
updated. This would mean that one object contains all information about that 
particular time unit.  

 Consider the UAV scenario, the data recorded is speed, altitude, position, and the 
video stream recorded by the camera. Each ten seconds the position and the video 
stream are updated. Using the approach suggested by Elmasri & Lee (1998) the result 
would be four classes, one for each attribute. With object versioning the result would 
be one class with four internal attributes and a new object is created and added to the 
time series every time new information is recorded. The advantage of having just one 
object with many attributes is that when the information is analyzed all information 
from a certain time is found by opening that particular object. With the other approach 
information from four different objects need to be integrated to produce the accurate 
picture of the real world at a particular time. The drawback with object versioning is, 
as mentioned before, unnecessary redundancy.  

 The example scenario from chapter 3 describes four attributes that are stored 
during one flight. These attributes covers the three classes of time objects; time-
invariant, time-varying and time-series, as described in section 2.4.3. This indicates 
that the change frequency of the attributes may differ significantly. As discussed 
earlier in this section, when there is a large difference in changing rate the best way to 
go is to map each attribute into one class definition and that is what is done in this 
project. Attribute timestamping is used for each time series, however, since a time 
series consists of time objects, object versioning is used on the time objects of a time 
series. Whenever the value of the attribute changes a new time object is inserted into 
the time series. Hence, both attribute timestamping and object versioning is used in 
the TS architecture. The drawback of unnecessary redundancy introduced by using 
object versioning is eliminated when used on time objects since a new object is only 
inserted when the value has changed. One time series is used for one attribute only 
and the time objects in a time series consists of only three values, valid time, 
transaction time and the value of the attribute. Thus, when the value of the attribute 
changes all three values of the time object have also changes and inserting a new time 
object will therefore not introduce any unnecessary redundancy. 

 

5.1.2 Time-dimensions 

As described in section 2.4.2 there are several aspects of time in a temporal database. 
Valid time refers to the time when a fact is true in the real world. Transaction time is 
defined as the time when a fact was put into the database. Event time is used to put a 
timestamp on changes in the database state. User-defined time is a time dimension 
supplied by the user and is not interpreted by the DBMS. For the reasons explained 
further in this section, valid time, transaction time and event time are used in the TS 
architecture. 

 Since the data recorded by the UAVs is used for analytical purposes it is important 
to know when facts were true in the real world. When a certain sequence of the video 
stream is being analyzed there is a need to know when it was recorded in the real 
world to be able to match it with other data such as at what altitude it was recorded 
and where the UAV was located at that certain time. For these reasons valid time is 
being used as a timestamp of the data. Transaction time is also used for timestamping 
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when the data was stored in the database. If something should go wrong in the 
decision process, it is useful to be able to know what the database looked like at the 
time when the decision was made. With transaction time the state of the database at a 
certain time can be retrieved and analyzed.  

 In the UAV scenario described in chapter 3 the operation performed is of military 
nature. However, it is possible for the UAVs to be used in civilian operations such as 
rescue missions in hard terrain. This may cause the UAV to enter a different mode, 
from military to civilian. In a civilian mode it might not be as import to identify 
vehicles as it is in a military mode. Instead the importance may be in finding people, 
possible routes into dangerous areas etc. When such a mode switch occurs different 
data is saved in the database and it is therefore important to store the actual mode 
switch. Hence, event time is used to make a timestamp of the mode switch.  

 

5.1.3 Time-objects 

 As described in section 2.4.3, Elmasri & Lee (1998) claim that a calendar is an 
important component of time series management systems. There is no doubt that a 
calendar is important when dealing with systems where patterns and periods can be 
defined, typically what is called time triggered systems. However, in the UAV 
scenario described in chapter 3, there exists no pattern for when time series are 
produced. One flight is one time series and a flight could occur at any time and have 
no defined period of how long it will last. Although pattern and period are of little use 
in this project the three remaining attributes of the calendar are. The start- and end 
time is useful since it is important to know when the time series began and when it 
ended. The granularity is also useful since it defines the smallest time-unit used in the 
time series and therefore defines the minimum elapsed time between two subsequent 
time objects. 

 

 
Figure 8: Illustration of how granularity defines the smallest time unit in a time series 

5.1.4 Time interval 

A time series is sorted on its valid time of the elements and since an earlier valid time 
precedes a later valid time in the real world it would be beneficial to have the same 
relation in the stored time series. By having all elements sorted on valid time it would 
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be enough to save the start of the interval, instead of both start and end of the valid 
time interval, that is, if the sequence is not sorted each element must have an interval 
during which is valid. With a sorted sequence the valid time of an element constitutes 
the start of the interval of that particular element and the valid time of next element is 
the end of that interval. In order to get the interval for which an element is valid there 
is a need to get the valid time for that element and the next, but in contrast there is one 
less timestamp to save for each element.  

5.2 Summary 
 In summary, one time series consists of one or more time objects. Each of the time 
series attributes such as speed, altitude, video and position is defined as a time series. 
The TS architecture is designed with the use of both attribute timestamping and object 
versioning, all objects use attribute timestamping except for the time objects that are 
designed with object versioning. Valid time is used to timestamp the data when it was 
or is valid in the real world, transaction time is used to timestamp when the data was 
stored and event time is used as a timestamp of mode changes of the UAV. An 
interval of a time object is defined as the own valid timestamp and the valid 
timestamp of the next neighbour. 
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6 Implementation 
This chapter describes issues concerning the implementation of the architecture 
outlined in chapter 5. In section 6.1 the implementation of time-series is described and 
in section 6.2 methods for saving the time-series into the database are discussed. 

6.1 Time series architecture 
A time series consists of one or more time objects that each has a valid time and a 
transaction time associated with it. In addition, each time object consists of a value of 
some kind, depending on what attribute that the time object is modelled from. For 
example, if the speed is recorded as an integer a time object for the speed consists of 
an integer and two time stamps, valid and transaction time. The time series and time 
object class are both super classes that are inherited by classes explicitly defined for 
each type of attribute that is to be stored. For example, if the speed is to be stored a 
class need to be defined that can store its data type, in this case an integer and this 
class is a speed-object. In addition there is a need to have a time series class that can 
store speed-objects, a speed-series. Thus, the speed of an UAV is saved by storing 
speed-objects in a speed-series.  

 Each timeSeries consists of timeObjects that stores two timestamps (valid 
and transaction time) and a value of some kind. The class that needs some kind of 
sequence data type is the timeSerie class and the two data types that are 
considered are vector and list. Both data types are implemented in the standard 
template library (STL) that provides a set of well structured generic C++ components 
that work together in a seamless way (Stepanov & Lee, 1995). 

 

 
Figure 9: Class diagram over time series architecture 

 A vector is a sequence that supports random access to the elements. It also supports 
constant time for insertion and deletion of elements at the end, but it takes linear time 
to insert or erase elements in the middle of the vector. All storage management is 
handled automatically and an insert causes a reallocation if the old size is less then 
the new size (Stepanov & Lee, 1995). 

 A list is on the other hand a sequence that, like vector, supports bidirectional 
iterators but does not support random access. As with vector, storage management is 
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handled automatically but it differs from vector as it supports constant time of 
insertion and deletion anywhere in the sequence (Stepanov & Lee, 1995). 

 Since both vector and list supports bidirectional traversing and constant time of 
insertion and deletion at the end of the sequence, the tradeoff is between random 
access and constant time for insertion and deletion in the middle. In order to be able to 
perform fast search in a time series the sequence needs to be sorted. To keep a 
sequence ordered it might be of interest to have the possibility to insert elements 
anywhere in the sequence in a constant time, which would make the use of a list 
advantageous. For example, if a message containing a time object is lost and resent at 
a later time, that object needs to be placed in the correct position in the time series. 
This could occur when data is simulated, however in the UAV scenario all data is 
recorded by the UAV, stored in the database by the UAV and no messages are sent. 
The vector has the advantage of providing random access which is important when 
decisions has to be made based on data recorded earlier during the mission. For 
instance, when one of the UAVs needs to move in to the area dedicated to another 
UAV it is important that the UAVs are aware of where the other is located to avoid 
collisions. Such a decision is taken in real-time where the facts must be presented in 
time for the ability to make a correct manoeuvre. Thus, vector is the data type used for 
the internal structure of the time series. 

 

6.2 Application architecture  
The application architecture consists of four major classes. The first class is a 
Flight that has a start time and an end time. In a Flight one or more UAVs 
participate, UAV is the second class of the architecture. A UAV has a unique identifier 
and contains one or more timeSeries. A timeSeries consists of, as described 
in section 6.1, one or many timeObjects. 

 The Flight internal structure is a data type that holds the information about 
start time and end time and it also has an array associated with UAVs. The UAV has a 
string to store information about its identifier and uses the class timeSeries to 
store time series. 

 In this project there are four attributes that are stored and there is therefore a 
need for four classes of time series and four classes of time objects.  Figure 10 
illustrates the class diagram defined in this project. The class diagram illustrated in 
more detail is available in Appendix A. 
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Figure 10: Class diagram for time-series 

  

6.3 Methods for marshalling and unmarshalling time-series 
The transaction manager, tdbm, that is used in DeeDS stores the database in one 
UNIX file using extensible hashing and simple database items (Brachman & Neufeld, 
1992). A database item is a key/value pair, meaning that the key points to the value. 
The value saved in the database is a binary string and therefore the objects stored need 
to be marshalled in some sense. The design pattern memento (Gamma, Helm, Johnson 
& Vlissides, 1995) describes how to save the internal structure of an object without 
jeopardizing the encapsulation in order to be able to save it to disk. A memento design 
pattern consists of three parts. The Memento stores the internal state of an Originator 
object. The Originator creates a memento containing a snapshot of its current internal 
state and uses the memento to restore its internal state. The third part is the Caretaker 
which is responsible for the memento’s safekeeping. An example of the memento 
pattern is if the time series containing the speed needs to be saved to disk. The time 
series is a vector containing time objects where each time object consists of two time 
stamps, valid and transaction time, and a value which in the case of speed is an 
integer. In order to save the internal state of the time series the internal state of each 
time object must be saved. Both time series and time object have a function called 
setState() that returns the internal state of the object to the memento. When the 
setState() is called on the time series, the vector is traversed and for each time 
object in the vector the setState() is called for that particular time object. When 
the whole vector is traversed the mementos of all the time objects is put together in a 
memento for the time series. 
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 The advantage of the memento pattern is that all data about a flight is stored at one 
key in the database which reduces the number of read operations needed. However, 
there is one problem using the memento pattern to store the internal state of a flight 
and that is that every time there has been a change in a time series the whole class 
hierarchy needs to be traversed and saved. An alternative approach is to use the idea 
from the memento pattern that an object knows its own internal state and therefore 
can save it by itself without traversing the entire class hierarchy every time. Instead a 
Flight is divided into parts where each part gets its own key/value pair. The 
Flight is divided in the UAVs participating, meaning that each UAVs internal state 
is saved under one key. Since a UAV has one or more timeSeries in its internal 
state, each timeSeries will get its own key. The idea is that to be able to bring 
back a flight from the database, the only key needed is the one that has the state of the 
Flight. The Flight will then contain the keys to where the UAVs are stored in 
the database and each UAV has the keys to its timeSeries. However, if there is a 
need to just fetch one timeSerie, this is possible since each timeSeries is 
stored at its own key. This also brings the advantage of not having to update the 
whole Flight structure each time a timeSeries is updated, instead the 
timeSerie knows its own key and can therefore update itself by saving its internal 
state. This does not affect the Flight nor the UAV since the UAV still has the key 
where the timeSeries is stored and the Flight knows where the UAV is stored. 
The fact that the value has changed does not matter. 

 Since Flight and UAV objects only contain time-invariant elements it is only 
necessary to save these objects once. The fact that the Flight and the participating 
UAVs only needs to be saved once makes the approach of each object saving its 
internal state more appropriate then the memento pattern, thus the former approach is 
used in this project. Once a time series is saved it will keep that saved state as a string 
which makes it possible to just add the new time objects to the string and save 
everything in the database. 

 When the flight is stored and needs to be brought back into memory, one way to go 
is to use the factory pattern described by Gamma, et. al. (1995). A factory creates the 
objects necessary to put the flight back as objects again. When the objects are created 
each object will use the member function getState() to bring back its internal 
structure. The factory pattern is useful when a framework is used that needs to 
instantiate classes but only knows about the abstract classes. In this project this is not 
the case. Instead what needs to be done to bring back a flight from the database is to 
create a Flight object and call the loadState() function. This function takes as 
argument a database key and will use that to extract information of the UAVs in the 
flight. The data fetched from the database contains the keys to where the information 
about the participating UAVs exists as well as information about how many UAVs 
there are. By calling the addUAV() function on itself the correct number of UAV 
objects are created. The class UAV has a member function loadState() as well 
and it works in the same way as for the flight. The argument is a database key where 
the information about that particular UAV is located in the database. In that 
information there are database keys to where each time series for the UAV is stored 
and by calling the loadState() for each timeSerie everything is brought back 
as objects. 
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6.4 Summary 
The result of the implementation of the class diagram over the time series is rather 
straightforward. There is one class definition for each of flight, UAV, time series and 
time objects. The classes timeSeries and timeObjects are both super classes 
and are inherited by classes designe explicitly for the kind of attribute they store. The 
classes that inherit timeSeries all have an internal structure of a vector that stores 
timeObjects of that particular kind of attribute. For instance, the class 
speedSerie has a vector with speedObjects where each speedObject has 
an internal structure of an integer holding the speed and two long integers that hold 
the time stamps for valid and transaction time.  

 A flight is divided into the UAVs participating and the UAVs are divided into their 
time series and each of these parts is stored at their own key in the database. The 
flight holds the keys to its UAVs and the UAVs hold the keys to their time series. 
When brought back from the database all that is to be done is to create a Flight 
object and call the loadState() function on that object and all other objects 
needed will be created automatically. 

  



 

33 

7 Simulation 
In order to verify that the implemented TS architecture can be used for storing 
temporal data a simulator is used to produce temporal data. The simulator is also used 
as a way of analyzing the time differences between using a flight object guarded by 
semaphores or the DRTDB DeeDS for storing the data.  

 The simulator used is a simulator that is used in the DOSAR project that is a part 
of the WITAS project. The simulator uses a Rescue Service training area called 
Revinge as the simulation environment. The simulator produces data of the 
movements of a number of cars and a helicopter at Revinge.  

 In the particular simulation scenario used there are three cars moving. The 
helicopter does not move very much and the simulation is used to analyse the 
performance of storing time series containing large number of time objects. Because 
of this the cars in the simulation represents UAVs that are stored in the database. As 
described in section 5.1.3 there are two attributes in the UAV scenario that represents 
time series objects, position and video stream. Since the implementation of storing 
video streams is out of the scope of this project there is one attribute left that changes 
continuously, the position of the UAV. The speed and altitude of a UAV will 
probably change but the only attribute that is known to change continuously is the 
position. Therefore the use of simulated cars as representatives for UAVs will still 
provide the same amount of time objects as if a simulator of a helicopter was used. 
The only thing not stored is the altitude, but the important thing to analyze is the 
performance of storing time series with a high number of time objects.  

 The simulator is connected via a socket to a visualizer that draws the movements 
of the cars in the simulated environment. The message sent by the simulator to the 
visualizer is used by the implemented application to get information about the 
position and speed of the cars. When the message arrives at the visualizer the wanted 
information is extracted and saved in a Car object from which a Flight object is 
updated. A Flight object uses a Database object to store its internal structure to 
the database. Figure 11 illustrates how the different parts interact. 

 

 
Figure 11: Interaction between simulator, visualizer, flight and database 
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 In the simulated scenario there are three cars running on a network of roads and 
each of these cars represents a UAV object. When the application starts a Flight 
object is created and three UAV objects are added to the flight. Whenever a message 
arrives on the socket at the visualizer information about which car it is, what speed it 
has and what position it has, represented as a point with an x-coordinate and a y-
coordinate, is stored in a Car object. A method for updating the information of the 
flight is invoked on the Flight object with the information from the Car object as 
parameters. There is a logical timestamp used by the simulator to indicate when the 
facts actually were simulated. However, this is of little use since the valid time needs 
to be an actual clock time. Therefore the wall-clock time of the sending of the 
message is used as a valid time. The time when the data is stored in the objects is used 
as transaction time. If the value of the updated information is the same as the one last 
stored in the time series, no new time object is inserted. A new time object is only 
added when the value has changed. After each update of a time series that particular 
time series is stored in the database.  

 The simulation is used to investigate the transaction overhead compared with the 
use of semaphores for guarding the stored data. Four simulations are performed with 
360, 1000, 5000 and 10000 time objects in the time series respectively. The number 
of objects is chosen to see how performance is affected by the increase of data. 360 is 
the number of time objects that is reached in the UAV scenario during a one hour 
flight with 10 seconds granularity. The number of 1000, 5000 and 10000 objects are 
chosen to see how the architecture performance in an extreme situation. As large 
number of objects as 5000 or 10000 will probably never occur in the UAV scenario 
described, but as a way of testing the architecture for use in more data intense 
situations they are used for simulation.  

  A flight is simulated and when the number of objects in the time series reaches the 
wanted number, the flight is stored in the database and in a guarded flight object. The 
time it takes to store the flight in these two ways is compared. The process of storing a 
flight in the database is described in section 6.3 and basically what is done is that each 
object is marshalled into one binary string and stored in the database. The update of 
the guarded flight object works as follows. For each UAV in the flight a new UAV is 
created in the guarded flight object, unless it already exists. Then for each time series 
in the UAV the whole vector is traversed and for each time object in the flight a new 
time object is created in the time series of the guarded flight. In other words, all data 
item in the flight to store is each inserted in the guarded flight. 

 The results from the four simulations, represented in table 1, show that the time it 
takes to store a flight in the database differs significantly from the time it takes to 
store the data to a guarded flight object. However, although it takes longer to store the 
flight in the database than to a guarded flight, the time is still small. For instance, 
storing 360 objects in the database is completed in 258 milliseconds which is not a 
long time. It is also important to notice that the time it takes to load a flight from the 
database is less than it takes to store the data. Loading 360 objects from the database 
only takes about 4 milliseconds. Put together, the time it takes to store a time series 
consisting of 360 time objects and load it back into objects takes about 262 
milliseconds. This means that in less than 0,3 seconds the information can be 
available to all UAVs  but if the information is already in the database, it will only 
take 4 milliseconds for all UAVs to get access to the data. As the results show, when 
the number of time objects is increased to 1000 the time to store the data is increased 
by 35 milliseconds and the total time of storing and loading 1000 time objects is 299 
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milliseconds. Thus, even when the amount of data is increased by over 250 % the 
time to store the data is only increased by 13 %.  

 In the most extreme simulation there are 10000 time objects in one time series. 
This would match a scenario that lasts for over two and half hour and uses a 
granularity of one second. Since the described UAV scenario lasts for one hour with 
ten seconds granularity it is unlikely that an amount of 10000 objects will ever occur 
in the described scenario. However, it is interesting to note that even with a large 
amount as 10000 objects the database operation is performed in 0,86 seconds. 

 The conclusion of the results is that the simplicity of using transactions balances 
the overhead introduced with transactions when contrasted to using a guarded 
Flight object. This makes the use of transactions more beneficial since concurrency 
control is performed by the DBMS. 

 

Nr of objects Time to save to 
flight object (ms) 

Time to save to 
database (ms) 

Time to load from 
database (ms) 

360 1 258 4 

1 000 1 293 6 

5 000 8 541 18 

10 000 16 856 33 

Table 1: Result from simulation
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8 Analysis 
This chapter analyzes the TS architecture with respect to the aim and objectives as 
well as the results from the simulation. In section 8.2 possible related work is 
discussed. 

8.1 TS architecture 
 The aim of the project was to design and implement a time series architecture as an 
extension of a distributed real-time database for the ability of saving temporal data. 
The UAV scenario described in chapter 3 shows the importance of having a database 
with real-time, distributed and temporal requirements. 

 The implemented TS architecture made in this project solves the problem of saving 
temporal data in a DRTDB although the DRTDB is only used for storage. This means 
that the database is not aware of that it is time series that are stored in the database, to 
the database it could be any data. Another approach that is interesting to consider is 
the integration of time series into a DRTDB architecture, that is, the DBMS should 
provide functions to save time series. This would have the advantage that the database 
is responsible for saving the temporal data and could thereby make the storing more 
efficient. With the application approach, as used in this project, there is a need to 
marshal the objects into a binary string that can be stored. This marshalling might be 
costly to the system if the objects contain large amount of data, for instance video 
sequences where one second of the sequence consists of 25 pictures. If the database 
instead is aware that time series are stored this marshalling might be avoided or 
simplified. For example, the marshalling could be simplified by only adding the last 
time objects to the time series in the database and not the whole time series each time.  

 When the data is restored from the database and put into objects unmarshalling 
operations must be performed. If the database instead had an internal structure to save 
time series questions could be posed directly to the database instead of to the objects. 
On the other hand, if there are different kinds of time series that are to be saved in the 
database the application approach is more appropriate since it is less complex to 
implement an application that uses the database than to change the database 
architecture. This is one of the reasons that the application approach is used in this 
project. The time series architecture shows how temporal data can be saved and this 
architecture could be used in a future work to integrate time series in DeeDS. 

 By using the database, transactions are used to perform database operations which 
provide the advantage of the database system being responsible for concurrency 
control etc. In this case the transaction paradigm has the advantage over the use of 
semaphores where the engineer needs to handle concurrency control. One 
disadvantage with storing a flight in the database is that all objects need to be 
marshalled which takes extra time. By using a guarded flight object there is the 
advantage of no marshalling. When saving a flight object into another flight object, 
their internal structure are the same.  

 The simulations performed show that it takes longer to save a flight to the database 
than to a guarded flight object. However, the time to store the data in the database is 
still not long. Storing 1000 time objects takes 0,293 seconds and retrieving the same 
amount of objects from the database takes 0,06 seconds, thus, all together it takes 0,3 
seconds to put the data in the database and to put it back as objects again. Hence, 
within 0,3 seconds all UAVs can be up-to-date about the new data. This is the case 
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when a certain UAV needs information that some other UAV has not yet stored in the 
database, that is, the worst case scenario. If the data is already in the database, it only 
takes 0,06 seconds to retrieve the wanted information if the time series consists of 
1000 objects. Although slower, the transaction paradigm is more appealing since the 
database system is responsible for concurrency control.  

 The approach for the TS architecture where a time series consists of time objects 
would be useful even in the case of integration with the DRTDB. This is because of 
the simplicity of just adding a new time object when the attribute of the time series 
change. The TS architecture is also well defined for a scenario like the UAV scenario 
since unnecessary redundancy is minimized by using attribute time stamping. The 
internal structure of the time series is also designed with regards to real-time 
requirements since using a vector provides random access at constant time. The fact 
that the TS architecture is designed for a scenario containing attributes with different 
change rate and with real-time requirements makes it a suitable architecture to use for 
integration with a DRTDB.   

8.2 Related work 
This project has focused on defining and implementing a time series architecture as an 
application on top of a DRTDB for the ability to store temporal data. In contrast 
McLean et. al. (1998) consider an integrated temporal DRTDB.  

 McLean et. al. (1998) address questions that arise when temporal database 
technology is applied to distributed simulation data collection. Their approach is 
based on implementing a temporal database together with the Run-Time Infrastructure 
(RTI) as a way of using a distributed real-time temporal database to expand run-time 
analysis opportunities. The temporal functions are integrated in the distributed real-
time database and the main implementation issue is how the database should relate to 
the RTI rather than implementing the temporal functions. In the project described in 
this dissertation the issue is how to implement an application as an extension to a 
existing DRTDB in order to have the possibility of saving temporal data as time 
series. Although having a different approach, McLean et. al. (1998) have interesting 
questions about the temporal issues when dealing with distributed real-time 
simulations. When having distributed simulations the situation can occur where 
different transaction times exist on identical objects. This is a problem that could 
occur in this project as well. Another valuable reflection made by McLean et. al. 
(1998) is that real-time simulations may choose not to apply a timestamp to the 
messages they send since the overhead required becomes too high. This makes it 
difficult to order the messages sent and also makes it difficult to store a correct valid 
time. Since the valid timestamp reflects the state of the world at that particular time it 
is important that the simulator provides the valid timestamp since there might be a 
glitch between when the fact was valid in the world and when it was sent to the 
database. If the time when the message was received is used as the valid time, it might 
not be the actual valid time. McLean et al (1998) describe how to deal with these two 
problems and the implementation of a solution in the TS architecture is considered as 
future work. 
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9 Conclusion 
This chapter provides the contributions of the project together with a discussion of the 
project and at the end possible future work is identified. 

9.1 Contributions 
The UAV scenario described in this project shows the importance of a database with 
real-time, distributed and temporal requirements. Research performed earlier in this 
area considers the combination of real-time and temporal database, real-time and 
distributed database, distributed and temporal database or an integrated real-time 
distributed temporal database.  

 The TS architecture solves the problem with storing temporal data in applications 
running on a distributed real-time database and thereby solves the problem of sharing 
data among UAVs that are working together to complete a mission. 

 The TS architecture consists of a time model where attribute time stamping is used 
and three timestamps are used, valid time, transaction time and event time. The TS 
architecture consists of a timeSeries class and a timeObject class. A 
timeSeries has an internal structure of a vector which contains timeObjects. 
The STL data type vector is used over the data type list because of the possibility of 
random access which is advantageous for real-time requirements. A timeObject 
has an internal structure of a value of some kind and two timestamps, valid and 
transaction time. The implemented application consists of a Database class 
responsible for storing and fetching data from the database. A Flight class contains 
information about the flight and it consists of objects instantiated from an UAV class. 
When a Flight is stored in the database it is divided into three parts, the flight, the 
UAVs and the time series. Each UAV is stored at one key and each time series is 
stored at its own key. This is done because the change rate of a time series is different 
from a flight and it would be unnecessary to save the same data of a flight each time a 
time series is updated. 

 Simulation is used to verify that it is possible to store the data but more importantly 
to analyze the impact of using transactions instead of semaphores. The results from 
the simulations show that it takes longer to store a flight in the database than in a 
guarded Flight object. However, since the important thing is not to have the fastest 
possible system, but a system that is fast enough, the transaction paradigm is the 
better solution. 

9.2 Discussion 
In the TS architecture one timestamp is used for each time object. An interval is 
defined as the valid timestamp of two following time objects. The start of the interval 
is the timestamp of the first time object and the end is the valid timestamp of the 
second. This has the advantage of less data to be stored compared to that each time 
object has an interval with a start and end time. In the TS architecture a new time 
object is only inserted in the time series when the value of that particular attribute has 
changed. This means that the end time of an interval is not defined until a new time 
object is inserted. This might become a problem if the object crashes while in an 
interval since there is no end time of that interval. One possible solution could be to 
use an event time. If a node goes down the system could make a note about that by 
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saving the time when the node went down. This time could then be used to set the end 
time of every interval that was not closed before the crash.  

9.3 Future work 
In this section possible future work are described. 

• Implement event time. Since event time is a timestamp of when the 
database’s state changes it is not just a timestamp, there also needs to be 
information stored of what kind of event that occurred. 

• Store video sequences. This project has primarily focused on the ability to 
save time series in a distributed real-time database and in the implemented 
application it is only possible to save temporal data about speed, altitude and 
position. However, to be useful in the example scenario described in chapter 3 
it is important to have the ability to save video sequences. Since the TS 
architecture is designed as a time series that consists of one or more time 
objects it would be useful to implement a video class that stores video 
sequences. When a new time object is added to the time series the video class 
is instantiated and basically the time object consists of one video object and 
two timestamps. The idea of a time object consisting of two timestamps and a 
value of some kind will still be preserved since the video class is a data type 
used for the value in a video time object. 

• Integrate TS architecture in DeeDS. As discussed in chapter 8, the TS 
architecture could be used to create an architecture of a DRTDB with an 
internal structure for saving time series, that is, the database has knowledge of 
what kind of data structure is needed. Instead of using an application on top of 
the DRTDB, as is done in this project, the database has functions for adding 
time objects to a time series and functions for searching in time series.  

• Use DeeDS event monitor. The example scenario is a event driven system 
with some attributes that changes periodically. If time series are implemented 
in DeeDS it might be interesting to use the event monitor in DeeDS for 
updating time series. As the TS architecture is designed in this project every 
time one attribute changes all attributes are checked to see if they have 
changed. With the event monitor this checking could be reduced. 

• Implement solution for different transaction times. Since the database is 
distributed data conflicts could occur if two UAVs update the same value. The 
TS architecture is used by applications and the database is therefore not aware 
of the internal values of a time series and can therefore not solve these 
conflicts. Thus, a solution for data conflicts needs to be implemented in the TS 
architecture.
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Appendix A 
Class diagram over time series architecture 
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Class diagram over flight application 
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Appendix B 
Code for the implemented time series architecture and flight application 

 

AltitudeObject 

altitudeObject.h 

 
#include "timeObject.h" 
 
class altitudeObject : public timeObject { 
   
 private: 
  int altitude; 
   
 public: 
  altitudeObject(); 
  altitudeObject(time_t valid, int alt); 
  void getInfo(); 
}; 
 

altitudeObject.cc 
 
#include "altitudeObject.h" 
 
altitudeObject::altitudeObject(time_t valid, int alt) : 
timeObject(valid) 
{ 
  timeObject(valid); 
  altitude = alt;   
} 
 
altitudeObject::altitudeObject() 
{ 
} 
 
void altitudeObject::getInfo() 
{ 
  cout<<"Altitude "<<altitude<<" was valid at 
"<<ctime(getValidTime())<<endl; 
} 
 

altitudeSerie 
 
altitudeSerie.h 
#include "timeSerie.h" 
#include "altitudeObject.h" 
 
class altitudeSerie : public timeSerie { 
 private: 
  vector<altitudeObject> timeObjects; 
 
 public: 
  altitudeSerie(time_t start_); 
  altitudeSerie(); 
  void addNewObject(altitudeObject object); 
  void getInfo(); 
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  void saveState(Database *db); 
  void loadState(Database *db , int key); 
}; 
 

altitudeSerie.cc 
#include "altitudeSerie.h" 
 
altitudeSerie::altitudeSerie(time_t start):timeSerie(start) 
{ 
  timeSerie(start); 
} 
 
altitudeSerie::altitudeSerie() : timeSerie() 
{ 
  timeSerie(); 
} 
 
void altitudeSerie::addNewObject(altitudeObject object) 
{ 
  timeObjects.push_back(object); 
} 
 
void altitudeSerie::getInfo() 
{ 
  // create a iterator for the vector 
  vector<altitudeObject>::iterator n; 
   
  // traversing the vector and prints the info to the screen 
  for(n = timeObjects.begin(); n != timeObjects.end(); n++){ 
    n->getInfo(); 
  } 
} 
 

database 
 

db.h 
#include <string> 
void initDeeds(); 
 
#ifdef __cplusplus 
extern "C" { 
#endif 
 
#include <iostream.h> 
#include <time.h> 
#include <stdio.h> 
#include <stdlib.h> 
#include <stddef.h> 
#include <unistd.h> 
#include <tdbm.h> 
#include <doi.h> 
#include <errno.h> 
#include <sys/types.h> 
#include <fcntl.h> 
#include <stdio.h> 
#include <sys/termios.h> 
 
#define MALLOC(x) (doi_allocMem(x)) 
 
enum storeType{update, insert}; 
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extern char *dbName; 
 
class Database { 
 private: 
  void check(DbmRc rc); 
 
 public: 
  Database(); 
  int storeData(const char* key, const char *value, storeType sType); 
// returns 0 if everything went well, otherwhise -1 
  char* fetchData(const char* key); 
  ~Database(); 
   
}; 
 
#ifdef __cplusplus 
} 
#endif 
 

db.cc 
#include "db.h" 
#include <tdbm.h> 
#include <doi.h> 
#include <complete.h> 
char *dbName = "/mnt/ramdisk0/dosar_rm.db"; 
 
Database::Database() 
{ 
  // dbName = "/mnt/ramdisk0/dosar_rm.db"; 
} 
 
Database::~Database() 
{ 
} 
 
void Database::check(DbmRc rc) 
{ 
  if(rc != DBM_OK) { 
    cout<<"Error returned: "<<DbmErrorString(rc)<<endl; 
    exit(2); 
  } 
} 
 
int Database::storeData(const char *key, const char* value, storeType 
sType) 
{ 
  Dbm *dbm1 = 0; 
  Tid *t1, st1; //transaction id 
  Datum dbValue, dbKey;  
   
  dbKey.desc = ALIGN4; 
  dbKey.dptr = const_cast<char*>(key); 
  dbKey.dsize = sizeof(key)+1; 
  dbValue.desc = ALIGN4; 
  dbValue.dptr = (char*)(value); 
  dbValue.dsize = 1000; 
 
  char *retString; 
   
  //Open the database 
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  check(DbmOpen(dbName, DBM_PERSISTENT, NULL, &dbm1, NULL)); 
   
  // Begin transaction 
  check(DbmBegin(NULL, &t1));  
   
  switch(sType){ 
  case insert:  
    check(DbmStore(dbm1, t1, dbKey, dbValue, DBM_INSERT)); 
    break; 
     
  case update:  
    check(DbmStore(dbm1, t1, dbKey, dbValue, DBM_REPLACE)); 
    break; 
  } 
   
  // Commit the transaction 
  check(DbmCommit(t1)); 
   
  // Close the database 
  check(DbmClose(dbm1)); 
  
  return 0; 
} 
 
char *Database::fetchData(const char* key) 
{ 
  Dbm *dbm1 = 0; 
  Tid *t1, st1; //transaction id 
  Datum dbValue, dbKey;  
   
  dbKey.desc = ALIGN4; 
  dbKey.dptr = const_cast<char*>(key); 
  dbKey.dsize = sizeof(key)+1; 
  dbValue.desc = ALIGN4; 
  dbValue.dsize = 1000; 
  
  char* retString; 
 
  //Open the database 
  check(DbmOpen(dbName, DBM_PERSISTENT, NULL, &dbm1, NULL)); 
  
  // Begin transaction 
  check(DbmBegin(NULL, &t1)); 
 
  // Fetch value 
  check(DbmFetch(dbm1, t1, dbKey, &dbValue)); 
  retString = dbValue.dptr; 
 
  // Commit the transaction 
  check(DbmCommit(t1)); 
   
  // Close the database 
  check(DbmClose(dbm1)); 
 
  return retString; 
} 
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Flight 
 
flight.h 
#include <iostream.h> 
#include <time.h> 
#include <stdio.h> 
#include <stdlib.h> 
#include <stddef.h> 
#include <unistd.h> 
#include "uav.h" 
#include "extractor.h" 
#include "db.h" 
#include <sstream> 
#include "timeSerie.h" 
 
class flight { 
 private: 
  time_t startTime; 
  time_t endTime; 
  uav *UAV[10]; 
  int nrOfUAV; //nr of elements in UAV[] 
  //route flightRoute; 
  string key; 
 
 public: 
  flight(); 
  ~flight(); 
  void addUAV(uav *newUAV); 
  void addUAV(string id); 
  time_t *getStartTime(); 
  time_t *getEndTime(); 
  void setEndTime(time_t eTime) {endTime = eTime;}; 
  void setStartTime(time_t sTime) {startTime = sTime;}; 
  void setKey(string _key) {key = _key;}; 
  void getUAVInfo(int UAVId); 
  void updateInfo(double speed, int altitude, double x, double y, 
time_t timeStamp, int uavIndex); 
  void updateInfo(Extractor ext); 
  void getInfo(); 
  // Function to get information in a certain interval that the user 
will have to define at runtime 
  void getInfoInInterval(); 
 
  void saveState(Database *db); 
  void loadState(Database *db, string _key); 
  string getKey() {return key;}; 
  void saveFlight(flight *newFlight); // Function used in simulation 
  void loadUAVInfo(uav *up); 
}; 
 

flight.cc  
flight::flight() 
{   
  struct tm *rawTime; 
   
  //Starttime is set to current time 
  startTime = time(NULL); 
  endTime = 0; 
  nrOfUAV = 0; 
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  // The key to the flight is the year, month, day and hour of the 
startTime 
  rawTime = localtime(&startTime); 
  key += intos(rawTime->tm_year); 
  key += intos(rawTime->tm_mon); 
  key += intos(rawTime->tm_mday); 
  key += intos(rawTime->tm_hour); 
} 
 
flight::~flight() 
{ 
  delete UAV; 
} 
 
void flight::addUAV(uav *newUAV) 
{ 
  UAV[nrOfUAV] = newUAV; 
  nrOfUAV++; 
} 
 
void flight::addUAV(string id)  
{ 
  //element 'nrOfUAV' of UAV is set to point to the new uav object 
  uav temp(id, key); 
  UAV[nrOfUAV] = &temp ; 
  nrOfUAV++;  
} 
 
time_t *flight::getStartTime() 
{ 
  return &startTime; 
} 
 
time_t *flight::getEndTime() 
{ 
  return &endTime; 
} 
 
/*void flight::setEndTime() 
{ 
  // endTime is set to current time 
  endTime = time(NULL); 
} 
*/ 
void flight::updateInfo(double uavSpeed, int uavAltitude, double 
uavX, double uavY, time_t uavTimeStamp, int uavIndex) 
{ 
  UAV[uavIndex]->updateSpeed(uavSpeed, uavTimeStamp); 
  UAV[uavIndex]->updateAltitude(uavAltitude, uavTimeStamp); 
  UAV[uavIndex]->updatePosition(uavX, uavY, uavTimeStamp); 
} 
 
void flight::getInfo() 
{ 
  cout<<"This flight started at "<<ctime(&startTime); 
  if(endTime == 0) 
    cout<<" and is still going on..."<<endl; 
  else 
    cout<<" and ended at "<<ctime(&endTime)<<endl; 
  cout<<"There are "<<nrOfUAV<<" participating in this flight"<<endl; 
  for(int i = 0; i < nrOfUAV; i++) { 
    cout<<"Information about UAV nr "<<i +1<<": "<<endl; 
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    UAV[i]->getInfo(); 
  } 
} 
 
void flight::getInfoInInterval() 
{ 
  time_t intervalStart; 
  time_t intervalEnd; 
  struct tm *rawTime; 
  int answer; 
   
  time_t tempTime = time(NULL); 
   
  // initiating the struct 
  rawTime = localtime(&tempTime); 
   
  // asking user of what interval 
  cout<<"Enter the start-time of the interval"<<endl; 
  cout<<"Year: "; 
  cin>>answer; 
  rawTime->tm_year = answer - 1900; //tm_year is year less 1900 
  cout<<"Month[0-11]: "; 
  cin>>answer; 
  rawTime->tm_mon = answer; 
  cout<<"Day [1-31]: "; 
  cin>>answer; 
  rawTime->tm_mday = answer; 
  cout<<"Hour[0-23]: "; 
  cin>>answer; 
  rawTime->tm_hour = answer; 
  cout<<"Minute[0-59]: "; 
  cin>>answer; 
  rawTime->tm_min = answer; 
  rawTime->tm_sec = 0; 
 
  // converting the time-struct into a long int 
  intervalStart = mktime(rawTime); 
   
  cout<<"Enter the end-time of the interval"<<endl; 
  cout<<"Year: "; 
  cin>>answer; 
  rawTime->tm_year = answer - 1900; 
  cout<<"Month[0-11]: "; 
  cin>>answer; 
  rawTime->tm_mon = answer; 
  cout<<"Day [1-31]: "; 
  cin>>answer; 
  rawTime->tm_mday = answer; 
  cout<<"Hour[0-23]: "; 
  cin>>answer; 
  rawTime->tm_hour = answer; 
  cout<<"Minute[0-59]: "; 
  cin>>answer; 
  rawTime->tm_min = answer; 
  rawTime->tm_sec = 0; 
   
  intervalEnd = mktime(rawTime); 
 
  // Calling the getInfoInInterval() for the UAV-objects stored in 
UAV[] 
  for(int i = 0; i < nrOfUAV; i++) { 
    UAV[i]->getInfoInInterval(intervalStart, intervalEnd); 
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  } 
} 
 
void flight::saveState(Database *db) 
{ 
  // The things that need to be saved about a flight is its 
startTime, endTime, how many UAVs participating and the keys to the 
UAVs in the database. 
 
  string s; 
 
  // s is the string that will be saved in the database 
  // startTime and endTime are converted into strings and added to s 
  s += intos(startTime);  
  s += " "; 
  s += intos(endTime); 
  s += " "; 
  s += intos(nrOfUAV); 
  s += " "; 
   
  // Save state for each UAV and get the key for each UAV back 
  for(int i = 0; i < nrOfUAV; i ++) { 
    s += (UAV[i]->saveState(db));  
    s += " "; 
  } 
  
  // Store data about flight 
  db->storeData(key.c_str(), s.c_str(), update); 
 
} 
 
void flight::loadState(Database *db, string _key) 
{ 
  // The string from the database looks like this: startTime, 
endTime, nrOfUAV and then the keys for each UAV follows. 
   
  char *fromDB; 
  char *temp;//[20]; 
  int n; 
 
  fromDB = db->fetchData(_key.c_str()); 
   
  stringstream stream(fromDB); // Make a stream of fromDB 
   
  stream.getline(temp, 30, ' '); // Get the startTime from the string 
  startTime = atoi(temp); 
 
  stream.getline(temp, 30, ' '); // Get the endTime 
  endTime = atoi(temp); 
  
  stream.getline(temp, 30, ' '); // Get number of UAVs 
  n = atoi(temp); 
  nrOfUAV = n; 
   
  for(int i = 0; i < n; i++) { 
    stream.getline(temp, 30, ' '); // Get the key to where the UAV is 
stored in the database 
    UAV[i]->loadState(db, temp); 
  } 
} 
 
void flight::saveFlight(flight *newFlight) 
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{ 
  // Add the correct number of UAVs to newFlight 
  for(int i = 0; i < nrOfUAV; i++) { 
    newFlight->addUAV(UAV[i]); 
    cout<<"Add uav"<<endl; 
  } 
  newFlight->setEndTime(endTime); 
  newFlight->setStartTime(startTime); 
  // newFlight->setKey(key); 
   
  // Save each UAV 
  for(int i = 0; i < nrOfUAV; i++){ 
    newFlight->loadUAVInfo(UAV[i]); 
    cout<<"Save uav"<<endl; 
  } 
 
} 
 
void flight::loadUAVInfo(uav *up) 
{ 
  for(int i = 0; i < nrOfUAV; i++){ 
    // If the UAVid exist in the flight, update the info, else insert 
a new UAV 
    if(UAV[i]->getID() == up->getID()) { 
      UAV[i]->loadSpeed(up->getSpeed()); 
      cout<<"Update UAV"<<endl; 
       
      // TODO: 
      //UAV[i]->loadPosition(up->getPosition()); 
       
    } 
    else { 
      cout<<"New uav"<<endl; 
      uav uavTemp(up->getID(), up->getKey()); 
      nrOfUAV++; 
      UAV[nrOfUAV] = &uavTemp; 
      UAV[nrOfUAV]->loadSpeed(up->getSpeed()); 
    }       
  } 
} 

 
speedObject 
 

speedObject.h 
#include "timeObject.h" 
#include <time.h> 
 
class speedObject : public timeObject { 
   
 private: 
  double speed; 
   
 public: 
  speedObject(time_t valid, double alt); 
  speedObject(time_t valid, time_t trans, double _speed); 
  void getInfo(); 
  double getSpeed(); 
  void setSpeed(double _speed) {speed = _speed;}; 
   
};  
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speedObject.cc 
#include "speedObject.h" 
 
speedObject::speedObject(time_t valid, double 
speed_):timeObject(valid) 
{ 
  timeObject(valid); 
  speed = speed_; 
} 
 
speedObject::speedObject(time_t valid, time_t trans, double _speed) : 
timeObject(valid) 
{ 
  timeObject(valid); 
  timeObject::setTransactionTime(trans); 
  speed = _speed; 
 
} 
 
void speedObject::getInfo() 
{ 
  cout<<"Speed: "<<speed<<endl; 
  cout<<"Valid time: "<<ctime((this->getValidTime()))<<endl; 
} 
   
double speedObject::getSpeed() 
{ 
  return speed; 
} 

 
speedSerie 
 
speedSerie.h 
#include "timeSerie.h" 
#include "speedObject.h" 
#include "db.h" 
#include <sstream> 
#include <string.h> 
using namespace std; 
 
class speedSerie : public timeSerie{ 
 private: 
  vector<speedObject> timeObjects; 
  // iterator for the vector 
  vector<speedObject>::iterator speedIterator; 
  string state; // The internal state saved as a string 
  int savedObjects; // Index of the last saved object.  
  int nrOfElements; // Number of elements in the vector 
   
 public: 
  speedSerie(time_t vTime, string uavKey); 
  speedSerie(); 
  void addNewObject(speedObject object); 
  void getInfo(); 
  speedObject *getObjectAtTime(time_t atTime); 
  int getSpeed(); 
 
  void  saveState(Database *db); // converts the internal state into 
one big string that can be stored in the database 
  void loadState(Database *db, string key_); 
  void setKey(string _key); 
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  vector<speedObject> getSerie() {return timeObjects;}; 
  void loadSpeed(speedSerie serie); 
}; 
 

speedSerie.cc 
include "speedSerie.h" 
#include "timeSerie.h" 
#include "speedObject.h" 
#include <algo.h> 
#include "memento.h" 
#include <stdlib.h> 
#include <sstream> 
#include "db.h" 
using namespace std; 
 
speedSerie::speedSerie(time_t vTime, string uavKey):timeSerie(vTime) 
{ 
  timeSerie(vTime); 
  savedObjects = 0; 
  nrOfElements = 0; 
  key = "speed"; 
  key += uavKey; 
} 
 
speedSerie::speedSerie() :timeSerie() 
{ 
  timeSerie();  
  savedObjects = 0; 
  nrOfElements = 0; 
} 
 
void speedSerie::addNewObject(speedObject object) 
{ 
  // Check so that the vector can fit a new object 
 
  // insert the new object 
  // TODO: insert only if the value differs from the current one 
  //if(timeObjects[nrOfElements].getSpeed() != object.getSpeed()) { 
    timeObjects.push_back(object); 
    nrOfElements ++; 
    // } 
  /*if(nrOfElements - savedObjects >= 5) { // Save the internal state 
every fifth update 
    this->saveState(serieDB); 
    }*/ 
} 
 
void speedSerie::getInfo() 
{ 
  for(speedIterator = timeObjects.begin(); speedIterator != 
timeObjects.end(); speedIterator++) 
    { 
      speedIterator->getInfo(); 
    } 
} 
 
speedObject *speedSerie::getObjectAtTime(time_t atTime) 
{ 
  //***Need to choose a search algorithm to find the wanted object*** 
   
  for(int i = 0; i < (sizeof(timeObjects)/sizeof(speedObject)); i++) 
{ 
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    if(timeObjects[i].getValidTime() == &atTime){ 
      return &timeObjects[i]; 
    } 
  } 
  return 0; 
} 
  
 
void speedSerie::saveState(Database *db) 
{ 
  string resultString; 
  string tempString; 
   
  char *strings; 
  // The first value that is stored in the string is how many 
elements that are stored 
  resultString = intos(nrOfElements); 
  resultString += " "; // Adding a blank step to seperate the values 
 
  // traverse the entire vector of speedobjects and for each object 
add valid time, transaction time and speed to resultString. The order 
that the values will appear in the string is: valid time(a time_t), 
transaction time(a time_t) and speed(an int) 
  for(int i = 0; i < nrOfElements; i++ ){ 
     
    tempString += intos(*timeObjects[i].getValidTime()); // The valid 
time for the object is fetched with getValidTime() and that value is 
converted into a string with itos() and finally that string is added 
to 'resultString' 
    tempString += " "; 
 
    tempString += intos(*timeObjects[i].getTransactionTime()); // The 
transaction time for the object is fetched with getTransactionTime() 
and that value is converted into a string with itos() and finally 
that string is added to 'resultString' 
    tempString += " "; 
 
    tempString += dtos(timeObjects[i].getSpeed()); 
    tempString += " "; 
 
  } 
  resultString += tempString; 
  db->storeData(key.c_str(), resultString.c_str(), update); 
} 
 
void speedSerie::loadState(Database *db, string uavKey_) 
{ 
  vector<speedObject> tempVector; 
  int n; 
  time_t vTime; 
  time_t tTime; 
  double speed_; 
  char temp[20]; 
  char *_state; 
_state = db->fetchData(uavKey_.c_str()); 
 
tringstream stream(_state); // Make a stream of the string 'state' 
  stream.getline(temp, 16, ' '); // Read from the stream until 
charachter ' ' 
  n = atoi(temp); // convert what is read from the stream to an int, 
first thing in the string is how many elements to read 
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// Create a new vector by reading all values from the 'state' and 
insert them into the vector 
  for(int i = 0; i < n; i++) { 
 
// Valid time is taken from the string 
    stream.getline(temp, 16, ' '); 
    vTime = (long int)(atoi(temp)); 
 
// Transaction time is taken from the string 
    stream.getline(temp, 16, ' '); // Read until a ' ' in the stream 
and store it in 'temp' 
    tTime = (long int)(atoi(temp)); // convert 'temp' to a long int 
 
// Speed is taken from the string 
    stream.getline(temp, 16, ' '); 
    char *endPointer; 
    speed_ = strtod(temp, &endPointer); 
 
    // Add a new speedObject to the vector 
    tempVector.push_back(speedObject(vTime, tTime, speed_));  
  } 
 
  timeObjects = tempVector; 
  nrOfElements = n; 
  key = uavKey_; 
} 
void speedSerie::setKey(string _key) 
{ 
  key = "speed"; 
  key += _key; 
} 
 
void speedSerie::loadSpeed(speedSerie serie){ 
  vector<speedObject> temp = serie.getSerie(); 
  vector<speedObject>::iterator j; 
  for( j = temp.begin(); j != temp.end(); j++) { 
 
    this->addNewObject(speedObject(*(j->getValidTime()), 
*(j->getTransactionTime()), j->getSpeed())); 
  }  
} 
 
 

postionObject 
 
positionObject.h 
#include "timeObject.h" 
 
class positionObject : public timeObject { 
 private: 
  double xPosition; 
  double yPosition; 
  
 public: 
  positionObject(time_t valid, double x, double y); //Constructor 
  void getPosition(); 
}; 

 
positionObject.cc 
#include "positionObject.h" 
#include "timeObject.h" 
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positionObject::positionObject(time_t vTime_, double x, double 
y):timeObject(vTime_) 
{ 
  timeObject(vTime_); 
  //validTime = valid; 
  //transactionTime = 0; 
  xPosition = x; 
  yPosition = y; 
} 
 
void positionObject::getPosition() 
{ 
  cout<<"Position(X;Y): "<<xPosition<<"; "<<yPosition<<" was valid at 
"<<ctime(getValidTime())<<endl; 
} 
 

positionSerie 
positionSerie.h 
#include "timeSerie.h" 
#include "positionObject.h" 
#include "db.h" 
 
class positionSerie : public timeSerie{ 
 private: 
  vector<positionObject> timeObjects; 
 
 public: 
  positionSerie(); 
  positionSerie(time_t vTime); 
  void addNewObject(positionObject object); 
  void getInfo(); 
  void getInfoInInterval(time_t start, time_t end); 
  void saveState(Database *db); 
  void loadState(Database *db, int key); 
}; 
 

positionSerie.cc 
#include "positionSerie.h" 
 
 
positionSerie::positionSerie(time_t vTime):timeSerie(vTime) 
{ 
  timeSerie(vTime); 
  //timeObjects = vector(); 
} 
 
positionSerie::positionSerie() : timeSerie() 
{ 
  timeSerie(); 
} 
 
void positionSerie::addNewObject(positionObject object) 
{ 
  timeObjects.push_back(object); 
} 
 
void positionSerie::getInfo() 
{ 
  // Creates an iterator for the vector 
  vector<positionObject>::iterator n; 
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  //traversing the vector and prints the information on the screen 
  for(n = timeObjects.begin(); n != timeObjects.end(); n++) 
    n->getPosition(); 
} 
 
void positionSerie::getInfoInInterval(time_t start, time_t end) 
{ 
  // creates an iterator for the timeObjects vector 
  vector<positionObject>::iterator n; 
   
  //traversing the vector and calls the getInfo() on each object that 
is within the interval 
  for(n = timeObjects.begin(); n != timeObjects.end(); n++) { 
    if(*(n->getValidTime()) >= start && *(n->getValidTime()) <= end) 
      n->getPosition(); 
    } 
 
} 

 
timeObject 
 
timeObject.h 
#include <iostream.h> 
#include <time.h> 
#include <stdio.h> 
#include <stdlib.h> 
#include <stddef.h> 
#include <unistd.h> 
 
class timeObject { 
 private: 
  time_t validTime; 
  time_t transactionTime; 
   
 public: 
  timeObject(); 
  timeObject(time_t valid); 
  void setTransactionTime(time_t tTime); 
  time_t *getValidTime(); 
  time_t *getTransactionTime(); 
  void setTransactionTime(time_t *tTime) {transactionTime = *tTime;}; 
  void setValidTime(time_t *vTime) {validTime = *vTime;}; 
}; 

 
timeObject.cc 
#include "timeObject.h" 
 
timeObject::timeObject() 
{ 
  validTime = time(NULL); 
  transactionTime = 0; 
} 
 
timeObject::timeObject(time_t valid) 
{ 
  validTime = valid; 
  transactionTime = 0; 
} 
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void timeObject::setTransactionTime(time_t tTime) 
{ 
  transactionTime = tTime; 
} 
 
time_t *timeObject::getValidTime() 
{ 
  return &validTime; 
} 
 
time_t *timeObject::getTransactionTime() 
{ 
  return &transactionTime; 
} 

 
 
timeSerie 
 
timeSerie.h 
#include <iostream.h> 
#include <time.h> 
#include <stdio.h> 
#include <stdlib.h> 
#include <stddef.h> 
#include <unistd.h> 
#include <vector> 
#include <algo.h> 
#include <functional> 
#include <string.h> 
#include "timeObject.h" 
#include "db.h" 
#include <sstream> 
using namespace std; 
 
// Method for converting an integer to a string 
 
string intos(int i); // Convert an int to a string 
string intos(time_t i); // Convert a long int to a string 
string dtos(double i); // Convert a double to string 
 
class timeSerie { 
 private: 
  friend class speedSerie; /*, altitudeSerie, positionSerie, 
videoSerie;*/ 
  time_t startTime; 
  time_t endTime; 
  Database *serieDB; 
  string key; 
 
 public: 
  timeSerie(time_t start_); 
  timeSerie(); 
  void setStartTime(); // setting 'startTime' to current time 
  void setEndTime(); // setting 'endTime' to current time 
  void getStartTime(); 
} 

 
timeSerie.cc 
#include "timeSerie.h" 
#include <string.h> 
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#include "altitudeSerie.h" 
 
string intos(int i) 
{ 
  stringstream s; 
  s<<i; 
  return s.str();  
} 
 
string intos(time_t i)  
{ 
  stringstream s; 
  s<<i; 
  return s.str(); 
} 
 
string dtos(double i) 
{ 
  stringstream s; 
  s<<i; 
  return s.str(); 
} 
 
 
timeSerie::timeSerie() 
{ 
  startTime = time(NULL); 
} 
 
timeSerie::timeSerie(time_t start) 
{ 
  startTime = start; 
} 
 
void timeSerie::setStartTime() 
{ 
  startTime = time(NULL); 
} 
 
void timeSerie::setEndTime() 
{ 
  endTime = time(NULL); 
} 
 
void timeSerie::getStartTime() 
{ 
  cout<<ctime(&startTime)<<endl; 
} 

 
 
uav 
 
uav.h 
#include "timeSerie.h" 
#include "speedSerie.h" 
#include "positionSerie.h" 
#include "videoSerie.h" 
#include "altitudeSerie.h" 
#include "db.h" 
#include <sstream> 
#include <string> 
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#include <cstring> 
 
class uav { 
 private: 
  string uavID; 
  string key; 
  speedSerie speed; 
  positionSerie position; 
  videoSerie video; 
  altitudeSerie altitude; 
  // string key; 
 
 public: 
  uav(string id, string flightKey); 
  void updateSpeed(double speed, time_t timeStamp); 
  void updateAltitude(int alt, time_t timeStamp); 
  void updateVideo(/*videosequence, */ time_t timeStamp); 
  void updatePosition(double x, double y, time_t timeStamp); 
   
  speedObject *getSpeedAtTime(int year, int month, int day, int hour, 
int minute, int second); 
  altitudeObject *getAltitudeAtTime(time_t atTime); 
  positionObject *getPositionAtTime(time_t atTime); 
  videoObject *getVideoAtTime(time_t atTime); 
   
  void getInfo(); 
  void getInfoInInterval(time_t start, time_t end); 
 
  string saveState(Database *db); 
  void loadState(Database *db, string key_); 
   
  string getID() {return uavID;}; 
  string getKey() {return key;}; 
  void setKey(string key_); 
  speedSerie getSpeed() {return speed;}; 
  void loadSpeed(speedSerie sSerie); // Used for simulation 
}; 

 
uav.cc 
#include "uav.h" 
 
uav::uav(string id, string flightKey) 
{ 
  uavID = id; 
  key = (uavID + flightKey); // The key for the UAV is created by 
adding the uavID to the flightKey 
  speed.setKey(key); 
  //   altitude.setKey(key); 
  //   position.setKey(key); 
  //   video.setKey(key); 
   
} 
 
void uav::updateSpeed(double speed_, time_t timeStamp) 
{ 
  // Adds a new object to the speed vector by calling the 
addNewObject with the speedObject constructor as argument 
  speed.addNewObject(speedObject(timeStamp, speed_)); 
   
} 
 
void uav::updateAltitude(int alt, time_t timeStamp) 
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{ 
  // Adds a new object to the altitude vector in the same way as 
updateSpeed() works 
  altitude.addNewObject(altitudeObject(timeStamp, alt)); 
} 
 
void uav::updatePosition(double x, double y, time_t timeStamp) 
{ 
  position.addNewObject(positionObject(timeStamp, x, y)); 
 
} 
 
void uav::updateVideo(/*videoSequence, */time_t timeStamp ) 
{ 
  video.addNewObject(videoObject(timeStamp)); 
} 
speedObject *uav::getSpeedAtTime(int year, int month, int day, int 
hour, int minute, int second) 
{ 
  struct tm *timeInfo; 
  time_t timeValue; 
  speedObject *returnObject; 
   
  // Sets the values passed as parameters to the tm struct timeInfo 
  timeInfo->tm_year = year; 
  timeInfo->tm_mon = month; 
  timeInfo->tm_mday = day; 
  timeInfo->tm_hour = hour; 
  timeInfo->tm_min = minute; 
  timeInfo->tm_sec = second; 
 
  // converts the tm struct into a long int 
  timeValue = mktime(timeInfo); 
   
  // get the wanted object by calling getObjectAtTime on the vector 
'speed' 
  returnObject = speed.getObjectAtTime(timeValue); 
   
  return returnObject; 
} 
 
void uav::getInfo() 
{ 
  cout<<"UAVId: "<<uavID<<endl; 
  speed.getInfo(); 
  //  position.getInfo(); 
  //altitude.getInfo(); 
  //*** Add getInfo() for videoSerie and videoObject*** 
 
} 
 
void uav::getInfoInInterval(time_t start, time_t end) 
{ 
  //speed.getInfoInInterval(start, end); 
  //altitude.getInfoInInterval(start, end); 
  position.getInfoInInterval(start, end); 
 
} 
 
string uav::saveState(Database *db) 
{ 
  string s; 
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  s += uavID; 
  s += " "; 
  s += ("altitude" + key); // Key for speed is the own key with 
"speed" added to it 
  s += " "; 
  s += ("position" + key); 
  s += " "; 
  s += ( "speed" + key); 
  s += " "; 
  s += ("video" + key); 
   
  // Call saveState for each of the time series 
  speed.saveState(db); 
  // altitude.saveState(db, ownKey); 
  // position.saveState(db, ownKey); 
  // video.saveState(db, ownKey); 
 
  // Store data about UAV 
  db->storeData(key.c_str(), s.c_str(), update); 
  return key; 
} 
void uav::loadState(Database *db , string _key) 
{ 
  // The data that is located at _key contains the id for the UAV and 
the keys for the timeSeries, ordered alphabetically 
  char temp[50]; 
  char *fromDB; 
  char **keys[4]; 
  char *key1; 
  char *key2; 
  char *key3; 
  char *key4; 
 
  key1 = new char[30]; 
  key2 = new char[30]; 
  key3 = new char[30]; 
  key4 = new char[30]; 
   
  fromDB = db->fetchData(_key.c_str()); 
  stringstream stream(fromDB); 
   
  stream.getline(temp, 30, ' '); 
  uavID = temp; // the id for the UAV is updated with the id fetched 
from the database 
   
  stream.getline(temp, 50, ' '); // Get the key to a timeSerie 
  key1 = temp; 
  stream.getline(temp, 50, ' '); // Get the key to a timeSerie   
  key2 = temp; 
  stream.getline(temp, 50, ' '); // Get the key to a timeSerie 
  key3 = temp; 
  speed.loadState(db, key3); 
} 
 
void uav::setKey(string key_) 
{ 
  key = (uavID + key_); 
} 
 
void uav::loadSpeed(speedSerie sSerie)  
{ 
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  // For now it is assumed that the speed vector is empty 
  speed.loadSpeed(sSerie); 
   
} 

 


