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Abstract 
This dissertation aim is to investigate the application of higher-ordered feedback 
architectures, as a control system for an autonomous robot, on delayed response task 
problems in the area of evolutionary robotics. For the two architectures of interest a 
theoretical and practical experiment study is conducted to elaborate how these 
architectures cope with the road-sign problem, and extended versions of the same. In 
the theoretical study conducted in this dissertation focus is on the features of the 
architectures, how they behave and act in different kinds of road-sign problem 
environments in earlier work. Based on this study two problem environments are 
chosen for practical experiments. The two experiments that are tested are the three-
way and multiple stimuli road-sign problems. Both architectures seams to be cope 
with the three-way road-sign problem. Although, both architectures are shown to have 
difficulties solving the multiple stimuli road-sign problem with the current 
experimental setting used. 

This work leads to two insights in the way these architectures cope with and behave in 
the three-way road-sign problem environment and delayed response tasks. The robot 
seams to learn to explicitly relate its actions to the different stimuli settings that it is 
exposed to. Firstly, both architectures forms higher abstracted representations of the 
inputs from the environment. These representations are used to guide the robots 
actions in the environment in those situations were the raw input not was enough to do 
the correct actions. Secondly, it seams to be enough to have two internal 
representations of stimuli setting and offloading some stimuli settings, relying on the 
raw input from the environment, to solve the three-way road-sign problem. 

The dissertation works as an overview for new researchers on the area and also as 
take-off for the direction to which further investigations should be conducted of using 
higher-ordered feedback architectures. 
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modulation, Self-organization, Unsupervised Learning 
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1. Introduction 
Behaviour-based systems (Brooks, 1986), i.e. systems that decompose the control 
policy needed for accomplishing a task by different behaviours, are very useful when 
autonomous robots should adapt to the dynamics of real-world environments. With 
some basic competences, these systems have been showed to emerge some 
meaningful behaviour by reacting to the perceived stimuli from their environment 
(Ziemke, 1999; Tani & Nolfi, 1998; Nolfi, 1997; Brooks, 1991). The majority of 
architectures in the area of controlling autonomous robots use first-order feedback 
architectures (Ulbricht, 1996; Meeden, 1996), i.e. certain neuron activation values are 
reused as input later in time, usually in the next time step (Ziemke, 1999). This 
dissertation is an investigation of evolutionary algorithms applied to robots with focus 
on architectures using higher-ordered feedback architectures (Ziemke, 1999, Pollack, 
1991). Higher-ordered feedback differs from first-order feedback by that weights or 
biases in the network are modulated/adapted (e.g. are modified or replaced) 
dynamically during the lifetime of the robot (Ziemke, 1999). Higher-ordered feedback 
architectures are suited for tasks where the robot needs to react to circumstances in 
their environment and virtually modulate between different behaviours due to the 
environmental contexts and situations. There are two architectures that are of interest 
for this dissertation: 

i) LSTM-based (layered) architecture (Bergfeldt & Linåker, 
2002), uses a Long Short-Term Memory (LSTM) (Hochreiter 
& Schmidhuber, 1997a) as base component with an ARAVQ1 
(Linåker & Niklasson, 2000) to filter out classes of redundant 
input. The architecture adds values to the bias weights of the 
underlying feed-forward network that affects the motor 
activation, which in turn affect external behaviours of the robot 
due to different input to output mappings. 

ii) ESCN2 (Ziemke, 1999), an extension of Pollack’s (1991) 
Sequential Cascaded Network (SCN), replacing sensorimotor 
mappings dynamically at runtime by internal state activation of 
a decision unit. This decision unit prevents the network from 
changing sensorimotor mappings constantly and hence only 
changing it under certain circumstances (i.e. when the 
activation of the decision unit exceeds a specified threshold). 

In the area of adaptive robotics and evolutionary algorithms these architectures are 
used to achieve self-organized behaviours by evolution. Both Ziemke’s (1999) and 
Bergfeldt & Linåker’s (2002) architectures are actively modulating sensorimotor 
mappings while adapting to different environmental contexts. Instead of describing 
behaviour as series of actions it is more manageable to evolve and self-organize 
behaviours as in i) cluster input stimuli to input classes (meaningful chunks) and 
modulate sensorimotor mappings to appropriate patterns, or, as in ii) to switch 
between different sensorimotor mappings (replacing the weights) according to internal 
unit activations for different environment contexts. The difference is that in the first 
approach raw sensory input is matched to the input classes for modulation to specific 
behaviours. The second approach does not use any filtering mechanism and hence 
uses the raw sensory information as a factor to calculate the sensorimotor mapping in 
                                                
1 Adaptive Resource Allocating Vector Quantizer 
2 Extended Sequential Cascaded Network 
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each time step (i.e. the SCN part). Additional, the modulation is controlled by an 
internal activations unit that is used to selectively modulate behaviour, i.e. the 
decision unit. Similarities are that both approaches rely on the raw sensory 
information for extraction of representations from the states of the environment. 

This dissertation focus is on how these architectures can be useful in solving delayed 
response task problems (memorization problems) in different kinds of environmental 
settings. The delayed response task problem is about finding correlations between 
previous input and behaviour at different points in time (Linåker, 2001). The road-
sign problem is an example of such a task and involves a robot placed in a T-maze 
environment (Jakobi, 1997; Ulbricht, 1996).  

The robot travels down the road leading to a T-junction and is being exposed to some 
form of stimuli (road-signs), multiple or single events, to which it should respond to 
after a delayed time (e.g. when it reaches the T-junction, see Figure 1). The T-junction 
is a cue that triggers the robot to react on the earlier given stimuli (light source 
stimuli). When the cue event eventually is presented the robot should go either left or 
right, according to the road-sign, i.e. the light source event (Linåker, 2001). A 
problem is that sensors readings continuously arrive during the delayed time period 
pushing out the old relevant representation of the stimuli and thus the robot needs to 
memorize the stimuli until the cue arrives (Bergfeldt & Linåker, 2002). 

 

Goal if  
Stimulus 1 

Goal if 
Stimulus 2 

Response 

Delay 

Stimulus 1 Stimulus 2 

Robot 

R L 

 
Figure 1 - T-maze and the road-sign problem: The main corridor is the road that the robot 
travels by and the light stimuli (i.e. the road-signs) are placed on the right and left side of the 
road. The robot should turn at the T-junction according to the earlier stimulus coming from 
right or left light stimuli (Bergfeldt & Linåker, 2002). 

So how should an architecture controlling the robot be structured to achieve the 
capability to hold and sustain sensory inputs from the environment? Of course some 
form of memory (storing or reaction capability) is needed for the control system of the 
robot to sustain the stimuli of the environment. Hence, the robot has to find and react 
to meaningful regularities (e.g. light stimuli, corridor and junction), in the sensory 
input patterns that are relevant in order to solve the task (Linåker & Jacobsson, 2001; 
Ziemke 1999; Tani & Nolfi, 1998). This area of architectural issues relates to aspects 
of cognitive science and involves issues about an overall view of how memory 
actually works. To memorize things in the world we use selective filtering selecting 
relevant chunks of information (meaningful units) about the things we are exposed to 
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(Miller, 1958).  

"...Since memory span is a fixed number of chunks, we can increase the 
number of bits of information that it contains simply by building larger and 
larger chunks, each chunk containing more information than before." 
(Miller, 1958)  

So the things we sense will actually be segmented into chunks that contain more 
information, e.g. memorizing the things in more manageable abstraction level, is this 
also a good way to make robots perceive the world as well? The higher-ordered 
feedback architectures studied here are using different ways of finding meaningful 
information in the perceived sensory input that is given to the robot from the 
environment. The control system of the robot must also be able to combine earlier 
given stimuli (memory) and the trigger (i.e. the cue) to achieve the correct response at 
the junction. 

In addition to these cognitive features the robot has to in some way change between 
different behavioural patterns dynamically during its lifetime, also referred to as 
virtual modulation (Ziemke, 1999). This modulation of behaviours to different 
contexts can be achieved like in: i) clustering sensory input patterns and storing 
context concepts in some form of memory unit (Bergfeldt & Linåker, 2002), or, ii) by 
changing sensorimotor mapping according to internal state, i.e. the decision unit 
(Ziemke, 1999). 

This dissertation will elaborate on how well these higher-ordered feedback 
architectures can be applied to delayed response tasks and how they resemble 
cognitive memorization issues. This will be conducted in two steps, first by a 
theoretical comparison of the two architectures and then some practical experiments 
based on the theoretical part.  

1.1. Aims and objectives 
The main aim for this dissertation is to look at the application of higher-ordered 
feedback architectures, i.e. the LSTM-based architecture presented by Bergfeldt & 
Linåker (2002) and ESCN presented by Ziemke (1999), on delayed response tasks. 

The first objective is to conduct a theoretical study that will describe and compare 
these architectures by their architectural structure, behaviours in the solving of 
delayed response tasks and their resemblance to learning and memorization issues in 
cognitive psychology (i.e. articulatory loops, elaborative rehearsal, cues and delays). 
These issues will be compared to properties needed in control systems of robots, i.e. 
artificial neural network architectures, to reach solutions to delayed response tasks. 
The theoretical study is the base for the comparison of how the two architectures 
behave and act in environments with delayed response tasks. This study will be 
conducted by literature studies in the area of evolutionary robotics and higher-ordered 
feedback architecture controllers applied to delayed response tasks (Thieme, 2002; 
Bergfeldt & Linåker, 2002). The result of this theoretical study should lead to the 
discovery of relevant environments for the practical experiments to be conducted in 
this dissertation. 

Further on, the above-mentioned main aim is studied by some practical experiments. 
These experiments are conducted to show how the two chosen architectures actually 
behave and react to environments with delayed response tasks. The experiments are 
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conducted in simulated environments using the simulation tool YAKS3 (Carlsson & 
Ziemke, 2001). The analysis of the practical experiments is based on the stored 
execution data from the simulations. This work will be presented in form of statistical 
measurements (e.g. probability for correct response to stimuli, etc) and analysis of the 
sensorimotor mappings, using Hinton diagrams, in the different robot-environmental 
states. 

Both architectures are described and analysed separately, both in the theoretical part 
and in the practical part. The theoretical part will be based on the results of earlier 
work using the chosen architectures as control system to solve delayed response tasks 
problems. The result of the theoretical analysis and comparison problem should also 
give reflections about which problem environments that so far has not been tested to 
its full extent on either of the architectures. These problem environments are then use 
in the practical experiments, in which the architecture is run in isolation on each 
environment that it is exposed to. The analysis of the results from the practical 
simulation results and the theoretical comparison will be used for discussion about 
how the architectures are suited to solve delayed response tasks, i.e. in this case 
extended versions of the road-sign problem. 

1.2. Motivation 
The focus and scope of tasks for this dissertation is extended versions of the road-sign 
problem. So why study extended versions of the road-sign problem? Why use these 
higher-ordered feedback architectures? An answer to the former question is that the 
original road-sign problem may constrain the robot to work more with the 
environment as its memory rather than base its actions on modulation of the 
sensorimotor mapping according to internal higher-ordered concepts. Problems like 
the original road-sign problem have shown to been solved by purely reactive feed-
forward ANNs (Thieme & Ziemke, in press; Bergfeldt & Linåker, 2002; Jakobi, 
1997). Consider that the numbers of environmental constraints progressively are 
reduced in the environment, e.g. additional pathways for the robot to go to at the 
junction or multiple stimuli in larger maze-like environments. What would happen is 
that the task gets harder and harder until some point is reached where a purely reactive 
agent is incapable to solve it (Nolfi & Floreano, 2000). Therefore other concepts are 
needed to give a solution to these kinds of extended and increased complexity 
problems. For the latter question, the higher-ordered feedback architectures studied 
use some form of internal concepts (i.e. input stimuli memory or input reactive units) 
to achieve different behaviour due to different situations in the environment. The 
robot should not only base its behaviour on the environmental constraints, it should 
rather be able to handle more complex situations due to higher-ordered concepts used 
to modulate its behaviours.  

This area is interesting from the point of view how the robot self-organize different 
modules of behaviours and that the designer role in the evolution is relaxed. Self-
organization training could end up in solution to problem that a designer not has even 
thought about, some data may be hidden in the sensory information that plays an 
essential role in the learning of the task (Nolfi & Floreano, 2000). Hence, the fashion 
of these architectures with their abilities to extract other representations of the 
environmental states from the raw sensory information could lead to astonishing 
solution that else should be kept in the dark. The architectures ability to dynamically 
adapt to different environmental situation should be a good thing when dealing with 
                                                
3 Yet Another Khepera Simulator 
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extended road-sign problems. In the way of looking at these architectures from a 
cognitive point of view, it should not be possible to draw the distinct line between the 
robots behaviour and an internal cognitive issue of the architecture. The cognitive 
issues discussed in this dissertation are only what are needed in solving the delayed 
response task from a cognitive point of view. It actually cannot be proven that the 
robot actually has memory of items in the world, but they should someway relate its 
actions due to previous stimuli and this can be regarded as some form of memory, e.g. 
the robot using the architecture as control system are in some way always depending 
on interaction with its environment. 

1.3. Related work 
Thus far there has been little investigation about the abilities of higher-ordered 
feedback architectures on different environments. This dissertation elaborates on how 
the above-mentioned architectures are compared to each other by the way they solve 
delayed response tasks, i.e. in this case an extended version of the road-sign problem 
(Bergfeldt & Linåker, 2002) and modified version combining earlier environments 
(Bergfeldt & Linåker, 2002; Thieme, 2002). Earlier work conducted in this area used 
different architectures that extract regularities and modulate sensorimotor mappings 
according to different environmental circumstances to make autonomous robots 
behave appropriate due to its task (Bergfeldt & Linåker, 2002; Thieme, 2002; Linåker 
& Jacobsson, 2001; Ziemke, 1999; Nolfi & Tani, 1999; Tani & Nolfi, 1998). 

Linåker & Jacobsson (2001) conducted some experiments dealing with the traditional 
road-sign problem described earlier and extended versions of the same. In the 
extended version an extra turn was included between the stimulus (the light source) 
and the cue, to distract the robot. They used the ARAVQ as a sensory input filter, 
finding regularities and event classes by clustering, and a simple recurrent network 
that should make the associations between events and behaviours to adapt motor 
actions under different circumstances. Motor actions for the robot where handcrafted 
for each event, i.e. corner or right and left wall. The selection of behaviour was based 
on different extracted event sequences, same events but in different context lead to a 
different behaviour. 

In Ziemke (1999) another experiment that dealt with memorization of collecting 
and/or avoiding obstacles was presented. The environment had the shape of a 
rectangle and in the centre of the environment a circular zone was placed. Some 
batteries (obstacles) was placed outside and some inside the zone. The robot’s task 
was to collect (i.e. collide with some of the obstacles) batteries inside the zone and 
avoid those that were outside the zone. Somehow the robot had to remember if it was 
inside the zone or not, in order to achieve the wanted behaviour (the robot always 
started outside the zone). This task is another version of a delayed response task, the 
stimuli of moving over the border of the zone is similar to as the road-sign stimuli, i.e. 
in this case going out of the zone or in to the zone. The robot then reaches a cue in 
form of an obstacle it then should respond according to its current zone apprehension, 
i.e. to avoid obstacles if outside zone and collecting them inside the zone. Ziemke 
(1999) has shown by his experiments that ESCN, as control system for autonomous 
robots, is suitable for memorization problems (delayed response tasks included). 

Bergfeldt & Linåker (2002) presented their LSTM-based architecture and some 
experiments on different kinds of extended road-sign problems, and showed that their 
architecture was capable of handling delayed response tasks, through evolution of 
self-modulation. The environment tested was the original T-maze road-sign and a 
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three-way road-sign problem. Some of the environments used in their work will be 
replicated and simulated in this dissertation. Later in this dissertation a more complete 
description of their experiments will be described (see Chapter 3; Section 3.2).  

The experiments conducted in Thieme (2002) were extended versions of the road-sign 
problem and applied different kinds of architectures, e.g. Ziemke’s ESCN 
architecture, feed-forward network and first-order feedback architectures. The 
extended road-sign environments included more junctions and some environments 
contained multiple stimuli. In the multiple stimuli experiment (multiple T-maze 
problem) in which the robot should react to stimuli attended sequentially. For example 
when the robot first approached a light stimuli on the left and then after some delay a 
light stimuli on the right, it should act in the following junctions by the sequential 
manner determined by the earlier stimuli. 

Both the LSTM-based architecture and the ESCN architecture modulate an underlying 
network, i.e. feed-forward network providing the sensorimotor mapping, to change 
behaviours of the robot during its lifetime. Although, there are differences in certain 
features, i.e. their structural appearance and modulation method. These features will 
be discussed further to elaborate how these kinds of higher-ordered architectures solve 
delayed response tasks. 

1.4. Outline 
In chapter two the first section will be about evolutionary algorithms and its 
connection to artificial neural networks and evolutionary robotics. After that, a more 
detailed description of the delayed response task, describing related cognitive issues 
and their resemblance to properties needed in artificial neural network architectures. 
The last sections includes a brief descriptions of the building stone architectures used 
in the architectures studied in this dissertation, i.e. ARAVQ (Linåker & Niklasson, 
2000), LSTM (Hochreiter & Schmidhuber, 1997a) and SCN (Pollack, 1991). 

In the third chapter, the ESCN architecture (Ziemke, 1999) and the LSTM-based 
architecture presented by Bergfeldt & Linåker (2002) are described separately by their 
architectural structure, earlier experiments, results and conclusions from earlier 
conducted work. The last section of this chapter will elaborate how the architectures 
are dealing with delayed response tasks according to the results and conclusions from 
earlier conducted work. 

Chapter four will describe the experiments conducted in the practical experiment. The 
main parts will be to define simulation parameters such as environments (road-sign 
problems), robot appearance (e.g. sensors and actuators), evolutionary parameters 
(e.g. generation, selection criteria, noise, etc.). This chapter also include a brief 
discussion about the different aspects followed by conducting experiments in 
simulated environments or in physical environments. 

The results of the practical experiments will be presented in chapter five. This chapter 
discussion about the conducted experiments and analysis of the diagrams and tables 
that is based on the experimental data, e.g. sensorimotor mappings (using Hinton 
diagrams), graphs of the evolutionary process and trajectories and sensory monitor 
curves from the best robots evolved etc. This chapter also describes the evaluation of 
the best robots evolved and saved during evolution. The results are set into context 
with the theoretical analysis conducted. 

In the last chapter the discussion and conclusions regarding how the architectures 
observed from the theoretical point of view and practical simulations can cope with 
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extended versions of the road-sign problem. The last section of this chapter will 
describe possible future work in the area of testing these architectures and other 
higher-ordered feedback architectures. 
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2. Background 
This chapter defines basic concepts in the area of evolutionary robotics and delayed 
response tasks. Section 2.1 describes the evolutionary robotics paradigm with its 
essential main components, i.e. artificial neural networks and genetic search technique 
for evolving robots. In section 2.2 the delayed response task will be described related 
to memorization issues in cognitive psychology, hence also describing features of a 
control system for a robot to solve delayed response tasks. Part 2.3 discusses the 
filtering method Adaptive Resource Allocating Vector Quantizer (ARAVQ, Linåker 
& Niklasson, 2000). Section 2.4 describes and defines the Long Short-Term Memory 
(LSTM, Hochreiter & Schmidhuber, 1997a). Finally, in section 2.5 the Sequential 
Cascaded Network (SCN, Pollack, 1991) is described, i.e. the base component for the 
ESCN architecture presented in Ziemke (1999). 

2.1. Evolutionary robotics 
Many experiments conducted recently in the area of behaviour-robotics are based on 
robots that use artificial neural networks as a control system (Bergfeldt & Linåker, 
2002; Thieme, 2002; Nolfi & Floreano, 2000; Ziemke, 1999; Tani & Nolfi, 1998). 
Some of these (Bergfeldt & Linåker, 2002; Thieme, 2002; Ziemke, 1999) use 
evolutionary algorithms to evolve self-organized behaviours of the control system for 
autonomous robots. To evolve robots being able to solve tasks in an environment 
some form of learning abilities, e.g. how to switch between behaviours or react to the 
surrounding environmental constraints, are needed to finally reach a solution to 
environmental problems. Although, this depends much on the purpose of the robot in 
the world, e.g. if the robot’s purpose is only to move forward there is no need to 
change behaviour. Some form of control system of the robot, e.g. artificial neural 
networks, must be constructed and evolved to achieve these kinds of behaviours. 

Artificial neural networks (ANNs) are a set of neurons connected by weighted links 
used to transmit signals. Input neurons (e.g. sensory stimuli) receive stimuli from the 
environment and output neurons (e.g. motor activation) broadcast signals to the 
environment. In an ANN there can be internal neurons that lie between the input and 
output neurons that have no connection to the external environment, therefore called 
hidden neurons. A neural network compute in parallel and signals travel 
independently on weighted channels. This means that neurons can update their state in 
parallel (Nolfi & Floreano, 2000; Mehrotra, et al. 1997). Artificial neural networks 
also give a smooth search space and gradual changes to the parameters defining the 
neural network (i.e. weights, time constants and architecture) will result in changes of 
its behaviour. Further, ANNs provides a good way to make mappings between sensors 
and motors of a robot. One useful reason to use ANNs is that they are very noise 
tolerant, since the activation of the neurons are based on the sum of several weighted 
signals. For a robot that interacts with noisy environments the noise tolerant fashion 
of the ANNs is a very useful property (Nolfi & Floreano, 2000; Mehrotra, et al. 1997). 
For this dissertation recurrent ANNs (or RNNs) are of primary interest. RNNs are 
ANNs that have recurrent connections among the neurons, i.e. self-connections or 
connections between different neurons, where activations are transmitted with a time 
delay (often the next time step, Mehrotra, et al. 1997; Nolfi & Floreano, 2000). For 
problems like delayed response tasks some form of time dependent detection of 
characteristics of the input patterns are needed. The way that control systems 
store/remember this knowledge is of great importance. One-way of doing this is by 
using some form of recurrent activations (i.e. RNNs) to store/remember things 
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perceived by the robot (sensory input or internal activation on hidden nodes). 

Although ANN is an important component, as control system in evolutionary robotics, 
something needs to be added that provides the evolutionary part; some form of search 
technique is needed. This dissertation focus is on Genetic Algorithms (Holland, 
1975), one of the broad classes of stochastic search techniques called evolutionary 
algorithms (Mehrotra, et al. 1997). A genetic algorithm operates on a population 
(generation) of artificial chromosomes. An artificial chromosome is called a genotype, 
which is a string that encodes the characteristics of an active individual (called a 
phenotype). The genotype might encode several variables, such as connection weights 
and number of neurons in an ANN (Nolfi & Floreano, 2000). The way the population 
evolves is by selectively reproducing individuals (e.g. selective reproduction, 
Goldberg, 1989) with best performance, creating the next generation while also 
applying some random changes to their chromosomes (e.g. crossover and mutation, 
Goldberg, 1989). Unlike most other traditional search techniques these algorithms 
maintain several candidate solutions (i.e. a population). A new candidate solution 
(offspring) is obtained by combining elements from multiple existing members of the 
population (parents), so that each offspring has a chance of improving on its parents 
and become the best candidate solution found so far. This procedure is repeated for 
several generations (cycles). The selection is made according to a fitness value given 
from a fitness function. The fitness function is a performance criterion that evaluates 
the performance of each individual phenotype, i.e. higher fitness implies better 
performance (Nolfi & Floreano, 2000). Individuals that have higher fitness values 
tend to leave a higher number of copies of their chromosome for the next generation. 
Selection mechanisms provide a driving force, weeding out candidate solution of 
poorer quality from the existing population (Mehrotra, et al. 1997). These kinds of 
algorithms allow subpopulations located in different areas to explore different 
solutions and therefore preventing a premature gathering of the population in local 
minima. More information about this algorithm and operations is to be found in Nolfi 
& Floreano (2000, pages 19-23). In evolutionary robotics, genotypes encode 
characteristics of the control system (i.e. ANN architecture, weights, fitness function 
and constraints) and selection is based on how the robots behave in their environment 
due to some fitness function (Floreano & Mondada, 1998). 

2.2. Delayed response tasks 
Delayed response tasks are problems where the discovery of correlations between 
events (inputs) as well as actions (outputs) at different points in time is crucial. The 
robot has to respond to earlier seen stimuli after a delayed time and react on a cue (a 
trigger) when appropriate (Linåker, 2001). To do this the robot needs abilities to 
extract meaningful states in the incoming sensory flow, e.g. by internal patterns or 
reacting to raw sensory data, according to which it could change its behaviour (e.g. by 
modification of the control system or relying on the environment at certain instants). 
To achieve a solution to a delayed response task, the control system of the robot must 
have some memorization properties in order to memorize stimuli. However, the 
environment can also be used as a memory and the robot guide its actions due to 
environmental constraints rather than internal architectural concepts, referred to as 
scaffolding (Bergfeldt & Linåker, 2002, Nolfi & Floreano, 2000). As mentioned 
earlier “memorization” can be achieved by using RNN architectures as control 
systems for the robot. For delayed response tasks it is sufficient to have some form of 
storing or recurrent articulation about the stimuli that the robot is exposed to. There is 
also a need that the robot have some form of elaborative memory (i.e. rehearsal 
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capacity) to make past information relate to stimuli to which it should react. The robot 
needs some way of "knowing" which direction to go to, according to earlier given 
stimuli. Similar processes to these cognitive properties are needed to cover the state 
changes of a delayed response task; articulatory loops in order to learn and 
“memorize" stimuli (i.e. keep in memory in spite of time delay); elaborative rehearsal 
for reacting to a specific cue (triggering a response to earlier stimuli): and tolerance to 
noise and interference from other stimuli. It should be noted that ANNs do not exactly 
model the dynamics of real brain neurons so the comparison conducted in this 
dissertation is only focusing on the sparse fundamental parts of these cognitive issues. 

2.2.1. Articulatory loops and RNNs 

The articulatory loop is a subcomponent of the model of working memory by 
Baddeley (1986). The articulatory loop is used for storing speech-based information 
and is comprised of two components. The first component is a speech-sound memory 
storage, which can hold traces of acoustic, or speech based information. Information 
in this short-term storage lasts about two seconds unless it is maintained through the 
use of the second subcomponent, articulatory sub vocal rehearsal (also referred to as 
“silent” repetition). This means that the information is repeated internally in memory. 
Prevention of articulatory rehearsal results in very rapid forgetting. To describe this 
the following example experiment briefly shows how this component work. Present 
three consonants (e.g. C-X-Q) to your friend or colleague and ask him/her to recall the 
consonants after a 10 second delay. During these 10 seconds, prevent your friend from 
repeat/study the consonants by having him/her count backwards by 3 starting at 100. 
You will find that your friend's recall of the consonants is a lot messed up (Baddeley, 
1986, Murdock, 1961). In an ANN this articulatory loop can be realised by using 
recurrent connections in the ANN (i.e. RNN mentioned earlier in section 2.1). RNNs 
are typically considered to be robust to noise (compared to the articulatory loop were 
noise tends to make learning harder) and capable of handling incomplete data and the 
ability to deal with uncertainties of a dynamic environment and the limitation of 
sensor measurements (Ziemke, 1999). At least some form of repetition or recurrent 
fashion is needed in the control system to solve delayed response task problems, at 
least when the robot should not rely its action on its surrounding world. This is due to 
that the robot under the delay time, in which the robot should memorize the stimuli, 
will be interfered with other sensory flows and must somehow prevent these stimuli to 
intervene with the memorized stimuli. Although, as mentioned earlier, the world can 
be used as a memory, e.g. in a road-sign problem follow the wall at the side where the 
stimuli source was active (i.e. scaffolding). The world will then work as the 
articulatory loop as the robot dynamically interacts with it. The environment produces 
sensory input stimuli of the robot, which in turn modify its position or the position of 
another object in the environment (Nolfi & Floreano, 2000). 

2.2.2. Elaborative rehearsal, cues and delays 

Elaborative rehearsal is a type of rehearsal proposed by Craik & Lockhart (1972) in 
their Levels of Processing model of memory. In contrast to maintenance rehearsal, 
which involves simple repetition, elaborative rehearsal involves deep semantic 
processing of a to-be-remembered item resulting in the production of durable 
memories. For example, if you were presented with a list of digits for later recall (i.e. 
472197), grouping the digits together to form a phone number transforms the stimuli 
from a meaningless string of digits to something that has meaning, i.e. the numbers 
may be grouped by two or three, resulting in the former format as 47 21 97 and in the 
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latter format as 472 197. The latter covers all the information in the list but with only 
two chunks of meaningful units, i.e. three-digit numbers (c.f. Miller, 1958). This 
makes the stimuli of the to-be-remembered item more manageable and easier to 
remember. In the case of a delayed response task some form of similar properties are 
needed in the architectures, if the robot not only should rely on the environment as its 
memory, to store or react to information about environmental contexts and situations 
in spite of the time delay. When the time comes for the robot to react to the cue 
(triggering event) its behaviour should be adapted to the situation and somehow 
retrieve the needed mappings in order to make the correct response. Again the RNN is 
useful to hold information of earlier stimuli and when other regularities come up in 
the environment. Then some form of elaboration about what has happened and what 
should happen (prediction) can lead to that action is done correctly at the given instant 
when the que-stimuli for the delayed response task is present. One problem here can 
be that the memory of the stimuli is still "memorized" but is bounded to a special 
circumstance in the environment (some context) and that will influence the robot to 
have difficulties in acting correct to the cue situation in a different context (i.e. other 
sensory patterns for representing the same cue). This can be compared to forgetting 
issues in cognitive psychology. 

Specific changes to the cue situation effects the way the robot modulates its behaviour 
to the situation. In strict environments this is not an essential component because the 
constraints on memorization is only due to the environment. The cognitive work is 
off-loaded on to the environment (Ziemke, 1999), which can refer to a well-known 
phrase stated by Brooks (1991) - "the world itself is its own best model". This 
memorization property leads us onto the finding of regularities in the environment to 
which the robot can respond and modulate its behaviour. For the delayed response 
task some form of memory or reaction to the cue has to be learned during the 
evolution of the robot, some form of repetition is needed if not the robot only should 
base its actions on the environmental constraints. The higher-ordered architectures 
analysed here occasionally guide the behaviour of the robot, using extractions from 
the environment (stored internally or affected by mapping of the underlying network). 
So some form of repetition is a good thing for the robot in the learning phase 
(evolutionary process) to memorize and/or react and correlate actions/behaviour to 
earlier given stimuli. 

2.2.3. Regularities 

The robot applied to solve a delayed response task should somehow relate its actions 
to the different states of the task, e.g. in the road-sign case left and right wall 
following, the to-be-remembered stimuli, etc. Regularities are a set of sensory or 
internal states in the control system of the robot that correspond to robot-
environmental states, which are stable over space or time and easily separated from 
each other, hence are predictable (Nolfi & Tani, 1999). The filtering of information is 
needed to keep meaningful memory units more apprehensible and as mentioned 
earlier it is easier to maintain memory by clustering the perceived things in the world 
as categorization of meaningful chunks. 

"There is nothing more basic than categorization to our thought, 
perception, action, and speech (Lackoff, 1987). For autonomous agents, 
categories often appear as abstractions of raw sensor readings that provide 
a means for recognizing circumstances and predicting effects of actions." 
(Rosenstein & Cohen, 1999) 
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For an autonomous robot that interacts with an environment of even plain and simple 
complexity, sensory categories are a needed level of abstraction away from raw sensor 
readings. The robot needs abilities to discriminate between relevant and irrelevant 
circumstances and contexts in the environment. This can be a hard task for the robot 
since still two or more perceived objects might generate the same sensory patterns that 
require different responses, i.e. perceptual aliasing (Nolfi & Floreano, 2000). For 
finding regularities (meaningful units of information about sensory patterns) some 
way of clustering may be needed or some form of internal activation of the control 
system to find and react to regularities in the environment (Rosenstein & Cohen, 
1999; Ziemke, 1999; Linåker, 2001). 

There are many ways to extract regularities from sensory information from the 
environment. There are architectures that have been showed to find and/or react to 
regularities by prediction (e.g. Tani & Nolfi, 1998), abstraction of regularities by 
hierarchy architectures (e.g. Nolfi & Tani, 1999), self-organising unsupervised 
filtering method (e.g. Bergfeldt & Linåker, 2002) or according to internal unit 
activation (e.g. Ziemke, 1999). Robots in continuous time-settings typically generate 
tremendous amounts of sensor data. Temporal abstraction is needed to focus a 
learning algorithm on the most pertinent (relevant) parts of a robot's lifetime. For any 
given regularity, only a small subset of a robot's sensors may contribute to the time 
series patterns that characterize the regularity. A learning algorithm should weigh the 
importance of each sensor when deciding if two patterns belong to the same category 
(Rostenstein & Cohen, 1999). Prototypes and categories play a crucial role in human 
intelligence yet the act of categorisation is often automatic and unconscious. 
Categories are often taken for granted until forced to reason about them explicit, such 
as when designing a feature set that should lead to that an autonomous mobile robot 
navigates in a cluttered environment. Then realize how difficult it can be to list the 
properties, from the robot's perspective, of simple categories like corridors, walls and 
corners (Rostenstein & Cohen, 1999).  

For delayed response task problems some form regularities will affect the robot in 
spite of architecture, i.e. using pure feed-forward or recurrent networks. In the case of 
feed-forward networks the raw sensory information from the environment are some 
form of regularities (the robot rely on the states of the environment) and in the case of 
recurrent networks also internal information (the robot may also rely on internal 
activations states). Although, for a road-sign problem the regularities will be in some 
way depended on time, by the fact that there is a delay time between the stimuli event 
and cue event, this makes the states of the task harder to cope with (Nolfi & Tani, 
1999). The architectures analysed in this dissertation work as mentioned earlier by 
different ways to extract regularities form the sensory information. In the case of the 
ESCN architecture the regularities is due to the internal activation of the architecture 
and in the LSTM-based architecture the regularities is extracted from the raw sensory 
information by filtering. 

Linåker & Niklasson (2000) presented an unsupervised vector quantization method 
for extracting regularities from sensory-flows through a "winner takes it all" system 
based on model vectors, clustering input patterns to get classes of similar sensory 
states (see chapter 2.3). The finding of regularities will be useful in the modulation of 
the behaviours of the control system and thereby the behaviours of the robot.  

2.2.4. Modulation 

To solve problems in an environment, autonomous robots must somehow organize 
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their behaviour based on the sensory information that they obtain (e.g. extracted 
regularities). For this the control architecture must provide some form of flexibility to 
the behaviour of the robot. Flexibility is about switching between different 
behaviours, adapting behaviours in structured environments, learning new behaviours, 
and maintaining behaviours in the face of structural change of the system itself 
(Schöner, et al. 1995). A robot may learn from the consequences of different actions 
in different environmental contexts or it may learn to classify sensory states on the 
basis of the preceding and following sensory patterns. Basing actions on sensory 
information implies that one establishes a continuous link between sensing and acting 
(Nolfi & Tani, 1999; Schöner, et al. 1995). One way to improve behaviour-based 
systems is to make them more adaptive by dynamically selecting behaviours that can 
control the actions of the system (Michaud, 1997). Modulation is about switching 
between or alternate sensorimotor mappings according to the circumstances in the 
environment. 

There are different ways of modulating the weights in an ANN. Using higher-level 
modulation to a feed-forward ANN by completely replacing the weights with a new 
weight set (e.g. Ziemke, 1999; Pollack, 1991) or the weights can be multiplied or 
added, e.g. in Bergfeldt & Linåker (2002) modifying/adding values to bias weights, 
with a set of values to the weights. The architectures studied in this dissertation result 
in a modulating behaviour through evolution. When the architecture modifies the 
weights (i.e. replacing weights or adding values) to the underlying network the 
behaviours of the system changes. The process of changing or modulating between 
behaviours during runtime is named by Ziemke (1999) as virtual modularity. 

2.3. Adaptive Resource Allocating Vector Quantizer 
The Adaptive Resource Allocating Vector Quantizer (ARAVQ) (Linåker & 
Niklasson, 2000) is a system for vector quantization that uses a set of model vectors, 
representing classes of events, to cluster input patterns. The ARAVQ is based on the 
concept of change detection in input stimuli (Linåker & Niklasson, 2000). When a 
series of slightly novel and stable inputs are introduced to the network the system 
dynamically includes extra model vectors. The number of model vectors is 
determined by the characteristics of the input signal, which reflects the characteristics 
of the environment, e.g. the interaction between the robot and its environment 
(Linåker & Niklasson, 2000). The ARAVQ has four user-defined parameters (Linåker 
& Niklasson, 2000): a novelty criterion, a stability criterion, an input buffer size and a 
learning rate. In order to cope with noise in the input flow the ARAVQ filter the n last 
input vectors (sensory readings) on to a buffer, with maximum size for n vectors. The 
values in this buffer are averaged to a filtered input (moving average input vector), 
which leads to an abstract representation of the sensory input. The set of model 
vectors are at the beginning empty and does not start to fill until the input buffer has 
been filled to maximum for the first time. The moving average becomes a model 
vector as soon as it has been incorporated and if it characterizes a stable and novel 
situation. The input is considered to be novel if the Euclidean distance between the 
existing model vectors and the last n inputs, compared to the distance between the 
moving average and the last n inputs is larger than the novelty criterion (Linåker & 
Jacobsson, 2001). To be considered stable the last n input and the moving average 
input vector has to deviate by less than the defined stability criterion, a minimal 
Euclidean distance threshold. 

So the ARAVQ system dynamically allocates new classes of the sensory data by 
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adding model vectors and clusters out regularities from the input flow. Recent model 
vectors are initialised to represent the current situation and are later adapted, or tuned, 
when fairly similar situations reoccur, which allows the network to form a general 
representation of the situation (Linåker & Niklasson, 2000). 

2.4. Long Short-Term Memory (LSTM) 
The Long Short-Term Memory (LSTM) architecture by Hochreiter & Schmidhuber 
(1997a) works as a memory cell. This memory cell consists of multiplicative input 
and output gate units (see Figure 2). The input gate unit protects the memory contents 
stored in a constant error carrousel (CEC), which is a recurrent connection to the cell 
state unit that has a constant weight of 1.0. The output gate unit protects other units, 
like underlying feed-forward networks or other LSTM memory cells etc., from 
perturbation of currently irrelevant memory contents stored in the CEC (Hochreiter & 
Schmidhuber, 1997a; Gers, et al. 2000; Gers & Schmidhuber, 2001). All these 
different types of units may convey useful information about the current state of the 
net. For instance, an input or output gate may use inputs from other memory cells or 
network architectures to decide whether to store, respectively access; certain 
information in its memory cell (Hochreiter & Schmidhuber, 1997a). 

CEC

Cell Input Cell Output

Input gate Output gate

Cell state

Gating
input

Gating
input

Memory cell

 
Figure 2 - Architecture of a LSTM memory cell unit (the surrounding box) that have input and 
output gate units. The self-recurrent connection, i.e. the constant error carrousel (CEC), which 
has a constant weight of 1.0. The function of the ouput gate units is activation and access of the 
content stored in the cell state unit (redrawn and adapted from Hochreiter & Schmidhuber, 
1997a). 

The activation stored within the memory cell (i.e. the cell state) cannot change unless 
the input signals affect the input gate so that it becomes open, which updates the cell 
state unit’s content. The CEC solves the problem of increasing of noise and errors due 
to its recurrent connection. In the absence of new input to the cell, the CECs local 
back flow activation remains constant it neither grows nor decays. The CEC state is 
protected and preserved within the memory cell due to the input and output gates. 
When the gates are closed (activation around zero), irrelevant input and noise do not 
enter the cell, and the cell state does not perturb the reminder of the network (Gers, et 
al. 2000, Hochreiter & Schmidhuber, 1997b). The LSTM allows information to be 
stored across arbitrary time lags, and error signals to be carried far back in time (Gers, 
et al, 2000). In Gers, et al. (2000), they presented some of the weaknesses of this 
original architecture by means of that the cell states tend to grow linearly during the 
presentation of time series (i.e. regular incoming input flows). Their solution was to 
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use a forgetting gate unit to clear the stored information in the cell state unit or having 
some form of external segmentation of the incoming input flows into different sub-
sequences. The forgetting gates learns to reset memory blocks once their contents are 
out of date and hence useless, although not only immediate resets to zero but also 
gradual resets related to slowly fading cell states (Gers, et al. 2000). A LSTM can be 
used to store sensory patterns that can be used to modulate some underlying network. 
When applied as a control system for a robot this architecture can be very good at 
preserving sensory information and thus is able to reuse the similar activation 
according to similar sensory patterns that are stored in the cell state unit. Although the 
robot that is placed in a noisy environment needs some form of filtering or 
segmentation of sensory information to somehow cover up the weaknesses of the 
LSTM. 

2.5. Sequential Cascaded Network (SCN) 
Sequential Cascaded Network (SCN), also referred to as dynamical recognisers, is an 
architecture that is able to dynamically change sensorimotor mappings. This 
architecture consists of a function (slave) network for pure sensorimotor mapping and 
an internal state and a context (master) network coupling which replace weights in the 
functional network in every time step with values derived from the output activation 
of the state units (Pollack, 1991).  

Context network
Modulation (replace)

Sensory
Input

Motor
output

Function network

Ws

Wo

Vs

Vo

State units

⇒ ⇒

 
Figure 3 - The SCN architecture: The connections from the input-to-output and to the internal 
neurons (state units), is the function network (Wo and Ws). Connections that are mapped to the 
weights of the function network are the context network, i.e. Vo and Vs (redrawn and adapted 
from Pollack, 1991; Ziemke, 1999). 

The function network consists of two weight settings, one for the sensorimotor 
mapping Wo and one for mapping to the internal state units Ws. The context network 
consists of weight connections from the state units to the function network, i.e. Vo and 
Vs. The motor output Outputo

(t) and the state unit output Outputs
(t) are derived from 

Wo
(t) respectively Ws

(t) propagated with input Input(t) at time step t. The modulated 
weights Wo

(t+1) and Ws
(t+1) in time step t+1 are replaced with the resulting output 
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values of the state unit (Outputs
(t)) linked with connection Vo

(t) respectively Vs
(t) (see 

Formula 1). 

Outputo
(t)[i] = f(Σ Wo

(t)[i,j] Input(t)[j])
j

Outputo
(t)[i] = f(Σ Wo

(t)[i,j] Input(t)[j])
j

Outputs
(t)[i] = f(Σ Ws

(t)[i,j] Input(t)[j])
j

Outputs
(t)[i] = f(Σ Ws

(t)[i,j] Input(t)[j])
j

Ws
(t+1)[i,j] = Σ Vs

(t)[k,j] Outputs
(t)[k]

k
Ws

(t+1)[i,j] = Σ Vs
(t)[k,j] Outputs

(t)[k]
k

Wo
(t+1)[i,j] = Σ Vo

(t)[k,j] Outputs
(t)[k]

k

 
Formula 1 - Computation for the SCN network: The weights of the function network are 
modulated at every time step (Pollack, 1991). 

The weights in the function network changes during runtime according to the 
incoming inputs to the network. Using this architecture as a control system for an 
autonomous robot will result in a robot that changes behaviour, at each time step, 
according to the incoming sensory data. 
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3. The Architectures 
This chapter describes the architectures used in this dissertation. The architectures are 
described by their structure and experiments, results and conclusion of other earlier 
work. In section 3.1 the subject is the Extended Sequential Cascaded Network 
architecture (ESCN; Ziemke, 1999). Section 3.2 of this chapter discusses the LSTM-
based architecture (Bergfeldt & Linåker, 2002). Finally, a theoretical comparison of 
how the two architectures can cope with delayed response tasks and the different 
properties of a control system discussed in chapter 2, section 2.2. 

3.1. Extended Sequential Cascaded Network (ESCN) 
Extended Sequential Cascaded Network (ESCN, Ziemke, 1999) is an architecture, 
based on the SCN (see Chapter 2, Section 2.5), that is able to selectively decide when 
to change sensorimotor mappings due to a decision unit. This section will describe the 
structure and earlier experiments conducted with this architecture on delayed response 
tasks. 

3.1.1. Architecture 

The ESCN architecture like the SCN consists of a function network and a context 
network. The function network maps sensory input neurons to motor output neurons 
and internal state units. The context network consists of recurrent connection to the 
underlying function network. The activations from the context network are used to 
replace the weights in the underlying function network at a given instant (see Figure 
4).  

Context network
Modulation (replace)

Sensory
Input

Motor
output

Threshold
exceeded

Decision unit

Function network

Ws

Wo

Vs

Vo

Vd

State units

⇒ ⇒

 
Figure 4 - The ESCN architecture (adapted and redrawn from Ziemke 1999). 

The difference from SCN is an additional decision unit (activated when a given 
threshold is exceed) to make a decision to when to change sensorimotor mapping 
instead of changing the weights of the function networks in every time step as done in 
the SCN (Ziemke, 1999). Modulation of behaviours is hence controlled by the 
activation of the decision unit, i.e. when it exceeds the predefined threshold due to 
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that a new state is present. 

The function network consists of two weight settings, one for the sensorimotor 
mapping Wo and one for mapping to the internal state units Ws. The context network 
consists of weight connections from the state units, i.e. Vo and Vs and additional to the 
SCN also weighted connections to the decision unit Vd. The output from the motor 
activation Outputo, output for the state units Outputs and output from the decision unit 
d. The processing of output of the network for sensory input Input(t) and at time t is 
calculated by the following formula (Ziemke, 1999):  

If d(t) ≥ 0.5 then:

else:

Wo
(t+1)[i,j] = Wo

(t)[i,j]  

Ws
(t+1)[i,j] = Ws

(t)[i,j]

d(t) = f(Σ Σ Vd
(t)[i,k] Outputs

(t)[k])
ki

Ws
(t+1)[i,j] = Σ Vs

(t)[k,j] Outputs
(t)[k]

k

Wo
(t+1)[i,j] = Σ Vo

(t)[k,j] Outputs
(t)[k]

k

 
Formula 2 - Extended computation for the ESCN: If the output from the decision unit exceeds 
the given threshold the function network is modulated, else the same weight settings are used. 

If the value of output of d(t) exceeds the defined threshold then the function network is 
modulated by the following conditions. If the decision unit exceeds the threshold the 
weight settings in the next time step Wo

(t+1) and Ws
(t+1) are replaced by the output 

activation of the state units multiplied with the Vo
(t) respectively Vs

(t), else they are not 
modulated (see Formula 2). The output of the context network is calculated by a linear 
activation function, such that the replacing weights setting of the function network not 
will be limited to values between 0 and 1 (Ziemke, 1999). The decision unit can be 
compared to an output gate in the LSTM (Hochreiter & Schmidhuber 1997a) 
modulating the underlying ANN when opened/activated. The basic idea of the 
extension of the SCN is that the robot should be able to decide selectively when to 
change its sensorimotor mapping, according to the decision unit, rather than 
modifying the underlying function network in each and every time step.  

3.1.2. Experiments 

Thieme (2002) conducted experiments that involved extended versions of the road-
sign problem and he tested several different architectures including the ESCN for 
handling these kinds of tasks. Some of the environments that were used consisted of 
multiple road-signs (stimuli) and multiple two-way junctions (i.e. maze environments, 
see Figure 5). The fitness evaluation of the robots in each environment were in a 
cyclic fashion (starting at a random setting) until the robot failed, either by entering a 
dead end, touching a wall, or not reaching the goal in 400 time steps. The fitness was 
measured by the number of settings solved, e.g. for the original road-sign problem left 
or right stimuli, out of a maximum number of twenty settings, i.e. same settings may 
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reappear several times during training. The different environments that the ESCN 
architecture was tested on by Thieme (2002) can be seen in Figure 5. 

(a) (b) (c)

(d) (e) (f)  
Figure 5 - The different road-sign problem environments tested in Thieme (2002) using the ESCN 
architecture: (a) original road-sign problem; (b) inverse road-sign problem, (c) and (d) repeated 
road-sign problems; (e) and (f) Multiple road-sign problem (redrawn and adapted from Thieme 
& Ziemke, in press). 

In the different environments the problems where tasks dealing with: 

(a) Original road-sign problem, i.e. turn right for right and left for left stimuli. 

(b) Original road-sign problem, but the action at the cue is the opposite of the 
direction of the light, i.e. when stimuli on left side the robot should go right in 
the junction and vice versa. 

(c) Repeated road-sign problem, the light stimuli are invariant, i.e. if light stimuli 
from left always mean that the robot should go left at the following junction. 

(d) Repeated road-sign problem, but the two stimuli is inverse to each other, i.e. if 
left sided stimuli at the first road-signs the robot should turn left at the first 
junction but when left sided stimuli at the second road-sign should lead to that 
the robot goes to the right in the second junction. 

(e) Multiple stimuli road-sign problem, the light stimuli are invariants like in (c). 

(f) Multiple stimuli road-sign problem, the light stimuli are inverses like in 
environment (d). 

The environments (c) and (d) are repeated road-sign problems, i.e. the robot has to 
react according to a delayed stimuli given before each junction. The last environments 
are multiple stimuli road-sign problem environments, i.e. (e) and (f), even referred by 
Thieme (2002) as multiple T-maze problems. The robot has to respond to the stimuli 
sequentially, i.e. the first stimulus is for the first junction and the second stimuli for 
the second junction. For this the robot needs to somehow relate both stimuli to each 
junction that they are meant for to be able to deal with the following two junctions. 
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In the environment with a simple T-maze (a) it was shown that the ESCN never 
changed the sensorimotor mapping, i.e. the decision unit was inactive. The robot 
solved this problem by using the world as its memory (c.f. scaffolding mentioned 
earlier). The behaviour of the robot in the second simple T-maze (b) was that the 
robot changed to a different sensorimotor mapping due to the stimuli, e.g. the robot 
instead adapts to travel along the left wall when light on the right appears, to get to the 
goal. 

In the first repeated T-maze environment (c) the robot used the same sensorimotor 
mapping, when right stimuli appeared, all the way to the goal. In the situation where 
the robot approached stimuli from a light on the left side the robot changed its 
behaviour to go straight ahead to the far side of the next junction and turn left when it 
approached the wall. In the second repeated T-maze (d) ESCN worked as in the (c) 
environment, but instead opposite behaviour by changing to sensorimotor mapping 
according to right stimuli. 

In the first multiple T-maze environment (e) the robot used the initial sensorimotor 
mapping to control the robot by following the right wall. The robot sensorimotor 
mappings did not change when it only approached stimuli from right, i.e. same 
mapping all the way to the goal. In the situation of light stimuli coming from the left 
the robot changed its mappings that made the robot go to the far side of the junction 
and turned either left or right due to the angle it approached the wall. The behaviour 
of the ESCN architecture in the second multiple T-maze environment (f) was that the 
robot achieved left turns by following the left wall until it reached the following 
junction. The far side of the following junction triggered right turning behaviour. 

In all simple- and repeated T-mazes [(a); (b); (c); (d)], the ESCN achieves optimal 
reliability and dealt with all trials in all situations. In the case of multiple T-mazes 
[(e); (f)], reliability dropped but never went below 95%. It also achieved this level of 
reliability in the second multiple T-maze and succeeded where the first-order 
feedback and feed-forward architectures tested failed (Thieme & Ziemke, in press). 

3.1.3. Conclusions 

The experiments in Thieme (2002) were conducted on how reliable the ESCN 
architecture is on handling repeated road-sign problems (i.e. the (c) and (d) in Figure 
5) and multiple stimulus road-sign problems (i.e. the (e) and (f) in Figure 5). It was 
shown that the ESCN is a more reliable architecture to cope with delayed response 
tasks, i.e. extended road-sign problems, than the other architectures (e.g. first-order 
feedback and feed-forward architectures) tested in the environments. 

The robots using ESCN as control system was shown in Thieme (2002) to solve the 
extended versions of the road-sign problems by selectively adapting their 
sensorimotor mapping due to dynamical changes of the input-output weights. When 
the robot encountered light stimuli on either sides this lead to the effect that the ESCN 
modulated its weights so that the robot could handle the delayed period until it 
reached the cue situation. The activation of the frontal sensors at the junction triggers 
the correct response (Thieme & Ziemke, in press). The modulation of the robot 
behaviour is context-dependent due to the fact that the activation of the decision unit 
is based on the incoming contextual sensory information transformed into internal 
activation patterns of the state units, which in turn affects the decision unit. 
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3.2. LSTM-based architecture 
The LSTM-based (layered) architecture presented in Bergfeldt & Linåker (2002) 
modulates an underlying feed-forward ANN with the output from an LSTM-like 
(Hochreiter & Schmidhuber, 1997a) component. The LSTM-based component uses 
the ARAVQ (Linåker & Niklasson, 2000) as input filter (gating and filtering input 
patterns). 

3.2.1. Architecture 

The architecture consists of two layers where the first layer is a strictly feed-forward 
network and the second layer is as an LSTM component for storing event classes from 
input sequences (see Figure 6). The first layer should evolve simple reactive 
behaviours, e.g. obstacle avoidance behaviour (Bergfeldt & Linåker, 2002). Hence, it 
should evolve its simple behaviour through the simple input-to-output mapping (feed-
forward network). The weight connections in the feed-forward network are modified 
during evolution to achieve different basic behaviours of the robot, e.g. obstacle 
avoidance. The second layer is a memory cell (c.f. LSTM, see chapter 2.4), which 
uses two gating units that encapsulates the state of the memory cell to avoid the 
problem with continuous activation of second layer affecting the first layer, i.e. the 
feed-forward network output activation.  

Layer 2

gating

modulationARAVQ

Layer 1

 
Figure 6 - The LSTM-based architecture: The first layer consists of a pure feed-forward network 
and the second layer consists of the LSTM-component using ARAVQ as input gate and filtering 
unit (adapted and redrawn from Bergfeldt & Linåker, 2002). 

In the two layers linear activation function are used on all output nodes and in the 
second layer the activation function on all internal nodes is a step-function (0 if net 
value smaller than 0.5, otherwise 1), as can be seen in Figure 6. The ARAVQ is used 
to filter out repeated sensor activations and cluster similar activations and store these 
event patterns in the LSTM memory units. The combination of input and filtering unit 
is a way to cover the weakness of the LSTM architecture by reducing the incoming 
input sequences to be stored in the memory cell. The second layer component only 
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affects first layer activation if the output gate unit is open. When the output gate is 
open this results in new modulation output values from the LSTM-based component, 
which is affected by the internally stored activation in the memory units. The output 
values are used to modify the bias weights in the first layer feed-forward network. It 
was shown that modulation of the bias weights was sufficient for the tasks that the 
architecture was presented to. They although remarked that the modulation could be 
extended to modulate all weights. This will make it possible to focus on specific 
subsets of the mapping at different points in time (Bergfeldt & Linåker, 2002).  

3.2.2. Experiments 

The experiments in Bergfeldt & Linåker were conducted in simulation. The fitness 
function were set to the following: +1000 points for entering the correct goal zone; 
+100 points for an incorrect goal zone (i.e. to endeavour the robot to at least reach 
some of the zones); for moving +0.2 per time step was given for high forward 
activation of the wheels. The time limit for the robot to solve the task was 300 time 
steps. A small amount of noise (±5%) was added to the starting coordinates and 
starting direction. 

They applied their LSTM-based architecture on the original road-sign problem and it 
was shown in most cases that the first layer, i.e. the pure feed-forward network was 
used to solve the task. Majority of the different solutions to the problem did not 
change the bias weights of the underlying network and the robot relied its action on 
scaffolding (i.e. the gating unit was inactive during the entire epoch). When the robot 
approached light stimuli on either side it moved closer to the opposite wall. In the 
following time steps the robots sensor readings would be higher on one side. It seems 
when looking at the trajectories of these experiments that the robot goes into junction 
and turn according to the earlier given stimuli when it reaches the far side wall. Since 
this task showed only to be using the first layer they introduced another road-sign 
problem with a three-way choice task. 

The three choice road-sign problem consists as in the original road-sign problem to go 
left or right at the junction according to the earlier left or right stimuli. The third 
choice is to go straight ahead at the junction based on that the robot could encounter 
lights on both sides simultaneously. The results in Bergfeldt & Linåker (2002) showed 
that the second higher-ordered layer was in its full use. The light reaction was kept 
internally, which affected the decision (response) at the cue, thus the robot did not 
only rely its actions entirely on the environment. The first layer controlled the 
obstacle avoidance behaviour and the second layer worked as a higher-ordered control 
for modulation of behaviours due to the different goal situations, i.e. the robot based 
its decision on its internally kept perceptions (in form of model vectors). These 
internal concepts were used because of when the robot approached the double stimuli 
(i.e. both lights active at the same time) it could lose sight of one of the light little 
earlier that the other, hence treat the double light stimulus as single stimuli. Therefore 
the robot could not rely its actions only on individual inputs to achieve the correct 
stimulus apprehension. In some way the robot needed to store regularities about more 
inputs and keep them internally to represent the double stimuli. In this experiment the 
output gate unit was activated when the robot arrived at the junction, i.e. sensors 
starting to drop. When the robot got past the junction its side sensors were reactivated 
which resulted in closure of the output gate. The underlying networks bias weights 
were thus modulated for the appropriate behaviour within the junction. 

In all solutions the output gate unit was always activated at the junction and 



 The Architectures 

 23 

inactivated elsewhere. It was shown to be the fact that in all solutions the modulation 
was done according to at least three internal states. They found no solution that was 
based on just a single hidden node, but they state that it could be done by using 
scaffolding in combination with an internal state offloading some of the memory on 
the environment (Bergfeldt & Linåker, 2002). 

To test the LSTM-based architecture Bergfeldt & Linåker (2002) applied their trained 
three-way choice robots to a greater maze environment with multiple repeated 
junctions. The robots task was to find the way throughout the maze from a starting 
point to a goal by relating its action to guiding road-signs (lights) placed before each 
junction. If an incorrect turn was made the robot ended up in a so called “danger 
zone” and would be destroyed. It was shown that the robot could navigate 
appropriately according to the stimulus in this new environment even though it had 
never experienced it before. 

3.2.3. Conclusions 

Bergfeldt & Linåker (2002) experiments shows that the LSTM-based architecture can 
self-organize a set of distinct regularities and modulate between different behaviours, 
to learn and solve delayed response task in form of road-sign problems. To solve the 
different tasks the LSTM-based architecture extracted out a set of events from the 
sequences of incoming sensory information, i.e. the work of the ARAVQ. These 
events triggered a certain model vector which activated an internally stored pattern in 
the memory units, hence worked as input gates for the stored information in the 
LSTM component (the recurrent internal nodes). The LSTM-based architecture 
worked as a memory unit for different environmental contexts, using gating units to 
under certain circumstances modify the feed-forward network sensorimotor mappings. 
When the robot approached the response cue (i.e. the junction) that affected the output 
gate unit so that it was activated and the bias weights of the underlying feed-forward 
network modulated. The effect on the underlying network was that the robot behaved 
appropriate by changing its behaviour due to the different circumstances. 

Bergfeldt & Linåker (2002) claims that this layered architectural structure gives the 
system abilities to inheritance on the behavioural level through the modulation of 
lower layers. By this they mean that the higher-order layer does not need to bother 
with details about how to control the robot in every time-step and could rather focus 
on the task in another abstraction than raw sensory readings and modulate the lower 
layer behaviour to reach some abstract goal. The lower layer could handle obstacle 
avoidance regardless of the situation, i.e. even during incoming modulation from the 
higher-ordered layer.  

3.3. Differences and Similarities 
To handle delayed response tasks, although these architectures work differently in the 
process of memorizing and/or activation of modulation, they both used some form of 
higher-ordered feedback to change behaviours of the autonomous robot. In ESCN 
elaborative resemblance property of the architecture is achieved with the decision unit 
and in the LSTM-based architecture this is achieved by sustaining context information 
by the use of input (i.e. ARAVQ) and output gates protecting the memory. 

For example, the ESCN does not actually have a memorizing component and the 
architecture should thus be more reactive in its behavioural nature to the cue situation, 
i.e. replacing weights of the underlying network according to the activation of the 
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decision unit. Although, it can be argued that the weights of the context network holds 
some form of learned memorization abilities, since the activation of the context 
network leads to new sensorimotor mappings when acquired. Hence, it will guide the 
actions of the robot to react or “remember” learned stimuli and environmental states. 
The decision unit works like an activation of modulation of the underlying network 
and the architecture does not actually memorize stimuli, but changes sensorimotor 
mappings according to the situation, which could mean that the architecture would 
rely most of its actions on the environment constraints, which is a memory in it self 
(Brooks, 1991). The LSTM-based (layered) architecture on the other hand stores 
sensory information in two steps, first by filtering the raw sensory input and then 
merging similar event sequences and store this in a constant recurrent connection, i.e. 
“memorizing” it. When recognizable events occur the underlying network is 
modulated by the higher-order component by activation of the output gate unit that 
results in modified reaction of the robot due to changes to the bias weights.  

As mentioned earlier when the environmental constraints of the task is relaxed the 
complexity enhances in a linear manner to the point where a reactive architecture is 
not enough to solve the problem of the task (Nolfi & Floreano, 2000). When the robot 
is constrained by using the environment, as its memory, the use of the higher-order 
concepts changing the sensorimotor mapping will become a functional but unneeded 
part of the architecture. 

In his thesis Thieme (2002) showed that the ESCN architecture is more reliable to 
deal with the extended versions of the road-sign problem than any other tested 
architecture. The tasks tested by Thieme are as the original road-sign problem 
constrained and there is not an actual need for the higher-ordered concepts, in fact as 
it was shown in his thesis, the feed-forward network solved the different 
environmental tasks only by its reactive manner, although with less reliability.  

It was shown in Bergfeldt & Linåker (2002) that their architecture could handle tasks 
with repeated three-way road sign problems although the robot had not encountered 
the environment before. The robot was trained by sequences of right/left/straight turns 
(i.e. epochs) on the three-way road-sign problem, in the start of the next epoch the 
robot was teleported back to the start (although randomly positioned from the 
junction) of the maze and continued to run to the “next” junction, with the light 
stimuli by the sequential order, it was shown that the robot managed to solve 95% of a 
total of 10,000 epochs. By this way it trained on handling greater repeated three-way 
road-sign problems. It was then applied to a greater maze environment, in which the 
robot should find a way from a start position to a goal avoiding “danger zones”. The 
architecture manages to dynamically use the internally stored patterns to clear the 
state of the latest delayed response by the next perceived light stimulus. This 
scalability test by Bergfeldt & Linåker shows that the LSTM-based architecture as 
well as the ESCN shown in Thieme (2002) can be applied to repeated road-sign 
problems. Thieme (2002) showed that the ESCN can manage the original road-sign 
problem and the extended version conducted as well, but how about a less constrained 
environmental task? It has been shown in the studies that pure reactive architectures 
can solve these kinds of tasks. The majority of the environments tested are still 
structured like the original road-sign problem (except e and f). Somehow the way the 
testing on road-sign problem should be conducted is whether how the architectures 
cope with multiple/double stimuli or with road-sign problems that involve less 
constrained situations, where the higher-ordered feedback would guide the behaviours 
of the robot. 

What about the three-way choice road-sign problem (Bergfeldt & Linåker, 2002), how 
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can the ESCN handle such a task? In this case the situation should be less constrained 
than the original road-sign problem. The architecture must somehow change its 
behaviour when arriving at the cue, i.e. same as in the T-maze road-sign problem. 
Since the cue situation here is less constrained the robot must adapt its sensorimotor 
mappings in the junction to make the correct response to the earlier given stimuli. For 
the comparison of the two architectures it is therefore interesting to make a replication 
of the three-way road-sign problem, since the cue situation is less constrained and the 
robot cannot as shown in Thieme (2002) rely its actions on the walls at the junction to 
make correct right or left turns. The architecture that could handle such a task should 
to some degree change its behaviour by some other concepts than raw sensory 
information from the environment, e.g. internally stored regularities as shown from 
the experiments in Bergfeldt & Linåker (2002). It should be possible to apply the 
ESCN architecture to solve the three-way road-sign using scaffolding through the 
environment in combination with the internal activation, affecting the decision unit 
and thereof the modulation. The combination would lead to that the robot selects the 
appropriate action at the cue, as proposed in Bergfeldt & Linåker (2002). Since, this 
has not been tested the experiment is included in this dissertation for comparison of 
the application of the LSTM-based architecture and the ESCN on this extended three-
way road-sign problem. 

Is it possible for a robot with either of the two architectures, as control system, to 
handle a memorization of stimuli? Memorization of a to-be-remembered item 
(stimuli) in ESCN architecture will be effected by the fact that the weights in the 
underlying feed-forward network are replaced and a new recalculated sensorimotor 
mapping of weights that does not relate to earlier situations, although it may be 
sufficient to change between different behaviours using the decision unit. The LSTM-
based architecture builds on a memorization component, i.e. the LSTM component 
(Hochreiter & Schmidhuber, 1997a), and due to the use of ARAVQ the architecture 
can memorize robot-environmental states (regularities) to which it modulates the 
underlying network. The elaborative rehearsal properties of a control system come 
into this discussion by the fact that the robot needs to correlate its action to the earlier 
given stimuli. The architecture seams learn to form a representation memory of the 
sequence of states in the environment, infolding the different stimuli, to which they 
relate its modulation behaviour. Both architecture seams to be able to adapt to the cue 
situation to respond to in the correct way. In the sequence of learn environmental 
states when the robot reaches the point for response (regardless the delay) it may have 
already switched to a appropriate behaviour pattern to turn in the correct way. Hence, 
not a rehearsal memory but a reaction memory to the stimuli. In the situation that the 
robot adapts its action only at the junction using the internal trace of the stimuli as 
guidance to modulate behaviour later point in time this can be seen as an elaborative 
fashion to solve the problem.  

It was shown in Thieme (2002) that the ESCN architecture could cope with sequential 
stimulus and act appropriate under these circumstances. This has not been tested on 
the LSTM-based architecture, hence a good testing point for the comparison. 
Although, some remarks can be said about the multiple stimuli environment shown in 
Thieme, since the reaction at the first junction when the robot first approached a light 
stimuli from the left does not reflect the robots apprehension of the second stimuli. By 
this the robot reaches the part goal turning left but it does not actually say anything 
about how the architecture handles the multiple stimuli turn left in the first junction. 
The environment should therefore have a junction to the left after the first junction 
and the question is, how the robot would act going this opposite way? Since it is not 
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given that if the robot managed to go to the right it may fail more times going to the 
left, some uncertainties remains. Multiple stimuli road-sign problems have not been 
tested to its full extent and are an interesting point for an experimental task, i.e. how 
the architectures can handle multiple stimuli in a multiple-choice environment? It 
would be interesting to see to which extent the higher-ordered feedback architectures 
can handle such environments. 

Another testing feature is the “teleportation” (Jakobi, 1997) method suggested for use 
in Thieme (2002) and used in Bergfeldt & Linåker (2002) by moving the robot back 
to the start of the maze when it reach a goal and goes for the next stimuli setting. This 
will make the task more explicit and the robot needs to form some other concepts than 
only to rely its actions on the environment. This will test the architectures abilities to 
represent time separate events and elaborative capabilities somewhat using the 
internal higher-ordered feedback component. 

This dissertation will continue by further investigation of the application of the 
architectures to the above-mentioned road-sign problem, i.e. the capability to solve 
three-way road-sign problems (Bergfeldt & Linåker, 2002) and the multiple stimuli 
road-sign problem (combined repeated three-way road-sign with multiple stimuli). 
Hence, this dissertation will not lead to any new foundation environments that 
includes delayed response task but will introduce combination of earlier studied 
environments. 
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4. Experiments 
The experiments in this dissertation are conducted in a simulation environment, i.e. 
the “Yet Another Khepera Simulator” by Carlsson (YAKS; Carlsson & Ziemke, 
2001). There are some issues that needs to be addressed when dealing with 
simulation. A simulated environment is only a constructed view of what could be 
conducted in a real physical environment using physical autonomous robots. 
Simulation enforce a great danger that without some form of validation on real robots 
much effort will go into solving problems that simply do not come up in the real 
world with a physical autonomous robot, e.g. you can use external measurements (i.e. 
distance between objects) in simulation which is not possible in the physical Kephera 
robot. To notice, control systems that works well on simulated environments may 
completely fail on physical world and robot because of the differences in real world 
sensing and actuation, c.f. “it is very hard to simulate the actual dynamics of the real 
world” (Brooks, 1992). Miglino, et al. 1995, showed that simulated robots could be 
applied to physical robots but to the fact that the robot trained in simulation need to be 
exposed to simulated physical environmental noise. The main issue of using 
simulation is that it is much less time consuming and offers a less costly evolution of 
the robots. Evolving robots in simulation have the advantages that the number of 
robots trained, in parallel can be of much wider range than in running on a physical 
robot. By using simulation, mishaps that may occur in the real robot are avoided, i.e. 
such as expensive parts in the physical robot gets broken. Hence, the simulation may 
fail but if the robot crashes or the program stops responding this will cost both less 
money and need less maintainability than in the case of the physical robots. 

This dissertation focus is on the behaviour of the robot in simulation and the aspects 
of using the chosen architecture as control system for a real physical robot is left for 
future experimental works. Although, some noise are added in the simulation to the 
robot sensory values. The two experiment environments for this dissertation is the 
three-way road-sign problem (Bergfeldt & Linåker, 2002) and an environment 
combining Thieme’s (2002) multiple road-sign problem with the three-way road-sign 
problem.  

4.1. Experimental settings 
The robot used in all simulations is a Khepera robot with 2 motors (for motion), 6 
front sensors, 2 back sensors and 2 light sensors that are directed in the robots 
periphery (i.e. using the front periphery sensors) see Figure 7.  

IR 1/Light 1

IR 2
IR 3 IR 4

IR 5

IR 6/Light 6

IR 8 IR 7

Left motor Right motor

 
Figure 7 - The Khepera robot, with eight distance sensors and using the two light sensors 1 and 6. 

The evolutionary algorithm is based on a population of 100 of the above-mentioned 
robots. For each of the architecture the robot population will be evolved for 5000 
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generations. The selection criterion for evolution uses a tournament-based selection in 
combination with elitism, i.e. in this case preserve the 10 best robots and the other 
robots to the next generation will compete by randomly picking two robots from the 
set of robots, then the robot with the best fitness prevails and take part of the new 
generation. The control systems of the robots used in the experiments are either 
implemented as the ESCN and the LSTM-based architecture. The evolutions of the 
control system are conducted in two environments, which are a three-way road-sign 
problem and a multiple stimuli road-sign problem. Each architecture evolution is 
replicated twice on each environment to limit the effect “fortune” or “unfortunate” 
initial populations (c.f. Thieme, 2002). Hence, the experiments will consist of 8 
experiments (2 architectures times 2 environments times 2 replicas). In all 
experiments same fitness function is used during training. The fitness score of the 
robot is based on the following values (c.f. Bergfeldt & Linåker, 2002): 

• +1000 fitness points for reaching the correct goal zone, according to the stimulus. 

• +100 fitness point for reaching a zone to encourage going to zones.  

• +0.2 (maximum) to make the robot move (adding the motor values of the robot), 
i.e. encourage forward motion on both wheels. 

If the robot crashes into a wall or an obstacle it will be terminated keeping the fitness 
point it has received so far. If the time to solve the task takes over the maximum time 
step limit the robot is aborted and the fitness points it got so far are set as a final score. 

In the first environment, the three-way road-sign problem (c.f. Bergfeldt & Linåker, 
2002), the response of the robot should either be to go left, right or straight through 
the junction according to the earlier stimuli, i.e. go straight forward in the junction 
when a simultaneous stimuli from both sides. The environment used can be seen in 
Figure 8, which by now would not need much further explanation. The robot will 
have a maximum of 300 time steps to complete the task. 
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Figure 8 - The three-way road-sign problem: The arrow denoted with an R is the robots scope of 
the initial random position of the robot. The arrow denoted with a RS (Road-Sign, i.e. light 
stimuli) is the scope of the random position of the light stimuli. The white marked area is the 
correct goal and the darker zones are incorrect goals for the current setting (redrawn and 
adapted from Bergfeldt & Linåker, 2002). 

The robot will encounter 21 settings in the sequential repeated order 
forward/left/right, after each setting the robot is teleported back to the beginning of 
the maze (denoted as R in Figure 8), i.e. the robot will encounter seven stimuli of each 
forward/left/right setting in one and same run, hence trained on the repeated three-way 
road-sign problem (c.f. Bergfeldt & Linåker, 2002). 

The second environment is an extended version of the three-way road sign problem 
dealing with multiple stimuli as in Thieme (2002). Although, this environment is 
extended so that in each direction of the first junction there are repeated three-way 
road-sign problems (see Figure 9). The environment has 9 settings according to which 
the robot should act, e.g. if first stimuli is a simultaneous stimuli and the second 
stimuli is to the left, i.e. the robot should go straight ahead in the first junction and left 
in the second as seen in Figure 9 (the goal is the white marked zone). The robot will 
have a maximum of 300 time steps in which it should solve the task. 
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Figure 9 - The multiple stimuli road-sign problem: The arrow denoted with an R is the scope of 
the initial random position of the robot. The arrows denoted with RS1 and RS2 are the scopes of 
the random positions of the two following light stimuli. The white marked area is the correct goal 
and the darker zones are incorrect goals for the current setting. 

The robot run for 27 epochs in the sequential order forward-forward, forward-right, 
forward-left, right-forward, right-right, right-left, left-forward, left-right, left-left. 
After each epoch the robot is warped back to the beginning of the maze (denoted as R 
in Figure 8) i.e. the robot will encounter 3 settings of each of the 9 different stimuli 
situations in one and same run, hence trained on repeated multiple stimuli road-sign 
problems. 

In both environments the robot is randomly placed (vertically and horizontally) at the 
lower part of the maze (see Figure 8 and Figure 9 arrow denoted with an R), facing 
the junction in a random direction. In all experiments noise was added to the starting 
position and the direction of the robot (c.f. Bergfeldt & Linåker, 2002). In the first 
three-way road-sign problem the road-sign (RS) is randomly placed before the 
junction (see Figure 8). In the second environment the two road-signs (i.e. arrows 
denoted with RS1 and RS2) are randomly placed before the first junction, shown in 
Figure 9. 

The parameter settings of the ARAVQ in the LSTM-based architecture are as in 
Bergfeldt & Linåker (2002) set to: novelty criterion to 0.7, stability criterion to 0.2, 
buffer size n to 5, learning rate to 0.05. The decision unit in the ESCN architecture is 
set to be active if its activation exceeds 0.5. The ESCN architecture’s initial weights 
were initialised by using two activation values for each state unit evolved along the 
weights, i.e. part of the genome. 

The best robot of the 2 replicated evolution runs on each environment was selected for 
evaluation. The evaluation of the architectures was conducted by presenting 100 light 
stimuli of each setting for each environment, this was replicated 10 times per 
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environment and architecture to avoid fortunate and unfortunate evaluation runs. 
Firstly, the robot was exposed to the trained sequence, e.g. in the case of three-way 
road-sign straight/left/right. Second, the robot was exposed to a reverse sequence, i.e. 
right/left/straight. Although, there are more situations to be tested, i.e. 
straight/right/left, right/straight/left etc, these evaluation runs are enough to see if the 
robot can relate it action explicitly to each situation and not depended on the trained 
sequence of settings. The behaviour of the robot was analysed by the trajectories and 
sensory monitor curve in each environmental setting. The fitness curves (see 
Appendix A) show the progress of the evolution of the 8 experiments for each and one 
of the architectures and environments. The robots trajectories and sensory monitor 
curves in each setting can be seen in Appendix B. The best and worst evaluation 
results for each environment and architecture can be seen in Appendix C. 
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5. Results 
This chapter will present the result of the experiments and the analysis of the 
behaviour and performance of the robots that were best (i.e. the saved robot with best 
fitness), on each environment. Section 5.1 describes how the ESCN architecture copes 
with the two environments. Section 5.2 describes how the LSTM-based (layered) 
architecture copes with the two environments. In each subsection of this chapter the 
architectures results and analysis of their results is presented. For one and each 
architecture a brief conclusion is made to state the abilities to solve the two chosen 
environments. 

5.1. ESCN 
This section shows the results of the ESCN architecture on the three-way and multiple 
road-sign problem experiments conducted in this dissertation. 

5.1.1. Three-way road-sign problem 

The average results from the evaluation of the best robots for the ESCN architecture 
on the three-way road-sign problem can be seen in Table 1 and Table 2, where Table 
1 are the correctness values of moving in the trained sequence and Table 2 the 
correctness values of moving in reverse sequential order. In all evaluation runs in the 
trained sequence the ESCN architecture perform the training sequence with over 70% 
total correctness and in the reverse sequence the majority total correctness is over 
65%. In the trained sequence run the best result for the ESCN architecture had a 
percentage of 83% total correctness (straight 27%, left 26% and right 30% of the total 
number of settings). In the case of the reverse sequence the architecture had a 
percentage of 72% total correctness (straight 23%, left 19% and right 30% of the total 
number of settings).  

Setting correct incorrect correctness (total) incorrectness (total)
Forward 82 18 27% 6%
Left 78 22 26% 8%
Right 91 9 30% 3%

251 49 83% 17%  
Table 1 – The best evaluation of ESCN on the trained sequence on the three-way road-sign 
problem: the first row shows the light settings; correct column indicates the correct turns of the 
robot; incorrect column indicates the incorrect turns of the robot; correctness (total) and 
incorrect (total) indicates in percent how much of the total separate settings contribute all the 
correct respectively incorrect turns contributed according to the total number of settings.  

The “correct” column indicates the correct turns of the robot; “incorrect” column 
indicates the incorrect turns of the robot; “correctness (total)” and “incorrectness 
(total)” indicates in percent how much of the total separate settings contribute all the 
correct respectively incorrect turns contributed according to the total number of 
settings. Notice that the robot solves at least over 78% (78 of 100) for each individual 
setting, this seam to tend to that it not only has the ability to handle all settings but 
also with good correctness. Although, for a more coverage of these results there is 
need of investigation of each individual setting of the 300 presented settings and in 
the different cases look at the circumstances why the robot does the correct or 
incorrect action at the junction. To further notice, these values only shows that the 
architecture at least managed with a good result to learn the different settings, this 
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since the evaluation was indeed tested on a greater maze environment (100 of each 
setting). The percentage of the architecture shown in the evaluation runs tends to that 
ESCN can solve the three-way road-sign problem (even when applied to 
environments that it has not encountered before). 

Setting correct incorrect correctness (total) incorrectness (total)
Forward 71 29 23% 10%
Left 58 42 19% 14%
Right 89 11 30% 4%

218 82 72% 28%  
Table 2 – The best evaluation run of ESCN on the reversed sequence on the three-way road-sign 
problem: the first row shows the light settings; correct column indicates the correct turns of the 
robot; incorrect column indicates the incorrect turns of the robot; correctness (total) and 
incorrect (total) indicates in percent how much of the total separate settings contribute all the 
correct respectively incorrect turns contributed according to the total number of settings. 

It was shown when the ESCN architecture run in the evaluation run on the reverse 
order it needed double light stimuli to apprehend the rest of the situations into the 
sequence, i.e. it someway rely on that a double stimuli is approached first (i.e. the 
training order) in order to cope with the other situations. Hence, it was shown to be 
less reliable on the reverse order than it was in the trained sequence but it seam to be 
able to solve the majority of the different settings. As is shown in Table 2, the robot 
managed to solve at least 58% (58 of 100) of each separate setting, this tends to that 
when the robot moves around in the environment with the reverse sequence it can 
cope with some of the different situations, although, with low reliability. Sometimes 
the architecture seam to use an explicit representation for some of the different 
situations, i.e. it not only implicit relying actions on the environment. The behaviours 
of the robot were shown to be reactive to each situation although it used its higher-
ordered feedback when needed to make the correct response at the junction.  

The way the ESCN architecture coped with the different situations in the three-way 
road-sign problem is shown by the trajectories in Figure 10. The weight mappings 
used to solve the different situations (except the fluctuate modes) is shown in Figure 
11. In the situation of double light stimuli the values of the state units affected the 
activation of the decision unit that exceed the predefined threshold, hence resulted in 
modulation of the underlying function network with the weight mappings shown 
Figure 11c. In the situation when a left stimuli was approached the state units and 
hence also the decision unit was inactive, this tends to that the robot relied its action 
purely on the interaction with the environment as also can be seen in Figure 10b. In 
the case of right light stimuli state unit 2 was active when the robots moved in the 
corridor toward the junction, hence the decision unit was always active during this 
time. This would make the fluctuation mode shown in Figure 10c that are slightly 
changing the weights of the function network all the time (i.e. a lot of different 
sensorimotor mappings). 
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Figure 10 - Trajectories and monitor curves for the ESCN architecture for three-way road-sign 
problem: For the monitor the denoted part C is the corridor; J is the junction; DL is the double 
light stimuli, LL is the left light stimuli; RL is the right light stimuli. Different colours is used to 
shown when the decision unit becomes activated and the fluctuate mode. 
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Figure 11 - Hinton diagrams of the weight settings for the ESCN architecture for three-way road-
sign problem; (a) the weights setting moving in corridor and turning left at the junction; (b) the 
weights for turning to the right at the junction; (c) modulation after double light stimuli. 

In the majority of runs the robot starts to continuously change the motor mapping (i.e. 
the function network) but when it reaches and gets past the first double light stimuli 
the modulation of the motor mapping becomes stable. When the robot reached the 
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junction, in this situation it should move forward at the junction, the robot moved into 
the junction (IR1, IR2, IR5 and IR6 drops) and then with the current mapping turned a 
little bit to the left every time step and when it sensed the left far side corner (values 
on IR1 and IR2) it modulated its behaviour by a sensorimotor mapping that made it 
turn slightly to right and then it moved straight ahead down the upper corridor 
following the left side wall (c.f. Figure 10a). The robot used this mapping in the next 
epoch and when it sensed the left light it did not modulate its behaviour but instead 
this mapping lead to that the robot followed the left wall and when the walls on both 
sides dropped (IR1 and IR2 dropped), the motor activation on the left motor decreased 
a bit and the right motor stayed the same, i.e. the robot turned to the left (see Figure 
10b). When the robot approached a right light stimuli in the next epoch it moved back 
to fluctuate between different sensorimotor mappings but when it reached the junction 
it switched back to a stable sensorimotor mapping that made the robot turn to the right 
(c.f. Figure 11). When it has turned it changed its behaviour back to following the 
corridor with sensorimotor mapping in Figure 11c. As can be seen in the trajectories 
and monitor curves in Figure 10a and Figure 10c the double light and the right light 
stimuli were someway “represented” internally by the state units and affected the 
activation of the decision unit, which lead to that the robot directed its actions in the 
world according to its internal weight settings, that affected the activation of the 
context network. In the case of left light stimuli the setting had not been learned as a 
internal pattern and instead the robot relied on the environmental constraints in this 
stimuli setting in combination with the left turning sensorimotor mapping, i.e. 
scaffolding. Sometimes the robot changed sensorimotor mapping when it passed a 
double light stimuli, it seamed that the robot noticed the right light earlier than the left 
light which changed its behaviour to the fluctuating mode and in the junction it then 
turned to the right, i.e. when this situation occurred the robot reacted to the double 
light stimuli as if it was a right light stimuli (c.f. Figure 12). 
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Figure 12 - Wrong turn for ESCN when double stimuli, the robot reacted as if it was a right light 
stimuli and the sequence of turning right was triggered at the junction. 

The trajectories and monitor in Figure 12 shows that the state units 2 mappings got 
changed so that it produced high activation values, just like in the case of right light 
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stimuli and the robot sensed the double light as a right light, which resulted in that the 
robot turned to the right in the junction. This could be the reason why the robot not 
was reliable in the different situations shown by the evaluation runs. It tends to be 
hard to discriminate between right and double light stimuli. This may explain why the 
best robot in the evaluation managed more right turning settings than going straight 
ahead. This however remains unknown since knowledge about why and how the 
correct action was fulfilled needs further deeper analysis. The robot’s internal states 
and external behaviours need to be analysed in each individual setting in the 
evaluation runs. This dissertation only shows the probabilistic correctness, reliability 
of the architecture, on the three-way road-sign environment. Hence, further studies of 
the different situations and the robots internal states and external behaviours are 
needed to show results that tend to that the representations of some of the settings are 
explicit to the robot. 

5.1.2. Multiple stimuli road-sign problem 

As can be seen in Appendix A the evolution of the ESCN architecture has been stuck 
at a local optima, i.e. no progress is present in the evolution. The best-trained 
individual was tested, but it seamed that it has barely learned anything at all. The best 
robot managed to handle the forward-forward settings with more correctness but the 
architecture did not show any reliability at all on the other situations. The average 
result from the evaluation runs for the ESCN architecture on the multiple road-sign 
problem can be seen in Table 3 and Table 4, where Table 3 are the correctness values 
of moving in the trained sequence and Table 4 the correctness values of moving in 
reverse sequential order.  

Setting correct incorrect correctness (total) incorrectness (total)
forward-forward 52 48 6% 5%
forward-right 26 74 3% 8%
forward-left 0 100 0% 11%
right-forward 27 73 3% 8%
right-right 3 97 0% 11%
right-left 0 100 0% 11%
left-forward 0 100 0% 11%
left-right 0 100 0% 11%
left-left 0 100 0% 11%

108 792 12% 88%  
Table 3 - The best evaluation of ESCN on the trained sequence on the multiple road-sign 
problem: the first row shows the light settings. 

The “correct” column indicates the correct turns of the robot; “incorrect” column 
indicates the incorrect turns of the robot; “correctness (total)” and “incorrectness 
(total)” indicates in percent how much of the total separate settings contribute all the 
correct respectively incorrect turns contributed according to the total number of 
settings. As seen in Table 3 and Table 4 the ESCN in the best evaluation run managed 
only 12% total correctness in the trained order and 13% in the reversed order and the 
majority of these correctness results is only by moving straight ahead forward in each 
of the following junctions. This however does not show that the architecture could 
handle the multiple road-sign problem. This tends to be the case in all runs and this 
implies that the learning of the environment has been stuck in some form of local 
optima, as can be seen in the fitness curves for the replicas in Appendix A. This may 
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be due to that the fitness function not is suited for this task; it may need to be 
complemented by using some form of additional reward or punishment when the 
robot tends to makes same incorrect response at the junction several times.  

Setting correct incorrect correctness (total) incorrectness (total)
forward-forward 70 30 8% 3%
forward-right 18 82 2% 9%
forward-left 0 100 0% 11%
right-forward 20 80 2% 9%
right-right 6 94 1% 10%
right-left 0 100 0% 11%
left-forward 0 100 0% 11%
left-right 0 100 0% 11%
left-left 0 100 0% 11%

114 786 13% 87%  
Table 4 - The best evaluation run of ESCN on the reversed order sequence on the multiple road-
sign problem 

Figure 13 shows the settings that the ESCN sometimes managed to solve, but these 
trajectories does not say anything about that the ESCN has related the multiple light 
stimuli to the goal, i.e. it is just a lucky “guess”. 

(a) (b)  
Figure 13 - Trajectories of ESCN in the multiple road-sign problem: (a) the setting forward-
forward; (b) the setting right-forward. 

The trajectories in Figure 13 shows that the ESCN fluctuated between different modes 
and this was very hard to analyse, each weight setting affects the behaviour of the 
robot. Hence, it seamed to be the fact that the current settings used for this experiment 
is not enough or accurate to solve this problem, the evolutionary algorithm seamed to 
got stuck at some local optima. In the testing the ESCN architecture fluctuated 
between different sensorimotor mappings all the time and the decision unit always 
was active. Therefore no figures of the weight modulation are shown from this 
experiment. 
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5.1.3. Conclusions 

The ESCN architecture seamed to be able to cope with three-way road-sign problems 
but more training is needed to get more correctness of the architecture. The ESCN 
architecture used representations of the different discriminated states due to its 
internal states and some of its memory it offloaded to the environment, i.e. scaffolding 
The experiment tends to show that it is enough to have a two internal representations 
of the different stimuli/response situations and the other states are offloaded on the 
environment to guide the behaviour of the robot. Hence, it seamed to not only 
implicitly relying on the environment, it rather also represented some situation with 
explicit decision points, using internal activation of state units that activated the 
decision unit in certain situations (this however needs further investigation). Due to 
the teleportation feature in the training of the experiments this also tends to that the 
ESCN can cope with repeated three-way road-sign problems. As it was argued in the 
theoretical comparison the ESCN architecture seamed to represent each environment 
states using different sensorimotor mappings, this was shown to work in these 
experiments. The higher-ordered feedback from the context network modulated the 
weights of the function network and affected the robot by switching to appropriate 
behaviour for making t correct decision at the junction. Thieme’s (2002) experiments 
with the ESCN architecture seamed to switch behaviour in a more differential manner 
than shown in some of the three-way road-sign settings here. This may be due to that 
the training conducted here were a different setting than used by Thieme. 

In the multiple repeated road-sign problem the ESCN architecture did not manage to 
learn one of each setting, this due to that the evolution got stuck in a local optima in 
the search for the best individuals. The best individual performance was in the settings 
going forward-forward, forward-right and right-forward but this does not however 
show that the architecture can cope with the multiple stimuli and multiple junction 
task. This environment needs further evolution runs and investigations. 

As it was shown in Thieme (2002) the ESCN architecture could handle the original 
road-sign problem, repeated road-sign problems. Although, each environment tested 
by Thieme was static and did not use teleportation, he suggested this to be used in 
further investigation in this area; this dissertation therefore included teleportation and 
hence trained the architecture on repeated road-sign problems (c.f. Bergfeldt & 
Linåker, 2002). The experiment in this dissertation only tends to that the ESCN 
architecture can cope with teleportation and solve the three-way road-sign problem 
but in the case of multiple road-sign problem the question if the architecture works 
still remains uncertain. 

5.2. LSTM-based architecture 
This part shows the results of how the LSTM-based architecture cope with the three-
way and multiple road-sign problem experiments conducted in this dissertation. 

5.2.1. Three-way road-sign problem 

It was shown by Bergfeldt & Linåker (2002) the LSTM-based architecture cope with 
the three-way road-sign problem. The results from the three-way road-sign problem 
experiment in this dissertation only strengthens that this is the case. In all evaluation 
runs on the three-way environment with in the trained sequence, the LSTM-based 
architecture made response at the junction with over 98 % total correctness and in the 
reverse sequence all runs resulted in correctness over 95% (manage 85 of 100 forward 
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settings; c.f. Appendix C). In the trained sequence run the best results for the LSTM-
based architecture had a correctness percentage of 100% of the total settings (c.f. 
Table 5). In the case of the reverse sequence the best run for the architecture also had 
a correctness percentage of 100% (c.f. Table 6).  

Setting correct incorrect correctness (total) incorrectness (total)
Forward 100 0 33,33% 0%
Left 100 0 33,33% 0%
Right 100 0 33,33% 0%

300 0 100% 0%  
Table 5 - The best evaluation run of LSTM-based architecture on the trained order sequence on 
the three-way road-sign problem: the first row shows the light settings; correct column indicates 
the correct turns of the robot; incorrect column indicates the incorrect turns of the robot; 
correctness (total) and incorrect (total) indicates in percent how much of the total separate 
settings contribute all the correct respectively incorrect turns contributed according to the total 
number of settings. 

As can be seen in Table 5 the best robot managed each individual setting with the 
trained sequence with 100% total correctness, although in some of the evaluation runs 
the architecture did incorrect response to the current setting. The situation mostly as 
seen in Appendix C for the worst run that turning to the left and right slightly dropped 
in correctness, although the response for the forward setting through the junction was 
100% correct. As will be shown later the architecture seamed sometime to react late to 
the junction and sometimes missed turning to the left. 

Setting correct incorrect correctness (total) incorrectness (total)
Forward 100 0 33,33% 0
Left 100 0 33,33% 0
Right 100 0 33,33% 0

300 0 100% 0%  
Table 6 - The best evaluation run of LSTM-based architecture on the reversed order sequence on 
the three-way road-sign problem: the first row shows the light settings; correct column indicates 
the correct turns of the robot; incorrect column indicates the incorrect turns of the robot; 
correctness (total) and incorrect (total) indicates in percent how much of the total separate 
settings contribute all the correct respectively incorrect turns contributed according to the total 
number of settings. 

In the reversed order (see Table 6) sequence the best robot also managed the task with 
a percentage of 100% correctness in the reversed order sequence. Although, in the 
worst evaluation run (see Appendix C) the robot correctness going forward in the 
junction dropped some percent. This may be due to that the robot turned to the right 
when it approached a double light (more deeper analysis needed). The values from the 
evaluation does not tell if the robot turned right or left when it made the incorrect turn, 
hence this introduces more wider evaluation run storing the different situations and 
their circumstances (not conducted here). 

The experiment in this dissertation shows that the LSTM-based architecture solved 
the three-way road-sign problem in a different manner than described in chapter 3 (c.f. 
Bergfeldt & Linåker, 2002), the gating unit was always active and the internal states 
took over the role as gating units. This behaviour was not the case as shown by 
Bergfeldt & Linåker in their experiment the gating unit only was activated at the 
junction, this may be due to that they evolved more generations than in this 
experiments. Hence, the modulation is done by different activations of the internal 
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cell state units at the junction (see Figure 14).  
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Figure 14 - Trajectories and monitor curves for the LSTM-based architecture for the three-way 
road-sign problem: For the monitor the denoted part C is the corridor; J is the junction; DL is 
the double light stimuli, LL is the left light stimuli; RL is the right light stimuli. The different 
colours shown the segmentation of the LSTM-based architecture. 

The architecture solves the situations by using 5 different weight settings. The higher-
ordered feedback architecture the LSTM-component modulated the underlying feed-
forward network by the following weight setting to adapt to the different settings. The 
architecture modulated the bias weights when approaching a right light to the 
mappings in Figure 15e. This is also notable in the case of double stimuli (see Figure 
14a); the robot seems to be aware/sense the right light a little earlier than the left light 
(see Figure 14a), and it loose sight of the right light little earlier than the left light. The 
trace of the light stimuli was kept internally and the robot did not rely on scaffolding 
in the corridor sections of the environment. 

The robot started with the initial weight settings (Figure 15a) and the internal 2 cell 
state unit keeps the light stimuli and when the robot reached the junction and (i.e. IR1, 
IR2, IR5 and IR6 sensors dropped) the internal cell state units 1 and 4 affected the 
modulation so that the motor activation become almost equal (weight setting in Figure 
15b), i.e. made the robot move straight. When later the IR1 and IR6 sensors sensed 
the walls at the upper corridor the robot modulated its behaviour back to following the 
corridor. When the robot approached the left light stimuli it kept this stimuli in the 
internal cell state unit 3 until but no modulation was done to the underlying network. 
When then IR6 dropped the robot changed the behaviour nudging the firing of the 
both wheels so that the left wheel moved forward slightly slower that the right wheel. 
This affected the robot behaviour so that it turned left at the junction. When it sensed 
a wall on the right side (values from IR6 and IR5) it modulated back to the corridor 
following behaviour again. The last setting when the robot approached the right light 
stimuli the robot switched to the weight settings in Figure 15e then when it got past it 
the robot switched back to corridor following behaviour. In the junction (IR1 and IR6 
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sensors dropped) the robot behaviour got modulated. By decreasing the firing of the 
right motor (affected by the internal cell state unit 4) lead to that the robot turned to 
the right (using the weight settings in Figure 15d). When the robot sensed the walls on 
both sides it changed back to the corridor following behaviour and then it was ready 
to make another run through the next setting (regardless of training or reverse order). 

(a)

(b)

(c)

(d)

(e)  
Figure 15 - Hinton diagrams showing the weight settings for LSTM-based architecture for the 
three-way road-sign problem: (a) initial weight setting; (b) weight setting going forward in the 
junction; (c) weight settings for turning left at the junction; (d) weight setting turning right at the 
junction; (e) the weight setting for sensing right light. The bias has been marked since this is 
where the modulation took place. Positive weights are illustrated with bright colour rectangles 
and negative with dark ones. 

The architecture seamed to cope with the task using three internal representations of 
the light stimuli. For the double light stimuli the internal cell state unit 1 and 4 
affected the robot at the junction. For the left stimuli the internal cell state unit 1 
handles left turning modulation respectively for right the internal cell state unit 4 
handles the right turning. Hence, the architecture used both these internal cell state 
units (1 and 4) to modulate the weights for going forward in the junction, this can be 
like fusion of events to make the right decision and this relates to elaborative issues. 
By this tends to that the robot used the information that it had perceived, i.e. a left 
light and a right light, and the effect was that it used both internal patterns to modulate 
its behaviour. 

There were also times when the robot did not make the right decision at the junction. 
In figure one such failure is seen the robot sensed the left light stimuli, but when it 
reached the junction it somehow had a late reaction to the junction and the weight 
modulation for going forward in the junction was used instead of the modulation for 
turn left. This may explain why the robot solved fewer forward settings in the worst 
evaluation run (see Appendix C) 
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Figure 16 - Wrong decision of the LSTM-based architecture on the three-way road-sign problem. 

The trajectories in Figure 16 shows that the robot sensed the left light as supposed and 
kept it internally in cell state unit 3, but when it arrived at the junction the robot 
moved straight ahead using the internally stored activations of cell state units 4 and 1 
just as in the case of double stimuli. This shows that the LSTM-based architecture 
have some incorrectness percentage and does not always do the correct action at the 
junction (c.f. Appendix C). 

5.2.2. Multiple stimuli road-sign problem 

As can be seen in Appendix A the evolution of the LSTM-based architecture has also 
been stuck at a local optima, i.e. no progress in the evolution, at least there is no 
progress in the scope of generations evolved. The best-trained individual was tested, 
but it seamed that it been over learned on some of the settings. The best robot 
manages to handle right-right and left-left settings but the architecture does not show 
any reliability at all on other situations. The result from the evaluation runs for the 
multiple road-sign problem can be seen in Table 7 and Table 8, where Table 7 are the 
correctness values of moving in the trained sequence and Table 8 the correctness 
values of moving in reverse sequential order. 
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Setting correct incorrect correctness (total) incorrectness (total)
forward-forward 0 100 0% 11,11%
forward-right 0 100 0% 11,11%
forward-left 0 100 0% 11,11%
right-forward 0 100 0% 11,11%
right-right 100 0 11,11% 0%
right-left 0 100 0% 11,11%
left-forward 0 100 0% 11,11%
left-right 0 100 0% 11,11%
left-left 100 0 11,11% 0%

200 700 22% 78%  
Table 7 - The best evaluation run of LSTM-based architecture on the trained order sequence on 
the multiple road-sign problem: the first row shows the light settings; correct column indicates 
the correct turns of the robot; incorrect column indicates the incorrect turns of the robot; 
correctness (total) and incorrect (total) indicates in percent how much of the total separate 
settings contribute all the correct respectively incorrect turns contributed according to the total 
number of settings. 

From the result presented in Table 7 and Table 8 shows that the best robot managed 
100% of the right-right and left-left settings and none of the other settings. The 
architecture is optimal on these settings but this however does not tend to that the 
robot had any representation of relating the stimuli to the different junctions.  

Setting correct incorrect correctness (total) incorrectness (total)
forward-forward 0 100 0% 11,11%
forward-right 0 100 0% 11,11%
forward-left 0 100 0% 11,11%
right-forward 0 100 0% 11,11%
right-right 100 0 11,11% 0%
right-left 0 100 0% 11,11%
left-forward 0 100 0% 11,11%
left-right 0 100 0% 11,11%
left-left 100 0 11,11% 0%

200 700 22% 78%  
Table 8 - The best evaluation run of LSTM-based architecture on the reversed order sequence on 
the multiple road-sign problem. 

The same result was shown in the reverse order sequence (see Table 8).. As can be 
seen in the trajectories in Appendix B the robot has evolved an over trained behaviour 
going left or right in the junction according to the second stimuli, this is shown in 
Figure 17.  
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(a) (b)  
Figure 17 - Trajectories for LSTM-based architecture on the multiple road-sign problem: (a) the 
setting for right-right; (b) the setting for left-left. The different colours show the segmentation of 
the input sequences of the LSTM-based architecture. 

As can be seen in the monitor the robot replaces representation of the first stimuli with 
the second stimuli. Thereof no relation between first light and first junction and the 
same goes for the second light stimuli. In the case of turning left the robot modulated 
it’s weights. The explanation why the robot performs this way is the weights that are 
used in solving the settings. The robot uses three different settings, which now is 
known to be enough for the three-way road-sign problem, but in this case it should be 
sufficient to have several different sensorimotor mapping and modulations instants for 
each setting. The weight settings that modulate the behaviour of the robot can be seen 
in Figure 18. 

In all runs the robot starts in the first corridor before the light stimulus with the weight 
setting shown in Figure 17c. In the trajectories shown in Figure 17a was the setting 
for turning right-right in the following junction the robot sensed the first right light 
and changed mappings to the weight settings in Figure 18b, then it switched back to 
the corridor following weight setting (Figure 18c). The second stimuli the weights are 
modulated back to the right light weight setting and this is kept internally in the 
internal cell state unit 5. The robot seamed to alternate between moving slightly to the 
right or slightly to the left. In the junction the robot turned right due to that when the 
sensor IR1, IR5 and IR6 dropped the activation of the right motor decreased in speed 
slightly more than the left motor, i.e. the robot turned to the right. In the next corridor 
to the second junction the robots moved in the same way as it did the corridor before 
the first junction. It then turned to the left in the same manner as it did in the first 
junction. 
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(a)

(b)

(c)  
Figure 18 - Hinton diagrams showing the weight settings for LSTM-based architecture for the 
multiple road-sign problem: (a) is the weight settings for left light stimuli; (b) the weight settings 
after a right light stimuli; (c) the weight settings for travelling in the corridor. 

In the trajectories shown in Figure 17b was the weight setting to turn left-left in the 
following junctions the robot sensed the first left light and the internal cell state unit 5 
seamed to affect the modulation of the bias weight slightly to weight mapping in 
Figure 18a, then after the light the sensorimotor mapping changed back to the weight 
mappings for the corridor following behaviour (Figure 18c), at the second light the 
weights were not modulated. By the modulation done the robot moved following the 
right wall until the right wall was out of sight (IR5 and IR6 dropped and IR1 slightly 
dropped), the robot turned to the left in the first junction. Later when IR5 and IR6 got 
activated again the robot moved in the left corridor after the first junction and 
followed the left wall once again. At the second junction the robot turned left just in 
the same way as in the first junction. 

It was shown in this experiment that the LSTM-based architecture could not learn this 
task in the current experimental setting. As can be seen from the runs the architecture 
managed to handle the left-left stimuli and the right-right stimuli, but all other settings 
were unsolved. 

5.2.3. Conclusions 

The results of the LSTM-based architecture in the three-way road-sign problem are as 
described as in chapter 3 capable of handling this task. The architecture solved the 
different settings but in a different manner than seen in the experiment by Bergfeldt & 
Linåker (2002). The gating unit was active all the time and it seamed from the result 
that the architecture used its internal state to modulate between different behaviours. 
In the evaluation it was shown that the architecture could handle the training sequence 
as well as the reverse order sequence, although in the case of the worst evaluation run 
with less total correctness (see Appendix C). The architecture seamed to keep the 
stimuli internally and related its actions at the junction due to the internal states that 
affected the behaviour in an acquired way. In the case of the multiple repeated road-
sign problem the architecture did not seam to solve the task in the current 
experimental setting. The robot relied on the second light stimuli to which it turned 
right or left according to. This experiment was stuck in local optima as can be seen in 
the generation fitness curves in Appendix A. The architecture however had high 
percent correctness when applied to the three-way road-sign problem and the way it 
coped with the different settings using its internal “representations” to modulate the 
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behaviour to guide the robot action to become the accurate choices at the junction. 

5.3. Differences and Similarities 
It is shown that the LSTM-based architecture in the case of three-way road-sign 
problem solves the task with high correctness in both in the trained order sequence 
and the reverse order sequence. The ESCN architecture was shown to cope with the 
three-way road-sign problem. By offloading left stimuli and left turning on the 
environment in combination with internal “representation” of the situation the robot 
evolved a good behaved manner to solve the problem. Hence, this shows that there is 
no need for an architecture that has more than two internal and one external 
representation of the situations to solve the three-way road-sign problem (with 
teleportation). 

Bergfeldt & Linåker (2002) showed that their LSTM-based architecture could handle 
the repeated three-way road-sign problem, trained using teleportation. This 
dissertation shows that the ESCN architecture also is able to cope with teleportation 
during training. The ESCN architecture managed to cope with the reverse order 
sequence with fairly high reliability. The summaries of the results of the evaluation 
runs of the architectures on the three-way road-sign problem are shown in Figure 19.  
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Figure 19 - Number of correct turns for the LSTM-based versus the ESCN architecture on the 
three-way road-sign problem: the notation fwd for the different bars is the trained order and rev 
is the reversed order sequence. 

It clearly shows that ESCN does not make as many correct turns as the LSTM-based 
architecture. Also, it has less correct turns on the different settings except the right 
stimuli settings had slightly less correctness. The ESCN architecture did not show a 
full good solution to the problem, but seamed to be able to manage over 67% of each 
the different settings in the trained order, as well as some setting in the reversed order. 
The LSTM-based architecture guided the actions of the robot to correct response and 
in most of the evaluation runs the architecture correctness was stable round 95% to 
100% total correctness (in both trained and reversed order). Hence, the LSTM-based 
architecture was shown to cope with the three-way road-sign problem better that the 



 Results 

 47 

ESCN architecture. 

For the multiple repeated road-sign problem none of the architectures reached a full 
good solution (i.e. solved one of each environment settings). The experiment shows 
that much more work still is left to be able to claim that the architectures are good 
correctness on this environment. The result of the experiments does not show this and 
it is not enough knowledge to say that the architecture can solve the task. The 
parameters (i.e. weights, internal nodes, fitness, time limits) may be altered or letting 
the architecture evolve in more generations than conducted in these experiments. It 
still remains uncertain if the architectures really could handle the multiple road-sign 
problem and this needs further investigations. The cause of local optima still is 
unknown but it can depend on the fitness function or some implemented unfound 
“code features” during testing of the architectures that affected the result. 

The multiple repeated road-sign problem shown in Thieme (2002) is static and the 
robot may implicit rely it action on the environment. In the case of teleporting 
(Bergfeldt & Linåker, 2002; Jakobi, 1997) the robot to the beginning of the maze, 
conducted in this dissertation’s experiment, it has to reflect its action due not only to 
the environment but also to explicit interpretation of some settings. This repeated 
fashion in combination with the multiple stimuli makes the multiple road-sign 
problem a very complex task and the results shows that it is not enough to train the 
architecture in the manner that is conducted in these experiments. 

The two architectures shown similarities in dealing with the three-way road-sign 
problem; both found some way to represent the different situations. ESCN by using 
internal activation, which seamed to in some way extract “representation” according 
to current mappings in the function network, affected by the state of the decision unit 
and context network. These representations were depending on the internal context 
network mappings, i.e. the architectures learned during evolution to guide their 
actions by alternating their weight settings. The LSTM-based architecture on the other 
hand relied on the collection of data from the environment, learning segmentation of 
the different environmental states. This way when “known” situations appeared the 
architecture matched the incoming input sequence as belonging to a type of stimuli 
and then base its modulation on this information. The difference between the two 
architectures was that the ESCN used its internal network to modulate for different 
extracted information from the incoming raw sensory input and the LSTM-based 
architecture dealt with filtering and clustering of raw sensory data that were two 
different ways of representing the world. It was shown that the architectures reacted to 
sequences of environmental states instead of remembering the location of the reward. 
Hence, the robot adapted its behaviour according to sequential learned environmental 
states during training. The architectures virtual modulation feature was used to adapt 
the robots behaviour to these states. 
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6. Discussion and Conclusions 
The use of higher-ordered architectures that virtually modulate behaviours during the 
life-time of a robot are becoming a new way of solving different kinds of adaptive 
robotics tasks with higher reliability than with pure reactive feed-forward and first-
order architectures. The scope for this dissertation was delayed response tasks and 
extended versions of the road-sign problem. The architectures have shown to cope 
with different road-sign problem environments from earlier conducted experiments 
conducted in Thieme (2002) and Bergfeldt & Linåker (2002). The way that the 
architectures solves the task is by adapting the sensorimotor mapping according to 
which situation they are in, i.e. the information that the robot perceives and sense 
from different environmental settings. This feature should be useful in a lot of 
memorization tasks not only delayed response tasks.  

In the delayed response task problems, the robot is provided with a cue about the 
location of reward, i.e. light stimuli, but is prevented from responding until after a 
period of time has elapsed then the correct action/turn at the junction leads to higher 
fitness points. In a cognitive way these kinds of problems introduces a memory 
component, since to solve the problems; the robot must be able to remember where 
the reward is located during the delay interval. This is the point were cognitive issues 
like elaborative rehearsal and articulatory loops discussed in Chapter 2 comes into the 
picture. The correlation between the stimuli and the action/behaviour there is a need 
for some form of elaborative rehearsal abilities in the architecture. The state sequence 
of first following a corridor, approaching a light stimuli (to-be-remembered item), 
going back to corridor following and then at the cue situation (triggering an action) is 
the base for guidance of the robot actions to make the correct response. These states 
can be seen as meaningful discriminated representation of the raw sensory input. The 
states form important environmental points/situations to which the architectures can 
guide the robots behaviour, in different context. One problem here can be that the 
representations of the states is learned correctly but is bounded to a special context the 
robot has difficulties in acting correct to the cue situation in a different context (e.g. 
other sensory input to represent the same state). In the case of the higher-ordered 
feedback architectures studied here they use the sequence of the incoming input states 
of the environment to guide its basic behaviours (wall following and obstacle 
avoidance) and use the higher-ordered feedback when needed. The robot, using one of 
the architectures as control system, seamed to react to different sequences of incoming 
sensory data forming meaningful reaction points in the environment for the different 
situations. 

The to-be-remembered item must be prevailed during the delay time. In this case it 
has been shown in this dissertation and earlier work (Bergfeldt & Linåker, 2002; 
Thieme, 2002) that the recurrent fashion of the architectures seams to works like an 
articulatory loop; in ESCN using only interaction with the environment as the loop; 
and in the LSTM-based architecture also internal recurrent cell state units in 
combination with environmental interaction. In the former case the architecture does 
not store activation for the states internally and only the interaction with the 
environment is enough to remember the stimuli. In the latter case the internal stored 
activations are more related to articulatory loop since recurrent internal cell state units 
are used to store activations for different environmental states. 

The architectures memorizing abilities still remains uncertain, since both architectures 
are relying on the environment even in the cue situation to make the right guidance of 
the robot. It seamed that the architectures work in a more “situated manner” to 
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recognizable environmental states. During the evolution they learn to relate and 
discriminate between different environmental states and modify their behaviours 
according to the activation levels in the present situations. To respond to the different 
environmental states the architectures “bundle” up the perceived information in higher 
abstraction levels, i.e. regularities that in this case are affected by time, to change to 
appropriate behaviours. Hence, there is no actual way to relate cognitive 
memorization issues to the current settings used in these experiments other types of 
delayed response task problems are needed to test this. 

What did the study say about the architecture application to the extended versions of 
the road-sign problem? As has been concluded in the theoretical part of this 
dissertation it was shown by earlier researchers in the area that the architectures seams 
to be able to solve the original road-sign problem without using any internal state or 
representation of the different settings. It relied its action on the environment, 
discovered both in Thieme’s (2002) and Bergfeldt & Linåker’s (2002) work. In the 
case of the three-way road-sign problem it has been shown by Bergfeldt & Linåker 
(2002) that the LSTM-based architecture coped with this problem by using three 
internal states keeping the different light stimuli to be used for modulation in each 
situation. As it seamed the three-way road-sign problem with teleportation adds 
further complexity to the decision of correct response. The numbers of constraints 
available in the environment has been relaxed to the extent that the robot needs some 
form of other representation of each environmental light setting. Some form of 
recurrent fashion of the architecture is needed to keep trace of light to relate the 
delayed response. Hence, the robot using a pure feed-forward architecture as control 
system may not be able to solve the problem (Nolfi & Floreano, 2002).  

The higher-ordered feedback architectures studied here used internal states to 
modulate their behaviours due to different situations that appeared in the environment. 
A robot, using these architectures as control system, has been shown in this 
dissertation and other earlier works (Bergfeldt & Linåker, 2002; Thieme, 2002; 
Ziemke 1999) that the robot not entirely base its actions on the environment, by using 
the regularities that it has found during learning, it reacts to the appropriate 
recognizable states and modulates its behaviour to what is required to make the 
correct turn. The robot is capable of handle complex tasks due to modulation of its 
behaviour based on higher-ordered feedback in different environmental contexts. 

In the absence of comparison of these higher-ordered architectures this dissertation set 
the ESCN architecture and the LSTM-based architecture in the spotlight. It was 
shown that the architectures are capable of acting correctly when dealing with at least 
one of the two delayed response task environments tested in the experiments. 

The higher-ordered feedback architectures described in this dissertation shows some 
way to relate its actions to the different environment settings. The LSTM-based 
architecture was capable to store the information about the light stimuli internally and 
this can be seen as a memory of the be-remembered-item (i.e. some form of 
elaborative function) the CEC in the LSTM component’s internal cell state units 
works as internal loops keeping the information of an event to be used later for 
modulation of the underlying feed-forward network. The ESCN on the other hand 
does not have internal memory, but it can relate light stimuli by weight modulation of 
the function network. This way the architecture learns a reactive changing of 
mappings that is suited for the right situation and response. This can be seen as having 
modules that react to different situations, someway using the internal state in 
combination with external environment constraints to determine the correct action in 
the next time step. The ESCN architecture therefore “remembers” what it has learned 
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during training through the weights in the context network, which produce the 
sensorimotor mappings when modulation is conducted. It seam to be the case that the 
discrimination of regularities from the environmental states are present in both 
architectures. The LSTM-based architecture’s filtering method (ARAVQ) uses a neat 
way to extract out predictable environmental events form the incoming input 
sequences. The ESCN on the other hand seams to use the decision unit on a simple 
basis, activated according to the activation of the state units, as a way to selectively 
choose when to switch between different behaviours. In the three-way road-sign 
experiment it was shown that in each setting the architectures had mostly the same 
individual sensorimotor mappings for each setting (either going the reverse order or 
the trained order). For both architectures this meant that the found states in the 
environment (i.e. regularities) were an important fact to “represent” each situation, 
although, in some situations the architecture could not handle the situation and made 
the incorrect turn as shown in Chapter 5. 

The result of the experiment in this dissertation tends to shows that both higher-
ordered architectures solved the three-way road-sign problem. The ESCN architecture 
seamed to solve the three-way road-sign problem, although with less reliability than 
the LSTM-based architecture. Hence, it seams that it is enough to have two internal 
states and offloading some of the memory of stimuli on the environment to solve the 
three-way road-sign problem. It was shown that the ESCN did not differ a lot from 
running at the trained sequence order and the reverse sequence order, some settings 
dropped in correctness though. Further investigations are needed to claim that the 
ESCN architecture is a full good solution to the problem. The LSTM-based 
architecture was capable of solving the three-way road-sign problem with high 
correctness in all evaluation runs (both trained and reversed sequence). Hence, the 
LSTM-based architecture was more correct dealing with and solving the three-way 
road-sign problem than the ESCN architecture. 

In the multiple repeated road-sign problem on the other hand is still not “well” solved 
by either of the two architectures with the experimental settings used in this 
dissertation. The reader should not be easily swayed over that the observation in this 
dissertation for the multiple road-sign problem does not work with these architectures. 
Another settings of evolutionary parameters and architecture parameters may solve 
these kinds of problems. By this the author would encourage to make further 
investigation of the multiple repeated road-sign problem (with teleportation) 
environment with the ESCN and the LSTM-based architecture in some way or test 
other similar architectures on the problem. The multiple road-sign problem (with 
teleportation) should be considered as a ground for further investigation in the area. 
The way the problem may be solved is by using some form of fitness for the first light 
related to correct action at the first junction. By this the task will become a little bit 
easier, but on the contrary the evolution should be more directed by the designer. 

Finally, the application of higher-ordered feedback architectures are a very interesting 
way of solving problems dealing with memorization tasks, in this case delayed 
response tasks. The architectures tested in this dissertation seams theoretically to be 
able to deal with the delayed response tasks described and presented in this 
dissertation, but in the practical experiment it has been shown that this is not the case 
in every environment (the multiple road-sign problem). In the theoretical study the 
ESCN architecture was concluded to be a more reactive than the LSTM-based 
architecture. This could be seen in the experiment. The ESCN architecture reacted to 
more to different sequence of environmental states and modulated its weights more 
frequent (the fluctuating mode), which made it hard to analyse in some cases. Also it 
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seamed that the architecture relied its action more on the environment than the LSTM-
based architecture, since some of the settings also were offloaded on the environment. 
It was also shown that the filtering method of the LSTM-based architecture worked in 
a manner that was easier to analyse, there was a distinct number of possible 
modulation to the bias weights. The basic behaviour is controlled by the first layer 
sensorimotor mappings. The higher-ordered feedback component in both architectures 
seamed to be at its full use in the three-way road-sign problem. The LSTM-based 
architectures output gating unit did not have the same purpose as in Bergfeldt & 
Linåker (2002), or, as the decision unit in the ESCN architecture by sometimes 
holding the modulation. It was instead open all the time and the internal cell state unit 
took over the roll as output gate units to solve the problem. This shows that there are 
alternative solutions to the three-way road-sign problem to be found using self-
organizing architectures that what been expected. 

This dissertation was written to give the reader, new students in the area, an overview 
and insights in the problems that is dealt with in this area of adaptive robotics. Also 
work as a take-off in which direction the research should be extended for further 
understanding of these architectures and adaptive robotics. 

This area of evolutionary robotics is a wide area with a lot of things to explore. In the 
next section some of the possible project ideas are presented to encourage other to 
make further investigations of delayed response tasks and higher-ordered feedback 
architectures. The fact that the used fitness function differs from the one used in 
Thieme (2002) may result in different kinds of behaviour. This would be a next step 
to compare different fitness situations and even apply the fitness function used in this 
dissertation (c.f. Bergfeldt & Linåker, 2002) to make larger tests of the multiple road-
sign problem (with teleportation) on both architectures. 

6.1. Future work 
In this area of evolutionary robotics there is a lot of work remaining to conclude that 
the higher-ordered architecture described and analysed here in this dissertation cope 
with delayed response tasks of different complexity. This section will be about 
presenting three future work suggestions that leads to a better understanding of the 
higher-ordered feedback architectures on delayed response tasks. 

Firstly, can the ESCN and the LSTM-based architecture for example handle some 
form of recognition task? To solve these kinds of problems the robot need to have 
some form of memory capability. If the applied task is a delayed-matching-to-sample 
environment the robot should act upon matching of earlier given stimuli (a sample) 
and the following time steps the robot is exposed/presented to a sequence of stimuli 
and then move to the next junction and turn according to the matching stimuli, i.e. the 
response should only be trigged matching stimulus and some action should be taken 
within some delayed time from this stimulus. As it was shown in Thieme (2002) the 
ESCN architecture could work by handling sequential stimulus and act appropriate 
under these circumstances. So what if the extended road-sign problem is to recognize 
stimuli by matching and when correct match found respond after a delayed time 
(reaching the cue situation). These kinds of tasks would be interesting to apply the 
two architectures on to see if they can handle a delayed-matching-to-sample task. 

Secondly, it should be interesting to set up the multiple repeated road-sign problem 
with these architectures as control systems and see if tweaking of the parameters for 
the architecture and/or adjusting the evolutionary period affects the results. The 
tweaking can be to give fitness to the robot for individual correct response to each of 
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the stimuli or additional testing of how additional internal units effects the way the 
robots behave and learn the task. This tweaking may lead to that the evolution not 
ends up in local optima as it did in the experiments conducted in this dissertation. 

Finally, as another testing ground the experiments on the evaluation of the fitness 
functions, e.g. used in this dissertation (c.f. Bergfeldt & Linåker, 2002) or as in 
Thieme (2002) or other fitness functions. By testing the different fitness functions to 
see if the robots learns the three-way and multiple road-sign problem in another way 
than the results in this dissertation. This will result in an investigation to see the 
difference between using other ways to learn the different environment during.  
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Appendix A 
All evolution curves (fitness curves max/average) 

 
Three-way road-sign problem 
 

ESCN replica 1: 

 

 

ESCN replica 2: 
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LSTM replica 1: 

 

LSTM replica 2: 
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Multiple road-sign problem 
 
ESCN replica 1 

 

 

ESCN replica 2: 
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LSTM replica 1: 

 

LSTM replica 2: 
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Appendix B 
 
All trajectories and sensory monitor curves for each experimental setting. 

 
Three-way road-sign problem 
 
ESCN architecture 

 
Correct actions: 

 Double light Left light Right light 

(c) 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

C    DL   C     J   C C   LL   C         J C C  RL   C                J  C 
IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 
Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor  

 

Incorrect actions: 
Turning right in forward setting 

C   DL   C     J  C 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 

Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor 

IR 1 
Bias 

IR 2 
IR 3 

IR 5 
IR 4 

IR 6 
IR 7 

Light 1 
IR8 

Light 6 
State unit 1 

Decision unit 
State unit 2 

Left motor 
Right motor  

 
 
 
 



 Appendix B 

 

LSTM-based architecture: 
 
Correct actions: 

 Double light Left light Right light 
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Incorrect actions: 

Forward in left setting: 
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Multiple road-sign problem 
The settings marked with a * is a correct solved setting, although not always correct 
solved. 

 
ESCN architecture 

 forward-forward* forward-right forward-left 

 

 

 right-forward* right-right right-left 
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 left-forward left-right left-left 

 

 

 
LSTM-based architecture 

 

 forward-forward forward-right forward-left 
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 right-forward right-right* right-left 

 

 

 left-forward left-right left-left 
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Appendix C 
The evaluation runs for the best and the worst evaluation is shown in this Appendix 
 
Definitions: 
correct% = percent correctness for all presented setting of one specific setting 

incorrect% = percent incorrectness for all presented setting of one specific setting 

avgC % = percent total correctness. 

avgIC % = percent total incorrectness. 

 
Three-way road-sign 
 
ESCN architecture 
 

Training order (straight/left/right): 
 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 82 18 82% 18% 27% 6% 
left 78 22 78% 22% 26% 7% 
right 91 9 91% 9% 30% 3% 
 
Total number of correct: 251  
Total number of incorrect: 49 
Percent correctness: 84% 
Percent incorrectness: 16% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 67 33 67% 33 22% 11% 
left 73 27 73% 27 24% 9% 
right 82 18 82% 18 28% 6% 
 
Total number of correct: 222  
Total number of incorrect: 78 
Percent correctness: 74% 
Percent incorrectness: 26% 
 

Reverse order (right/left/straight): 
 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 71 29 71% 29% 24% 10% 
left 58 42 58% 42% 19% 14% 
right 89 11 89% 11% 30% 3% 
 
Total number of correct: 218  
Total number of incorrect: 82 
Percent correctness: 73% 
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Percent incorrectness: 27% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 71 29 71% 29% 23% 10% 
left 42 58 42% 58% 14% 19% 
right 80 20 80% 20% 27% 7% 
 
Total number of correct: 193 
Total number of incorrect: 107 
Percent correctness: 64% 
Percent incorrectness: 36% 

 
LSTM-based (layered) architecture 

 

Training order (straight/left/right): 

 
Best run: (2 out of 10 resulted in the following table) 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 100 0 100% 0 33,3333% 0% 
left 100 0 100% 0 33,3333% 0% 
right 100 0 100% 0 33,3333% 0% 
 
Total number of correct: 300  
Total number of incorrect: 0 
Percent correctness: 100% 
Percent incorrectness: 0% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 100 0 100% 0% 33,3333% 0% 
left 98 2 98% 2% 32,6667% 0.6667% 
right 97 3 97% 3% 32,3333% 1% 
 
Total number of correct: 295  
Total number of incorrect: 5 
Percent correctness: 98,3333% 
Percent incorrectness: 1,6667% 

 

Reverse order (right/left/straight): 

 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 100 0 100 0 33,3333% 0 
left 100 0 100 0 33,3333% 0 
right 100 0 100 0 33,3333% 0 
 
Total number of correct: 300  
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Total number of incorrect: 0 
Percent correctness: 100% 
Percent incorrectness: 0% 

 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward 85 15 85% 15% 28% 5% 
left 100 0 100% 0 34% 0% 
right 100 0 100% 0 33% 0% 
 
Total number of correct: 285  
Total number of incorrect: 15 
Percent correctness: 95% 
Percent incorrectness: 5% 

 
Multiple road-sign problem 
 
ESCN architecture 

 
Training order  

(forward-forward, forward-right, forward-left, right-forward, right-right, right-left, 
left-forward, left-right, left-left) 

 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward-forward 52 48 52% 48% 5,7778% 5,3333% 
forward-right 26 74 26% 74% 2,8889% 8,2222% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 27 73 27% 73% 3% 8,1111% 
right-right 3 97 3% 97% 0,3333% 10,7778% 
right-left 0 100 0 100% 0% 11,1111% 
left-forward 0 100 0 100% 0% 11,1111% 
left-right 0 100 0 100% 0% 11,1111% 
left-left 0 100 0 100% 0% 11,1111% 
 
Total number of correct: 108  
Total number of incorrect: 792 
Percent correctness: 12% 
Percent incorrectness: 88% 

 
Worst run: 
Setting correct incorrect correct% incorrect% avgC%. avgIC% 
forward-forward 53 47 53% 47% 5,8889% 5,2222% 
forward-right 12 88 12% 88% 1,3333% 9,7778% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 23 77 23% 77% 2,5556% 8,5556% 
right-right 4 96 4% 96% 0,4444% 10,6667% 
right-left 0 100 0% 100% 0% 11,1111% 
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left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0% 100% 0% 11,1111% 
left-left 0 100 0% 100% 0% 11,1111% 
 
Total number of correct: 92  
Total number of incorrect: 808 
Percent correctness: 10,2222% 
Percent incorrectness: 89,7778% 
 
Reverse order: 

(left-left, left-right, left-forward, right-left, right-right, right-forward, forward-left, 
forward-right, forward-forward) 

 
Best run: 
Setting correct incorrect correct% incorrect% avgC%. avgIC% 
forward-forward 70 30 70% 30% 7,7778% 3,3333% 
forward-right 18 82 18% 82% 2% 9,1111% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 20 80 20% 80% 2,2222% 8,8889% 
right-right 6 94 6% 94% 0,6667% 10,4444% 
right-left 0 100 0% 100% 0% 11,1111% 
left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0% 100% 0% 11,1111% 
left-left 0 100 0% 100% 0% 11,1111% 
 
Total number of correct: 114  
Total number of incorrect: 786 
Percent correctness: 12,6667% 
Percent incorrectness: 87,3333% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC%. avgIC% 
forward-forward 61 39 61% 39% 6,7778% 4,3333% 
forward-right 14 86 14% 86% 1,5556% 9,5556% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 15 85 15% 85% 1,6667% 9,4444% 
right-right 2 98 2% 98% 0,2222% 10,8889% 
right-left 0 100 0% 100% 0% 11,1111% 
left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0% 100% 0% 11,1111% 
left-left 0 100 0% 100% 0% 11,1111% 
 
Total number of correct: 92  
Total number of incorrect: 808 
Percent correctness: 10,2222% 
Percent incorrectness: 89,7778% 
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LSTM-based (layered) architecture 
 
Training order: 
 
(forward-forward, forward-right, forward-left, right-forward, right-right, right-left, 
left-forward, left-right, left-left) 
 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward-forward 0 100 0% 100% 0% 11,1111% 
forward-right 0 100 0% 100% 0% 11,1111% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 0 100 0% 100% 0% 11,1111% 
right-right 100 0 100% 0% 11,1111% 0% 
right-left 0 100 0% 100% 0% 11,1111% 
left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0% 100% 0% 11,1111% 
left-left 100 0 100% 0% 11,1111% 0% 
 
Total number of correct: 200  
Total number of incorrect: 700 
Percent correctness: 22,2222% 
Percent incorrectness: 77,7778% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward-forward 0 100 0% 100% 0 11,1111% 
forward-right 0 100 0% 100% 0 11,1111% 
forward-left 0 100 0% 100% 0 11,1111% 
right-forward 0 100 0% 100% 0 11,1111% 
right-right 98 2 98% 2% 10,8889% 0,2222% 
right-left 0 100 0% 100% 0% 11,1111% 
left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0 100% 0% 11,1111% 
left-left 100 0 100% 0% 11,1111% 0% 
 
Total number of correct: 198  
Total number of incorrect: 702 
Percent correctness: 22% 
Percent incorrectness: 78% 
 
Reverse order: 
(left-left, left-right, left-forward, right-left, right-right, right-forward, forward-left, 
forward-right, forward-forward) 
 
Best run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward-forward 0 100 0 100% 0% 11,1111% 
forward-right 0 100 0 100% 0% 11,1111% 
forward-left 0 100 0 100% 0% 11,1111% 
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right-forward 0 100 0 100% 0% 11,1111% 
right-right 100 0 100 0% 11,1111% 0% 
right-left 0 100 0 100% 0% 11,1111% 
left-forward 0 100 0 100% 0% 11,1111% 
left-right 0 100 0 100% 0% 11,1111% 
left-left 100 0 100 0% 0% 0% 
 
Total number of correct: 200  
Total number of incorrect: 700 
Percent correctness: 22,2222% 
Percent incorrectness: 77,7778% 
 
Worst run: 
Setting correct incorrect correct% incorrect% avgC %. avgIC % 
forward-forward 0 100 0% 100% 0% 11,1111% 
forward-right 0 100 0% 100% 0% 11,1111% 
forward-left 0 100 0% 100% 0% 11,1111% 
right-forward 0 100 0% 100% 0% 11,1111% 
right-right 99 1 99% 1% 11% 0,1111% 
right-left 0 100 0% 100% 0% 11,1111% 
left-forward 0 100 0% 100% 0% 11,1111% 
left-right 0 100 0% 100% 0% 11,1111% 
left-left 100 0 100% 0% 11,1111% 0% 
 
Total number of correct: 199  
Total number of incorrect: 701 
Percent correctness: 22,1111% 
Percent incorrectness: 77,8889% 
 
 
 


