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Abstract 
In this dissertation a novel approach to protein-ligand docking is presented. First an 
existing method to predict putative active sites is employed. These predictions are 
then used to cut down the search space of an algorithm that uses the fast Fourier 
transform to calculate the geometrical and electrostatic complementarity between a 
protein and a small organic ligand. A simplified hydrophobicity score is also 
calculated for each active site. The docking method could be applied either to dock 
ligands in a known active site or to rank several putative active sites according to their 
biological feasibility. The method was evaluated on a set of 310 protein-ligand 
complexes. The results show that with respect to docking the method with its initial 
parameter settings is too coarse grained. The results also show that with respect to 
ranking of putative active sites the method works quite well. 

Keywords: protein-ligand docking, molecular modelling, putative active sites 
ranking, fast Fourier transform 
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1  Introduction 
Molecular docking is the task of fitting two molecules together in favourable 
conformations, and this task is usually referred to as the docking problem (Shoichet, 
1996). There are generally three flavours of the docking problem, even though they 
are governed by the same physical principles: docking a protein to another protein or 
peptide (protein-protein docking), docking a small organic compound to a receptor 
protein or enzyme (protein-ligand docking) and docking a protein to a DNA fragment 
(protein-DNA docking). Each of these problems has its specific features and a 
researcher trying to solve the problem is facing different difficulties depending on the 
kind of docking; protein-protein docking for instance is challenging since the two 
molecules are large, in protein-ligand docking is for instance energy calculation 
regarded to be more important and in protein-DNA docking the binding is usually 
dictated by specific DNA-motifs (Halperin, 2002). 

Molecular docking is mainly important in two research areas of biology: molecular 
modelling and structure-based drug design (SBDD) (Shoichet, 1996). In molecular 
modelling researchers use docking to gain as much knowledge as possible about the 
interactions between two molecules. Many research fields depend on the existence of 
such interactions, but this natural phenomenon is nevertheless poorly understood. 

In the field of SBDD, the method of virtual screening has gained increased interest. It 
is performed by searching a large database of compounds (up to millions) with the 
aim of reducing it to a few highly potential compounds (100-1000). These compounds 
might be useful in an ongoing drug design (Schneider & Böhm, 2002). Virtual 
screening can roughly be divided into two distinct areas of research: ligand-based and 
receptor-based. In the ligand-based approach pharmacophores can be used. These are 
essential features of a known natural ligand, e.g. charge distribution, shape or 
hydrophobicity. The compound database is then searched for compounds that have a 
pharmacophore close to the natural ligand. In the receptor-based approach a molecular 
docking program is used to dock all the compounds in a database to a specific known 
target protein (with known 3D-structure). The pharmacy-industry estimates a 14 year 
period from finding a potential compound to delivery of an accepted drug. The recent 
effort in the research is to decrease this period by quickly finding a set of potential 
compounds (Lyne, 2002). Since docking programs is an integral part of SBDD, 
research on the docking problem is important. 

The bioinformatics community that deals with the docking problem has developed a 
plethora of different methods. The research is highly active and new releases of old 
programs are developed constantly (Taylor et al., 2002). This highlights also the 
importance of the research. There is a need for new docking algorithms that are faster, 
more robust and more accurate. The existing methods differ in for instance the way 
they represent the molecules in the computer, how they perform the search for an 
optimal fit, how accurate they are and how they score a potential docking 
conformation. Some of the methods treat the protein as a flexible structure, trying to 
mimic conformational changes upon docking. However most of the methods treat the 
protein as rigid (or allow some limited flexibility) since it has been computationally 
hard to sample these changes. The computers are becoming more powerful and hence 
flexible protein approaches are becoming more common. When regarding small 
organic compounds (ligands) the matter is reversed, i.e. the ligand is usually treated as 
a flexible structure. The reason behind this is that different conformations of the 
ligand are easily sampled (Höltje et al., 2003). The docking algorithms can be divided 
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into a few categories; fragment-based docking, similarity-based docking, energy 
calculations and evolutionary algorithms are some of them, but essentially any 
optimization technique can be used. 

In fragment-based docking the ligand is divided into smaller fragments. The algorithm 
then tries to dock the ligand fragments individually. In the end the fragments are 
joined together. The difficulty with these methods is how to divide the ligand into 
fragments. In similarity-based docking the point-wise complementarity between the 
protein and the ligand is maximized using some kind of measurement. This approach 
is similar to the fragment-based methods but the difference is that this approach keeps 
the ligand complete during the docking procedure. In energy calculations molecular 
mechanics (or dynamics) is used to optimize the fit between the protein and ligand. 
The energy of the docked complex should be minimal. These methods are highly 
computationally complex and can easily be trapped into local minima. In evolutionary 
algorithms a set (a population) of potential conformations is iteratively evolved over 
successive generations. The evolutionary algorithms are generally regarded to be 
competent to find near optimal solutions in a complex search space (Taylor et al., 
2002).  

Apart from searching for favourable conformations a docking method also needs a 
good method to score the possible solutions. This is often referred to as the scoring 
problem (Wang et al., 2002). Scoring functions can be divided into force fields, 
knowledge-based and empirical methods (Taylor et al., 2002). Force field methods 
estimate the free energy of the docked complex by molecular mechanics theory. 
Knowledge-based methods try to extract rules on preferred conformations from 
known complexes. Empirical methods aim to estimate the free energy, as in force-
fields, but they do this by summing the weighted parameters from the docked 
complex (Gohlke & Klebe, 2001).  

In this dissertation a novel docking method is described. The docking algorithm 
employs a fast existing method (PASS, see Chapter 2.3) to predict the active site and 
putative alternative sites of a target protein. These putative active sites are then 
searched in a similarity-based fashion to maximize the shape and electrostatic 
complementarity between a protein and a small ligand. The search uses the Fourier 
transform and correlation (see Chapter 2.2) to obtain the complementarity 
measurement. The entire translational space and the entire rotational space (with 
respect to a constant step size) are covered by the algorithm. A hydrophobicity score 
is also calculated for each putative active site. The docking algorithm is evaluated 
with known protein-ligand complexes. 

This dissertation is structured as follows; in Chapter 2 theoretical preliminaries are 
described along with some existing docking suites, Chapter 3 defines the problem, the 
project aim and the objectives. The method used in this project is described in Chapter 
4 and the results are described in Chapter 5. Some aspects of the algorithm are further 
analyzed in Chapter 6. Chapter 7 discuses the results and conclusions are drawn from 
them in Chapter 8. Chapter 9, finally, points out potential future work.
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2 Background and related work 
This chapter describes some preliminary theory that the work in this thesis is built 
upon. It also introduces some of the existing docking suites to show relatedness and 
differences with this project. Chapter 2.1 introduces three of the most prominent 
docking programs and a fourth one that uses a similar strategy to the program 
developed in this project. Chapter 2.2 describes quite thoroughly the Fourier 
Transform docking (FTDock) which is the algorithm that the method in this project 
employs and extends. Chapter 2.3 introduces Putative Active Site by Spheres (PASS) 
which is another program that is employed in this project. Chapter 2.4, finally, 
describes the PDOCK project which can be seen as a pre-study of this thesis.  

2.1 Existing docking suites 
As mentioned in the introduction there are many docking programs available today. 
Three of the most widely used are FlexX, GOLD and DOCK (Schneider & Böhm, 
2002). These are presented shortly here as examples of successful docking suites. A 
description of LigandFit (Venkatachalam et al., 2003) is included in addition since it 
has a similar approach to the docking algorithm developed in this project. 

2.1.1 FlexX 

FlexX employs a deterministic incremental search algorithm and is used to dock a 
ligand to a protein. The ligand is treated as a flexible structure but the protein is kept 
rigid. The algorithm uses two different databases; one is used to describe motifs of 
intermolecular interactions and one is used to sample conformations of the ligand. 
The rationale behind the FlexX algorithm is to enumerate all possible interaction sites 
and then search this list to find matching points between the protein and the ligand. A 
triangle of interaction sites on the protein constitutes an interaction point and the same 
applies to the ligand. A conformation of the ligand is kept and scored if the interaction 
point between the ligand and the protein is a positive match (Rarey et al., 1996). 

2.1.2 GOLD 

GOLD (Genetic Optimization for Ligand Docking) employs a special kind of 
evolutionary algorithm – a genetic algorithm – to stochastically dock a ligand onto a 
protein. The algorithm allows full flexibility of the ligand but only partial flexibility 
of the protein. GOLD encodes the conformation of the ligand along with possible 
hydrogen contacts between the molecules as bit-strings. These bit-strings are then 
evolved by special variation operators until a near optimal solution is found. The 
evaluation function of the algorithm (the measurement of the binding fitness) is 
partially based on the analysis of known 3D-complexes. Also to be mentioned is that 
GOLD requires that the active site of the target protein is approximately known 
(Jones et al., 1997).  

2.1.3 DOCK  

DOCK was introduced to the community almost twenty years ago but is still one of 
the most used docking programs. New versions are still released continuously 
(Schneider & Böhm, 2002. DOCK finds potential conformations of a possible ligand 
using either exhaustive search or fragment-based docking. Spheres are used to 
describe the shape of the active site and the centre of these spheres is regarded as 
possible sites of docking. A lower limit of four matches between ligand atoms and 
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spheres centres is used to distinguish between a ligand match and a non-match. The 
protein-ligand complexes can be scored with respect to for instance steric fit or 
pharmacophore similarity. Usually the ligand is divided into small fragments. The 
first fragment is placed at an optimal site within the active site and the rest of the 
fragments are appended in an optimal way (Ewing et al., 2001). 

2.1.4 LigandFit 

LigandFit is a quite new docking program that uses a similar approach to docking as 
the algorithm aimed at in this project. It is similar in that it starts out by identifying 
putative active sites and secondly searches these active sites using a sophisticated 
method. However it differs in both these phases with respect to the algorithm it 
utilizes. To locate putative active sites LigandFit uses a flood-fill method. The actual 
filling of the active site is quite easy but the boundaries are usually not as easily 
predicted. The search for good fit in the active site is performed by Monte-Carlo 
sampling of different ligand conformations. The conformations are then subjected to a 
shape comparison function. Some of the conformations are kept in a separate list and 
are subjected to further energy minimization (Venkatachalam et al., 2003).  

2.2 FTDock 
FTDock (Fourier Transform docking) was developed by Gabb and co-workers (1997) 
and it improves and extends an earlier method developed by Katchalski-Katzir and 
co-workers (1992). The Katchalski-Katzir method is a general purpose method that 
can be used for any kind of docking problem. The method treats one of the molecules, 
A, as rigid and fixed, and the other one, B, as rigid but mobile. Molecule A should 
preferably be bigger than molecule B. The aim of the algorithm is to find a 
conformation of B so that the shape complementarity between the two molecules is as 
good as possible. Note that no other property than the three dimensional shape is 
regarded in the method. Katchalski-Katzir et al. discretized the two molecules onto 
two fine-grained grids and applied the Fourier transform on the grids. The Fourier 
transform makes the computationally hard convolution an easy multiplication task. 
The convolution between two functions f and g corresponds to a correlation between 
the two functions. One can say that the convolution measures the difference between f 
and g. The two grids that resulted from the discretization step can be regarded as two 
discrete functions and by calculating the convolution between them the shape 
complementarity, i.e. correlation, between the two molecules can be obtained. A 
negative correlation means that the interiors of the molecules are overlapping which is 
undesirable; a positive correlation means a good shape complementarity; a correlation 
of zero probably means that the molecules are not touching each other. The Fourier 
transform results in a complex-valued function and also the convolution is performed 
in the complex space. To get real-value results the reverse Fourier transform is 
applied to the convolution. The Katchalski-Katzir algorithm starts by transforming 
molecule A. It then iteratively rotates B, transforms B using the Fourier transform and 
finally calculates the convolution. This is done until the entire rotational space is 
covered with respect to a given angular step size (Katchalski-Katzir et al., 1992). 
Together with the fact that the convolution covers the entire translational space, this 
method covers every possible conformation (with respect to the step size) of molecule 
B. 

Gabb et al. (1997) improved and extended the method by introducing a soft 
electrostatic function. The intention of the algorithm was to dock proteins to proteins 
and hence the energy calculations are only applicable to proteins. The electrostatic 
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calculations are performed in a similar way to the shape complementarity and these 
can therefore be done at the same time. An electric field is simulated around the larger 
protein and is discretized onto a grid. This grid is subjected to an initial Fourier 
transform. The smaller protein is treated in a slightly different way: point charges of 
the molecule are discretized and are subjected to Fourier transform at each iteration of 
the algorithm. The electrostatic function is very soft and is in practice only used as a 
binary filter where only conformations that resulted in a negative electrostatic 
correlation are kept. Usually an initial search is performed with a quite coarse grid. 
When some interesting conformations are found another search is performed in a 
close neighbourhood to the promising conformation using a more fine-grained grid 
(Gabb et al., 1997). 

Since FTDock was developed for protein-protein docking both molecules are kept 
rigid during the entire docking. As mentioned in the Chapter 1 it has been too 
complex to sample conformational changes on proteins. However a “soft-docking” 
approach is undertaken in the FTDock algorithm so that conformational changes upon 
docking are implicitly calculated (Taylor et al., 2002). This is done in the 
discretization phase and in the electrostatic function (Gabb et al., 1997). 

2.3 PASS 
PASS (Putative Active Sites by Spheres) is a method that mathematically finds 
potential active sites on a target protein. The method employs a geometrical-analytical 
method to find cavities of buried volume. PASS starts out by filling the surface of the 
protein with spheres. The spheres are subjected to a filter with three constraints. If the 
sphere violates any of the constraints it is discarded whilst the other ones that meet the 
constraints are kept. Two of the constraints guarantee that the spheres are in an 
optimal steric fit with respect to both the protein and to each other. The third 
constraint guarantees that the sphere is sufficiently buried. When each sphere has 
been subjected to the filter PASS iteratively tries to add more spheres in the vicinity 
of the already existing spheres. The new spheres are also subjected to the filter. This 
procedure continues until no new spheres meet the filter constraints. PASS then 
computes a burial count and probe weight for each sphere which reflects how buried 
the sphere is. A few of the spheres are kept and become what PASS calls active site 
points (ASPs). These represent the centres of putative active sites (Brady & Stouten, 
2000). 

PASS was created with two potential usage scenarios in mind: a front-end tool in 
virtual screening and in molecular visualization. The developers of PASS claim that 
the tool can be used in virtual screening when the active site is unknown or when 
additional binding sites are of interest. They elaborate with the idea of screening on 
just the top scored ASPs and with a docking algorithm that identifies the biologically 
most feasible active site (Brady & Stouten, 2000).  

Even though PASS uses only geometry to find the putative active sites it indirectly 
accounts for two important factors of the binding affinity: steric fit and solvation. The 
steric fit is important so that the ligand does not clash with the protein. And when the 
ligand is dissolved in a buried cavity the ligand binding is favourable. Another feature 
which makes PASS useful is its speed; the tool finds the ASPs in less than 20 seconds 
for a quite large protein (Brady & Stouten, 2000). 
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2.4 The PDOCK project 
An earlier project was conducted on the docking algorithm that is described in this 
thesis. That project can be seen as a pre-study of this project. The original intention of 
the project was to create a function that ranked the ASPs from a PASS run (Brady & 
Stouten, 2000) according to a biological measurement. The measurement should 
incorporate different biological properties, e.g. shape, electrostatic complementarity 
or hydrophobicity. Since PASS only predicts the ASPs using sophisticated 
mathematics it is highly interesting to sort out those that are not biologically feasible. 
Another attractive feature would be to obtain an ordering or possibly a direct 
measurement of the binding affinity of the other active sites given a specific ligand. A 
key property of the function is that it should produce different outputs depending on 
the kind of ligand. If this function is fairly fast it can be used in for instance SBDD to 
detect possible alternative docking sites for, say, an inhibitor. 

The project and the function, however, eventually evolved into a more direct docking 
method. The name PDOCK (PASS docking) was coined, to highlight the use of 
PASS. The FTDock algorithm (Gabb et al., 1997) was found suitable for development 
since it had an easy and direct method to perform the calculations. The idea was that 
the output from PASS, the ASPs, could be used to extensively cut down the search 
space of the FTDock algorithm. Since the ASPs are constructed representations of 
putative active sites they can direct the search to the more interesting parts of the 
search space. If the interesting parts of the search space (the active sites) are known 
there is no need to cover the entire search space. And hence only a close 
neighborhood of the ASPs was searched using the FTDock algorithm. This 
neighborhood was defined as all residues from the target protein within a radius, r, 
from the ASP. This was of course applied for all ASPs found by PASS. The radius, r, 
became an important parameter of the PDOCK algorithm. Since FTDock was built for 
protein-protein docking the electrostatic function had to be extended to allow for 
docking with small ligands. Luckily, the only thing with the electrostatic function that 
had to be changed was the assignment of atom charges. This was performed on the 
small ligands using the Gasteiger-Marsili method (Gasteiger & Marsili, 1980). The 
method iteratively moves partial charges according to how electronegative an atom is. 
The old electrostatic function was kept if protein-protein docking was desired. 

PDOCK was implemented in C++ and it used version 3.0.1 of the FFTW library 
(Frigo & Johnson, 2005) to perform the Fourier transform. The algorithm was 
intended to be evaluated in a two-step process; first a training set and secondly a test 
set should be constructed. The aim of the training phase was to evaluate the effect of 
different parameter settings. Three of the parameters were combined in an exhaustive 
manner: 1) the angle-step size, 2) the grid size and 3) the neighborhood radius. Five 
known protein-ligand complexes and five known protein-protein complexes were 
selected as the training set. So to sum up 27 (33) parameters settings were combined 
with 10 different complexes resulting in 270 distinct runs of the developed program.  

However due to some implementation difficulties and malfunctions the execution 
took an enormously long time. There was not enough time to begin executing the test-
set phase and not even all the training cases were finished on time. However some 
conclusions could be drawn from the results. One of the conclusions was that the 
algorithm was able to rank the ASPs according to biological feasibility. Another 
conclusion was that the applicability of the algorithm was questionable with respect to 
protein-protein docking. The reason is that PASS finds cavities of buried volume and 
when proteins dock to proteins it is not usually the case that the docking site is located 
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in deep buried cavities. The docking occurs more often on the protein surface. The 
reason is that the association and disassociation between the proteins should be able to 
proceed swiftly. The case with small molecules is the opposite since they are usually 
buried in the interior of the protein (Creighton, 1993). 

Despite the unsuccessful implementation and hence unsuccessful evaluation of the 
program the method seems promising. The algorithm is theoretically sound and with a 
more robust and careful implementation it could be useful. The following list is a 
summation of what went wrong and what should be corrected. It also includes a wish-
list of items that were found to be missing during the evaluation of PDOCK. 

 

• Skip protein-protein docking support due to the nature of the PASS 
predictions, as discussed in the text above 

• Improve charge assignment of ligand atoms 

• Improve speed, i.e. the executions should not take an enormous time 

• Allow individual parameter settings for each complex, possibly using some 
kind of statistics 

• Improve robustness to avoid infeasible computations, e.g. too large grid 

• Produce a more detailed output, e.g. statistics and absolute coordinates of the 
different ligand conformations. These values are usually calculated directly 
with the docking algorithm and by saving these the evaluation becomes easier 
since the values do not have to be calculated twice. 

• Include some heuristic to directly discard some ASPs when PASS predicts a 
lot of them. 
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3 Thesis statements 
This chapter states the aim of the thesis and the objectives used to implement the aim. 

3.1 Aim 
The aim of this thesis is: to implement the Fourier transform docking on the active 
site points predicted by PASS and to evaluate the usefulness of this algorithm in 
protein-ligand docking. This algorithm was initially created in the PDOCK project 
(see Chapter 2.4) and hence the aim of this thesis is to improve this algorithm and 
evaluate it in the context of protein-ligand docking. 

Since ligand is a generic word for anything that can bind to a protein, a more 
thorough definition is required. The ligands considered in this thesis are small non-
standard organic ligands that can be found in the HET groups of a Protein Databank 
(PDB) file (Berman et al., 2000). This excludes such molecules as standard amino 
acids and nucleic acids. Present water molecules are usually written as HET groups 
but are not considered as ligands. An exception has to be made concerning those 
ligands that are partially or fully built up by amino acids, i.e. amino acids that do not 
belong to the protein. These tend not to be written as HET groups in the PDB 
database even though they are in fact ligands.  

The ligands in this project are therefore built-up by either or both of these two: 

1. Organic molecules found in HET groups of the PDB that is not water.  

2. Amino acids that are not part of the protein. 

As explained in the introduction there is still a need for new docking suites and room 
for improvements of existing ones. The docking problem is not by far solved and by 
completing the thesis aims successfully a step is, hopefully, taken towards a solution. 
The aim of this thesis is not to solve the docking problem completely but to gain 
knowledge on a particular docking algorithm – to see if it can be of any use in the area 
of protein-ligand docking. New docking algorithms are needed, as described in 
Chapter 1, in virtual screening studies carried out world wide – and there might be a 
usage scenario for this docking application in those studies. The algorithm developed 
in this thesis identifies several possible binding pockets (through the use of PASS) 
which are of great interest for drug designers since they usually want to know where 
to bind for instance inhibitors. 

3.2 Objectives   
To accomplish the thesis aims the following objectives will be performed: 

1. Implement the Fourier transform docking on the active site points. This 
objective is simply to improve and extend the PDOCK algorithm so that the 
other objectives can be performed. 

2. Find a suitable set of known protein-ligand complexes. A large and 
representative test set is required for the evaluation. This objective also 
includes the finding of reasonably good parameter settings for the found 
complexes. 

3. Execution of the developed application on the found protein-ligand 
complexes. 
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4. Evaluation of the outcome from objective number three. This should be done 
in two ways: 

a. For those ASPs that correspond to the natural active sites a distance 
measurement can be applied. This shows the difference between the 
docked complex and the natural complex. 

b. Evaluation by ranking – the ASPs should be ranked according to their 
scores and a clear distinction should be visible between the different 
ASP scores. It is not realistic that every predicted ASP is biologically 
plausible and hence some should have high scores and some should 
have lower. The ASP that corresponds to a natural active site should 
stand out and should in most cases be the top ranked.  

5. Execution of the developed application on mixed protein-ligand complexes. 
The proteins in the test-set should swap ligands with each other according to 
some procedure. 

6. Evaluation of the outcome from objective number five according to the same 
evaluation by ranking procedure as applied to the original test set.  

Objective number one should consider as many as possible of those items in the wish-
list shown in Chapter 2.4. These items were the most acute drawbacks encountered in 
the pre-study and hence these have to be addressed in this project. 

Objectives number five and six should only be executed if the evaluation in objective 
four shows sufficiently good results. There is no need to execute even more test cases 
if the docking algorithm is not competent to dock the original complexes. Objectives 
number five and six are used to investigate if the docking algorithm is capable of 
successfully distinguishing between a natural and a hypothetical ligand. This feature 
is essential to for instance virtual screening studies. 

It would be good if objective number two results in a validation set that has been used 
in some other docking tool so that the results from this thesis can be compared to 
existing docking suites.
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4 Method 
This chapter describes the method used in this project to complete the thesis 
objectives. Chapter 4.1 describes the test set that is used to evaluate the docking 
algorithm. Chapter 4.2 describes the actual docking algorithm with geometrical 
complementarity, electrostatic complementarity and hydrophobicity considerations. 
Chapter 4.3 describes shortly how the algorithm was implemented and also how the 
parameters of the algorithm were set in the evaluation runs. Chapter 4.4, finally, 
describes the different evaluation methods. 

4.1 The test set 
To evaluate the developed algorithm a set of known complexes of proteins and 
ligands has to be designed. The complexes should have a determined 3D structure at a 
reasonably high resolution. The Protein databank (PDB) is the main source of 
experimentally determined 3D structures and has over 20 000 different protein entries 
(Berman et al, 2000). Since designing a diverse and representative test set from 
scratch is a time consuming task an already established set was chosen for this 
project. 

The Cambridge Crystallographic Data Centre (CCDC) and Astex Technology have 
constructed a diverse and carefully checked dataset. It consists of 305 different 
proteins from the PDB with 310 different protein-ligand complexes in total (five 
proteins have two ligands). Table 1 shows the four-letter PDB codes of all the 
proteins in the set. The CCDC/Astex validation set has previously been used to 
evaluate the GOLD docking suite (Nissink et al., 2002). Other test sets were 
considered but this set was believed to be a good choice (see further in Chapter 7.1). 

Table 1 - Entries in the CCDC/Astex validation test set 

1A07 1A0Q 1A1B 1A1E 1A28 1A42 1A4G 1A4K 1A4Q 1A6W 1A9U 1AAQ 1ABE 1ABF 1ACJ 
1ACL 1ACM 1ACO 1AEC 1AHA 1AI5 1AJ7 1AKE 1AOE 1APT 1APU 1AQW 1ASE 1ATL 
1AZM 1B58 1B59 1B6N 1B9V 1BAF 1BBP 1BGO 1BL7 1BLH 1BMA 1BMQ 1BYB 1BYG 1C12 
1C1E 1C2T 1C5C 1C5X 1C83 1CBS 1CBX 1CDG 1CF8 1CIL 1CIN 1CKP 1CLE 1COM 1COY 
1CPS 1CQP 1CTR 1CTT 1CVU 1CX2 1D0L 1D3H 1D4P 1DBB 1DBJ 1DBM 1DD7 1DG5 1DHF 
1DID 1DIE 1DMP 1DOG 1DR1 1DWB 1DWC 1DWD 1DY9 1EAP 1EBG 1EED 1EI1 1EJN 1ELA 
1ELB 1ELC 1ELD 1ELE 1EOC 1EPB 1EPO 1ETA 1ETR 1ETS 1ETT 1ETZ 1F0R 1F0S 1F3D 
1FAX 1FBL 1FEN 1FGI 1FIG 1FKG 1FKI 1FL3 1FLR 1FRP 1GHB 1GLP 1GLQ 1GPY 1HAK 
1HDC 1HDY 1HEF 1HFC 1HIV 1HOS 1HPV 1HRI 1HSB 1HSL 1HTF 1HTI 1HVR 1HYT 1IBG 
1ICN 1IDA 1IGJ 1IMB 1IVB 1IVC 1IVD 1IVE 1IVQ 1JAO 1JAP 1KEL 1KNO 1LAH 1LCP 1LDM 
1LIC 1LKK 1LMO 1LNA 1LPM 1LST 1LYB 1LYL 1MBI 1MCQ 1MCR 1MDR 1ML1 1MLD 
1MMB 1MMQ 1MNC 1MRG 1MRK 1MTS 1MTW 1MUP 1NCO 1NGP 1NIS 1NSD 1OKL 1OKM 
1PBD 1PDZ 1PGP 1PHA 1PHD 1PHF 1PHG 1POC 1PPC 1PPH 1PPI 1PPL 1PSO 1PTV 1QBR 
1QBT 1QBU 1QCF 1QH7 1QL7 1QPE 1QPQ 1RBP 1RDS 1RNE 1RNT 1ROB 1RT2 1SLN 1SLT 
1SNC 1SRF 1SRG 1SRH 1SRJ 1STP 1TDB 1TKA 1TLP 1TMN 1TNG 1TNH 1TNI 1TNL 1TPH 
1TPP 1TRK 1TYL 1UKZ 1ULB 1UVS 1UVT 1VGC 1VRH 1WAP 1XID 1XIE 1XKB 1YDR 1YDS 
1YDT 1YEE 25C8 2AAD 2ACK 2ADA 2AK3 2CGR 2CHT 2CMD 2CPP 2CTC 2DBL 2ER7 2FOX 
2GBP 2H4N 2IFB 2LGS 2MCP 2MIP 2PCP 2PHH 2PK4 2PLV 2QWK 2R04 2R07 2SIM 2TMN 
2TSC 2YHX 2YPI 3CLA 3CPA 3ERD 3ERT 3GCH 3GPB 3HVT 3MTH 3NOS 3PGH 3PTB 3TPI 
4AAH 4COX 4CTS 4DFR 4ER2 4EST 4FAB 4FBP 4LBD 4PHV 4TPI 5ABP 5CPP 5ER1 5P2P 
6ABP 6CPA 6RNT 6RSA 7CPA 7TIM 8GCH 
The four character PDB codes for the 305 different proteins in the test set. 
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By downloading the test set from the CCDC homepage1 one retrieves modified 
structures in Sybyl Mol2 format. Hydrogen atoms are added to the structures and the 
set also includes some energy minimized structures. Some of these additional features 
incorporated into the CCDC/Astex set were desired in this project and some were not. 
In addition some pre-processing of the structures was carried out and these steps are 
described below. 

4.1.1 Ligand pre-processing 

The hydrogen atoms on the ligands were kept since this can possibly enhance the 
results of the algorithm. More information is thereby fed to the algorithm and more 
fine-tuned decisions are believed to be made. Therefore the conversion to the PDB 
format was the first step in pre-processing of the ligands. This is a more convenient 
format with respect to some features described below. The conversion was made with 
Open Babel which is a cross-platform, open source, program. It is mainly used to 
convert between different formats used in molecular modelling and related areas 
(Open Babel, 2006).  

Open Babel has, however, some useful utility functions such as charge assigning 
using the Gasteiger-Marsili method (Gastegier & Marsili, 1980). The second step in 
the pre-processing of the ligands was therefore to assign charges to the atoms. For 
convenience the charge was encoded in the b-value column at each atom record in the 
PDB file. This limits the number of files that have to be read by the docking program. 
The charge assignment and the encoding of the charge were done with a combination 
of a C++ program that encapsulated the Open Babel library and a Perl script.  

In the case of the ligand for the 1AQW protein, two non-standard atoms prevented the 
Open Babel program from assigning charges properly. These two atoms were 
assigned a zero charge and discarded from the charge assignment procedure. 

4.1.2 Protein pre-processing 

Even though added hydrogen atoms give the algorithm more information to work with 
this becomes a drawback when it comes to proteins. The added atoms increase the 
sizes of the proteins and such a large increase is undesirable. In addition some chains 
were deleted from the data files (Nissink et al., 2002). So instead of using the protein 
files available from the CCDC homepage the proteins were retrieved from the PDB 
database2 directly in its original version.  

The protein files downloaded from PDB were also pre-processed. Everything in the 
PDB files except the ATOM records were deleted so that only the core protein atoms 
were kept. Those ATOM records that were part of the ligand were also discarded. 
This has two advantages: first it decreases the size of the data that is fed to the 
docking program and secondly it gives PASS no information on possible ligands to 
work with. PASS should not give different result whether a ligand is present or not, 
and this pre-processing really ensures this. 

4.1.3 Execution of PASS and pre-processing of ASPs 

The pre-processed protein files were sent to PASS for the prediction of active site 
points. Some special command-line parameters were used in the execution of PASS; 

                                                 
1 http://www.ccdc.cam.ac.uk/products/life_sciences/ 
2 Release #1 2004 edition; 6:th of January  2005. 
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first the volumes flag was set which should group the resulting spheres. PASS should 
also calculate the volume of these groups, giving an approximate volume of the 
predicted active sites. Secondly the rasmol flag was set which produces some 
visualization files to be used with the Rasmol program (Sayle & Milner-White, 1995). 

To be able to execute PASS on a few proteins (1CVU, 1HRI, 1QPQ, 1TPH, 1VRH, 
2PLV, 2R04, 2R07) some chains had to be renumbered or removed. For those 
proteins where chains had to be removed only those chains that naturally bind the 
ligand according to PDBsum (Laskowski et al., 2005) were kept. 

The idea with the volume calculation was that it could be used to filter out some of 
the predicted ASPs. If the volume of the predicted active site is too small for the 
ligand of interest there is no point in running it through the docking program since it 
will produce bad results. However it was very unclear where the predicted volume 
was shown and not even the grouping seemed to be correct. The group number 
should, according to the PASS manual, be encoded in the occupancy column of the 
PDB-file (Brady & Stouten, 2000). The number that was encoded there was copied to 
the b-factor column by a Perl script. By copying it to the b-factor column the spheres 
could be visualized in the Rasmol program (Sayle & Milner-White, 1995) by 
colouring the spheres by temperature. However when performing this method on a 
few test cases the visualization revealed that the value encoded in the occupancy 
column hardly could represent a group number. Figure 1a shows the visualization of 
the predictions for the 1CBS protein which highlights the suspicious encoding 
performed by PASS.  

  
a) b) 

Figure 1- Visualization of the PASS predictions for the 1CBS protein. The protein is shown as thin 
ribbon structures, the spheres as lightly shaded small spheres and the ASPs are hidden inside the large 
sphere clusters. The arrows point at the ASPs. a) If the value encoded in the occupancy column should 
have indicated a group number the different sphere clusters would have been coloured differently. b) 
The method shown in Listing 1 is able to successfully group spheres as indicated by the different 
colours of the large sphere clusters. The visualization is performed by the Rasmol program (Sayle & 
Milner-White, 1995). 

So instead of relying on the very suspicious outcome of PASS a method was 
developed to retrieve the sphere groups and thereby calculating the volume of the 
active sites. Pseudo-code for the algorithm is shown in Listing 1. 

The algorithm was implemented in a simple awk script and has two distances that 
must be set: the first one is the distance between the ASP and the first sphere added to 
the list; the second one is the distance between the list spheres and the spheres that 
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might be added to the list. The distance between the ASPs and the sphere was set to 
0.1 Å since the first sphere located should more or less be equal to the ASP. The 
distance between the spheres was set to 4 Å. This value was found by inspecting a 
few test cases. However it is known that this quite large distance can be a drawback if 
two sphere clusters are very close. In those cases the calculated volumes might be 
overlapping each other to some extent. 

The volume of a group was calculated by multiplying the number of spheres for each 
ASP with the volume of one hydrogen atom. The van der Waals radius (1.20 Å) was 
used for that calculation. The volume of each cluster was then encoded in the b-factor 
column of the PDB-file that contained the predicted ASPs. 

Listing 1 - Pseudo-code for grouping spheres 
procedure Group spheres 
begin 
 for each ASP, a, predicted by PASS 
  clear list 
  locate and store the sphere that is very close to a in list 
  loop until no more spheres are added to list    
   for each sphere, l, in list 
    for each sphere, s, predicted by PASS 
     if s if close to l, put s in list 
    end 
   end 
  end 
  list now contains all spheres that belong to a cluster near a 
 end 
end 

As will be described in Chapter 4.2 the radius at which amino acids are picked out 
from the protein to participate in the docking algorithm is an important parameter of 
the developed program. This radius is heavily dependent on the ligand size but the 
prediction from PASS actually gives a coarse radius of the predicted active sites. By 
measuring the distance from the ASP, which more or less represents the centre of the 
active site, to the most distal sphere in the sphere cluster of that ASP a rough 
approximation of the active site radius is retrieved. This can easily be incorporated 
into the volume calculations described above. By checking the distance from the ASP 
to a newly added group sphere the longest distance can be saved. The longest distance 
was encoded in the occupancy column of the PDB-file that contained the predicted 
ASPs.  

4.1.4 Identification of ligands and natural ASPs 

As no list of ligands used in the CCDC/Astex set was available, such a list had to be 
created. The reason is that the molecule files participating in the docking simulation 
are taken from two different sources (from PDB in the case of the proteins file, from 
the CCDC/Astex set in the case of the ligands file) and therefore there is no guarantee 
that the absolute coordinates in the PDB files refer to the same coordinate system. In 
fact, it is stated by Nissink and co-workers (2002) that some of the protein-ligand 
complexes were centred about the origin, and some were not. Without the correct 
ligand coordinates with respect to the protein the docking algorithm cannot be 
evaluated properly. In particular it is not possible to find the natural ASP (if it is 
predicted) without the knowledge of the original ligand position. A straightforward 
method to obtain a list of the ligands used, and thereby be able to extract the 
coordinates, would be to take the name from the CCDC/Astex ligands and extract 
those ligands from the original PDB file. However this was not possible since in many 
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cases the ligand name was not entered at all in the CCDC/Astex files and in some 
cases the name differed from the one specified in PDB. In the following section the 
method to identify the ligand and thereby the natural ASP is described. 

The intent of the method is to extract atom coordinates from the original PDB file that 
correspond as well as possible to the ligand specified in the CCDC/Astex ligand file. 
Since a ligand can, in some cases, bind to different chains of the protein several 
coordinate files can be extracted. Each of these files is referred to as an extract.  

 
Figure 2 - Identification and extraction of ligands. Outline of the method used to produce ligand 
extracts to be able to evaluate the docking algorithm. 

In 65 CCDC/Astex ligand files the coordinates of all the atoms were found in the 
original PDB file and hence these were considered to be the original ligands. The 
coordinates were, without manual intervention, copied to an extract. In the remaining 
cases the following method was applied and is summarized in Figure 2. First a list of 
all the possible ligands for all proteins was retrieved from the PDBsum database 
(Laskowski et al, 2005). If at least one of the ligands specified in PDBsum was found 
in the CCDC/Astex file this ligand was automatically copied to an extract. If none of 
the ligands were found it was either due to a non-existing ligand name in the 
CCDC/Astex file (one of the acronyms LIG, <1> and UNK was used as residue 
name) or misspelling of the ligand name. In the former case two decisions can be 
made, depending on how many ligands there were specified in PDBsum. If just one 
ligand was specified in PDBsum the decision was made that it was this ligand that 
was used and hence an extract was made automatically. If several ligands were 
specified in PDBsum that case was manually inspected before an extract was made. 
This was also the method used when the ligand name was not properly entered in the 
CCDC/Astex file. 

To be sure that the correct ligand has been extracted the extracts where checked. The 
check consisted of counting the number of heavy atoms (all atoms except hydrogen) 
in the CCDC/Astex file and in the extracts. In 7 cases multiple versions of some (or 
all) of the atoms were present in the PDB file. These multiple versions were split up 
to several extracts. In 11 cases an additional atom from a foreign residue were found 
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in the CCDC/Astex file; and in 2 cases additional atoms had been added to a 
CCDC/Astex ligand. Those atoms were saved as exceptions and are not intended to be 
included in the evaluation. A final check was carried out, which guaranteed that the 
order of the atoms was the same in the two files. 

The natural ASP was then defined as the one closest to the found extract centres. If 
the smallest distance is extremely large the natural ASP is not regarded as found. A 
list of all found extracts and their natural ASPs is listed in Appendix A. 

4.1.5 Partitioning of the test set 

To prevent the project from crashing due to time constraints the test set was 
partitioned into three distinct sets. Each partition contains an equal number of 
complexes. Instead of just randomly selecting complexes, a more thorough approach 
was undertaken. The idea behind this is that the partitions should be similar, both to 
each other and to the original set with respect to some features. This implies that the 
partitions should be representative. For instance: it is not a good idea to just test the 
docking program on complexes that have 1-5 ASPs if the mean number of ASPs is 25. 
The decision on which features to consider is not a straightforward case since the 
performance of the docking algorithm is dependent on many parameters. It is however 
reasonable to 1) not involve too many features since this complicates the selection 
procedure and 2) take some features from the protein and some from the ligand – the 
two components of a complex. Two features were chosen: 

• The number of heavy atoms in the ligand 

• The number of ASPs predicted for the protein 

The number of heavy atoms (all atoms except hydrogen) in a ligand is roughly 
proportional to the size of the ligand but is easier to calculate. The number of ASPs 
predicted is a feature of the protein that has a large impact on the algorithmic 
performance. Other features might be more appropriate but take longer time to 
calculate. Figure 3a and Figure 3b show the distribution of the number ASPs and the 
number of heavy atoms in the ligand in the original test set (the full CCDC/Astex set). 

 
a)  b)  

Figure 3 - Distribution of complex features in the original test set. a) The distribution of the number 
of predicted ASPs. b) The distribution of the number of heavy atoms in the ligands. 

A desired property of the partitions is that they should have a distribution that is 
similar to the one for the original test set. A simplistic method was applied to perform 
the partitioning. First the number of ASPs and the number of ligand atoms was 
normalized. This was done by dividing the number ASPs by the largest number of 
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ASPs present in the test set; and by dividing the number of ligand atoms by the largest 
present number of ligand atoms. Next the normalized numbers were added and 
became the “score” of a complex. The third step created three distinct sets which 
contain the lower, middle and upper third of the scores. These sets represent the 
extreme cases of an undesirable partition. The final step of the partitioning was to 
create three distinct test sets. This was carried out by randomly selecting three 
complexes at a time; one from the “lower” set, one from the “middle” set and one 
from the “upper” set. This was done for all three test sets. Now three representative 
test sets had been created and their distributions of number of ASPs predicted and 
heavy ligand atoms are shown in Figure 4a-f. The four-letter PDB codes for the 
proteins in the three test sets are shown in Table 2. 

  
a)  b)  

  
c)  d) 

  
e) f) 
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Figure 4 - Distribution of complex features of the partitioned test sets. The distribution of the 
number of ASPs predicted for complexes in test set: a) #1, c) #2 and e) #3. The distribution of the 
number of heavy atoms in the ligand for complexes in test set: b) #1, d) #2 and f) #3.  

The test set #1 was to be executed first, i.e. it has first priority while the two other 
were to be executed if there was enough time.  

Table 2 - Entries in the three test sets created by partitioning 

Test set #1 

1A07 1A0Q 1A4G 1A4K 1A6W 1AEC 1AI5 1AQW 1ASE 1B9V 1BAF 1BGO 1BMQ 1BYB 1C5X 
1C83 1CBS 1CDG 1CF8 1CIL 1CIN 1CLE 1CPS 1CTT 1CVU 1CX2 1D3H 1DBB 1DG5 1DID 
1DMP 1DY9 1EJN 1ELA 1ELD 1EPO 1ETZ 1FIG 1FKI 1HDC 1HOS 1HTF1 1ICN 1IDA 1IVB 
1IVC 1IVD 1IVE 1JAO 1JAP 1LDM 1LYB 1MCR 1MDR 1MLD 1MMB 1MNC 1MRK 1MTW 
1PDZ 1QPQ 1RBP 1SLT 1SNC 1SRF 1STP 1TLP 1TNG 1TNL 1TYL 1UKZ 1WAP 1VRH 1XKB 
1YEE 25C8 2AAD 2ADA 2CGR 2CHT 2DBL 2H4N 2MCP 2MIP2 2PCP 2PLV 2R07 2SIM 2TSC 
3CPA 3ERD 3ERT 3HVT 4LBD 4PHV 5ABP1 5ABP2 5CPP 5ER1 6ABP 6CPA 6RNT 6RSA 7CPA 

Test set #2 
1A1B 1A1E 1ABE2 1ABF1 1ACJ 1AJ7 1APT 1APU 1ATL 1AZM 1B59 1BBP 1BL7 1BMA 1C1E 
1C2T 1C5C 1CBX 1COY 1CQP 1CTR 1DOG 1DR1 1DWB 1DWC 1DWD 1EAP 1EBG 1EI1 1ELC 
1EOC 1ETS 1F0S 1F3D 1FEN 1FGI 1FLR 1FRP 1GHB 1GLP 1GLQ 1HIV 1HPV 1HSB 1HTI 
1HVR 1IBG 1IGJ 1IMB 1IVQ 1KEL 1LAH 1LCP 1LIC 1LKK 1MBI 1MCQ 1MMQ 1MTS 1MUP 
1NIS 1OKL 1OKM 1PGP 1PHD 1PHF 1PPH 1PPI 1PPL 1QBR 1QBU 1QCF 1QL7 1RDS 1ROB 
1SRJ 1TKA 1TMN 1TPH 1TPP 1TRK 1ULB 1UVS 1XID 1XIE 2AK3 2CMD 2ER7 2FOX 2LGS 
2PK4 2YHX 3CLA 3GCH 3GPB 3MTH 3PGH 3TPI 4AAH 4COX 4FAB 4TPI 8GCH 

Test set #3 

1A28 1A42 1A4Q 1A9U 1AAQ 1ABE1 1ABF2 1ACL 1ACM 1ACO 1AHA 1AKE 1AOE 1B58 
1B6N 1BLH 1BYG 1C12 1CKP 1COM 1D0L 1D4P 1DBJ 1DBM 1DD7 1DHF 1DIE 1EED 1ELB 
1ELE 1EPB 1ETA 1ETR 1ETT 1F0R 1FAX 1FBL 1FKG 1FL3 1GPY 1HAK 1HDY 1HEF 1HFC 
1HRI 1HSL 1HTF2 1HYT 1KNO 1LMO 1LNA 1LPM 1LST 1LYL 1ML1 1MRG 1NCO 1NGP 
1NSD 1PBD 1PHA 1PHG 1POC 1PPC 1PSO 1PTV 1QBT 1QH7 1QPE 1RNE 1RNT 1RT2 1SLN 
1SRG 1SRH 1TDB 1TNH 1TNI 1UVT 1VGC 1YDR 1YDS 1YDT 2ACK 2CPP 2CTC 2GBP 2IFB 
2MIP1 2PHH 2QWK 2R04 2TMN 2YPI 3NOS 3PTB 4CTS 4DFR 4ER2 4EST 4FBP 5P2P 7TIM 
The four character PDB code for the proteins in the three test sets. 1 The first ligand is used. 
 2 The second ligand is used 

4.1.6 Mixed set 

Apart from the test set described above, an additional test set had to be created 
according to the objectives (see Chapter 3.2). This test set should contain a protein 
and a ligand which are taken from two different complexes in the original 
CCDC/Astex set. The proteins and ligands in test set #1 were chosen to be the set 
where the proteins and ligands were taken from. A desired property of the mixed set 
was that half the proteins got a ligand that was approximately the same size as the 
natural ligand and half the proteins got a ligand of a size that was significantly 
different from the size of the natural ligand. The size of a ligand was taken as the 
number of heavy atoms. A randomly taken half of the proteins were assigned a ligand 
that had a size within± 10% of the size of the natural ligand. The other half was 
assigned a ligand that had a size at most 50% or at least 200% of the size of the 
natural ligand. The produced set is listed in Appendix B. 

4.2 The docking algorithm 
The docking algorithm starts out by extracting residues from the protein that lies in 
the vicinity of the predicted ASPs. The algorithm continues by discretizing the 
extracted residues and the ligand on two distinct, fine-grained grids. Also the electric 
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field produced by the residues and the point charges of the ligand are discretized onto 
two other distinct grids. The algorithm then computes the correlation between the two 
geometrical grids and between the two electric grids. The correlation gives a 
measurement of the geometrical- and electrostatic complementarity between the 
protein and the ligand. The ligand is rotated and the procedure continues until the 
entire rotational space has been covered. In addition to the geometrical and 
electrostatic complementarity a simple hydrophobicity score is calculated for each 
ASP available. All these steps are described in detail below. The main features of the 
algorithm are outlined in Figure 5. 

 
Figure 5 - The docking algorithm.  The algorithm as explained in the text with measurement of 
geometrical complementarity, electrostatic complementarity and hydrophobicity. 
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4.2.1 Construction of peptide fragments from active site points 

Since an ASP predicted by PASS gives the approximate position of the active site 
centre it can be used to cut down the search space of the docking algorithm. Given the 
position of an ASP in three-dimensions two peptide fragments are extracted from the 
protein. These fragments serve two distinct purposes. The first fragment, psurf, consists 
of all residues that have at least one atom at most a distance rsurf from the ASP. This 
fragment is intended to represent the residues that participate in the protein-ligand 
binding, i.e. the core binding site. The second fragment, pcore, consists of all residues 
that have at least one atom at most a distance rcore from the ASP and are not members 
of psurf. Due to this definition psurf and pcore are two disjoint subsets of the protein. The 
purpose of the second fragment is to penalise infeasible matching between the ligand 
and protein. This “on the back”-matching is illustrated in Figure 6. 

 
Figure 6 – The "on the back"-problem. The light grey area indicates the position in which the ligand 
is supposed to dock. However due to the fact that only a fragment of the protein (shown as three dark 
grey areas) is extracted a good geometrical fit is obtained on the ”back” of the cavity, the black area. 
This place is in fact a part of the protein core but this is not represented in the algorithm. 

The rsurf value can be seen as the active site radius as it determines the distance from 
the ASP to the active site residues. The value of rcore is set to 2 times the value of rsurf 
in all simulations as it effectively penalises infeasible complexes. The two peptide 
fragments are extracted in parallel (as shown in Listing 2) at the beginning of the 
algorithm and for all available active site points.  

Listing 2 - Pseudo-code for construction of the peptide fragments 
procedure Construct ASP peptides 
begin 
 set asp to represent the ASP 
 for each residue, r, in protein 
  set hit to 0 
  for each atom, a, in r 
   if dist(asp,a)<=rsurf  
    hit = 1 
   else if dist(asp,a)<=rcore and hit≠ 1 
    hit = 2   
   end 
  end 
  if hit = 1 
   add r to psurf 
  else if hit = 2 
   add r to pcore 
  end  
 end 
end 
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4.2.2 Geometrical complementarity 

The molecules that should participate in the docking simulation have to be 
represented in a way that allows for an efficient computation. This is performed here 
by discretizing the molecules on three-dimensional grids. The ligand is discretized on 
one grid and the peptide fragments, psurf and pcore, on another one. However, both 
grids are of size N x N x N. The peptide fragments are discretized according to the 
following function (derived from Gabb et al., 1997): 
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where the triplet (l, m, n) are values in the range [1,N] and uniquely identifies a node 
on the grid. The value ρ  is the penalty associated with infeasible complexes and is set 
to -25 in all simulations. This value has been shown to be directly related to the level 
of overlap tolerated by the algorithm (Gabb et al., 1997). It is set even smaller here 
than in the FTDock algorithm since it increases the score difference between different 
ASPs.  

The discretization of the ligand proceeds in a simpler way according to the following 
function (modified from Gabb et al., 1997): 
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In both Equation 1 and 2, a node is considered to be on a molecule if the distance 
from the node to the molecule is at most 1.8 Å. The grid span, the length of the grid 
measured in Ångstroms, is set to the diameter of the ligand plus the diameter of psurf. 
The radius of a molecule is roughly calculated by taking the distance from the 
molecule centre to the most distal atom. The grid size, N, can subsequently be 
calculated by dividing the grid span with the grid spacing. The grid spacing is the 
length of one grid node, measured in Ångstroms. The opposite can also be performed, 
i.e. N is set constant and the grid spacing is calculated by dividing the grid span with 
N. The settings of grid size and grid spacing are discussed in Chapter 4.3 

By computing the correlation between the two grids a score that indicates the 
geometrical fit between the two molecules is obtained. The correlation is calculated as 
follows (Gabb et al., 1997): 
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where the triplet (α,
β

,γ) is the number of grid nodes the ligand is shifted relative to the 
peptide fragments in three dimensions.  

If the triplet (α,
β

,γ) is such that the two molecules are not touching each other the 
correlation is zero (see Figure 7a) while a nonzero correlation is obtained if the 
molecules overlap. Since the grid contains positive values where the molecules are 
allowed to match, the correlation becomes positive when a good geometrical fit is 
obtained by shifting the ligand by the triplet (α,

β
,γ) (see Figure 7b). The forbidden 

parts of the protein are marked by a large negative value and when the ligand is 
shifted in such a way that it penetrates those parts the contribution to the overall 
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correlation is negative. If the penetration is too large, i.e. an infeasible match is 
obtained, the correlation becomes negative (see Figure 7c).  

Figure 7 - Correlation between peptide fragments and ligand. A cross-section of the 3GCH peptide 
fragments and its ligand is illustrated. The value of n, the third dimension is set to 1. The ligand is 
shown in black, the psurf fragment is shown as three dark grey areas and the pcore fragment is shown as 
several light grey areas. a) The molecules are not touching each other so the correlation is zero. b) The 
geometrical fit is good so the correlation is positive. c) The ligand penetrates the core of the protein and 
hence the conformation is forbidden. The correlation becomes negative. 

A direct calculation of Equation 3 involves3N  multiplications and additions for all 
3N  possible shifts (α,

β
,γ). This results in 6N  computing steps and hence it is 

computationally infeasible to perform when N is large. Therefore the Fourier 
transformation is used, which allows the correlation function to be calculated more 
efficiently. By implementing the fast Fourier transform (FFT) only )log( 33 NN  
computing steps are required for calculation of the correlation function. The discrete 
Fourier transformation (DFT) of a discrete function f(o,p,q) is defined as (Brigham, 
1988): 
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where (o, p, q) is in the range [1,N]. By applying this to both sides of Equation 3 the 
following is obtained: 

),,(),,(),,( qpoGqpoGqpoC ligpepgeo ×=  (5) 

  
a) b) 

 

 

c)  
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where Cgeo and Glig is the DFT of cgeo and glig respectively, and pepG is the complex 

conjugate of the DFT of gpep. By applying the transformation the correlation becomes 
a simple multiplication between two discrete functions. The function Cgeo produces 
values in the complex space and to get back to the original correlation function, cgeo, 
the inverse Fourier transform is applied. This transform is calculated as follows 
(Brigham, 1988): 
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A cross-section of cgeo when a good geometrical fit is obtained is shown in Figure 8. 
When cgeo has been calculated for all possible shifts (α,

β
,γ) a complete translational 

scan has been performed. 

 
Figure 8 - A cross-section of the cgeo function. The 3GCH protein-ligand complex is illustrated. The 
value of n, the third dimension, is set to 0; also γ, the shift in the third dimension, is set to 0. A good 
geometrical fit is shown as a high peak at 0,2 ≈−≈ βα . The white space where no correlation 

function is shown represents infeasible solutions; zero correlation is shown as dots at the bottom of the 
graph. 

To complete the search for a good geometrical fit the relative orientation of the two 
molecules is explored. The peptide fragments are kept rigid while the ligand is rotated 
about its Euler angles after each translational scan. The translational scan is repeated 
until the entire rotational search space has been covered with respect to an angular 
step size, 

δ
. An angular step of size 

δ
 = 15 generates 360 x 360 x 180 / 3δ = 6912 

possible rotations. Some of these rotations are degenerative and hence the list of 
possible rotations is pruned. In practice the algorithm described by Gabb et al. (1997) 
is used, which results in 4656 unique rotations for 

δ
 = 15. The value of 

δ
 largely 

determines the performance of the algorithm; a small step size produces more 
accurate results but is more computationally expensive, while a large step size results 
in decreased accuracy but is much faster to calculate. The setting of 

δ
 is discussed in 

Chapter 4.3. 

4.2.3 Electrostatic complementarity 

Geometrical fit is not by far the only important factor in the docking process. 
Especially electrostatic forces determine to a great extent the possible and impossible 
ligand-protein conformations. The electrostatic calculations used in this project are 
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taken from the FTDock algorithm (Gabb et al., 1997). The method is similar to the 
geometrical ditto and calculates the correlation between two discrete grids. The idea is 
to let point charges extracted from the ligand move through an electric field that is 
produced by the protein.  

The peptide fragments, psurf and pcore, are discretized onto a grid of size N x N x N 
using the following function (derived from Gabb et al., 1997): 
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where the triplet (l, m, n) are values in the range [1,N] and as usual identifies a node 
on the grid. The zero applied on the grid nodes that overlap with pcore can be viewed 
as a penalty for infeasible conformations. φ  is a function representing the field 
strength at a grid node and is defined as follows (Gabb et al., 1997): 
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where i represents a grid node (l, m, n), qj is the charge on atom j, rij is the distance 
between node i and atom j and ε  is a dielectric function as defined in Gabb et al. 
(1997). The summation is over all atoms in psurf. The charges of the atoms are defined 
in Table 3. 

Table 3 - Atomic charges used for peptide fragments in electric field calculations 

The atomic charges assigned to peptide atoms in the calculations of the electrostatic complementarity. 
Quoted from Gabb et al. (1997). 

Discretization is easier for the ligand as only point charges are to be considered. The 
discrete function elig(l,m,n) is obtained by trilinear interpolation of the atomic charges 
of the ligand, which are calculated here using the Gasteiger-Marsili method. This 
method works by first assigning seed-charges onto the atoms and then iteratively 
moving partial charges among the atoms. The charge movements are dependent on 
the electronegativity of the atoms (Gasteiger-Marsili, 1980). The reason why this 
method is used here is that is requires only that the ligand topology is known and 
because it is fast. In practice any other method that assigns charges on small ligands 
can be used. 

The correlation function between the electrostatic grids is defined as follows (Gabb et 
al., 1997): 
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Peptide backbone Charge Side-chain atoms Charge 

Terminal-N 1.0 Arg-N
η
 0.5 

Terminal-O -1.0 Glu-O
ε
 -0.5 

C
α
 0.0 Asp-O

δ
 -0.5 

C 0.0 Lys-N
ζ
 1.0 

O -0.5 Pro-N -0.1 

N 0.5   
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As with the correlation function cgeo, the correlation in this case is in practice 
calculated with the FFT. The electrostatic complementarity is calculated in parallel 
with the geometrical one. After each translational scan the conformations that have a 
good geometrical and electrostatic complementarity are stored in a temporary list. 
When the entire rotational space has been covered the list is sorted according to the 
geometrical fit and only a few conformations are kept and saved to disc. In all 
simulations 8 conformations for each ASP were kept after each translational scan; the 
20 best conformations for each ASP were saved to disc. The electrostatic 
complementarity is in practice only used as a filter so that conformations with 
unfavourable (non-negative) electrostatic score are discarded. The conformations are 
ranked by their geometrical scores. 

4.2.4 Hydrophobicity considerations 

A third important factor of protein-ligand binding, apart from geometry and 
electrostatic complementarity, is hydrophobicity. Hydrophobicity, i.e. the “fear” of 
water, is regarded as one of the main factors in protein folding. This force results 
generally in a hydrophilic surface and a hydrophobic core of the protein. A simple 
model for hydrophobicity was developed and is calculated for each ASP before the 
actual docking simulation is performed. The purpose is to first calculate the solvation 
energy of a peptide fragment, constituting the unbound active site. Next the same 
solvation energy is calculated, but with the ligand “bound”. The idea is that the 
difference in energy between the unbound and bound complex should clearly 
distinguish between biologically feasible and infeasible ASPs. The solvation energy is 
calculated using the method employed in GenTHREADER. The solvation energy for 
an amino acid a is defined as (Jones, 1997): 
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where r is the burial count of amino acid a, )(rf a is the frequency of occurrence of 
residue a with burial count r, f(r) is the frequency of occurrence of all residues with 
burial count r and RT is 0.582 kcal/mol. The burial count is defined as the number of 
C
β
 atoms within a radius of 10 Å from the residue a (Jones, 1997). The values of 

)(rf a  and f(r) were extracted from all proteins in the Protein Databank3 (Berman et 
al., 2000). The calculations of the solvation energy for a particular ASP was carried 
out as follows: a peptide fragment at a radius 1.5 times rsurf from the ASP was 
extracted from the protein. This fragment is larger than psurf but generally smaller than 
pcore. The solvation energy of this fragment was taken as the sum of )(rE a

solv∆  for each 

residue and is denoted pepE∆ . The energy calculation in GenTHREADER (Jones, 

1997) was desgined for amino acids and hence it has to be extended to encompass 
also ligand atoms. This was done by increasing the burial count of each peptide 
residue with a number, η, that was proportional to the ligand size. The value of η was 
calculated as the radius of the ligand divided by the radius of one alanine residue. The 
radius of one alanine residue was defined as the average radius of all alanine residues 
in all proteins in the CCDC/Astex set. The solvation energy when considering the 

                                                 
3 Version 200f 
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ligand atom is denoted as ligE∆ and the hydrophobicity score of an ASP is defined as 

the difference between pepE∆  and ligE∆ . 

4.3 Implementation and parameter settings 
The algorithm explained in Chapter 4.2 was implemented in the C programming 
language. As it only uses the standard language constructs the implementation is 
rather platform independent and the code is easy to compile on both the UNIX and 
Windows operating systems. Some code from the FTDock application4 was included 
as it is free of charge. The free FFTW library5 version 3.1.1 (Frigo & Johnsson, 2005) 
was used to compute Fourier transforms. The program was executed on two computer 
systems: a UNIX system with Sun Ultra Enterprise and 12 processors. The other 
system was a Microsoft Windows XP system with an Intel Celeron, 1400 MHz. Test 
set #1 and #2 along with the mixed set was executed on the UNIX system and test set 
#3 was executed on the Microsoft Windows system. 

The developed program has, apart from the filename of the three molecular files (in 
PDB format) and the output file, eight parameters that can be set: 

• Grid calculation – a flag which indicates if the grid size or the grid spacing 
should be calculated 

• Grid size – calculated as default 

• Grid spacing – set constant to 0.7 Å as default 

• Number of conformations, for each ASP,  to save after each translational scan 

• Number of conformations, for each ASP, to save to disc 

• Angular step size, δ 

• Lower ASP index – set in combination with an upper index to only search a 
range of the available ASPs. Can be used to manually parallelize the process. 

• Upper ASP index – set in combination with a lower ASP index, see above. 

As mentioned in Chapter 4.2 the number of conformations stored after each 
translational scan was set to 8 in all experiments and 20 conformations were saved to 
disc. This was applied to all ASPs. The value of δ was set to 15° in all experiments. 
This is a sufficiently small value and was used in the work of Gabb et al. (1997). In all 
simulations the grid spacing was set fixed to 0.7 Å / grid node and the grid size was 
calculated as explained in the previous chapter. This is approximately the mean grid 
spacing Gabb et al. (1997) obtained when they set a constant grid size. As the test size 
is highly variable with respect to ligand size and active site radius, a fixed grid 
spacing is believed to be more appropriate for this application.  

The value of rsurf was set to the radius of the active site calculated from probe 
grouping as explained in Chapter 4.1.3. A distance of 2 Å was added to the calculated 
value. This accounts for the distance from the probes to the protein atoms; but it also 
increases the tolerance of geometrical overlap between the protein and the ligand. 
This kind of tolerance was incorporated in both the original work by Katchalski-

                                                 
4 Available at http://www.bmm.icnet.uk/docking/ 
5 Available at http://www.fftw.org/ 
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Katzir and co-workers (1992) and in FTDock (1997). The calculation of the ASP 
radius failed for some reason in 10 cases (1C5X, 1EPB, 1HDC, 1HDY, 1HTI, 1IGJ, 
1WAP, 2CMD, 3ERD, 5P2P). The calculation overestimated the radius without 
prediction of a proportionally large ASP volume. These radiuses could not be used 
and hence the value had to be set in a different way. In these ten cases the radius used 
by GOLD (Jones et al., 1997) for the natural active site was applied to all ASPs where 
the calculated radius was greater than 15 Å. The radius used by GOLD was included 
in the files downloaded from the CCDC homepage. In these cases the 2 extra 
Ångstroms were not added since the radius used by GOLD is somewhat larger than 
the values predicted by probe grouping. In one case, 1C5X, one of the ASPs had no 
probe sphere in its vicinity and hence the calculated radius was zero. This ASP was 
discarded from the set of ASPs for 1C5X. 

If PASS predicted more than 10 ASPs on a protein, that test-case was divided so that 
only 10 ASPs were searched at each run of the program. This is not necessary but it 
prevents the program from crashing if the computer system is low on memory. 

4.4 Evaluation 
As stated in the objectives (see Chapter 3.2) the evaluation of the developed algorithm 
is two-sided. For the natural ASPs the difference between the natural conformation 
and the predicted conformation can be measured. This kind of “standard” evaluation 
is not applicable to the rest of the ASPs as they are predicted by PASS. In those cases 
an evaluation by ranking is performed. These steps, along with the evaluation of the 
mixed set, are described below. 

4.4.1 Quality of predicted conformations 

The root mean square deviation (RMSD) was used as the measurement of the 
difference between the natural and the predicted conformations. It is defined here as: 
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where N is the natural conformation, P is the predicted conformation, n is the number 
of heavy atoms, N

ix is the i:th x-coordinate of N, P
ix is the i:th x-coordinate of P and 

the same notation is used for the y- and z-coordinates. 

The natural conformation was taken as the produced extract. If several extracts are 
available (see Chapter 4.1.4) the RMSD was calculated for all of them and the lowest 
RMSD was presented. The predicted conformation was selected in three different 
ways: 1) all predicted conformations of the natural ASP were considered and the one 
that resulted in the lowest RMSD was chosen to be presented; 2) only the predicted 
conformation of the natural ASP that got the highest geometrical score was 
considered; and 3) only the predicted conformation of the natural ASP that got the 
lowest electrostatic score was considered. Only heavy atoms were considered in the 
calculations and the exceptions found during ligand identification (see Chapter 4.1.4) 
were not included either. If the natural ASP was not found for a complex the RMSD 
could not be calculated. 

To obtain an overall quality measurement of the RMSD a number of success rates 
were calculated. A success rate is defined as the number of complexes that has a 
RMSD lower than a certain limit, divided by the total number of complexes where the 
natural ASP was found. 
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4.4.2 Quality of ranking 

The quality of the ranking is a two-sided quality, as stated in the objectives. The 
natural ligand should be highly ranked, but there should also be an obvious difference 
in score between the different ASPs. 

The quality of the ranking of the natural ASP is assessed as follow: A cut-off-limit is 
set, which is a percentage value of the total number of predicted ASPs for a particular 
protein. The natural ASP can then be either below or above this limit. If the limit is 
low and the ranking of the natural ASP is below the limit it indicates that the ranking 
is good. An overall quality of the ranking of all protein-ligand complexes is obtained 
by counting the number of natural ASPs that are below the limit and dividing this 
count by the total number of complexes. This procedure was applied to a number of 
different cut-off-limits. If several extracts were available for the protein only the best 
ranked one was included. If the natural ASP could not be found the calculations could 
not be performed. The calculations were performed with ranking by the geometrical, 
electrostatic, hydrophobicity and a combined score. The combined score was a 
weighted average of the geometrical, electrostatic and the hydrophobicity scores. The 
weight of the geometrical score was 0.6; it was 0.7 for the electrostatic score and 1.0 
for the hydrophobicity score. All the scores were normalized before the average was 
calculated. The hydrophobicity score was in addition shifted, i.e. all hydrophobicity 
scores for a protein were increased with the lowest score for that protein, so that all 
scores became positive. This is required since the hydrophobicity score can be both 
positive and negative.  

The quality of the ranking with respect to geometrical score difference can be 
obtained either graphically or numerically. The quality can be obtained graphically by 
plotting the different scores for all the ASPs, but this is not feasible to present for the 
large number of complexes considered in this project. Instead the difference in score 
between two ASPs is calculated for all consecutive pairs (with respect to score) of 
ASPs. This can be seen as a local derivative of an imaginary graph. One or several 
steep descents in the derivative should be observed if there is a large difference in 
score between some ASPs. The score differences were calculated with ranking by the 
geometrical, electrostatic, hydrophobicity and combined scores.  

A kind of class statistics was calculated for the obtained score differences. First the 
mean score difference was calculated for each complex. Secondly all complexes that 
had at least one score difference that was an integer, c, larger than the mean score 
difference for that complex was counted. This was done for all ranking systems and 
for four different values of c in the range from 2 through 5. 

4.4.3 Mixed set 

The mixed set was evaluated using the score difference evaluation described above. 
Some statistics were also calculated on the mixed set which reveals in how many 
cases the mixed complex was scored better than the original complex and vice versa. 
This was calculated for the three available ranking systems and for three different 
classes of complexes; those complexes where the mixed set had a ligand size: a) near 
the size of the natural ligand, b) significantly larger than the natural ligand and c) 
significantly smaller than the natural ligand. It is reasonable that the statistics should 
differ considerably between these classes but also between the different ranking 
systems.  
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5 Results 
In this chapter the results from the execution of the program are presented. The 
evaluation methods described in Chapter 4.4 are applied. Selected details of the 
results can be found in Appendix C. Chapter 5.1 presents the results of the distance 
calculations for the obtained ligand extracts. Chapter 5.2 presents the results of the 
RMSD calculations between the natural and predicted conformations. Chapter 5.3 
presents the results of the ranking evaluation. Chapter 5.4 presents the results of the 
mixed set executions. Chapter 5.5, finally, presents the time performance of the 
algorithm. 

5.1 Natural ASPs 
Figure 9 shows a box plot of the smallest distances between extracts and predicted 
ASPs. Those distances that are shown as outliers in this plot represents cases where 
the natural ASP is not regarded as found, i.e. a natural ASP is not found if the distance 
is equal to or larger than 8.5 Ångstroms. 

 
Figure 9 – Box plot showing the smallest distances between extracts and predicted ASPs. The 
distances are measured in Ångstroms. The box have lines at the lower quartile, the median and the 
upper quartile; the whiskers extend to 1.5 of the interquartile range; the outliers are represented as plus 
signs. 

5.2 Evaluation of predicted conformations 
Table 4 shows some statistics on the RMSD calculations between the natural and 
predicted conformations. Figure 10 shows box plots for the same calculations. Three 
calculations are presented; the RMSD when: 1) all conformations predicted for the 
natural ASP were considered and the one with the lowest RMSD was included in the 
calculations, 2) only the conformation predicted for the natural ASP with the highest 
geometrical score was included in the calculations and 3) only the conformation 
predicted for the natural ASP with the lowest electrostatic score was included in the 
calculations. 

Table 4 - Statistics on the RMSD between natural and predicted conformations 

 Mean RMSD (Å) Standard deviation (Å) 

All scored1 6.16 2.35 

Best geometrical scored2 7.76 2.68 

Best electrostatic scored3 7.87    2.61 
Statistics on the RMSDs calculated from the natural and the predicted conformations on those 
complexes where the natural ASP was found. 1All conformations predicted for the natural ASP were 
considered, and the one that resulted in the lowest RMSD was included in the calculations. 2Only the 
conformation predicted for the natural ASP with the highest geometrical score was included in the 
calculations. 3Only the conformation predicted for the natural ASP with the lowest electrostatic score 
was included in the calculations. 
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Figure 10 – Box plots of RMSD between predicted and natural conformations. The upper box 
shows the RMSD when all conformations of the natural ASP were considered and the one that resulted 
in the lowest RMSD was included in the calculations. The middle box shows the RMSD when only the 
predicted conformation of the natural ASP with the highest geometrical score was included in the 
calculations. The lower box shows the RMSD when only the predicted conformation of the natural 
ASP with the lowest electrostatic score was included in the calculations. The RMSDs are measured in 
Ångstroms. For explanation of boxes see Figure 9. 

Figure 11 shows a bar chart with the distribution, with respect to geometrical and 
electrostatic ranking, of the predicted conformation of the natural ASPs that have the 
lowest RMSDs. 

 
Figure 11 - Distribution with respect to geometrical and electrostatic ranking of the predictions 
that have the lowest RMSDs. As there were 20 conformations saved for each ASP there are 20 
different ranking positions. 
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Table 5 shows success rates for some RMSD-limits in the range from 2 through 10 
Ångstroms. Success rates are presented for the same three categories of RMSD as 
presented in Table 4 and in Figure 10. The success rates are presented as percentage 
values, i.e. they are multiplied by 100. 

Table 5 - Success rates for different RMSD-limits1 

 RMSD<2 RMSD<4 RMSD<6 RMSD<8 RMSD<10 

All scored2 0.70 14.44 54.41 83.80 95.07 

Best geometrical scored3  0.35 3.87 25.35 59.86 83.80 

Best electrostatic scored4  0.35 3.17 22.18 55.99 83.45 
Success rates for different RMSD-limits on those complexes where the natural ASP was found. 1The 
success rate is taken as the number of complexes below a certain RMSD limit divided by the total 
number of complexes; they are presented here as percentage values. 2 - 4For explanations on different 
RMSD classes see Table 4. 

5.3 Evaluation of ranking 
When the combined score was used the natural ASP was first-ranked in 35% of the 
cases. This statistic was 28%, 30%, and 37% when using the geometrical, electrostatic 
and hydrophobicity score respectively. Figure 12 shows a bar chart of the percentage 
of how many natural ASPs that were found for a number of different cut-off-limits. 
All complexes where the natural ASP was found (see Chapter 4.1.4) are included. The 
distribution of the number of predicted ASPs for some cut-off-limits using the 
combined ranking can be found in Appendix C. 

 
Figure 12 – Bar chart showing ranking of natural ASPs. The percentage of the number of found 
natural ASPs below a certain cut-off-limit is shown for cut-off-limits from 5% to 100%. The black bars 
show the result for ranking by geometrical score; the dark grey bars show the result for ranking by 
electrostatic score; the light grey bars show the result for ranking by hydrophobicity score; and the 
white bars show the result for the combined ranking. 

Table 6 shows statistics of the different rankings available. The table depicts in how 
many cases one ranking is better than all the other rankings, in how many cases one 
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ranking is at least as good as another ranking and in how many cases one ranking is 
worse than all other rankings. 

Table 6 - Statistics on different ranking systems 

 Exclusively better1 At least as good2 Exclusively worse3 

Geometrical ranking 10.21 (14.4) 76.41 (8.6) 23.59 (13.4) 

Electrostatic ranking 13.73 (12.7) 87.32 (8.9) 12.68 (14.9) 

Hydrophobicity ranking 14.08 (14.7) 82.04 (8.9) 17.96 (13.14) 

Combined ranking 1.76 (15.2) 98.94 (9.7) 1.06 (12.3) 
Statistics on the available ranking systems. Only the complexes where the natural ASP was found are 
included. The value in parenthesis is the mean number of predicted ASPs for a certain class; the overall 
mean was 9.5 1The percentage of all complexes where the ranking was better than all other rankings. 
2The percentage of all complexes where the ranking was at least as good as another ranking. 3The 
percentage of all complexes where the ranking were worse than all other rankings. 

Figure 13 shows the geometrical score graph for those proteins that had 10 predicted 
ASPs; these were 14 in total. It illustrates the graphical way of evaluating the score 
difference. The individual score of a complex has no significance between different 
complexes, and hence one cannot say for instance that 1BYB has a much better result 
than 2YPI. 

 
Figure 13 - Graph of geometrical score for proteins with 10 predicted ASPs. The small arrows 
indicate the natural ASPs. The score has no real significance and cannot be used to judge if a result for 
one protein better than for another. Steep descents in the graph indicate a large difference in score, 
which is a desirable property of the ranking. Legend is sorted by top score in ascending order, e.g. 
2YPI has lowest top score. 

Figure 14 shows the combined score graph for the same 14 proteins as in Figure 13. 
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Figure 14 - Graph of combined score for proteins with 10 predicted ASPs.  For details see Figure 
13. 

Table 7 shows class statistics (see Chapter 4.4.2) on the score differences for the four 
different ranking systems. 

Table 7 - Class statistics on the score differences 

 µ×≥ 2   µ×≥ 3  µ×≥ 4  µ×≥ 5  

Geometrical 
ranking 

63.64 (15) 32.81 (21) 20.55 (25) 15.02 (28) 

Electrostatic 
ranking 

64.43 (15) 35.57 (20) 17.00 (27) 10.67 (33) 

Hydrophobicity 
ranking 

69.00 (14) 37.94 (19) 20.95 (26) 12.65 (30) 

Combined 
ranking 

62.45 (15) 31.62 (21) 16.21 (29) 9.49 (33) 

Class statistics on the score differences for the available ranking systems. A class is defined as the 
percentage of the number of complexes that has at least one score difference that is a specific number 
larger than the mean score difference, e.g. 63.64% of the complexes under consideration has at least 
one geometrical score difference that is twice as large as its mean geometrical score difference. The 
number in parenthesis shows the mean number of predicted ASPs for those complexes in a class; the 
mean number of predicted ASPs for those included in the calculation, i.e. those with 3 or more 
predicted ASPs, was 11. 

Figure 15 shows box plots of the largest score difference, the second largest score 
difference and the mean score difference for the ranking by: a) geometrical score, b) 
electrostatic score, c) hydrophobicity score and d) combined score. The absolute score 
differences are considered in all box plots. 
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a)  b) 

  
c)  d) 

Figure 15 - Box plots of score differences. The leftmost box plot shows the mean score difference, the 
box plot in the middle shows the largest score difference and the rightmost box plot shows the second 
largest score difference. The absolute difference is considered in all plots. For explanation of boxes see 
Figure 9. The figure shows the score difference when ranked by: a) geometrical score, b) electrostatic 
score, c) hydrophobicity score and d) combined score. 

5.4 Evaluation of mixed set 
Table 8 shows statistics on the mixed set on those complexes where the ligand size 
was near the size of the natural ligand. The table shows for the different ranking 
systems in how many cases the mixed complexes were scored better than the original 
complex and vice versa. 

Table 8 - Statistics on the mixed set for complexes with a similar ligand size 

 Mixed exclusively 
better1 

Mixed 
better2 

Original 
exclusively better3 

Original 
better4 

Geometrical 
ranking 

12.00 34.00 30.00 62.00 

Electrostatic 
ranking 

30.00 56.00 18.00 32.00 

Hydrophobicity 
ranking 

18.00 28.00 10.00 20.00 

Combined ranking 6.00 38.00 6.00 40.00 
Statistics on the mixed set for those complexes which have a ligand size that is almost the size of the 
natural ligand are considered. 1The percentage of complexes where the mixed complex was scored 
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better in all ASPs than the original complex. 2The percentage of complexes where the mixed complex 
was scored better in most of the ASPs. 3The percentage of complexes where the original complex was 
scored better in all ASPs than the mixed complex. 4The percentage of complexes where the original 
complex was scored better in most of the ASPs. 

Table 9 shows the same statistics, as in Table 8, but for those complexes in the mixed 
set where the original ligand was considerably smaller than the one used in the mixed 
complex. The mixed complexes were scored better than the natural complexes in 
almost all cases, except when the combined score was used. 

Table 9 - Statistics on the mixed set for complexes with a larger ligand size 

 Mixed exclusive 
better 

Mixed 
better 

Original 
exclusive better 

Original 
better 

Geometrical 
ranking 

51.85 96.30 0 0 

Electrostatic 
ranking 

81.48 96.30 0 0 

Hydrophobicity 
ranking 

33.33 92.59 0 0 

Combined ranking 7.41 14.81 18.52 74.07 
Statistics on the mixed set for those complexes which have a ligand size that is at least twice the size of 
the natural ligand. For explanations see Table 8.  

Table 10 shows the same statistics as in Table 8 and Table 9, but for those complexes 
where ligand was considerably larger than the one used in the mixed complex. The 
mixed complex were score worse than the natural complex in almost all case, except 
when the combined score was used.  

Table 10 - Statistics on the mixed set for those complexes with a smaller ligand size 

 Mixed exclusive 
better 

Mixed 
better 

Original 
exclusive better 

Original 
better 

Geometrical 
ranking 

0 0 70.83 100 

Electrostatic 
ranking 

4.17 4.17 70.83 95.83 

Hydrophobicity 
ranking 

0 0 62.50 83.33 

Combined ranking 4.17 50.00 8.33 16.67 
Statistics on the mixed set for those complexes which have a ligand size that is at most half the size of 
the natural ligand are considered. For explanations see Table 8. 

Table 11 shows the class statistics (see Chapter 4.4.2) on the score differences for the 
four different ranking systems for the mixed set. The corresponding statistics for the 
original test set are shown in Table 7. There is not a big difference between in score 
difference between using the original and mixed complex.  

Table 11 - Class statistics on the score differences in the mixed set 

 µ×≥ 2   µ×≥ 3  µ×≥ 4  µ×≥ 5  

Geometrical ranking 65.85 (14) 35.36 (20) 18.29 (29) 14.63 (31) 
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Electrostatic ranking 67.07 (15) 35.37 (20) 20.73 (26) 10.97 (32) 

Hydrophobicity ranking 68.29 (14) 37.80 (20) 25.61 (25) 13.41 (31) 

Combined ranking 62.20 (15) 32.93 (21) 15.85 (29) 10.00 (36) 
Class statistics on the score differences in the mixed set for the available ranking systems. For 
explanations see Table 7. 

Figure 16 shows box plots of the largest score difference, the second largest score 
difference and the mean score difference for the ranking by: a) geometrical score, b) 
electrostatic score, c) hydrophobicity score and d) combined score. The absolute score 
difference are considered in all box plots. The corresponding plots for the original test 
set are presented in Figure 15. There is not a large difference between using the 
original and mixed complexes. Some fewer outliers are observed here but this could 
be explained by a small number of test cases. 

  
a)  b) 

  
c)  d) 

Figure 16 - Box plots of score differences for the mixed set.  The score difference when ranked by: 
a) geometrical score, b) electrostatic score, c) hydrophobicity score and d) combined score. For further 
explanations see Figure 15. 

5.5 Time performance 
The time performance of the UNIX system executions are summarized in three 
different box plots. The time was measured with the C time-library, e.g. the time 
function. The first box plot, in Figure 17, shows the overall time of the execution. 
There are as many box plots as there were ASPs under consideration during the 
execution. Figure 18a shows the time of the first 50 rotations and Figure 18b shows 
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the mean time of any 50 rotations during the execution. All time figures are 
normalized by the mean number of grid nodes considered during each execution. 

 
Figure 17 - Box plots for execution time on the UNIX system. There are as many box plots as there 
were ASPs under consideration during the execution. The time is presented in sharp minutes, seconds 
and fractions are discarded. All time figures are normalized by the mean number of grid nodes 
considered during each execution. For explanation of boxes see Figure 9. 

 

  
a)  b) 

Figure 18 - Box plots for 50 rotations of the UNIX system execution. There are as many box plots 
as there were ASPs under consideration during the execution. The time is presented in sharp seconds, 
i.e. any fractions are discarded. All time figures are normalized by the mean number of grid nodes 
considered during each execution. For explanation of boxes see Figure 9. a) the execution time of the 
first 50 rotations, b) the average execution time over any 50 rotations. 

The time performance of the Microsoft Windows system executions are summarized 
in the same way as for the UNIX system. The first box plot, in Figure 19, shows the 
overall time of the execution. There are as many box plots as there were ASPs under 
consideration during the execution. Figure 20a shows the time of the first 50 rotations 
and Figure 20b shows the mean time of any 50 rotations during the execution. All 
time figures are normalized by the mean number of grid nodes considered during each 
execution. 
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Figure 19 - Box plots for execution time on the Microsoft Windows system. For further explanation 
of the figure see Figure 17.  

 

  
a)  b) 

Figure 20- Box plots for 50 rotations of the Microsoft Windows system execution. For further 
explanation of the figure see Figure 18. a) the execution time of the first 50 rotations, b) the average 
execution time over any 50 rotations. 

Table 12 summarizes the time performance on the two computer systems. The mean 
time and the median time are presented. 

Table 12 - A summary of the time performance 

Number of 
ASPS 

UNIX mean 
time 

UNIX median 
time 

Windows mean 
time 

Windows 
median time 

1 0.69 (0.32) 0.59 0.60 (0.47) 0.39 

2 0.90 (0.75) 0.66 1.03 (0.91) 0.64 

3 1.60 (1.07) 1.27 1.29 (0.58) 1.25 

4 3.19 (2.59) 2.46 1.18 (0.37) 1.00 

5 3.63 (1.38) 3.64 2.13 (0.75) 1.96 

6 4.01 (2.20) 3.32 2.47 (0.81) 2.54 
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7 4.37 (2.64) 4.06 2.27 (0.58) 2.53 

8 5.40 (2.48) 4.68 3.61 (1.12) 3.60 

9 6.56 (2.40) 6.70 4.97 (3.03) 4.97 

10 6.42 (2.43) 6.32 4.38 (2.04) 3.79 
Summary of the time performance. All time figures are normalized by the average number of grid 
nodes considered during each execution, and is presented in minutes. The number in parenthesis is the 
standard deviation. 
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6 Analysis 
In this chapter some details of the algorithm and the results are analyzed further to 
gain more knowledge about it. Chapter 6.1 analyses the conformations obtained from 
docking to asses if they are different from random sampled conformations. Chapter 
6.2 analyses the outlier in the RMSD plot in Figure 10 further to see if there is some 
logical explanation for the bad RMSD. Chapter 6.3 analyses the hydrophobicity score 
to see if it can be used to discard some of the ASPs before the docking simulation 
begins. Chapter 6.4 analyses the different score systems to see if there is a statistical 
difference with respect to score between a natural ligand and a false ligand.  

6.1 Statistical difference between predicted and random 
conformations 

Since the RMSDs presented in Chapter 5.2 were not entirely impressive a statistical 
procedure was carried out to asses if the obtained RMSDs were better than random 
RMSDs. To be more precise: a statistical procedure was carried out to see if there is a 
statistical difference between the RMSDs obtained by the docking algorithm and 
RMSDs obtained by stochastic sampling. To sample random conformations is a trivial 
task, since any random assignment of ligand coordinates can be viewed as a random 
conformation. However this kind of ‘pure’ stochastic sampling is not so useful in this 
context. Instead the predicted conformation was used as a starting point and then it 
was stochastically altered to produce random conformations. First the order of the 
ligand atoms was altered; if the number of ligand atoms was 5 or less all permutations 
of the ligand atoms were considered, while if there was more than 5 a subset of 100 
random permutations was produced. The limit of 5 was set since it results in a number 
of permutations that is manageable. For all the order-altered conformations a random 
shift in each of the three dimensions was simulated with three random number that 
were )4.1,0(~ == σµN . The RMSD was calculated between each of these random 
conformations and the natural conformation (see Chapter 4.4.1). The mean was taken 
and compared to the RMSD obtained with the predicted conformation. These 
calculations were performed for all of those complexes where the RMSD between the 
natural and predicted conformation could be calculated. Since the procedure is 
stochastic 10 independent runs were done and the mean of these was used in the 
analysis. A paired, two-tailed t-test was performed. The hypothesis was that RMSDs 
obtained from docking and the ones obtained from the stochastic sampling are from 
the same populations at the significance level 0.05. The true critical value, calculated 
with Microsoft Excel’s TTEST function, was 0.00. The implication is that the RMSDs 
are from two populations and hence there is a statistical difference between them. 
Surprisingly the mean random RMSD was better than the, by docking, obtained 
RMSD in 10 cases; and in over half of the cases a better RMSD than the predicted 
one could be found by the stochastic sampling procedure. 

6.2 Reasons for bad RMSD 
The eight outliers in the topmost RMSD box plot in Figure 10 were identified and 
analyzed further to see if there could be a reason for the bad RMSD. When excluding 
these from the RMSD calculations the mean RMSD decreases marginally from 6.16 
to 5.92 Å. The eight complexes were: 1A1B, 1CLE, 1DD7, 1DY9, 1EED, 1IGJ, 
1RNE and 2ER7. Table 13 summarizes the findings of this analysis. 
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Table 13 - Possible reasons for bad RMSD 

Protein RMSD (Å) Reason 

1A1B 12.96 Listed as a doubtful entry by Nissink et al. (2002) 

1CLE 17.47 Large ligand 

1DD7 11.78 Large distance from ligand centre to ASPs, possible mis-
positioning of ASPs. 

1DY9 12.33 Relatively few residues in peptide fragment 

1EED 11.62 Quite large ligand 

1IGJ 11.83 No reason could be found 

1RNE 20.24 Relatively few residues in peptide fragment; large ligand 

2ER7 18.04 Listed as a doubtful entry by Nissink et al. (2002); large 
ligand 

Summary of the analyses of the complexes that got bad RMSDs. Reasons are explained in the text. 

A large ligand could be unfavourable, especially in combination with few residues on 
the peptide fragment. In those cases a portion of the large ligand could stick on the 
back of the protein, without being recognized as an infeasible conformation, since the 
void space does not affect the correlation. In the case of 1DD7 the ASP was 
positioned at a significantly large distance from the ligand centre, only 0.2 Å below 
the threshold that was applied. This could be due to a mis-positioned ASP by PASS, 
leading to a mis-positioned active site and thus a bad site to dock onto. Those 
complexes found as doubtful entry by Nissink et al. (2002) both have partially 
erroneous crystallography data of the binding site. 

6.3 Hydrophobicity score 
A nice feature of the hydrophobicity score would be to use it as a filter and thus be 
able to quickly discard ASPs that are not promising with respect to hydrophobicity. 
Since the hydrophobicity score is an energy difference it should logically be positive 
for promising ASPs, i.e. the energy should not have increased when the ligand was 
being bound. Figure 21a shows a scatter plot of the hydrophobicity for all the natural 
ASPs. It reveals that 26 (8.31%) of the natural ASPs got a negative hydrophobicity 
score, but only one got a lower score than -1.  
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a)  b) 

Figure 21 - Scatter plot of hydrophobicity score of the natural ASPs.  a) The radius at which the 
peptide fragment was selected is set to the same as in the docking algorithm, i.e. 1.5 times rsurf, b) The 
radius was set to 1.64 times rsurf. 
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Figure 21b shows the corresponding scatter plot but for a different value of the radius 
at which the peptide fragment was selected. A radius of 1.64 times rsurf

  was used. By 
using this radius 25 (7.67%) of the natural ASPs got a negative hydrophobicity score, 
but none has a score lower than -1. The results from these two plots indicates two 
things: 1) a small decrease in energy is acceptable, probably due to the simplicity of  
the algorithm, 2) the hydrophobicity score can be fine-tuned by making small changes 
the to radius at which the peptide fragment is selected. Table 14 shows statistics on 
some different values of the determinant radius. 

By setting a limit of -1 in hydrophobicity score, 37 of all ASPs (1.28%) could be 
discarded before the docking simulation starts. In the best case 40% of the total 15 
ASPs could be discarded (only the proteins with more than one ASP were considered 
here). In contrast to this 419 of all ASPs (14.54%) could be discarded if the limit was 
set 0. 

Table 14 - Statistics of hydrophobicity score using different radiuses 

Radius:1 1.3×  1.4×  1.45×  1.50×  1.55×  1.60×  1.70×  

n < 0 42 32 31 26 23 19 26 

n < -12 1 1 2 1 1 1 1 
Statistics using different radiuses when calculating hydrophobicity score. 1The radius is a factor times 
rsurf

 . 2The complex that got a negative hydrophobicity score differed at all radiuses except for radiuses 
1.45x through 1.55x. 

6.4 Statistical difference in score between true and false ligand 
To asses if there was a statistically significant difference in score between using the 
natural ligand (the true one) and the ligand used in the mixed set (the false one) a 
Student’s t-test was performed. All proteins in the mixed set that got an RMSD (see 
Chapter 4.4.1) lower than 5.5 Å in the original simulation was selected. This resulted 
in 30 proteins. The score obtained by using both the true and false ligand was 
extracted for those proteins and for all available scoring systems. A paired two-tailed 
t-test was performed (using Microsoft Excel’s TTEST function). The hypothesis was 
that the populations, i.e. the scores, are from the same population at a significance 
level of 0.05. Table 15 shows the results of the t-test for the available score systems. 

Table 15 - Results of t-test on the available score systems 

 Geometrical 
score 

Electrostatic 
score 

Hydrophobicity 
score 

Combined 
score 

P-value 0.031 0.001 0.022 0.646 

Hypothesis rejected Yes Yes Yes No 
Result of the paired two-tailed t-test performed on the score obtained for the true and false ligand and 
for all available score systems. The hypothesis, i.e. that the populations are the same, is rejected if the 
P-value is lower than 0.05 (the chosen significance level). 

The table reveals that there is a statistically significant difference in score for all score 
systems except the combined score. A possible reason for this is that the combined 
score is a normalized score and this normalization removes information, e.g. all top 
ranked ASPs got a combined score equal to 1000. 
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7 Discussion 
In this chapter the evaluation of the docking algorithm is discussed from all aspects. 
Chapter 7.1 discuses the decisions regarding the test set. Chapter 7.2 discuses the 
influence of the PASS predictions. Chapter 7.3 discusses the ability of the docking 
algorithm to predict ligand conformations. Chapter 7.4 discusses the ability of the 
docking algorithm to rank ASPs. Chapter 7.5 discusses the evaluation of the mixed 
set. Chapter 7.6, finally, comments on the time performance. 

7.1 The test set 
The CCDC/Astex set was chosen, not because it was the only test set available, but it 
was one of the largest found and it was also described on its own (separate from an 
accompanying docking program) in a published article (see Nissink et al., 2002). 
Other test sets were considered, e.g. the large set used to evaluate GEMDOCK (Yang 
& Chen, 2004), but none of these were described thoroughly and in some cases the 
files available for downloading included heavily modified data. This was also one of 
the large drawbacks with the CCDC/Astex set but the modifications were considered 
less severe with this test set. Since the decision was made to not use the modified 
protein files available the evaluation of the predicted ligand conformation became one 
of the big problems in this project. The producing of the ligand extract (see Chapter 
4.1.4) can be seen as one of the largest possible error sources in this project (apart 
from the docking algorithm itself). It could be possible to use the protein files as they 
were in the CCDC/Astex file but then it would have been a problem with the missing 
protein chains (see Nissink et al., 2002). It would have been great if there was an 
accompanying list of all the ligands available with the CCDC/Astex set, similar to the 
one created in this project and shown in Appendix A.  

The partitioning performed (see Chapter 4.1.5) was in retrospect not necessary since 
the execution of all complexes ended in time. The time partitioning was however 
successful since the distributions resembled those of the original test set. The 
partitioning was better with respect to the number of predicted ASPs, but the 
discrepancy on the number of heavy ligand atoms was negligible.  

7.2 PASS predictions 
The PASS predictions have a huge impact on the performance of the docking 
algorithm. The most obvious influence is of course the position and number of the 
predicted ASPs. These predictions form the basis of where to start docking. The 
developers of PASS (Brady & Stouten, 2000) claim that their tool accurately finds the 
true active site, but in the contrary there exists more than 30 different positions where 
the ligands in this project bind naturally but which PASS is unable to find. 26 of the 
complexes could not be evaluated properly due to this discrepancy. This quite large 
number (8%) of naturally occurring positions that are not found by PASS could 
partially (but not completely) be explained by incorrect parsing of the PDB files 
obtained from the PDB database (Berman et al., 2000). It could also be that the 
crystallography data found in the PDB files are somewhat incorrect and hence affect 
the prediction. This kind of errors was in fact reported by Nissink et al. (2002). Exact 
how it affect the performance is impossible to say without further investigation. 

Another influence that the PASS predictions put on the algorithm is the radius at 
which the peptide fragments are extracted. It is chosen in this project to rely on the 
prediction of the probe spheres and by calculating a rough radius of the active site 
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from these predictions. These calculations were however not completely successful as 
demonstrated by the fact that in some cases a non-proportionally large radius was 
predicted. Another question to be raised is why the radius of the active site calculated 
by sphere grouping was smaller than the radius indicated in the GOLD (Jones et al., 
1997) configuration files obtained from the CCDC homepage. It is not clear how the 
GOLD radius was calculated but it is clear that in those cases where the GOLD radius 
was used the number of protein residues extracted increased.  

It also a known problem that by setting rsurf to the calculated probe value only a few 
peptide residues is extracted in some cases. This is of course a drawback and 
influences on the score; when there are only a few peptide residues to dock onto their 
correlation value is low and vice versa. In some complexes it can differ with more 
than 10 residues between different ASPs. How to avoid this problem is hard to figure 
out; either is the prediction of PASS falsely or incorrectly positioned. But it could also 
be that the probe grouping algorithm is too weak in some situations. The parameters 
discussed in Chapter 4.1.3 was only tested on a few test cases, maybe a larger 
investigation is necessary for the algorithm to be really powerful. It is a basic 
necessity for every docking program to have a full representation of the active site 
(Cole et al., 2005); and if this is not met the docking task gets problematic, so the 
setting of rsurf is indeed as possible error source. 

The idea with using the volume of the putative active site as a filter for discarding 
unfavourable ASPs was abandoned when it was realized that in some cases the ligand 
volume could be twice as large as the calculated ASP volume. Probably only a small 
part of the ligand present is in the cleft that constitutes the active site and the rest of 
the ligand is sticking out of the protein. If time would have allowed it a further 
investigation of the relation between ASP and ligand volume might have given some 
fruitful ideas. 

In the previous project conducted on the PDOCK algorithm (see Chapter 2.4) some of 
the ASPs predicted were far away from the protein. This protein, 1ASE, was also 
included in the CCDC/Astex test set and so the output from PASS was inspected 
visually in the Rasmol program (Sayle & Milner-White, 1995). Figure 22a and Figure 
22b depicts the proteins as it looks both before and after it has been processed by 
PASS. The “before protein” is only slightly modified as described in Chapter 4.1.2. 
As one can see the protein gets really messed up by PASS and the ASPs are of no use, 
without rectification.  

Figure 22 - Visualization of the 1ASE protein. a) The protein as it looks when downloaded from the 
PDB database and only slightly modified. b) The protein as it looks when processed by PASS together 
with some ASPs and probe spheres. Visualization performed by the Rasmol program (Sayle & Milner-
White, 1995). 

  
a) Pre-processed protein b) Protein processed by PASS 
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15 other proteins in the CCDC/Astex set were also found to be distorted in a similar 
way. All of these proteins could however be rectified by adjusting the format of the 
PDB-file, i.e. PASS had made a correct prediction but it had messed up the PDB-file. 
This also adds up to the impression that PASS might not be such a reliable tool. As 
described earlier, in Chapter 4.1, some chains had to be removed or relabelled before 
PASS could accept the proteins. This raises the question that some other cavity-
detecting tool could be used instead, possibly more successfully.   

It also has to be mentioned that the developers of PASS claim that the outcome is not 
affected if the ligand is present in the PDB file that is sent to PASS (Brady & Stouten, 
2000). This is true for ligand atoms that are written in HETATM records – but peptide 
ligand atoms, usually written in ATOM records, are misinterpreted as protein residues 
and could potentially affect the outcome. In fact, some of the simulations in this 
project had to be re-executed when this was realized. This is not a real error in PASS 
but something one has to bear in mind when using the tool. 

7.3 Predicted conformations 
As shown by the results in Chapter 5.2 the docking algorithm is not capable of finding 
the natural conformation of the ligand entirely successfully. As the ligand is treated as 
rigid there is of course a substantial risk that good conformations are missed. 
According to Cole et al. (2005) a good docking tool usually has an RMSD below 2 Å, 
but only a few of the evaluated complexes reach this level of accuracy. GOLD, for 
instance, reached a success rate of 68% when using the 2 Å limit and the same test set 
(Nissink et al., 2002). It is difficult to compare the success rate of the algorithm 
developed in this project with the success rates of other docking tools, e.g. DOCK 
(Ewing et al., 2001), FlexX (Rarey et al., 1996) and LigandFit (Venkatachalam et al., 
2003), since those are evaluated on different complexes. 

The standard deviation of the RMSD is however rather large and there are some 
outliers. This show that there is a wide spread of success – some complexes were 
pretty good, but some were not so good. The RMSD results are disappointing, but 
some decisions made in the project could partially explain this. At first a quite coarse 
angular step size (15˚) was used in the simulations; this value was successfully 
applied in the FTDock algorithm (Gabb et al., 1997) – but maybe it is too coarse when 
dealing with conformational sampling of ligands (and not proteins). Also the grid 
spacing of 0.7 Å was maybe too large to be able to successfully dock ligands. In 
FTDock the mean grid spacing was approximately this (Gabb et al., 1997) figure and 
instead of using a constant grid size the grid spacing was set constant. The reason to 
this is that the ligand size is highly variable ranging from a few atoms to over one 
hundred. By using a constant grid size the grid spacing would have been either 
computationally too small in some cases or unrealisticly large in other cases. Smaller 
grid spacing, e.g. 0.5 Å, would probably improve the performance.  

Another decision made in the project that influenced strongly on the docking 
performance is related to the ranking of the possible conformations. This topic is 
further discussed below, but it seems that there could be reasons for letting the 
electrostatic score influence the ranking more than it does currently. The statistics 
presented in Chapter 5.2 on the RMSD obtained when only choosing the best 
geometrically ranked versus the best electrostaticlly ranked showed no significant 
difference. This could imply that the electrostatic score is at least as good as the 
geometrical score in determining conformations with good RMSD. And this is only 
said in the light that the electrostatic score was in practice only used as a binary filter 



7  Discussion 

 45 

– if the score would have influenced the ranking more a decrease in RMSD might 
have been observable.  

The geometrical and electrostatic ranking of the conformations that resulted in the 
lowest RMSD overall showed no significant preference for a particular ranking (see 
Chapter 5.2, Figure 11). The heights of the bars are more or less random, which 
implies that a conformation with a good RMSD can be found anywhere within the 20 
saved conformations. By looking closer at the actual score obtained geometrically 
there is only a small difference between the 20 saved conformations for a particular 
ASP.  

The analysis performed in Chapter 6.1 shows that there is a statistical difference 
between the predicted and randomly sampled conformations with respect to RMSD. 
And in most cases the mean random RMSD was actually higher than the value 
obtained by docking. Surprisingly this was not the situation in 11 cases. And in even 
more cases the RMSD obtained by docking could be lowered by stochastic sampling. 
This shows that the RMSD calculations used in this project are highly disruptive. 
Only a small change in the ligand pose causes a large change in RMSD. This is a 
known drawback with the RMSD (Cole et al., 2005) and can partially explain the not 
so impressive RMSDs obtained from docking. There are of course other RMSD 
definitions that could have lead to more impressive results. For instance all of the 
heavy atom coordinates are contributors to the RMSD but an idea is to only to include 
some representative atoms (see Cole et al., 2005 for further discussion on this topic). 

7.4 Ranking  
It is evident from the results presented in Chapter 5.3 that none of the three original 
ranking systems (geometrical, electrostatic and hydrophobicity score) is successful at 
their own to make the natural ASP top ranked in most cases. A simple combined score 
was introduced that in most cases is at least as good as one or several of the originals 
rankings (see Chapter 5.3, Table 6). The combined score was as explained in Chapter 
4.4.2 the weighted mean of the normalized original scores. The weights were 
informally adjusted several times. There could actually be a better combination of the 
weights, and some kind of optimization technique could be used to find those 
combination(s). In some attempts the combined score captures more ASPs at lower 
cut-off-limits but lose precision at the higher limits; in some attempts the situation 
was reversed. A question to be raised is what is really important to capture – most 
ASPs at lower cut-off-limits or a smooth capturing over all cut-off-limits. It could be 
argued that it is better to capture as many ASPs as possible at lower limits, and leave 
some behind. It is evident that some ASPs are really hard to capture, i.e. they are very 
badly ranked, and it might not really matter if those are captured at a cut-off-limit of 
75% or 90%. To put it in other words: it is maybe better to start at a high level of 
capturing and then slowly increase the number of ASPs captured, instead of starting at 
a low level and moderately increase the capturing.  

The histograms in Appendix C, Figure 23 show that the cases where the number of 
predicted ASPs is low dominates the distribution of captured ASPs. However the 
proteins with a very large number of predicted ASPs are captured at a relatively low 
cut-off-limit. It seems that the distribution shows only moderate changes after these 
are captured, and it is only the frequencies that increase. This shows that even though 
the ranking is not entirely successful in distinguish between the natural ASPs and the 
other ones, it is reasonably good at capturing ASPs equally well over the distribution 
of predicted ASPs. And the relatively bad ranking of a natural ASP could be due to 
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that other binding sites exist that are equally good. This was one of the main ideas of 
the project as a whole – to find alternative binding sites.   

The idea of using the electrostatic score as a binary filter was adopted from FTDock 
(Gabb et al., 1997). It is however evident that it is at least as powerful as the 
geometrical score in some respects. As explained above there is no significant 
difference in RMSD between the geometrically top ranked conformation and the 
electrostatically top ranked one. It is also shown in Chapter 5.3, Table 6 that the 
electrostatic score is exclusively better than all the other scores in more instances than 
the geometrical score and the same tendency is observable on the other statistics 
presented in the same table. The electrostatic score shows a little bit lower 
powerfulness in the statistics on score difference, presented in Table 7; but the 
statistics shows anyway an existence of significant score difference (see more on this 
topic below). There is of course a chance that the geometrically good scored 
complexes also have a reasonably good electrostatic score, and hence the good 
performance of the electrostatic score is only a product of the good geometrical score. 
By such a harsh reasoning the electrostatic score should not influence on the ranking 
of the individual conformations, but it would at least be interesting to explore some 
kind of combined score of possible conformations and see if it actually improves the 
docking algorithm. There is a reasonably large amount of data that supports the idea 
of this kind of combined ranking. 

The performance of the hydrophobicity score as shown in Chapter 6.3 is highly 
variable, depending on the radius at which the peptide fragment is extracted. This 
makes it very hard to determine how to set this radius. It is obvious that some kind of 
optimum could be found in the range [1.55,1.70] times rsurf; but as shown the change 
in radius affects the individual complexes very differently. It is a known fact that the 
hydrophobicity score is not perfect, which probably is due to the fact that some 
frequencies are underrepresented. The frequencies are used to calculate the solvation 
energy but are built on simple statistics, which in lack of infinite data is not perfect. 
What is wanted is a smooth sigmoid curve of the solvation energy but instead a very 
disruptive curve is observed at large neighbourhoods. A threshold, which discards 
large atom neighbourhoods from the calculation, might improve the hydrophobicity 
score. This phenomenon could also explain why some of the natural ASPs got a small 
negative hydrophobicity score. A further investigation of this topic is beyond the 
scope of this project. However it seems that it could be possible to somehow discard 
unfavourable ASPs with respect to hydrophobicity before the docking algorithm 
starts. And as shown by the analysis, this would have some impact on the number of 
ASPs considered during docking.  

The other side of the evaluation of the ranking, i.e. the score difference, shows the 
existence of a significant difference in score in most of the complexes under 
consideration. Table 7 in Chapter 5.3 reveals that there are differences that are much 
larger than the mean difference, and that is good. The box plots in Figure 15 shows 
that there also in some cases exists a second score difference that deviates from the 
mean difference; this is most obvious with the hydrophobicity score. The score graphs 
for the proteins with 10 ASPs in Figure 13 and Figure 14 show this graphically. Note 
that the rather flat graph (2YPI) observable with the geometrical score is effectively 
removed with the combined score. If this is a general trend is hard to determine from 
the results presented in Chapter 5.3. 

It would have been nice to use a third-party tool, e.g. XScore (Wang & Wang, 2002), 
to rank for instance the, by this algorithm, top ranked conformations to see if that 



7  Discussion 

 47 

ranking correlates with the one obtained by this docking algorithm. A statistical test 
between the two rankings could also asses if the difference (if one exists) is 
significant or not. This kind of analysis could help in assessing if the ranking obtained 
by the docking algorithm is merely a product of chance. 

7.5 Mixed set 
The results from the mixed executions hardly give any interesting data on possible 
alternative ligands but rather give a deeper understanding of how the score systems 
(especially the correlation-based) really work. The complexes where the new ligand 
was either significantly larger or smaller than the natural ligand the score should be 
bad. However in those cases where the ligand was large the original complexes were 
in no cases better than the mixed set, (see Chapter 5.4, Table 9). The only exception to 
this is the combined score which at least indicates that the original complex is better 
in most of the cases. Almost the opposite behaviour is observable in the complexes 
where the new ligand is smaller than the natural ligand (see Chapter 5.4, Table 10). 
Here the score is favourable in the original complex in most cases. The combined 
score is here less powerful in favourably scoring the original complex, while the 
electrostatic score is surprisingly better in the mixed complex for a few cases.  

This rather odd behaviour of the score systems can, at least for the correlation-based 
scores (the geometrical and electrostatic score), easily be explained. In those cases 
where the ligand is unnaturally large it probably sticks out on the back of the protein, 
where the core of the protein is situated (but not sufficiently represented in the 
algorithm). This void space in the grid contributes favourably to the correlation 
function (zero in the case of the geometrical score and none-zero in case of the 
electrostatic score). Since just a small part of the large ligand penetrates the infeasible 
parts of the grid it does not contribute unfavourably to the correlation function. This 
could possibly, at least partially, be rectified by increasing the value of rcore (see 
Chapter 4.2.1). No other values of rcore were tested in the project, so it might be a 
good idea to investigate the impact of this parameter more systematic. A possible way 
to enhance it would be to set the value independently of rsurf. Another possible way to 
improve the correlation function is to increase the penalty associated with the docking 
on infeasible parts, i.e. change the discrete functions used. This is hard with the 
electrostatic function (see Chapter 4.2, Eq. 7), but is possible with the geometrical 
ditto (Eq. 1). An increase in the penalty would probably decrease the likelihood of the 
problem described above. The penalty could also possibly be proportional to the 
ligand size. The same problem as described above could, at least partially, explain the 
rather bad RMSD for those complexes with a large ligand (see Chapter 6.2). Three of 
the complexes on the top-five list of the complexes with large ligands have bad 
RMSD, which implies that they are badly positioned. It is hard to imagine that this is 
just a coincident and has nothing to do with the problem described above. 

The lower score of the complexes with a smaller ligand than naturally is of course 
desirable but the question is if the difference in score is due to fewer grid nodes to 
match upon, or not. Looking at the results for the complexes with a larger ligand it 
could be the former case and the score is thus equally unreliable. This is hard to 
determine and the topic probably needs further evaluation.  

The discussion in the last two paragraphs does not explain the behaviour of the 
hydrophobicity score. However it has been shown in Chapter 6.3 that the 
hydrophobicity score is highly sensitive and therefore it is hard to determine the cause 
of the hydrophobicity score difference. 
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By revealing that the score systems are highly unreliable when the new ligand is not 
similar in size to the natural ligand, it is hard to determine the significance of the 
score changes when the true and false ligands are equally large. The t-test presented in 
Chapter 6.4 shows that there is a statistical difference in score between the usage of 
true and false ligand. However this test includes complexes with also differentially 
sized ligands and does not say if it is a positive or negative difference.  That there is 
no statistically significant difference between the combined scores can be explained 
by the fact that the score is normalized and hence it reduces the information content. 
All top-ranked complexes are for instance equally scored. 

7.6 Time performance 
The time performance of the docking algorithm is not entirely impressive. It is 
reasonably good, especially on the Microsoft Windows system, but it was believed 
that it should be faster. It takes for instance on average between 15 and 20 minutes on 
the Microsoft Windows to step through the entire rotational and translational space, 
and that is just when only one ASP is considered. The situation is worse on the UNIX 
system but this could be explained by the fact that this system is a many-users system 
and the CPU usage of the program might not be 100% all the time. On the Microsoft 
Windows system the program had on average between 90% and 100% of the CPU 
power, as observed on a few test cases. 

The box plots in Figure 18 and in Figure 20 shows almost correspondence in time 
usage between the first 50 rotations and the average over all rotations. This implies 
that the CPU usage has been fairly even over the entire executions. A further analysis 
(a simple paired, two-tailed t-test on the normalized time values, see Chapter 6.4 for 
an example of this t-test) showed that the time figures for the 50 first rotations and the 
corresponding figures for the average of all rotations come from two different 
populations. This implies that there is a significant change and hence that the 
algorithm has not performed equally well during the entire executions. This was true 
for both the executions on the UNIX and Microsoft Windows system. In about half of 
the executions there was a difference between the first 50 rotations and the average 
over all rotations, even though it was small and both positive and negative differences 
occurred. This could partially explain why the executions in some cases took a very 
long time. 

A large bottleneck is the FFTW library (Frigo & Johnson, 2005) which, if it is not 
configured properly does not perform so well. This should not be a problem on the 
Microsoft Windows system where the library is distributed as a pre-compiled DLL, 
but on the UNIX system it could have some effect on the time performance. It is 
however believed that the library is the closest to the state-of-art as one could get for 
free since it is used in some commercial products. 

It is difficult to measure how much the search algorithm benefits, with respect too 
speed, from cutting down the search space through the use of PASS, i.e. how much 
more effective it is compared to FTDock. This is mainly due to that different 
evaluation sets are used. A simplified, indirect comparison can however be performed 
by considering how much of the search space that is cut away through the use of 
PASS. In FTDock they used a constant grid size of 128 nodes / dimension (2,097,152 
in total, Gabb et al., 1997); in this project the grid size has been variable but the mean 
was approximately 55 nodes / dimension (167,834 in total). This implies that if only 
one ASP is considered the search space used by the algorithm developed in this 
project is only 8% of the search space used by FTDock. This statistic is 75% when the 
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mean number of ASPs, 9, is considered. This leads to the conclusion that an extensive 
part of the search space can be cut down, but the difference in search space decreases 
as the number of ASPs increases. 

It is a known that using the FFT as a search method for good conformations has 
inherited drawbacks when it comes to speed. This comes from the fact that the FFT 
does not make use of any heuristics, but simply examines the entire search space 
(Halperin et al., 2002). The article of Halperin and co-workers (2002) quotes 
execution times that exceed several hours (and in some cases, in protein-protein 
docking, days). So even though the time performance in this project was not entirely 
impressive in comparison to the most prominent docking suites (e.g. Erwing et al., 
2001; Jones et al., 1997) it has been shown that the execution time of an FFT-based 
algorithm can extensively be cut down by directing the search to the more interesting 
parts of the search space (the ASP predictions).  

Another thing to consider is that some of the decisions made in the project heavily 
affect the time performance. This has to be held in mind when setting the parameters 
– and it depends on what objectives one has with the executions. If one wants a more 
precise prediction of the ligand conformation at the natural ASP one could decrease 
the grid spacing and angular space with the effect that the execution takes longer time. 
If one wants just a ranking of the putative binding sites one could gain execution time 
at the cost of precision. In this project a balance had been made between these two 
objectives which of course have had an impact on the results. 

7.7 Generalizability 
The docking method developed in this project was intended for protein-ligand 
docking. Some aspects of the method are however generalizable and could be used for 
other kinds of docking, i.e. protein-protein or protein-DNA docking. As mentioned in 
Chapter 2.4 the idea to use the algorithm for protein-protein docking was discarded 
since PASS most likely was better suited for protein-ligand docking. However if the 
docking site is known for a complex of proteins the method developed in this project 
could be applied. The only score that is not computable when regarding protein-
protein docking is the hydrophobicity score. This score was designed to measures a 
solvation energy difference and such a difference might not be observable when two 
proteins dock to each other. If the algorithm should be used on proteins it might be a 
good idea to apply the charges according to Gabb et al. (1997) on both the molecules. 
The changes to the method discussed for protein-protein docking apply also on 
protein-DNA docking. In this application there is also a need to investigate how the 
charge assignment of the DNA molecule should proceed. Neither the Gasteiger-
Marsili method (Gasteiger & Marsili, 1980) nor the protein-method (Gabb et al., 
1997) is well suited for applying charges on large DNA molecules. 
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8 Conclusions 
If one knows where the active site of a protein is located, the conclusion is that the 
docking algorithm, as currently implemented, is too coarse to find a conformation of 
the ligand that closely resembles the natural conformation. Three design decisions 
made during the project are mainly responsible for this: the use of the rigid ligand-
simplification, the angular step size and the grid spacing. It is however possible that 
the results might have been worsened by a far too simple evaluation method. 

If one does not know where the active site is located, or one wants to rank putative 
alternative binding sites the conclusion is that in most of the cases the natural ASP is 
ranked quite high (the upper ~15-20% of the total ranking positions) and therefore the 
ranking could be seen as quite successful. However it also has severe shortages – 
most evident is the need of a combined score since none of the original ranking 
systems on their own perform evenly well over the selected cut-off-limits. It is at least 
obvious that there is a significant difference in score between the ASPs. One should 
also have in mind that the time performance of the algorithm might be too severe if 
the interest only lies in getting a ranking of putative binding sites. 

Another serious drawback with the algorithm is the inability to successfully penalise 
infeasible ligands. Without improvements on this topic there is no use of this 
algorithm in studies were alternative ligands are investigated, e.g. virtual screening.  

Despite these flaws the following conclusions can be drawn: 

• The grid spacing has to be very small, e.g. 0.5 Ångstroms 

• The angular steps size has to be small, e.g. 10° 

• The electrostatic score should influence more on the ranking of possible ligand 
conformations – this will probably also improve the ranking of ASPs 

• The output of PASS has to be carefully examined before use and possibly be 
enhanced or replaced by other data, e.g. from other cave detecting tools 
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9 Future work 
The conclusions presented in the previous chapter shows that there is a clear need for 
improvements on the algorithm. The list below highlights the most obvious 
improvements that have to be done and suggestions for how this can be performed. It 
also includes some topics that are not addressed in this project. 

• Introduce ligand flexibility - this might be done by replacing the loop over all 
possible rotations with a loop over some flexible conformations. There are 
methods to stochastically sample flexible conformations of ligands so this 
could be a straightforward step. 

• Improve the discretization procedure, especially for the geometrical functions. 
This could, as has been discussed in the text, be done by increasing the 
penalty so that it is proportional to the ligand size. 

• Investigate further how the setting of rsurf and rcore affects the algorithm. As 
mentioned in the discussion the values of these parameters were not entirely 
successful during the executions and hence there it is a need to look further 
into this topic.  

• Investigate the hydrophobicity score further to see if it could be improved. A 
possibility is here, as mentioned in the text, to apply a threshold so that large 
atom neighbourhoods are avoided. It has also to be established if the score 
could be used to discard some unfavourable ASPs before the docking starts. 

• Introduce a combined ranking of possible ligand conformations, i.e. involve 
the electrostatic score more thoroughly and investigate if this is a good 
decision. 

• Investigate further the topic of a combined score to see if there is some better 
combination of weights so that the combined score gets even more powerful. 

• Parallelize the procedure when several ASPs should be considered. Since the 
ASPs are investigated independently the algorithm could easily be improved 
by the use of threads. This can currently be done manually but this is quite 
cumbersome.  

• Apply a third-party tool for correlation studies between their ranking and the 
ranking obtained by the docking algorithm. A simple one is the XScore 
algorithm (Wang & Wang, 2002).  

• Use some other tool to predict putative active sites. Since PASS (Brady & 
Stouten, 2000) has shown to be somewhat unreliable it could be worthwhile 
to see if some other tool performs better.  

• Improve the probe grouping algorithm to get a better estimate of the active 
site radius. 

• Investigate if the volume calculations could somehow be useful in discarding 
ASPs before the docking simulation starts.  
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Appendix A – ligand list 
Table 16 shows the list of the ligand extracts found for each protein in the 
CCDC/Astex set. It also depicts the closest distance from the extract centres to an 
ASP, and the index of the natural ASP if it is regarded to be found. 

Table 16 - List of ligand extracts and their natural ASPs 
Protein1 Ligand2 Distance to ASP3 Natural ASP4 

1A07 ACE 100(C) to GLU 102(C) 9.67 - 
1A0Q HEP 4 2.02 2 
1A1B ACE 100(C) to GLU 102(C) 6.35 2 
1A1E ACE 100(C) to GLU 102(C) 5.71 3 
1A285 STR 2(B) 1.94 3 
1A42 BZO 555 5.27 5 
1A4G ZMR 254(A) 1.79 2 
1A4K FRA 2 1.70 2 
1A4Q DPC 2(A) 2.11 2 
1A6W NIP 430(H) 15.95 - 
1A9U SB2 800 2.63 4 
1AAQ PSI 1(I) 0.95 1 
1ABE5,6 ARA 307 0.49 3 
1ABE5,7 ARB 308 0.39 3 
1ABF5,6 FCA 307 0.52 3 
1ABF5,7 FCB 308 0.59 3 
1ACJ THA 999 3.31 3 
1ACL DME 999 3.81 2 
1ACM PAL 311(A) 3.15 2 
1ACO TRA 755 10.15 - 
1AEC E64 25 4.99 1 
1AHA ADE 339 16.14 - 
1AI5 MNP 1 15.81 - 
1AJ7 NPE 1 2.08 6 
1AKE AP5 215(A) / AP5 215(A) 2.48 / 2.52 1 / 1 
1AOE5 GW3 194(B) 2.13 8 
1APT IVA 4(I) to VAL 3(I) 4.75 1 
1APU5 IVA 4(I) to STA 1(I) 4.81 1 
1AQW ILG 401(H) to CYS 402(H) / ILG 301(G) 

to CYS 302(G) 
4.20 / 4.62 18 / 29 

1ASE NOP 258 0.69 3 
1ATL SLE 301(C) 1.71 5 
1AZM AZM 262 0.51 2 
1B58 LYS 1(B) to TYR 2(B) 5.39 4 
1B595 OVA 480(A) 1.65 1 
1B6N5 PI3 201 4.34 2 
1B9V RA2 468(A) 1.92 2 
1BAF NPP 250(D) 7.09 9 
1BBP BLV 500(D) 4.54 11 
1BGO I10 300 4.20 1 
1BL7 SB4 800 1.26 2 
1BLH FOS 70 1.85 1 
1BMA TFA 256(B) to MBH 258(B) 19.50 - 
1BMQ MNO 601(A) 4.12 3 
1BYB GLC 496 2.98 1 
1BYG5 STU 501 5.48 2 
1C12 TRZ 121 3.29 1 
1C1E ENH 703 0.76 1 
1C2T NHS 220 4.05 2 
1C5C TK4 001 1.97 4 
1C5X ESI 246 1.22 2 
1C83 OAI 301 12.58 - 
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Protein1 Ligand2 Distance to ASP3 Natural ASP4 

1CBS REA 200 1.26 2 
1CBX BZS 500 2.17 1 
1CDG MAL 688 / MAL 689 / MAL 690 21.91 / 18.54 / 8.01 - / - / 7 
1CF8 HAZ 800 3.08 10 
1CIL ETS 262 1.92 2 
1CIN MTS 262 1.19 1 
1CKP PVB 1 / PVB 1 4.13 / 4.36 1 / 1 
1CLE CLL 801(A) 0.46 4 
1COM PRE 229 / PRE 222 / PRE 224 / PRE 225 

/ PRE 227 / PRE 230 
0.66 / 1.80 / 1.13 / 
2.70 / 1.22 / 1.54 

6 / 1 / 7 / 4 / 5 / 8 / 
2 

1COY AND 508 1.03 2 
1CPS CPM 588 3.73 1 
1CQP5 803 301 4.07 3 
1CTR TFP 153 4.80 1 
1CTT DHZ 295 2.77 2 
1CVU ACD 701(A) / ACD 701(B) 3.08 / 27.82 2 / - 
1CX25 S58 701(A) 4.58 40 
1D0L BLG 401 2.06 3 
1D3H A26 397 4.54 7 
1D4P BPP 400 2.93 1 
1DBB STR 1 1.96 1 
1DBJ AE2 1 1.04 1 
1DBM SIH 1 3.12 1 
1DD7 1PM 601(A) 8.31 6 
1DG5 TOP 201 3.55 4 
1DHF FOL 187(A)/ FOL 187(B) 4.19 / 4.79 6 / 13 
1DID DIG 400(A) 5.52 4 
1DIE DNJ 400(A) 3.18 3 
1DMP5 450 450 0.98 1 
1DOG5 NOJ 480 1.21 1 
1DR1 BIO 198 0.74 1 
1DWB5 BEN 1 3.25 1 
1DWC MIT 1 4.76 1 
1DWD MID 1 4.64 1 
1DY9 BOC 401(E) to LEU 403(E) 3.71 4 
1EAP HEP 1 2.77 3 
1EBG5 PAH 440(B) 1.14 14 
1EED BOC 4(I) to CHS 1(I) 3.63 1 
1EI1 ANP 394 / ANP 794 1.82 / 2.27 5  / 2 
1EJN AGB 800 2.63 1 
1ELA TFA 256(B) to PRO 258(B) 18.90 - 
1ELB TFA 256(B) to LEU 258(B) 3.49 4 
1ELC TFA 256(B) to PHE 258(B) 19.70 - 
1ELD TFA 256(I) to ALA 258(I) 18.39 - 
1ELE TFA 256(I) to ALA 258(I) 18.76 - 
1EOC 4NC 999(B) 1.31 12 
1EPB REA 1 2.36 2 
1EPO5 MOR 4(I) to CHF 1(I) 4.27 1 
1ETA T44 128 19.72 - 
1ETR MQI 1(M) to ARG 2(M) 2.25 2 
1ETS5 NAS 1(N) to PAP 3(N) 3.80 6 
1ETT5 TOS 1(T) to PAP 2(T) 2.34 1 
1ETZ GAS 90 3.83 14 
1F0R 815 401 3.86 2 
1F0S PR2 401 3.79 5 
1F3D TPM 400 2.92 2 
1FAX5 DX9 1 3.56 3 
1FBL HTA 900 3.55 1 
1FEN AZE 178 3.94 1 
1FGI SU1 000 0.76 6 
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Protein1 Ligand2 Distance to ASP3 Natural ASP4 

1FIG TSA 1 1.14 1 
1FKG SB3 108 2.45 1 
1FKI SB1 108 1.74 1 
1FL3 SPB 225 3.39 3 
1FLR FLU 600 2.27 4 
1FRP FDP 1 1.64 9 
1GHB ACE 601(I) 0.81 1 
1GLP GTS 1(I) / GTS 1(J) / GTB 1(J) / GTB 

1(I) 
4.56 / 4.99 3 / 12 

1GLQ GTB 1(J) / GTB 1(I) 3.39 / 3.59 8 / 15 
1GPY G6P 998 5.15 5 
1HAK K21 901(B) 3.67 16 
1HDC CBO 301(D) 0.66 9 
1HDY PYZ 378(A) 2.06 16 
1HEF ALA 201(I) to VAL 205(I) 5.60 1 
1HFC HAP 280 2.82 1 
1HIV NOA 1(I) to ILE 4(I) 1.41 1 
1HOS PHP 400 / PHP 400 1.12 / 0.99 1 / 1 
1HPV5 478 200 0.27 1 
1HRI S57 50 3.04 4 
1HSB ALA 1(C) to VAL 2(C) 2.26 2 
1HSL HIS 239(C) 1.28 8 
1HTF5,6 G26 1 5.69 1 
1HTF5,7 G26 2 3.98 1 
1HTI PGA 549(B) 6.35 6 
1HVR5 XK2 263 2.29 1 
1HYT BZS 807 2.02 1 
1IBG5 OBN 1 3.59 1 
1ICN OLA 133 / OLA 133 / OLA 133 3.56 / 3.39 / 3.58 2 / 2 / 2 
1IDA QND 1(I) to PPL 4(I) 2.51 1 
1IGJ DGX 1(X) 3.60 2 
1IMB LIP 3(A) 1.35 1 
1IVB ST1 471 2.14 2 
1IVC ST2 471 2.14 1 
1IVD ST1 471 1.65 1 
1IVE ST3 471 3.42 2 
1IVQ QNC 1(I) to CPV 3(I) 3.22 1 
1JAO5 BTP 1(I) to ASP 2(I) 2.09 1 
1JAP5 PRO 1(I) to GLY 3(I) 8.03 2 
1KEL AAH 1 2.08 4 
1KNO PNP 553 1.92 17 
1LAH ORN 240(S) 9.13 - 
1LCP PLU 500(A) 0.61 18 
1LDM OXM 2 / OXM 3 5.20 / 9.16 1 / - 
1LIC HDS 132 4.09 1 
1LKK ACE 251(A) to ILE 255(B) 3.76 17 
1LMO NAG 130 6.76 1 
1LNA VAL 321(P) 3.30 1 
1LPM MPA 560 2.32 1 
1LST LYS 240 9.86 - 
1LYB IVA 1(I) to ALA 5(I) 4.03 6 
1LYL LYS 1(Z) 6.67 14 
1MBI5 IMD 155 5.82 1 
1MCQ ACE 0(P) to PRO 2(P) 4.46 1 
1MCR ACE 0(P) to HIS 1(P) 2.94 2 
1MDR SAA 399 2.07 2 
1ML1 PGA 600(K) 6.46 33 
1MLD CIT 375(D) 0.80 6 
1MMB5 BAT 1 2.33 1 
1MMQ RRS 1 5.56 1 
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Protein1 Ligand2 Distance to ASP3 Natural ASP4 

1MNC5 PLH 280 2.65 1 
1MRG ADN 300 4.69 3 
1MRK FMC 300 3.60 2 
1MTS BX3 999 3.89 1 
1MTW5 DX9 999 3.84 1 
1MUP TZL 167 0.27 1 
1NCO CHR 1(B) 5.93 2 
1NGP NPA 302 1.45 6 
1NIS NTC 755 3.83 12 
1NSD5 DAN 467(A) 2.63 4 
1OKL5 MNS 862 5.13 2 
1OKM5 SAB 555 1.94 2 
1PBD PAB 396 1.36 12 
1PDZ PGA 439 1.58 5 
1PGP5 6PG 502 15.31 - 
1PHA PFZ 422 4.27 1 
1PHD PIM 422 3.09 1 
1PHF5 PIM 422 2.55 1 
1PHG MYT 422 2.84 1 
1POC GEL 420 3.51 2 
1PPC5 NAS 1(I) to APH 3(I) 4.76 1 
1PPH5 TOS 1(I) to APM 2(I) 2.64 1 
1PPI GLC 990 to DAF 992 2.34 1 
1PPL IVA 324(I) to PLE 327(I) 4.28 2 
1PSO IVA 1(I) to ALA 5(I) 1.94 1 
1PTV TYR 301(B) 23.16 - 
1QBR5 638 638 1.63 1 
1QBT5 146 300 1.67 1 
1QBU5 846 300 1.92 1 
1QCF PP1 532 3.99 4 
1QH75 XYP 001 1.14 4 
1QL7 ZEN 999(A) 3.81 1 
1QPE PP2 904 3.35 1 
1QPQ NTM 901 / NTM 902 / NTM 903 / NTM 

904 / NTM 905 / NTM 906 
1.21 / 15.47 / 49.27 

/ 31.70 / 46.43 / 
57.99 

1 / - / - / - / - / - 

1RBP5 RTL 1 3.07 1 
1RDS GPC 106 / GPC 106 5.03 / 4.86 1 / 1 
1RNE C60 350 4.03 1 
1RNT 2GP 105 16.36 - 
1ROB C2P 126 2.55 2 
1RT2 TNK 999 1.44 13 
1SLN5 INH 256 2.16 2 
1SLT NAG 401 24.97 - 
1SNC PTP 143 2.20 1 
1SRF MTB 300(A) 2.91 1 
1SRG MHB 300(A) 2.90 1 
1SRH MOB 300(A) 2.47 1 
1SRJ NAB 142(A) 2.83 1 
1STP BTN 300 1.05 1 
1TDB UFP 529 6.07 3 
1TKA N3T 681(A) 3.46 12 
1TLP5 RHA 1(I) to LEU 2(I) 4.62 3 
1TMN CLT 1(I) to LEU 2(I) 4.02 1 
1TNG AMC 900 1.17 1 
1TNH5 FBA 900 0.79 1 
1TNI PBN 900 2.00 1 
1TNL TPA 900 3.34 1 
1TPH PGH 250(1) 0.70 4 
1TPP APA 1 1.79 1 
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1TRK TPP 682(A) 2.91 6 
1TYL TYL 100 14.19 - 
1UKZ AMP 206 3.10 1 
1ULB GUN 290 3.04 1 
1UVS5 I11 11 4.90 2 
1UVT5 I48 1 4.40 2 
1VGC V36 195 1.68 1 
1VRH SD8 61 4.31 2 
1WAP LTR 81(V) 1.79 12 
1XID ASC 389 2.35 4 
1XIE ASO 389 4.46 1 
1XKB 4PP 998 3.51 13 
1YDR IQP 1 3.26 1 
1YDS IQS 1 1.82 3 
1YDT IQB 1 0.59 2 
1YEE PNB 551 2.43 1 
25C8 GEP 1 5.74 4 
2AAD 2GP 105(A) 1.27 3 
2ACK5 EDR 999 2.03 3 
2ADA HPR 353 2.60 6 
2AK3 AMP 226(A) 2.53 2 
2CGR GAS 1(P) 1.99 6 
2CHT BAR 212 / BAR 202 / BAR 204 / BAR 

205 / BAR 207 / BAR 208 / BAR 210 / 
BAR 211 

0.98 / 0.59 / 0.57 / 
2.36 / 2.23 / 3.15 / 

1.95 

4 / 6 / 2 / 3 / 8 / 9 / 
13 / 19 

2CMD CIT 313 1.73 1 
2CPP5 CAM 422 3.46 1 
2CTC LOF 309 0.68 1 
2DBL S5H 1 3.66 1 
2ER7 BOC 1(I) to ILE 7(I) 4.29 1 
2FOX FMN 139 2.54 1 
2GBP GLC 310 0.74 1 
2H4N5 AZM 264 1.03 1 
2IFB5 PLM 133 1.95 1 
2LGS GLU 471(B) 0.60 4 
2MCP PC 1(H) 1.37 4 
2MIP5 PHE 1(H) to ILE 6(H) 15.38 - 
2MIP6 PHE 1(H) to ILE 6(H) 15.38 - 
2PCP 1PC 1 2.06 2 
2PHH PHB 396 1.46 4 
2PK4 ACA 100 21.51 - 
2PLV SPH 0 3.55 6 
2QWK G39 800 1.84 1 
2R045 W71 900 5.19 3 
2R07 W33 900 2.16 3 
2SIM DAN 800 2.80 2 
2TMN5 PHO 1(I) to LEU 2(I) 2.13 1 
2TSC5 CB3 2(B) 5.30 2 
2YHX OTG 1 2.32 1 
2YPI5 PGA 249(A) 5.75 9 
3CLA CLM 221 11.94 - 
3CPA GLY 1(S) 1.83 1 
3ERD5 DES 600 0.92 1 
3ERT OHT 600 2.02 1 
3GCH CIN 246 0.89 1 
3GPB5 G1P 900 0.77 3 
3HVT NEV 1 1.13 6 
3MTH5 MPB 200 13.79 - 
3NOS HAR 512 4.17 2 
3PGH FLP 701(D) 3.17 9 
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Protein1 Ligand2 Distance to ASP3 Natural ASP4 

3PTB BEN 1 0.73 1 
3TPI ILE 16(S) 2.20 1 
4AAH PQQ 701(A) 3.04 16 
4COX IMN 701(D) 1.38 10 
4CTS OAA 1(A) 0.72 13 
4DFR MTX 1(A) 6.87 1 
4ER2 IVA 1(I) to ALA 5(I) 4.37 2 
4EST ACE 1(I) to VAL 4(I) 21.41 - 
4FAB FDS 218(H) 4.36 2 
4FBP AMP 338(D) 10.53 - 
4LBD 961 1 3.85 4 
4PHV VAC 1(I) 2.10 1 
4TPI5 VAL 16(S) 2.65 1 
5ABP5,6 GLA 307 0.68 3 
5ABP5,7 GLB 308 0.74 3 
5CPP5 ADN 422 0.55 1 
5ER1 LOL 1(I) to PHE 5(I) 3.02 1 
5P2P DHG 126(A) 5.09 1 
6ABP ARA 1 0.71 2 
6CPA5 ZAF 1 2.88 4 
6RNT 2AM 105 6.96 1 
6RSA UVC 1 0.52 2 
7CPA5 FVF 309 3.11 3 
7TIM PGH 249(A) 6.41 7 
8GCH GLY 250(C) to ALA 251(C) 1.28 1 
List of found ligand extracts and, if one exists, their natural ASPs. 1The four character PDB code of the 
protein. 2 A ligand is denoted by the residue name, the residue sequence number and the chain identifier 
(if one exists). If a ligand consists of several residues only the first and the last are shown, separated by 
the word “to”. Several extracts are separated by a slash. 3The smallest distance from an extract centre to 
an ASPs, measured in Ångstroms. Several extracts are separated by a slash. 4The index of the natural 
ASP if one is found, i,e. the smallest distance from the extract to the ASP is less than 8.5 Ångstroms. If 
the natural ASP is not found it is marked by a dash. Several extracts are separated by a slash. 5The 
atom coordinates were extracted directly from the CCDC/Astex file. 6The first ligand. 7The second 
ligand.  
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Appendix B – mixed set 
Table 17 depicts the proteins and the ligands in the mixed set. The size of the original 
ligand and the ligand used in the mixed set is also included. 

Table 17 - Complexes in the mixed set 

Protein1 Ligand2 Size of natural ligand3 Size of new ligand4 Ratio 
1A07 6ABP 34 10 3.40 
1A0Q 1JAP 23 21 1.10 
1A4G 1DBB 23 23 1.00 
1A4K 1XKB 31 29 1.07 
1A6W 1IVD 17 17 1.00 
1AEC 1MLD 26 13 2.00 
1AI5 2MIP6 13 54 0.24 
1AQW 1SRF 22 22 1.00 
1ASE 1BMQ 17 39 0.44 
1B9V 1AEC 25 26 0.96 
1BAF 1LDM 28 6 4.67 
1BGO 1MTW 35 33 1.06 
1BMQ 1C83 39 18 2.17 
1BYB 1IVE 45 14 3.21 
1C5X 2H4N 13 13 1.00 
1C83 2ADA 18 19 0.95 
1CBS 2MCP 22 11 2.00 
1CDG 1A4G 23 23 1.00 
1CF8 1TNL 33 10 3.30 
1CIL 1CIN 19 18 1.06 
1CIN 3CPA 18 17 1.06 
1CLE 4PHV 47 46 1.02 
1CPS 1WAP 16 15 1.07 
1CTT 1EPO 16 46 0.35 
1CVU 1RBP 22 21 1.05 
1CX2 1TNG 26 8 3.25 
1D3H 1PDZ 19 9 2.11 
1DBB 1HOS 23 55 0.42 
1DG5 1A4G 21 23 0.91 
1DID 1HTF5 11 41 0.27 
1DMP 1DY9 40 36 1.11 
1DY9 1MTW 36 33 1.09 
1EJN 1A4G 25 23 1.09 
1ELA 1WAP 32 15 2.13 
1ELD 1A4K 33 31 1.06 
1EPO 1CLE 46 47 0.98 
1ETZ 1C5X 29 13 2.23 
1FIG 1HTF5 16 41 0.39 
1FKI 3ERT 31 29 1.07 
1HDC 5ER1 41 37 1.11 
1HOS 2MIP6 55 54 1.02 
1HTF 1DMP 41 40 1.03 
1ICN 2PCP 20 18 1.11 
1IDA 2MIP6 52 54 0.96 
1IVB 1HTF5 17 41 0.41 
1IVC 1ELD 15 33 0.45 
1IVD 1A07 17 34 0.50 
1IVE 2H4N 14 13 1.08 
1JAO 1UKZ 22 23 0.96 
1JAP 3ERD 21 20 1.05 
1LDM 6RSA 6 21 0.29 
1LYB 1IVD 48 17 2.82 
1MCR 2ADA 21 19 1.11 
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Protein1 Ligand2 Size of natural ligand3 Size of new ligand4 Ratio 
1MDR 1QPQ 12 12 1.00 
1MLD 1LDM 13 6 2.17 
1MMB 1ELA 32 32 1.00 
1MNC 1A4G 25 23 1.09 
1MRK 1BMQ 19 39 0.49 
1MTW 1CTT 33 16 2.06 
1PDZ 6RNT 9 23 0.39 
1QPQ 1DMP 12 40 0.30 
1RBP 1JAP 21 21 1.00 
1SLT 1AEC 26 26 1.00 
1SNC 1B9V 25 25 1.00 
1SRF 1RBP 22 21 1.05 
1STP 1CF8 16 33 0.48 
1TLP 1IVE 37 14 2.64 
1TNG 1A4K 8 31 0.26 
1TNL 5CPP 10 11 0.91 
1TYL 1HOS 11 55 0.20 
1UKZ 1JAO 23 22 1.05 
1VRH 1CX2 26 26 1.00 
1WAP 1IVE 15 14 1.07 
1XKB 5CPP 29 11 2.64 
1YEE 5ABP5 24 12 2.00 
25C8 1JAO 24 22 1.09 
2AAD 1TNL 24 10 2.40 
2ADA 7CPA 19 41 0.46 
2CGR 1TNG 29 8 3.63 
2CHT 2MIP6 16 54 0.30 
2DBL 1MMB 30 32 0.94 
2H4N 1LDM 13 6 2.17 
2MCP 1MDR 11 12 0.92 
2MIP 1HOS 54 55 0.98 
2PCP 1DMP 18 40 0.45 
2PLV 1CBS 21 22 0.95 
2R07 1HOS 24 55 0.44 
2SIM 1JAO 20 22 0.91 
2TSC 1CPS 35 16 2.19 
3CPA 1HDC 17 41 0.41 
3ERD 1DMP 20 40 0.50 
3ERT 1A4K 29 31 0.94 
3HVT 1BYB 20 45 0.44 
4LBD 5CPP 29 11 2.64 
4PHV 1LYB 46 48 0.96 
5ABP 6CPA 12 33 0.36 
5CPP 1TNL 11 10 1.10 
5ER1 1TNL 37 10 3.70 
6ABP 1A07 10 34 0.29 
6CPA 1CF8 33 33 1.00 
6RNT 4PHV 23 46 0.50 
6RSA 1EPO 21 46 0.46 
7CPA 2MCP 41 11 3.73 
Complexes in the mixed set. 1Four character PDB code of the protein. 2Four character PDB code of the 
protein where the ligand was taken from. 3The size is taken as the number of heavy atoms. 4With the 
new ligand, the ligand used in the mixed set is meant; the size is taken as the number of heavy atoms. 
5The first ligand is used. 6The second ligand is used. 
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Appendix C – detailed results 
Table 18 shows selected details of the results presented in Chapter 5. The RMSD, the 
ranking, and statistics of the score differences are presented. 

Table 18 - Detailed results 
Code1 RMSD2 Ranking3 µ of score 

difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

1A07 - - 89.64 22.54 105.58 105.58 
1A0Q 5.10 8, 6, 1, 3 (8) 48.76 43.90 142.48 48.18 
1A1B 12.96 4, 4, 1, 3 (4) 76.84 56.53 135.53 72.24 
1A1E 6.44 3, 2, 3, 3 (3) 145.15 60.18 187.70 187.70 
1A28 6.12 12, 13, 11, 11 (15) 40.82 34.90 114.23 105.14 
1A42 8.93 2, 1, 1, 1 (5) 125.58 122.10 296.57 296.57 
1A4G 6.16 5, 6, 11, 5 (16) 38.67 45.96 165.86 100.37 
1A4K 6.90 1, 6, 6, 5 (19) 27.31 31.21 102.89 82.99 
1A4Q 8.01 7, 5, 12, 8 (16) 37.78 38.20 146.49 73.47 
1A6W - - 254.48 67.64 302.31 206.64 
1A9U 4.61 4, 7, 1, 1 (12) 37.21 47.96 145.94 63.77 
1AAQ 8.43 1, 1, 1, 1 (1) - - - - 
1ABE8 3.89 3, 2, 3, 4 (4) 51.25 43.25 95.75 48.62 
1ABE9 4.11 3, 2, 3, 3 (4) 59.96 45.12 111.77 111.77 
1ABF8 5.29 3, 1, 2, 2 (3) 122.00 143.02 223.13 20.88 
1ABF9 4.91 3, 2, 2, 2 (3) 129.35 33.84 153.28 153.28 
1ACJ 5.09 1, 1, 1, 1 (10) 61.27 54.06 186.30 186.30 
1ACL 5.35 2, 1, 1, 1 (6) 100.22 62.63 197.65 197.65 
1ACM 4.44 9, 3, 13, 8 (14) 37.46 35.37 130.13 130.13 
1ACO - - 33.82 71.50 293.38 293.38 
1AEC 5.62 1, 1, 1, 1 (3) 281.19 98.60 350.91 211.47 
1AHA - - 200.69 188.87 418.78 92.22 
1AI5 - - 34.79 51.02 198.22 198.22 
1AJ7 7.70 1, 6, 1, 1 (10) 64.24 35.29 129.54 83.08 
1AKE 10.80 4, 6, 2, 2 (12) 43.37 49.52 154.69 96.16 
1AOE 4.04 1, 1, 3, 1 (15) 42.94 31.93 93.03 86.95 
1APT 9.53 1, 1, 4, 2 (4) 143.79 38.55 180.62 147.03 
1APU 9.19 3, 3, 3, 3 (3) 176.48 98.05 245.81 107.14 
1AQW 6.13 18, 6, 17, 13 (29) 17.81 21.42 108.68 108.68 
1ASE 5.32 8, 7, 5, 6 (8) 45.13 65.32 156.45 9.60 
1ATL 5.75 5, 6, 5, 5 (6) 115.96 101.28 270.24 146.04 
1AZM 3.91 2, 2, 1, 1 (7) 84.32 70.30 217.44 217.44 
1B58 7.05 1, 1, 1, 1 (13) 51.08 68.21 252.48 252.48 
1B59 3.54 1, 1, 1, 1 (4) 258.64 204.62 387.49 365.72 
1B6N 4.90 1, 1, 1, 1 (5) 144.60 124.45 310.27 133.15 
1B9V 4.82 7, 4, 6, 5 (8) 82.35 49.75 147.26 79.52 
1BAF 10.23 1, 3, 1, 1 (11) 60.48 43.72 142.02 88.11 
1BBP 5.93 4, 10, 9, 10 (28) 18.44 19.15 68.05 57.12 
1BGO 5.22 2, 2, 1, 2 (5) 123.79 146.30 342.28 61.08 
1BL7 5.90 4, 3, 3, 2 (11) 52.17 35.08 103.01 79.08 
1BLH 3.80 1, 1, 3, 3 (3) 72.44 77.21 127.03 17.84 
1BMA - - 99.50 76.82 161.94 161.94 
1BMQ 8.21 1, 1, 1, 1 (4) 178.79 140.35 328.58 328.58 
1BYB 7.40 4, 3, 2, 2 (10) 55.49 84.34 266.34 266.34 
1BYG 6.08 3, 3, 2, 2 (3) 87.62 103.13 160.54 160.54 
1C12 4.61 7, 3, 1, 1 (9) 84.27 65.93 201.36 137.80 
1C1E 5.09 3, 2, 5, 4 (8) 65.25 65.44 165.80 136.50 
1C2T 7.80 1, 1, 3, 1 (11) 52.57 29.17 90.62 86.94 
1C5C 5.22 3, 5, 1, 1 (12) 37.86 40.00 136.82 136.82 
1C5X 3.68 17, 1, 1, 1 (42) 11.83 29.98 193.86 193.86 
1C83 - - 71.99 39.95 117.56 86.72 
1CBS 8.05 1, 2, 2, 2 (2) 118.68 N/A 118.68 N/A 
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Code1 RMSD2 Ranking3 µ of score 
difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

1CBX 3.88 2, 2, 1, 2 (3) 279.54 187.33 412.01 147.08 
1CDG 7.80 1, 2, 1, 2 (11) 61.15 75.65 233.65 129.34 
1CF8 6.58 4, 4, 1, 1 (10) 42.54 43.87 122.54 85.06 
1CIL 5.71 1, 1, 1, 1 (5) 151.86 160.44 386.49 386.49 
1CIN 6.07 4, 6, 1, 1 (6) 48.45 26.86 72.53 71.37 
1CKP 7.62 2, 2, 1, 2 (7) 82.31 120.91 318.51 97.23 
1CLE 17.47 6, 3, 2, 2 (14) 48.14 48.16 173.36 82.08 
1COM 3.66 11, 7, 13, 11 (36) 13.16 15.30 61.11 46.63 
1COY 4.52 4, 4, 4, 4 (8) 93.68 56.82 170.29 128.99 
1CPS 3.43 2, 1, 1, 1 (3) 183.18 15.29 194.00 194.00 
1CQP 7.10 3, 4, 2, 2 (7) 79.97 44.52 146.69 59.40 
1CTR 8.71 1, 1, 1, 1 (2) 400.08 N/A 400.08 N/A 
1CTT 3.20 2, 1, 2, 2 (4) 163.28 98.94 244.65 192.05 
1CVU 8.30 4, 1, 2, 2 (17) 37.78 39.17 125.01 70.63 
1CX2 6.74 78, 80, 87, 84 (88) 5.33 6.21 34.15 23.07 
1D0L 5.95 2, 1, 1, 1 (6) 104.60 83.85 195.45 167.13 
1D3H 4.29 2, 1, 2, 1 (10) 51.44 39.76 114.04 101.26 
1D4P 5.40 2, 2, 1, 2 (5) 78.17 109.86 239.86 52.45 
1DBB 5.24 6, 6, 4, 4 (8) 60.45 81.45 193.31 163.53 
1DBJ 6.40 3, 3, 3, 3 (9) 84.81 67.90 216.92 124.46 
1DBM 5.31 5, 5, 4, 4 (11) 63.09 65.48 206.07 206.07 
1DD7 11.78 1, 1, 1, 1 (6) 122.82 90.99 229.92 229.92 
1DG5 5.29 1, 2, 1, 1 (5) 128.45 54.56 179.31 154.03 
1DHF 6.87 1, 1, 5, 3 (13) 37.64 32.95 113.95 61.03 
1DID 5.88 9, 1, 26, 10 (26) 16.94 20.27 89.84 89.84 
1DIE 3.92 11, 7, 25, 15 (26) 18.52 29.75 123.50 97.92 
1DMP 6.94 1, 1, 1, 1 (1) - - - - 
1DOG 4.50 1, 2, 3, 1 (3) 63.56 83.65 122.71 4.41 
1DR1 4.67 3, 2, 1, 2 (7) 89.17 88.92 254.44 112.63 
1DWB 7.20 2, 2, 5, 4 (8) 67.99 100.81 284.72 284.72 
1DWC 6.29 4, 4, 3, 3 (7) 107.10 89.19 243.14 155.83 
1DWD 8.20 5, 5, 7, 5 (7) 92.43 83.87 206.43 206.43 
1DY9 12.33 4, 4, 5, 5 (5) 112.44 38.97 147.90 131.29 
1EAP 2.69 1, 3, 1, 1 (11) 72.90 55.53 177.23 145.29 
1EBG 4.03 3, 3, 15, 11 (17) 28.28 24.48 80.89 49.75 
1EED 11.62 2, 2, 2, 2 (3) 99.84 15.44 110.76 110.76 
1EI1 4.96 8, 10, 2, 4 (17) 34.85 31.93 113.89 62.72 
1EJN 5.65 2, 2, 1, 2 (2) 110.71 N/A 110.71 N/A 
1ELA - - 96.38 65.19 169.80 129.81 
1ELB 7.65 1, 2, 2, 1 (4) 54.22 50.05 111.95 27.61 
1ELC - - 80.12 0.63 80.57 79.68 
1ELD - - 31.97 N/A 31.97 N/A 
1ELE - - 77.81 N/A 77.81 N/A 
1EOC 5.02 8, 3, 2, 2 (15) 30.78 34.14 120.08 79.84 
1EPB 6.59 2, 6, 7, 3 (11) 13.08 12.76 33.32 33.09 
1EPO 9.09 1, 1, 2, 1 (2) 22.72 N/A 22.72 N/A 
1ETA - - 128.86 190.75 413.38 413.38 
1ETR 5.77 2, 1, 1, 1 (5) 134.92 42.05 189.11 130.12 
1ETS 8.16 3, 3, 1, 2 (7) 95.34 84.53 246.87 137.47 
1ETT 2.13 8, 6, 1, 4 (10) 54.32 44.19 122.06 53.10 
1ETZ 7.67 1, 8, 1, 2 (22) 24.11 25.61 94.03 54.15 
1F0R 7.02 4, 4, 4, 4 (6) 109.94 50.67 182.04 132.79 
1F0S 5.95 3, 5, 4, 4 (9) 54.68 38.67 102.90 102.90 
1F3D 6.96 16, 13, 4, 6 (25) 28.52 46.55 218.02 218.02 
1FAX 6.86 4, 5, 4, 5 (9) 70.72 45.16 140.25 99.71 
1FBL 6.74 5, 6, 3, 3 (7) 91.79 79.71 217.65 58.91 
1FEN 6.43 3, 3, 1, 3 (4) 95.26 109.90 220.87 16.80 
1FGI 5.29 6, 1, 6, 3 (16) 33.31 32.05 99.38 61.76 
1FIG 5.54 3, 2, 4, 3 (6) 73.59 80.52 195.80 108.78 
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Code1 RMSD2 Ranking3 µ of score 
difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

1FKG 6.88 1, 1, 1, 1 (1) - - - - 
1FKI 4.31 4, 1, 1, 1 (5) 159.41 138.58 352.87 101.90 
1FL3 8.38 1, 12, 4, 5 (22) 26.10 20.70 75.55 75.55 
1FLR 4.03 1, 2, 7, 3 (10) 62.97 39.34 133.09 105.03 
1FRP 6.49 4, 4, 3, 3 (12) 43.76 47.54 169.75 69.04 
1GHB 4.14 3, 3, 3, 3 (3) 258.60 85.68 319.18 319.18 
1GLP 7.29 3, 3, 1, 1 (19) 31.77 39.21 158.94 158.94 
1GLQ 6.58 7, 6, 3, 4 (19) 31.16 29.23 89.94 83.52 
1GPY 5.60 13, 4, 7, 6 (17) 33.69 41.22 176.17 176.17 
1HAK 7.41 3, 2, 2, 2 (16) 40.72 44.46 174.53 174.53 
1HDC 8.10 11, 18, 16, 17 (35) 11.65 13.00 55.00 43.97 
1HDY 4.18 3, 15, 17, 18 (20) 24.79 40.37 175.90 175.90 
1HEF 9.10 1, 2, 2, 2 (2) 169.32 N/A 169.32 N/A 
1HFC 7.13 2, 2, 2, 2 (3) 216.54 136.61 313.14 313.14 
1HIV 6.93 2, 2, 1, 2 (2) 120.13 N/A 120.13 N/A 
1HOS 6.02 1, 1, 1, 1 (1) - - - - 
1HPV 2.63 1, 1, 1, 1 (1) - - - - 
1HRI 7.29 2, 2, 2, 2 (5) 150.17 138.52 352.15 128.75 
1HSB 5.07 7, 7, 4, 4 (10) 71.94 62.23 155.17 119.60 
1HSL 5.35 10, 12, 13, 12 (13) 50.71 30.90 102.35 89.14 
1HTF8 7.19 1, 1, 1, 1 (1) - - - - 
1HTF9 7.14 1, 1, 1, 1 (1) - - - - 
1HTI 6.52 6, 3, 2, 2 (8) 54.98 66.88 187.57 48.55 
1HVR 1.60 2, 2, 2, 2 (2) 226.20 N/A 226.20 N/A 
1HYT 4.23 2, 2, 4, 3 (4) 64.90 38.30 101.51 101.51 
1IBG 9.15 7, 8, 6, 7 (9) 56.34 75.62 239.87 59.97 
1ICN 7.23 1, 2, 2, 2 (3) 140.14 62.37 184.24 96.04 
1IDA 7.72 2, 2, 1, 1 (3) 223.46 89.89 287.02 159.89 
1IGJ 11.83 3, 3, 7, 5 (15) 30.16 24.38 77.93 77.93 
1IMB 5.83 5, 6, 6, 6 (12) 35.59 30.09 92.67 70.97 
1IVB 5.47 7, 6, 8, 7 (10) 53.48 78.60 256.78 67.31 
1IVC 6.36 3, 2, 5, 2 (8) 80.67 97.51 230.23 230.23 
1IVD 7.33 3, 3, 6, 5 (6) 66.41 64.49 170.10 83.97 
1IVE 2.83 3, 1, 6, 4 (6) 74.13 79.72 210.45 210.45 
1IVQ 7.66 1, 1, 1, 1 (2) 613.97 N/A 613.97 N/A 
1JAO 5.99 1, 1, 1, 1 (3) 97.78 82.88 156.38 156.38 
1JAP 10.72 2, 2, 3, 2 (3) 43.06 19.32 56.71 56.71 
1KEL 5.27 7, 5, 3, 4 (10) 74.73 53.54 191.69 99.40 
1KNO 5.86 6, 7, 2, 1 (34) 14.04 12.74 54.60 28.41 
1LAH - - 84.22 3.36 86.59 86.59 
1LCP 5.57 2, 9, 11, 10 (21) 26.70 32.27 135.77 135.77 
1LDM 6.15 4, 4, 2, 3 (5) 112.37 126.50 253.38 184.97 
1LIC 5.92 2, 2, 1, 1 (2) 88.10 N/A 88.10 N/A 
1LKK 8.83 12, 7, 2, 2 (21) 23.43 20.97 84.05 84.05 
1LMO 9.39 1, 1, 1, 1 (1) - - - - 
1LNA 6.34 2, 3, 3, 3 (3) 193.21 225.40 352.59 352.59 
1LPM 4.81 2, 1, 3, 1 (6) 97.00 87.21 232.09 133.24 
1LST - - 84.51 26.23 103.06 103.06 
1LYB 8.77 3, 4, 1, 3 (8) 46.61 33.66 99.65 66.98 
1LYL 5.57 6, 3, 13, 7 (37) 15.27 16.59 67.95 48.03 
1MBI 8.05 2, 2, 2, 2 (2) 454.00 N/A 454.00 N/A 
1MCQ 6.21 14, 7, 3, 5 (16) 33.17 27.14 88.47 48.25 
1MCR 4.05 7, 2, 3, 2 (9) 66.25 73.24 219.18 219.18 
1MDR 3.23 2, 1, 2, 2 (2) 68.28 N/A 68.28 N/A 
1ML1 5.77 15, 14, 25, 19 (43) 11.09 14.67 76.39 76.39 
1MLD 7.15 18, 6, 13, 8 (25) 18.86 40.59 203.57 203.57 
1MMB 6.11 3, 2, 3, 3 (4) 62.04 63.13 134.72 30.54 
1MMQ 9.15 1, 1, 1, 1 (2) 341.28 N/A 341.28 N/A 
1MNC 4.99 2, 2, 3, 3 (4) 145.78 171.08 337.77 90.07 
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Code1 RMSD2 Ranking3 µ of score 
difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

1MRG 3.59 2, 2, 2, 2 (3) 161.80 130.42 254.02 69.58 
1MRK 4.48 1, 1, 2, 1 (4) 190.33 102.19 296.69 181.40 
1MTS 9.10 2, 2, 2, 2 (2) 223.00 N/A 223.00 N/A 
1MTW 10.29 1, 1, 1, 1 (2) 579.74 N/A 579.74 N/A 
1MUP 4.27 2, 2, 1, 1 (3) 168.51 121.90 254.71 82.31 
1NCO 7.43 1, 3, 2, 2 (3) 141.21 127.87 231.63 50.80 
1NGP 4.79 1, 6, 6, 6 (6) 100.59 53.11 169.04 87.37 
1NIS 6.46 3, 4, 12, 6 (20) 29.36 46.89 194.97 91.45 
1NSD 6.42 6, 6, 14, 12 (15) 33.53 33.27 105.81 105.81 
1OKL 6.56 1, 2, 1, 1 (5) 115.03 88.22 226.44 132.25 
1OKM 4.57 4, 2, 1, 1 (5) 119.88 98.30 254.55 254.55 
1PBD 3.58 4, 3, 3, 3 (13) 39.46 38.85 102.63 88.01 
1PDZ 3.96 3, 1, 7, 6 (7) 31.17 41.78 111.65 35.07 
1PGP - - 74.08 68.74 188.81 188.81 
1PHA 4.59 4, 2, 2, 2 (6) 125.64 51.77 199.70 144.74 
1PHD 4.39 5, 2, 3, 4 (9) 59.73 49.05 135.86 126.55 
1PHF 4.96 2, 1, 2, 2 (7) 82.16 109.49 293.69 105.77 
1PHG 6.64 5, 4, 1, 1 (7) 65.40 49.90 122.55 39.88 
1POC 6.94 1, 1, 2, 2 (5) 122.35 163.39 365.97 66.45 
1PPC 8.26 2, 2, 2, 2 (2) 262.62 N/A 262.62 N/A 
1PPH 6.58 2, 2, 2, 2 (2) 165.73 N/A 165.73 N/A 
1PPI 5.27 3, 1, 7, 2 (9) 59.62 42.62 130.86 87.50 
1PPL 6.72 2, 1, 1, 1 (4) 241.01 126.08 342.18 342.18 
1PSO 10.17 1, 2, 1, 1 (4) 142.46 122.47 282.26 91.07 
1PTV - - 140.76 N/A 140.76 N/A 
1QBR 5.98 2, 2, 1, 2 (2) 71.92 N/A 71.92 N/A 
1QBT 2.46 2, 2, 1, 1 (2) 83.99 N/A 83.99 N/A 
1QBU 3.03 1, 2, 1, 1 (3) 341.28 357.15 593.83 88.74 
1QCF 6.63 4, 3, 1, 2 (9) 77.31 55.39 179.89 75.38 
1QH7 7.64 1, 2, 4, 2 (5) 71.12 36.27 124.32 61.71 
1QL7 7.45 1, 1, 1, 1 (2) 501.01 N/A 501.01 N/A 
1QPE 6.17 3, 4, 1, 2 (6) 99.09 93.36 208.57 102.98 
1QPQ 4.68 2, 2, 2, 2 (5) 124.34 82.55 186.02 134.78 
1RBP 8.00 1, 1, 1, 1 (4) 132.88 108.20 239.21 136.51 
1RDS 9.02 1, 1, 1, 1 (3) 346.42 295.47 555.35 137.49 
1RNE 20.24 6, 6, 3, 4 (6) 115.41 57.44 195.72 195.72 
1RNT - - - - - - 
1ROB 5.02 1, 1, 1, 1 (2) 190.18 N/A 190.18 N/A 
1RT2 3.60 23, 2, 7, 6 (38) 12.53 13.46 51.41 51.41 
1SLN 5.86 3, 3, 3, 3 (3) 159.14 8.06 164.84 153.44 
1SLT - - 424.38 N/A 424.38 N/A 
1SNC 6.23 2, 2, 1, 1 (2) 213.03 N/A 213.03 N/A 
1SRF 6.56 2, 2, 2, 2 (6) 107.28 120.75 301.68 147.56 
1SRG 5.71 3, 2, 1, 1 (6) 100.71 68.49 207.47 119.48 
1SRH 4.97 4, 2, 1, 1 (4) 126.88 47.08 179.50 112.38 
1SRJ 6.14 1, 3, 5, 3 (5) 149.82 73.72 213.75 213.75 
1STP 6.09 1, 1, 1, 1 (2) 556.58 N/A 556.58 N/A 
1TDB 8.48 2, 1, 1, 1 (6) 111.23 72.78 218.31 218.31 
1TKA 2.04 31, 24, 13, 18 (48) 11.84 15.59 88.75 55.48 
1TLP 4.59 4, 4, 4, 4 (7) 88.70 100.39 283.05 51.58 
1TMN 7.69 4, 3, 4, 4 (6) 90.29 101.61 241.77 241.77 
1TNG 3.56 1, 2, 1, 1 (2) 320.55 N/A 320.55 N/A 
1TNH 4.90 1, 1, 1, 1 (2) 322.69 N/A 322.69 N/A 
1TNI 5.53 1, 1, 1, 1 (2) 631.45 N/A 631.45 N/A 
1TNL 7.31 1, 1, 1, 1 (2) 601.95 N/A 601.95 N/A 
1TPH 5.45 1, 1, 1, 1 (4) 191.00 115.89 314.26 174.48 
1TPP 4.61 1, 1, 2, 1 (2) 92.66 N/A 92.66 N/A 
1TRK 2.27 31, 18, 12, 19 (41) 15.42 24.95 134.47 134.47 
1TYL - - 234.52 N/A 234.52 N/A 
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Code1 RMSD2 Ranking3 µ of score 
difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

1UKZ 3.67 2, 1, 2, 2 (2) 105.34 N/A 105.34 N/A 
1ULB 4.51 3, 2, 1, 2 (3) 114.35 86.18 175.29 53.41 
1UVS 7.32 2, 3, 3, 3 (5) 163.64 114.68 263.14 262.66 
1UVT 6.43 2, 1, 1, 1 (5) 109.08 80.98 192.63 192.63 
1VGC 4.12 2, 2, 1, 1 (2) 220.18 N/A 220.18 N/A 
1VRH 6.72 1, 1, 2, 1 (4) 183.86 143.78 289.85 241.54 
1WAP 5.83 24, 8, 14, 11 (37) 10.37 10.87 45.97 22.99 
1XID 2.87 5, 1, 5, 3 (8) 65.02 50.65 141.16 141.16 
1XIE 6.64 3, 2, 2, 2 (7) 84.76 73.49 195.90 140.90 
1XKB 6.52 6, 9, 4, 6 (16) 38.26 35.16 127.25 127.25 
1YDR 7.90 1, 1, 1, 1 (11) 56.89 65.70 210.06 122.44 
1YDS 3.19 4, 2, 3, 2 (10) 54.29 54.89 158.63 124.20 
1YDT 4.51 6, 5, 1, 3 (10) 57.92 63.60 172.40 172.40 
1YEE 8.40 1, 3, 1, 1 (8) 82.52 64.90 179.38 179.38 
25C8 8.16 10, 7, 7, 9 (14) 49.16 44.23 151.61 151.61 
2AAD 5.13 2, 3, 3, 3 (3) 83.84 44.01 114.96 114.96 
2ACK 9.12 1, 2, 1, 1 (8) 69.71 70.49 174.12 125.55 
2ADA 5.73 1, 1, 1, 1 (6) 81.43 72.13 191.41 191.41 
2AK3 6.10 3, 3, 2, 3 (5) 129.37 53.27 192.69 87.72 
2CGR 6.04 4, 4, 2, 3 (8) 65.68 67.85 175.53 107.98 
2CHT 3.56 1, 4, 2, 2 (28) 21.48 34.32 145.26 60.85 
2CMD 6.23 1, 2, 2, 2 (2) 147.00 N/A 147.00 N/A 
2CPP 6.80 3, 1, 2, 1 (9) 60.83 67.53 188.27 146.24 
2CTC 2.25 1, 1, 2, 1 (3) 232.15 85.57 292.66 292.66 
2DBL 6.81 2, 4, 2, 3 (8) 74.62 78.33 226.73 81.06 
2ER7 18.03 1, 1, 2, 1 (2) 74.85 N/A 74.85 N/A 
2FOX 5.53 1, 1, 1, 1 (2) 508.96 N/A 508.96 N/A 
2GBP 3.11 4, 4, 3, 4 (5) 170.17 123.20 339.15 339.15 
2H4N 3.38 2, 1, 1, 1 (4) 147.84 248.40 434.64 434.64 
2IFB 6.93 2, 1, 1, 1 (3) 287.54 129.04 378.78 196.29 
2LGS 4.82 6, 4, 7, 5 (9) 60.55 75.09 232.21 63.79 
2MCP 5.20 10, 10, 11, 11 (11) 49.14 31.36 100.39 86.04 
2MIP8 - - 201.44 136.23 297.77 105.11 
2MIP9 - - 193.79 229.06 355.76 31.82 
2PCP 6.56 4, 8, 14, 9 (18) 35.07 36.78 125.01 125.01 
2PHH 5.70 9, 3, 4, 4 (14) 48.82 68.09 253.79 57.48 
2PK4 - - - - - - 
2PLV 9.79 5, 2, 3, 2 (6) 100.89 141.56 347.76 87.49 
2QWK 7.59 2, 1, 5, 4 (5) 55.14 37.20 86.45 86.45 
2R04 4.22 2, 2, 2, 2 (5) 158.78 164.37 321.94 277.84 
2R07 5.53 1, 1, 2, 1 (3) 246.06 199.82 387.35 104.76 
2SIM 3.27 2, 1, 2, 2 (4) 205.55 173.37 324.86 6.69 
2TMN 5.50 3, 2, 1, 2 (5) 130.06 56.27 195.38 157.44 
2TSC 6.39 2, 2, 2, 3 (13) 34.14 27.94 83.05 79.88 
2YHX 5.87 3, 5, 2, 2 (5) 93.88 61.37 168.53 168.53 
2YPI 3.92 3, 4, 3, 4 (10) 55.23 59.20 200.49 200.49 
3CLA - - 173.29 N/A 173.29 N/A 
3CPA 3.94 2, 2, 1, 1 (4) 136.16 54.54 198.23 114.33 
3ERD 8.79 2, 2, 6, 3 (15) 30.05 78.94 302.59 302.59 
3ERT 5.71 2, 3, 1, 1 (7) 92.15 63.95 189.22 124.40 
3GCH 3.17 1, 1, 1, 1 (1) - - - - 
3GPB 3.34 9, 13, 19, 16 (19) 20.05 16.47 53.27 50.03 
3HVT 3.96 26, 17, 12, 13 (41) 10.57 10.48 47.15 28.65 
3MTH - - - - - - 
3NOS 4.29 12, 8, 1, 2 (34) 18.11 27.98 129.07 28.98 
3PGH 3.57 46, 63, 1, 7 (80) 6.44 14.02 121.76 19.23 
3PTB 5.13 1, 2, 2, 2 (2) 154.57 N/A 154.57 N/A 
3TPI 5.56 2, 3, 1, 2 (3) 178.83 70.03 228.35 129.31 
4AAH 4.08 15, 10, 10, 14 (30) 19.34 21.16 83.96 83.96 
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Code1 RMSD2 Ranking3 µ of score 
difference4 

σ of score 
difference5 

Largest score 
differnce6 

Second largest 
score difference7 

4COX 4.71 65, 77, 10, 42 (82) 6.31 8.49 45.19 21.47 
4CTS 7.20 11, 2, 7, 2 (21) 24.48 43.35 197.02 197.02 
4DFR 7.92 7, 2, 2, 3 (8) 48.79 48.79 136.76 35.24 
4ER2 10.06 1, 1, 1, 1 (2) 266.56 N/A 266.56 N/A 
4EST - - 19.74 N/A 19.74 N/A 
4FAB 4.71 5, 3, 6, 2 (12) 37.78 34.03 106.11 62.79 
4FBP - - 36.99 48.43 159.03 159.03 
4LBD 7.64 1, 2, 2, 2 (5) 84.88 84.17 201.05 82.78 
4PHV 5.25 2, 2, 1, 2 (2) 135.48 N/A 135.48 N/A 
4TPI 4.91 2, 1, 1, 1 (5) 146.10 77.52 200.99 200.99 
5ABP8 4.35 3, 2, 4, 4 (4) 89.73 76.14 167.20 167.20 
5ABP9 4.25 3, 3, 4, 4 (4) 100.15 80.88 177.84 106.20 
5CPP 1.54 8, 6, 7, 5 (10) 57.22 76.35 236.58 110.25 
5ER1 7.95 1, 1, 1, 1 (1) - - - - 
5P2P 5.69 5, 4, 4, 3 (9) 45.89 27.83 91.66 69.29 
6ABP 2.65 4, 2, 4, 3 (4) 50.25 40.50 92.84 45.69 
6CPA 6.02 1, 1, 2, 1 (4) 122.06 120.98 258.96 77.69 
6RNT 6.65 1, 1, 1, 1 (2) 180.38 N/A 180.38 N/A 
6RSA 4.63 6, 1, 1, 1 (17) 32.57 37.83 159.97 159.97 
7CPA 6.95 1, 1, 1, 1 (3) 275.89 63.41 320.73 231.06 
7TIM 8.54 4, 1, 2, 1 (8) 77.26 35.46 112.63 110.48 
8GCH 6.04 2, 2, 2, 2 (2) 250.47 N/A 250.47 N/A 
Detailed results. 1Four character PDB code of the protein. 2The RMSD measured in Ångstroms when 
all predicted conformations of the natural ASP were considered. 3The numbers are: ranking by 
geometrical, electrostatic, hydrophobicity and combined score; the number in parenthesis is the total 
number of predicted ASPs. 4The mean of the score differences when ranked by combined score. 5The 
standard deviation of the score differences when ranked by combined score. 6The largest score 
difference when ranked by combined score. 7The second largest score difference when ranked by 
combined score. 8The first ligand is used. 9The second ligand is used. 
 

Figure 23 shows the distribution of predicted ASPs for the complexes found at 
different cut-off-limits (see Chapter 4.4.2) using the combined ranking. 

  
a)  b) 
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c)  d) 

  
e)  f) 

  
g)  h) 

  
i)  j) 

Figure 23 - Distribution of the number of predicted ASPs using the combined ranking system.    
Distribution for complexes at cut-off-limit: a) 10%, b) 20%, c) 30%, d) 40%, e) 50%, f) 60%, g) 70%, 
h) 80%, i) 90%, j) 100% 


