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Abstract 

Recurrent neural networks have been used for time-series prediction with good 

results. In this dissertation recurrent neural networks are compared with time-delayed 

feed forward networks, feed forward networks and linear regression models on a 

prediction task. The data used in all experiments is real-world sales data containing 

two kinds of segments: campaign segments and non-campaign segments. The task is 

to make predictions of sales under campaigns. It is evaluated if more accurate 

predictions can be made when only using the campaign segments of the data. 

Throughout the entire project a knowledge discovery process, identified in the 

literature has been used to give a structured work-process. The results show that the 

recurrent network is not better than the other evaluated algorithms, in fact, the time-

delayed feed forward neural network showed to give the best predictions. The results 

also show that more accurate predictions could be made when only using information 

from campaign segments. 
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1 Introduction 

1.1 Motivation 

More and more information is nowadays stored in databases. Not only big 

corporations have realized the benefits with storing information, but also many 

smaller companies. The cost of the equipment has dramatically decreased in the last 

ten years. There is possibly much knowledge in the stored information and there are 

nowadays several techniques available for extracting this knowledge. These 

techniques are often called data mining methods. In fact, the data mining is just a 

collection of algorithms for extracting knowledge from data. An overall name for the 

whole knowledge extracting process is knowledge discovery in databases (KDD) 

(Fayyad et al., 1996). KDD is an example of a process that contains all the necessary 

steps for successfully finding useful knowledge in a database. 

In this dissertation we will apply the KDD process on a real-world problem. The task 

is to make sales predictions. There are many methods for making predictions, both 

purely linear statistical like BOX-Jenkins and more non-linear methods like artificial 

neural networks (ANN). In this dissertation we will compare two recurrent network 

architectures with linear regression and ordinary feed forward neural networks (FF).  

Recurrent neural networks (RNN) share many properties with feed forward neural 

networks. The main difference is that the recurrent neural networks have an implicit 

representation of time; this can be an advantage when dealing with time-series where 

time is an important property. Recurrent neural networks have successfully been used 

for many different problems ranging from language processing (Elman, 1990) to sales 
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prediction (Bigus, 1996). Therefore, recurrent neural networks may perform well on 

the kind of data used in this dissertation. 

Gilde (1997) used a recurrent gated expert (GE) architecture and compared it with 

both FF-networks and RNN on a similar dataset that is used here. The GE was very 

complex compared to the FF and the results were that the simple FF-architecture 

performed better than the GE. Although Gilde concluded that FF gave the best results 

the hypothesis here is that RNN can be able to capture the temporal properties of the 

sales under a campaign better than FF. We will use both linear regression and FF 

networks in this dissertation and compare these with time-delayed feed forward 

networks (TDFF) and Elman’s recurrent network architecture. 

Gilde used data containing both campaign and non-campaign data. The main task is to 

predict sales under campaigns; therefore it seems unnecessary to use the non-

campaign data in the models. In this work both models built on campaign data only 

and models built on both campaign and non-campaign data will be evaluated. 

1.2 Project Aim and Objectives 

The overall aim for this project is a comparison of different methods/algorithms for 

time series prediction (TSP) on sales data. From the overall aim a number of 

objectives can be identified. A structured data-mining method (KDD) is used. Real-

world campaign sales data is used to evaluate and analyze how Elman networks and 

time-delayed neural networks (TDNN) capture the complex dependencies in the data. 

The results are then compared to the results from the current methods (CM). With CM 

we mean the statistical methods that often are used for TSP like Box-Jenkins ARMA, 

linear regression and feedforward (FF) artificial neural networks (ANN). 
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1.3 Hypothesis 

The hypothesis for this dissertation is twofold:  

• There are two kinds of segments with different properties in the data, 

campaign and non-campaign. The networks should be make better predictions 

when only one type of segments exists in the data, because the network then 

only have to make the model from one “data segment” instead of from two. 

• Recurrent neural networks (RNN) are better than the current methods for time 

series prediction when there are complex time dependencies between the 

variables in the time series. The motivation for this is that RNNs have an 

implicit representation of time and should therefore be able to model time and 

time dependencies better than CM.  

1.4 Organization of this dissertation 

In Chapter 2 we describe the KDD process and all its steps. In Chapter 3 we define 

what is meant by time series analysis and prediction, problems with time series 

analysis and methods for time series prediction. We also describe different recurrent 

neural network architectures. In Chapter 4 all data selection and preprocessing of the 

data is described, this includes a description of several aspects of the data we use in 

the simulations. In Chapter 5, different aspects of the transformation and the data 

mining are evaluated. In Chapter 6 results of the different simulations are presented 

and evaluated. Finally, in Chapter 7 the conclusions from this work are drawn and a 

number of future improvements are presented. 
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2 Background 

In this chapter we introduce and define some of the concepts that are used in this 

dissertation. 

2.1 KDD – Knowledge Discovery in Databases 

The extraction of information and knowledge from data has been called many 

different names, e.g. knowledge discovery, discovery in databases, data mining, 

knowledge extraction, information discovery, information harvesting, data 

archaeology and pattern processing1. Lately, the term KDD, Knowledge Discovery in 

Databases has been used as a name for a more broad process of finding useful 

information and knowledge in data. In the KDD process there are, as Fayyad et al. 

(1996) points out, many small processes such as: data selection, preprocessing and 

transformation of data, data mining and interpretation/evaluation of results. The term 

KDD comes according to Fayyad et al. from the artificial intelligence community 

while the term data mining is mostly used by statisticians, data analysis and the MIS 

(Management Information Systems) community. In the overall KDD process all the 

smaller processes are essential, Fayyad et al. argue that if the data miner have bad or 

no knowledge about the domain and just applying various data mining algorithms, the 

interpretation of the discovered results can be hard and often incorrect. The patterns 

that are found in the data may be invalid due to the miner’s poor knowledge in the 

domain. The essence of Fayyad et al.’s arguments is that the miner must have a good 

understanding of the domain to do a proper interpretation of the results.  

                                                

1 For an overview see Fayyad et al (1996). 
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The KDD process is an iterative process. After each iteration, the knowledge found 

can be used to optimize the result for the next iteration (Fayyad et al., 1996).  

KDD is defined as:  

“Knowledge discovery in databases is the non-trivial process of identifying 

valid, novel, potentially useful, and ultimately understandable patterns in 

data.” (Fayyad et al., 1996, p.6) 

Where data is a set of cases in a database or facts F. For example, F can be a 

collection of 10 cases with 5 fields containing age, gender, salary, name and height. 

With patterns Fayyad et al. mean an expression E in a language L that express facts in 

a subset FE of F. If E is simpler than the enumeration of all facts in FE then E is called 

a pattern. For example, “If the height is > 200 cm, then the person would be a good 

basketball player” is a pattern.  

A non-trivial process means according to Fayyad et al. that the steps in the KDD 

process are non-trivial, i.e. have a certain level of search autonomy. For example, 

calculating the mean age of a population of people can produce a useful fact but it 

does not meet the criteria as discovery. The discovered patterns should be valid argues 

Fayyad et al. With valid they mean that the patterns should be general and applicable 

to new data with some degree of certainty. To the system, the patterns are novel. 

Novelty can according to Fayyad et al. be measured in how much the data or 

knowledge change. Comparing current values to expected or previous ones can do 

this. The novelty is often measured by a Boolean or numeric function. The discovered 

patterns should be potentially useful and lead to some potentially useful actions argues 

Fayyad et al. An example of a useful pattern is a pattern that increases the profit in a 

company. With ultimately understandable, Fayyad et al. means that the discovered 

patterns should be understandable by humans. This can be hard to measure. A 
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commonly used measure is simplicity. There are several kinds of simplicity measures 

from syntactic (e.g. number of bits in pattern) to semantic (e.g. how easy it is for 

human to interpret the result of the pattern).  

2.1.1 Data selection 

Data selection is the first step in the KDD process; it consists a number of tasks. The 

first task is according to Pyle (1999) to identify what the goal with the data mining is, 

e.g. identify the problems to solve. To do this, Fayyad et al. (1996) argue that the 

miner must develop an understanding of the application domain. By this the miner can 

define the problem and identify what data that is needed to solve the problem. The 

next step is, according to Fayyad et al. to create a data set that might contain the 

information needed to solve the problem. The available data is often very large 

(terabyte databases are becoming common today according to Fayyad et al.) and it is 

often impossible to use all the available data. Instead a subset is created with the most 

relevant data for the task, if the amount of data still is too large a subset of the 

relevant data can be used. 

2.1.2 Pre-processing and transformation of data 

Fayyad et al. (1996) describe this step in the KDD process as a number of tasks. One 

basic task is removal of noise or gathering information about the noise to account for 

it or include it into the model. Other tasks is to filter outliers, this may not always be 

appropriate for the problem, building strategies for handling missing data, handling 

time sequence information and known changes. These tasks are called pre-processing 

of the data. Fayyad et al. also describe a number of tasks referred as data 

transformation. The goal is according to Fayyad et al. to find useful features in the 

data that can be used to make a good representation for the data set. How to represent 
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the data depends on the goal of the data mining. Common transformations are 

according to Fayyad et al.; dimensionality reduction, cutback on the effective number 

of variables used to build the model and finding invariant representations for the data.  

Pyle (1999) argues that the data pre-processing and preparation is a very important 

part of a data mining project. The preparation does not only prepare the data but also 

the miner. The miner can therefore often make more accurate models, faster. One 

thumb rule when preparing data is according to Pyle: “GIGO – garbage in, garbage 

out”. With this Pyle means that it does not matter if a complex, state-of-the-art data-

mining algorithm is used. If the input data is garbage, i.e. does not contain the 

information needed to solve the task or the information is hidden under for example, 

lots of noise, the output data or knowledge will also be garbage. Hence, the success of 

a data-mining project depends much on how well the pre-processing and 

transformation of the data is done. How this is done depends according to Pyle on the 

kind of data that is used and on the problem or data-mining task. 

2.1.3 Data Mining 

The term data mining is often used for the whole KDD process. Here we use the term 

for the methods and algorithms used to analyse and extract knowledge from data.  

The data mining is maybe the most well known step in the KDD process. It consists 

of a number of different algorithms and methods for different kinds of problems 

(Fayyad et al., 1996). The algorithms and methods are described in more detail below. 

2.1.3.1 What is Data Mining? 

Data mining is according to Berry et al. (1997) “the exploration and analysis, by 

automatic or semiautomatic means, of large quantities of data in order to discover 

meaningful patterns and rules”. Data mining techniques can be used in virtually every 
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area from sales and customer support to law enforcement and radio astronomy. For 

corporations, one goal with data mining is to improve their sales, customer base, 

marketing and support via better understanding of the customers.  

Berry et al. divide the data mining techniques into six categories: classification, 

estimation, prediction, affinity grouping, clustering and description. The techniques in 

these six categories can further be divided into two groups: the first group consists of 

techniques that are used to solve top-down tasks like hypothesis testing, for example: 

use the data in a database to verify or disprove ideas and hunches about the 

relationships in the data. The other group is the techniques that are used so solve 

bottom-up tasks, i.e. knowledge discovery. Berry et al. argue that there are no prior 

assumptions made when using data mining for knowledge discovery. “The data is 

allowed to speak for itself”.  

This clearly contradicts Fayyad et al.’s view in chapter 2.1. Fayyad et al. argue that if 

the miner just applies various algorithms the result is often not so good. But, Fayyad 

et al. talks about the whole KDD process and not only the data-mining step as Berry 

et al. do. It can therefore be possible to combine the two views, the miner must have 

good knowledge in the domain but the data-mining algorithm does not have to know 

anything about the properties of the data. 

According to Berry et al. there are two types of knowledge discovery; directed and 

undirected. Directed knowledge discovery uses some particular data field e.g. gender 

or zip code to categorize or explain the data. Undirected knowledge discovery 

attempts to find similarities between the records and group the data after these 

similarities without any predefined data fields or classes. 

Fayyad et al. (1999) defines data mining as: 
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“Data Mining is a step in the KDD process consisting of particular data mining 

algorithms that, under some acceptable computational efficiency limitations, 

produces a particular enumeration of patterns E over F.” 

Fayyad et al. argues that the space of patterns often is infinite and to find the 

enumeration of patterns some form of search is performed in the space. Due to the 

complexity of the search space, the subspace that can be searched by the algorithm is 

severely limited. Table 1 shows the elapsed time for an Elman-network simulation 

over 400 epochs with different number of examples in the training and test set.  

Number of 
examples 

58 287 1510 10000 10e6 

Time 70,6s 325,1s 1904,9s 3,5 h 146 days 

Table 1 - Time complexity for Elman-network simulations. 

As we can se the complexity increases linearly and with ten million examples the 

model almost takes half a year to build. The numbers above show only the time-

complexity of the problem. It may also have space-complexity, i.e. the amount of 

computer resources increase when the data set increases. 

2.1.3.2 Why Data Mining? 

As mentioned earlier, one of the most common reasons for data mining is to increase 

the profit in an organization. Other reasons can according to Berry et al. (1997) be to 

help scientists analyse their data. In many cases, for example the case with a radio 

telescope, huge amounts of data is recorded every second. There is no chance that 

humans can analyse all that data, instead they use computers to mine the data to find 

the interesting information.  
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In the last 10 years the commercial use of data mining has increased dramatically2. 

This is due to a number of factors; more data is being produced and warehoused, 

computing power is more affordable, the competitive pressure is strong and more 

commercial data-mining software has become available3. 

2.1.3.3 Different Data Mining tasks 

There are many tasks in which data mining can be useful. Berry et al. (1997) lists six 

different types of data mining tasks4: 

• Classification - One of the most common data mining tasks. It’s used to 

assigning objects into predefined classes. This is done by examination of the 

features of the objects. In most cases the objects are records in a database and 

assigning a class-identifier to a field in each record does the classification. 

Classification only use discrete values such that: yes or no, good, bad or ugly. 

An example of a classifying task is spotting fraudulent insurance claims. 

Algorithms that are suitable for classification are; decision trees, memory-

based reasoning and in some cases link analysis. 

• Estimation - Deals with continuous values such that: income, height, or 

weight. Estimation is often used for classification. A common task is to 

estimate a family’s total household income or the number of children. Neural 

networks are often used for estimation tasks. 

                                                

2 For an extensive overview see (Berry et al, 1997). 

3 For a detailed description of the factors, see (Berry et al, 1997). 

4 Amended from (Berry et al, 1997). 
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• Prediction – Used in the same way as classification and estimation but instead 

of using current values the classifying is done using some future value to 

predict future behaviour for an object. Opposite to classification and 

estimation, the only way to evaluate the accuracy of a prediction is to wait and 

see. Prediction can be used to make sales prognoses or to find out which 

customers that will leave within three months. All of the algorithms described 

for the classification and estimation tasks above can be modified to make 

predictions. 

• Affinity grouping – Associates things that goes together. The most common 

example of affinity grouping is to determine what people put in their shopping 

carts and by this plan the arrangement of items. 

• Clustering – By clustering a heterogeneous population can be segmented into 

a number of clusters or subgroups. These clusters are more homogeneous than 

the initial population. The main difference between classification and 

clustering is that there are no predefined groups in clustering and there are no 

pre-classified examples. The clustering algorithm defines groups based on 

self-similarity of the objects and it’s up to the miner to determine the meaning 

of the groups. 

• Description – Describes the relationships in a complex database. Affinity 

grouping is one kind of descriptive method. Neural networks can also be used 

for description but do sometimes not provide much description of the 

relationships in the data.  
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2.1.4 Interpretation/evaluation of results 

The results of the data mining can according to Berry et al. (1997) be used for 

different tasks. One task is to improve the model to gain better results. Another task is 

to use the results or knowledge as an answer to the data-mining problem. How to 

evaluate the results is according to Berry et al. a very difficult task. It depends a lot on 

the nature of the problem. For example, in a marketing application the only real 

measure is the return of investment. In other problems like the one with the radio 

telescope there might be much harder to measure the return of investment. This 

problem is common among scientific data mining applications where the results often 

only contribute to the science and the contribution cannot be measured in dollars.  

Berry et al. argue that it is very difficult to compare the performance of different data 

mining techniques because every technique has its own set of evaluation criteria. 

Fortunately, there is a solution to this problem without getting into the models inner 

workings. Berry et al. suggest that the judgement of a model is based on the ability to 

classify, estimate, or predict. Then, it does not matter if the models use neural 

networks, decision trees, genetic algorithms, or Ouija boards.  

There are several techniques to measure a model’s ability to classify, estimate or 

predict. One of those that are suitable for time-series is described in chapter 5.1. 

2.1.5 Data Mining vs. OLAP 

In the last years on-line analytic processing (OLAP) tools have according to Berry et 

al. (1997) become the most common way to access large databases and data-

warehouses. OLAP is sometimes viewed as a substitute for data mining but this is not 

the case. OLAP and data mining are two completely different things. In OLAP Berry 

points out that the main task is to do fast reports on data in large databases, in contrast 
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to data mining where the main task is to find patterns and extract knowledge from the 

data. OLAP and data mining complement each other when exploiting data, Berry et 

al. argue. 
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3 Time series analysis and prediction 

In this project we will use time-series data to build models that can be used for 

prediction. The time-series have a number of properties; in this chapter we make brief 

overview of these properties. 

3.1 Time-series 

Time series is one of the most common types of series variables. Pyle (1999) mention 

that they usually have at least two dimensions where one dimension represents some 

kind of continuous time and the other dimensions often represent some variables that 

vary over time. 

In non-series multivariable measurements, the order of the values has no particular 

role. But in series, the order is very important, unless a dataset is ordered it is not a 

series. Pyle points out that in a series, one of the variables is monotonic and is called 

the displacement variable. This variable is always either increasing or decreasing and 

represent time. 

3.1.1 Time series Analysis 

There are according to Gershenfeld et al. (1994) three goals with time series analysis: 

modelling, forecasting and characterization. The aim of modelling is to capture the 

long-term behaviour of a system and make an accurate description of these. The goal 

with forecasting or prediction is to do an accurate prediction of the short-term 

behaviour of the system. Gershenfeld et al. argue that the short-term and long-term 

behaviours not necessarily are identical. The short-term model might not be able to 

accurately capture the long-term behaviour and vice versa. The third goal, system 

characterization, tries according to Gershenfeld et al. to capture systems fundamental 



 3 Time series analysis and prediction   

- 15 - 

properties with little or no prior knowledge of the system. An example is the amount 

of randomness or the number of degrees of freedom.5 

3.1.2 Problems with Time series Analysis 

Pyle (1999) argues that series data have many of the problems non-series data have. 

Series data also have a number of special problems. In this section various problems 

are described. 

• Limited data 

Enoksson (1998) argues that because databases often are constructed for other 

tasks than data mining, attributes important for a data-mining task can be 

missing. Data that could have facilitated the data-mining process might not 

even be stored in the database. This means that attributes that may be very 

important for the appearance of the time-series may not be available which 

may lead to problems when modelling the time-series. 

• Outliers  

Outliers are variables that have a value that is far away from the rest of the 

values for that variable. Fallon et al. (1997) list a number of methods for 

detecting outliers.6 The first thing to do when discovering outliers is according 

to Pyle to investigate if it is a mistake due to some external or internal factor, 

such that a failing sensor. If there can be established that the outlier is due to a 

                                                

5 For an historical review of time series analysis see Gershenfeld et al. 

 

6 See Fallon et al (1997) for a description of outlier detection methods. 
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mistake, Pyle suggests that it should be corrected by a filtering process or by 

treating it like a missing value.  

• Noise 

Noise is according to Pyle simply a distortion to the signal and is something 

integral to the nature of the world, not the result of a bad recording of values. 

Pyle points out that one problem with noise is that is do not follow any pattern 

that is easily detected. As a consequence of this there are no easy ways to 

eliminate noise but where are ways to minimize the impact of noise.7  

• Missing values or null values.  

According to Pyle, missing values can cause big problems in series data and 

series modelling techniques. They are often more sensitive to missing values 

than non-series modelling techniques. There are many different methods for 

“repairing” series data with missing values such that multiple regression and 

autocorrelation.8 Pyle points out that there are problems with this kind of 

methods. For example, time series often have contiguous missing values, i.e. 

some interval there all values are missing. This can happened if the collection 

mechanisms fails or is intermittent in operation Pyle argues. If a self-similarity 

pattern is used (for example, generated by multiple regression) to fill out the 

missing values, the result might be that the self-similarity pattern found 

elsewhere in the series is enhanced. Pyle argues that when the prepared data 

later is modelled, the enhanced pattern are most likely to be “discovered”. A 

                                                

7 See Pyle (1999) for more information about how to eliminate noise. 

8 See Pyle (1999) for more details on multiple regression and autocorrelation. 



 3 Time series analysis and prediction   

- 17 - 

solution to this is according to Pyle to add noise to the replacement pattern. 

This arise another problem, how much noise should be added? Pyle argues that 

this question do not have an easy answer.9 

3.1.3 Time series prediction 

The main motivation for time series prediction is according to Gershenfeld et al. 

(1994) “the desire to predict the future and understand the past”. This drives the 

search for rules that describes observed phenomena. Gershenfeld et al. argue that if 

the underlying equations are known, they could in principle be solved and used to 

forecast the outcome of a given input situation. Another more difficult problem is 

according to Gershenfeld et al. when the underlying equations not are known. Then, 

not only the rules have to be known, but also the actual state of the system. The roles 

can be found by looking at regularities in the past Gershenfeld et al. argue. For 

example, the rhythm of a pendulum can be used to model the pendulums behaviour 

and predict the future behaviour from knowledge of the past oscillations, without any 

knowledge of the pendulums underlying mechanisms. 

Gershenfeld et al. use the terms “understanding” and “learning” to describe two 

approaches for analysing time series.  With “understanding” Gershenfeld et al. mean 

that the analysis is based on explicit mathematical insight into the systems behaviour, 

and with “learning” the analysis method is based on algorithms that can emulate the 

behaviour of time series. In both cases the goal is, according to Gershenfeld et al., to 

explain observations. 

                                                

9 See Pyle (1999) for more information about adding noise to a time series. 
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3.2 Methods for Time series prediction 

There are several different methods for TSP. In this chapter the most common ones is 

described. 

3.2.1 Linear models 

Gershenfeld et al. (1992) state that linear time series models have two particularly 

desirable features: they are relatively easy to understand and they can be implemented 

in a straightforward manner. The problems with these models are that they may be 

inappropriate for many systems, especially when the complexity grows. The 

following definitions are based on Gershenfelds et al. (1992) and Gilde (1996). 

3.2.2 Moving Average Models (MA) 

Suppose that we have a linear and causality system. We also are given a univariate 

external series {e} as input. We want to modify the input series to produce another 

series {x}. By the causality, the present values of x is dependent on the present value 

and the N past values of e. The relationship between {et} and {xt} is: 

NtNt

N

n
tntnt ebebebebx −−

=
− +++== ∑ ...11

0
0  

Equation 1 - Moving Average calculaton. 

The output is generated by coefficients b0,…,bn from the external series. This is called 

Nth-order moving average model, MA(N).  The model is also called finite impulse 

response (FIR) because an input impulse at time t only effect the output values for 

t…t+q, this means that the output values always become zero N time steps after the 

input values go to zero. 
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3.2.3 Autoregressive Models (AR) 

Sometimes the modelled system is not only dependent on the input but also on the 

internal states or outputs. MA (or FIR) has no feedback from the internal states or the 

output and thus MA models can only transform an input that is presented from an 

external source. We say that the series is externally driven. If we do not want this 

external drive we need to provide some feedback (or memory) to model the internal 

dynamics of the series. 
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Equation 2 - Formulae for calculating autoregressive models. 

This is a Mth-order autoregressive model (AR(M)) or an infinite impulse response 

(IIR) filter (because if the input goes to zero the output can still continue). The value 

of {et} can either be a controlled input or some kind of noise. There is a relationship 

between MA and AR models, namely “any AR model can be expressed as an MA 

model of infinite order” (Gilde, 1996). 

3.2.4 Mixed Autoregressive and Moving Average Models (ARMA) 

If we combine both the AR(M) and MA(N) models we get the ARMA(M,N) model: 

∑ ∑
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Equation 3 - The ARMA model. 

With the ARMA model we can model most linear systems whose output depends on 

both the inputs and on the outputs. ARMA models are used to model various kinds of 

linear systems. 
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3.2.5 Non-linear models 

Although linear models is suitable for many time-series they perform worse on time-

series generated from non-linear data sources. One of the most popular non-linear 

models is according to Bigus (1996) the neural-network model. A neural net can be 

viewed as a transformation function that maps or relates data from an input data set to 

an output data set. A neural network consists of a number of weights that is used to 

determine the output for a certain input. The network can be trained to do the mapping 

by presenting a number of inputs with their corresponding outputs and let a learning-

function adjust the weights Azoff (1994). 

3.3 Neural networks for temporal sequence processing 

3.3.1 Representation of time in neural networks 

To store the state of a network some kind of memory is needed. Mozer (1993) 

describes different forms of short-term memory in neural networks. The three main 

types are; tapped delay-line memory, exponential trace memory and gamma memory.  

These memories can be categorized by two properties, depth and resolution. The 

depth of a memory is how far into the past the memory can store information relative 

the memory size. A high-depth memory can hold information from a distant time-step 

and a low-depth memory can only hold information from a recent time-step. The 

resolution of a memory is to which degree the individual properties of elements in the 

input sequence are preserved. A high-resolution memory can reconstruct the 

individual properties for all elements. A low-resolution memory can only coarsely 

reconstruct the individual properties of the elements. 

The tapped delay-line model is according to Mozer the simplest memory architecture. 

It is based on a buffer that stores the n most recent inputs. The name comes from the 
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appearance of the memory; it is formed as a series of delay lines. Tapped delay-line 

memory is according to Mozer based on statistical autoregressive models. The tapped 

delay-line memory has low depth and high resolution. 

Unlike the delay-line memory, the exponential trace memory does not have the sharp 

“drop off” at a fixed point in time. Instead the memory decays exponentially. This 

means according to Mozer that the most recent input have greater strength than more 

distant ones. Mozer argues that an exponential trace memory can, if there is no noise, 

preserve all information in a sequence. If there is noise in the sequence the most 

distant inputs will be lost first. Even if we do not have any information loss, i.e. no 

noise, the network will have problems extracting all information in the memory. The 

exponential trace memory has high depth and low resolution. 

The third memory architecture is called gamma memory. The kernel of the gamma 

memory is according to Mozer the gamma density function, hence the name.10 In 

gamma memory both the depth and the resolution can be adjusted with two variables. 

Hence, the gamma memory can be configured to be a delay-line or an exponential 

trace memory. It can also be configured to have all the advantages from the two 

earlier memory architectures, high depth and high resolution. 

3.3.2 Time delayed neural network 

The time-delayed neural network (TDNN) is according to Wan (1993) based on 

internal time delays. Wan describes the TDNN as a fully connected layered network 

that buffers the output from each layer for several time-steps before they are fed into 

                                                

10 For an extensive review of the different memory architectures see Mozer (1993). 
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the next layer (see Figure 1). Mozer (1993) classifies the TDNN as a delay-line 

memory. 

q-1 

q-1 q-1 q-1 

q-1 q-1 

Output 

N second layer 
output nodes 

N first layer 
output nodes 

Input 
Sequence 

Figure 1 - Time-delay neural network. Outputs are buffered in each layer for a

number of time steps. The buffered states and the output are then fed into the

next layer. The network is fully connected. 
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3.3.3 Jordan network 

Jordan (1986) was among the first to introduce recurrence in ANNs. His model used 

connections from the output nodes back into a set of input nodes that he called state 

units. Jordan used the network to see if it could learn sequential tasks in language 

processing. The units Jordan called state units are fully connected to the units in the 

hidden layer in the same way as the input units (see figure 2). The state units are also 

connected to each other and to themselves. The architecture of Jordan’s recurrent 

network allows the state units to calculate their next state as a function of the current 

state of the output units and the current state of the state units.  

 

3.3.4 Elman network 

In Elmans version of a recurrent neural network (Elman, 1990), the activation of the 

hidden units are stored as a representation of the networks internal state. The 

activation from time-step t is then fed back in time-step t+1 into a set of input nodes 
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Figure 2 - Jordan’s recurrent network. 
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called context-units. The context-units are connected to the hidden layer (see figure 

3). One adventage with the use of the hidden layer activation instead of output layer 

activation is that the context-units use the same dimension and representation as in the 

hidden layer. For example, in problems with only one output and a lot of hidden units, 

the output might not be an appropiate representaton of the networks internal state. 

During the training the network does two tasks. First, it tries to learn the mapping 

between the input- and the context-layer to the output. Second, it tries to find a 

appropiate temporal representation that captures the properties of the input sequence.  

Output 

Input 

Units 

Hidden 

Units 

Output 

Units 

Input 
Context 

Units 

Figure 3 - Elman’s recurrent ANN. The output from the hidden layer is fed back to a set

of units in the input layer called context units. 
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4 Data selection and preprocessing 

The data selection step as defined in the KDD process, is the step where the problem 

is identified and data sets that contains information to solve the problem is created. In 

this practical case study, conducted to evaluate the usefulness of the KDD process on 

a real world problem, these tasks were done by ICA Handlarnas AB (ICA). They 

defined the overall problem (see 4.1) and then created a data set with data they 

considered was relevant for solving the problem. The overall problem was broken 

down into a number of smaller problems that were not explicitly defined by ICA. 

These problems will be defined in this and the next chapter. To find the data set with 

the most relevant data for solving the problems, we have done additional data 

selection and preprocessing. 

4.1 The task: Predict sales under campaigns 

The primary task in this case study is to see which of the methods listed in 1.2 that 

give the best models for prediction the sales under a campaign. The predicted sales 

under non-campaign segments are not considered in this case study because ICA 

already has well working methods for making such models. 

4.2 The KDD process 

In this case study we use the KDD process as much as possible. This means that we 

use a structured, iterative method for a data-mining task. The definition of the KDD 

process in chapter 2.1 is pretty general. This is because there are many different sorts 

of data-mining tasks on which the KDD process can be applied. In this case study the 

data-mining task is based on time-series prediction. 
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4.3 Real-world data 

Real-world data is used in all experiments in this case study. A disadvantage with this 

is that the data sometimes need a lot of transforming and preprocessing before it can 

be used.  

Real-world time-series data often has the following features; non-linearity, noise with 

changing noise levels, sequential dependencies between observations, and non-

stationarity, i.e. the properties of the time-series may change over time. 

4.4 Experimental data 

The experimental data used in this case study is, as mentioned earlier, real-world sales 

data from ICA. It contains sales information for 17 different items. The data only 

contains information about the stock in the main distribution centers, not the stocks in 

the stores. The task is to predict the demands from the stores to the distribution 

centers under campaigns, depending on the nature of the campaign. 

Figure 4 shows the relationships in the data. The delivery date, marketing area and 

item number identifies the number of consumer packages (cp)/distribution packages 

(dp), ordered number of consumer packages, delivered number of consumer packages, 

campaign number and price code for one day for an item. We also see that the 

marketing area, item number and distribution unit identifies information about the 

items non-campaign price for customers and stores. By using the marketing area, item 

number, distribution unit and campaign number, information about the campaigns can 

be derived. 
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Delivered cp 

Ordered cp 

Campaign number 

Number of cp/dp 

Price code 

Item number 

Marketing area 

Delivery date 

Distribution unit 

Campaign number 

Campaign start date for suppliers 

Media code 

Campaign price for stores 

Campaign end for date suppliers 

Sales program codes 

Campaign start date for stores 

Campaign end for date stores 

Campaign start date for customers

Campaign end for date customers 

Campaign price for customers 

Non-c. price for stores 

Start date non-c. price 

Non-c. price for cust. 

Figure 4 - Relationships in the data. 
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The marketing area is in this case different categories of stores. The different 

categories of stores often have stores in the same geographical area and often have 

campaigns at the same time; there are also campaigns that are mutual for all 

categories. It is likely that the campaigns affect the sales in stores in the other 

categories. The price code attribute contains the campaign state of the item, campaign 

or non-campaign. Number of cp/dp stores information about how many consumer 

packages that are shipped in a distribution package. Campaign number is a unique 

identifier for each campaign. The ordered number of cp is how many consumer 

packages of an item that are ordered from the stores in a chain. The delivered number 

of cp is how many consumer packages that actually are delivered. In the ideal case 

these two should be the same.  

In the campaign information table, data about when and for how long campaigns last 

is stored. The campaign time-span is not always the same for suppliers, stores and 

customers. The media and sales program code describes in which medias the 

campaign is launched. There are 11 different media codes and 55 different sales 

program codes. The distribution unit is which of the distribution units the data is 

recorded in. Each distribution unit handles the distribution for all stores in a 

geographical area. 

The start date for non-campaign prices has information about when the non-campaign 

prices for stores and customers are valid. 

4.5 Aspects of the data 

The data contains information about 17 items of different butter and kitchen paper 

brands. For each item there are sales data for 5 different marketing areas. An initial 

analysis showed that marketing area 41 is the one with most recorded campaign 
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information. Because of the limited campaign information in marketing area 40, 42, 

43 and 80 and of the complexity of the neural network models it was decided to only 

use information from one marketing area initially. We assume that the covariance 

between the marketing areas has least impact on the biggest area. To support this 

assumption we plot a graph with the average sales for marketing area 41 against the 

average sales for marketing area 40, 42, 43 and 80. In Figure 5 we see the averages 

for 12 time segments, these 12 segments corresponds to the 12 non-campaign 

segments in Figure 6. Figure 5 also shows that marketing area 41’s part in the total 

sales is in most of the times at least two times higher than all the other areas together.  

Average sales for item 214376 for marketing areas 41 and 40, 
42, 43, 80
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Figure 5 - Average sales for item 214376 in different marketing areas. 

Hence we choose to only use data from marketing area 41 in the rest of the 

experiments because the limited time for the project. 
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Figure 6 - An example of the data. This is the ordered number of consumer packages for item 

214374 in marketing area 41. Stars on the top means campaign days and stars on the bottom 

means non-campaign days. 

Figure 6 shows the ordered number of consumer packages for item 214376 in 

marketing area 41. The time-series contain information about the sales for 287 days.  

In the series there are two kinds of segments: campaign segments and non-campaign 

segments. The campaign segments are identified by stars on the top of the graph and 

the non-campaign segments by stars at the bottom of the graph. Campaign and non-

campaign segments are not overlapping.  

Only eight items have more than one campaign, c.f. Appendix 1. These are the only 

ones that can be used because we need at least one campaign in the data for training 

the neural network models and one campaign in the data for testing the model. With 

two campaigns the models may not be very accurate or useful but we decided to 

include the items with only two campaigns anyway to see how well the models 

behave when the data is extremely limited. For the items with three or four campaigns 

we might also encounter the same problems as in the ones with two but we also 

decided to include these in the simulations. The two last items in Appendix 1 may be 
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the ones that are most interesting because they include many more campaigns than the 

others and may because of this result in better models. 

4.6 Problems in the experimental data 

There are several properties in the data that may make the predictions potentially less 

accurate: 

• There might be multiple covariance in the data, i.e. complex dependencies 

between the attributes. These dependencies are often hard to model when 

using linear models like ARMA. 

• The amount of data is limited to at most 287 days, often less. The data for each 

marketing area is also limited; some areas have no information recorded at all. 

• In parts of the data there is a constant input and a varying output. For example, 

under non-campaign segments the there are no data to use for input while the 

output is varying. 

• The data is highly dimensional i.e. it contains a large number of attributes. 

To solve the problem with multiple covariance, more attributes can be added to the 

network-models. For example, sales data from all the marketing areas could be used 

in a single neural network, which should be able to capture the possible dependencies 

between the attributes and the marketing areas. Due to time constrains this is not done 

in this project. 
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One possible solution to the limited data problem is to use one network for all items 

of the same type11. This solution is not evaluated in this case study due to the time 

restrictions. 

The fact that the data contains segments of constant input and varying output is 

addressed in two ways. To see if the networks can handle this problem we will use 

this kind of data and compare the result with networks that have data with constant 

output in the segments with constant input. 

The problem with high dimensionality in the data is “solved” by the fact that the data 

is limited. Most of the attributes in the data is always “null” and can by this be 

removed to decrease the dimensionality.  

4.7 Preprocessing 

The preprocessing of the data is a large part of this case study. One reason for this is 

that the source-data was formatted after ICA’s data models. The format of the data 

could not be used in our models without a lot of preprocessing. 

For neural network models the input data must have a special format with a constant 

number of attributes for each data sample. In the received data the attributes were 

distributed over three different files or tables. Hence, a merge of the tables had to be 

done to get one table with all the attributes. This was done by joining the three tables 

based on item number, marketing area and campaign number in an SQL-database. 

The result of the joining was a table for each of the items with all attributes from the 

source-tables. In the new tables, each row represents one day. These tables included a 

lot of redundant columns and columns with constant values. Examples of constant 

                                                

11 For a detailed discussion, see 7.6. 
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values are item number, distribution area and number of cp/dp. These columns were 

removed since they did not provide any useful information for the models. Now, a 

number of new columns were added to get the right representation of campaigns, 

prices and media codes: 

• Customer price quotient, this value is calculated by dividing the non-campaign 

price for customers with the campaign price for customers. This value tells the 

network how big the price cut on the item is under the campaign and may help 

the network to separate campaigns with different price cuts. The sales under a 

campaign may depend on how much the price is cut. 

• Store price quotient, calculated by dividing the non-campaign price for stores 

with the campaign price for stores. The purpose with this is the same as for the 

customer price quotient. The stores may order more items if they can sell it 

with a high profit. 

• Campaign from suppliers, this is a binary value that is zero if there is no 

campaign from the suppliers that day and one if there is. This value is 

calculated using the campaign start end stop dates and the date for the current 

day. This property separate campaign and non-campaign segments for 

suppliers. 

• Campaign to stores, this is also a binary value and is calculated in the same 

way as the campaign from suppliers value. Separates the two types of 

segments for stores. 

• Campaign to customers, same as the above but for customers. 
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• The media and sales program codes were coded into 9 binary values. These 

values have information about the nature of the campaign and may be very 

important when categorizing campaigns. 

The preprocessing resulted in the following attributes: 

• Ordered number of items 

• Customer price quotient 

• Store price quotient 

• Campaign from supplier 

• Campaign to stores 

• Campaign to customer 

• Sales and media code 1 

• Sales and media code 2 

• Sales and media code 3 

• Sales and media code 4 

• Sales and media code 5 

• Sales and media code 6 

• Sales and media code 7 

• Sales and media code 8 

• Sales and media code 9 

These attributes are used in the datasets that were created for each of the eight items. 

The data sets only include data from marketing area 41.  
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4.8 Summary of data selection and preprocessing 

In this chapter the result of conducting the first two steps of the KDD process on a 

real world case has been presented. The data selection was mainly done at ICA but 

further data selection and preprocessing had to be done. An additional data selection 

was done where it was decided to only use data from marketing area 41. This was due 

to that marketing area 41 is the biggest one with most recorded information. 

The data set has been analyzed by investigating how the different aspects in 3.1.2 

apply to the data set. Several properties and problems in the data have been identified 

and solved. For example: high dimensionality, segments of constant input with 

varying output, covariance between items and marketing areas, limited data and a 

data-format that does not fit into our network models directly. 

With respect to this the data has been preprocessed to better fit into our models. In the 

preprocessing step, several new attributes were created and ordered in a day-by-day 

table for each of the items. 

The next step in the KDD process is the transformation and data mining. In the next 

chapter these steps will be discussed and analyzed. 
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5 Transformation and Data mining 

The transformation and data mining in the KDD process are iterative processes where 

transformation and data mining is performed several times to get the best results. 

The goal with transformation is as Fayyad et al. (1996) point out “to find useful 

features in the data that can be used to make a good representation for the data set”. 

Common transformation activities are reduction of dimensionality, noise handling, 

account for outliers and increasing/decreasing the number of input variables. 

The task for data mining is to find meaningful patterns or rules by applying a data-

mining algorithm to a data set. There are several types of algorithms for different 

types of data and tasks. In this case study the task is to make predictions in time-series 

data, hence a number of prediction algorithms are used.  

5.1 Evaluation function 

The results from the simulations are often presented as a graph where the actual 

values are plotted along with the predicted values from the network. From this graph 

it is very hard to estimate how good the results are. Therefore some kind of formal 

analysis is preferable. In this case study the mean squared error (MSE) is used as a 

performance values. The MSE is calculated as: 
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Equation 4 - Mean Squared Error function. 

Where s is a matrix with actual and predicted values for n number of time-steps. ta  is 

the actual value for time t and tp  is the predicted value for time t. 
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5.2 Scaling of input and output data 

In the source-data, the sales values used as output from the network vary from 0 to 

approximately 15000. This cause problems for the network because all the input data 

is between zero and one and if the output is between 0 and 15000 the network weights 

must have very high values. To overcome this problem and help the network to faster 

find good weights, the sales values is scaled between zero and one using the following 

formula: 
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Equation 5 - Scaling function. 

Where tNS are the scaled sales for day t, tS is the sales for day t and maxS is the 

maximum sales for the training set. The multiplication by 3 is done to increase the 

possibility that no new value in the test set exceeds one. Due to the use of a sigmoid 

transfer function in the networks output values will not exceed one. If most of the 

input values are between zero and one and values of for example four and five are 

presented for the network, they might generate almost the same output activation due 

to the sigmoid function (shown in Figure 7). To allow the network to extrapolate, no 

target value in the training-set exceeds 1/3. 
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Logarithmic sigmoid function
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Figure 7 - Plot of a logarithmic sigmoid function. 

To see how the multiplication by three impacts the results in simulation, item 214376 

is tested both with and without the multiplication. In this simulations the first 172 

days is used as training dataset and the remaining 115 days for test dataset. Hence, the 

peek seen in Figure 6 is in the test-data. This will give an indication that the 

multiplication is useful if there are values in the test dataset that are significantly 

larger than in the training set. 

Configuration MSE (for the test dataset) 

With multiplication by 3 8,0253e-3 

Without multiplication by 3 7,2229e-2 

Table 2 - Results of simulations with scaling algorithm. 

As can be seen in Table 2, the MSE is more than a magnitude smaller in the case 

where the multiplication is used. This indicates that the multiplication should be used. 
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5.3 Initial simulations 

The preprocessed data was used in a number of initial simulations. The purpose of 

these simulations was to decide which network configuration that was best to use in 

future experiments. There are several parameters that can be adjusted when using 

neural networks. In the initial simulations there are only two parameters being altered. 

These are the number of nodes in the hidden layer and the number of epochs the 

networks is trained. The following configurations will be evaluated. 

• 5, 10, 15 and 25 nodes in the hidden layer of the network. 

• 250, 500, 1000, 5000, 25000 epochs of training. 

5.4 Campaign length information 

A problem that was observed under the initial simulations was that the predicted sales 

values for a campaign were delayed in time and often also too low.  

a) b) c)   

Figure 8 – a) Example of sales under a campaign. b) Network prediction (line with dots) without 

campaign length information. c) Network prediction (line with dots) with campaign length 

information. 
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As we can see in Figure 8, the sales are highest in the beginning and the end of a 

campaign. The network models have problems handling these kinds of dynamics. The 

three additional input nodes have additional information of the campaigns for 

suppliers, stores and customers. The values of the nodes are calculated with formulae. 

1
2

2

+




 −

=
ND

CI n
t  

Equation 6 - Campaign lenght information formulae. 

The campaign length information tCI  for day t is calculated using the day number in 

the campaign, nD  and the total number of days in the campaign, N . The addition 

with one was added to prevent the tCI  value to become zero, which is the value of 

tCI  under non-campaign segments. Three different tCI  are calculated, for campaigns 

from suppliers, to stores and to customers. The reason for this is that the campaigns 

do not start and end at the same time for all three. Figure 9 shows an example of how 

supplier, store and customer campaigns can relate in time to each other. 

 

Figure 9 – A typical time-relationship between supplier, store and customer campaigns. 
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5.5 Delayed sales input 

The series data is recorded in day-by-day basis. The data contains real-world sales 

data. In this kind of data there often are some kind of periodicity, for example, the 

sales might be higher on the weekends than in the midweek. In the input data set there 

is no such information. This means that the network will have serious problems to 

capture this kind of effect. The networks have no input about the previous sales 

volumes at all due to the fact that the input-data does not contain that information. A 

solution to this problem is to use the sales value from, for example, the previous days 

or weeks as input to the networks. Depending on the length of the prediction this may 

cause problems. If the prediction is for one day we have information about the 

previous sales but if the prediction is for a whole week we do not. This cause a serious 

problem, the sales that are used as input are not the real sales, it is the networks 

prediction of the real sales. If the network predict the sales wrong, the error can be 

cumulated and effect every future prediction. To overcome this problem we assume 

that the prediction is used to make weekly prognosis. A week is in this case often 6 

days; hence the real sales from day t-6 to t-11 can be used as input for day t. This 

information is represented as six new input-nodes to the networks. The sales are 

scaled between zero and one as described in 5.2. 

5.6 Moving average filter 

The source-data has many sharp edges. To even out some of the edges and to better 

see how well the predictions correspond to the real values a moving average filter is 

applied to the data. The filter also removes outliers in the data. This is done in two 

different stages in the process, before the data is used to build network models and 

after the models are build. In the first stage the filter is applied to the sales values in 
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the training set and in the second step to the to the predicted sales values. The filter 

uses the 6 last days in the calculations, this is because a week in this case is six days. 

5.7 Non-Campaign information 

The overall task in this project is to make sales predictions under campaigns. The use 

of non-campaign information when building the models is because of this not 

necessary. It may even lead to models that are less accurate. To see if this is the case 

the non-campaign information are removed in some simulations. An advantage with 

this approach is that the problem with constant input and varying output is handled. 

5.8 Summary of transformation and data mining 

To minimize the MSE, several transformations of the data have been done. For 

example, scaling of the input to prevent that the output differs too much from the 

input, additional attributes have been included to capture the dynamics in campaigns, 

a smoothing filer have been applied to even out the edges in the data and a historical 

input have also been added. In this chapter we have also proposed different network 

configurations for evaluation to see which of them that should be used in future 

simulations. In the next chapter the results of the simulations are presented. 



6 Results 

- 43 - 

6 Results 

In this chapter we present the results from the simulations, we also present an initial 

analysis of the results. 

6.1 Test setup 

The basic test setup is the same for all network simulations but some of the network 

parameters differ for the different test-runs. For example, the number of nodes in the 

hidden layer is selected after some initial experiments. This is also the case for the 

number of epochs the network is trained. Some parameters are unique for each 

network type. In this chapter the different parameters for all experiments are listed. 

For all network simulations MATLAB from MathWorks is used and for the linear 

regression simulations, Enterprise Miner from SAS Institute is used. 

All simulations are run 10 times since it has been shown that the initial weights might 

affect the result (Pollack et al., 1990). Then the average MSE is calculated and used as 

result. The initial weights is randomized between –1 and 1. The learning rate is 0.01 

because we use recurrent networks, which need a lower learning rate than normal feed 

forward networks. The size of the training and a test-set is different for each of the 

items. This is because the items do not have the same number of campaigns. The 

same training- and test-set is used in all simulations.  

Item Number of days in 
training-set 

Number of days in test-set 

142508 40 18 

142509 93 48 

142518 101 46 

142520 75 40 

203546 174 68 
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213771 186 87 

214368 170 77 

214376 195 92 

Table 3 - Training and test-sets. 

The division is based on the number of campaigns in the data. In the first four items in 

Table 3 there are only two campaigns. Hence there is one campaign in the training-set 

and one in the test-set. For item 203546 and 213771 there are two campaigns in the 

training-set and one respectively two campaigns in the test-set. For 214368 and 

214376 there is 10 respectively 9 campaigns in the training-set and 5 respectively 8 

campaigns in the test-set. Hence, between 62% and 72% of the data for each item is 

used in the training-set and the rest for test-set. In Appendix 3 graphs for all eight 

items can be found. 

6.1.1 Parameters for FF networks 

The feed forward networks are used in this case study because of several reasons. FF 

networks have often been used for similar problems; for example, Gilde (1997) used 

FF with good results. Therefore FF networks will be used as a reference benchmark 

when comparing the results with the other architectures. 

The parameters used for the feed forward networks are five hidden nodes and one 

output node. The transfer function between the input and the hidden layer and 

between the hidden and output layer is the logarithmic sigmoid function. As training 

function the “traingdx” function is used. The “traingdx” function (Demuth et al., 

1994) uses gradient descent momentum and an adaptive learning rate to update 

weights and biases values. In Figure 10 the network is shown. 
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Figure 10 - Feed forward neural network used in the simulations. 

6.1.2 Parameters for TDFF networks 

The time-delayed feed forward networks are often used for temporal processing. 

Therefore they should be able to capture some of the temporal dynamics in the data. 

The parameters used for the time-delayed feed forward networks are five hidden 

nodes and one output node. The transfer function between the input and the hidden 

layer and between the hidden and output layer is the logarithmic sigmoid function. As 

training function the “traingdx” function is used. In TDFF there are also a delay-

vector, this vector contains information about how many extra memory nodes there 

are in every layer. In this case we use 3 memory nodes for the input layer, 2 for the 

hidden layer and one for the output layer. Before we decided this we tested several 

different configurations and the results (see Table 4) showed that a 3, 2, 1 vector gave 

lowest MSE value. 
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Delay vector MSE 

1, 2, 3 1,5477e-3 

2, 3, 4 1,7063e-3 

4, 5, 6 1,6959e-3 

5, 10, 15 1,8140e-3 

10, 11, 12 2,9870e-3 

Table 4 - MSE values for different delay vectors in TDFF. 

6.1.3 Parameters for Elman the networks 

The Elman networks have by its implicit representation of time a big advantage over 

ordinary FF networks. By this the Elman networks should be better to model the 

patterns in the time-series data. Elman networks have earlier been used for similar 

experiments, for example by Bigus (1996), Aussem et al. (1997) and Lawrence et al. 

(1996). The network configuration used is five hidden nodes and one output node. 

6.1.4 Parameters for the linear regression model 

Linear regression is a well-known method for modelling data sets. It has been used 

under several years with varying results. In this case study the linear regression is 

used as a reference when comparing the different neural network architectures.  

The data used in the linear regression simulations is the same as used in 6.5 and 6.6 

but in the linear regression simulations there is no moving average filter applied 

afterwards. 

All the linear regression simulations are done in SAS Institutes Enterprise Miner 3.0.  

In all simulations the “none” selection method is used, this means that all inputs are 

used to fit the model. There are six types of optimization methods, all six gave the 

same result so we decided to use the default method.  
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6.2 Initial simulations 

In the initial simulations only the number of nodes in the hidden layer and epochs of 

training are adjusted to see which configuration that gives the best results, i.e. the 

lowest MSE value when using the test data-set. The following configurations have 

been evaluated: 

• 5, 10, 15 and 25 nodes in the hidden layer of the network. 

• 250, 500, 1000, 5000, 25000 epochs of training. 

 

Figure 11 - Training graph for item 214376, marketing area 41 and 5 hidden nodes. 

Figure 11 shows a typical training graph from the initial simulations for the FF 

networks. The upper line shows the networks error against the test-set and the lower 

against the training-set. As we can see the error is stabilizing after approximately 200 

epochs, this is typical for all network configurations. Even when training the network 
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for 25000 epochs, the error stabilized after 200-300 epochs. Gilde (1996) conclude in 

his experiments that most of the learning took place in the first 100 epochs, after that 

the network error stabilized. With this in mind it was decided to train the networks in 

future simulations for 400 epochs to capture the stabilizing of the error within the 

training. The typical training graph for Elman networks had the same appearance as 

the one for the FF networks.  

The results of the different hidden layer configurations can be found in Appendix 2 

and are all from FF networks but simulations with Elman networks showed that five 

hidden nodes also result in the lowest MSE. The conclusion is that in most cases, the 

best results are gained when using only five nodes in the hidden layer. Hence, the 

number of nodes in the hidden layer will be five in all remaining simulations. 

6.3 Campaign length information 

As discussed in 5.4 the networks have problems to capture the length and the time of 

campaigns. Therefore extra campaign length information has been added to the input-

data. The results of this extra information can be seen in Table 5 

Item MSE, no 
C.L.I., FF  

MSE, 
C.L.I., FF 

MSE, no 
C.L.I., 
TDFF 

MSE, 
C.L.I., 
TDFF 

MSE, no 
C.L.I., 
Elman 

MSE, 
C.L.I., 
Elman 

142508 1,1482e-3 2,5825e-3 2,1885e-3 1,8116e-3 5,1766e-3 5,6184e-3 

142509 2,2702e-3 1,4195e-2 5,4803e-3 8,6186e-3 3,5702e-3 9,1787e-3 

142518 5,8299e-3 5,3363e-3 4,7295e-3 4,4940e-3 5,5877e-3 4,7987e-3 

142520 2,8880e-3 4,026e-2 5,5927e-3 2,4958e-3 7,6724e-3 1,6891e-2 

203546 1,0443e-2 1,1275e-2 1,1731e-2 1,2453e-2 1,1826e-2 1,1778e-2 

213771 6,9116e-3 6,9927e-3 6,7423e-3 7,6699e-3 6,5525e-3 6,0815e-3 

214368 6,6315e-3 6,3609e-3 6,9207e-3 6,6826e-3 6,0962e-3 6,4722e-3 

214376 1,4709e-3 1,4936e-3 1,5737e-3 1,5788e-3 1,4621e-3 1,5140e-3 

Table 5 - Results of the campaign length information simulations. The table shows MSE values 

for the test set. 



6 Results 

- 49 - 

The results in Table 5 indicate that in most cases the extra campaign length 

information does not improve the results.  

If we instead compare the different network architectures with each other we can see 

that the feed forward networks often perform very well. But for the two last items the 

Elman networks is the one with the lowest MSE. The results from these two items 

may be the most important ones due to the relatively high number of campaigns in the 

data. To se if this is the case the average error for the first six items and for the two 

last items are calculated. As Table 6 show the average error is lower on the two last 

items.  

Items MSE, no 
C.L.I., FF  

MSE, C.L.I., 
FF 

MSE, no 
C.L.I., TDFF 

MSE, C.L.I., 
TDFF 

MSE, no 
C.L.I., Elman 

MSE, C.L.I., 
Elman 

First six 4.9152E-03 1.3440E-02 6.0774E-03 6.2572E-03 6.7309E-03 9.0577E-03 

Last two 4.0512E-03 3.9273E-03 4.2472E-03 4.1307E-03 3.7792E-03 3.9931E-03 

Table 6 - Average errors for the first six and the last two items. 

Although the Elman network performs best, Table 5 shows that all the networks have 

similar MSE values. 

6.4 Delayed sales input 

Due to the nature of the data there exists periodic elements. These elements can be 

campaigns that always have a certain appearance or peeks in the sales during the 

weekends. This problem is discussed in 5.5 and a possible solution is presented. In 

Table 7 the results of the simulations is presented. 

Item MSE, no 
D.I., FF  

MSE, D.I., 
FF 

MSE, no 
D.I., TDFF 

MSE, D.I., 
TDFF 

MSE, no 
D.I., 
Elman 

MSE, D.I., 
Elman 

142508 1,1482e-3 4,1344e-3 2,1885e-3 1,3627e-3 5,1766e-3 5,3938e-3 

142509 2,2702e-3 2,4914e-3 5,4803e-3 2,8212e-3 3,5702e-3 1,6634e-2 

142518 5,8299e-3 8,2444e-3 4,7295e-3 5,6441e-3 5,5877e-3 8,0258e-3 

142520 2,8880e-3 2,9150e-3 5,5927e-3 4,2151e-3 4,1335e-3 5,1784e-3 
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203546 1,0443e-2 1,2811e-2 1,1731e-2 1,1763e-2 1,1826e-2 1,2048e-2 

213771 6,9116e-3 7,5350e-3 6,7423e-3 6,8147e-3 6,5525e-3 6,6843e-3 

214368 6,6315e-3 7,0260e-3 6,9207e-3 7,5963e-3 6,0962e-3 7,0470e-3 

214376 1,4709e-3 1,6872e-3 1,5737e-3 1,6499e-3 1,4621e-3 1,5140e-3 

Table 7 - Results of simulations with delayed sales input. All MSE values are from the test sets. 

As we can see the use of a delayed sales input does not result in lower MSE values 

more than a few times. This indicates that the use of delayed sales information does 

not help the network at all. The additional information may even distort the networks. 

Another explanation to the bad results when using delayed information can be that 

there is no periodicity in the data at all or the periodicity may have longer intervals 

than the six days that is used in the simulations. 

Then comparing the different architectures the feed forward networks performs very 

well but the difference between them and the recurrent networks is in some cases very 

small. As in the campaign length information case the Elman networks performs 

better than the other networks in the cases when there are more than four campaigns 

in the data. The average error is also lower for the last two items. 

6.5 Moving average filter with non-campaign information 

The graphs from the previous simulations have, as can be seen in Appendix 3 very 

hard edges. We use a moving average filter because we want to smooth the hard edges 

and at the same time we also filter out some of the outliers. 

As mentioned earlier the main task in this case study is to predict sales under 

campaigns. In the data used in earlier simulations both sales information under 

campaigns and between campaigns is used. This means that between campaigns the 

input to the networks is zero and the output is varying. This may result that the 

networks do not only try to learn how to predict sales under campaigns but also how 
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to predict the sales between campaigns based on no information at all (except for the 

TDFF and Elman networks where information about previous states is stored). Hence, 

there is a risk that the network’s prediction performance decrease when using 

information both for campaigns and non-campaigns. Therefore we will run 

simulations with both with and without the extra information between campaigns. 

Table 8 shows results of simulations with and without a moving average filter. 

Item MSE, no 
M.A., FF  

MSE, 
M.A., FF 

MSE, no 
M.A., TDFF 

MSE, M.A., 
TDFF 

MSE, no 
M.A., Elman 

MSE, M.A., 
Elman 

142508 2.7787e-3 1,6542e-4 1,3578e-3 7,5564e-5 5,7092e-3 4,9913e-4 

142509 1,5266e-2 5,7730e-3 6,3319e-3 6,6248e-4 1,2809e-2 5,1540e-3 

142518 5,3953e-3 1,3752e-3 4,9283e-3 3,7093e-4 5,1112e-3 9,7418e-4 

142520 2,2061e-2 9,0284e-3 2,6873e-3 4,4717e-4 3,9645e-2 1,7295e-2 

203546 1,1402e-2 2,1510e-3 1,2498e-2 3,0291e-3 1,1489e-2 2,6022e-3 

213771 7,0987e-3 1,9678e-3 6,5308e-3 1,2413e-3 6,6126e-3 1,5540e-3 

214368 6,3919e-3 7,0740e-4 6,4500e-3 8,8722e-4 6,2032e-3 7,6645e-4 

214376 1,4941e-3 2,4718e-4 1,5641e-3 2,2601e-4 1,5207e-3 2,5506e-4 

Table 8 - Results of simulations with and without moving average filter and with non-campaign 

information. All MSE values are from test set. 

The moving average filter naturally improves the result in all simulations. The 

performance gain is on average about one magnitude. When looking at the graphs the 

predicted values are sometimes almost identical with the real values (see Figure 12).  
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Figure 12 - Results of simulation from item 214376 without non-campaign information and with 

a MA filter applied. The vertical line separates the training and test set. 

Compared to each other, the TDFF often performs best, but there is no big difference 

between the networks. The average error is lower for the two last items than for the 

first six, this may be due to the fact that the data for the last two items include more 

than four campaigns. 

Item MSE, no 
M.A., FF  

MSE, 
M.A. 
before, FF 

MSE, no 
M.A., 
TDFF 

MSE, M.A. 
before, 
TDFF 

MSE, no 
M.A., Elman 

MSE, M.A. 
before, Elman 

142508 2.7787e-3 5,3011e-3 1,3578e-3 6,2251e-3 5,7092e-3 5,8076e-3 

142509 1,5266e-2 1,0815e-2 6,3319e-3 62251e-3 1,2809e-2 5,6523e-3 

142518 5,3953e-3 1,3836e-2 4,9283e-3 4,3405e-3 5,1112e-3 1,1792e-2 

142520 2,2061e-2 4,1016e-2 2,6873e-3 2,2817e-2 3,9645e-2 2,4708e-2 

203546 1,1402e-2 7,3468e-3 1,2498e-2 6,9987e-3 1,1489e-2 8,4514e-3 

213771 7,0987e-3 5,9767e-3 6,5308e-3 5,6323e-3 6,6126e-3 6,5829e-3 

214368 6,3919e-3 3,6750e-3 6,4500e-3 2,8627e-3 6,2032e-3 3,7317e-3 

214376 1,4941e-3 3,6407e-3 1,5641e-3 3,0437e-3 1,5207e-3 3,5157e-3 

Table 9 - Results from simulations with moving average filter applied before training and testing 

with non-campaign information. 
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As Table 9 shows, the MSE values when applying a moving average filter to the data 

set before training and testing is in most cases lower. But compared to the MSE when 

using a moving average filter after training and testing the MSE values in Table 9 are 

in most cases higher. If we compare the different network architectures the TDFF is 

better in six cases of eight. 

6.6 Moving average filter without non-campaign information 

In this section we present and analyze the results from simulations with and without 

the moving average filter and with data that not contain any information between 

campaigns. 

Item MSE, no 
M.A., FF  

MSE, 
M.A., FF 

MSE, no 
M.A., TDFF 

MSE, M.A., 
TDFF 

MSE, no 
M.A., Elman 

MSE, M.A., 
Elman 

142508 1,4162e-2 9,5395e-4 1,1069e-2 5,7779e-4 1,1932e-2 6,8355e-4 

142509 1,3651e-2 4,6170e-3 7,9975e-3 7,9336e-4 1,2920e-2 5,3879e-3 

142518 5,3553e-3 1,4158e-3 4,3893e-3 5,9287e-4 4,5991e-3 7,6433e-4 

142520 2,8515e-2 1,2110e-2 2,8919e-3 3,8770e-4 2,6883e-2 1,2075e-2 

203546 9,5399e-3 2,3059e-3 1,3399e-2 4,4445e-3 1,1911e-2 3,8280e-3 

213771 8,3701e-3 3,9636e-3 9,1114e-3 3,6657e-3 7,6466e-3 3,5381e-3 

214368 3,7825e-3 7,3404e-4 5,5543e-3 1,0423e-3 4,0696e-3 8,5275e-4 

214376 7,7711e-4 1,1209e-4 1,0750e-3 1,6993e-4 8,3743e-4 1,3994e-4 

Table 10 - Results of simulations with and without moving average and without non-campaign 

information. 

The results here are the same as the ones in the previous section. The MSE values are 

much lower for the cases where moving average is used. The TDFF performs very 

well but in most of the cases the networks perform equally good. The average error is, 

as in the previous section, lower for the two last items than for the first six.  

When comparing the use of non-campaign information we can see that the results are 

better when we not use non-campaign information. 
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Item MSE, no 
M.A., FF  

MSE, 
M.A. 
before, FF 

MSE, no 
M.A., TDFF 

MSE, M.A. 
before, 
TDFF 

MSE, no 
M.A., Elman 

MSE, M.A. 
before, 
Elman 

142508 1,4162e-2 3,4810e-3 1,1069e-2 5,9975e-3 1,1932e-2 4,8859e-3 

142509 1,3651e-2 7,2965e-3 7,9975e-3 4,4558e-3 1,2920e-2 6,0259e-3 

142518 5,3553e-3 6,3340e-3 4,3893e-3 7,4783e-3 4,5991e-3 4,5130e-3 

142520 2,8515e-2 1,9035e-2 2,8919e-3 6,8230e-3 2,6883e-2 3,0219e-2 

203546 9,5399e-3 1,6520e-2 1,3399e-2 2,7854e-3 1,1911e-2 2,2278e-2 

213771 8,3701e-3 7,5327e-3 9,1114e-3 1,4568e-2 7,6466e-3 9,0530e-3 

214368 3,7825e-3 1,8112e-3 5,5543e-3 3,6253e-3 4,0696e-3 1,7064e-3 

214376 7,7711e-4 1,6772e-3 1,0750e-3 5,1863e-3 8,3743e-4 2,1313e-3 

Table 11 - Results from simulations with moving average filter applied before training and 

testing without non-campaign information. 

In the simulations when not using non-campaign information the results are in most 

cases better when using a MA filter before training and testing. The TDFF performs 

very well and have the best results in half of the cases. 

6.7 Linear Regression results 

The linear regression simulations are used as a reference then comparing the different 

network architectures.  

Item MSE with non-campaign information MSE without non-campaign information 

142508 1,4598622e-3 1,11520584e-2 

142509 2,2130526e-3 2,712861097e-1 

142518 7,7186155e-3 2,208028075e1 

142520 2,0924358e-3 1,328628637 

203546 1,1170079e-2 2,47434491 

213771 6,8969855e-3 2,21402713e-2 

214368 1,87984996e-2 7,6028775e-3 

214376 1,74959781e-3 2,1163555e-3 

Table 12 - Results of linear regression simulations. 

Unlike the neural networks, linear regression models have in most cases lower MSE 

values when using information between campaigns (non-campaign information). One 
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possible explanation of this is that the linear regression algorithm then has more 

information to base the model on.  

Item Linear regression FF  TDFF Elman 

142508 1,4599e-3 2.7787e-3 1,3578e-3 5,7092e-3 

142509 2,2131e-3 1,5266e-2 6,3319e-3 1,2809e-2 

142518 7,7186e-3 5,3953e-3 4,9283e-3 5,1112e-3 

142520 2,0924e-3 2,2061e-2 2,6873e-3 3,9645e-2 

203546 1,1170e-2 1,1402e-2 1,2498e-2 1,1489e-2 

213771 6,8970e-3 7,0987e-3 6,5308e-3 6,6126e-3 

214368 1,8798e-2 6,3919e-3 6,4500e-3 6,2032e-3 

214376 1,7496e-3 1,4941e-3 1,5641e-3 1,5207e-3 

Table 13 - Results from Linear regression, FF, TDFF and Elman networks with non-campaign 

information. 

When using non-campaign information the linear regression performs well. In three 

cases they are even better than the neural network models. For the two last items the 

network models is best although the difference between the models is small. 

Item Linear regression FF  TDFF Elman 

142508 1,1152e-2 1,4162e-2 1,1069e-2 1,1932e-2 

142509 2,7129e-1 1,3651e-2 7,9975e-3 1,2920e-2 

142518 2,2080e1 5,3553e-3 4,3893e-3 4,5991e-3 

142520 1,3286 2,8515e-2 2,8919e-3 2,6883e-2 

203546 2,4743 9,5399e-3 1,3399e-2 1,1911e-2 

213771 2,2140e-2 8,3701e-3 9,1114e-3 7,6466e-3 

214368 7,6029e-3 3,7825e-3 5,5543e-3 4,0696e-3 

214376 2,1164e-3 7,7711e-4 1,0750e-3 8,3743e-4 

Table 14 - Results from Linear regression, FF, TDFF and Elman networks without non-

campaign information. 

When not using the non-campaign information the difference between the linear 

regression and network models is quite big. The neural networks often outperform the 

linear regression models. As discussed earlier, one reason for this may be that the 
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linear regression algorithm have less data to base the model on and hence is unable to 

make an accurate model. 

6.8 ICA’s current method 

To see if our how well our models really work, we have compared our results with 

results from ICA’s current method. Because we got the predicted campaign sales data 

from ICA late in the project we have only compared results for item 214368 and 

214376. As previous results indicate, these two items may be the ones that are most 

interesting to use in the comparison. The data we received from ICA is summarized 

on weeks and campaigns. To make a fair comparison we summarize our results in the 

same way.  

In Figure 13 we see ICA’s prediction compared with the FF network, which has the 

lowest MSE value for items 214368. All eight campaigns are form the test-set. In the 

FF network, the non-campaign information is not used for training the network. 
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ICA's prediction compared to FF networks, item 214368
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Figure 13 - ICA's current method compared to feed forward neural networks. The sales are for 

item 214368 and are summarized for whole campaigns. 

For item 214368 the neural network models is better than ICA’s models in half of the 

cases. The MSE is 2766 for ICA’s prediction and 2374 for the neural network 

prediction. Hence, the network seems to make a more accurate prediction than ICA’s 

method. 
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ICA's prediction compared to FF networks, item 214376
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Figure 14 - ICA's current method compared to feed forward neural networks. The sales are for 

item 214376 and are summarized for whole campaigns. 

As we can see in Figure 14 the neural network model is better than ICA’s model for 

six of the eight campaigns. If we compare the MSE values they are 3120 for the 

network model and 7434 for ICA’s model. The MSE are more than twice as high for 

ICA’s model compared to the network model. 

 



7 Conclusions 

- 59 - 

7 Conclusions 

In chapter 1.1 we discuss two different goals with this work. One goal is to investigate 

if we can use recurrent networks to make good time-series predictions compared to 

feed forward networks and linear models. The assumption was that recurrent networks 

are better than feed forward networks and that feed forward networks are better than 

linear regression models when using real-world data. The prediction task we have 

used when evaluating the different models is predicting sales under marketing 

campaigns. 

The second goal is to evaluate if we can get better results, i.e. more accurate models 

when only using the most relevant information. The data used in this work includes 

two kinds of segments, campaign and non-campaign segments. Our hypothesis is that 

we will get more accurate campaign models when only using campaign information 

compared using both campaign and non-campaign information. 

An additional objective was to use the KDD process under the project. The KDD 

process is a structured process for solving data mining and knowledge extracting 

tasks. 

7.1 The KDD process 

The KDD process has been used throughout the entire case study. The experience is 

that the KDD process is a pretty general process, this have both advantages and 

disadvantages. The general nature of the KDD process allows it to be used in a wide 

spectrum of different knowledge discovery tasks, form time-series prediction to 

classification and hypothesis testing. This can also be a disadvantage; due to the 

general nature, the KDD process may not always give enough support in the process 
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of solving a task. In this case study the KDD process have been used as an aid in the 

simulations and the preparations for the simulations.  

In the building of the most relevant data set for solving the problem (2.1.1) we have 

been running several different experiments. These experiments have also been used 

for fine-tuning the models based on the steps in the KDD process. As we can see in 

5.3, the initial simulations resulted in a test configuration (6.1) that has been used in 

all the succeeding simulations. One problem that was observed under the initial 

simulations was that the networks often predicted the sales too low and at the wrong 

day. To see if we could help the network to make more accurate predictions we added 

extra information called campaign length information (5.4). Another phenomena we 

noticed was that the network had big problems of capture the periodic elements 

discussed in 5.5. Therefore we added extra information about the previous sales to the 

network. This resulted in higher MSE values in almost every simulation (6.4). Hence, 

we decided to not use this information in the rest of the simulations.  

The resulting graphs from the simulations had much hard edges. We when applied a 

moving average filter as described in 5.6 to see if this could improve the results. The 

moving average filter also had another function; it filtered out some of the outliers in 

the data. Although we have not done a complete analysis of the outliers in the data we 

noticed that the moving average filter always led to lower MSE vales and hence we 

may assume that the outliers should be cooped for and handled by a moving average 

filter in the data set we used in this case study. 

A conclusion regarding the KDD process is that it has shown to be a very useful aid 

when performing tasks like the one in this case study. 
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7.2 Neural networks vs. linear regression 

We have evaluated three different neural network architectures; feed forward 

networks, time-delayed feed forward networks and Elman networks. We have also 

done simulations with linear regression algorithms to see how well they perform 

compared to the neural network models. In all simulations we used real-world sales 

data (4.3) from eight different items in ICA’s assortment. 

One part of the hypothesis was that recurrent networks should make more accurate 

predictions compared to feed forward networks and linear models. In our experiments 

we found no strong evidence of this, on the contrary, the feed forward networks often 

performs better than the Elman networks. The architecture that performed best in 

most of the simulations was the TDFF. But the difference between TDFF and the 

other architectures was often very small.  

The linear regression models are in some cases better than the neural network models. 

This is the case when the data is limited, i.e. there are a low number of campaigns in 

the data. If there are a higher number of campaigns in the data the neural network 

models gain better results than the linear regression. 

Another conclusion is that when we have more data, i.e. campaigns in the data set, the 

algorithms can produce more accurate models. 

7.3 Use of non-campaign information 

As mentioned earlier, one goal with this case study was to evaluate if we could get 

better prediction accuracy if we did not use non-campaign information, i.e. the 

information between campaigns. Our simulations show (6.6) that the neural network 

models in most of the times gain more accurate predictions then only using 

information from campaigns, i.e. not using the non-campaign information.  
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The results from the linear regression models is the opposite of the neural network 

models, we get the best results when we use non-campaign information when creating 

the model.  

The results show, for the data set we used in this case study, evidence of the fact that 

the network predictions get more accurate and that the prediction from the linear 

regression models get less accurate then using non-campaign information. 

7.4 Neural networks vs. ICA’s current method 

We have only compared the results from this case study with ICA’s current method 

for two items (7.4). This is due to time constrains and to the fact that these two items 

are the ones that suffer least from the limited data problem.  

The results indicate that our best neural network models always give a better MSE 

value than ICA’s methods. But more simulations should be done to strengthen this 

conclusion. 

7.5 Summary 

We did not find any pattern of which of the items that was easy or hard to make 

predictions for. This can depend on the fact that only half of the items have more than 

two campaigns in the data. The limited data may be one contributing factor to the 

ambiguous results. Another factor that can affect this is that there are two completely 

different kinds of items in the data namely butter and kitchen paper.  

The overall conclusions from this work is: 

• The KDD process can be very useful in case studies like this one.  
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• We found no evidence of the fact that recurrent networks are better than FF 

networks and linear regression for time-series prediction in the data set used in 

this case study. 

• The results indicate that when not using non-campaign information we get 

better results in our neural network models than when using non-campaign 

information. 

• Compared to ICA’s current methods, our neural network models can make a 

better prediction of the sales under campaigns. 

The results show that neural network methods can be applied on real-world problems 

with good results. 

7.6 Future work 

There are many things that can be done to extend the work in this dissertation. In this 

section we will discuss some of the ides we could not investigate.  

7.6.1 Multiple covariance 

As discussed earlier the multiple covariances in the data is a problem. The covariance 

is not only between similar items but also between the different marketing areas. 

There would be nice to capture this covariance in the network models so it can be 

accounted for when making prognosis. This would be very useful when dealing with 

small marketing areas where the data is limited. One way to solve this problem is to 

include all marketing areas and all similar items in parallel in the same network. By 

doing this, the network should be able to make a model of the covariances in the data. 

A problem with this approach is that the networks would be very big due to the 

increase of attributes. 
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7.6.2 Generic campaigns 

In the previous approaches we have used one network for each item, it would be 

interesting to see if we could use one network for all items. It may be the case that 

there are only a few types of campaigns and these are mutual for all items or for all 

similar items. If this is the case it should be possible to use a single network for all 

items or similar items and when new items arrive, the network should not require any 

additional training to make accurate campaign prognosis for these. Similar items may 

be different brands of kitchen paper or butter. 

7.6.3 Capturing seasonal components 

A problem with the networks in this case study is the input of actual sales values; one 

approach was to use a delayed input of the sales values as described in 5.5. This 

method did not work very well. Another way of solving this problem could be to use a 

Jordan/Elman hybrid network where the output is fed back into the input layer. This 

would result in not only an implicit feedback of the previous internal states of the 

network, but also of the prediction. 

7.6.4 Knowledge extraction 

A popular approach when dealing with neural networks is to analyze the internal 

weights to see which input that affects the networks behavior most. In this case it may 

be possible to use this for knowledge extraction and see what attribute that have the 

biggest impact of the sales. 
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Appendix 1 

 

Item number Number of 
recorded days in 
the data 

Number of 
campaigns in the 
recorded data 

111514 241 0 

111515 159 0 

111516 209 0 

111517 225 0 

142508 59 2 

142509 141 2 

142518 147 2 

142520 116 2 

144174 90 1 

144182 57 1 

144201 72 1 

144202 23 1 

203545 280 0 

203546 242 3 

213771 273 4 

214368 247 15 

214376 287 17 

Properties for the items used in this case study. Number of days of recorded data and 

the number of campaign for each of the items for marketing area 41. 
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Appendix 2 

Results of different hidden layer configurations  

The table shows the MSE for different items under different hidden layer 

configurations. The lowest values are bold. 

No nodes 

Item 

5 10 15 25 

142508 1,3009e-3 1,7369e-3 3,5883e-3 6,7189e-3 

142509 1,8170e-3 2,1107e-3 1,6055e-3 1,8533e-3 

142518 6,1123e-3 6,1138e-3 6,8487e-3 6,2230e-3 

142520 1,8209e-3 4,1028e-3 1,9995e-3 2,7315e-3 

203546 1,2717e-2 1,1626e-2 1,2205e-2 1,1766e-2 

213771 7,1261e-3 8,0314e-3 7,6487e-3 7,8059e-3 

214368 6,3368e-3 6,3558e-3 6,3801e-3 6,2260e-3 

214376 1,4761e-3 1,6021e-3 1,5424e-3 1,7243e-3 
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Appendix 3 

Training and test data sets 

The vertical line describes the border between the training set and the test set. Stars on 

the top identify campaigns and stars at the bottom identify non-campaigns. 

 

Figure 15 - Training and test data set for item 142508, marketing area 41. 

 

 

Figure 16 - Training and test data set for item 142509, marketing area 41. 
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Figure 17 - Training and test data set for item 142518, marketing area 41. 

 

 

Figure 18 - Training and test data set for item 142520, marketing area 41. 

 

 

Figure 19 - Training and test data set for item 203546, marketing area 41. 
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Figure 20 - Training and test data set for item 213771, marketing area 41. 

 

 

Figure 21 - Training and test data set for item 214368, marketing area 41. 

 

 

Figure 22 - Training and test data set for item 214376, marketing area 41. 

 


