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Abstract
Using surrogate approximations (e.g. Kriging interpolation or artifical neural
networks) is an established technique for decreasing the execution time of simulation optimization problems. However, constructing surrogate approximations can
be impossible when facing complex simulation inputs, and instead one is forced
to use a surrogate model, which explicitly attempts to simulate the inner workings
of the underlying simulation model. This dissertation has investigated if postprocessing the output of a surrogate model with an artificial neural network can
increase its accuracy and value in simulation optimization problems. Results indicate that the technique has potential in that when output post-processing was
enabled the accuracy of the surrogate model increased, i.e. its output more closely
matched the output of the real simulation model. No apparent improvement in
optimization performance could be observed however. It was speculated that this
was due to either the optimization algorithm used not taking advantage of the improved accuracy of the surrogate model, or the fact the the improved accuracy of
the surrogate model was to small to make any measurable impact. Further investigation of these issues must be conducted in order to get a better understanding of
the pros and cons of the technique.
Keywords: Simulation optimization, surrogate-assisted simulation optimization, surrogate approximations, surrogate models.
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1

Introduction

Simulations are today commonplace for analyzing a wide range of real-world phenomena, such as queuing networks, flexible manufacturing systems and inventory practices
(Fishwick, 1992). Often, simulations are created with the purpose of improving the
performance of the real world system being modeled (e.g. improving the throughput in
a production line). Using a trial and error approach, testing different values on the simulation input variables can reveal some insight in how one can improve the real world
performance. Another way to approach the problem is to see it as an optimization problem; which set of values of the simulation input variables will yield the most optimal
output? Typically, the process used for answering this question is called simulation
optimization (SO) (Carson and Maria, 1997).
Often, simulations can require a great deal of computational resources (time and
memory) to execute (Torczon and Trosset, 1998). Therefore it is not always feasible
to use them in SO scenarios as they typically require that the simulations are executed
a large number of times. One approach suggested for dealing with this problem is to
incorporate a simulation surrogate, a computationally less expensive but simplified version of the real simulation into the simulation optimization. Often these simulation surrogates are represented by analytical models, referred to as surrogate approximations.
Barton (1992) lists a number of commonly used surrogate approximation techniques.
Surrogate approximations view the simulation model as a black box taking a set of input
parameters and outputting a set of output values. They do not actually know about the
inner workings of the real simulation. Complex simulation inputs however can make
building surrogate approximations very difficult, therefore one is forced to use surrogate models. A surrogate model tries to physically imitate the inner workings of the
real simulation model, e.g. a simplified simulation of a more complex simulation.
In the field of simulation optimization, artificial neural networks (ANN) have successfully been used as surrogate approximations, e.g. Altiparmak et al. (2002). Seeing
the need for being able to construct surrogate models, this dissertation has sought to
investigate if post-processing the output of a surrogate model with an ANN is viable
technique for improving the accuracy of it, making it more valuable to use in an SO
problem. The reason for investigating this technique is that it is hoped that it can ease
the demands of surrogate models, i.e. surrogate models does not have to be as complex
since the output post-processing can mask the simplifications made.
The rest of the dissertation is structured as follows: section 2 will present the reader
with information on topics deemed to be relevant to be aware of in order to fully comprehend the text. Section 3 will present the aim of the dissertation and the objectives
that must be completed in order to reach it. Section 4 will give a description of the test
case in which all output post-processing was investigated. Section 5 describes the ANN
which was developed, and section 6 will present the impact it had on the optimization
results. Finally, section 7 will present the conclusions of the dissertation along with
ideas for future work related to the topic and findings.
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2

Background

This section will introduce the reader to a number of important concepts related to the
work performed in the dissertation.

2.1

Simulation

Computer simulation is a common technique used to understand the workings of realworld phenomenon. By imitating the behavior of a real-world phenomenon, questions
can be answered about the phenomenon in question without having to observe it directly
in real-life.
The subject of a simulation is often referred to as the system. It is defined by Law
and Kelton (1999) as a collection of entities, e.g. people or machines, that act and interact together toward the accomplishment of some logical end. Associated with a system
is its state. The system state encompass all variables needed to to describe a system at
a particular time. There are two major types of systems, discrete and continuous. In
discrete systems, variables change instantaneously at separate points in time, whereas
in continuous system, variables change gradually as time progresses. Depending on the
characteristics of the system, the most suitable type of system can be used. For example, if the system is a bank and the arrival and departures of customers, it can be said
to be a discrete system, since arrival and departures happen at discrete points in time.
However, if the system is concerned with the position and velocity of an airplane as it
travels through the air, it can be said to be continuous, since these variables changes
with respect to time. Many systems are not 100% discrete or 100% continuous, but often one of the types are more prominent enough to be able to classify the whole system
as one of them (Law and Kelton, 1999).
By making assumptions of how the system operates, a model can be created capturing its behavior. How this model is represented often depends on the problem at hand.
If the system being modeled is simple enough, an analytical model can be created, removing the need to perform simulation; an analytical model, often using mathematical
methods such as algebra, calculus or probability theory, is capable of providing exact
answers for questions regarding the behavior of the system. However, many real-world
problems are too complex to be able to model in an analytical fashion, as they simply
contain too many nonlinearities, combinatorial relationships and uncertainties (April
et al., 2001). Instead, numerical methods must be used, which simulates the behavior
by using computers, giving estimates of the real behavior of the model. One of the most
commonly used simulation methods is discrete-event simulation (DES) and it is also the
only simulation method employed in this dissertation. A description of this simulation
method is given in section 2.1.1.
2.1.1

Discrete-event simulation

Discrete-event simulation (DES) is a common approach for building computer simulations, especially in areas such as queuing networks, flexible manufacturing systems and
inventory practices (Fishwick, 1992). In general, it is a suitable approach when the phenomenon being simulated lends itself well to the transaction-flow world view, in which
the world is visualized as consisting of discrete units of traffic flowing from one point to
the other while at the same time competing with other units for (often scarce) resources
(Schriber and Brunner, 1997). In DES, the state of a simulated system evolves over time
2

with the occurrence of events which instantaneously alters different state variables (Law
and Kelton, 1999). Typically, all discrete-event simulators share a number of common
components, the most prominent being (assuming next-event time advance which is the
most widely used time-advancing mechanism):
• System state: A collection of variables which together describe the current state
of the simulation.
• Simulation clock: A variable storing how much time that has elapsed in the simulation.
• Event list: The list of events that are to be executed, sorted in a chronological
order.
• Initialization routine: A routine for initializing the simulation state (e.g. setting
state of variables, adding initial events) as it should be at time 0.
• Timing routine: A routine for advancing the simulation clock to that of the time
of the next event in the event list.
• Event routine: Each event type has one event routine associated with it, implementing the specific logic for updating state variables when a event of that type
is executed.

2.2

Simulation optimization

Carson and Maria (1997) defines simulation optimization as the process of finding the
best input variable values from among all possibilities without explicitly evaluating
each possibility. Put another way, the goal is to find the set of input variable values
for a simulation model which yields the best output in the least amount of time. The
process of simulation optimization, visualized in Figure 1, can be divided into two
steps which are repeated for a number of iterations. The first step in each iteration
is for the optimization strategy to generate a set of values for the input parameters
to the simulation model. The second step is to evaluate the simulation model using
these parameter values as input. The output from the simulation model then provides
feedback to the optimization strategy as to what the next set of input parameter values
should be. The process is repeated until an appropriate termination criterion has been
reached (e.g. having run it for a certain amount of time). The optimization strategy is
realized in the use of one of many available search methods, with each search method
approaching the problem from its own perspective. Carson and Maria (1997) describes
a number of search methods which have been developed and used over the years such as
Genetic Algorithms (GA), simulated annealing (SA) and Tabu search (TS). Common
for these search methods is that they view the simulation as a black box, they only
care (and know) about the relationship between values of the input parameters and the
output values they yield. The strategy used for guiding the search is often called a
meta-heuristic (Blum and Roli, 2003).
The process of running one optimization, i.e. reaching the termination criterion
is called an optimization run. In a single optimization run, a number of optimization
replications can be executed. This simply means that more than one instance of the
optimization algorithm is executed, and the results are combined in one way or the
other. For example, 10 optimization replications might be used and the final results
from the optimization run are the results from each optimization replication combined.
3
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Figure 1: The simulation optimization process.
2.2.1

Surrogate-assisted optimization

A simulation surrogate is a computationally less expensive but simplified version of
the real simulation model. The goal of a simulation surrogate is to reduce the cost,
time and effort required by a simulation analysis, by approximating the input/output
function implied by the underlying simulation model (Fonseca et al., 2003). They can
be incorporated into SO problems in order to decrease their execution times. That
is, the optimization algorithm used in a SO problem alternates in evaluating the real
simulation model and the simulation surrogate. Exactly when and how the simulation
is called upon differs between different optimization algorithms.
Simulation surrogates can be constructed using many techniques, this dissertation
will differentiate between two types of simulation surrogates: surrogate approximations and surrogate models. One major difference between these two different types
of simulation surrogates is that surrogate approximations are treating the real simulation model as a black box, knowing nothing about its inner workings, while surrogate
models explicitly attempts to mimic the inner workings of the real simulation model (albeit in a simplified fashion). In other words, surrogate approximations attempt to learn
the relation of input parameter values and output parameter values of the real simulation model, whilst surrogate models try to physically imitate the real simulation model.
Given these differences, it is often common to construct surrogate approximations using mathematical models, e.g. ANNs. Surrogate models are often constructed using
simulation methods.
Surrogate approximations of different types have been used with great success in
many reported SO problems. However, when faced with e.g. complex simulation inputs, constructing and using them can be next to impossible. This is where surrogate
models can play a role. As an example of a surrogate model, if the real simulation
model is a complex DES, then the surrogate model can be a simplified DES (using the
same simulation input).

2.3

Artificial neural networks

Artificial neural networks (ANNs) are parallel computational models comprised of
densely interconnected adaptive processing units (Hassoun, 1995). When combined,
these processing units can exhibit adaptive behavior, i.e. they can learn by example.
They can be appropriate to use when one has little or no understanding of an application domain or an incomplete understanding of how a problem should be solved but
where training data is readily available. ANNs can be used in a wide range of application areas such as pattern classification, speech synthesis, function approximation and
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Figure 2: A general neuron model with three weighted inputs (x1, x2, x3)
recognition systems.
The basic building block of an ANN is the artificial neuron, inspired by its biological
counterpart found in the brains of animals. Figure 2 shows a general model of an
artificial neuron. An artificial neuron is a small processing element capable of receiving
weighted inputs and generating an output generated by an activation function. The
activation function uses the sum of the weighted inputs as its input. There are many
activations, Mehrotra et al. (1997) gives an overview of many of the most common
ones. In an ANN, one ore more of these neurons are connected with each other (in
resemblance with the nervous system found in animals).
In order for a ANN to be usable, it must first learn the problem it is facing. Learning
is achieved by using a training algorithm, which at a general level observes how well the
ANN is able to predict a correct output when faced with different inputs. By observing
this behavior, the weights between the neurons is altered, in the hope that the ANN will
predict a better outputs in the future. A trained ANN is not very usable unless it is able
to generalize its knowledge, i.e. it must provide good answers when faced with inputs
not encountered as part of its training. This is an essential feature of an ANN.
There are many ways one can build an ANN, i.e. how to arrange the neurons and
their connections, depending on what it should be able to do Mehrotra et al. (1997). The
most general form of an ANN is a fully connected network, in which each neuron is
fully connected to all the other neurons in the network. All other forms of ANNs can be
said to be special cases of this architecture. Given that a network is fully connected, it
requires n2 weights if there are a total of n neurons. Therefore, it is often impractical to
construct these due to the exponential increase of the number of weights. Additionally,
they tend to have trouble generalizing well; each neuron often have little direct influence
on the other neurons.
Layered networks include all networks which are constructed using subsets of neurons arranged in layers. Processing in these networks flows from an input layer, through
a set of optional “hidden layers”, and ends in an output layer. In these networks, there
can be no connections between neurons which opposes the processing flow, i.e. no backward connections. There can be no intra-layer connections in the input layer. However,
intra-layer connections can exist in the subsequent layers, i.e. in the hidden layers and
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Figure 3: A feed forward 3-2-3-2 network.
the output layer. A special case of layered networks are acyclic networks. The only difference to layered networks is that there can be no intra-layer connections at all. This
can make the computational processes much simpler since there can be no complex
cyclic connections.
Feed forward networks are a subset of acyclic networks. In contrast to acyclic networks, neuron connections can only be made between neighboring layers. Feed forward
networks are among the most widely used types of ANNs (Mehrotra et al., 1997). Conceptually, nodes in successively higher layers abstract successively higher level features
from preceding layers.
There are many other types of ANN architectures in use besides feedforward networks. Especially in the realm of SO, radial-basis function networks have been used
quite extensively, see e.g. (Shin et al., 2002).
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3

Problem description

Simulating complex scenarios can often be computationally expensive. Methods to decrease the time needed to perform these simulations are therefore of interest when using
them in SO problems due to that the optimization strategy employed can require a large
amount runs before a satisfying result can be found. There are many techniques which
can be used to achieve this. Increasing the computational power of the hardware used
to run the simulation models is perhaps the most simple one if possible. Other methods include parallelizing the execution of the simulation model. This can be done on
a machine level in the form of clustering, i.e. running the simulations independently
on multiple computers at the same time and then combining their results into one common result set. Parallelization can also be achieved at the software level, e.g. by using
multiple threads to execute the simulation model. Another common technique used for
reducing the total time an optimization must be run, and also the method which is the
focus of this dissertation, is to incorporate surrogate simulations into the optimization
process. A surrogate simulation imitates the output of the real simulation, and the optimization strategy used in the SO process use these “fake” outputs to guide its search to
a sufficient solution.
Surrogate approximations have been shown to provide good results when it comes
to imitate the outputs of the real simulation model. Using surrogate approximations
however is not always a viable alternative. In complex simulations with complex inputs
many of the commonly used types of approximations techniques become hard to construct and use; there simply is no feasible way of forming a analytical representation of
the problem. Instead one is forced to construct a surrogate model which seeks to imitate
the behavior of the real simulation model by explicitly simulating its inner workings.
It is commonly agreed that building surrogate models often is a complex undertaking, primarily because the real simulation model must be imitated at only a fraction of
the execution cost. As such, simplifications must often be made to make the surrogate
model usable in an SO process. These simplifications however, can make the surrogate
model quite inexact as it no longer captures and simulates all the nuances of the real
simulation (which can have a great impact on the output). Also, constructing surrogate models can require a lot of resources in terms of time and money compared to the
construction of surrogate approximations.
The dissertation will focus on investigating one specific technique for improving
the accuracy of a surrogate model, namely output post-processing. To the best of the
author’s knowledge, no similar studies have been undertaken previously. The idea is
that an ANN can be trained to learn how the results from the surrogate model tend to
differ from the real simulation model and apply adjustments to the output surrogate
model to better match the output of the real simulation model. By investigating the
viability of this technique the work performed in this dissertation can be value to both
the SO research community and SO practitioners, primarily for the following reasons:
• It can find techniques for improving the accuracy of surrogate models, making
them more usable in SO processes.
• It can ease the demands of the accuracy of surrogate models, since the output postprocessing can potentially mask simplification-based inaccuracies of the output.
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3.1

Aim

The proposed project will investigate if techniques for surrogate approximations can be
used for improving the accuracy of a surrogate model. More specifically, the aim of the
dissertation is defined as: Investigate if post-processing the output of a surrogate model
using an ANN is a viable technique for improving its value in SO scenarios.

3.2

Objectives

The following objectives and associated methods have been developed which once executed will enable the aim of the dissertation to be reached:
1. Identify a suitable test case (simulation scenario), with complex inputs and
large computational cost, in need of SO: In order to evaluate any post-processing
techniques at all, a suitable SO test case must be selected. The simulation in the
selected test case must have a large computational cost in order to motivate the
construction of a surrogate. Furthermore, it must have complex inputs to motivate
the construction of a surrogate model instead of a surrogate approximation.
2. Develop a surrogate model for the selected test case: A surrogate model must
be developed for the selected test case on which all output post-processing experiments will be performed.
3. Design and implement the surrogate model output post-processing technique
for the selected test case: This objective involves constructing a post-processing
ANN and identifying the most suitable way of integrating it into the selected SO
test case.
4. Compare the accuracy of the surrogate model with and without the postprocessing enabled: In order to establish whether output post-processing is a
viable technique for improving the accuracy of surrogate models, detailed analysis of the outputs of both the real simulation and the surrogate model must be
conducted. In order to do this, a set of meaningful metrics for measuring the accuracy of the simulation outputs must be used. Considering the accuracy of the
surrogate model is only one aspect to focus on, tests must also be run seeking to
establish how the optimization results are affected by the post-processing ANN.

8

4

Test case

This section will describe the SO test case used as the basis for investigating ANNbased post-processing techniques of surrogate model outputs.

4.1

SO scenario

The test case selected was a simulation of a camshaft machining line at the "H-factory"
(a Volvo Cars factory in Skövde, Sweden) (Andersson et al., 2007). It has been developed as part of the research project OPTIMIST (OPTIMisation using Intelligent Simulation Tools)1 , which is a joint research project between the University of Skövde
and industrial partners. The project aims to introduce simulation-based intelligent optimization as a practical tool which can be used in the daily operations of companies in
industrial and service sectors. A software platform called OPTIMISE2 (OPTIMisation,
Intelligence and Simulation Environment) has been developed in an attempt to make
this goal a possibility. The platform is “designed to be multi-tier client/server based
in which all complex components, including various meta-heuristic search algorithms,
neural network based meta-models, deterministic/stochastic simulation systems and the
corresponding database management system are integrated in a parallel and distributed
platform and made available for general users to easily access, anytime, anywhere,
through Web Services technology” (Ng et al., 2007, p. 1). “H-factory” is a test case for
this platform. A conceptual overview of the platform, including how specific simulation
test cases are integrated is shown in Figure 4.
The purpose of the “H-factory” test case was that Volvo Cars needed to increase
the overall throughput of the machining line (Andersson et al., 2007). The current floor
control system in place for doing the production planning was not able to meet this
demand. The reason being the highly complex nature of the production process, with
a vast range of factors influencing the production rate. The machining line produces
several variants of camshafts, with each variant requiring specific “raw materials” and
machine operating settings. The machining line is built up as a number of operation
groups with each one responsible for performing a specific operation on a camshaft
being produced. For each operation group, there are a number of parallel machines
(each with their own settings such as processing time and physical limits) responsible
for actually performing these operations. In total there are 14 operating groups and a
total of 34 machines. All finished camshafts are taken to a storage area, where they later
on can be distributed to other production areas. It is important to always keep the stock
levels at the storage area above defined security limits in order not to slow production
elsewhere.
Camshafts are produced in batches (a collection of camshafts of the same kind),
with each batch being prioritized for production in order to keep the stock levels at the
storage area at an acceptable level. However, even though the batches are prioritized, a
little is known about how the machines in the machining line will be able to cope with
certain batch prioritizations (e.g. amount of stalls, duration of stalls, idle times etc.).
Instead, the personnel on the floor must constantly re-prioritize the batches at every
machine once they are in production. Of course, it can be hard to predict the exact
consequences of re-prioritizing a certain batch at a certain stage on its way through the
machining line. That is why it was thought that SO could be of value. By optimizing
1
2

http://www.his.se/optimist
http://www.his.se/optimist/optimise
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Figure 4: Conceptual overview of the OPTIMISE platform
the batch priorities good enough each day before the production started the need to
constantly re-prioritize them once in production could become unnecessary, saving both
resources and increasing the overall throughput.
The “H-factory” camshaft manufacturing process described above was built as a
DES model using the graphical process flow simulation package Delmia Quest R 3 . A
GA-based search method is used to guide the optimization process, where each genome
represents one production schedule (i.e. set of batch priorities).
The optimization worked satisfactory as far as the results it generated was concerned. However, with the simulation taking about 30 seconds to execute on the computers available, it was quite impractical to use it as a simulation model for this SO
problem considering that the optimization strategy used typically required thousands
of iterations before a satisfying result could be found. Volvo Cars ideally wanted to
perform the optimization process as soon as updated stock level demands were updated
which happens once a day. Therefore, the time needed to perform the optimizations had
to be decreased.
The SO problem described above fulfills the requirements for being suitable to use
as the test case in the dissertation. As already stated, the simulation had a large computational cost. Furthermore, the simulation required complex inputs. It is not just a
matter of what batches there are to produce, a large number of surrounding parameters
must be considered such as machine operating settings (e.g. enabled/disabled, production times for certain product types, time to change operation settings to another product
type, planned stops, etc.), amount of “raw materials” available, time settings (when does
3

http://www.delmia.com
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production start, how much time is available each day to produce), security levels of the
storage area and a number of other parameters. Capturing all these important influences
in a traditional surrogate approximation is impossible and instead a surrogate model is
needed.
The optimization strategy sees the simulation model as a black-box, i.e. it does not
know anything about the inner workings of the simulation, it only sees the the effects
of how certain input parameter values affects the quality of those configurations. More
specifically, a fitness function (F) is used for quantifying the quality of a solution from
the simulation model. For a detailed description of the fitness function ,and the rationale behind it, used in the “H-factory” test case, see Andersson et al. (2007). The fitness
function makes use of 19 variables which are supplied by the real simulation model. The
first one is the mean throughput of the production line, the other 18 are shortage values
indicating how well the buffer levels have been able to be kept at acceptable levels during the simulation. In summary, the fitness function reflects the overall objective of the
SO; increasing the overall production rate while keeping the stock levels at acceptable
levels.

4.2

Surrogate model

A surrogate model was developed in order to investigate the viability of post-processing
the output of a surrogate model in SO scenarios. As described in the previous section,
the surrogate was to be incorporated into the “H-factory” SO test case. It was developed
in collaboration with the persons responsible for the constructing the real simulation
model as well as the persons involved in the SO test case (e.g. persons concerned with
its infrastructure and its optimization algorithms).
The surrogate was built around the principles of DES. This is primarily due to two
reasons, the first being that it is a very common (and successful) way of building simulations of manufacturing processes where many factors influencing the outcome of the
simulation must be taken into consideration. The second and more important reason
being that the real simulation used this technique, i.e. it was believed that it would be
easier to imitate the real simulation if the same basic simulation technique was used.
In order for a surrogate model to be used in a meaningful way in a SO scenario, it
should only require a fraction of the time needed by the real simulation model to execute. In the selected test case, this meant that the surrogate model would have to be
able to execute in a matter of milliseconds (the real simulation model taking about 30
seconds). The object-oriented C#4 programming language was used to implement the
surrogate since it was considered to provide a good balance between execution performance and ease of integration into the OPTIMISE platform (which almost exclusively
uses C#).
As for the design of the surrogate, it is divided into two major parts. One is a
general package, “SurrogateEngine”, which is a DES engine for all kinds of surrogates
simulating manufacturing processes. This package knows nothing about the specific
test case it is simulating. This is instead implemented as a layer on top in a package
called “H_Factory_Surrogate”. This package is responsible for parsing and setting up
the machining line which is to be simulated and its parameters. The reason for dividing
the surrogate into these two distinct parts was to make it easier to implement surrogates
for other test cases. For a UML class diagram of the surrogate, see A.1.
4

http://msdn2.microsoft.com/en-us/vcsharp/

11

The surrogate model uses the same set of input parameters as the real simulation
model, and outputs the same set of output variables which then are used as inputs to
the fitness function. This is a requirement if the optimization is to be able to use the
surrogate model without having to change its black-box view of the simulation model
being optimized, i.e. it must be able to use the same set of input parameters.
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5

Post-processing of surrogate model output

This section will present the ANN constructed which was used to post-process the output of the surrogate model.

5.1

ANN construction

An ANN was developed in order to post-process the output from the surrogate model.
Since it was not known how to best build this network for the selected test case, a
number of candidate ANNs were developed with each one using different input-output
parameter configurations and/or construction method. Comparing the accuracy of the
surrogate model with the real simulation model when its output was post-processed
by each of the candidate ANNs, the most suitable candidate ANN could be selected
to be used for further analysis. All ANNs have been implemented using the 2.1.0 release of the open-source FANN (fast artificial neural network) library5 , a library capable
of creating, training and testing multilayer neural networks of different types. Figure
5 shows the three different input-output parameter configurations used. Each configuration captures a specific way in which post-processing can be integrated with the
surrogate model:
1. Fitness-to-fitness: The input to the ANN is the fitness from the surrogate model.
The output from the ANN is the adjusted surrogate fitness value. ANNs using
this configuration are totally unaware of the simulation model, it is simply trying
to adjust a specific value (in this case, the fitness value from the surrogate model),
to another one (the fitness value as reported by the real simulation model).
2. Variables-to-fitness: The input to the ANN is the 19 variables used in the fitness
function, i.e. the throughput and the 18 shortage values. The output from the
ANN is the adjusted surrogate fitness value. With this configuration, the existing
fitness function is bypassed, and instead ANN must estimate it all by itself.
3. Variables-to-variables: The input to the ANN is the 19 variables used in the fitness
function, i.e. the throughput and the 18 shortage values. The output from the
ANN are adjusted values for these variables. These adjusted variables are then
used in the fitness function, which results in an adjusted surrogate fitness value.
This configuration can be seen as a kind of extension of the surrogate model.
Instead of sending the variables used to calculate the fitness value to the fitness
function directly, they are instead sent a the post-processing ANN which modifies
them before passing them on to the fitness function.
All candidate ANNs was trained using the iRPROP training algorithm (Igel and
Hüsken, 2003), which is a variation of the RPROP training algorithm. However, two
different construction methods were employed:
1. Manual: The amount of hidden layers and number of neurons per layer was explicitly specified. The network was trained using ten-fold cross validation. The
number of hidden neuron layers and the amount of neurons in each was calibrated
using a trial-and-error approach.
5

http://leenissen.dk/fann/
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Figure 5: The three different input-output parameter configurations used
2. Cascade training: An algorithm for automatically constructing and training a
feed-forward ANN based on a set of input-output parameters and available training data. For a full description of this algorithm, see Fahlman and Lebiere (1990).

5.2

Training data

The training samples used to train all candidate ANNs consisted of the results of the real
simulation model and the surrogate model when having been run with the same input
parameter values. Collecting these samples was achieved by first running an ordinary
optimization using only the real simulation model. Following this, the surrogate model
was executed once for each solution found in the previous optimization using the same
input parameter values. Each sample included the calculated fitness value, throughput
value, and 18 shortage values indicating the total shortage for each product type in production. In total, about 15,000 samples was collected by combining the results of two
different optimization runs. The reason for using such a large set of training samples is
that it was not known how complex the candidate ANNs would become. Mehrotra et al.
(1997) argues that one should have at least 5 to 10 times more training samples than
there are weights in the ANN. Especially considering that the “variables-to-variables”
input-output parameter configuration uses 19 input nodes and 19 output nodes and possibly a large amount of hidden nodes, this amount of training samples was deemed
necessary. Figure 6 shows a scatter plot of the fitness values predicted by the surrogate
model and the actual fitness values given by the real simulation model.
As can be seen in Figure 6 the surrogate model mimics the output of the real simulation rather well. However, there exists a small amount of cases where the output
from the surrogate model and the real simulation differs substantially. Analysis of these
deviations showed that they were due to the real simulation deadlocking (the simulated
machines in the simulation model, not the simulation model itself) in certain situations,
causing the low fitness value. The surrogate model and the real simulation model does
not simulate the machining in exactly the same way, therefore these deadlocks didn’t
occur in the surrogate model. Furthermore, no simulation variables could be found
in the surrogate model which could indicate that the real simulation might deadlock.
Therefore it was considered to be impossible to train any post-processing ANN which
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Figure 6: Fitness values predicted by the surrogate model versus fitness values given by
the real simulation model. Each point represents one simulation run.
would be able to predict them. Hence, it was decided that the best way to handle the
problem was to simply discard the samples where the real simulation deadlocked in
order not to “confuse” the ANNs developed. A cutoff-point was established at a fitness value of 250,000. Samples where either the surrogate model or the real simulation
model had a fitness value above this cut-off point was not included in the training data
for the ANNs. Using this technique, about 10% of the samples were discarded resulting
in a final training set consisting of 13361 samples. This amount was considered to be
sufficient to be able to train the different candidate ANNs successfully. Figure 7 shows
a scatter plot of the fitness values predicted by the surrogate model and the actual fitness
values given by the real simulation model in the final training set. As can be seen, all
major deviations (deadlocks) have now been filtered out.
All input and output parameter were linearly normalized to a range between 0.1 and
0.9, by assigning 0.1 to a value if it was the lowest of that particular parameter for the
whole training set. Likewise, a value of 0.9 was assigned to a value equal to the highest
value of a particular parameter in the training set.

5.3

Candidate selection

Combining each input-output parameter configuration and construction/training method
resulted in six different candidate ANNs. In order to asses the accuracy of the surrogate model post-processed by these candidate ANNs, i.e. how well it mimics the output
from the real simulation model, the root-mean-square-error (RMSE) measure was used.
RMSE is one of the most widely used error functions assessing the accuracy of surrogate approximations (Hamad, 2006). It is defined as:
v
n
uX
u
u
(ŷi − yi )2
t
i=1
RM SE =
n
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Figure 7: The scatter plot shows the same data as Figure 6, but now all samples above
250,000 has been discarded.
where ŷi denotes the response from the surrogate model and yi denotes the response
from the real simulation model. This measure gives a global measure for how much the
the surrogate model differs from the real simulation model, i.e. its error. The lower this
error value, the more accurate the surrogate model can be considered to be.
For testing the candidate ANNs, a completely different data set was used than the
one used to train them. A total of 5159 testing samples was collected, using the same
data collection strategy as when collecting the training data. Just as with the training
data, the collected samples were filtered to remove any sample where either the real
simulation model or the surrogate model reported a fitness value above 250,000.
As can be seen in Figure 8, post-processing the output of the surrogate model using a ANN seem to able improve its accuracy somewhat; all candidate ANNs except
the one which was manually trained and used the “variables to variables” input-output
parameter configuration improved the RMSE measure. Although the results of the different candidate ANNs didn’t differ very much, two candidates stood out from the rest,
namely the candidate ANNs which was manually constructed and used the “variables to
fitness” input-output parameter configuration and the candidate ANN which was manually constructed and used the “fitness to fitness” input-output parameter configuration.
These two had an improvement of the RMSE measure by 23.7% and 22.8%, respectively. Considering the nearly identical RMSE measures, it seems that the surrogate
model already does a good job of estimating the output variables, i.e. they might be
unnecessary to include in an ANN. Mehrotra et al. (1997) argues that small ANNs are
more desirable than large ones that perform the same task; training is faster, the number of parameters in the ANN is smaller, fewer training sample are needed, and the
ANN is more likely to generalize well for new test samples. Considering the larger
complexity of the candidate ANN which used the “variables to fitness” input-output parameter configuration, ultimately the candidate ANN which used the “fitness to fitness”
input-output parameter configuration was selected for further investigation.
Figure 9 shows a scatter plot comparing the fitness values of the real simulation
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Figure 8: RMSE measures for each ANN candidate.
model and the surrogate model when its output has not been post-processed by the selected ANN. A line has been drawn indicating on which all points should have been
located if the two models had produced exactly the same results. As can be seen from
the distribution of the points, the surrogate model output is highly linearly correlated
with the real simulation model, with a correlation coefficient of 0.96781. Almost exclusively, the points are below the drawn line, indicating that surrogate model underestimates the real fitness value. However, the offset of the points are not constant; the
surrogate model underestimates the real simulation model variably.
Figure 10 shows the same scatter plot as Figure 9, but this time the output of the
surrogate model has been post-processed by the selected ANN. In contrast with Figure
9, the surrogate no longer underestimates the real fitness value as much. On the other
hand, the surrogate model now tends to overestimate the real fitness value in most cases,
with the majority of the points lying above the drawn line. The linear correlation is
now 0.96854, in practice equal to the linear correlation (0.96781) coefficient calculated
before the samples were evaluated by the selected ANN. But overall, it seems that the
points are more evenly “centered” around the drawn line, i.e. laying closer to the output
of the real simulation model. This is also supported by the decreased RMSE measure.
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Figure 9: Scatter plot comparing fitness values of the the real simulation and the surrogate model using no output post-processing. The samples are taken from a testing set,
i.e. they are completely separate from the samples used to train the ANN.
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Figure 10: Shows the same data as Figure 9, but this time all fitness values have been
adjusted by the selected ANN.
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6

Comparison

This section presents results regarding how the selected post-processing ANN impacted
the optimization results in the selected SO test case.

6.1

Analysis strategy

As the previous section disclosed, it seems that post-processing the surrogate model
with a ANN can improve its accuracy somewhat, i.e. that it will more closely match the
output of the real simulation model. However, these results doesn’t say very much of
how the post-processed ANN will behave when deployed in real-world SO problems.
The whole purpose of using the surrogate model in the selected test case is to speed
up the optimization process, whether that means decreasing the time needed to reach
a certain fitness value or increasing the fitness value reach after a certain amount of
time. As stated in the aim, a test was conducted seeking to investigate the impact the
surrogate model post-processed by the selected ANN had on the quality of solutions
produced within a certain amount of iterations.
In order to collect the data needed for the analysis, the optimization must first be
run without any surrogate-assistance, creating a performance baseline. Secondly, the
optimization must be run but this time with the assistance of a surrogate model. Finally, the optimization must be run with the assistance of a surrogate model whose
output is post-processed by the selected ANN. It is the performance of the last mentioned configuration, i.e. the way it differs from the other two, which is the main
point of interest to analyze. That is, it is not only important to investigate how the
post-processing ANN can impact the performance of the optimization compared to not
using any post-processing at all, it is also important to investigate how the performance
differs when using a surrogate model whose output is not post-processed by the selected ANN. For example, one possible scenario is that using ANN post-processing do
improve the performance of the optimization, but it might actually be worse than using
a non-post-processed surrogate model. Ignoring to compare the performance between
the two different uses of the surrogate model (post-processing enabled or disabled) can
miss these type of situations.
Since the optimization strategy is stochastic in its nature, i.e. it will select a different
set of solutions to further evolve for each replication, it is not possible to draw any valid
conclusions regarding the performance of the simulation model using data from just
one replication. In order to draw any valid conclusions, data from a larger amount of
optimization replications must be collected and combined. By doing this, it is hoped
that the impact of random fluctuations which is not representable for the performance
as a whole can be minimized, and instead an average-based view of the performance
can be established.
As previously stated, the fitness value for each iteration in each optimization replication of the simulation model was collected. In total, 20 replications for the optimization
was used, where each replication ran for 1000 iterations. Since these 20 replications
need to be executed with three different configurations, a total of 60 optimization replications had to be executed in total. The reason for running the optimization for 1000
iterations are two-fold. Since each iteration of the optimization takes a fair amount of
time to execute, it was considered to be too time-consuming to have a larger amount.
Especially considering that the computer cluster used to run the simulation would have
to be shared with other optimizations. The other reason has to do with the real-world
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usage context of the SO scenario. Ideally, Volvo Cars wanted to be able to run the SO in
no more than 20 minutes. Therefore, it was considered reasonable to limit the number
of iterations to 1000, since this is approximately the amount of iterations which could
be run in this time frame.
The data which needs to be collected from each optimization replication are the
fitness values, since this is the way the quality of solutions generated by the simulation
model are quantified. One could collect other variables, e.g. the stock level shortages,
but as these can be valuable to analyze in real life, what matters for the optimization
strategy is to produce low fitness values; it does not care for what the variables actually
represents. Once the fitness values for each iteration of each optimization replication of
each simulation configuration, i.e. fitness values for 20 optimization replications with
1000 iterations in each replication, a method was used to establish the performance
of the configuration. This method seeks to establish the performance by calculating
the mean of the lowest fitness value for all simulation iterations shared between all
replications. First, for each optimization replication, the minimum fitness value for
each simulation iteration is calculated as:
mr (i) = min(fr (1), fr (2), ..., fr (i))
where fr (i) is the fitness value reported for iteration i of optimization replication r
and where mr (i) is the lowest fitness value obtained from optimization replication r so
far (i.e. up until iteration i). Following this, the mean for each iteration is calculated as:
Pn
mr (i)
m̄(i) = r=1
n
where m̄(i) is the mean fitness value for simulation iteration i shared across all
optimization replications and n is the total number of optimization replications used
during the optimization. This method is used to measure optimization results in other
test cases in the OPTIMISE project (including “H-factory”), and it was deemed to be
suitable to use when investigating surrogate model output post-processing as well.

6.2

Optimization algorithm

In order to better understand the optimization process and its results, a description of the
optimization algorithm used in the “H-factory” test case will be given. It is described by
Persson et al. (2007) as a hybrid algorithm combing genetic algorithms (GA) and evolutionary strategies (EA). More specifically, is uses a steady-state variant of a (µ, λ)-ES.
According to Persson et al. (2007), the main reason for using a steady-state GA is that it
allows for a high degree of parallelism, suitable for use in the computer cluster available
courtesy of the “OPTIMIST” project. The general idea of the algorithm is to maintain a
population of solutions of constant size, increasing the quality of these solutions as the
optimization progresses by replacing existing solutions with ones considered to be better. The algorithm starts by first generating and evaluating (in the real simulation model)
an initial population of solutions. From the initial population of solutions, a simulation
surrogate in the form of an ANN is created and trained. Following this, the algorithm
runs for a number of iterations until the optimization termination criteria have been
met. Each iteration, one individual in the population is replaced by a replacement individual. The replacement individual is selected from λ number of candidate offspring
solutions generated using crossover and mutation of parents in the population. All candidate solutions are evaluated against a simulation surrogate, giving a quick estimate
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of the quality of the solution. Using a GA tournament selection, one of the candidate
solutions is selected as the winner, i.e. the solution to replace another solution already
existing in the population. The real simulation model is evaluated against the winning
candidate, making sure that all solutions in the population have been evaluated properly.
The solution is also used to update the ANN, in a process often referred to as “online
training”. An elitist tournament selection is conducted to select the individual in the
population to remove; the individual with the worst fitness is selected as the winner.
Once an individual has been selected, it is removed from the population and the previously selected replacement individual is inserted, effectively completing the swap. The
way parallelism can be achieved using this steady-state algorithm is by allowing several iterations of the optimization loop to run at the same time. This means that many
solutions can be simulated simultaneously.
The algorithm described above was originally used in another test case in the “OPTIMIST” project called “Volvo Cars”. However, in order to be used in the “H-factory”
test case, one small modification needed to be made. The simulation surrogate used in
the “Volvo Cars” test case was an ANN, i.e. it used a surrogate approximation and not
a surrogate model as is the case in the selected test case. Furthermore, this ANN was
supposed to be trained meanwhile the optimization was taking place. In the selected
test case however, on-line training of the surrogate model was neither an option nor the
focus. Therefore, the algorithm was modified to not update the surrogate model and
instead only use it to evaluate candidate offsprings.

6.3

Optimization results

Figure 11 shows the optimization results for each of the three optimization configurations, produced using the analysis method described in section 6.1. An observation
that can be made is that the performance of the configuration not using any surrogate
assistance at all, i.e. using only the real simulation model, is clearly worse (in that
the simulation fitness improves at a lower rate) then the two other configurations using surrogate assistance. An exception though is in the first 100 iterations where this
configuration actually is better than the other two configurations. The exact reason for
this is unknown, it can be because the surrogate model is more inaccurate with inputs
with which the real simulation model reports high fitness values (bad solutions). It can
also be due to the stochastic nature of the optimization algorithm and the relatively few
replications used, i.e random fluctuations. It is important to consider the optimization
results generated in each of the three configurations as general performance trends.
Further observations of the results indicate that while using a surrogate results in
better performance, it does not seem to matter if the outputs of the surrogate model
are post-processed by the selected ANN; the curves follow each other closely over
the whole iteration range, except around iteration 100-250, where it seems that postprocessing has improved the results somewhat. However, one has to remember that
the post-processing ANN is not used until the surrogate model reports a fitness value
under 250,000. Since the fitness values compared are mean values shared across all
optimization replications, it is impossible to draw any conclusions about the impact of
the post-processing ANN around these points. Not only may it be due to random fluctuations, some optimization replications might have reached the 250,000 limit while
others have not, i.e. the ANN might not even be active. In conclusion, and as already
stated, the performance of the two surrogate-assisted configurations is almost identical;
the ANN does not seem to impact the optimization performance in any noticeable way.
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Figure 11: Optimization results.
Seeing the apparent failure of using ANN post-processing successfully, one has to
consider what the cause might be. Two major issues has been identified as possible
reasons. The first issue is how the optimization algorithm works. To understand how
the optimization algorithm might prohibit the ANN from showing its true potential,
one has to consider how it generates and selects its candidate offspring as described
by (Persson et al., 2007). Each iteration, λ offspring are generated by performing a
one-point crossover between to solutions selected using tournament selection, i.e. taking the better of two randomly chosen solutions. In essence, this means that the optimization algorithm does not consider the absolute fitness values from the simulation
surrogate when selecting which candidate offspring to use as the replacement individual, it merely considers the relative worth between the competing candidate solutions.
Therefore, it might not matter whether the post-processing increases the accuracy of the
surrogate model or not. Even though the RMSE measure might have been improved (a
lower general error), if the ANN does not result in solutions being “rearranged”, that
is considering one solution which was previously considered to be worse than another
one now considered to be better and vice verse, then the post-processing really should
have no effect. If this is the cause of the similarity of performance between using and
not using ANN post-processing, then other individual-based optimization methods such
as controlled individuals described by Jin et al. (2002), might be more suitable to use.
With this generation-based approach (unlike the steady-state GA used in the test case),
in each generation part of the individuals in the population are chosen and evaluated
with the original fitness function, the rest are evaluated using a simulation surrogate. A
selection is then made which individuals to further evolve (i.e. act as parents for the new
generation). This method is more sensitive to the absolute fitness values as reported by
the simulation surrogate, especially if the simulation surrogate is over-optimistic (i.e.
has a lot of false minimums).
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Figure 12: ANN behavior
Figure 12 shows a scatter plot plotting the fitness reported by the ANN when subjected to inputs over the whole input range which it was trained for. That is, from the
minimum fitness value in the training set to the maximum value. In total, 16,000 fitness values were samples over this range (using the same interval between each sample)
and each point is connected to the next one by a line. As can be seen, over whole the
sample range, the fitness value reported by the ANN is monotonically increasing as the
fitness of the input samples increases. In other words, while the ANN seems to adjust
the relative worth of solutions, it does not seem to rearrange the “internal ordering” of
solutions.
The second issue which might explain the non-improved optimization results is simply that the post-processing ANN did not really affected the output of the surrogate
model very much. That is, the surrogate model was already accurate enough that the
minor deviations which the post-processing ANN have decreased does not really matter.
The 23% improvement of the RMSE must be taken into context; prior to enabling the
post-processing ANN, the RMSE measure of the surrogate model was 7600. Enabling
the selected post-processing ANN lowered the measure to 5865. While a large improvement in terms of percentages, a RMSE decrease of 1735 is rather small considering that
the range of fitness values involved is about 120,000 to 250,000.
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7

Conclusions

This dissertation has investigated whether post-processing the output of a surrogate
model with an ANN can increase its accuracy and value in SO problems. Using a realworld SO test case, the technique has been implemented and its performance evaluated.
A DES-based surrogate model was developed which was used as the basis for all output
post-processing. Using a comparative ANN selection method, the most promising ANN
was selected to be used to actually post-process the developed surrogate model output
in the SO problem. Testing indicates that a post-processing ANN do have the ability to
increase the accuracy of a surrogate model, but no immediate effects could be observed
when enabling post-processing in the SO test case.
When it comes to the selection of which candidate ANN to select for further investigation, one accuracy measure, namely RMSE, was used. It might be argued that other
measures, such as R2 (Hamad, 2006), which looks at other accuracy aspects should
have been used to complement this measure. But it was considered to be enough to
have the RMSE measure when considering that also visual inspection of the accuracy
of the different candidate ANNs was available (and used) in the form of scatter plots
showing the deviations from the real simulation model. Furthermore, a ranking metric
could be of interest to investigate, especially if the optimization algorithm use behaves
as the on in the selected test case (where ordering is used instead of absolute fitness
values).
One flaw in the analysis of the results is the lack of statistical tests for the validity of
the conclusions. That is, due to practical resource limits, only 20 simulation replications
could be executed for each optimization configuration. If this is a large enough amount
is hard to say, especially since no statistical validity tests have been performed. But the
rationale for not doing these kind of tests (e.g. confidence intervals) is simply that 20
simulation replications was considered enough to provide a general picture of how the
results were influenced by the output post-processing. And it was the general picture
that was considered to be of interest in this case.
Section 6.3 discussed two major issues which is believed to might have caused
the apparent lack of improvement of the optimization results when enabling surrogate
model output post-processing: the usage of an optimization algorithm which didn’t
fully take advantage of the kind of improved accuracy the post-processing ANN provided, and the fact that the alterations made by the post-processing was so small that
they didn’t really affect the accuracy of the surrogate model. There could also be other
causes of the deviations not reported upon (i.e. not identified). But the author believes
that the two ones previously discussed above are the most likely ones. It can be that only
of them is the major cause, but both are thought to influence the results to some extent.
Overall, these issues reveal that output post-processing is a rather fragile technique for
improving the accuracy of surrogate models. There are a a lot of things which must be
just right in order for it to make a real difference.
To conclude, and based on observations of the results obtained, it is believed that to
fully be able to utilize a post-processing ANN, the following characteristics should be
present:
• A predictable deviation of the output of the surrogate model when compared
to the output of the real simulation model: Data which might predict these
deviations should be able to extract from the workings of the surrogate model.
The more easily predicted these deviations are, the more useful the ANN can be.
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• An optimization algorithm which consider the type of improvement the postprocessing ANN provides: If, as in the test case, the accuracy of the surrogate
model already is quite high, an optimization algorithm which actively considers absolute fitness values might be preferable whereas if the surrogate model is
quite inaccurate, an optimization algorithm which “just” considers relative worth
between solutions might be preferable.
The results obtained in this dissertation can be of interest to both the academic world,
i.e. to pursue further investigating of topics relating to surrogate models and/or output post-processing, and to SO practitioners. Although this initial study reveals the
problematic nature of surrogate model output post-processing, it is believed that optimization performance can be increased given the right circumstances, i.e. having a
post-processing ANN making a real impact on the accuracy of the surrogate model and
an optimization algortihm able to make use of the increased accuracy. Of course, the
specific post-processing technique must be tailored to the specific SO problem at hand.
For a further discussion of further academic work relating to surrogate model output
post-processing, see the following section.
It is hard to position the work and results obtained in this dissertation, given that
there has hardly been any academic research conducted relating to the topic. In the
research area of surrogate approximations, various techniques have been used successfully, e.g. ANNs and Kriging interpolation, but this is the first known of reporting of
the usage of a surrogate model output post-processing.

7.1

Further work

The idea of post-processing the output of a surrogate model has not been explored much
by the research community. In fact, even basic research on surrogate models is quite
lacking (however, research on surrogate approximations is plentiful). Many real-world
simulation problems are not suited for creating surrogate approximations e.g. due to
complex simulation inputs, therefore the author believes that finding ways for creating
practical and usable surrogate models are of interest. This dissertation has investigated
one technique for increasing the usability of surrogate models, and although the optimization results have not been quite satisfactory, results have shown some promises; one
has to remember that post-processing the output of the surrogate model with an ANN
did in fact seem to be able to increase its accuracy to some extent. Further work is required to assess the impact a post-processing ANN can have on the optimization results
when used in a SO scenario where the optimization algorithm possibly can take more
advantage of the increased accuracy of the surrogate model (due to the post-processing
ANN). It is important to remember that changing the optimization algorithm will not
guarantee improved optimization results, but nonetheless the author believes that is of
interest to investigate.
The surrogate model developed was already quite accurate. It could be of interest
to see how a post-processing ANN could impact SO optimization results when it faces
the output of a more inaccurate and irregular surrogate model. This could be done
for instance, by applying surrogate model output post-processing in another completely
different SO test case. This is in line with the intent of the dissertation; to make building
surrogate models easier by masking their inaccuracies caused by simplifications made.
The dissertation has only investigated one possible post-processing technique. Further looking into strengths and weaknesses of different techniques might be of interest.
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Especially if some form of guidelines can be established dictating what kind of postprocessing technique which might be applicable given a simulation scenario and the
performance characteristics of its simulation model and surrogate model. Other postprocessing techniques could be for example statistical methods such as Kriging interpolation or AI-based radial basis function networks, or any other surrogate approximation
method shown to have been successful previously. Of course, totally new techniques
are also of interest.
The surrogate model can be seen as a transitive model of the real world phenomenon.
That is, a real simulation model simulates a real-world phenomenon, which then a surrogate model provides a simplified version of. But, the surrogate model really does
not care for what it is simulating, i.e. it could just as well simulate a real-world phenomenon directly. Therefore, and in relation to the work performed in this dissertation, post-processing might not be a technique applicable only to surrogate models; all
simulation models might benefit from some form of post-processing. As an example,
the real simulation model featured in this dissertation might directly be post-processed
(skipping the surrogate model altogether). Just as there has been little focus on surrogate models in the research community, so has the use of simulation post-processing
been. Seeing the potentials of the technique, further looking into how it can be utilized
in the realm of SO could be of interest.
One key idea of surrogate post-processing is that it could ease their construction,
making them more viable to use in SO. At a more general level, be it by employing different post-processing techniques or not, find ways for building usable surrogate
models easier could be interesting to further investigate since they have the potential to
increase the performance of SO scenarios where surrogate approximations are not possible to use. An example of a topic which could be of interest to explore is if there other
(and better) ways to build surrogate models than by using discrete-event simulation.
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Appendix

A.1

Surrogate model UML class diagram
ProductType

ProductGroup
-ProductType
-Name
-Quantity
-Batch
-NumAreaQueues

ProductionArea

-Name
-MaterialName
-ID
-OperationSequence

1
1

*

+AddProductGroup()
+OnProductGroupLeftMachineInArea()

*
1

*
ProductionLineMachine
+AddValidProductType()
+SetChangeoverTime()
+SetProductGroupChangeTime()
+OnProductGroupProductionStarted()
+OnProductGroupProductiuonCompleted()
+OnProductGroupSubPartProductionCompleted()
+SendProductGroupToNextStation()

* *

1

+AddStation()
+GetNextStation()

ProductionLineStation
1
+AddMachine()
+OnProductGroupArrived()
+OnProductGroupLeftMachineInArea()
+OnMachineProducedProductGroup()
-DistributeProductGroups()

*
*

Batch
-ID
-NumProducts
-ProductType
-StartStation
-ProductGroups
+Batch(in id, in numProducts, in productType, in startStation)

OperationSequence

*

*

1
1

ShiftSchedule

ProductionLine

+SetShiftTypeOfDay(in day, in shiftType)
+AddPlannedMachineStop(in machine, in startTime, in duration)
+GetAdjustedShiftTime(in startTime, in endTime) : float
+GetAdjustedStopTime(in endTime, in startTime, in machine : ProductionLineMachine) : float

+AddStation()
+AddMachine()
+AddProductType()
*

*
1

1
ProductionLineSimulator

+Run(in productionLine : ProductionLine, in shiftSchedule : ShiftSchedule, in timeToSimulate : float) : float
+AddEvent(in event : SimulationEvent) : void
+AddEventWithSchedule(in fromTime : float, in event : SimulationEvent) : void
+AddMachineEventWithSchedule(in machine : ProductionLineMachine,
in fromTime : float, in event : SimulationEvent) : void
*

+Enqueue()
+Dequeue()

1
SimulationEvent

1

PriorityQueue

1

+Execute(in elapsedSimulationTime : float) : void

PGArrivedEvent

PGProducedEvent

PGProductionStartedEvent

PGSubProductionCompleteEvent

+Execute()

+Execute()

+Execute()

+Execute()

Figure 13: UML class diagram showing the architecture of the surrogate model
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