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Abstract
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A prototype is a general description which depicts what an entire set of exemplars, be-

longing to a certain category, looks like. We investigate how prototypes, in the form of

mathematical averages of a category’s exemplar vectors, can be represented, extracted,

accessed, and used for learning in an Artificial Neural Network (ANN). From the method

by which an ANN classifies exemplars into categories, we conclude that prototype access

(the production of an extracted prototype) can be performed using a very simple architec-

ture. We go on to show how the architecture can be used for prototype extraction by sim-

ply exploiting how the back-propagation learning rule handles one-to-many mappings.

We note that no extensions to the classification training sets are needed as long as they

conform to certain restrictions. We then go on to show how the extracted prototypes can

be used for the learning of new categories which are compositions of existing categories

and we show how this can lead to reduced training sets and ultimately reduced learning

times. A number of restrictions are noted which have to be considered in order for this to

work. For example, the exemplar representations must be systematic and the categories

linearly separable. The results, and other properties of our network, are compared with

other architectures which also use some kind of prototype concept. Our conclusion is that

prototype extraction and learning using prototypes is possible using a simple ANN archi-

tecture. Finally, we relate our system to the symbol grounding problem and point out

some directions for future work.
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Chapter 1

Introduction

This thesis investigates how prototypes can be represented, extracted, accessed and used

for composition in an Artificial Neural Network. A simple architecture is described which

adheres to all these aspects and results from experiments using the architecture are pre-

sented.

1.1 Why prototypes

A prototype can be considered a general description which depicts what the exemplars be-

longing to a certain category look like. One way of creating such prototypes is to use a

representation which depicts what a typical or average exemplar belonging to the catego-

ry looks like. This is the approach taken in this thesis. The effects of having prototypes in

a system have been used to help explain a wide range of issues (Lakoff, 1987):

• Categorization or classification, which is the arrangement of exemplars into cate-
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gories.

• Metonymic reasoning, which is the use of one or more objects as representatives

for a larger group of objects.

• Gradient membership, the means by which individual exemplars may be more or

less typical members of a category.

• Embodiment, connecting the representations used by the system with the real

world in which it operates.

These are just some of the issues which are attributed to the existence of prototypes in a

system. It is important to point out that while the above issues can be explained using pro-

totypes, they do not depend on the existence of prototypes. That is, they may very well be

explained without using any kind of prototypes. Such explanations are however outside

the scope of this thesis, where we investigate how prototypes can be represented, extract-

ed, accessed, and composed in an Artificial Neural Network (ANN).

1.2 Why ANNs

ANNs have a number of properties which make them appealing. For example, ANNs are

able to extract information from a set of data. The most common use of this is to extract

information which allows the network to recognize which exemplars belong to a certain

category and which do not, i.e. to perform classifications.

ANNs allow for gradient membership in categories, e.g. different exemplars may

produce different activation levels (i.e. different membership strengths) on a set of cate-

gory units. Different degrees of confidence in the data may also be specified through the

use of continuous activation values for the network’s input units.

Solutions for embodiment (connecting the system to the real world) may also be



Chapter 1. Introduction 1.2 Why ANNs

3

achieved through the use of ANNs which directly operate on sensor inputs in autonomous

agents such as robots (Dorffner, 1997).

Further, ANNs allow graceful degradation, default assignment and spontaneous

generalization (Rumelhart et al., 1986). Some of these properties, e.g. default assign-

ments, are also evident in alternative solutions such as semantic networks (Quillian, 1966)

and frames (Minsky, 1975). But there are problems which these alternatives, as indicated

in the following sections.

1.2.1 Semantic networks

Semantic networks represent information using nodes which are connected using differ-

ent labelled connections. There is no general interpretation of the nodes nor of the differ-

ent type of links between them, which makes the networks susceptible to incorrect

interpretation and use (Brachman, 1979). There are also other limitations on the represen-

tations. For example, it is unclear how to define different degrees of certainty regarding

information (Woods, 1975). This is a property which can be handled in ANNs using con-

tinuous activation values to denote different degrees of certainty.

1.2.2 Frames

Frames represent information in packets where each packet deals with a specific situation.

For example, a packet may contain information about birthday parties, i.e. that there are

usually is cake, a number of guests, presents, and so on. The packets contain information

about defaults, i.e. prototypical information, such as that the number of legs on a human

being usually is two. This information can be overridden, were applicable. For example,

a specific human being may be handicapped, only having one leg.

The underlying assumption using frames (as well as semantic networks) is that all
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information is symbolic, i.e. there is no account for how the system is to be connected to

the real world. For example, the system cannot recognize that it is at a birthday party—it

has to be told so—and can only then make inferences about the situation it is in.

1.2.3 ANNs

Frames and semantic networks are implementations of symbol systems, i.e. they operate

on a set of symbols which are interpreted by an outside observer (a human). The general

properties which should be evident for any symbol system are defined by Fodor & Pyly-

shyn (1988). Since all symbol systems should conform to these properties, any specific

implementation of a symbol system should be able to translate into another—equal—sys-

tem. More specifically, any symbol system, implemented using an architecture X, should

be able to translate into a Turing machine (Turing, 1950) which functions identically to

the original system. And consequently, if ANNs are mere implementations of symbol sys-

tems, they can just as well be replaced by Turing Machines; so why use ANNs at all.

There are however claims that an ANN is not a mere implementation of a symbol

system. It can operate on uninterpreted or sub-symbolic representations, for example sen-

sorial inputs. ANNs have been put forward as a possible solution to the symbol grounding

problem (Harnad, 1990), this is elaborated on further in section 6.2 where we discuss the

possible relationship to our proposed prototype access, extraction and composition archi-

tecture.

There exist at least two existing approaches, incorporating prototype or prototype

concepts, which use ANN techniques. One of these is Learning Vector Quantization,

which uses prototypes for classifications, and the other is the Coactivation Network which

uses prototypes as category representations. These approaches are described in detail in

chapter 3 and they later provide a reference point for our results.
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1.3 Problem statement

An ANN is able to extract information from a set of exemplar vectors, which allows the

network to recognize which exemplar vectors belong to a category and which do not. We

intend to investigate if it is also able to extract information about what typical exemplars

(prototypes) for each category looks like. We also intend to investigate whether proto-

types can be used as representations for a larger group of exemplars (cf. metonymic rea-

soning) when learning new categories. In our experiments, we compare our results with

the categories extracted using Robins’ Coactivation Network (section 3.1) which is able

to extract categories which are arranged in hierarchies. We will investigate whether the

categories at the lowest hierarchical level can be extracted and then composed into more

abstract categories (higher up in the hierarchy) using an ANN. Robins’ experiments pro-

vide a reference point for our results.

We intend to investigate this through a process which should give answers to four

different aspects, which we call the REAC aspects (Representation, Extraction, Access

and Composition), all relating to having prototypes in an ANN. Each of these aspects de-

pend on that the previous aspects have been resolved, e.g. Access can only be done on pro-

totypes if we first have defined (and implemented) Extraction of the prototypes.

1. Representation. How can prototypes be represented in an ANN, i.e. on what net-

work unit(s) should the prototypes be represented and what should each unit

encode, what limitations exist for the representations and what kind of systematic-

ity is required.

2. Extraction. Can an ANN extract prototypes from training sets consisting of exem-

plar vectors and their corresponding classification, what methods can be used for

extraction and how can the extracted information be stored in the network.
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3. Access. Can the prototype representation be accessed for a given category, i.e. can

the network produce the prototype representation if all we supply is which of the

categories we are interested in and what are the architectural implications of hav-

ing accessible prototypes.

4. Composition. Given that the system has extracted the prototypes for a set of cate-

gories, can the network then extract new category prototypes, for new categories,

using only the existing prototypes, i.e. without using any further exemplars.

Our intent is to answer the above questions by designing an ANN architecture. During the

creation of the architecture, we will investigate how the REAC aspects influence our de-

sign choices and we will note important implications for processing and representation in

the ANN.

1.4 Overview

In chapter 2 we define the terminology used throughout the thesis. There are three main

concepts, namely exemplars, categories and prototypes; these concepts are described and

examples of each are given.

Chapter 3 describes some of the related work on having prototypes in an ANN. The

main thrust of this chapter is A. V. Robins’ Coactivation Network which is able to extract

and access generalized representations (similar to prototypes), using unsupervised learn-

ing.

In chapter 4, we describe the framework of an architecture which fulfils the REAC

aspects. We describe how the back-propagation algorithm handles one-to-many mappings

and how this can be explored for prototype extraction and we describe how the network

can learn new categories using the existent category prototypes.
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Chapter 5 lists some of the results which were obtained using the network described

in chapter 4 to extract and compose category prototypes.

Finally, in chapter 6, we discuss the results, we relate our approach to Harnad’s

symbol grounding problem, and we give some indications for future work.
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Chapter 2

Definitions

This chapter describes the three basic concepts used throughout this thesis, namely exem-

plars, categories and prototypes. Exemplars are denoted using italicized lower-case letters

and an accompanying number (indicating it is just one of many similar exemplars), e.g.

fish1, fish2 and fish3. Category names are also italicized, but start using an capital letter

and have no accompanying number, e.g. Fish, Cat and Dog. Prototypes are denoted using

the name of the category which it is coupled to together with the word “prototype”, e.g.

the Fish prototype and the Dog prototype.

2.1 Exemplars

Exemplars may be actual real-world entities or completely abstract concepts; as long as a

representation can be created for the object it is an eligible exemplar. For example, a cat

may be represented by a vector of values indicating its height, weight, age etc. as depicted
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in Figure 1.

Figure 1: An exemplar and its representation

Different cats get different representations. There must however exist a degree of

systematicity in these representations, namely that similar exemplars should in some

sense have similar representation1. Generalization, i.e. the ability to infer new informa-

tion from existing knowledge, is based on this systematicity of representation; similar ex-

emplars with similar representations are treated in the same manner. This enables the

system to handle new, not previously encountered, exemplars in a manner which is con-

sistent with the knowledge of previously presented exemplars, as described in section 2.2.

Also, without this systematicity of representation, meaningful prototypes cannot be ex-

tracted, as shown in section 2.3.

Further, the representations should be distributed2 in order to allow expression of

different degrees of similarity:

In localist representations, all of the vectors representing items are, by defini-
tion, perpendicular to one another and equidistant (Hamming or Euclidian dis-
tance). Thus it is difficult to capture similarities and differences in localist
representation space (although it can be done by explicit marking). (Sharkey,
1991, pp. 148 - 149)

1. And conversely, dissimilar exemplars should have dissimilar representation. This precludes the
mapping where all exemplars are represented using the same representation, which also would
be quite pointless in that we could not classify the exemplars into different categories.

2. The representation should be a pattern of activation distributed over several units and these units
should participate in the representation of several exemplars, i.e. it should not consist of activat-
ing of a single unit representing the particular exemplar.

0.97, 3.45, 3.02, 0.04, 9.67, ...
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Exemplars are represented using a vector consisting of one or more values1, whose

elements can be said to indicate a point in hyperspace for the exemplar. For example, con-

sider the population consisting of five patient exemplars shown in Table 1.

Table 1: A sample population consisting of five exemplars represented using a vector
with two elements each (age and weight)

The exemplars can be displayed in a two-dimensional space where each vector ele-

ment indicates the position in one of the dimensions, as shown in Figure 2. The interval

for each dimension is determined by the set of possible, or likely, values.

In this case, the Weight dimension may range between 0 to several hundred kilo-

grams, depending on the patient characteristics. Likewise, the Age dimension ranges from

0 to 120, or so, years. In both cases it is hard to create a closed interval, trading scope for

detail, which adequately can handle all exemplars we may want to represent in the future.

1. This makes it very hard, in some cases, to create representations for a concept, when it is not
possible to measure its characteristics, i.e. to quantify it.

Exemplar Age (years) Weight (kgs)

Peter 20 50

John 80 60

Michael 40 100

Steven 30 70

Carl 50 80
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Figure 2: Five points representing five different patients using their age and weight
characteristics

When working with ANNs, the activation on a unit usually represents the location

in one of the dimensions. By using several units, each one representing one of the dimen-

sions, we get a pattern of activation which indicates a position in hyperspace.

There are limitations on the range of activation for a network unit; here each unit

can only take on a value between 0.0 and 1.0 (when the activation takes on values around

0.0, the unit is said to be inactive, and similarly, values around 1.0 indicate that the unit is

active). We can thereby draw the representational space as a bounded area, as depicted in

Figure 3; the bounding values should be interpreted as 0.0 and 1.0, respectively.

The interpretation, or “meaning” of each unit does not have to be defined as long as

we do not want to encode any actual (real-world) exemplars, but rather can do with a gen-

erated set of representations, as described in section 3.1.2. The labels on the axes can thus

be omitted, as depicted in Figure 3.

Peter

Age

Weight

20 40 60 800
0

20

40

60

80

100
Michael

John
Steven

Carl
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Figure 3: Representational space for nine exemplars using a two-dimensional, bound-
ed, distributed representation where similar exemplars have similar represen-
tation

In summary, an exemplar is any object (idea/concept/entity) for which we can cre-

ate a distributed representation where similar objects end up with similar representation.

2.2 Categories

The exemplars can be classified as belonging to one or more categories. The approach for

representing these categories is to divide the representational space using some kind of

boundary lines. This is just one of many proposed ideas for representing categories. For

example, a category may be defined by enumerating all exemplars belonging to it, or it

may be defined using a set of rules which determine the necessary and sufficient features

for category membership (Lakoff, 1987). Yet another way of defining categories is to use

a set of prototypes which determine category membership (Reed, 1972).

An exemplar is represented using a point in hyperspace, the position of this point in

relation to these boundary lines determine which categories (if any) the exemplar belongs

to. For example, the nine exemplars in Figure 3 may be divided into the three categories

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3
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Cat, Dog, and Fish as depicted in Figure 4.

Figure 4: The nine exemplars classified into three categories, the boundaries of these
categories divide the representational space into three smaller areas

The systematicity of having similar representation for similar exemplars allows for

generalization to new exemplars. For example, if we were to confront the system with a

previously unseen exemplar, fish4, the system would correctly classify it as a Fish (see

Figure 5), given that its representation is sufficiently similar to that of the other fish ex-

emplars.

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3
Cat

Dog

Fish
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Figure 5: Generalization occurs when a new fish exemplar is introduced; it is correctly
treated as a fish since it resembles the previous fish exemplars, i.e. it falls in
the Fish area

Categories can be combined to form more abstract, categories. For example, the Cat

and Dog categories can be combined into the larger category Mammal, as shown in

Figure 6.

Figure 6: The two categories Dog and Cat can be combined to form a more general cat-
egory Mammal which contains six exemplars

An even more abstract category Animal can be formed by combining the Mammal

Cat
Dog

Fish

new exemplar

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3

Mammal

Fish
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and Fish category, as shown in Figure 7.

Figure 7: A category Animal can be formed by combining all categories into one very
general category which contains all nine exemplars

The composition of categories into more abstract categories is an important con-

struct in knowledge representation research, where they can be used to create type hierar-

chies, which are hierarchical arrangements of categories into inheritance trees, as shown

in Figure 8 (Robins, 1989b, p. 346).

Figure 8: An inheritance tree for the categories Dog, Cat, Fish, Mammal and Animal

The more general a category is, the more inclusive it is. For example, the category

Dog contains 3 exemplars, Mammal contains 6, and the even more abstract category An-

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3Animal

Animal

Mammal

FishDog Cat
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imal contains 9 exemplars.

An exemplar can thus belong to several categories, at different abstraction levels, at

once. For example, the dog1 exemplar belongs to Dog, Mammal and Animal categories.

On some occasions an exemplar could belong to several categories at the same level, as

shown in Figure 9. This is more commonly called multiple inheritance.

Figure 9: A multiple inheritance graph where a Student employee is both an Employee
and a Student

Further, an exemplar may be classified on different dimensions. For example, an an-

imal exemplar may be classified on the basis of the physical taxonomy of the entities, and

on their characteristic habitat, as shown in Figure 10. (Robins, 1989a, section 5.6)

Figure 10: An example where there are multiple dimensions (Robins, 1989a, p. 174)

As Robins (1989a, p. 174) points out, if the system should handle more than a single

Person

Employee

Student employee

Student

Primate Marsupial

Human Chimp Koala bear

Land Dweller

Ground Dweller Tree Dweller

Mammal



Chapter 2. Definitions 2.3 Prototypes

17

dimension of information, i.e. if it should handle tangled hierarchies, the inheritance tree

needs to be replaced with a directed acyclic inheritance graph (see e.g. Touretzky, 1986),

which look similar to the graph in Figure 10. This is also the case if the system is to handle

multiple inheritance.

2.3 Prototypes

Each category groups together one or more exemplars. These exemplars all have individ-

ual properties, some of which may not be shared by any other exemplar in the same cate-

gory. A prototype is an abstraction of the category’s exemplar properties, indicating what

a typical exemplar belonging to the category looks like.

As indicated by Reed (1972), one way of calculating the prototype for a category is

to take the mean (average) of each value in the exemplar vector for every exemplar be-

longing to the category. This places the prototypes in the middle of each category’s cluster

of exemplars, as depicted in Figure 11. This is just one possible way of viewing a proto-

type. For example, an actual exemplar, which is considered “typical” in some sense, may

be selected as the prototype, or even a whole set of typical exemplars may together con-

stitute some kind of prototype concept.
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Figure 11: Prototypes for the three categories Dog, Cat and Fish

If the exemplar representations were not created using similar representations for

similar exemplars, the prototype could end up being the same as the prototype for some

other category, as depicted in Figure 12.

Figure 12: Prototypes (which are identical) for the two categories Dog and Cat, where
similar exemplars are not represented by similar vectors

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3

Dog prototype

Cat prototype

Fish prototype

dog1

dog2

dog3

cat1
cat2

cat3

Dog prototype
Cat prototype
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Chapter 3

Related work

Two existing ANN classification systems are described in this chapter. They both use

concepts corresponding to prototypes.

3.1 The Coactivation Network

Anthony Robins (1989a, 1989b, 1992) describes an architecture which can extract regu-

larities in coactivation from a set of vectors, each one representing a perceived item, and

use these regularities to access more general representations for the perceived items. The

perceived items correspond to exemplars, and the “more general representations” roughly

correspond to categories and prototypes (each category is represented using its prototype).

3.1.1 Rationale

Using information from the entire vector population, the system calculates which config-
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urations of active units are most common. More specifically, it is the coactivation which

is important, i.e. which units are frequently active simultaneously.

When the system then is presented with a vector, it calculates to which degree this

specific configurations has appeared in the vector population. If there are units which are

now active, which typically are not active, the unit is turned off, making the representation

“more typical”, or “general”, in some sense. Similarly, if there is some unit which is not

active in the present representation, but which typically should be active, the unit is turned

on, again making the representation more general. Basically, this process makes the spe-

cific representation more consistent with the information available about the entire popu-

lation.

For example, if the vector population contains information about many different

birds, the system may calculate that the probability of a bird being able to fly, let us call

it the bird’s “fly-ability”, is close to 1.0. If the system then is presented with a specific bird

vector, e.g. for a penguin, which cannot fly (fly-ability = 0.0), the system gradually mod-

ifies the representation as to changing the fly-ability from 0.0 to 1.0. We end up with a

representation which in some sense is a more general instance of a penguin, indicating that

the vector belongs to a more abstract category (bird), which typically is able to fly.

3.1.2 Representation

The Coactivation Network is based on that similar perceived items get similar represen-

tations. This means that there are clusters of vectors, encoding similar perceived items,

which create similar patterns of activation on the network units. The network is then able

to partition the units into groups, corresponding to these patterns, using unsupervised

learning. (Robins, 1989a, p. 74)
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A perceived item is encoded using a vector of values, where each vector element

indicates to what degree a specific feature is applicable to the perceived item. This is

called having specified semantics1.

Since Robins did not encode any actual perceived items, there was no need to define

exactly what each vector element (i.e. unit in the Coactivation Network) is supposed to

encode:

As noted by Hinton (1981, p. 177), however, it is possible to assume that units
have a semantic interpretation, and construct perceived items in accordance
with the general constraints of specified semantics, without actually giving an
interpretation for each unit. This is the method used in constructing popula-
tions for the various implementations described in this thesis. (Robins, 1989a,
p. 27, original emphasis)

This allowed the vector population to be generated using a set of templates. A

number of vectors were generated from each template by applying random modifications

to some of the template’s values. Provided that the modifications did not distort the tem-

plates too much, the generated population now consists of vectors which can be grouped

into categories since there exist clusters of similar vectors; namely of those vectors which

originate from the same template.

In fact, what Robins’ coactivation technique tries to do is to extract these templates

from the resulting vector population, i.e. it tries to eliminate the “individual-specific

noise” and create generalized representations/prototypes for clusters of similar vectors.

The vector population used by Robins was generated from the three binary vector

templates shown in Figure 13.

1. This differs from unspecified semantics where items may be represented using arbitrarily cre-
ated vectors, not providing the system with the means of detecting regularities in coactivation
since there may be none.
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Figure 13: Templates used for generating the vector population

Each template was used to generate eight individual vectors by swapping the tem-

plate bits at a 10 % probability, ending up with the 24 vectors depicted in Figure 14.

Figure 14: Vector population generated from the three templates with bits swapped at a
10 % probability (Population H, Robins, 1989a, p. 128)

Calculating the Hamming closeness for the population of vectors, it is evident that

vectors 1 - 8, 9- 16 and 17 - 24 form clusters of high similarity; vectors 1 - 16 also form a

 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5

[1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1]
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cluster but with slightly lower similarity (Robins, 1989a, p. 76). The vector population

clusterings can be described using the hierarchy outlined in Figure 15.

Figure 15: Hierarchical organisation of the major clusterings in the vector population

The hierarchy depicts the structure of the vector population; this structure is used

further on as a reference point with which the resulting classification is compared.

3.1.3 Architecture

The vector length determines the number of units in the Coactivation Network. Using the

population of 25-bit vectors presented in Figure 14, the coactivation consists of 25 asym-

metrically connected units. The coactivation weight on the connection from a unit x to unit

y is calculated using the formula in Equation 1. (Equation 4.1, Robins, 1989a, p. 93)

(1)

Considering the vector population in Figure 14, the connection from unit 1 to unit

9 is set to 8 / 11 (approximately 0.73) since unit 1 is active in eleven vectors, and unit 1 is

coactive with unit 9 in eight of the vectors. The connection from unit 9 to unit 1, on the

other hand, is set to 8 / 14 (approximately 0.57) since unit 9 is active in fourteen vectors

Vectors 1 - 24

Vectors 1 - 16

Vectors 17 - 24Vectors 1 - 8 Vectors 9 - 16

weightxy

activation x( ) activation y( )⋅( )∑
activation x( )( )∑

--------------------------------------------------------------------------------------=
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but it is only coactive with unit 1 in eight vectors. This means that if we know that unit 1

is active, it is quite acceptable to assume that unit 9 is also active, or “coactive”, from what

we know about the vector population. On the other hand, if we know that unit 9 is active,

it is not so clear-cut whether unit 1 is active or not based on the coactivation information

we have about the population.

The coactivation weights are calculated once, using the entire vector population,

and the weights are not updated further during classification. Because the weights are not

learned, but rather pre-calculated using the entire population, there is no apparent manner

in which to introduce new vectors into the population without requiring access to the other

vectors in order to get the new coactivation weight values.

The architecture thus consist of a set of units, asymmetrically connected to each oth-

er, with static weights set according to the coactivation frequency, calculated using the en-

tire vector population. Each of the interconnected units has two activation states which are

iteratively updated by the processes described in the next section.

3.1.4 Process

When the network is presented with the vector for a perceived item, after a number of

steps, the network settles on a new vector which is a more general representation of the

original vector. The active units in this new vector form the “domain” for the perceived

item, and this new vector is “more consistent” (than the original vector) with the coacti-

vation information calculated from the entire vector population. Essentially, the network

produces an answer to the following question, where X denotes the perceived item:

- What does a more typical X look like?

The process by which it does this is as follows (after initialization):
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1. Presenting the input pattern. The vector for the perceived item is presented to the

network by setting the activation level of each unit accordingly.

2. Setting the centrality criterion. The centrality criterion is a value (in the range 0

to 1) which specifies the “level” of the target domain, i.e. it specifies to what extent

units should be included in the domain. The lower the centrality criterion, the more

units are included in the domain which in turn means that we get a more general

domain1. (The most general category is that whose domain includes all units.)

3. Calculating the centrality distribution. The centrality value of each unit is calcu-

lated by taking the average of the incoming coactivation which is calculated by

multiplying the coactivation weight of each incoming connection with the activa-

tion value of the unit from which it emanates. Each unit thus has two values: the

activation level, which is the “normal” value used in ANNs, and the centrality

value which denotes to which extent the unit is typically coactive with the current

configuration of active units. The combined pattern of all units’ centrality values is

called the centrality distribution and it constitutes a kind of “prototype” representa-

tion for the category (Robins, 1992, p. 48).

4. Correcting the largest violation. Each unit’s centrality value is compared with the

centrality criterion. If the unit’s activation level indicates that the unit is “on” and

the centrality value is below the centrality criterion, i.e. it indicates that it should be

“off”, then there exists a (negative) violation. Similarly, if the activation level says

“off” but the centrality value is above the centrality criterion there exists a (posi-

tive) violation. The absolute violation for each unit is calculated; if there are no

violations at all the process ends here. If a violation exists, the unit with the largest

1. This is in contrast to “the subvector approach” where more general types are described by fewer
and fewer units, namely those units which are invariant for all members (Rumelhart et al., 1986,
p. 84). Robins notes that there are some inherent problems with that approach, specifically the
subvector definition of type representations which is circular (Robins, 1989a, section 3.3).
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absolute violation is chosen and its activation level is switched “on” (in the case of

a positive violation) or “off” (in the case of a negative violation). We now have a

new pattern of activation which in turn produces a new centrality distribution, i.e.

the process continues on step 2 and onward until there no longer exists any viola-

tion.

The stable pattern of activation which we finally arrive at is considered to be the domain

of the original input. For example, domain access using vector 5 from the vector popula-

tion in Figure 14, using a centrality criterion of 0.45, generates the following (Robins,

1989a, p. 130) initial state:

unit 1 activation 1 centrality 0.61
unit 2 activation 1 centrality 0.5
unit 3 activation 1 centrality 0.52
unit 4 activation 0 centrality 0.4
unit 5 activation 1 centrality 0.5
unit 6 activation 1 centrality 0.66
unit 7 activation 1 centrality 0.8
unit 8 activation 1 centrality 0.66
unit 9 activation 1 centrality 0.71
unit 10 activation 1 centrality 0.78
unit 11 activation 0 centrality 0.27
unit 12 activation 0 centrality 0.28
unit 13 activation 0 centrality 0.24
unit 14 activation 0 centrality 0.26
unit 15 activation 1 centrality 0.37
unit 16 activation 0 centrality 0.21
unit 17 activation 0 centrality 0.18
unit 18 activation 1 centrality 0.25
unit 19 activation 0 centrality 0.2
unit 20 activation 0 centrality 0.15
unit 21 activation 1 centrality 0.19
unit 22 activation 0 centrality 0.24
unit 23 activation 0 centrality 0.24
unit 24 activation 0 centrality 0.16
unit 25 activation 0 centrality 0.17

The largest violation is found on unit 21 (activation = 1 but centrality < centrality criteri-

on); it is a negative violation of size 0.26 (centrality 0.19 - centrality criterion 0.45 = -

0.26). Consequently, this unit is turned “off” by setting its activation level to zero and we

get the following state:

unit 1 activation 1 centrality 0.63
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unit 2 activation 1 centrality 0.53
unit 3 activation 1 centrality 0.56
unit 4 activation 0 centrality 0.42
unit 5 activation 1 centrality 0.53
unit 6 activation 1 centrality 0.7
unit 7 activation 1 centrality 0.85
unit 8 activation 1 centrality 0.72
unit 9 activation 1 centrality 0.77
unit 10 activation 1 centrality 0.83
unit 11 activation 0 centrality 0.3
unit 12 activation 0 centrality 0.3
unit 13 activation 0 centrality 0.26
unit 14 activation 0 centrality 0.29
unit 15 activation 1 centrality 0.38
unit 16 activation 0 centrality 0.15
unit 17 activation 0 centrality 0.14
unit 18 activation 1 centrality 0.19
unit 19 activation 0 centrality 0.14
unit 20 activation 0 centrality 0.1
unit 21 activation 0 centrality 0.19
unit 22 activation 0 centrality 0.19
unit 23 activation 0 centrality 0.19
unit 24 activation 0 centrality 0.12
unit 25 activation 0 centrality 0.11

This time the largest violation is found on unit 18, again a negative violation of size 0.26.

This unit is consequently turned “off”, and the process continues. After a couple of itera-

tions, turning off unit 15 and turning on unit 4, we no longer have any violations and the

following state:

unit 1 activation 1 centrality 0.72
unit 2 activation 1 centrality 0.65
unit 3 activation 1 centrality 0.66
unit 4 activation 1 centrality 0.48
unit 5 activation 1 centrality 0.65
unit 6 activation 1 centrality 0.72
unit 7 activation 1 centrality 0.93
unit 8 activation 1 centrality 0.74
unit 9 activation 1 centrality 0.82
unit 10 activation 1 centrality 0.89
unit 11 activation 0 centrality 0.28
unit 12 activation 0 centrality 0.24
unit 13 activation 0 centrality 0.22
unit 14 activation 0 centrality 0.24
unit 15 activation 0 centrality 0.35
unit 16 activation 0 centrality 0.1
unit 17 activation 0 centrality 0.07
unit 18 activation 0 centrality 0.2
unit 19 activation 0 centrality 0.07
unit 20 activation 0 centrality 0.05
unit 21 activation 0 centrality 0.13
unit 22 activation 0 centrality 0.15
unit 23 activation 0 centrality 0.15
unit 24 activation 0 centrality 0.06
unit 25 activation 0 centrality 0.05
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This final state identifies units 1 - 10 as the domain of vector 5. Presenting the vectors 1

through 8 with the same centrality criterion all converge on this state. Vectors 9 - 16 all

generate a state which has units 6 - 15 as its domain, and the domain of vectors 17 - 24

includes units 16 - 25. That is, the network has successfully clustered the vectors into the

three basic level groupings which exist in the population, according with the clustering

shown in Figure 15.

Using the vector generated by processing any of the vectors 1 - 16 (at a centrality

criterion of 0.45), and lowering the centrality criterion to 0.25, we end up with the follow-

ing state:

unit 1 activation 1 centrality 0.53
unit 2 activation 1 centrality 0.43
unit 3 activation 1 centrality 0.51
unit 4 activation 1 centrality 0.32
unit 5 activation 1 centrality 0.43
unit 6 activation 1 centrality 0.72
unit 7 activation 1 centrality 0.89
unit 8 activation 1 centrality 0.76
unit 9 activation 1 centrality 0.82
unit 10 activation 1 centrality 0.83
unit 11 activation 1 centrality 0.4
unit 12 activation 1 centrality 0.39
unit 13 activation 1 centrality 0.38
unit 14 activation 1 centrality 0.38
unit 15 activation 1 centrality 0.51
unit 16 activation 0 centrality 0.12
unit 17 activation 0 centrality 0.1
unit 18 activation 0 centrality 0.16
unit 19 activation 0 centrality 0.11
unit 20 activation 0 centrality 0.06
unit 21 activation 0 centrality 0.11
unit 22 activation 0 centrality 0.13
unit 23 activation 0 centrality 0.16
unit 24 activation 0 centrality 0.1
unit 25 activation 0 centrality 0.06

The domain of vectors 1 - 16 thus is the units 1 - 15, whereas presenting the vector gen-

erated by vectors 17 - 24 (at a centrality criterion of 0.45), and lowering the centrality to

0.25, we get the domain of units 16 - 25. This means that the network also has learned to

cluster the vectors into the two middle level groupings depicted in Figure 15.
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Similarly, using a vector generated by using the centrality criterion of 0.25, and now

lowering it to 0.1, we get a vector whose domain is units 1 - 25, i.e. the network clusters

all vectors into the same category. The domains of all these clusterings can be depicted as

in Figure 16.

Figure 16: Hierarchical organisation of the network’s clustering

If we compare the network’s clustering to the “reference structure” in Figure 15, we

see that it has successfully extracted the main clusterings which exist in the population.

3.1.5 Problems

As Robins acknowledges, there is the problem of finding a suitable centrality criterion,

the choice of which is very important in that it controls what units are included in the do-

main. There is no apparent way to find “good” centrality criteria:

We cannot yet suggest in detail what sort of process would set the criterion in
a self-contained PDP system. We suggest that the accessing of type informa-
tion in general must involve a specification of the “level” in the hierarchy
which is intended, even if this is a default value in most cases. (If asked “what
sort of thing is a dog”, one is likely to reply “an animal” - a default response -
unless pressed for more or less generality.) We suggest, therefore, that in a self
contained PDP system, the mechanism which initiates the access of type infor-
mation will necessarily specify a (possibly default) criterion / level. (Robins,
1989a, p. 129, footnote)

Further, there is the problem of finding the largest violation. This involves a global

Units 1 - 25

Units 1 - 15

Units 16 - 25Units 1 - 10 Units 6 - 15
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operation, namely the comparison of each violation size with every other which is not in

accordance with the PDP principle of only using information which is available locally at

each unit / connection. Robins does suggest a possible escape route from this global op-

eration:

In these initial implementations of domain access the ordering strategy and the
adjustment of unit states are simple and deterministic mechanisms. We regard
this as an approximation to a more interesting approach (which we hope to ex-
plore in future research) based on a probabilistic strategy of adjustment, name-
ly, that units in violation of the criterion would have (in any given time period
/ cycle) a probability of adjusting their states which is directly proportional to
the magnitude of their violation. (Robins, 1989a, p. 130, footnote)

The described processes can only access information arranged in inheritance trees,

i.e. it cannot handle categories arranged in directed acyclic graphs. Inheritance trees are

handled using the centrality criterion. It provides the necessary context to create the one-

to-one mapping (between a perceived item input and a general representation output). The

centrality criterion specifies at what level in the tree the resulting general representation

should lay, lower centrality tends to generate more abstract representations. The system

can only indicate one—and only one—category as an answer. A perceived item, com-

bined with a given centrality criterion, can thus belong to one and only one category

which in essence makes it impossible to have multiple inheritance hierarchies; even if the

dimensions of information is represented on separate patterns of units. Some kind of con-

text must help the system select in which dimension we want the answer to lay:

In other words, in order to represent multiple hierarchies, the domains meth-
ods described above must be constrained by superordinate mechanisms which
select a group of units (the desired dimension of information) to participate in
domain access. (Robins, 1989b, p. 359)

The categories are represented using a pattern of activation which necessarily is bi-

nary. This is a severe limitation, especially when working with short length vectors; if the
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perceived item is represented using only two continuous values, there can only be four dif-

ferent categories.

Finally, there is no learning scheme by with the coactivation weights are set. Intro-

ducing information about other perceived items is not a trivial operation; the network

needs to access the entire vector population in order to get the new coactivation values.

3.1.6 Summary

The Coactivation Network is an architecture which can be used to generate more general

representations of perceived items; a process which is guided by the extracted coactiva-

tion information about the entire vector population.

The activation and the coactivation information is combined to form centrality dis-

tributions which can be considered as “prototypes” of the categories. The categories can

be arranged in inheritance trees, but the system is not able to handle directed acyclic

graphs.

Accessing the representation for a basic level category consists of presenting the

vector for a perceived item together with a centrality criterion and repeatedly removing

violations. Accessing of a higher level category is an iterative process which involves us-

ing the resulting vector from the lower level category access together with a decreased

centrality criterion.

3.2 Learning Vector Quantization

Learning Vector Quantization (LVQ), as described by Kohonen (1990), is a supervised

learning regime which can be used to classify presented items into a specified number of

categories using codebook vectors. The presented items corresponds to exemplars, the
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codebook vectors correspond to categories which are represented using the category pro-

totype.

3.2.1 Rationale

A number of codebook vectors are assigned to each class of categories, and during clas-

sification the closest codebook vector defines the classification for the presented item.

Since the system only uses the input vector for classification—the position for the input

vector in vector space is not important—only which codebook vector is closest, i.e. only

decisions made at the class borders count. The codebook vectors can be said to directly

define near-optimal decision borders between the classes.

3.2.2 Representation

Items are represented using an ordered vector of values. The length of this input vector

defines the length of the codebook vectors which are of the same length as the input vec-

tor.

3.2.3 Architecture

The simplest form is a network which has a single layer of input units connected to a sin-

gle layer of output units. The number of input units is determined by the length of the in-

put vector, there is one input unit per vector element. The number of output units is

determined by the number of categories we want to learn the network to group input vec-

tors into. There is one weight vector per output node. The weights are initialized to ran-

dom values and are later modified by the processes described in the next section.

3.2.4 Process

During learning, the codebook vectors are modified by an iterative process (after random
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initialization):

1. Presentation. An input vector is presented to the system.

2. Selection of winning codebook vector. The Euclidian distance between the input

vector and each codebook vector is calculated, the codebook vector with the small-

est distance is selected as the winner.

3. Modification of winning codebook vector. The winning codebook vector is

assigned to a category, and the input vector is said to belong to this category. Since

LVQ is a supervised learning regime, this category is compared to the “wanted”

category; if the system has performed a correct classification, the winning code-

book vector is modified by moving its vector values closer to those of the input. If

the system has performed an incorrect classification, the winning codebook vec-

tor’s values are instead moved away from the input vector’s values. The non-win-

ning codebook vectors are not modified.

4. Repetition. Learning is continued by presenting other input vectors, i.e. the proc-

ess goes back to step 2.

The system can then be used to perform classifications, using the two first steps described

above.

3.2.5 Problems

Due to the nature of the classification process, only one category is indicated by the sys-

tem, namely the one with the closest codebook vector. This means that the system cannot

handle inheritance trees, and consequently, not directed acyclic graphs. And, since there

is no context, the system has no way of determining at what abstraction level (in inherit-

ance trees), nor in what dimension, we want the answer to lay. This means that the system

is unable to handle multiple inheritance and multiple dimension hierarchies.
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The LVQ technique is based on supervised learning. This means that the supervisor

has control over which categories are formed. Theoretically, the supervisor should then

be able to combine two or more categories into more abstract categories, say Cat and Dog

into Animal. But if the clusters of cat and dog vectors are not adjacent in vector space, i.e.

fish vectors lay in between, there exists no location for an Animal codebook vector where

only cats and dogs, and no fish, are included. And, since there in the traditional LVQ tech-

nique is no way of changing the location of an input vector (this is how multi-layered

ANNs solve this problem), the system is not able to form abstract categories, except by

accident.

3.2.6 Summary

LVQ is a supervised learning architecture where the categories are determined manually

by the experimenter. Exemplars are only classified as belonging to a single category,

namely to that whose codebook vector is closest in vector space, i.e. to which it has the

shortest Euclidian distance. This means that the system is not able to handle multiple in-

heritance or multiple dimensions.

Further, the exemplars for each category need to be adjacent in vector space in order

to be successfully classified, i.e. there must exist certain systematicity for the representa-

tions. As we will show, this limitation also exists for our system, which in fact can be

viewed as an implementation of LVQ using a traditional feed-forward network which is

trained using back-propagation.
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Chapter 4

REAC framework

This chapter concerns the REAC (Representation, Extraction, Access and Composition)

aspects. We describe how exemplars, categories and prototypes can be represented in an

ANN, how prototype access can be performed and what implications it has for the extrac-

tion process, we design a simple architecture which is capable of extraction and access,

and finally we describe how this architecture can be used to learn new categories by com-

posing existing ones.

4.1 Representation

The representations of exemplars, categories and prototypes are described in this section.

The exemplars and prototypes are represented on the same network units since the proto-

type is a representation of a typical exemplar, i.e. the prototype is represented using the

exemplar units, as discussed below.
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4.1.1 Exemplars

An exemplar e is represented by a vector ev, of length n, where each vector element indi-

cates to which degree a certain feature is applicable to the exemplar. We take on the ap-

proach advocated by Robins (see section 3.1), where we do not specify an actual

interpretation of each value. As discussed in section 3.1.2, this is a valid approach as long

as exemplars which are to be considered as similar are encoded using similar vectors. For

simplicity we apply Robins’ solution to this problem by using the vector population in

Figure 14, which was generated by the set of templates in Figure 13. This approach works

only as long as we do not want to encode any specific (e.g. real-world) exemplar1.

Each vector element vi is mapped onto one of the exemplar units, unit vi, in the net-

work. This means that there, in total, are n exemplar units which are used to represent ex-

emplars and that only one exemplar can be represented at a time. The exemplar units are

also used to encode prototypes, as described in section 4.1.3. A formal definition of the

exemplar representation is given in Equation 2.

(2)

For convenience, we also define a set E as to containing all possible exemplar vec-

tors (some of which are also prototypes).

4.1.2 Categories

Each category c is here represented using a single unit in the network. The unit indicates

to what degree the exemplar belongs to the category, i.e. a kind of classification strength.

1. Since we do not know what each vector element encodes, we cannot create a representation for
any actual specified exemplar, e.g. our grandparents’ dog.

ev v1 v2 … vn, , ,( ) 0 vi 1 for i 1 2 … n, , ,=≤ ≤;=
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The classification strength is here in the range 0 to 1, where values close to 1 means that

the exemplar clearly belongs to the category, and conversely, values close to 0 indicate

that the exemplar does not belong to the specific category.

If there are m categories, we have a category vector cv, of m elements, each one in-

dicating a single category. That is, a localistic representation is used for categories. There

are a number of problems with using localistic representations, namely that they are con-

sidered to be very sensitive to failures (e.g. unit cannot be activated), and that they are a

counter-intuitive explanation to human cognition; if a single unit (neuron) in the brain,

e.g. encoding our grandmother, fails then we suddenly would forget everything about our

grandmother. Despite the above mentioned disadvantages of using localistic representa-

tions, they are simple to use and quite adequate for our purposes in that they allow the sys-

tem to indicate several categories at once, something which is not possible in ordinary

systems based on distributed representations.

A category c is thus represented by a vector element uj, which combined with the

other vector elements form the vector cv. Note the different use of the exemplar vs. cate-

gory vectors, where in the former each element encodes an unspecified feature, in the lat-

ter each element encodes the classification strength of a specific category. Each vector

element uj is mapped onto a single unit, unit uj, in the network. Several categories (cate-

gory units) can thus be applicable (active) at once. The formal definition for the category

representation is given in Equation 3.

(3)

We also define the set C as to containing all possible category vectors.

cv u1 u2 … um, , ,( ) 0 u j 1 for j 1 2 … m, , ,=≤ ≤;=
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4.1.3 Prototypes

We view a prototype as being a typical or average exemplar. This entails that it is natural

to represent the prototype using the exemplar units, i.e. as an exemplar vector. A proto-

type may thus be identical to some presented exemplar, but it is more conceivable that it

does not correspond to any actual exemplar presented to the system. (For example, the av-

erage citizen may have 2.31 children, but there is no real-world citizen which actually has

exactly 2.31 children.)

4.2 Access

Prototype access is the process by which the network produces the extracted prototype

representation for a specified category. The prototypes must then already have been cal-

culated by the system using the process here called prototype extraction in order to be ac-

cessible, but let us first look at how prototype access could be done, and what implications

it has for prototype extraction. We start this section by defining how classifications are

performed using an ANN then we show how this naturally leads to a method for accessing

extracted prototypes.

4.2.1 Classification

Classification is the process where an exemplar is mapped onto one or more categories to

which it belongs, i.e. it is a mapping from the set of exemplars E to the set of categories

C, as depicted in Figure 17. That is, given the representation of an exemplar, the system

should to correctly determine which category the exemplar belongs to. More generally,

classification could be described as answering the question “what kind of thing is e?”,

where e denotes an exemplar. For example, the classification question “what kind of thing

is dog1?” may produce the answer “Dog”.
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Figure 17: Classification is a mapping from a set of exemplar vectors E to a set of cate-
gory vectors C

The exemplar may however belong to more than just one category, as is the case in

Robins’ Coactivation Network which constructs an inheritance tree (see section 3.1)

where a presented exemplar may belong to several categories at once, namely to catego-

ries at different levels in the hierarchy. In this case, the system could correctly respond by

indicating any of the Dog, Mammal or Animal categories when presented with the dog1

exemplar (as depicted in Figure 18).

Figure 18: Classification of the dog1 exemplar should indicate three categories

If the system is only able to respond by indicating a single category, which is the

case for both the Coactivation Network and LVQ, a context must be provided which in-

dicates which of the categories it should respond with. Without this context, the system
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could respond with the same category, e.g. Mammal, each time the dog1 exemplar is pre-

sented. This is a correct answer, but we may also want the system to be able to respond

by indicating the Dog or Animal category.

Robins solves this by adding a “centrality criterion” which indirectly specifies at

what level the desired category is situated. More generally, this can be interpreted as pro-

viding a context for the classification, indicating at what abstraction level the desired cat-

egory resides, which makes classification in the presence of inheritance trees into the

necessary one-to-one mapping. In the case of multiple inheritance or multiple dimensions,

the context needs to be extended further to indicate on which dimension the desired cate-

gory resides (see Robins, 1989a, section 5.6) in order to get a one-to-one mapping1.

By allowing the system to respond by indicating more than just one category, we

escape these problems. The architecture can then handle multiple inheritance as well as

multiple dimensions by indicating all applicable categories at once. This is the approach

taken here. Using this approach, the context now defines which category units we are in-

terested in, i.e. the observer is part of the classification process. A formal definition of

classification would thus look like Equation 4.

(4)

The definition of the context CNTXT depends on the task. By not specifying a con-

1. While contexts are natural for specifying dimensions, e.g. “What nationality has Michael” vs.
“What religion has Michael”, they are harder to define for multiple inheritance. For example.
how do we specify what single answer we want to the question “What occupation has Michael”,
where the answer is “Both student and employee”? One solution for this problem is to create a
new category “StudentEmployee”, but this can be extremely costly when there are many combi-
nations. For example, a person may be both “German” and “British”, having one parent from
each country, or they may be “German” and “Italian”, “German” and “French”, “German” and
“Polish”, etc.

classification : E CNTXT× C→
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text, the interpretation is that we are interested in all categories.

The traditional ANN approach to classification is through a feed-forward network

with a set of input units and a set of output units. The pattern for the exemplar is presented

on the input units and the pattern for the category is then produced, by the system, on the

output units. In the simplest case, the input units are connected directly to the output units,

through a set of connections which have individual weights. Such a network suffers from

the linear separability problem in that it cannot encode a mapping which is not linearly

separable, such as the XOR problem1, but as discussed in section 5.6 the system should

only use linearly separable categories. A single layer network is thus used here for classi-

fications.

The clusters of exemplar vectors are divided using decision lines, which determine

whether each exemplar belongs to a category. Each category here has one decision line

since each category is represented using a single output unit. An example of how the de-

cision lines divides the representational space is shown in Figure 19.

The decision lines can either determine “all-or-nothing” membership or gradient

membership depending on the activation function for the output units. If a threshold func-

tion is used, exemplars which are on one side of the decision line typically generates the

value 0.0 on the output unit and those on the other side of the decision line generates 1.0.

This means that the exemplar either completely belongs to the category (1.0) or it does

not (0.0). By instead using linear activation function for the output units, the exemplars

can have different degrees of category membership, depending on the distance to the de-

cision line.

1. The solution to this problem lays in adding a set of units between the input and output units,
which are called hidden units since they are not modified nor interpreted by a human observer,
i.e. they are “hidden in the black box”. The hidden units allows the system to regroup the exem-
plars into clusters which are more relevant for the classifications which are to be learnt.
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Figure 19: Decision lines in a ANN determine the classifications

The classification mapping between exemplars E to categories C is done by con-

necting the exemplar units to the category units with a set of connections. This leaves us

with the classification architecture depicted in Figure 20. This architecture is the basis for

our work; it is later (see section 4.3) extended to allow for prototype extraction and access.

Figure 20: A traditional classification network which maps exemplars encoded using n
units onto m categories where each category is represented by a single output
unit

4.2.2 Prototype access

Prototype access is the process where a pattern of activation for a typical exemplar (the
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prototype) is produced for a specified category. That is, it is a mapping from the set of

categories C to the set of prototypes, represented as exemplar vectors E, as depicted in

Figure 21.

Figure 21: Prototype access is mapping from a set of category vectors C to a set of pro-
totypes, represented using the exemplar vectors E

The process of accessing the prototype thus answers the question “what does a typ-

ical c look like?”, where c denotes a category. A more formal definition of prototype ac-

cess looks like Equation 5.

(5)

The classification mapping between exemplars E and categories C was done using

a set of connections from the exemplar units to the category units (section 4.2.1). Con-

versely, the prototype access mapping between categories C and exemplars (prototypes)

E could perhaps be done using connections from the category units to the exemplar units,

i.e. using connections in the other direction; we will show that this is the case.

Using the very simple single-layered network, depicted in Figure 22, we should thus

be able to access the prototype for a category simply by activating its category unit and
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allowing activation to flow through the set of connections. The pattern of activation

formed on the exemplar units should be the average representation for the category exem-

plars, i.e. the category’s prototype.

Figure 22: A prototype access network which should be able to produce the prototype
representation for any single category

In order for this to work, the prototypes must already have been extracted and stored

in the connection weights. The pattern of activation formed on the exemplar (output) units

should depict what a typical exemplar belonging to the activated category (input) unit

looks like. The pattern of activation on the exemplar units is formed using the connections

from the category units to the exemplar units; the activation level of each exemplar unit

is directly determined by the weight (strength) of the connection which emanates from the

active category unit. The other connection weights, of connections emanating from the

other—inactive—category units, are irrelevant since they do not influence the activation

level of the exemplar units. (The influence is the connection strength times the activation

level—which there are set to zero.)

This means that the connections—or more specifically—the connection weights be-

tween each category unit and the exemplar units must already store the prototype pattern

for the category. That is, the network must have extracted information about the prototype

...
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and stored it in the connection weights. In the next section, we show how this extraction

and storing in weights can be done in an ANN.

4.3 Extraction

Prototype extraction is the process by which the network creates/calculates the (exemplar)

vectors used as prototypes1. This section describes how this can be done by exploiting the

effects of back-propagation on one-to-many mappings.

4.3.1 Back-propagation and one-to-many mappings

Back-propagation (Rumelhart et al., 1986) is an error reducing learning technique which

minimizes the difference between the network’s output and the target (i.e. the desired)

output.

When the back-propagation learning technique is applied to classification networks,

the network learns to produce a certain output every time a certain input is presented. For

example, using the training set depicted in Table 2, the network can learn to classify dog

exemplars into the Dog category, cat exemplars into Cat, and fish exemplars into the cat-

egory Fish. This mapping is a one-to-one mapping from input to output patterns.

1. These prototypes are not used for classification, which is the case in LVQ (see section 3.2).
Rather, it is the decision lines (section 4.2.1) which determine classifications. Not using the pro-
totypes for classification—even though they “are there”—should be considered a valid
approach, as indicated by Rosch (1978). She states that the presence of prototypes in a system
does not imply restrictions on the processes nor on the representations used by the system.

Input Output

dog1 Dog

dog2 Dog

dog3 Dog
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Table 2: Training set for a classification task where each input is mapped into one cat-
egory; the input patterns are actually the representations for the exemplars,
and the output patterns are representations where only one of the output units
is active, namely the one representing the category indicated in the second
column

When an input is associated with several different outputs, i.e. we have a one-to-

many mapping, the back-propagation learning technique tries to produce an output which

is as similar as possible to all of them (the network can only produce one output pattern

to each input). The activation of each unit in the output pattern is set—by the back-prop-

agation algorithm—to the average value of all the associated (exemplar) patterns. That is,

the system produces a representation which can be considered as a prototype for the entire

set of associated exemplars. A more rigorous mathematical explanation of this is given in

chapter 11 of Rumelhart et al. (1986) where the properties of the back-propagation algo-

rithm in relation to statistical learning are discussed. An example of a training set contain-

ing one-to-many mappings is depicted in Table 3.

cat1 Cat

cat2 Cat

cat3 Cat

fish1 Fish

fish2 Fish

fish3 Fish

Input Output

Dog dog1

Dog dog2

Dog dog3

Cat cat1

Input Output
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Table 3: Training set for a prototype learning task where each input is mapped to sev-
eral outputs; the interpretation of the table elements is the same as for Table 2

Note that the training set used for prototype extraction is essentially the same as for

learning classifications, only that the columns have now switched position. This means

that we do not have to extend the training set in order to extract prototypes, but rather, we

simply use the available data in another way. (If the input can be classified into several

categories, i.e. the category representation contains more than a single value set to 1.0, the

category representation has to be split into several representations which each have only

a single value set to 1.0.)

The handling of one-to-many mappings using back-propagation can be viewed as

an approximation of how LVQ calculates its codebook vectors (section 3.2). The weights

from each category input unit to the exemplar output units correspond to a codebook vec-

tor. Both the weight vector and the codebook vector start out with a random configuration.

The codebook vector is then updated, as to being moved closer to any presented pattern

which belongs to the category (according to the target classification). The weight vector

is similarly updated, by back-propagation, as to produce an output pattern which closer

resembles the target pattern.

Using the LVQ technique, updates to the codebook vector are only done when the

presented pattern belongs to the category that the codebook vector is supposed to repre-

Cat cat2

Cat cat3

Fish fish1

Fish fish2

Fish fish3

Input Output
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sent. Similarly, we only update the weights coming from a category input unit when it is

active, i.e. when the exemplar output pattern belongs to the category.

4.3.2 Resulting network architecture

The classification network and the prototype extraction and access network can be com-

bined to form a larger network which can perform both classifications and prototype ac-

cess. In this combined network, the category and exemplar units can serve as both input

and output units, depending on the task we want to perform. For classifications, the ex-

emplar units are used as input and the category units are used as output. Conversely, for

prototype access, the category units are used as input and the exemplar units are used as

output. The combined network architecture is depicted in Figure 23.

Figure 23: A combined network which can perform both classification and prototype ac-
cess

The combined network looks somewhat similar to the Jordan and Elman networks

(see e.g. Elman, 1990), but this similarity is purely superficial. Both the Jordan and Elman

networks are recurrent, i.e. processing involves letting activation flow through the same

set of connections several times. In the combined network described here, on the other

hand, both classification and prototype access only involve a single flow of activation.
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The prototypes which are generated using this architecture are described and com-

pared to the prototypes generated by the Coactivation Network (section 3.1) in chapter 5,

and they are analysed further in chapter 6.

In the next section, we show how this network can be used for the learning of new

categories; an advantage of this new architecture is that the training sets can be reduced

by using prototypes and that no actual exemplar representations are needed during train-

ing.

4.4 Composition

If the network has learnt to classify a set of categories, and have extracted prototypes for

them, these categories can be used to form new categories. Forming these new categories

is a simple process which utilizes the existing prototypes; they are used for learning clas-

sifications and prototype extraction for the new category. This chapter describes how a

network can be created which can learn new categories (without disrupting the existing

ones).

Consider the case where a network has learnt to classify the three categories Dog,

Cat and Fish, and also have extracted prototypes for these. The architecture looks as

shown in Figure 24. (The all category units are fully connected to the exemplar units.)
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Figure 24: An incremental learning network which has three categories to start with

If we now want to add a new category, Mammal, we start with adding a category

unit for this category. We now have the network depicted in Figure 25.

Figure 25: The incremental learning network extended with a new category Mammal

The network now has to learn to classify exemplars as to belonging, or not belong-

ing, to the new category. A prototype also needs to be extracted for the new category. The

traditional approach for doing this is described in section 4.4.1, and a new approach which

uses the prototypes for the existing categories, is described in section 4.4.2.

4.4.1 The traditional approach

When a new category is added, the traditional approach is to use a training set which spec-

ifies, for each individual exemplar, whether it belongs to the category or not. Such a train-

...

25 units

Dog category
input / output

units

exemplar
input / output

units

Cat Fish

...

25 units

Dog category
input / output

units

exemplar
input / output

units

Cat Fish Mammal



Chapter 4. REAC framework 4.4 Composition

51

ing set, for the category Mammal, is depicted in Table 4.

Table 4: A traditional training set for learning the new category Mammal

Learning using this training set is an iterated process:

1. An exemplar vector is presented to the network by setting the activation levels for

the exemplar units accordingly. This vector comes from the first column in the

training set.

2. Activation flows from the exemplar units through the connections to the Mammal

category unit. (Activation also flows to the other category units, but we are only

interested in the Mammal unit since this is the one we are trying to learn.)

3. The classification error is calculated. This is done by comparing the target value,

which is the second column of the training set, with the activation level of the

Mammal category unit.

4. The classification error is propagated back. The connection weights between the

exemplar units and the Mammal category unit are updated.

Exemplar input Mammal target

dog1 1.0

dog2 1.0

dog3 1.0

cat1 1.0

cat2 1.0

cat3 1.0

fish1 0.0

fish2 0.0

fish3 0.0
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5. If the target value (the second column in the training set) is 0.0, the presented

exemplar does not belong to the category. This means that we do not update the

Mammal prototype since the prototype only should reflect the exemplars which

belong to the category, i.e the process then goes back to step 1, with a new exem-

plar. If, on the other hand, the exemplar belongs to the category (target is set to

1.0), the Mammal prototype needs to be updated, which means that the process

continues with step 6.

6. The activation level of the category unit Mammal is set to 1.0. The network could

use the existing classification output, but this value may be incorrect (i.e. close to

0.0) in the early stages of learning.

7. Activation flows from the category unit Mammal, through the connections, to the

exemplar units.

8. The prototype error is calculated. This is done by comparing the target vector,

which is the first column of the training set, with the activation levels of the exem-

plar units.

9. The prototype error is propagated back, i.e. the connection weights between the

Mammal category unit and the exemplar units are updated.

10. The process continues on step 1, with a new exemplar.

4.4.2 The prototype approach

Instead of learning to classify each individual exemplar, each one belonging to some ex-

isting category, the network could just learn to classify a single typical exemplar of the

involved existing categories. Using the prototypes for the existing categories, the training

set can be reduced, and there is no longer a need for presenting the system with any ex-

emplar vector. A training set for such learning is depicted in Table 5.
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Table 5: A training set for learning the new category Mammal using the existing pro-
totypes

Step 1 of the traditional learning approach is here replaced with two steps, which access

the prototype representation for the category on the exemplar units, instead of just explic-

itly setting the values:

• The activation of the category unit (e.g. Dog) which is specified in the first column

of the training set is set to 1.0. This is the first step in accessing the category’s pro-

totype representation.

• Activation flows from that category unit (e.g. Dog) through the connections to the

exemplar units where a pattern of activation is formed, namely the prototype for

that category.

The other steps are essentially the same as for the traditional approach, except for step 8

(calculating the prototype error) since the target no longer is an exemplar but an existing

prototype:

• The prototype error is calculated. This is done by comparing the target vector,

which was the prototype pattern generated in step 2, with the activation levels of

the exemplar units.

Results from experiments using the network with this algorithm are described in the next

chapter.

Category input Mammal target

Dog 1.0

Cat 1.0

Fish 0.0
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Chapter 5

Results

Results obtained from running the incremental learning network, described in the previ-

ous chapter, are presented in this chapter. The results are compared with those obtained

using the Coactivation Network (section 3.1) and the differences between the extracted

prototypes are discussed.

5.1 Implementation

The implementation of a simulated network was constructed in the C programming lan-

guage. The units had linear activation functions, no bias weights were used nor was a mo-

mentum term applied. The learning rate was set to 0.05, and each training set was

presented to the network 500 times throughout all experiments.
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5.2 Exemplar population

The prototypes extracted using the Coactivation Network are compared with the proto-

types extracted using our approach. We therefore chose the same population that was used

to produce the prototypes described in section 3.1; the population which was used (see

Figure 26) is the same as that used in the Coactivation Network (Figure 14).

Figure 26: Vector population used for the experiments (Population H, Robins, 1989a,
p. 128)

The vectors in this population are arranged into the five categories depicted in Fig-

ure 27. Vectors 1 through 8 should be classified as to belonging to the Dog category, vec-

tors 9 through 16 to the Cat category and 17 through 24 to the Fish category. Further,

vectors 1 through 16 all should be classified as to belonging to the Mammal category and

all 24 vectors also belong to the category Animal.

 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5

[1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0]
[1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0]
[1 1 1 1 1 0 1 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0]
[1 1 1 1 1 1 1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0]
[1 1 1 0 1 1 1 1 1 1 0 0 0 0 1 0 0 1 0 0 1 0 0 0 0]
[1 1 0 1 1 1 1 1 1 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0]
[1 1 1 0 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0]
[1 1 1 1 1 0 1 1 1 1 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0]

[0 0 0 0 0 1 0 1 1 1 0 1 1 1 1 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 1 1 1 0 1 1 0 1 1 1 0 1 0 0 0 0 0 0 0 0]
[0 0 1 0 0 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 0 1 0 1 1 1 1 1 1 1 0 0 0 0 0 0 0 1 0 0]
[0 0 1 0 0 1 1 1 1 1 0 1 0 1 1 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 1 1 1 1 0 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0]
[0 0 0 0 0 0 1 1 1 0 1 1 1 0 1 0 0 0 1 0 0 0 0 1 0]
[1 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0]

[0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 1 1 1 1 1 1 1 1 1 1]
[0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 1 0 1 1 0 1 1 1 1]
[0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 0 1 1 1 1]
[1 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 1 0 1 1 1 1 1 1 1]
[0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1]
[0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 1 0 1 1 1 1 1 0 0 1]
[0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 0 1 1 1 0 1]
[1 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1]
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Figure 27: The vectors are arranged into five categories which can be arranged as to form
a tree structure

5.3 Classifications

The Dog, Cat and Fish categories were learned using the entire vector population, with

accompanied target values. This is the traditional learning technique for ANNs. The

Mammal and Animal categories were learned using the prototypes for the Dog, Cat and

Fish categories, i.e. they were compositions of existing categories (and thus learned using

reduced training sets; see section 4.4).

5.3.1 Results

Since our focus is not on the classifications, but rather on the extracted prototypes, we

very briefly present the classification results. The results of all five categories’ classifica-

tions are presented in Figure 28. The diagram depicts the activation on each of the 5 cat-

egory units when the network was to classify each of the 24 exemplar vectors. Each row

shows the classification of one of the exemplar vectors; there are 24 rows in total. Each

column depicts the activation level on one of the category units generated when classify-

ing the exemplar; there are 5 columns in total.

The size of each rectangle in the diagram is directly proportional to the activation

Animal
Vectors 1 - 24

Mammal
Vectors 1 - 16

Fish
Vectors 17 - 24

Dog
Vectors 1 - 8

Cat
Vectors 9 - 16
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level of the category unit, a large white rectangle translates into a high positive activation

level (close to 1.0), a large black rectangle to a high negative (close to -1.0) activation lev-

el and a small (or no) rectangle means that the activation level was low (close to 0.0). For

example, exemplar vector 5 is classified as to belonging to the Dog, Mammal and Animal

categories, and as not belonging to the Cat and Fish categories.

Figure 28: The resulting classifications, the rectangles reflecting category unit activation

The network has successfully classified all the exemplar vectors for the Dog, Cat

and Fish categories. But the network had trouble recognizing what exemplar vectors be-

long to the Mammal and Animal categories and which do not. The classification results

can be improved by adding a layer of hidden units, but there still are some inherent flaws

with this kind of classification, as noted in section 5.6.4 (where the resulting classifica-

tions are used to help describe the problem).
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5.3.2 Improving classifications

Hidden layers should not be needed for classifications since the categories are linearly

separable. But, as shown in this section, the reduction of the representational space from

25 dimensions to 2 dimensions—by the use of 2 hidden units—reduces the individual dif-

ferences between all exemplars. By reducing the granularity of the representational space,

the exemplars’ individual representations are treated as “noise” and they are thus more

similar to each-other, and also more similar to the prototypes which have been trained to

be classified correctly.

An extended network was implemented to show this, two hidden units were added

between the exemplar units and each1 category unit. The network units had sigmoid acti-

vation functions, bias weights were used, but no momentum term was applied. The learn-

ing rate was set to 0.3, and each training set was presented to the network 500 times

throughout all experiments. The resulting classifications (same interpretation as for Fig-

ure 28) are depicted in Figure 29.

1. That is, each category unit had two separate hidden units in order to avoid the disruptive effects
which could occur when learning new categories, i.e. during composition. If the category units
shared the same two-dimensional representational space, formed on the hidden units, the modi-
fication of one category could inadvertently change the others.
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Figure 29: Classification results for an extended network which used a layer of hidden
units for classifications; again, the rectangles reflect the category unit activa-
tion

The system has now correctly recognized the Mammal and Animal exemplars, and

not just the Dog, Cat and Fish exemplars, but as noted in section 5.6.4, the same problems

as noted for the single-layered network still exist. (We return to this subject briefly in the

Future work section, were we outline a perhaps more suiting classification architecture.)

Our main concern, however, is not related to classification but to the extraction of proto-

types; the next sections deal with this.

5.4 Extracted prototypes

The network was presented with the vector population and a prototype for each category

was extracted. These prototypes are presented in this section.
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Two different kinds of categories were produced. Section 5.4.1 describes prototypes

which were the result of using exemplars to produce the category, i.e. the Dog, Cat and

Fish categories. In section 5.4.2, the composed prototypes for the categories which were

the result of using existing prototypes are presented, i.e. Mammal and Animal.

The prototypes are approximations of the mathematical average of all exemplars be-

longing to the category. We show this by including the manually calculated mathematical

average in the third column (calculated) of the results. The second column (activation)

shows the extracted prototype activation values.The results show that the network has

successfully managed to extract prototypes which very closely resemble this calculated

average. Also, the prototypes (Animal and Mammal) resulting from a combination of ex-

isting categories are accurate approximations of the mathematical average.

5.4.1 Basic prototypes

The prototype for the Dog category, which consisted of the first eight exemplars in the

vector population, looked as follows:

unit 1 activation 1.00 calculated 1.00
unit 2 activation 1.00 calculated 1.00
unit 3 activation 0.87 calculated 0.88
unit 4 activation 0.73 calculated 0.75
unit 5 activation 1.00 calculated 1.00
unit 6 activation 0.74 calculated 0.75
unit 7 activation 1.00 calculated 1.00
unit 8 activation 0.76 calculated 0.75
unit 9 activation 0.88 calculated 0.88
unit 10 activation 1.00 calculated 1.00
unit 11 activation 0.10 calculated 0.13
unit 12 activation 0.00 calculated 0.00
unit 13 activation 0.00 calculated 0.00
unit 14 activation 0.00 calculated 0.00
unit 15 activation 0.13 calculated 0.13
unit 16 activation 0.00 calculated 0.00
unit 17 activation 0.00 calculated 0.00
unit 18 activation 0.26 calculated 0.25
unit 19 activation 0.00 calculated 0.00
unit 20 activation 0.00 calculated 0.00
unit 21 activation 0.13 calculated 0.13
unit 22 activation 0.10 calculated 0.13
unit 23 activation 0.15 calculated 0.13
unit 24 activation 0.00 calculated 0.00
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unit 25 activation 0.00 calculated 0.00

The prototype for the Cat category, consisting of the next eight exemplars:

unit 1 activation 0.15 calculated 0.13
unit 2 activation 0.00 calculated 0.00
unit 3 activation 0.24 calculated 0.25
unit 4 activation 0.00 calculated 0.00
unit 5 activation 0.00 calculated 0.00
unit 6 activation 0.74 calculated 0.75
unit 7 activation 0.90 calculated 0.88
unit 8 activation 0.88 calculated 0.88
unit 9 activation 0.89 calculated 0.88
unit 10 activation 0.73 calculated 0.75
unit 11 activation 0.77 calculated 0.75
unit 12 activation 0.89 calculated 0.88
unit 13 activation 0.87 calculated 0.88
unit 14 activation 0.86 calculated 0.88
unit 15 activation 1.00 calculated 1.00
unit 16 activation 0.15 calculated 0.13
unit 17 activation 0.11 calculated 0.13
unit 18 activation 0.00 calculated 0.00
unit 19 activation 0.14 calculated 0.13
unit 20 activation 0.00 calculated 0.00
unit 21 activation 0.00 calculated 0.00
unit 22 activation 0.00 calculated 0.00
unit 23 activation 0.12 calculated 0.13
unit 24 activation 0.14 calculated 0.13
unit 25 activation 0.00 calculated 0.00

The prototype for the category Fish, consisting of the last eight exemplars:

unit 1 activation 0.27 calculated 0.25
unit 2 activation 0.00 calculated 0.00
unit 3 activation 0.00 calculated 0.00
unit 4 activation 0.13 calculated 0.13
unit 5 activation 0.00 calculated 0.00
unit 6 activation 0.10 calculated 0.13
unit 7 activation 0.12 calculated 0.13
unit 8 activation 0.00 calculated 0.00
unit 9 activation 0.00 calculated 0.00
unit 10 activation 0.13 calculated 0.13
unit 11 activation 0.00 calculated 0.00
unit 12 activation 0.10 calculated 0.13
unit 13 activation 0.11 calculated 0.13
unit 14 activation 0.00 calculated 0.00
unit 15 activation 0.15 calculated 0.13
unit 16 activation 0.78 calculated 0.75
unit 17 activation 0.87 calculated 0.88
unit 18 activation 0.77 calculated 0.75
unit 19 activation 1.00 calculated 1.00
unit 20 activation 0.86 calculated 0.88
unit 21 activation 0.78 calculated 0.75
unit 22 activation 1.00 calculated 1.00
unit 23 activation 0.87 calculated 0.88
unit 24 activation 0.72 calculated 0.75
unit 25 activation 1.00 calculated 1.00
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5.4.2 Higher level prototypes

Composing the Dog and Cat categories into a new, more inclusive, category Mammal pro-

duced the following prototype:

unit 1 activation 0.56 calculated 0.56
unit 2 activation 0.49 calculated 0.50
unit 3 activation 0.55 calculated 0.56
unit 4 activation 0.36 calculated 0.38
unit 5 activation 0.49 calculated 0.50
unit 6 activation 0.74 calculated 0.75
unit 7 activation 0.95 calculated 0.94
unit 8 activation 0.82 calculated 0.81
unit 9 activation 0.89 calculated 0.88
unit 10 activation 0.86 calculated 0.88
unit 11 activation 0.45 calculated 0.44
unit 12 activation 0.46 calculated 0.44
unit 13 activation 0.45 calculated 0.44
unit 14 activation 0.44 calculated 0.44
unit 15 activation 0.58 calculated 0.56
unit 16 activation 0.08 calculated 0.06
unit 17 activation 0.06 calculated 0.06
unit 18 activation 0.13 calculated 0.13
unit 19 activation 0.07 calculated 0.06
unit 20 activation 0.00 calculated 0.00
unit 21 activation 0.06 calculated 0.06
unit 22 activation 0.05 calculated 0.06
unit 23 activation 0.14 calculated 0.13
unit 24 activation 0.07 calculated 0.06
unit 25 activation 0.00 calculated 0.00

The features (i.e. units) which had high activation in both the Dog and Cat prototypes, i.e.

units 5 through 10, resulted in high activation levels in the Mammal prototype. The fea-

tures which only were applicable to one of the Dog and Cat prototypes received a moder-

ate activation (about 0.5), while the features which were not applicable to either category

ended up with a very low activation.

Composing the three categories Dog, Cat and Fish into an all-encompassing cate-

gory Animal produced the following prototype:

unit 1 activation 0.46 calculated 0.46
unit 2 activation 0.32 calculated 0.33
unit 3 activation 0.36 calculated 0.38
unit 4 activation 0.28 calculated 0.29
unit 5 activation 0.32 calculated 0.33
unit 6 activation 0.52 calculated 0.54
unit 7 activation 0.66 calculated 0.67
unit 8 activation 0.53 calculated 0.54
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unit 9 activation 0.58 calculated 0.58
unit 10 activation 0.60 calculated 0.63
unit 11 activation 0.29 calculated 0.29
unit 12 activation 0.33 calculated 0.33
unit 13 activation 0.33 calculated 0.33
unit 14 activation 0.29 calculated 0.29
unit 15 activation 0.43 calculated 0.42
unit 16 activation 0.32 calculated 0.29
unit 17 activation 0.34 calculated 0.33
unit 18 activation 0.35 calculated 0.33
unit 19 activation 0.40 calculated 0.38
unit 20 activation 0.30 calculated 0.29
unit 21 activation 0.31 calculated 0.29
unit 22 activation 0.38 calculated 0.38
unit 23 activation 0.39 calculated 0.38
unit 24 activation 0.30 calculated 0.29
unit 25 activation 0.35 calculated 0.33

5.4.3 Prototype shifting

An alternative way of creating the Animal category is to compose the Mammal and Fish

categories. The resulting prototype looks like this (the calculated average is removed

since this composition method suffers from prototype shifting, and should not be used, see

below):

unit 1 activation 0.41
unit 2 activation 0.24
unit 3 activation 0.27
unit 4 activation 0.24
unit 5 activation 0.24
unit 6 activation 0.41
unit 7 activation 0.52
unit 8 activation 0.40
unit 9 activation 0.43
unit 10 activation 0.48
unit 11 activation 0.22
unit 12 activation 0.28
unit 13 activation 0.27
unit 14 activation 0.21
unit 15 activation 0.36
unit 16 activation 0.43
unit 17 activation 0.47
unit 18 activation 0.46
unit 19 activation 0.55
unit 20 activation 0.44
unit 21 activation 0.43
unit 22 activation 0.54
unit 23 activation 0.51
unit 24 activation 0.41
unit 25 activation 0.51

But simply composing the Mammal and Fish categories, in this case, results in an incor-
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rect emphasis on the Fish category. The prototype is the average of the associated catego-

ries, in this case the Mammal and Fish categories. But the Mammal category here really

represents two categories, Dog and Cat, each of which should have as great an influence

on the new prototype as the Fish category. What the system tries to model is the category

tree depicted in Figure 30. Although the structure of the tree is the same, the Fish category

has now been placed at a higher hierarchical level, equal to that of the Mammal category.

Figure 30: The category tree structure modelled when the Mammal and Fish categories
are composed without paying attention to prototype shifting effects

The prototype for the new category Animal is “shifted” due to the strong influence

of the Fish category; this problem is depicted in Figure 31.

Animal
Vectors 1 - 24

Mammal
Vectors 1 - 16

Dog
Vectors 1 - 8

Cat
Vectors 9 - 16

Fish
Vectors 17 - 24
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Figure 31: Prototype shifting due to use of categories at different levels

The solution to the prototype shifting problem is to compensate for the fact that the

Mammal category really denotes two categories (Dog and Cat). This is most easily done

by extending the training set so that the Mammal category appears twice as often as the

Fish category. Such a training set is depicted in Table 6. (If the category denoted 3 cate-

gories, it should appear 3 times as often, and so on.)

Table 6: A training set for learning the new category Animal, taking in mind the effects
of prototype shifting

The Animal prototype extracted using this extended training set, consisting of the

Mammal and Fish categories, is depicted below; it corresponds with the (correct) proto-

type extracted using the Dog, Cat and Fish categories (section 5.4.2):

Category input Animal target

Mammal 1.0

Mammal 1.0

Fish 1.0

dog1

dog2 dog3

fish1fish2

fish3

cat1
cat2

cat3

Mammal prototype

Fish prototype

Animal prototype
using Cat, Dog and

Fish prototypes

Animal prototype
using Fish and

Mammal prototypes
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unit 1 activation 0.46 calculated 0.46
unit 2 activation 0.32 calculated 0.33
unit 3 activation 0.36 calculated 0.38
unit 4 activation 0.28 calculated 0.29
unit 5 activation 0.32 calculated 0.33
unit 6 activation 0.52 calculated 0.54
unit 7 activation 0.66 calculated 0.67
unit 8 activation 0.53 calculated 0.54
unit 9 activation 0.58 calculated 0.58
unit 10 activation 0.60 calculated 0.63
unit 11 activation 0.29 calculated 0.29
unit 12 activation 0.33 calculated 0.33
unit 13 activation 0.33 calculated 0.33
unit 14 activation 0.29 calculated 0.29
unit 15 activation 0.43 calculated 0.42
unit 16 activation 0.32 calculated 0.29
unit 17 activation 0.34 calculated 0.33
unit 18 activation 0.35 calculated 0.33
unit 19 activation 0.40 calculated 0.38
unit 20 activation 0.30 calculated 0.29
unit 21 activation 0.31 calculated 0.29
unit 22 activation 0.38 calculated 0.38
unit 23 activation 0.39 calculated 0.38
unit 24 activation 0.30 calculated 0.29
unit 25 activation 0.35 calculated 0.33

5.5 Comparison

The prototypes generated by the Coactivation Network (section 3.1) had two sets of acti-

vation: the coactivation value and the traditional activation value. In the following dia-

grams, we compare our prototypes with those extracted by the Coactivation network. The

following diagrams contain the following three rows:

1. The prototypes extracted using our prototype extraction network, i.e. the activation

pattern formed on the exemplar units after prototype access.

2. The prototypes extracted by the Coactivation Network, i.e. the centrality distribu-

tion.

3. The activation pattern on the units in the Coactivation Network; this pattern is

binary and constitutes the base for the prototypes in row 2. (This allows the Coacti-

vation Network to avoid prototype shifting effects, as described below)

The size of each rectangle is directly proportional to the activation level on the unit; the
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larger the rectangle, the higher the activation level.

Figure 32: The Dog prototype

Figure 33: The Cat prototype
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Figure 34: The Fish prototype

Figure 35: The Mammal prototype
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Figure 36: The Animal prototype

The prototypes extracted using our ANN architecture (defined in chapter 4) very

closely resemble those extracted by the Coactivation Network, i.e. our network has suc-

cessfully extracted the Dog, Cat and Fish prototypes from the exemplar vectors, and has

also successfully extracted prototypes for the composed categories Mammal and Animal.

The patterns of activation formed for the Coactivation Network prototypes avoid

prototype shifting by lowering the granularity of the prototypes. The centrality distribu-

tions (row 2) which constitute the prototypes in the Coactivation Network are formed by

multiplying a binary activation vector (row 3) with a set of coactivation weights. When

more abstract categories are formed, e.g. Animal, more and more units are activated in this

binary pattern (see Figure 35 and 36).

No training sets, which provide information about what categories to form, are used

for training the Coactivation Network since it is based on unsupervised learning. This

means that we have no direct control over which categories are formed, and no control

over how they are formed, i.e. there is no way we can use the existing categories to form
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new categories, and thus no way to incorrectly use the existing categories to form new

categories.

5.5.1 Summary

The network has successfully managed to extract, access and compose prototypes for the

categories. The prototypes depict the mathematical average of all exemplars belonging to

each category. This is just one way of viewing and using prototypes. This section summa-

rizes the different approaches used by the Coactivation Network, LVQ and our architec-

ture. Table 7 contains this summary.

Table 7: Summary of the different architectures described in this thesis

The Coactivation Network learns classifications and extracts prototypes using un-

supervised learning. In LVQ, and in our approach, this is done through a supervised proc-

Coactivation
Network

LVQ Our architecture

Learning method Unsupervised Supervised Supervised

Prototype, or
prototype concepts

Yes Yes Yes

Automatically
extracted hierarchies

Yes No No

Classification is
based on

Convergence Euclidian distance Decision lines

Unlimited number of
categories

No Yes Yes

Multiple dimensions No No Yes

Multiple inheritance No No Yes

Prototypicality Yes No No

Composition No No Yes
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ess.

All three architectures are able to extract prototypes, in some sense. In the Coacti-

vation Network, prototypes are calculated from the coactivation frequencies of the entire

population. In the others, prototypes depict the activation frequencies for each category;

this corresponds to the mathematical average of all exemplar vectors belonging to the cat-

egory.

The categories extracted by the Coactivation Network are automatically arranged to

form hierarchies. Neither LVQ nor our architecture has such an automatic extraction; this

can be considered a natural consequence of having supervised learning since the network

should only form the categories we tell it to form. It is however possible in both LVQ and

in our architecture to learn category hierarchies, consisting of more and more abstract

(and inclusive) categories.

Classifications, i.e. the process of determining category membership is a process

which converges on the category representation in the Coactivation Network. Classifica-

tions in LVQ are performed by calculating the Euclidian distances between the exemplar

vector and the category (codebook) vectors. In our approach the traditional ANN ap-

proach is used, i.e. the exemplar’s location in representational space in relation to the de-

cision lines determine category membership.

The categories extracted by the Coactivation Network are based on binary represen-

tations, which limits the number of possible categories. More specifically, if the exem-

plars are represented using n features, there can be no more than 2n different categories.

LVQ is based on codebook vectors, consisting of continuous values, which means that

there theoretically is no limit for the number of categories in the system. In our architec-

ture, the categories are defined using decision lines, and since there is no limit on the
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number of decision lines, there is no limit on the number of categories in the system.

Of the three architectures, only ours can handle multiple dimensions and multiple

inheritance without further extensions. This is accomplished by allowing the system to in-

dicate several categories at once by using localistic representations for the categories; the

other architectures can only indicate a single category as an answer.

Robins shows how the Coactivation Network can be used to extract information

about exemplar prototypicality. LVQ does not provide this concept, and it still remains to

see if our architecture can be extended to indicate this (see section 6.3.3 for a more thor-

ough discussion about this).

The ability to compose existing categories into new categories (e.g. Dog and Cat

into Mammal) and to automatically get a description of the new concept (i.e. a new pro-

totype) is unique to our approach, as far as we are aware.

5.6 Restrictions

A number of restrictions have to be placed on the representations the ANN operates on.

The exemplars must be represented systematically, the categories should be linearly sep-

arable and compositions should not be done using categories which themselves are com-

posed.

5.6.1 Identical prototypes

If we do not have systematic representations of exemplars, prototypes for different cate-

gories may become identical to each other, or to a specific exemplar. For example, con-

sider the single-feature prototype representations depicted in Figure 37.
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Figure 37: Four category prototypes represented using a single feature

The prototypes for categories A, B and C were learned using a set of exemplars. The

prototype for the category D was the result of composing category A and B into a more

general category. The prototype representations for categories C and D are identical even

though they represent different sets of exemplars. This means that the system cannot dif-

ferentiate between these two prototypes since their representations are identical. (The pro-

totypes are accessed using different category units, but the resulting pattern of activation

is identical.)

However, the exemplars are normally represented using many more than a single

feature, this decreases the risk of getting different prototypes which are identical, since

they have to have identical values for each single feature in order to be considered iden-

tical1.

By imposing a stronger systematicity for the representations, the risk of getting

identical prototypes is eliminated. The type of systematicity which is required for this is

described in the next section.

5.6.2 Systematicity of Representation

As discussed in section 2.1, the exemplar representations must possess a certain degree of

systematicity, namely that similar exemplars must have in some sense similar representa-

1. One possible extension to using the pattern of activation on the exemplar units as a representa-
tion for the prototypes is to also include the set of category units in the representation of the pro-
totype / category. Exactly how such a system would work is however an open question.

A C B

0.0 0.5 1.0

D
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tion. We here call this Systematicity of Representation1. We suggest that the following

limitation should be imposed on any system which can access prototypes and classify ex-

emplars:

The prototype for each category should, if it is classified, belong to the cate-
gory it represents and to the compositions containing the category.

That is, the typical Dog should be a Dog, not a Cat or a Fish. It is also a Mammal

and an Animal since those categories are compositions consisting of the Dog category

(and others). This property can generally be tested by first accessing the prototype for the

category and then classifying that representation; if we accessed the prototype for the Dog

category, and then classified it, the Dog category unit should receive higher activation

than the Cat and Fish category units (Mammal and Animal should also become activated).

This, of course, requires that category prototypes are represented in such a way that they

can be treated as exemplars, i.e. that they are able to be classified.

5.6.3 Linear separability

Correct classification of the prototype cannot be guaranteed if we do not demand that each

category is linearly separable, i.e. that the category’s exemplars can be divided from the

others using a single hyperplane, i.e. using a single layer of weights in the ANN for clas-

sification. If the exemplars are not linearly separable, as depicted in Figure 38, the proto-

types may be classified incorrectly.

1. This can be considered as an interpretation of the Systematicity of Representation discussed in
Fodor & Pylyshyn (1988), where it is stated that expressions with similar semantics should be
represented using similar syntax.
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Figure 38: Example of a representation where the Dog and Cat categories are not linearly
separable; the Dog prototype will probably be incorrectly classifed as a Cat,
or some Cat exemplars will be incorrectly classified as belonging to Dog

But if we impose linear separability, and only use a single layer of weights for clas-

sifications, the prototype will be classified correctly (if learning is successful). This is due

to a property of linearly separable representations, namely that if a vector A and a vector

B is classifed equally, then every vector which lays in between these vectors are classified

in the same manner. Consider the representation depicted in Figure 39. There is no way

for a single hyperplane to divide A and B from C, as long as C lays on a straight line be-

tween A and B.

dog1

dog2

cat1
cat2

cat3

Dog prototype
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Figure 39: There is no way to classify C differently from A and B (which are classified
equally) as long as C lays on a straight line between A and B

If we translate A and B into exemplars which belong to the same category, and C

into the extracted prototype for these exemplars, we see that the prototype C is classified

correctly since it is classified in the same manner as the exemplars which were used to

extract it, i.e. A and B. The same if we have more than two exemplars; the area between

the exemplar points is classified in the same manner as the exemplars if we use a single

layer of weights for classification; see Figure 40.

A

C

B
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Figure 40: All points which lay in the grey areas are treated in the same manner as the
exemplars which make up the area

Since the prototype for each category lays in the grey area formed by the category’s

exemplars, they are guaranteed to be correctly classified as to belonging to the category.

This is also the case for composed categories, which form the same kind of area, but using

other category prototypes instead of exemplars. There are however problems when it

comes to classifying composed category prototypes, if we do not take care when compos-

ing categories, as noted in the next section.

5.6.4 Problems with composition

The basic (i.e. learned using exemplars) category prototypes Dog, Cat and Fish are clas-

sified correctly by the system, as indicated in Table 8. This is due to the linear separability

constraint1; each prototype is classified in the same manner as the exemplars used for its

extraction (see the previous section). But the classifications for the composed categories

Mammal and Animal may become incorrect.

1. And that the system only has a single layer of weights. If the system used addressed location
spaces (Sharkey & Jackson, 1995), i.e. one or more layers of hidden units, the prototypes may
be classified in a different manner than the exemplars which surround it.

dog1

dog2

fish1fish2

fish3

cat1

cat2

cat3

cat1
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Table 8: Results from classifying the accessed prototype for each category; each pro-
totype is correctly classified as to belonging to the category it represents

The Dog prototype was in this case incorrectly classified as not belonging to the An-

imal category (activation only 0.16). In other runs, the Cat prototype was classified in this

manner instead of the Dog prototype. In still other runs, both were classified correctly; at

least one of the Dog and Cat prototypes is classified correctly as an Animal. The reason

for this is as follows.

Consider the representational space depicted in Figure 41. The Cat and Dog cate-

gories have been composed to form the Mammal category, i.e. the Mammal prototype lays

in between the Cat and Dog prototypes. If we now want to learn to recognize Animal ex-

emplars by composing the Mammal and Fish categories, the resulting Animal classifica-

tion may (inadvertently) exclude the Dog prototype, and thereby most of the Dog

exemplars. This is the case in the above classifications.

Classified prototype
Dog

activation
Cat

activation
Fish

activation
Mammal
activation

Animal
activation

Dog 1.00 0.01 0.00 1.00 0.16

Cat 0.00 0.99 0.00 1.00 1.80

Fish 0.00 0.00 1.00 0.00 1.00

Mammal 0.49 0.51 0.00 1.00 1.00

Animal 0.32 0.33 0.35 0.65 1.00
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Figure 41: Composition of the Mammal and Fish categories into the Animal category
may inadvertently exclude the Dog exemplars in the Animal classification

A simple solution to this problem is to create the Animal category by composing the

Dog, Cat and Fish categories instead of the Mammal and Fish categories. But this solution

requires us to treat composed categories differently from non-composed, i.e. do not use

composed categories (Mammal) to compose new categories (Animal). The problem here

lays in the way the system classifies composed categories. We propose a simple method

for classifying such categories in the Future work section (it is based on adding connec-

tions between the category units).

Cat prototype

Dog prototype

Fish prototype
Mammal prototypeAnimal
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Chapter 6

Conclusions

6.1 The REAC aspects revisited

6.1.1 Representation

In order to allow generalization to take place, similar exemplars should have similar rep-

resentation. Different degrees of similarity can be expressed using distributed representa-

tions consisting of a vector of features. Similar exemplars are represented using vectors

which have many similar feature values.

By using localistic representations for categories, the system can indicate several

categories at once, allowing the system to learn complex classifications which involve

multiple inheritance and multiple dimensions.

Each category has a prototype, which depicts how a typical member of the category

looks. This typical member is here treated as an average of all the exemplars belonging to
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the category, i.e. the prototype is itself an exemplar, and thus represented using an exem-

plar vector. This means that the prototype for a category may coincide with an actual ex-

emplar in the category, in that they have identical representations.

The prototype for a category should itself be a member for that category, i.e. the typ-

ical dog should be recognized as being a dog, and not a cat or a fish (section 5.6.2). We

have showed that if the categories are not linearly separable, this may not be the case, i.e.

the typical dog may be recognized as a cat by the system (section 5.6.3). We have also

showed that if the categories are linearly separable, the prototypes are automatically clas-

sified correctly, i.e. in the same manner as the exemplars which were used for extracting

it (section 5.6.3).

By imposing linear separability on the exemplar representations, the ANN architec-

ture can do without hidden layers of units, which means that a simple single-layered ANN

with linear activation functions should be able to recognize the members of each category.

Such a network was the basis for the presented architecture which can extract, access and

compose prototypes from a set of exemplars and their accompaning classifications.

6.1.2 Extraction

The traditional ANN only generates a single output pattern for each input pattern. During

classification, the input pattern is an exemplar representation and the output is a pattern

indicating which categories the exemplar belongs to. This is a relatively simple task since

each exemplar has one—and only one—associated classification; the produced category

pattern indicates all category memberships at once.

This contrasts the prototypes for categories which should depict the entire set of ex-

emplars belonging to the category. This differs from the previous process in that the ex-
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emplar representations are distributed over all the exemplar units, while the categories

where represented using a localistic scheme. The network cannot represent several exem-

plars at once, since each exemplar is a pattern of activation on the entire set of output

units.

We have showed how one-to-many mappings in ANN can be used to extract repre-

sentations which in some sense captures the structure of the entire set of associated exem-

plar patterns. When a single input pattern is associated with several output patterns, and

the network can only produce a single output pattern, the back-propagation learning rule

leads to the production of an output pattern which minimizes the total error for all associ-

ated output patterns. It so happens that this output pattern is the average of the entire set

of associated output patterns.

By using the representation for a single category as input and the set of associated

exemplar representations as output, the network learns to produce the average of the set

of exemplar representations when encountered with the category representation (section

5.4). That is, the network learns to produce a prototype—in the form of an exemplar rep-

resentation—for the specified category. From this we conclude that prototype extraction

is possible in an ANN.

Further, we have showed how the same training sets which are used for learning

classifications can be used for prototype extraction (section 4.3.1), i.e. that there is no

need for additional information in order to extract prototypes. The training sets usually

consist of two columns of data, one containing exemplar representations and the other cat-

egory representations. When learning classifications, the data in the first column (the ex-

emplar representation) is used as input to the network, and the data in the second column

(the category representation) is used as target output. By simply switching positions of the
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columns, using the category representations as input and the exemplar representations as

output, the network can extract the prototypes. However, if the exemplar belongs to sev-

eral categories at once, i.e. if the category representation is a pattern in which several units

are active at once, it must be split into several patterns where each pattern only has a single

active unit. These patterns can then be used as input and the associated exemplar pattern

as output.

6.1.3 Access

In the proposed architecture, the prototype extraction and access processes are closely tied

together; the extraction process was derived from, and constrained by, the method used

for prototype access, which, in turn, was derived from how an ANN performs classifica-

tions (section 4.2).

To access the prototype for a given category, the unit for the category is turned on

and activation from the unit flows to the exemplar units where the prototype representa-

tion for the category is produced. The pattern which is generated is directly determined

by the connection weights between the active category unit and the exemplar units; the

connection weights were set in the extraction process as to produce a pattern of activation

which was the average of the category’s exemplar patterns.

During prototype access, the only category unit which is activated is that for the cat-

egory whose prototype we want to bring up. If several category units are activated at once,

the resulting pattern would be a superimposed representation of the prototypes for those

categories. The structure and possible use of such superimposed prototypes warrants fur-

ther investigation.



Chapter 6. Conclusions 6.1 The REAC aspects revisited

84

6.1.4 Composition

If a set of exemplars are classified to as belonging to the same existing category, and all

members of this category are to be treated in the same manner in the new category, the

prototype for the existing category can be used for learning the new category. That is, if

we have a set of exemplars which belong to the Dog category, and they should all also be

considered as belonging to Mammal, we can use the Dog prototype to learn this fact.

That is, instead of learning to classify each individual exemplar of the existing cat-

egory, the network only has to learn how to classify the prototype, i.e. it learns how to

handle a typical exemplar of the category. This type of learning, based on typical exem-

plars, has been investigated in cognitive science:

Reasoning on the basis of typical cases is a major aspect of human reason. Our
vast knowledge of typical cases leads to prototype effects. The reason is that
there is an asymmetry between typical and nontypical cases. Knowledge about
typical cases is generalized to nontypical cases, but not conversely (Lakoff,
1987, p. 87)

We have showed (section 5.3.2) that the knowledge about the typical exemplars in

our architecture is generalized—to a certain degree—to the other exemplars, at least if we

have a layer of hidden units. For example, if the system learns that the typical dog is a

mammal, the other dogs are also considered to be mammals.

We have also showed that the prototypes can be used to form new, composed, cat-

egories which automatically get their own prototypes. The new prototypes accurately de-

pict the structure of the exemplars belonging to it, in that it is the average of the composed

categories (section 5.4.2). From this we conclude that learning using prototypes is possi-

ble in an ANN.

Further, we have showed how the training sets can be reduced by only using the pro-
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totypes for the learning of new categories (section 4.4.2). Further, by using the prototypes

instead of the representation for actual exemplars, there may be considerable winnings in

learning time; if the exemplar representations come from external sensors, such as a cam-

era, there might be large overheads, moving the exemplars in front of the camera for each

training presentation. Instead, the system can use already acquired (i.e. internal) informa-

tion about the prototypes; accessing the prototype representation for the category, and

learning to classify it correctly, is a very easy and fast process which involves only the

flow of activation through a single layer of weights.

A number of problems have been identified when it comes to composition. If com-

posed categories are used for further compositions, the resulting category prototype may

incorrectly reflect the structure of its exemplars. The problem lays in that the composed

category actually represents more than one category, namely those used for its composi-

tion; if care is not taken when using composed categories to form new compositions, the

resulting category may get an incorrect prototype. We have showed (section 5.4.3) how

these “prototype shifting” problems can be averted by modifications to the training sets.

As we have described in section 5.6.4, there are however still some inherent problems

with classification of composed categories; we have outlined how a solution to this prob-

lem may look in the Future work section (see section 6.3.4).

The composed categories, learned using the existing categories, are all of the same

form; they are inclusions of a set of categories and exclusions of another set of categories.

For example, the Mammal category can be described using the statement “A Mammal is

a Dog, or a Cat, but not a Fish”. The Animal category can be described similarly using

“An Animal is a Mammal, or a Fish”1. The more general form of these statements is:

1. Actually, due to prototype shifting, the Mammal category should occur twice as often as the
Fish category in the training set. But each category only needs to be mentioned once in the state-
ments, which only relate to the classifications, not to the prototype extraction.
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“A X is a Y1, a Y2, ..., or a Yn, but not a Z1, a Z2, ..., nor a Zm”

The statements are learned by breaking them down into smaller statements of the

form “The typical Yi is a X” (0 <= i <= n) and “The typical Zj is not a X” (0 <= j <= m)1.

For example, “A Mammal is a Dog, or a Cat, but not a Fish” is broken down into “The

typical Dog is a Mammal”, “The typical Cat is a Mammal” and “The typical Fish is not a

Mammal”.

Other statements could probably also be formed and used for learning, but these

statements were adequate for our purposes, namely to construct hierarchies of more and

more general and inclusive categories.

6.2 Symbol grounding

Our system can be considered as an implementation of a simple, and very constrained,

symbol manipulating system which can create new symbols which are grounded, i.e. the

system can produce a description of the new concept and correctly identify it.

6.2.1 Background

The classical symbolic approach to Artificial Intelligence is based on having a set of sym-

bols, denoting different concepts, which can be combined and recombined systematically.

As Harnad (1990) points out, there is an inherent flaw in this approach. The symbols do

not, by themselves, actually mean anything. Combining the existing symbols, new sym-

bols can be created, but these symbols do not mean anything either. The system just han-

dles symbols, which translates into another set of symbols, which translates into yet

another set of symbols, and so on. This process has to end somewhere, i.e. somewhere the

1. Stronger statements would be “All Yis are X” and “No Zjs are X”, which perhaps could be sup-
ported by an extended network, see chapter 6.3.4.
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symbols have to be grounded in something else than another set of symbols. How such a

grounding could be performed by a system is proposed by Harnad.

A system can be said to receive sensory inputs of objects. The same object may pro-

duce different sensory inputs depending on the circumstances. For example, a dog casts

different images on the retina depending on if it is viewed straight-on or from the side.

Harnad calls these sensory inputs iconic representations.

The iconic representations are not adequate for identification of objects, since they

may differ, from time to time, for the same object. Instead, the iconic representations are

translated by the system into categorical representations, which consist of the invariant

features of the object. That is, the same categorical representation is produced each time

the system senses the specific object, regardless of the circumstances (e.g. position) the

object is in.

A symbolic representation is coupled to each categorical representation. The sym-

bol should be able to be combined with other symbols to form new symbols. These new

symbols should then be grounded on the categorical representations for the symbols

which were used to create them. For example, if the system has categorical representa-

tions for the symbols Horse and Stripes, the new symbol Zebra should be able to be cre-

ated by combining these symbols. The system should then be able to identify, and

describe, a Zebra using the iconic and categorical representations for the Horse and

Stripes symbols.

6.2.2 Relevance

The vectors used for representing exemplars can be considered to be categorical represen-

tations since the same vector is used for an exemplar each time it is encountered by the
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system.

The category vectors can be considered to be symbolic representations of the con-

cepts since they—by themselves—contain no actual information about the category, yet

they can be used to access information about the category, namely the information stored

in the category’s prototype.

The categories can be composed into new categories, e.g. Dog and Cat can be com-

posed into Mammal. Using the prototypes for the existing categories, the system learns1

to identify which exemplars belong to the new category (Dog and Cat exemplars) and

which do not (Fish exemplars). The new category also automatically gets a prototype, i.e.

the system can describe what a typical member of the new category looks like.

That is, the system can create new symbols (categories) using existing symbols (cat-

egories) and can then identify (classify) and describe (access the prototype of) the new

symbol. All this is done using only the existing categories—no actual exemplar of the new

category is needed during this process.

6.2.3 Differences

One difference to the symbol grounding system proposed by Harnad is that new symbols

(categories) here get their own categorical representation (prototype), whereas Harnad’s

new symbols translate into the combined symbols’ individual categorical representations.

Another difference is the combination of symbols into new symbols. Here, the com-

bination can be described as learning something like “A X is a Y1, a Y2, ..., or a Yn, but not

a Z1, a Z2, ..., nor a Zm”(see section 6.1.4). The combination method stated by Harnad

(1990, p. 335, in the abstract) is on the form “An X is a Y that is Z”, but this was merely

1. As noted in section 5.3, a layer of hidden units are required to successfully recognize the com-
bined categories.
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an example of one possible combination method1.

6.3 Future work

6.3.1 Iconic representations

A suitable role for ANNs, as stated by Harnad (1990, p. 344) could be to find the categor-

ical representations using icons combined with feedback of their names, i.e. to recognize

objects in different circumstances. For example, the network should be able to recognize

a certain dog independent on if it is viewed straight-on or from the side.

The system could perhaps be extended by another set of units—encoding the iconic

representations—which create patterns of activation on the exemplar units, i.e. which

generate categorical representations. The representations on the exemplar units would

then be the result of hidden unit formations. The properties of these formation could be

investigated to see if they possess the necessary systematic characteristics, e.g. if similar

exemplars are represented using similar patterns of activation.

6.3.2 Combination methods

The statements learned by the network are all of the same form “A X is a Y1, a Y2, ..., or

a Yn, but not a Z1, a Z2, ..., nor a Zm” (see section 6.1.4). Other methods of combining

categories could be investigated, and the concepts of “everything else” and “not” may also

be investigated, e.g. can we form a representation of “Everything except for dogs” and use

that representation for learning.

1. Such a combination method could involve the superimposition of several categorical representa-
tions, i.e. activating several category units at once and thereby superimposing several different
prototypes on the exemplar units.



Chapter 6. Conclusions 6.3 Future work

90

6.3.3 Other processes

Only two processed where considered in this thesis, namely classification and prototype

access. There are a number of other processes whose implementation in the system could

be investigated. Three of these—described briefly below—are exemplar access, prototyp-

icality ratings and similarity ratings.

Exemplar access is the generation an actual exemplar representation, as opposed to

a generalized typical exemplar representation (the prototype). This process can be said to

answer the question “what does an actual c look like”, where c denotes a category. Since

there normally are more than one exemplar which belongs to the category, there needs to

be a context CNTXT which defines which of the exemplars the system should bring up.

The formal definition of this process is given in Equation 6.

(6)

Prototypicality is a rating of how typical a member an exemplar is for a category.

For example, a robin is considered to be a more (proto-)typical bird than a penguin. Gen-

erating the prototypicality for an exemplar, for a certain category, can be conceived as an-

swering the question “how typical is e for a c”, where e denotes an exemplar and c a

category. The answer should lay in the 0.0 to 1.0 range, where 1.0 denotes a very proto-

typical exemplar and 0.0 a very atypical one. The formal definition of prototypicality is

given in Equation 7, where the output R is a value between 0.0 and 1.0.

exemplaraccess : C CNTXT× E→
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(7)

Similarity ratings are ratings of how similar two exemplars are to each other. The

result is a value between 0.0 and 1.0, where 0.0 denotes totally different exemplars and

1.0 identical ones. Generally, the exemplars belonging to the same category should be

more similar than exemplars belonging to different categories, i.e. two dogs should be

more similar than, say, a dog and a cat. The resulting value R (in the range 0.0 to 1.0) de-

pends on the circumstances; two exemplars may be considered as virtually identical in

some aspects and quite disparate in others. For example, two persons may be of the same

sex (biologically similar) but have quite different religions (theologically dissimilar). This

means that a context CNTXT needs to be provided which indicates what aspects we are

interested in. Generating the similarity rating can be considered as answering the question

“how similar are e1 and e2”, where e1 and e2 denote exemplars. A formal definition of

similarity is given in Equation 8.

(8)

These are not the only processes which may be investigated, studies of cognitive

science literature should yield many others which may be implemented in the system.

6.3.4 Extending the network

The handling of combined category classifications was less than adequate in the system.

The problem, outlined in section 5.6.4, occurred when composed categories were used in

further compositions. One possible solution to this problem would be to extend the net-

prototypicality : E C× R→

similarity : E E CNTXT×× R→
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work by adding connections between the category units.

Instead of learning to recognize which exemplars belong to the composed category

and which do not, the network could use the classifications for the categories of which it

was composed.

For example, if categories X and Y are to be composed into a category Z, we can

increase the weight between X and Z and also between Y and Z so that Z becomes active

whenever X or Y becomes active. That is, whenever the system recognizes a X or a Y (us-

ing the decision borders for these categories), it also recognizes that it is a Z (through the

interconnected category units).

If the composed category Z is then used in another composition to form category W,

the weight between Z and W is increased, etc. This however means that the classification

becomes more complicated than the approach used in the current architecture. Instead of

only using a single flow of activation (between the exemplar units and the category units),

classification could require multiple flows of activation (between the category units), i.e.

we would end up with a dynamical system.

6.3.5 Dynamical system

Both the classification and prototype access processes only involve a single flow of acti-

vation. During classification, the exemplar units are considered to be the input units, and

activation flows to the category units, which are considered to be the output units. During

prototype access, the category units1 are considered to be the input units, and activation

flows to the exemplar units, which then are considered to be the output units.

The processes do not have to end there. The pattern of activation produced when

1. Actually, only one of the category units is activated, namely that representing the category
whose prototype we want to access.
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classifying an exemplar could be used to produce a new set of activation on the exemplar

units. This new set of activation could then be used to produce another set of activation

on the category units, and so on. That is, the network can be treated as a recurrent network,

or a dynamical system which alters its own state depending on the previous state. The

properties of that dynamical system could be investigated, e.g. does the system con-

verge—and if so—on what patterns of activation, are typical exemplars treated differently

from atypical ones, etc.

6.4 Final statement

We have showed how prototypes can be represented, extracted and accessed in an ANN.

We have also showed how the extracted prototypes can be used for the learning of new

composed categories which automatically get appropriate prototypes as well. These new

categories can, in turn, be used for the forming of new categories, and so on. Learning us-

ing the prototypes can reduce the training sets but it comes at a cost; we no longer can

guarantee that all exemplars are treated correctly, only the typical.

Whether the approach presented in this thesis can be used to help explain more ad-

vanced cognitive phenomena like metonymic reasoning is not apparent. But the use of

simple ANNs which explore the effects of back-propagation on one-to-many mappings in

order to extract prototype representations may prove to be an efficient and fruitful foun-

dation for further work in this area.
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