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Abstract

Inversion of the artificial neural network mapping is a relatively unexplored field of sci-
ence. By inversion we mean that a search is conducted to find what input patterns that cor-
responds to a specific output pattern according to the analysed network. In this report, an
evolutionary algorithm is proposed to conduct the search for input patterns. The hypothe-
sis is that the inversion with the evolutionary search-method will result in multiple, sepa-
rate and equivalent input patterns and not get stuck in local optima which possibly would
cause the inversion to result in erroneous answer. Beside proving the hypothesis, the tests
are also aimed at explaining the nature of inversion and how the result of inversion should
be interpreted. At the end of the document a long list of proposed future work is sug-
gested. Work, which might result in a deeper understanding of what the inversion means
and maybe an automated analysis tool, based on inversion.
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Inversion of an Artificial Neural Network Mapping by
Evolutionary Algorithms with Sharing

1  Introduction

Artificial neural networks (ANNs) can be described as an easily applicable general tool for
solving difficult problems which are hard to formalize. An ANN is composed of many
units that are highly interconnected, the behaviour of an ANN emerges from the activity in
all of these components. The fact that the behaviour is emergent and not explicitly control-
led by a human designer can cause an ANN to have unwanted properties. Consider the fol-
lowing example.

In the mid-1960s at the Stanford Research Institute a perceptron1 was trained on a set of
photos to detect if there were any hidden tanks among the bushes in a set of photos
[Cla93][Chr92]. It seemed to be a complete success at first, since the network successfully
classified both the training examples and the separate set of test examples. It seemed like
the network had learned to recognize the shape of tanks. However, when the network was
tested on a new set of photos it was a complete failure. After some investigation of the net-
work, it transpired that the network was not sensitive to the shapes of tanks but to the dif-
ferences in lights and shadings in the picture. It turned out that all the photos containing
tanks had been taken early in the morning with the sun high in the sky and the photos
without tanks late in the afternoon. This is what Andy Clark writes about this particular
case:

“Don’t be too quick to assume that a network, even an apparently successful
one, has actually fixed on the features on which you wanted it to fix. An up-
and-running network is an opaque beast which requires further analysis if we
are to understand what it is actually doing and why.” [Cla93, p41]

If an unanalysed neural network can be considered to be an ‘opaque beast’ then it is quite
clear that tools for analysing and testing neural networks are demanded if the networks are
going to be accepted as modules in practical applications. The degree of reliability of the
ANN must be especially high in safety-critical systems. An ANN might seem to be com-
pletely successful at first, but further tests of it might reveal unwanted, hidden properties.

ANNs might have an inherent drawback, a drawback which is also one of the biggest
advantages of ANNs, namely that they are trained on a finite set of correct examples2.
Instead of programming a module in a system explicitly, the ANN-module is trained until
it operates sufficiently according to the examples in the training-set. This approach is effi-
cient when the functionality of the module is hard to define formally, e.g. try to define for-
mally every move you make when you walk and how these moves correspond to the
sensory inputs. One problem is that if the ANN is not trained on an appropriate subset of

1.  A simple form of ANN which only consist of an input-layer and an output-layer and the interconnecting
weighted links.

2.  There exist other training paradigms as well, as reinforcement learning and unsupervised learning tech-
niques etc. These will, however, not be discussed in this report.
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the possible examples or if something else goes wrong during the training, then the ANN
might have hidden, dangerous properties which might be discovered too late, unless some
sort of sufficient analysis tool can be used to find these properties. Inappropriate subsets of
examples can for example be biased and therefore force the ANN to draw biased conclu-
sions. Even if the set used to train the ANN is unbiased and free from errors, the ANN
may have fixed on features that it was not intended to do, just as in the tank example.

In the tank example, the error was easily discovered and the error did not cause any dan-
gerous situation since the network was not used in practice. If the network had been used
in practice and maybe connected to an anti-tank-cannon, then the cannon maybe would
shoot randomly every sunny morning. In other domains, the error might be harder to dis-
cover and also cause more danger and even become a risk to human lives.

It is quite clear that there is a need for a tool that analyses trained artificial neural net-
works. The research in ANNs has produced some tools that can be used to give a rough
idea of how and why the ANN produces the answers that it does. But there is a need for an
improvement of these techniques and for new tools which are easy to use for non-expert
users.

1.1  Dangerous pitfalls when using ANNs

To use an ANN-module in an application, instead of implementing the module by manual
coding, can mean a lot of things for the design process of the system. When a module in an
application is implemented in a procedural programming language, the process from
requirements analysis to the design-phase and finally the implementation-phase is control-
led by the human designer(s). The requirements can include specifications of the intended
functionality of the module under circumstances other than the normal. For example, the
module can be implemented to handle situations when a critical state has occurred, such as
a melt-down in a nuclear reactor. The fact that the process from requirements specification
to implementation is controlled and performed explicitly by humans is not a guarantee that
the module will operate correctly. Testing the module is mandatory since it is human to
make mistakes. However, it is a fact that the process is controlled and maintained by
humans that can critically verify that their work is carried out correctly.

If an ANN is to handle the module instead, we face a quite different situation. The
designer of the system will not implement the functionality of the ANN, that is instead
done by a training algorithm such as backpropagation [Rum86]. The only thing the human
designer does is to first make a mapping from the actual data to a structure that can be used
by the ANN, then decide a suitable architecture of the network and create/generate a set of
training examples1. He then runs the training algorithm and observes how the error
decreases (hopefully) while the training algorithm iterates.

That is, the designer only has an indirect control of what the exact result of the training
will be. It depends on at least three things which the designer can control. Very often, it is
hard to predict the consequences these parameters might have on the final, trained ANN:

1.  This is of course a quite simplified explanation. A separate set of examples might also be created to verify
that the network can correctly process examples which it has not been trained on. Also, prior knowledge can
be inserted to the network by the designer.
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• The architecture of the network. With too many nodes the network might get over-
trained and with too few nodes it might not be able to solve the problem satisfactory.

• The training-set. If the set is biased or if important parts of the possible input to out-
put mappings have not been included, the ANN might get biased and/or erroneous
properties.

• The result of training also depends heavily on which training algorithm is being
used. If backpropagation is used, which is a gradient descent search, the result
depends on the initial weights when starting the training. The search space is often
full of local optima which this training procedure cannot leave.

After the designer has created the training set and started the training, he takes a step back
and lets the training-algorithm do the job1. The only possibility to verify that the training
process has resulted in a successful network is by testing and analysing the network. Only
to test the network on another set of examples is not enough since there might be things
that are overseen, as in the tank example. Erroneous behaviour of the network might be
well hidden and very hard to discover without analysing how and why the network oper-
ates as it does. This is why analysis tools can be very useful.

1.2  Analysing by inversion

A few methods to analyse ANNs have been suggested by several ANN researchers
[And95] [Sha92] [Tic97]. These methods are often used by researchers to gain more
knowledge about ANNs. They can also be used to test the functionality of ANNs, but the
results of the analysis methods might be hard to interpret by non-expert users. So there
might be a need for analysis tools that produce results which are more easy to compre-
hend.

One such suggested method is to invert the ANN mapping [Kin90] [Wil86]. The result of
an inversion is an input pattern or a set of input patterns which produce the output pattern
that is to be examined. The result of an inversion will be something that the user should be
familiar with since the user probably has a good idea of how to interpret the input and out-
put. The user should know how these should be interpreted since he has defined the prob-
lem which is to be solved by the ANN. The inversion may help to uncover hidden
properties of the network, e.g. to reveal input patterns that should not be classified as the
investigated output or to help the user discover that additional training should be made in
areas of the input space which might have been overseen.

One proposed method to conduct the inversion, is by searching with gradient descent
[Kin90] [Wil86]. This method has an inherent drawback. This type of search method can
get stuck on local optima and thus will not find the most typical input pattern. Another
drawback is that it can only provide the user with one input pattern at a time.

Another method, prototype extraction, attempts to produce an ANN that does the inverted
mapping. The problem with this approach is that the ANN might map a large input set to a
smaller output set. The inverted ANN-function should then make a one-to-many mapping,
and that cannot be done by an ANN. Instead the inversion-ANN will produce an output

1.  Which corresponds to the implementation process.
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which corresponds to the average of the original ANNs input. Since the average of a set
may lie outside the set itself, this method can produce quite erroneous answers (see Figure
10).

The proposed method, in this report, is to conduct the inversion by an evolutionary algo-
rithm with sharing. This method searches through a population of input patterns instead of
just one pattern at a time, such as in gradient descent. The sharing helps the population to
be spread out in the space of input patterns, this can help the search to result in multiple,
equivalent patterns that explores as much as possible of the searchspace. Since multiple
inputs can correspond to the same output, multiple answers from the inversion is desirable.

This reports focuses on classification networks since these are less complex to analyse
(see Section 5). But since the inversion by an evolutionary algorithm treats the network as
a black box, it should at least in theory be applicable to all kinds of neural networks.

1.3  Hypothesis

The hypothesis is that an evolutionary-based search method is good (see below) at invert-
ing a trained ANN. Inversion means finding input patterns that produce a target output by
the static ANN that is tested [Kin90][Wil86].

“Good” properties of an ANN mapping inversion method:

• It should provide multiple separate equivalent input patterns. That is, different pat-
terns that generate the same output by the network.

• The search will consistently get out of local optima and consequently not result in
unsatisfactory answers.

These criteria are not matched by the existing methods, they tend to get stuck on local
optima and only provide a single answer. When using gradient descent and similar meth-
ods the result depends very much on where the search is started. Multiple answer can be
said to be returned by this method if it is run several times, but there is no guarantee that
these answers are very different1 from each other, all searches may end up in the same,
possibly local, optima.

It will be attempted to show that the evolutionary-based method do match these criteria by
conducting experiments in a few example domains. It will also be argued that inversion
itself is a useful method when analysing an ANN, especially in problem domains such as
the categorization of pictures since this type of domain can be hard to describe formally.

1.4  Contents in this text

The paradigm of ANNs and evolutionary algorithms will be introduced briefly in the next
section, if the reader is familiar with these concepts it can be skipped.

Section 3 contains short descriptions of different ANN analysis methods and a comparison
between the different methods. The purpose of section 3 is to give a perspective on ANN
inversion and compare it with other methods of analysing ANNs.

1.  The difference can for example be determined by some sort of distance measure between the answers.
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Section 4 describes the existing methods of inverting ANNs. The paradox of inverting an
uninvertable ANN is addressed and the evolutionary based inversion is introduced. The
different inversion methods are compared and criticised.

Section 5 describes the methods that will be used to test the hypothesis. The domains that
the networks will be trained on before inversion are described and motivated. Also, a
detailed description of the tested algorithm will be included.

The results of the testing is presented in section 6. In that section, no theoretical discussion
about the results is given.

Section 7 is mainly a discussion that aims on explaining the results. Conclusions about
various aspects of the inversion are derived from the results in section 6.

Section 8 contains the conclusions and suggestions to further work that needs to be done
in the field of ANN inversion. Also some experiences and final thoughts about the project
are discussed.
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2  Background

This section is intended to be an introduction to ANNs and to evolutionary algorithms.

2.1  A brief introduction to ANNs

Artificial neural networks (ANNs) are based on a model of how the real biological brains
work, e.g. the human brain. Our brains are believed to have around 1011 interconnected
neurons. Each neuron is connected to around 104 other neurons [Fra95]. A very simple
explanation of how the brain works is that every neuron gets signals from other neurons
and makes a simple computation1 which results in signals that are passed to other neurons.
The mind and consciousness are often believed to emerge from this interaction between
the neurons in the brain.

Readers that want more information about ANNs are referred to [Fra95] chapter 6, to get
an easy-to-understand introduction. If you want to know more about ANNs and why they
are effective, this is explained in great detail in [Bis95] where Chris Bishop compares
ANNs to statistical methods.

2.1.1  How they work

A neural network consists of a number of nodes2 that are connected with weighted links.
Each node has a set of input links from other nodes and a set of output links to other nodes
(Figure 1). Each node also has a bias input which can be viewed as a weighted link from a
node with a fixed positive activation. Every node has an activation function that calculates
the activation level of the unit given the inputs and weights.

Figure 1: A formal neuron. xi are the inputs to the node which correspond to the activations of the pre-
ceding nodes. wi are the weights associated with the links between this node and the preceding nodes. wθ
is the bias weight of this node. net is the summed incoming activation from the preceding nodes. F(net)
is the activation function. The activation is, after the computation, spread to the next layer of nodes.

1.  Whose exact nature is not well known by the neurobiologists.

2.  Which corresponds to the neurons in the real brain. Are also called processing elements (PE).
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The activation function F(net) is often the sigmoid1 function, .

Figure 2: The sigmoid function.

Some nodes are referred to as the input-nodes, these nodes are connected to the external
environment, e.g. sensors, and their activation levels are set directly from the environment.
The output nodes are the nodes whose activation levels are read as the output of the net-
work. The other nodes in the network are referred to as the hidden nodes.

When given an input, the activation of the input nodes is spread through the network by
the weighted links. The result of the computation is then read at the output nodes.

2.1.2  Training an ANN

The objective of the ANN training is to find a set of weights that produce a correct map-
ping from input to output2. The training procedure can be viewed as a search for a set of
weights that minimizes the error of the ANN output compared to the output in the exam-
ples.

ANNs are good at generalisation, that is to correctly classify inputs that it has not been
trained on, given that the new inputs are sufficiently similar to the input patterns in the
training-set. Also, ANNs often tend to exhibit graceful degradation, i.e. they are not very
sensitive to noisy inputs and may still function if some of the connections are cut off.
Symbolic rules do seldom have these good properties.

One of the most common methods to train an ANN is by backpropagation as presented in
[Rum86]. The idea is to propagate the error in all output-nodes back through the network
to find out how much each node and weight contributes to the error and adjust the weights

1.  Sigmoid means ‘s-shaped’.

2.  This is the case when a supervised training is conducted. Unsupervised training is when the ANN is sup-
posed to identify different classes in a set of examples. No “true” outputs are provided to the training algo-
rithm.
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stepwise. This can be viewed as a search with the goal of minimizing the summed error of
all training examples.

The error function might for example be:

and

Where oi is the output of node i and ti is the target output. Ep is the error for one example
and E is the summed error for all of the examples which the training strives at minimizing.

2.2  Evolutionary algorithms

Evolutionary algorithms are based on the model of how nature evolves well-adapted life
on earth according to Darwin. All living individuals on our planet have their own unique
DNA code1. The DNA code represents instructions on how amino-acids are to be com-
posed into proteins. The combinations in the DNA-code are often referred to as the geno-
type and the corresponding organism is called the phenotype. Segments of the DNA code
that are related mainly to one protein are called genes. Several proteins together may cor-
respond to a feature of the phenotype and each feature can therefore depend on many
genes. The relation between the genotype and phenotype is quite complex in nature since
the features of the phenotype emerges from a series of events that are guided, not only by
different segments of the DNA, but also from environmental effects.

The phenotypes can be more or less successful in their environment. Phenotypes which
are well adapted are more likely to survive and to reproduce, i.e. to replicate their own
genotypic structure, and as in the case of sexual reproduction, to mix their own genes with
the genes of another individual.

The mixing with the genes of another individual is called crossover. Crossover means that
genetic material from different parents are combined. When this is done, a new genotype
has been “constructed”. The corresponding phenotype might be more successful than its
parents if it gets “good” genes from both of them.

However, the replication of genetic material is not free from mistakes. Some genes will get
corrupted during this phase. This is called mutation and is, though it might be destructive,
an important feature of evolution since it allows new genes to be introduced into the popu-
lation.

In this way genes, that give the phenotype “good” features which increases the chance of
reproduction, will have a higher probability of being replicated and these “good” genes
will consequently be better spread in the population than “bad” genes. This makes the evo-

1.  Potentially, there could be two individuals with identical DNA code, but the probability is small due to
the enormous number of possible combinations.

E p oi ti–( )2

i 0=

n
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E E p
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lution process a successful adaption method, so that life on earth will adapt itself to the
environment over generations.

The description above is of course a simplification of the natural process. In nature, the
process is quite complex and there are several more ways for the DNA to be manipulated
than only by crossover and mutation. Further, the mapping from genotype to phenotype is
very complex.

When the evolutionary paradigm is introduced into computer science some translations of
the biological terms have to be done. In evolutionary algorithms (EAs), the genotypes are
vectors of numbers1 and the phenotypes are some sort of datastructures that can be inter-
preted as solutions to the problem that is to be solved by the EA. The problem is equiva-
lent to the environment that the population is supposed to adapt to. Each individual
phenotype is evaluated with respect to how well it solves the problem. The evaluation
results in a fitness-value, a real-valued number that shows how well adapted the individual
is to the environment. That is, there is a function from the genotypic representation to a
real-valued fitness value. When EAs are used to solve a problem, the environment is often
static, consisting only of the problem that the EA is solving. In the real world, however,
the environment is dynamic, forcing the evolution to continuously adapt to new aspects of
the environment. The only thing that changes over time, in the simplest form of evolution-
ary algorithms, is the population of individuals.

Figure 3: An evolutionary algorithm.

The individuals in the population are selected for reproduction according to their fitness
values. The individuals with higher fitnesses are more likely to be selected as parents to

1.  In genetic algorithms (GA) these numbers are binary, in evolution strategies (ES) the numbers are real-
valued. In genetic programming (GP) the vector is replaced by a treelike structure that corresponds to a pro-
gram (see section 2.2.1 for a short comparison between the different paradigms).

Population, time t

An individual

Fitness

Genotype to
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transformation

Evaluation of
phenotype

Evaluation

Reproduction

Fitness-based
selection

Crossover
Mutation

Population, time t+1

calculation
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the individuals in the next generation. Selection can be implemented in several different
ways, but the alternatives will not be investigated here.

Figure 4: An example of transformation to a phenotype, evaluation and calculation of fitness. In this
example the fitness is high for phenotypes with large volumes and small surface areas.

When the parental individuals are selected they are mated with a probability of crossover
pc. The crossover-operator combines subsets (Figure 5) from the parental genetic material
and the resulting genotype is then mutated. How the mutation is implemented depends on
the type of genotypic structure. For example, in a genetic algorithm a mutation corre-
sponds to flipping a single bit. Different types of EAs are described in 2.2.1.

One of the main purposes of crossover is to make big jumps in the search space to loca-
tions that are more likely to be successful than if one would make a random ‘macro-muta-
tion’. The idea behind this is that for a combination of genes from two successful
individuals, the probability of success should be higher than if completely new genes are
introduced.

Figure 5: One-point crossover, an example of how crossover can be done in genetic algorithms.

One of the main purposes of mutation is to allow new gene-values to be introduced and to
make small steps in the search-space and, by this, fine-tune the population. Mutation can
have disruptive effects on an organism since it might change important and successful
genes to something less successful.

Therefore crossover plays the biggest role for the search in the first generations while the
mutation-operator is more important at the end of the search when most of the population
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has converged around an optimum. However, this is a simplified explanation since the
crossover-operator will affect the population much like the mutation-operator when most
of the population has converged around an optimum.

The reason why evolutionary algorithms are successful is explained by the schema-theo-
rem described by [Hol75] and [Gol89]. The schema-theorem explains how building-
blocks, called schemata, builds up the individuals and are combined to new individuals. an
important factor in the schema-theorem is that small, dense building-blocks with high fit-
ness are the most probable to be replicated.

2.2.1  Different types of evolutionary algorithms

There are many different types of evolutionary algorithms. They work with different
encodings in the genotypes and are therefore suitable for different kinds of problems.

One of the most common type of evolutionary algorithms is genetic algorithms (GAs)
which have binary representations in the genotypes and are suitable for a wide range of
problems [Hol75][Gol89].

Often problems where the solutions consist of real-valued parameters are encountered.
When using a GA it is mandatory to have some type of function that encodes each real-
valued parameters as binary strings. This is often done by decoding the binary strings to
the corresponding integer value and mapping the integer linearly to an interval of real val-
ues. The problem with this approach is (taken partly from [Bäc96]):

• In genetic algorithms we are bound to chosen intervals1. No individuals may explore
beyond these intervals. If there is only little background knowledge about the prob-
lem then the reasonable interval is hard to measure.

• The solution is bound to a discrete set of solutions since the bit strings are discrete
by nature. There is, at least in theory, a possibility that the optimal solution lies
between two discrete values and therefore cannot be exploited. This can partly be
solved by having larger bit-strings to get more precise answers, but this increases the
search space for the GA.

• One of the biggest disadvantages is that the bits in the genotypic string will have dif-
ferent influence on the corresponding real-valued parameters depending on their
position in the string. This decreases the performance of the GA since a mutation on
the leftmost bit will change the corresponding parameter radically if an integer
encoding is used. Remember that we do not want mutations to make too large leaps
in search-space, since the probability of success after a macro-mutation is low (see
the previous section).

This means that GAs have inherent drawbacks when it comes to adaptation of real-valued
parameters instead of boolean.

1.  There are methods to manipulate this interval but they are not a part of the canonical GA and will there-
fore not be included here.
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A better solution would be to have real-valued genes and operators to manipulate real val-
ues instead of bit-strings. One proposed solution is called evolution strategies [Bäc96].
Section 2.2.2 will try to give a general description of evolution strategies.

Another approach is genetic programming (GP) [Koz92]. GP has a treelike genotypic rep-
resentation to evolve computer programs. However, this will not be further investigated
here.

2.2.2  Evolution strategies

An evolution strategy (ES) works with real-valued parameters instead of binary strings.
This means that an ES is potentially better at optimizing problems with real-valued param-
eters [Bäc96].

The biggest difference between a GA and a ES is the mutation-operator. Since the GA-
mutation operates on bits, mutation simply corresponds to flipping bits. The only thing
that needs to be taken into account is which bits to flip. In an ES several aspects have to be
taken into account.

• Which genes should be mutated?

• How much should they mutate? This problem is not encountered in GAs since a bit
only has two possible states, a real value can have infinitely many states.

• In which direction should the gene value be mutated?

One of the most common approaches is to let all the genes be mutated by a Gaussian-dis-
tributed value [Bäc96]. Then small mutations will be more common than large. See
Section 5.3.3 for a deeper discussion of this type of mutation.

It is possible to use a uniform mutation rate (that is the standard deviation=σ) or one muta-
tion rate for each gene, a mutation rate that is passed on to the next generation together
with the gene itself. The idea behind letting σ being passed on is that the mutation-param-
eters will adapt just as the parameters themselves. The mutation rates will decrease over
time, when the population converges closer to the optimum [Bäc96].
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3  ANN analysis methods

“It is becoming increasingly apparent that the absence of an 'explanation'
capability in ANN systems limits the realization of the full potential of such
systems [..].” [Tic97, p 63]

It is in the nature of ANNs that they are complex and hard to understand by our human
minds. The information stored in an ANN is distributed over a set of connected weights
and the state of the ANN is distributed in the activation of all the nodes. The human mind
often wants to classify things into different groups, dividing problems into sub-problems
that can be solved independently. However this cannot be done directly with an ANN,
most often no groups of nodes or links can, directly, be said to correspond to a certain fea-
ture in the output- or input-space, at least not in a fully connected network with hidden
units. If one would want to understand the ANN, e.g. to verify that it is following some
requirements, one must make a model that is more comprehensible [Tic97].

The following terms will be used when comparing the different analysis methods from dif-
ferent aspects [Tic97].

• The analysis methods can be divided into groups corresponding to what results that
are returned from the analysis. Some methods will produce a set of rules, some will
give an insight into the internal activation of the ANN during processing of the
input, an inversion would give a set of inputs corresponding to one output.

• The comprehensibility of the results is how easy the results can be understood by the
user and this depends on what type of ANN that is analysed and which method that
is used for the analysis.

• The translucency of the view, taken by the analysis method, of the underlying ANN
units. The extremes of this scale are the decompositional approach that analyses by
looking on every node and weight of the ANN and the pedagogical approach that
views the ANN as a black box.

• The degree of exploration is how well the method explores the capabilities of the
ANN. If the method does not test some important features of the ANN then errone-
ous behaviour of the ANN might not be detectable by the method.

• The algorithmic complexity of a method is an important feature which has to be
taken into account before using it. If it is too complex, the execution time might be
too long to be feasible.

• The portability of the method is how well the method can be used across various
ANN architectures. Some methods might be specialized on one special type of
ANNs and might not be easily applicable on other types of ANNs.
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These properties, the type of results, the comprehensibility, the translucency, the degree of
exploration, the complexity, and the portability, are the primary bases for comparison
between different analysis methods. A different and more detailed taxonomy for catego-
rizing rule-extraction techniques1 is suggested in [And95] and discussed in [Tic97].

Existing analysis methods2:

• Analysing the internal representation

• Rule extraction

• Inversion

These categories of methods will first be briefly discussed, then they will be compared
with each other using the properties listed above.

3.1  Analysing the internal representation

Analysing the internal representation means that the internal activation of the hidden units
in the network, when provided with input examples, is investigated. The internal activation
can show how the hidden nodes of network groups different kinds of input into linearly
separable groups which then is divided by the output-nodes. The internal activation pos-
sesses information about how the network works, and the internal analysis tools address
the problem of making this information available. The traditional techniques are reviewed
in [Bul97], below is a short description of some of these techniques.

• Hierarchical cluster analysis (HCA). The basic idea is that a distance measure is
defined on the hidden layer activation space between different input examples. The
result of the HCA is a treelike structure where those examples that lie close together
in the hidden layer activation space are grouped in the same branch. HCA has been
used in NET-talk [Sej87] which successfully translated English words into pho-
nemes. The result was a cluster diagram that well corresponded to that used by lin-
guists to group different phonemes.

• Principal component analysis (PCA) is a procedure for dimensional reduction of the
hidden layer activation space with minimum loss of information. The idea is to
reduce the space to two or three dimensions in order to make it possible to visualize.

• Multi dimensional scaling (MDS) has the same goal as PCA, to reduce the number
of dimensions. MDS reduces the number of dimensions by conducting a gradient
descent that searches for a set of points in the two or three dimensional plot that has
the same inter-point distances as in the full-dimensional hidden unit activation
space.

• Canonical discriminant analysis (CDA) does not only take the internal activation
into account, but also the fact that some internal nodes are more important than oth-
ers. The importance of a node is determined by the output weights of that node.

1.  This classification scheme is primarily intended for rule-extraction algorithms but other analysis tools
could be fitted into it as well.

2.  Other methods probably do exists. Often the ANN is analysed using some ad hoc method.
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A more detailed description of the methods above and some additional approaches are
reviewed in [Bul97] but these will not be included here.

3.2  Rule extraction

Rule extraction helps to combine connectionism and symbolic AI [Tic97][Sha92]. The
goal of rule extraction is to extract symbolic rules from an ANN. In a wider perspective,
the rule extraction is part of a complete method of combining the two paradigms. This
method consists of three stages. These stages are investigated more deeply in [Sha92]:

• Rule insertion is when prior symbolic knowledge is inserted into the ANN.

• Rule refinement is when an ANN is used to refine existing symbolic rules.

• Rule extraction is when symbolic rules are extracted from an ANN.

ANNs are often good at learning and can often more easily be applied to problems where
we do not have much prior knowledge or when we lack a formal description of the current
knowledge. Symbolic rules, on the other hand, are more easily comprehended by humans
and are therefore more useful than ANNs in situations where we want to verify that the
rules are consistent with some specifications.

The quality of the extracted rules is determined by [Tic97]:

• Accuracy, how well the rules can classify unseen examples.

• Fidelity, how well the rules can mimic the behaviour of the ANN, that is how much
of the information in the ANN that has been extracted.

• An extracted rule algorithm can be considered consistent if, under different training
sessions, the ANN generates rule sets which produce the same classifications of
unseen examples.

• Comprehensibility can be determined by the size of the rules and by testing how
well the rules can be comprehended.

Some rule-extraction-algorithms are investigated in [Tic97], but these details will not be
included here. Interested readers are referred to [Tic97].

3.3  Inversion of the ANN mapping

Inversion is defined as finding input patterns that produce a certain activation in the out-
put-nodes of a trained ANN. The outcome of a successful inversion would be an input pat-
tern, or a set of input patterns, that produces the output we want to examine,
[Kin90][Wil86]. For example, in [Kin90], inversion was used on an ANN that had learned
to recognize handwritten digits. He showed that it was possible to get a picture of what a
typical digit looked like according to the ANN. The result depended much on how the net-
work was trained; if it was trained to classify random pictures as “garbage”, then the inver-
sion gave much better results. Since a gradient descent search was used in [Kin90] to
invert the ANN, the result also depended on the initial random pattern from where the
search was started since local optima affected the results (see section 4).
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Inversion could potentially provide an easy-to-use general tool that could help a designer
to quickly see if there was something that he had overseen when training the ANN, e.g. in
the case of the tank example (see section 1) the connectionist researchers could perhaps,
by inversion, have been able to see that the ANN had fixed on the shadows and not the
tanks. If they had inverted the ANN to get a typical tank picture, there should not have
been anything tank-like at all in the picture, just different shades in the picture. At least
they should be able to see that the ANN had fixed on erroneous features.

In more advanced and complex projects where ANNs are involved, inversion could be a
tool to verify the functionality of an ANN compared to a specification. If an ANN is part
of a safety-critical system such as e.g. a control unit in a nuclear reactor, one might for
example want to know under which circumstances the ANN module would draw the con-
clusion that a nuclear melt-down has occurred. If the inversion procedure finds a situation
that, according to some specification, is not a melt-down, but would be classified as one by
the ANN, then it might be a useful warning to the designer of the system that some addi-
tional training has to be done, maybe the ANN has to be trained in a completely new way.

A good inversion method would produce the complete set of all inputs that produces the
output. If this is achieved the user can see if there are input patterns that should not be
included in this set, according to some specification. However, in reality we may only be
able to create a subset of the input patterns that produce the output due to limited
resources.

3.4  A comparison between the different analysis methods

The choice of method depends mainly on what kind of problem the ANN has been trained
to solve. It also depends on what kind of information we want from the analysis. For
example, it might depend on if we want an understanding of how the ANN works or if we
want to verify the functionality of the ANN. The comprehensibility of the analysis is an
important factor, especially if the analysis is to be used by non-ANN-expert users that are
more interested in testing the ANN than gaining scientific knowledge of ANNs in general.
Most ANN-analysis methods seem to be more directed towards scientists rather than those
who want to use ANNs as working parts in real applications.

Analysis of internal activation is a decompositional method since it ‘looks into’ the net-
work and does not view the ANN as a black box. These methods can be a useful tool if we
want approximations about what features the network are sensitive to. It can give useful
information to the user about what happens in the network when it is presented with dif-
ferent examples. Important information about what kind of knowledge the ANN has
gained can also be acquired, e.g. in NET-talk [Sej87] where the HCA verified that the net-
work had acquired knowledge about phonemes similar to the common knowledge of lin-
guists. However, the results of an internal representation can be hard for non-experts to
comprehend. These analysis methods cannot be used directly, at least not easily, to verify
that a specification is not violated by the ANN. One of the disadvantages is that these
methods usually do not test the ANN from other perspectives than already known exam-
ples, that means that the degree of exploration is low. These methods are also inherently
depending on the architecture of the network and cannot be used if the network is to be
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described as a black box. That also means that it can be hard to move this analysis method
to a new type of ANN.

Rule extraction gives the user formally described symbolic rules that potentially can be
easy to use when verifying the ANN compared to a specification. However, if the set of
rules are too massive for the user to comprehend or if the problem itself is not appropriate
for being described formally by rules, then the comprehensibility of the result will be low
and probably not help the user very much. The degree of exploration can be very high
when using rule extraction i.e. the network will be tested in a more general way than just
testing it with the training set as is the case with internal representation analysis. The algo-
rithmic complexity depends much on how many of the ANNs properties that are explored.
The portability of rule extraction depends very much on which type of method that is used.

Inversion could be easy to use by users that are not familiar with ANNs and are more
interested in checking that the ANN will not perform illegal operations. The results from
the inversion will probably be easy for the user to comprehend if we can assume that the
input can be presented to the user in a manner which makes it easy to interpret by the user.
This assumption is reasonable since the user probably knows what the parameters, in the
input and the output of the network, stand for. The result of an inversion is not a massive
set of rules or information about the internal processing, but a set of input patterns that
cause a certain output by the ANN. In the case of networks where the input is an image or
any similar set a set of rules would probably be much less comprehensible than a set of
pictures of typical inputs. For example the ALVINN project [Pom94] where a reflex-agent
learned to drive a car with the help of an image of the road ahead or EMPATH [Cot91]
where an ANN learned to determine gender, identity and emotional state in peoples faces
from a set of photos. In those examples an inverted mapping could possibly generate a set
of pictures that could show the researchers what the ANN is sensitive to.

For example, if the inversion was used on the network used in the ALVINN project, then
some information could be acquired about e.g. what parts of the information in the image
that causes the ANN to turn 5  to the left. This information could in turn help the scien-
tists to understand the ANN.

An inversion of a mapping will, at least potentially return a set of input patterns that corre-
sponds to one output. That means that a large portion of possible input patterns are given
to the user for analysis. The inversion will explore many properties of the ANN. Since no
input-output examples are used at all the inversion is not bounded to the set of examples
the user has defined. That is an important property since the potential errors in the ANN
may well depend on the training examples. If the internal representation is used, it will
only show how the user-defined examples are processed by the ANN.

Inversion is also a general tool which can easily be applied to any type of ANN since the
inversion proposed in this report treats the ANN as a black box. The fact that the inversion
can be implemented in a way which is pedagogical and, hence, does not look into the
ANN, makes the inversion portable to many types of ANNs.

Even if the problem can be well described by symbolic rules, inversion could be useful,
e.g. in domains where the input is an encoding of discrete parameters such as in a data-
base. In that case extracted rules would be an acceptable method to test the ANN but
inversion could still be used to test extreme situations. Sometimes it can be hard to extract

°
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all the rules in the ANN due to algorithmic complexity [Tic97]. If this is the case, then the
inversion could be able to find areas of the input space which have not been included by
the rule-extraction.

To get a more complete analysis of a trained ANN, more than one method should be used.
For example, a combination of all three groups of methods would be very useful. Analyse
the internal representation to get an idea of how the network processes the input, a rule
extraction to analyse what the network does and an inversion to test that the network does
not make any erroneous mappings in situations that are not included in the training set.
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4  Methods to invert ANNs

4.1  Existing methods

A few methods to invert an ANN mapping have been suggested. These methods are:

• To search for the input using gradient descent [Kin90][Wil86].

• Prototype extraction. To produce another ANN that makes the inverted mapping.

4.1.1  Inverting by searching with gradient descent

Inverting by gradient descent looks much like the backpropagation algorithm. The goal of
both algorithms is to minimize the deviation from the network output to a target output of
a network, the error function is based on the same premises in both algorithms. The differ-
ence is the parameters we want to adjust. In backpropagation we want to adjust existing
weights to adapt the network to a set of examples. When inverting the mapping we want to
find an input vector that gives an output from the network with a minimum deviation from
the, fixed, target output. [Wil86] presents a table that categorizes the different algorithms
used when working with ANNs (Table 1). The table gives a perspective on what the inver-
sion does, it does not affect the network at all, just the input patterns.

The inversion procedure will minimize the error (see Section 5.3.1) in the output of the
network compared to the target output we want to find the inverted mapping of. The search
is conducted by calculating the derivative of the error with respect to the output. Then the
search will, step by step, walk in the direction where the error seems to be decreasing
mostly. This means that this method is decompositional since it must look into the ANN to
get the derivatives. This makes it impossible to treat the ANN as a black box by this inver-
sion method.

In [Kin90] the method was tested on two problem domains with three different error func-
tions. The two domains are:

• The “= 2 problem” which is a network with one output-node which is activated if
there is exactly two 1:s in a binary input vector and not activated otherwise. The vec-
tor used in [Kin90] was of length six.

• Digit recognition, a network which is trained on classifying bit-maps containing
handwritten digits from 0 to 9.

These domains are described in greater detail in Section 5.1.

The results in [Kin90] depended on mainly two things:

TABLE 1. A table that categorizes some different algorithms that can be used on ANNs [Wil86].

Given parameters Solve for Method

input pattern, weights output pattern forward propagation

input pattern, output pattern weights backpropagation learning

output pattern, weights input pattern backpropagation input adjustment, i.e
inversion
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• What kind of error function was being used. Three different types of error functions
was used in the presented experiments in [Kin90].

• Where the search started in the searchspace. The search often got stuck on local
optima.

• How the network was trained. If the network learned to classify random patterns as
well as the digits, the results from the inversion looked better according to [Kin90].

That, together with the fact that only one answer at a time is produced, means that this
method does not match the criteria for being a good inversion method.

4.1.2  Prototype extraction

The basic idea is to train a network on the opposite relation between input and output, that
is to train a network to make a mapping from output to input. The training procedure
works the same way as in normal training and usually backpropagation is used.

The result of this procedure is that the network will map an output to the average input of
the training examples. The goal of prototype extraction is to find out what a typical class
member looks like. For example, if we have the descriptions of some humans as a training
set, the prototype would be a description of a typical, average human1.

The problem of prototype extraction is that there is a possibility that the average of a class
might be outside the class itself.

4.2  The problem of inverting an uninvertable ANN

Let us declare that is the function which the ANN represents, from the
input-set I to the output-set O. The inverted function would then be called

An inherent problem when inverting ANNs is that the ANN is often an uninvertable func-
tion. A function is only invertible if it is onto and one-to-one. If we have the function

, then it is invertible if and only if  implies that  for all
 and if for every element  there is an element  with

[Rosen].

An example of an uninvertable function is presented in Figure 6. In this example we have
a function F from the set I into the set O. Some of the elements in O have not exactly one

1.  A human which probably not exists in the training set. For example if some of the humans have only one
eye, the average human would have maybe 1,9 eyes.

FANN: I O→
FANN

1–
: O I→

f: A B→ f x( ) f y( )= x y=
x y, A∈ b B∈ a A∈ f a( ) b=
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corresponding element in I. For example, ‘b’ which has no corresponding element in I and
c which has two corresponding elements in I, 2 and 3.

Figure 6: An uninvertable function.

Often (almost always) the ANNs are used to classify patterns from a large set of input
examples to a much smaller set of classes. This implies that there are many inputs that
belong to one class. This means that it is impossible to find one input pattern that we could
call the true inverted pattern. A simple example of this kind of function is XOR. XOR is a
boolean function that returns true (that is a 1) if the two input variables have different val-
ues. Let x and y be the input-variables and the function be called XOR(x,y). In Figure 7 it
is shown why no inverted function can exist for the XOR-function. This motivates why
multiple answers should be returned by the network, as many possible members of the
input set as possible should be found for each output.

Figure 7: The XOR-function.

Another problem is that the ANN often is a nonlinear and discontinuous function1. These
types of functions often have a lot of local optima where search methods like gradient
descent often will get stuck. This means that depending on where the search is started it
will possibly get different answers. Consequently, the global optimum will not be found if
it gets stuck on a local optimum.

The prototype extraction technique produces patterns that are the average of a certain
class. This method can give useless results if the classes are linearly inseparable. XOR is a

1.  It depends on the number of hidden layers [Bis95].
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linearly inseparable function (Figure 8). The linear inseparability also means that an ANN
requires hidden nodes to solve the problem [Bis95].

For the XOR-problem the extracted prototypes would always be x=0.5 and y=0.5 since
this is the average of both possible input that corresponds one output. If gradient descent is
used to invert XOR, the answer would be x=0 and y=1 or x=1 and y=0, depending on
where we start the search. If we run the gradient descent algorithm several times with uni-
formly distributed starting positions, then approximately 50% of the runs would come up
with the first answer and around 50% with the second. This visualised in another example
in Figure 10.

Figure 8: The linear inseparability of the XOR-function. No straight line can be drawn to separate true
answers from false.

So, if we want a method to invert an ANN we need a method that approximates a subset of
input patterns since there might be multiple equivalent answers. That means that the inver-
sion should create multiple answers for one output pattern. For example XOR where both
input combinations that gives a true answer should be represented in the results.

4.3  Inverting by evolutionary algorithms with sharing

Evolutionary algorithms is a good search method in nonlinear, discontinuous search
spaces with multiple optima [Gol89]. In Goldberg’s own words:

“These algorithms are computationally simple yet powerful in their search for
improvement. Furthermore, they are not fundamentally limited by restrictive
assumptions about the search space (assumption concerning continuity, exist-
ence of derivatives, unimodality, and other matters).” [Gol89, p 2]

The search space when searching for inversions of the ANN mapping can be non-linear,
discontinuous and have multiple local optima. This kind of search problem is the hardest
kind when using gradient descent and similar techniques since such algorithms often get
stuck on local optima [Gol89]. Since evolutionary algorithms are less sensitive1 to these
properties of the search space they should be suitable for the inversion problem.

1.  According to [Gol89] and others.
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1
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4.3.1  Sharing, a method to introduce niches into the population

An evolutionary algorithm (EA) has the advantage over other search-methods as gradient
descent, that it searches with a population of points distributed in the searchspace. Gradi-
ent descent and similar techniques search by one point at a time, therefore the search will
result in one point only and it often gets stuck on local optima.

However, the problem of local optima is not completely solved by evolutionary algo-
rithms. The population often converges around one single, possibly local, optimum. How-
ever, if the problem has more than one equivalent solution we might want to find more
than one of these1. To find multiple solutions we need a method to spread out the popula-
tion in the search space and increase the diversity of the results. One method is niching
which means dividing the population into separate niches. Niching causes the EA to
explore a larger part of the search space.

Niching can be implemented in EA with sharing, [Gol86], the idea of sharing is that mul-
tiple similar individuals must share the resources between them. In nature, this is the case
since similar individuals often compete about the same limited resources, this keeps the
population size within a niche to a limited level. Sharing decreases the fitness of individu-
als which are close to other individuals in the genotypic space. This causes the population
to explore new parts of the searchspace since new, unique, individuals have a higher prob-
ability to get better fitness than those within a dense niche.

Figure 9: A triangular sharing function as described in [Gol89].

1.  As the case might be when inverting an ANN mapping.

Share
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Distance
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0.0

0 σshare

A sharing function
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Sharing can be implemented like this:

x is the set of genotypes and f(xi) is the fitness function that tells how fit the individual is
in the environment. fs(xi) is the fitness after sharing. d(xi,xj) is a function that returns the
distance between two individuals. This can for example be the euclidian distance between
the individuals’ genotypic structures. s is the sharing function that determines how much
an individual should be “penalized” for being too close to another individual. This func-
tion can be the triangular sharing function depicted in Figure 9.

Every individual is tested and compared to all the other individuals in the population. This
means that O(N2) comparisons are made. In [Gol92] it was found empirically that sam-
pling the population was sufficient to estimate how many neighbours an individual has.

Sharing should be helpful in the search for multiple equivalent input patterns since it
increases the diversity of the population and helps the algorithm exploring more than one
optima.

4.4  A comparison of the different methods

To invert an ANN mapping means to find input patterns in a searchspace which might be
nonlinear and discontinuous and have multiple local optima. It is a hard kind of search-
space and the fact that we want to get multiple equivalent optima does not make it easier.

This kind of searchspace is not suitable for a method that depends on having a path
towards the global optimum without any “holes” that it will get stuck in. This is not the
case for gradient descent which is known to get stuck in local optima with no possibility of
getting out. Also, to get multiple answers from a gradient descent can only be done by
restarting the search in new starting locations (Figure 10). This can be suitable in some
searchspaces but it gives no guarantee that multiple answer really are found.

Prototype extraction might seem to be the ultimate answer to the inversion problem since
it does not only invert one mapping, but it creates an ANN that ideally should make all the
inverted mappings. But since the ANN we want to invert might be uninvertable, the inver-
sion-ANN must make an approximation of the target. It must come down to one answer
although there should be multiple equivalent answers. It scales down to one answer by
giving the average pattern, this pattern may be representative for the class of patterns it has
been derived from but it may also lie way outside the class (as in the example in Figure
10).

An evolutionary algorithm with niching is more suitable than the above methods since it is
better at avoiding getting stuck on local optima and it can give a diversity of equivalent
answers. The global optimum has a higher probability of being found by an EA than with
gradient descent whose result depends very much on where the search is started.
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Figure 10: A comparison between the different methods of inversion. Here, the search properties of the
methods have been showed by applying them to the problem of minimizing the function
in the interval .
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5  Testing-strategy

To verify the hypothesis a series of experiments will be conducted. These experiments are
aimed to test if multiple equivalent input patterns are found through the inversion and if
the search process of the inversion method can avoid getting stuck on local optima. Also,
different aspects of the inversion method and the results of the inversion will be analysed.

The experiments will be focused on networks that classify patterns from a domain into
separate non-overlapping classes. Other domains, where multiple features of the patterns
are recognized by the network, e.g. a face recognition network which classifies pictures of
faces according to gender, hairstyle, the presence of glasses etc, are excluded from the
tests. Classification networks only have one output-pattern per class which makes them
easier to analyse than if we wanted to analyse the face recognition network, e.g. if we want
the inversion to show what types of inputs that the network classifies as typical males then
there are several different output patterns correspond to male faces. If then inversion was
used on these types of networks, then several more output combinations than one per class
would be legitimate to be tested, which would make the testing procedure more complex.
More specifically, it would be more difficult to formulate a fitness function which cor-
rectly reflects how similar the output is to the desired output since a number of output pat-
terns all correspond to the correct classification. However, the EA-inversion is probably
applicable to these kinds of networks too since it treats the network as a black box.

Table 2 shows what kinds of domains will be used to illustrate the different properties. An
X stands for an experiment that will be conducted.

First, the different domains will be described and then the properties that will be tested on
these domains.

5.1  The different types of domains

5.1.1  The “2-problem”

The “2-problem” is an easy problem to solve with an ANN. The task is to identify binary
strings with exactly two active inputs. The same problem were tested in [Kin90] where a
string of six binary numbers was used. The same length will be used in this test.

TABLE 2. Experiments.

Right: property
Down: domain

Multiple
answers

Local optima
avoidance

The difference
between train-
ing-set and
inverted inputs

Explanation of
inversion results
by plotting the
internal activa-
tion

The “2-problem” X X

Handwritten digits X X

Bottleneck network
with 2 hidden nodes

X
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Since the length of the string is only six, the number of possible combinations is only
26=64. The training set is complete, i.e. covers all of the possible binary strings. 15 of
these strings contains exactly two 1s, that is, there are 15 possible strings that should be
classified as containing two 1s by the network. This makes this domain suitable to use
when testing how well multiple answers is produced by the inversion. An ideal inversion
should find all 15 of these solution given a correct ANN.

TABLE 3. Example of a subset of the training set

5.1.2  Digit recognition

The network used in this domain is trained to classify handwritten digits. The ANN is
trained on exactly the same input as used in [Kin90]. The training set contains 49 exam-
ples of every digit, the digits are written by several different persons. See Figure 11 for an
example of members in the training set.

The digits are represented by a binary bitmap of the size 8*11. The network has 88 input-
nodes, 20 hidden, and 10 output nodes, one for each type of digit (the same architecture
was also used in [Kin90]). Since the network has 88 input-nodes, this means that 88
parameters must be optimized by the inversion algorithm.

The experiments were divided into two parts in [Kin90]: one with a network that was only
trained on the digits, and one with a network that was also trained on random patterns that
were classified as ‘garbage’. This network has 11 output-nodes, one per digit and one ‘gar-
bage’-node that was activated by ‘garbage’-input. Better results were achieved with the
latter network, the inversion of the first network resulted mainly in random-looking pat-
terns since it got stuck on local optima. The difference of the inversion results when invert-
ing these networks with the evolutionary inversion method will be investigated.

This domain is motivated by the fact that it was used in [Kin90], so that the results can be
compared. The outcome of the inversion is grey-scaled pictures and the quality measure of
these pictures is quite subjective, simpler networks might be more suitable for analysis of
the inversion method. However, this domain is a good example of a domain that is suitable
for inversion since extracted rules for example, would probably be harder to interpret than
pictures of typical inputs for a class. A rule might for example look like this: digit=’3’

input expected output

000000 0

000001 0

011001 0

100010 1

000011 1

if pixel2 pixel8∧( ) p¬ ixel l14 ...∧( )∨( )...etc
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Figure 11: Subset of the training set used to train the digit recognition network.

5.1.3  2-node bottle-neck digit recognition

Analysing the internal activation of the network (see “Analysing the internal representa-
tion” on page 14) can explain some of the behaviour of the network. In this report, the
internal activation of the network will be used to gain knowledge about the inversion
instead of learning about the internal representation. Analysing the internal activation is
easier if the hidden layer consists only of two or three nodes, then the activation can be
easily plotted in a graph. The digit recognition network has 20 hidden nodes which make
its internal activation hard to analyse. Therefore a network with less hidden nodes is pre-
ferred when analysing the internal activation.

A network with only two hidden nodes was created for this purpose. Conducted experi-
ments indicated that the “bottle-neck” of two hidden nodes made it impossible to classify
all ten digits. Therefore this network is only trained on a subset of the same handwritten
digits as the complete digit recognition network. Only four of the digits will be
classified: ‘0’, ‘1’, ‘2’ and ‘3’.

5.2  Properties that will be tested

5.2.1  Multiple answers

As described earlier, the inversion is wanted to return multiple possible input patterns that
corresponds to a specific output in the ANN. These multiple patterns should be as different
as possible from each other. That is, if we invert the digit recognition network to get pat-
terns that corresponds to the digit ‘3’, then we don’t want a set of patterns that only differs
slightly from each other. Instead we want a set which contains a wide variety of patterns
that all correspond to the same output in the ANN.

The difference between two individuals is measured by the euclidian distance between the
genotypes and is calculated using the genotypic contents of the individuals, i.e. the genes.
Formally, the distance between individual xi and individual xj, d(xi,xj) is calculated by:

d xi x j,( ) xi g[ ] x j g[ ]–( )2

g 1=

n

∑=
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Where  is gene number g in the individual xi and n is the number of parameters in
the individuals.

This distance measure is also used by the sharing function to determine how unique the
individual is.

The maximum distance in a population is the largest distance, between a pair of individ-
uals, present in the generation. The average distance is the sum of all distances in the
population divided by the population size. The minimum distance is the smallest distance
between two individuals in the population. The maximal possible distance is the largest
distance that the search-space allows. For example, if 88 parameters with the range 0.0 to
1.0 is used then the maximum possible distance is:

The average and maximum distances should be a good estimation of the diversity of the
population, since if two different solutions has been found, then these solutions should
have a larger distance between each other than if they were practically the same. If most of
the population contains separate patterns, then this should affect the overall statistics of
the distances.

The algorithm will also be tested on a network that classifies multiple separate patterns
into the same class. This network will be the network that solves the “2-problem”. The “2-
problem” has only 15 discrete solutions, this makes it possible to count the number of
solutions that are found by the EA. The solution coverage is the percentage of separate
solutions present in the population and it will be plotted over the generations. The result
will also be compared with the results obtained when sharing is disabled.

When it comes to multiple solutions, the EA is hard to compare with gradient descent
since the latter inherently can only give one answer at a time. Instead the EA is tested with
sharing and without sharing in the “2-problem” and digit recognition domains. The solu-
tion coverage when inverting the “2-problem“ and the distances in the population will be
plotted. When it comes to the digit recognition network only the distances and fitness val-
ues of the population will be plotted since the solution coverage is much harder to estimate
in this domain.

5.2.2  Local optima avoidance

It was reported in [Kin90] that the inversion by gradient descent often got stuck in local
optima. The digit recognition network that has been trained on the same data as used in
[Kin90] will be used to test if the EA inversion-method also gets stuck in local optima.

The algorithm will be executed multiple times with different starting populations and the
resulting patterns will be checked if they correspond well to what the network would clas-
sify as belonging to the category. If several test-runs show that the algorithm only finds
unsatisfactory patterns, then we can conclude that the method has problems with local
optima. However, this test does not exclude the possibility that the method might get stuck
on local optima in other domains.

xi g[ ]

1.0 0.0–( )2

p 1=

88

∑ 9.3808≈
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The definition of satisfying answers from the inversion will in these tests be answers
which generates output with a smaller error than the most typical input-pattern in the train-
ing examples. That is, for the inversion to pass the test, it must generate more typical
inputs than all of the examples in the training set. This is a quite hard definition of satisfy-
ing answers, giving that, since the network is working properly on the training set, even
the least typical member of the training set is also classified as belonging to the category
by the network.

5.2.3  The difference between training-set and inverted inputs

The ANNs which this report is focusing on classify inputs into discrete classes. The ANNs
are trained on training-sets that consist of several examples of mapping from an input-set
to the correct classes in the output-set. The training algorithm searches for a network that
makes a correct mapping. If the training succeeds, the network will classify the input cor-
rectly according to the training-set.

However, the fact that the networks classifies inputs correctly does not guarantee that no
other, previously unseen and unwanted, inputs may fall into the same class. The inversion
of an ANN works independently of the original training set, which the ANN was trained
on. Therefore the inversion can find patterns that, according to the network, are more typi-
cal members of the class than any of the patterns in the training set.

To test this, the “2-problem”-network will be inverted and the result will be compared with
the training set. The difference between the inverted pattern and the patterns in the training
set will be discussed.

5.2.4  Explanation of inversion results by plotting the internal activation

What kinds of answers are provided by the inversion and why? This is important to know
if the inversion is to be used as an analysis tool. If we do not know what the results of the
inversion tell about the network, then there is a risk that the inversion disturbs the analysis
more than it helps it.

To examine further the nature of the inversion, an internal representation analysis is made.
The network that will be used is the “bottle-necked” digit recognition network that are
trained on only four digits, which have only one hidden layer with 2 nodes. The activation
of these nodes will be plotted when the network is provided with the training set and when
the network is provided with the generated population of patterns. This test will help to
explain the relation and difference between the training set and the inverted population.

5.3  Details of the inversion algorithm

This section will describe details of the inversion algorithm, what kind of crossover, muta-
tion and sharing that has been used etc.

It was reported in [Kin90] that the inversion by gradient descent got stuck in local optima
which were non-binary since the inversion algorithm worked with real-valued parameters.
To be able to compare the results with [Kin90], the EA will also use real-valued parame-
ters. In one test, however, a binary representation will be used to avoid the fact that non-
binary inputs may be more typical than binary, according to the network.
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5.3.1  The fitness

The target output is the output vector we want to invert. The goal of the inversion is to find
input-patterns that generate output vectors which deviates minimally from the target out-
put. The error of an individual is how different the output generated by the individual is
from the target output. Since we want to minimize the error, the fitness is the inverse of the
error.

Where t is the target vector that we want the patterns to produce, o is the output vector and
n is the number of output nodes.

5.3.2  Roulette-wheel selection

The selection method that will be used will be roulette-wheel selection.This selection
method simply selects individuals with a probability calculated from their fitness. The
probability for an individual x of being selected is given by:

and

Where fitnessi stands for the fitness of individual i and sharingi stands for the sharing
value of the individuals which is based on the distances to other individual as described in
Section 4.3.1.

5.3.3  The mutation

The mutation is based on the Gaussian distribution:

Where  is the centre of the distribution and  is the standard deviation of the distribu-
tion. If  then random numbers generated according to the Gaussian distribution is
centred around zero and smaller values will be more common than bigger values. Approx-
imately 2/3 of the distribution lies within  and . So if  is increased, then larger
mutations will be more probable.
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A distribution around zero will be used to mutate the parameters in the individuals. The
standard deviation, , will be 0.01 in all test-runs.

Figure 12: The Gaussian distribution. The y-scale is the probability of a value x to be found in the distri-
bution. The figure shows the standardized distribution where  and , i.e. a distribution cen-
tred around zero, and a standard deviation of one.

There is a small chance that a mutation could cause a parameter to exceed its limits, zero
to one. To avoid this, parameters which are ‘pushed’ outside the interval by the mutation,
are rounded to the nearest interval limit. For example, if a mutation causes a parameter to
change its value from 0.99 to 1.05 then it is rounded down to 1.00.

In those of the experiments where a GA is used, the mutation rate will simply be the prob-
ability for a bit to be flipped, see Section 2.2.

5.3.4  Sharing

To get multiple answers from the EA, the population must be well distributed in the
search-space. Sharing, as described in Section 4.3.1, is used in the EA to force the popula-
tion to find more than one possible answer (that is, if there is more than one possible
answer).

The sharing method requires a value for the parameter , which represents the maxi-
mal distance at which two individuals have a decreasing effect on each other’s fitness val-
ues. This value is very hard to estimate by the user since there is no way of knowing where
the limit should be drawn between ‘two variations of the same pattern’ and ‘two separate
patterns’. Therefore, in these experiments,  will be the maximum possible distance
between two individuals. This makes all possible patterns affect each others fitness values.
However, as described in Section 4.3.1, the more similar two individuals are, the more
they the decrease each other’s fitness values.

Since the calculation of all inter-individual distances is a O(N2) time complexity problem,
the calculation of distances and sharing in the population is done by sampling the popula-
tion. A sample-size of 50 individuals has been used in all experiments, i.e. each individual
is compared with exactly 50 other individuals. It was reported in [Gol92] that sampling the
population gave no decreasing performance compared to if all distances were included in
the calculation give a sufficiently large sample size.

σ

σ 1= µ 0=

σshare

σshare
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5.3.5  2-d chromosomes and crossover techniques

The digit-recognition network has an input which is a two-dimensional matrix. The goal
of the evolutionary algorithm is to find matrices that triggers the network to certain out-
puts. The normal encoding of most evolutionary algorithms is to have a vector of numbers
that are mapped onto the set of parameters that are being optimized. However, it has been
empirically shown, in [Bal97], that a two-dimensional representation in the genotype
increases the convergence speed of the EA if the phenotype is arranged in two dimensions.
The two-dimensional genotypes requires a new type of crossover that combines genotypes
by combining matrices of information. The following approach was tested in [Bal97]:

Figure 13: Instead of a crossover point, a crossover coordinate is selected randomly. The genotypes are
then combined as shown. Compare with Figure 5 which describes one-point-crossover.

This way of conducting crossover will be used when inverting in the digit recognition
domain. Inverting the “2-problem”-network is made with the standard one-point-crossover
as described in Section 2.2.

1 1 0 1 1

1 0 0 0 1

0 1 0 0 1

0 1 1 1 1

0 1 0 0 0

0 0 1 0 1

0 1 0 0 0

1 0 0 0 0

1 1 1 1 1

0 0 0 1 0

0 1 0 1 0

0 0 0 0 0

Parent 1

Parent 2

Crossover coordinate

0 1 0 1 1

1 0 0 0 1

0 1 0 1 1

0 1 1 1 0

0 1 0 1 0

0 0 1 0 0

Child 1

Child 2

1 1 0 0 0

1 0 0 0 0

1 1 1 0 1

0 0 0 1 1

0 1 0 0 0

0 0 0 0 1
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6  Results

This section presents the statistics derived from the experiments. The order of presenta-
tions is the same as described in the previous section and in Table 2. Additionally, the gen-
erated patterns when inverting the digit ‘3’ and corresponding patterns generated in
[Kin90] will also be presented in the end of this section.

6.1  Multiple answers

6.1.1  The 2-problem

The number of solutions to the “2-problem” with strings of length six is 15, i.e. 15 binary
strings with exactly two 1s. The number of solutions in the population is counted to meas-
ure how well the population covers the solutions. The network finds some solutions with
floating values to be better than the solutions binary solutions in the training set. This test
is run with a binary representation instead of a real-valued, since the real-valued represen-
tation causes the EA to find solutions which lie outside the binary input set.

There is only 64 different input patterns, that means that an initial population of patterns
are likely to cover many of the 15 solutions, given that the population is bigger than 64.
This is a problem since the test is supposed to show how well the EA covers the number of
solutions and if the initial population already covers them well, then there is no progress to
be made by the EA.

To avoid that the initial population is full of solutions to the problem, it will contain only
individuals with zeros. The mutation will introduce better individuals after just a few gen-
erations.

The population sizes were 100 and 80 individuals were replaced each generation. The
mutation probability was 0.01. The diagram shows the average of 10 runs.
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Figure 14: The solution coverage when no sharing is used. 100% means that all of the 15 solutions is rep-
resented in the population. The solution coverage seems to converge around 10%.

Figure 15: The solution coverage when sharing is used. 100% means that all of the 15 solutions is repre-
sented in the population. The solution coverage seems to converge around approximately 85%. However,
100 generations is not enough to see where the curve converges exactly.
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Figure 16: The average and maximum euclidian distances in the population when no sharing is being
used. The maximal distance seems to converge around 1.5 and the average around 0.1.

Figure 17: The average and maximum euclidian distances in the population when sharing is being used.
The maximal distance seems to converge around the maximal distance and the average slightly above
1.5.

maximal

average

maximal

average
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6.1.2  Digit recognition

Statistics about the fitness and the euclidian distances between the individuals in the popu-
lation is plotted over the generations.

Figure 18: Fitness-curve, no sharing

Figure 19: Fitness curve, with sharing.
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Figure 20: Distance curve, no sharing.

Figure 21: Distance curve, with sharing.
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6.2  Local optima avoidance

This test was performed on the digit recognition network without a garbage unit. The algo-
rithm was run 100 times to test how many generations it took before the best individual in
the population was more typical1 than the most typical example in the training set (which
is the definition of a satisfying answer, see Section 5.2.2). The inversion was tested on all
digits and not a single run seemed to get stuck on local optima. The population size was
100 and 10 of the best individuals were saved each generation. The mutation rate  was
0.01.

Table 4 shows how many generations had to be evaluated before the best individual had a
better fitness than the best example of the inverted class in the training set.

6.3  The difference between training-set and inverted inputs

This test attempts to show the difference between the inverted patterns and the patterns in
the training set. The goal of this inversion was to find patterns that were classified by the
network as having exactly two 1s.

1.  “Typical” simply corresponds to the fitness, the more typical a a pattern is, the higher fitness it gets.

TABLE 4. The table shows how many generations had to be evaluated until the EA had a satisfac-
tory solution to the inversion. The result is shown for inversion of different digits and the mini-
mum, maximum and average number of generations is shown.

Digit Min. generations Average generations Max. generations

digit ‘0’ 7 31.49 89

digit ‘1’ 45 127.27 393

digit ‘2’ 5 10.96 41

digit ‘3’ 16 39.32 178

digit ‘4’ 68 200.38 375

digit ‘5’ 21 68.91 182

digit ‘6’ 5 21.42 118

digit ‘7’ 24 66.19 153

digit ‘8’ 2 3.37 5

digit ‘9’ 4 8.15 37

all digits 2 57.75 393

σ
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A non-binary representation has been used to make it possible to compare with the gradi-
ent descent used in [Kin90] which uses real-valued parameters and to let the search being
able to move “outside” the training set which is binary.

Notice that (in table 5)if the inverted patterns were rounded off to nearest binary patterns,
then pattern two and seven would not be considered as solutions to the problem. If a GA
with a binary genetic representation was used instead, this would be avoided. To use
binary patterns is however impossible if gradient descent is used since it is based on deriv-
atives which must use floating values. That is a limitation which the evolutionary inversion
method does not have.

6.4  Explanation of inversion results by plotting the internal activation

The following diagrams show the internal activation in the bottleneck network.

A population of 100 individuals has been used, the mutation rate was 0.01 and all individ-
uals were replaced by their ‘children’ each generation.

Figure 22 shows the plotting of where the internal activation in the bottlenecked network,
caused by the training digits. X and Y in the diagram represents the activation for the two
nodes. The lines that divides the diagrams shows the hyperplanes of the output units.
Inputs on the ‘right’ side of an output-node’s hyperplane makes the output-node active, if
the input generates an activation on the other side of the hyperplane the output-node will
be inactive.

TABLE 5. This table shows the input to the network and the generated output. The error and the
fitness is calculated from the generated output. The first column is only for reference, the patterns
are ordered by error.

#
examples of patterns in the train-
ing set

generated
output error fitness

1 (1, 0, 1, 0, 0, 0) 0.9750 0.000626733 1 595.58

2 (0, 1, 1, 0, 0, 0) 0.9750 0.000626733 1 595.58

3 (0, 1, 0, 0, 0, 1) 0.9750 0.000626734 1 595.57

4 (1, 0, 0, 1, 0, 0) 0.9750 0.000626739 1 595.56

5 (0, 1, 0, 1, 0, 0) 0.9750 0.000626739 1 595.56

# examples of inverted patterns
generated
output error fitness

1 (0.82, 0.26, 0.55, 0.18, 0.08, 0.20) 0.977 0 0.000 529 398 1 888.94

2 (0.35, 0.17, 0.39, 0.27, 0.66, 0.25) 0.977 0 0.000 529 472 1 888.67

3 (0.06, 0.24, 0.01, 0.91, 0.17, 0.71) 0.977 0 0.000 529 929 1 887.04

4 (0.94, 0.00, 0.02, 0.29, 0.04, 0.82) 0.977 0 0.000 530 213 1 886.03

5 (0.97, 0.01, 0.01, 0.35, 0.05, 0.73) 0.976 9 0.000 534 075 1 872.40

6 (0.05, 0.05, 0.71, 0.42, 0.85, 0.04) 0.976 8 0.000 536 916 1 862.49

7 (0.16, 0.83, 0.32, 0.11, 0.40, 0.30) 0.976 8 0.000 537 274 1 861.25

8 (0.81, 0.11, 0.36, 0.52, 0.25, 0.02) 0.976 7 0.000 544 172 1 837.65
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Figure 22: The internal activation of all four digits and the hyperplanes of the output-nodes. All patterns
that get in the upper left corner will be classified as the digit ‘3’ by the network if they get on the ‘active’
side of the hyperplane of digit ‘3’.

Figure 23: The hidden activation of the initial random population. Here, a population of 1 000 individuals
has been used to give a clearer picture of the distribution. The random population seems to be biased
towards the internal activation of digit ‘0’.
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.

Figure 24: The activation of digit ‘3’, by the training set and the population at 100 generations. This is a
magnification of the upper left corner. The activation of the population lies within a small area in the cor-
ner.

Figure 25: The same data as in Figure 24, but magnified to show the activation of the population. Some
of the training examples are visible too.
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6.5  Generated digits

The presented digits are chosen by their fitness after a search has been conducted. This
means that these digits are very typical digits, according to the network. The results from
[Kin90] are also included for comparison, if these digits are typical or the best results
obtained from the test of gradient descent is not clearly described in [Kin90].

6.5.1  Without garbage unit

Figure 26: A typical ‘3’, the best individual in generation 1 000, inversion result of a network without a
garbage unit.

Figure 27: Inversion result in [Kin90] with a similar network. The three images are generated with differ-
ent error-functions. The first of the images uses the same error-function as the EA uses to calculate the
fitness
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6.5.2  With garbage unit.

The same set of random patterns as used in [Kin90] was used to ‘train’ the garbage unit.
This was described in Section 5.1.2

Figure 28: A typical ‘3’, the best individual in generation 1000, inversion result of a network with a gar-
bage unit.

Figure 29: Result in [Kin90] with a network that is trained to separate random patterns as ‘garbage’. The
three images were generated with different error-functions. The first of the images uses the same error-
function as the EA uses to calculate the fitness.
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7  Analysis of the results

7.1  Multiple solutions

Inverting the “2-problem” and counting the number of solutions in the population gave a
good estimation of whether multiple solutions were found or not. By comparing Figure 14
and Figure 15 it is clear that sharing helped the population to find multiple solutions.
When no sharing was used, only around 10% of the solutions were found but with sharing,
85% were found. This means that if multiple solutions is wanted by the EA-inspired inver-
sion method then sharing must be integrated in the method to make sure that the popula-
tion is diversified enough to find multiple solution to the inversion problem.

7.1.1  The relation between solution coverage and distances in population

When the solution coverage increases, the average and maximum euclidian distances
increases too. This is shown by comparing Figure 14 with Figure 16 and Figure 15 with
Figure 17.

The sharing operator uses the distances between individuals to induce well-spread popula-
tions. The direct goal of sharing is to decrease the fitnesses of individuals with small dis-
tances to the rest of the population. Therefore, the increasing distances when using sharing
are a direct effect of sharing. The increasing solution coverage is however an indirect
effect of the sharing.

The fact that the maximum and average distance in the population when inverting the digit
recognition network to find digit ‘3’ also increased, implies that the solution coverage also
increased when inverting in this, more complex, domain. How many solutions that were
found are, however, much harder or even impossible, to estimate in this domain. If the
number of solutions is to be counted, then a limit must be drawn which separates different
species in the population. Where this limit is to be drawn is an open question.

However, it is clear that the sharing operator helps the search to find multiple solutions in
the “2-problem” domain. And if the increasing distances in a population directly increases
the diversity and solution coverage, which it seems to do, then the inversion results in mul-
tiple answers also in the digit recognition domain.

7.1.2  How the fitness was effected by sharing

If Figure 18 and Figure 19 are compared it is clear that the maximal fitness is unaffected
but the average and minimal fitness is decreased by the use of sharing. This can be inter-
preted as if sharing has a negative effect on the overall population. The sharing helps the
population to be spread from a centre in the search-space. This can force some parts of the
population to fall out of the area in search-space where the rest of the population has con-
verged.

Also, crossover of two individuals which lay far away from each other may produce new
individuals which lay very far from the centre of the “fitness peak” and therefore might
decrease the minimum fitness (and consequently, the average fitness) of the population. If
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two similar individuals are crossed, then the new individual will be much like its parent
and then the effect of crossover on the minimum fitness would be much smaller.

But remember that the main purpose of sharing is to increase the diversity of the popula-
tion, not the fitness. Also, the maximum fitness growth rate does not seem to be affected
by the sharing at all which means that just as high fitnesses will be found both with and
without sharing.

7.1.3  The peak in the start of population when no sharing is used

In Figure 14 and Figure 16 there is a small peak before generation 10. This implies that the
search finds more separate solutions in the beginning of the evolution but this diversity
then disappears.

This can be explained by the fact that the evolution starts with only ‘blank’ individuals.
After one or two generations some different solutions are ‘created’ by mutation, some
solutions might get over-represented and this will soon make the whole population
become replicas of this solution.

7.2  Local optima avoidance

The expected results of these tests were that local optima could be avoided by the EA. It is
a well known fact that EAs are good on avoiding local optima [Gol89] [Gol92]. EAs are in
general good on finding global optima (see Section 4.3). This property of the EA was actu-
ally one of the reason why it can be argued that an EA should be used to conduct the inver-
sion.

Table 4 shows clearly that the search process of the inversion method did not get stuck on
local optima when inverting the network trained on the digit domain. The convergence
time however, varied much. The average number of generations varied from 4 to 200 with
different output targets of the inversion. In the most extreme examples, it took 393 genera-
tions to invert digit ‘1’ but only 2 to invert digit ‘8’ (see Section 7.2.1).

That means that if an upper limit on the number of evaluated generations is used, then
there is a risk that no satisfactory solutions are found. However, if the maximal fitness is
used as a termination criteria, as in this experiment, then the evolution does not stop until a
solution is found and it seems as a solution will be found every time, at least in this
domain. However, there is a danger of using the maximal fitness as a termination criteria
since it is hard to know where the limit should be drawn. In the experiment the limit was
set to the maximal fitness in the training set. This limit might be too loose, sometimes the
inversion can find inverted patterns that have much higher fitnesses than the most typical
training example. In that case, we want the evolution to proceed even after the most typical
individual has a higher fitness than the most typical member of the training set.

Instead of using the number of generations or the highest fitness as a termination criteria,
the convergence speed could be used. For example, if no progress is made in a hundred
generations then the search should stop. This method, might, if properly used, solve the
problem of finding the suitable termination criteria. This is something that should be
investigated.
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7.2.1  Biased network

When inverting to find different digits, there is a striking difference in how many genera-
tions that have to be evaluated to find the typical input pattern. It takes almost 60 times
longer to find a typical ‘1’ than to find a typical ‘8’. This might be explained by the fact
that the network might be biased towards a certain output, e.g. it may presume that most
random patterns are more like digit ‘8’ than anything else, like a default answer by the net-
work. This seems to be the case here since it only took from two to five generations to find
patterns that were classified as an ‘8’. Other output targets took much longer time to find,
which may mean that many criteria in the input pattern have to be matched before the net-
work accepts the pattern as being one of the “hard-inverted” digits.

Figure 23 shows how an initial population of random patterns is dominated by individuals,
that according to the hyperplane in Figure 22, are classified as the digit ‘0’. The network
that is analysed in these diagrams is simpler than the network used in Table 4 since it only
has two hidden nodes, but it shows how the network can be unintentionally biased towards
a certain output which causes it to classify random patterns as belonging to a certain class.
If the activation of all 20 hidden nodes in the network could be plotted, then it should
probably show that random patterns were dominated by individuals very near the place
where the true ‘8’s in the training set would be situated.

The consequence of this behaviour of the network is that it may cause it to make the
wrong decisions in critical situations. The network generates some output by default and
other outputs only with very specific inputs. Which class that will be treated as default is
hard to know in advance and more work has to be done in this area.

7.3  What the inversion really shows

If a human observer looks at Figure 26 and Figure 28, then these patterns may not look
like the digit ‘3’ to him. This does not imply that the inversion algorithm has failed, how-
ever. The goal of the inversion algorithm is not to regenerate the training set1 that the net-
work was trained on, the goal is instead to find patterns that are the most typical members
of the wanted class according to the network. These patterns might well be quite different
from the training set and from what a human observer would classify as a digit.

If the inversion algorithm was used on a human observer instead of an ANN, then a pattern
which looks more like typical ‘3’, according to the observer and probably most other
humans too, would probably appear. This could be done by showing the observer all the
patterns each generation and let him determine their fitnesses2 according to how much
they look like a ‘3’. The generated pattern would look like a ‘3’ to human observer since
the inverted observer probably share the same opinion of how a ‘3’ should look like.

1.  Which in the digit recognition domain is created by humans and not the ANN.

2.  A similar experiment can be read about in the book “The blind watchmaker” by Richard Dawkins
[Daw87]. He acted as a fitness evaluator for computer-generated patterns and thereby he was able to guide
the evolution to find patterns that looked like e.g. a bug or a space-ship.
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According to the digit recognition network, the generated patterns in Figure 26 and Figure
28 are much more like the digit ‘3’, to the networks respectively, than the most ‘3’-like
pattern in the training set, which contains patterns that we consider as digits.

7.3.1  The difference between training-set and inverted patterns

Table 5 shows that inverted patterns that seem to not be true solutions of the “2-problem”
have higher fitness values than those patterns represented in the training set. If the patterns
were rounded off to the nearest binary pattern, two of these patterns, number two and
seven, are not even close to being solutions. The same phenomena can be observed in the
result of the inversion of the digit recognition network where the inverted ‘3’ does not look
like any of the digits in the training-set.

The characteristics of the inverted patterns and their difference from the training set
depends on many things. It might depend on e.g. the architecture of the network, on the
training set and on the training method1. These factors altogether influences the network
that then is inverted. If one, or some, of these factors were changed, then the network
would inherit other properties which, in turn, would affect the inversion-results.

In [Kin90] this was tested on the digit recognition network. The changed parameters were
the training set and the architecture. The training set was extended with a set of random
patterns and the network got an extra output unit that was to be activated by the random
patterns. Much better results were obtained when inverting the new network, the results
can be compared in Figure 27 and Figure 29. The difference in the results can be maybe
explained by the fact that the gradient descent used in [Kin90] easier got stuck when
inverting the network without the garbage unit. This is at least the theory presented in
[Kin90].

7.3.2  Inversion finds extreme class members

The inversion finds patterns that are the most “extreme” members of a class, according to
the network. This “extremity” is nothing that is used by the training algorithm, at least not
backpropagation which tries to get the network to classify all the members of a class cor-
rectly. It does not try to produce a network that classifies some members in the training set
as the most extreme and typical members of the class. The fact that the concept “extrem-
ity” or “extreme” class members are not used by the training algorithm might explain why
the inverted patterns are different from the training set.

The plotting of the internal activation shows how the population of inverted patterns con-
verges in an area as far away from the hyperplane as possible. Figure 22 shows the hyper-
plane of digit ‘3’. Figure 24 and Figure 25 shows the hidden activation when the network
gets the training set and the inverted population as input. The goal of the training is to get
all the members of a class on the right side of the hyperplane, the inversion finds patterns
which are as far as possible from the hyperplane of the corresponding output-node. This is
a simplified explanation however, since the other hyperplanes also affect the fitness and

1.  When using backpropagation and similar techniques, it also depends on the initial weights in the network
when the training starts.
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therefore the population will get as far away as possible from these too. But the effect
from the other hyperplanes seems to be smaller than the hyperplane of the searched class.
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8  Conclusions

The experiments seem to support the hypothesis: local optima are avoided and multiple
solutions are found. That means that inversion by evolutionary algorithms is a good
method to analyse what type of inputs that is typical for a specific output in the ANN.

Some of the experiments were aimed at explaining the nature of the ANN inversion, what
the results mean and how the inversion works to find these results. It seems like the inver-
sion finds the most typical members of the class that corresponds to the searched output,
according to the network. By typical, we mean patterns that generate output, as close as
possible to the searched output. The inverted patterns do not appear as to be typical to a
human observer, “extreme“ is maybe a better term to use. This can be explained by the fact
that the inversion does not try to find any average pattern of the training data, it works
independently from the training set and strives to find the extreme patterns instead.

Something that has not been tested, however, is the usability of the inversion algorithm. A
short example of how it can be used was presented in Section 8.1 but a more formal
approach, to how the inversion results can be used, is needed.

The factors mentioned in Section 3; the type of results, the comprehensibility, the translu-
cency, the degree of exploration, the complexity, and the portability, have not been com-
pletely identified by the results of the experiments. More analysis of these factors has to be
done.

8.1  A practical example of how inversion can be used

Inversion of the digit recognition to find the typical digit ‘3’ showed a pattern which is
shown in Figure 28 and the last digit in Figure 29. These patterns demonstrate a small
“defect” property: the middle of the leftmost column is active though it should be inactive
since we do not consider this to be a property of a typical ‘3’ and this pixel is also not
active in any of the ‘3’s in the training set. This property might raise some suspicions that
something might be wrong with the network. Maybe, if something in its training is
changed, the results would be different.

To test a new way of training the network, we need a hypothesis about what might be
wrong with the network. A potential source of the error could possibly be the random pat-
terns that are used to train the network’s garbage unit since these are pregenerated. This
theory is based on the fact that the “defect” property is not present in the inversion results
of the network without garbage unit (Figure 26 and Figure 27).

The networks that was inverted to get the digits in Figure 28 and Figure 29 was trained on
the same 1 000 pregenerated random patterns as used in [Kin90]. These patterns may, by
accident, have a property that causes the network to think that activation in the middle of
leftmost column indicates that it is a ‘3’. If this is the case, it can easily be tested by replac-
ing the 1 000 used random patterns with something else. The fact that the counter-exam-
ples are pregenerated make them non-random from the ANN’s point of view, the same 1
000 patterns will come each epoch, if the patterns were really random, the network would
have to separate really random patterns instead of just the 1 000 pregenerated patterns.



Conclusions

51

Instead of using pregenerated patterns, new random patterns were generated each epoch.
The patterns were generated by simply setting 50% of the pixels as black and the rest as
white in a random order.

Figure 30: Result of inversion with a network that was trained on a set of true random patterns as coun-
ter-examples.

The resulting network did not have the same property, now the inverted ‘3’ looks more like
a true ‘3’ in our eyes (Figure 30) since there is no activation in the middle of the leftmost
column. This network, which is generated in a new way does not seem to consider the acti-
vation in the middle of the leftmost column to be a indication that it is a ‘3’. The behaviour
of the network now matches our own opinion of typical digits better than before.

This single experiment is not enough to prove that the pregenerated random patterns
caused the faulty activation but it shows how inversion could be used in practice. First,
identify erroneous properties in the inverted patterns, test a new way of training and repeat
the inversion to test if any improvement was made. See Figure 31 for a description if how
inversion could be used to improve the quality of the network.

Figure 31: A diagram that shows how inversion could be used to improve the quality of the network.
Instead of just inverting the network, other analysis tool (see Section 3) could be used to complement the
analysis.

In the example above, the analysis corresponded to simply check if the inverted patterns
matched what we consider as being a typical ‘3’. When it was discovered that the inver-
sion results did not look as a ‘3’ then a new way of training was used. The resulting net-
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work behaved in a way that better matched our opinion of a typical ‘3’. In other types of
problems the analysis can be much harder to do and to and an automated way of analysing
the inversion results would be desirable. To transform the analysis to an automatic tool, a
better understanding of what the inversion results mean is needed, however. More research
has to be done in that area.

Maybe the experiments in [Kin90] also had resulted in a ‘3’ without the black dot in the
left of the matrix if another set of counter-examples had been used. The black dot could
also depend on a local optima, but that is unlikely since it was also discovered by the evo-
lutionary search method. To use pregenerated random counter-examples can be dangerous
since they are not really random and therefore do not induce the behaviour that would be
expected by truly random counter-examples. The pregenerated counter-examples may
have affected the results in [Kin90], other sets of counter-examples should have been used
to test that the result did not depend on the pregenerated random patterns.

8.2  Experiences from this project

One of the biggest problem that came up during this project was that the EA can be imple-
mented in so many different ways and the number of parameters that can be tuned is too
many to be tested in all aspects. Some parts of the algorithm can be completely replaced
with similar parts. To test all possible “mutations” of the algorithm are very complex and
would require much resources.

Another problem is that the inversion has very many aspects that all can be analysed and
compared to each other. Only a few important aspects have been included here, but the
size of Section 8.3, “Future work”, indicates that many more aspects could have been
tested.

Apart from the problem that arised, some important knowledge about the inversion has
been acquired. The goal of showing that the hypothesis is correct is achieved and the anal-
ysis of what the inversion results mean has gone well, even if many more questions must
be answered about the inversion results.

8.3  Future work

8.3.1  Further tests of the EA

The evolutionary algorithm has a lot of parameters which have to be decided upon before
any experiments can be started at all. The parameters are, for example, the mutation rate
and population size etc. Also, whole parts of the algorithm can be replace with equivalent,
but different modules, e.g. the crossover operator can be done in different ways than in this
report and instead of roulette-wheel selection another selection method could be used.

The values of the parameters that are used and what details of the algorithm that are cho-
sen may influence the result of the inversion. More investigation has to be done to find
more optimal EAs than in this report.

Another important aspect of the EA is the termination criteria which tells when the evolu-
tion is going to stop. The methods used in this report is to limit the number of generations
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or to terminate when the maximum fitness value reaches a predetermined value. Other cri-
teria could be used as well, e.g. terminate the algorithm when the progress is too slow.
This is an important factor of the EA, when are the results good enough? That is, when can
we stop searching and start using the results of the search?

A stable EA that gives good and consistent results every time it is run is necessary if the
analysis of the inversion results is to be trusted.

To use a real ES with self adjusting parameters would also be interesting.

8.3.2  The difference between real values and binary

In most of the tests, in this report, real values of the parameters in the inputs were used.
One experiment (see Section 6.3), however, used a binary representation to force the EA
to not search outside the limits of the training set.

The differences between the binary and real-valued searches has not been investigated fur-
ther, though. One of the advantages of the EA, compared to the gradient descent proposed
in [Kin90] and [Wil86], is that it is easy to use a binary representation. If the binary repre-
sentation is tested further, it might well prove to be better suited, than real values, in some
domains.

8.3.3  The usability of inversion

Is inversion something that really can be used by scientists and software developers? Very
little has been written about this, though a method of inversion has been known at least
since 1990 in [Kin90] and the idea of inversion was presented already 1986 in [Wil86]
which is the same year the backpropagation was discovered by [Rum86].

More research definitely has to be done in this area and it would be really interesting if
inversion was used as an analysis tool in an ANN-project. Would the inversion help the
analysis much? This is discussed briefly in Section 3 but not investigated any further. A
deeper comparison between the inversion and other analysis methods has to be done. This
may result in hybrid solutions that combines the best of the different analysis methods.

8.3.4  More analysis of what the result means

To be really useful, the inversion results must be interpreted in a objective and formal way.
If any formal model of how the inversion results is going to be developed, much more
knowledge about what the inversion results can tell about the inverted network has to be
acquired. One first goal is to determine what types of results that indicate a faulty network,
the next goal is to use the inversion results to determine what the faulty behaviour depends
on.

How the training procedure, training-set and architecture of the network affects the out-
come of the inversion must be investigated to make it possible to derive what actions that
should be taken to improve the network after faulty behaviour has been detected by the
inversion.

If it is possible to give a formal description of how the results of inversion should be used
to improve the network, then the improvement process may be possible to automate.
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8.3.5  Inversion of recursive networks

An extension of the inversion algorithm so it can be used on recursive networks must be
developed since inversion, as presented in this report, does not support recursive networks.
These types of networks would also be interesting to analyse by inversion for the same
reason as for simple feed-forward networks.

Phenotypes may then be sequences of inputs that, together, will cause a sequence of out-
puts. One potential problem is that small differences in the beginning of the sequence
might have a big influence on the output, this makes the search process much harder for
the EA. Inversion of recursive networks is also discussed briefly in [Kin90] as a future
project, but no reports have been found within this subject.

8.3.6  More testing regarding default classes

Table 4 shows that inverting a network to find different outputs took much fewer genera-
tions for some of the outputs. In Section 7.2.1 this phenomena is discussed and the pro-
posed explanation is that the network has an unwanted biased property which causes the
network to treat certain outputs as default values.

More analysis could be done in this area. One thing that could be investigated is how
counter-examples affect the biased property of the network. For example, different sizes of
the counter-example sets could be tested.

Another interesting aspect is if the biased property can be reflected in the training of the
network. Are patterns, belonging to the default class, easier for the network to learn to
classify correctly? And are patterns which are hard to invert also harder to learn for the
network? This might be easy to test.

What types of input patterns will usually will be treated as default by networks? Is there
anything special with the ‘8’s in the training set?

An answer to these questions would maybe give a deeper understanding of ANNs in gen-
eral. Different aspects of how training sets should be composed could maybe also be
derived from this knowledge.

8.3.7  Using the inverted patterns as counter-examples

If an inversion shows that a network finds that the typical members of a class does not
match the criteria of this class, then the inverted patterns could be inserted into the training
set as counter-examples. Then, after training on the new training set, the network would
probably not find these patterns as typical any longer, and the inversion would probably
show that the network seems to perform better than before.

If this procedure is repeated, then the quality of the network would probably increase1. To
use the inversion results directly in the training would give the inversion another role than

1.  Given that the quality of the network is defined suitably.
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the role as an analysis tool, as described in Figure 31. The role of the inversion would
instead be more active and directly affect the behaviour of the network (see Figure 32).

Figure 32: How inversion could be used if the inverted patterns were used as counter-examples. Compare
this figure with Figure 31.

The use of inversion results as counter-examples is also discussed briefly in [Kin90], but
no further work seems to have been done in this area.

One problem of this method is how the analysis of the inversion results is to be used to
determine if the network is ok or not, i.e. when will the procedure stop?

8.3.8  Using genetic programming to extract rules

Genetic programming (GP) [Koz92] generates treelike structures that can be interpreted as
symbolic rules or mathematic formulas. Maybe GP is suitable for rule extraction (see
Section 3.2)? This is an interesting question which should be investigated further.

Some work has been done on using GP to evolve the architecture of the ANN. Also studies
where ANN and GP are compared have been done. But, seemingly, no work has been
done on simulating the behaviour of the network using rules extracted by a GP.

8.3.9  Inversion as a module tester in software systems

The evolutionary inversion method treats the ANN as a black box. That means that there
should be a possibility to replace the ANN with another type of software module. Then the
inversion could be used in more cases than only when an ANN is used. The results of the
inversion may have to be interpreted in a different way but the idea of testing if any faulty
mappings are done by the module is the same as for ANNs.

If an inversion is to be used on a software module, then this module probably must be a
simple filter that transform input to an output. For more complex modules the inversion
method probably is not appropriate. This is an interesting application of the inversion
method, however, and more research should be done in this area.
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8.4  Final thoughts

Inversion of ANNs may prove to be a useful analysis tool which can warn the user about,
and maybe even directly reduce, eventual faulty behaviours of the ANNs. More work has
to be done to find the applications of inversion and make them available to the software
developers that might be interested in using them. And maybe the inversion also can help
the connectionist science to derive more knowledge about the ANNs.

It is clear that analysis tools for ANNs are needed, otherwise no negative statements about
the ANNs would be legitimate, as the quote from [Cla93, p41] where Andy Clark claimed
that “An up-and-running network is an opaque beast [...]”.

Inversion will maybe help to reveal the deepest secrets of the ANNs, and one day the
ANNs will no longer be considered to be any harder to understand than a simple logical
rule. That day no ANN will any longer be called an opaque beast, instead it will be a
beauty, so transparent that no fear is infused to those that look upon it.
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