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Abstract

We propose to use a distributed real-time database with
Virtual Full Replication by Adaptive Segmentation, for
whiteboard communication in a sensor network with mobile
sink nodes. Sensor networks are large scale applications
with limited resources, so they need scalable propagation
of sensor data, both to the users inside the network and to
the network edges. Virtual full replication enables scalable
and adaptive propagation of sensor data, by bounding re-
source usage to the current data needs. We use a two-tiered
wireless sensor network, where each sensor value is pub-
lished in the distributed database at gateways of the upper
tier. Mobile users search for sensor data only at the gate-
ways, which limits the search space.

1 Introduction

A wireless sensor network (WSN) consists of a large
number of communicating nodes that each has a limited
supply of energy. Sensor nodes (source nodes) are typi-
cally deployed once with fixed and known locations. The
users (sink nodes) of the collected sensor data can be mo-
bile nodes inside the network, or nodes at network edges
that evaluate the sensed situation. Typically, only a few
edge nodes need certain key events and high level infor-
mation from the sensor network, while several in-network
users may use any of the information in the network.

Several data-centric approaches have been proposed for
communication in WSN [2] [6] [7]. Such approaches often
aim at filtering data updates and events to be propagated in
wireless sensor networks. Other data-centric approaches di-
rect sink requests to origins of the data needed. Data-centric
storage with Geographic Hash Tables (GHT) [11] finds data
in the space monitored by the sensor network. Directed dif-
fusion [5] finds data sources by parameterizing the required
data, to find and adaptively maintain routing from sources
to sinks. We propose to use a distributed real-time database
with virtual full replication and detached replication. Using
a distributed database as a communication medium allows

a whiteboard approach for publishing and reading sensor
information.

We have developed virtual full replication with adap-
tive segmentation (ViFuR-A) that allocates database repli-
cas only to nodes where the data is currently used [10]. By
considering the actual need of replication, the database can
be made scalable. Based on ViFuR-A we propose adaptive
virtual full replication for wireless sensor network commu-
nication (ViFuR-ASN). This scheme publishes sensor data
in a local database replica close to the sensor to make it
available in the entire distributed database on demand by
any sink. Further, active functionality and segmentation can
be used to aggregate data in-network, for reporting to the
network edge. ViFuR-ASN supports partitioned operation
and collects updates at the database replicas during parti-
tioning, to propagate aggregated updates when reconnected
again.

2 A scalable database approach

To improve predictability, the distributed real-time data-
base system DeeDS [1] stores its database entirely in main
memory, to avoid disk I/O delays caused by unpredictable
access times for hard drives. To avoid transaction delays
due to unpredictable network delays, the database is (virtu-
ally) fully replicated to all nodes. This makes database op-
eration timeliness independent of network delays and net-
work partitioning, since there is no need for remote data
access during transactions. In DeeDS, transactions always
execute at the local node, where all objects needed are avail-
able. A (virtually) fully replicated database with detached
replication, where replication is done after transaction com-
mit, allows independent updates, that is, concurrent and un-
synchronized updates to replicas of the same data object.
Such independent updates may cause database replicas to
become inconsistent, and inconsistencies must be resolved
in the replication process by a conflict detection and resolu-
tion mechanism. In DeeDS, update replication is detached
from transaction execution, by propagation after transaction
commit, and integration of replicated updates are performed
at all the other nodes. Conflicting updates are resolved at in-
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tegration time. Temporary inconsistencies are allowed and
guaranteed to be resolved, giving the database the property
of eventual consistency [12]. Applications that use even-
tually consistent databases need to be tolerant of the tem-
porarily inconsistent replicas, and this can be achieved for
many distributed and embedded applications. In a (virtu-
ally) fully replicated database using detached replication, a
number of predictability problems that are associated with
synchronization of concurrent updates at different nodes
can be avoided, such as agreement protocols or distributed
locking of replicas of objects.

2.1 Virtual Full Replication schemes

A distributed database with Virtual Full Replication [8]
allocates replicas of objects at nodes such that all transac-
tions always have a local database object replica at the node
of execution. With virtual full replication every database
client has an image of a fully replicated database, so that
a transaction cannot distinguish a virtually fully replicated
database from a fully replicated database. The database
system manages knowledge of what is needed for database
clients to perceive such an image, and there is typically no
unnecessary replication. A formal definition is presented in
our previous work [10]. We have presented two schemes for
implementation of ViFuR that use segmentation of the data-
base, ViFuR-S [9] and ViFuR-A [10], where each segment
has an individual degree of replication. Under the assump-
tion that data will only be used at a bounded set of nodes,
the degree of replication can be bounded, and the database
can be made scalable.

ViFuR-S is a scheme that uses pre-specification of multi-
ple data properties, such as access locations and object con-
sistency model, for statically allocating replicas for an im-
age of full replication. ViFuR-S creates static segments for
the properties of interest, to allow hard real-time transaction
in a scalable distributed database. ViFuR-A, on the other
hand, is a protocol that adaptively changes the allocations
of replicas to meet accesses that cannot be pre-specified.
The scheme is suitable for soft transactions, where the first
access may be delayed, but where subsequent transactions
execute timely due to local availability of data. ViFuR-A in-
cludes distributed segment management and a protocol for
allocation and de-allocation of replicas. In a wireless sensor
network setting, local replicas are needed at nodes where 1)
sensor values are stored (database updates), and 2) database
clients use sensor values (database reads). Each database
node stores the segments for the objects required at the lo-
cal node and their current allocations to other nodes in the
system. The segmentation of the database is changed in-
crementally using add() and remove() operations that com-
mute, and both operations execute in O(s + o), where s is
the number of segments and o is the number of objects.

3 Wireless sensor networks communication

Wireless sensor networks (WSN) are often designed and
deployed for a specific surveillance task, where sensors are
placed to monitor parameters about the environment. Usu-
ally the sensors are battery operated, therefore efficient use
of the available energy supply is critical. In particular, trans-
missions have a high energy cost, thus, delayed, coordinated
and aggregated transmissions save much energy. In com-
parison with local area networks, communication links are
slower (MICAz nodes are limited to 250kBit/s) giving high
latency, in particular for multi-hop transfers. The connec-
tivity can be unreliable, the communication paths may be
lost or obstructed during the operation, and the communi-
cation radius of sensor nodes is irregular [14]. Once the
energy supply is depleted, the network needs to be aban-
doned or recharged. Also, storage at each node is usually
limited (MICAz notes are typically limited to 1 MB).

WSN are usually deployed as large scale applications,
where a few critical events must reach the network edges
fast, while less time-critical and aggregated data reach the
network edges eventually. Typically each sensor (source) is
a single updater that produces information used by multi-
ple users (sinks). Raw sensor data is sometimes translated
into events, for example, when a threshold value is reached.
Many propagation and routing protocols have been pro-
posed to address the communication challenges, within the
WSN as well as for reporting data and events to the edges
of the network. Further, in-network evaluation by long run-
ning queries and in-network filtering and aggregation are
used to reduce the amount of data transferred through the
network, to achieve lower energy usage for the same level of
service. There are several approaches available for process-
ing sensor data, including event detection, query processing
and aggregation at different levels. A database approach
combines scalable propagation for multiple mobile sinks,
simplified addressing, in-network storage and aggregation.

4 The ViFuR-ASN scheme

We consider a system with up to hundreds of database
nodes, possibly enabling thousands of sensor nodes. Sensor
values are published in a distributed database, in a white-
board approach, and sensor access is achieved by reading
the database. All accesses to the database are by means of
database operations in transactions. Global object identi-
fiers enable distributed object sharing, and the first appear-
ance of an identifier creates a new database object. We
adopt independent updates, replication, conflict detection
and conflict resolution approaches of DeeDS. We also as-
sume that the network guarantees delivery, and can assign
unique node identifiers when new nodes are added.



For scalable communication in a sensor network we pro-
pose a two-tier infrastructure, similar to what is used in the
TTDD [13] and Tenet architectures [4]. We separate the
sensor level and a gateway level of nodes, where the gate-
way layer have more powerful nodes and greater energy
supplies. Both sensor nodes (sources) and gateway nodes
have fixed locations, but users of data (sinks) can move
and use sensor data via different gateway nodes (Figure 1).
Each sensor is routed to a suitable (not always the physi-
cally closest) gateway in a bounded number of hops, in a
sub-network of sensors. Each gateway stores a database
replica with one or more database objects for each sensor
connected. The database is virtually fully replicated, and
adapts to make replicas available at each node where data
is currently needed by sinks, so that sinks become location
independent. We assume that sensors and gateways know
their fixed locations, and that sensor values are tagged with
location and sensor type.

The scheme also provides fault tolerance by replicating
the gateway node data on a bounded number of neighbor-
ing gateway nodes. Furthermore, this approach can be ex-
tended, by letting each sensor connect to multiple gateway
nodes. It will also reduce the need for neighbor database
replication at the gateway level.
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Figure 1. Infrastructure

A sink that moves towards a new area, where it can con-
nect to another gateway, asks that gateway for the data it
needs, and the gateway sets up a new object replica there.
When the database client moves out of reach of the old gate-
way, this is detected by the lack of accesses to the object
replica at the old node, and replacement can de-allocate the
replica at that node.

When a new replica has been setup it will belong to the
same segment as the replica at the gateway node for the sen-
sor. Updates to this replica will propagate to all other repli-
cas of the object by database propagation. DeeDS is an ac-
tive database that can use rules to select how an object is up-
dated, and reduce the amount of database updates and prop-
agation, e.g. when a threshold is reached, or when certain
combinations of sensor values are detected. For instance,
replicas can be updated only when a sensor has reached a
threshold value stored in the database.

The underlying communication layer is assumed to en-
sure connectivity between the nodes as long as the net-
work is not partitioned. A database approach with ViFuR-
A allows continued operation during partitioning since
data replicas are located where they are needed, and con-
flicts introduced during partitioning will be resolved at re-
connection. The communication layer also hides multi-hop
network connections to the database, so the database will
perceive such connections only as slower connections.

4.1 Adaptation

A transaction that needs to access a database object, oi,
at a gateway node, G1, that has no local replica of oi is
blocked until a local replica has been setup. The setup pro-
tocol searches other database nodes, G2..Gn, for an object
that has a replica of oi, and if no such node exist, the trans-
action must be aborted, since no local object can be set up.
If a replica is found, incremental recovery is used to load
the replica from that node, e.g. Gn. The protocol timeline
is shown in Figure 2. When a replica of the sensor object is
available, the blocked transaction can proceed.
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Figure 2. Setup of a new replica

In our generic scheme for ViFuR-A the database uses a
distributed directory to find the current allocation of data-
base objects. Directory nodes may suffer from congestion,
however, and with ViFuR-ASN the directory service is not
needed for two main reasons: 1) The location of each single
writer data object is known, since each sensor and gateway
has a fixed known location; 2) ViFuR-ASN can search for
the object. There are several approaches available for WSN
to find data objects, inspired by search in peer-to-peer net-
works. Such protocols use a specification of required data
properties to find data in a large network, rather than look-
ing up data by object identifier. These approaches include
search by limited flooding of the network [13], directed dif-
fusion [5] and geographic routing [11]. These protocols
make use of the fact that sensor values are tagged with a
location and type and that a search can find the sensor that
collects the required data. Using such a search algorithm,



ViFuR-A can efficiently find the data replica at the gateway
where the sensor value is stored and return the object identi-
fier, since typically mobile sinks move between neighboring
gateways. Since the sensor and gateway location does not
change, the global identifier assigned to the database object
will never change. The search is limited to gateway nodes,
and only those nodes that cover the location of interest.

4.2 Segmentation for aggregation

In addition to the scalability benefits from virtual full
replication and the benefits from active rules for entering
updates into the database, a segmented database supports
aggregation. Aggregation can transform sensor data into
higher-level information inside the network, before propa-
gating it all the way to the edges. Similar functionality can
achieved by queries, such as used in Cougar [2] and TinyDB
[7], to filter events to be propagated, but this requires a
query processor, typically at a base station at the network
edge. We propose to trigger and execute active database
rules for filtering and aggregation, distributed inside the net-
work at the more powerful gateway nodes. Active rules de-
fine aggregation processing, and write the aggregated data
back to the database for availability to all sinks. The ag-
gregated data is tagged with location and object identifier to
allow search by sinks. Active rules in a database approach
allows aggregation in several refining steps, for in-network
sinks and for sinks at the network edge.

5 Current status and planned work

We have evaluated the adaptive segmentation of the up-
per tier by simulation in our previous work [10] and we
now extend the simulation with search by location. The
performance of the scheme will be evaluated and tuned
by a testbed of wireless networked sensors and gateway
nodes, for which we create driving scenarios using a sce-
nario generator. One of the driving scenarios is a simulated
wildfire disaster where all the sensor nodes report environ-
mental conditions while mobile firefighters trigger events
through the database. The periodic measurements and trig-
gered events are reported at the connected gateways. Fire-
fighter positions and search trails are published, while ag-
gregation summarizes the status of the disaster area. The
second scenario simulates a post-disaster assessment after a
snow avalanche, where a search for survivors is in progress.
The main task is to manage an exhaustive of the area, en-
suring that there are no blind spots with potential victims
trapped waiting for rescue. The stream of the real sen-
sor events is time-stamped and recorded at each gateway
node and replayed afterwards, as inputs for a comparison
between ViFuR-ASN and alternative communication ap-
proaches. The evaluation includes measurements of latency,

information completeness and correctness. For our testbed
we use MICAz sensor nodes and Stargate boards as gateway
nodes, made by Crossbow Inc. [3]. The Stargate nodes have
64MB RAM, PXA255 processors, with an integrated bridge
to MICAz nodes. The MICAz nodes use IEEE 802.15.4 for
wireless communication, and the Stargate has ports both for
wired Ethernet and IEEE 802.11.

To allow large numbers of sensor nodes and interesting
configurations of gateway nodes, portions of the network
and a number of the nodes will be simulated using network
and real-time database simulators.
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