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Abstract

We use a simulation approach to evaluate large scale resource usage in a distrib-
uted real-time database. Scalability is often limited by that resource usage is higher
than what is added to the system when a system is scaled up. Our approach of Vir-
tual Full Replication (VFR) makes resource usage scalable, which allows large scale
real-time databases. In this paper we simulate a large scale distributed real-time
database with VFR, and we compare it to a fully replicated database (FR) for a
selected set of system parameters used as independent variables. Both VFR and FR
support local timeliness of transactions by ensuring local availability for data objects
accessed by transactions. The difference is that VFR has a scalable resource usage
due to lower bandwidth usage for data update replication. The simulation shows
that a simulator has several advantages for studying large scale distributed real-time
databases and for studying scalability in resource usage in such systems.

Keywords: scalability, virtual full replication, distributed real-time database, sim-
ulation, resource usage bounds

1 Introduction

To achieve timeliness for transactions in a distributed real-time main memory database,
we store each database replica at every node, allowing all transactions to be executed
locally. With detached replication, updates are not replicated to other nodes within the
execution of the transaction, but are logged and replicated at low priority when system
resources allow that. In such a system concurrent updates of different data object replicas
introduces inconsistencies, which need to be resolved by a conflict detection and resolution
mechanism [10].

We have chosen to study scalability for replicated databases with detached replication.
Full replication of the database uses far more system resources than actually is needed for
providing applications at nodes with the data objects used by their transactions. With
Virtual Full Replication only data objects used by transactions need to be replicated to
provide an image to the application of a fully replicated database. Typically the data
used is a only a small subset of the entire database. Virtual Full Replication maintains
the advantages of full replication while reducing the resource requirements, and thereby
improves scalability [16].

We have implemented Virtual Full Replication in the DeeDS database prototype [1]
by segmentation of the database, based the specification of the data accesses and other
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data requirements that transactions have [17]. With this implementation we evaluated
the usage of three key resources: bandwidth, storage and processing.

In scalable systems, the growth of the usage of system resources can not be allowed
to be larger than the growth in the system parameters. Otherwise the system grows out
of resources and is not scalable. Our current implementation in DeeDS can only be run
with few nodes due to limited amount of resources available, in terms of number of nodes
and the amount of available memory. Thus a large scale system can not be evaluated. By
representing the resource usage by variables in a simulation, rather than actually using
the resources, we may be able to examine very large systems. This paper describes our
approach for simulating an implementation of static segmentation in a distributed real-
time main memory database. Our approach is described in section 3 and consist both
of a literature review of validation in simulations, and a description of our simulation
approach for studying large scale real-time database system behavior. In section 4 our
results are presented and discussed.

2 Background and Problem

2.1 A distributed real-time database architecture

The main property of real-time systems is timeliness, which can only be achieved when
resource usage is predictable and when execution is sufficiently efficient. Predictability is
essential and for a hard real-time system the consequence of a missed deadline may be
fatal, so the primary design concern is predictable resource usage.

To remove unpredictability of disk accesses, the database of the distributed real-time
database system DeeDS [1] resides entirely in main memory, removing dependability on
disk I/O delays caused by unpredictable access times for hard drives. Further, to remove
unpredictability of network delays or network partitioning, the database is fully repli-
cated to all nodes. Replication improves fault tolerance for the main-memory resident
data. Local execution of transactions with detached replication [10] allow independent
updates, that is, concurrent and unsynchronized updates for different replicas of the same
data objects. However, such updates cause database replicas to become temporarily incon-
sistent and the inconsistencies introduced must be resolved in the replication process by
a conflict detection and resolution mechanism. In DeeDS, temporary mutual inconsisten-
cies are allowed and guaranteed to be resolved at some point in time, giving the database
the property of eventual consistency. With detached replication we can avoid a number
of predictability problems associated with update synchronization, such as distributed
locking of objects and reliance on stable communication during transaction execution.

2.2 Scalability for fully replicated databases

A fully replicated database with detached replication of updates scales better than a fully
replicated database where replication is done inline with the transaction, since updates
are allowed concurrently for all data objects at all nodes. However, such a database has
another scalability problem since an update to an object of a fully replicated database
needs to be sent to all other nodes.

By examining the actual data needs, and also recognizing differences in properties of
the data, we can bound resource requirements at a lower level, while maintaining the same
degree of availability of data for the application. This reduces flexibility somewhat, but
for hard real-time system, access patterns and resource requirements are usually known a
priori, and the flexibility gained by full replication is therefore less motivated. In future
work we plan to support unspecified data needs of soft real-time transactions as well, by
adaptation to data requirements online.

With a bound on the degree of replication, k, where k << n, the required number
of update messages scales with the degree of replication rather than with the number
of nodes, since updates are sent to k − 1 nodes. Together with a bound on bandwidth
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requirements for replicating updates, such a system would also require less main-memory
storage, since not all nodes will host all the objects. As a consequence, processing of
conflict detection and resolution for inconsistent replicas would be lower since fewer nodes
host conflicting replicas.

2.3 Virtual full replication

With Virtual full replication [16] database applications see an image of fully replicated
database, while database scalability in terms of number of nodes and the size of the data-
base is improved, and real-time properties are guaranteed. The application programmer
can assume full access to the entire database at the local node, and thereby benefit from
all the advantages of a fully replicated database, including transaction timeliness by local
data availability, fault tolerance and simpler application semantics. Virtual full replica-
tion assigns data only to the nodes where data is used, while maintaining all other data
properties, such as consistency model, storage medium and clustering of data objects.
Data availability is based on knowledge about application access patterns, where data
references of transactions determine what data needs to be available.

2.3.1 Segmentation

In previous work [17] we show how Virtual full replication can be supported by grouping
data objects into segments. Data objects of a segment share a certain key data property
or some combination of properties. Segmenting a database on node allocation, with the
intent to lower the degree of replication, enables segments to have individual degrees of
replication with the purpose of avoiding excessive resource usage, in particular excessive
bandwidth usage when replicating updates.

Segmenting a database only on data references is a trivial problem, since a partitioning
and replication schema can be derived directly from the list of data accesses. This can
be done by a database designer or automatically from a list of transactions. However,
when adding other data properties together with the data references there will be a
combinatorial increase in the resulting number of segments with unique combinations of
properties, such as described in [15].

In [17] we described a scalable algorithm that handles the combinatorial problem
of segmenting a database on multiple properties, where multiple and overlapping seg-
mentations of the database are allowed, and where dependencies between properties are
considered. Our approach allows control of dependencies by rules that can be applied on
the set of combined properties.

For our future work, we plan to extend the algorithm to maintain scalability at exe-
cution time, supporting mode changes and unspecified data requests.

3 Approach

Simulation enables an evaluation of static segmentation for large scale virtually fully repli-
cated databases. In previous work we have implemented Virtual full replication in the
DeeDS database prototype by segmentation [17], and resource usage was measured for
bandwidth, storage and processing. An analysis was presented for evaluating large scale
behavior of static segmentation. The implementation could not give precise results, since
only a few nodes could be run in the experiment. The conclusions about large scale behav-
ior could therefore only be limited from that experiment. With a simulation experiment,
the database nodes are simulated and resources that are used can be represented as data
entities rather than using actual resources in the system.

The simulation is only a model of the real system, but with an properly designed
simulation we have the opportunity to get an understanding of large scale behavior of
Virtual Full Replication. Before using a certain simulation it must be valid for the purpose
of the study, so our approach is a two stage work. The first stage is to study the relevant
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literature on validation of simulations and let the knowledge acquired direct our next stage
of the work, the actual simulation. The first part of this section presents literature that
are relevant for validation of a simulation and a specific simulation model. The second
part outlines the actual simulation process.

3.1 Validation of software simulations

Simulating a phenomenon of interest in a computer system involves creating a model of the
system to be studied. This inherently means making a simplification of the actual system
that is only valid under a set of known assumptions. Introductions to simulation can be
found in [14], [12] (in particular parts IV and V) and [6]. To measure and conclude about
such model, it is required that the model can be justified to be correct for the intentions of
the study. Thus, the simulation objectives must be very clear. The literature on validation
of simulations is abundant, ranging from high level approaches of establishing taxonomies
for simulations in general, to detailed work on simulations of parallel computing. In this
paper, we relate work that have significance for validation of simulations of large-scale
systems, in particular for distributed databases. Important work include [3] [6] and [22].

Simulation is useful where the behavior of the real system cannot easily be analyzed.
This includes when the input or the model has some stochastic component, or when
computation of an analysis is complex. To evaluate such simulation results, statistics is
important, but not all statistic techniques may properly be applied for simulations [13].
Statistics can also be used for validation of the simulation model itself [5].

In [24], it is concluded that a simulation cannot be a full representation of the system
to study, but a simulation needs to be reduced to meet particular objectives of the study.
Detailed general purpose simulations tend to cost much in processing time. Validation of
simulations is said to be the process of determining whether a simulation model accurately
represents the system for the objectives of the study. Validation of simulations is a matter
of creating confidence that the system represents the system under the given objectives.
Simulation confidence is not a binary value, but is gradually strengthened by tests for
validity. In [21] concrete tests for validation is presented: Degenerate tests - How does the
model’s behavior change with changed parameters; Event validity - How does sequence
of events in the simulation correlate to the events of the real world system; Extreme-
Condition tests - How does the model react for extreme and unlikely stimuli?; Face validity
- How does the model correspond to expert knowledge about the real system?; Fixed values
- How does the model react to typical values for all combinations of representative input
variables?; Historical data validation - How are historical data about the real system used
for the simulation model?; Internal validity - How does the system react to a series of
replication runs for a stochastic model? For high variability the model can be questioned.;
Sensitivity analysis - How does the effect in changing input parameters influence the
output? The same effect should be seen in the real system. For the parameters that has
highest effect on the output should be carefully evaluated to be accurate, compared to the
real system.; Predictive validation - The outcome from forecasting by the simulation and
the real system should correlate.; Traces - Execution paths behavior should correlate.;
Turing tests - Expert users of the real system are asked if they can discriminate between
outputs from the real system and the simulation.

3.1.1 Modeling detail

The accuracy of a model must be sufficient to be able to evaluate the objectives of the
purpose at hand. A more accurate model than required will result in a simulation that
uses excessive resources, and may not even be useful to run due to long execution times.
To establish the level of modeling detail, the simulation objectives must be defined. It is
infeasible to model all aspects of the system (absolute isomorphism), so the effort should
be to model at a detail level and a representation that is appropriate for the objectives.
Only reality itself is a generally valid model; and the model and the simulation can only
be valid in the context of the assumptions and the objectives. Balci [2] uses a set of
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criteria for modeling: Model verification is correct transformation into the simulation
model; Model validation is the compliance with simulation objectives, within the domain
of applicability.; Model testing is used to determine that the model and the simulation
functions properly; Model accreditation is the official certification to use the model for a
specific purpose.

Many graph based approaches exist for modeling systems to be simulated, including
state charts or automata. Graphs can easily be understood and a clear notation of be-
havior may increase confidence of that the model is valid. Simulation graphs have been
used for a long time to document the simulation model and were developed into event
graphs [23]. Modeling by event graphs opens up for ways of structuring behavior repre-
sentation, such as done with Event pattern mappings [9]. A derivative of event graphs
is the resource graphs [11], where graph nodes represent events rather than states, and
where transitions represent conditions of the simulation. Resource graphs are shown to be
valuable, compared to job-driven simulations, for simulations of large-scale and congested
systems [20].

3.1.2 Approaches for validity and credibility

A model is validated on the confidence in that the model reflects the real world problem in
terms of the objectives to evaluate. For validity it is more important to have a model with
confidence than to have a fully detailed and accurate model. Therefore, it is important to
know how to increase the confidence in the model. Robinson [19] describes how validation
is improved by addressing model confidence:

Iterated verification and validation need to be used along with iterative development
of the model itself. Also, the view of the world may not hold for validation. Real world
data is often inaccurate and the world representation is a result of a certain interpretation
of the world. There may not even be a real world situation that can be compared to.
Consider a full scale nuclear war. This is likely a subject for simulation, but it is very
hard to compare to a valid real world situation. Robinson refers to common techniques in
the area to handle typical problems in validation: Conceptual modeling : It is important
that the modeler acquires a deep understanding of the real world system to be modeled
and this requires close collaboration with domain experts. In this way the modeler can
understand alternative interpretations from which objectives and a conceptual model can
be developed. The conceptual model needs to be validated, with review by domain experts
of the modeling objectives and the modeling approach. Data validation: Real world data
must be validated for accuracy by exploring and valuating the data source to determine
data reliability, completeness and consistency. White-box validation: Inspection of the
simulation implementation improves correctness of model implementation and compliance
with the conceptual model. Control of events, flow and logic is central and for this code
reviews, execution trace analysis and output analysis are used. Black-box validation:
Inspection of the overall behavior of the model. This also includes correlation analysis
comparing with the behavior of a real world system. Comparison can also be done with
another model or simulation of the same or similar problem, but simulation objectives
and problem differences must be considered.

For a credible model there is an agreement on that the model reflects the real system
appropriately for the experiment [8]. To establish credibility, there must be an agreement
on the assumptions of the model, and proofs of validation and verification are needed.
There is a risk that an agreed model, that is regarded as credible, is still not valid due to
improper validation. To improve credibility, the model can be accredited. Accreditation
is the formal acceptance that the model and the simulation is approved to be used for a
specific experiment or usage [4] [2].

3.1.3 Simulation design in general

According to Law and Kelton [14] a simulation needs the following base components:
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• System state. The notion of a system state, represented by key variables.

• Simulation clock and a model of time. The simulator uses a ”next event time
advance” model that steps up logical time to continuously process events. A sim-
ulation with few short events step up time faster than a simulation that contains
many events with much processing in them.

• Event list. For both individual nodes and the overall event processing, such as
network events, there are event queues. The simulator always processes the next
coming events out of these queues. In addition the simulator contains queues for
transaction states, such as ”blocked” and ”ready” and also priorities of these actions.
There is a transaction scheduler and transactions can be prioritized and they can
be modeled as preemptable.

• Statistical counters (sc). The simulator uses the statistical Java package Colt from
CERN and collects various statistics during execution.

• Report generator. After reaching a termination condition, the statistics collected is
assembled into a extensive report with key figures.

• Main program. The entire simulation is run in a single thread, coded in Java.

• Initialization routines.

• Library routines. A realistic load generator, based on parameters of actual system
inputs.

3.2 Simulation of a distributed real-time database

3.2.1 Simulation purpose

The purpose of the simulation experiment is to study how virtual full replication lowers
the resource usage in a large fully replicated distributed database, compared to a fully
replicated database. We use static segmentation as a method to replicate updates only to
the nodes where data is used. With virtual full replication scalability may be improved,
and by simulating large systems we can study the actual behavior for large scale systems
without deploying such a system.

Our motivation for simulating a distributed real-time database are:

• Large scale experiments with the prototype database system are infeasible, due to
the amount of hardware and installations required.

• The analysis of resource usage for bandwidth, storage and processing, done in earlier
work, gives a model and an estimate based on a set of assumptions. The proposed
algorithm for static segmentation need be used in a large scale setting to measure
actual resource usage. A simulation that is tailored to mimic the actual distributed
database system may give a more detailed understanding of large scale behavior of
a virtually fully replicated database compared to the analysis done.

• Executing large scale experiments with the actual system would require more soft-
ware engineering efforts than with a simulation, since the database prototype devel-
opment is expected to result in a fully working implementation. With a simulation,
the implementation can be focused on the segmentation and replication processing
in isolation.
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3.2.2 Simulation objectives

The objectives of the simulation in this experiment are:

• To measure the usage of one of three essential key resources of bandwidth, storage
and processing time, for a statically segmented distributed real-time database with
eventual consistency.

• To detect how system parameters (independent variables) influence the key resource
usage by measure the resource usage for increasingly larger systems. In particular
we want to find such variables that make resource usage grow at a non scalable rate.

• To evaluate if we can establish a useful simulation platform for our research, to be
able to experiment with subsequent research ideas in the area.

3.2.3 Experimental process and experiment design

The experiment consists the following steps:

1. Modeling detail and simulator implementation

The simulation implementation in this experiment mimics replication in the DeeDS
database prototype system. It is described in detail in section 3.2.4and the im-
plementation of these features are closely correlated to the implementation in the
DeeDS database system. In particular, specific functions for database operations,
data replication, and the usage of resources in these operations are modeled in detail.

2. Model and implementation validation

The implementation has been reviewed by the DRTS research groups members, as a
walk-through of the implementation, including a discussion of proper representation
of the DeeDS database prototype. This step is important for verification, but also
for validation. Also, the implementation is compared to a few reference cases of
execution for DeeDS available in previous work [17].

3. Experiment variables

In this experiment we chosed to study three system parameters (the independent
variables): the number of nodes, the size of the database and the share of update
operations in transactions. An extension of this limited experiment would involve
a principal component analysis [7] of more independent variables that could affect
scalability. For such experiment, a full set of independent variables is likely to
be: database size, number of nodes, ratio of update transactions, ratio of write
operations in transactions, ratio of conflicting updates, frequency of transactions,
distribution of transactions (where transactions are instantiated), bound on degree
of replication.

A single key resources (the dependent variable) was chosen to study for this ex-
periment, the usage of bandwidth. The simulator was instrumented to count the
amount of network data sent during a fixed number of transactions that have the
same average size in number of operations.

3.2.4 Simulator implementation

The implementation is based on an existing distributed database simulator, which models
a database system with distributed transactions and load balancing. The purpose of
earlier usage of this simulator has been to evaluate different approaches for load balancing,
and several papers has been published based on these simulations [26] [25]. Much of
the necessary functionality required to build a simulation, according to our aims and as
listed above (3.1.3) is already available. The simulator has previously been assessed for
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modifiability for building the functions required to simulate detached replication, and it
was found to be sufficient as a base.

The simulator has been extended with key functions for this particular experiment, in
an order where each step can be validated separately. The following changes were made
for this experiment:

1. Update accounting

Version vectors were implemented for managing concurrent updates. Detection of
concurrent updates include both write-write conflicts and read-write conflicts.

2. Replication

DeeDS uses detached replication as the mechanism for replicating updates indepen-
dently of transaction execution, after transaction commit, and detached replication
was implemented in the simulation. The simulation uses the unique features of de-
tached replication, such as shadow page updates, replication logs, propagation of
database updates to other nodes after commit of the transaction, conflict detection
by version vectors and a simplified representation of conflict resolution. Replica-
tion is done only to the nodes where data objects are located in the virtually fully
replicated database. By setting the bound of degree of replication to a value lower
than the number of nodes in the system, a virtually fully replicated database can
be studied. To study a fully replicated database the bound for degree of replication
is set to the number of nodes.

3. Segmentation

To mimic virtual full replication by static segmentation, the database initialization
locates data objects to randomly selected nodes in the system, where the maximum
of number of nodes for each data object allocation does not exceed the bound of
degree of replication. Replication of updates uses the data object allocations to
replicate only to the nodes that host data objects.

Further, transactions in the simulation are generated so that it contains accesses
only to data objects that are allocated at the node where the transaction executes.

4. Instrumentation

To measure the network load, network usage accounting counts the size of simulated
network messages and adds sizes to a total sum over a simulation round.

3.2.5 Experiment execution

The execution of the experiment was divided into three parts, each where one independent
variable was varied and where the resulting bandwidth usage was measured. For all of the
part experiments we kept the other independent variables constant. The variables used in
the experiments were: Number of nodes = 10, Size of the database = 500 objects (where
data object size was set randomly between 1 and 128 byte with uniform distribution),
Bound on degree of replication = 3, Number of transactions = 300, Size of transaction =
2 update operations and 8 read operations. Each part experiment was executed 10 times
and the average, the max and the min values of bandwidth usage was recorded. The
bandwidth usage was measured both for a fully replicated database and a virtually fully
replicated database, using the variable settings above.

For the three part experiment, the following independent variables were varied:

1. Varying number of nodes. The number of nodes was varied from 1 to 30.

2. Varying database size. The database size was varied from 100 to 2000 data objects.

3. Varying update operation share in transactions. Transaction size was fixed to 10
operations, but the number of update operations was varied from 2 to 20.
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4 Results

For each of the three part experiment, we show the results below.

4.1 Number of nodes

In the first part experiment, the size of the system was changed in terms of number
of nodes, and the number of nodes was varied from 1 to 30. Minimum and maximum
network usage for both a Virtual Full Replication (VFR) and the Full Replication (FR)
configuration was recorded and is plotted in Figure 1. The growth of the network usage
with FR is in order of the square on number of nodes. This is reasonable since all updates
need to be replicated to all other nodes in the system.

Figure 2 shows a plot for bandwidth usage with VFR only, including a plot of the
average value as well. Here, it can be seen that the growth of network usage for VFR is
linear or close to linear.

In Figure 3 it can be seen that both FR and VFR uses the network equally much
for systems that are smaller or same as the bound on replication (three nodes in the
experiment), whereas for larger systems the difference increases with increasing value for
the number of nodes.
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Figure 1: Number of nodes, VFR and FR, large systems

4.2 Database size

In the second part experiment, the database size was varied from 100 to 2000 data objects
(where each data object size was set randomly between 1 and 128 byte with uniform
distribution). With FR, bandwidth usage increase much more than with VFR, when
database size is increased. However, with database with more than 800 objects we see
that the bandwidth usage does not continue to increase (Figure 4). For VFR it can
be expected that the bandwidth usage is constant, since bandwidth is used to replicate
updates to objects referred from transactions only and there are not more replicas than is
defined by the bound on degree of replication. However, the measurements show a slight
increase in bandwidth usage for an increasingly larger database (Figure 5). With FR,

9



0

200000

400000

600000

800000

1000000

1200000

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29

Average

VFR MAX

VFR MIN

nodes

b
y
te

s
 s

e
n
t

Figure 2: Number of nodes, VFR, large systems

0

50000

100000

150000

200000

250000

300000

350000

400000

450000

500000

1 2 3 4 5 6

VFR MAX

VFR MIN

FR MAX

FR MIN

nodes

b
y
te

s
 s

e
n
t

Figure 3: Number of nodes, VFR and FR, small systems

there are always as many replicas to update as the number of other nodes, and we did
not expect the growth in bandwidth usage to flatten out. We discuss the possible reasons
for the measured behavior in section 5.1 below.

4.3 Share of write operations

For an increase in the number of update operations in transactions it follows that the
more updates we have, the more bandwidth is used (Figure 6). Both for VFR and
FR the bandwidth apparently grows at the same rate with increased number of update
operations, and the difference between growth of bandwidth usage is only terms of a
constant. However, we have not applied statistical analysis to justify this mathematically
but we conclude this from an interpretation of the figure.
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5 Summary

5.1 Discussion

Three variables were examined for scalability of a virtually fully replicated real-time data-
base, in terms of bandwidth usage. The baseline compared to is a fully replicated database,
and also the implementation of virtual full replication in the DeeDS database prototype.

5.1.1 Number of nodes

For FR, the usage of bandwidth is not scalable when increasing the number of nodes in
the system, but it may work well for a limited number of nodes. VFR enables larger
systems to be built, since it has linear growth in bandwidth usage. This experiment is not
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Figure 6: Update transactions

concerned with the origin of the knowledge about where to replicate data, but indicates
that such knowledge should be used to selectively replicate updates.

5.1.2 Database size

According to our measurements the bandwidth used for FR, for increasingly larger data-
bases, grows linearly. However, our experiment also shows that the growth flattens out
at some size of the database. We examined this behavior and we see that the system be-
comes overloaded by unprocessed replication messages and new arriving transactions. We
did not reject any incoming transactions in this experiment and we see in our execution
trace that an increasing number of transactions become preeempted and suspended for
larger database sizes, and our conclusion is therefore that the system becomes saturated
with processing of updating transactions and with replication messages. For this reason,
our measurements for scalability is useful only for the lower sizes of the database that
we have studied (<800 objects). For future work we need to include admission control of
new updating transactions, where transactions are allowed if there are resources available
to process them.

For measurements within the valid range we can conclude that bandwidth usage for
FR grows linearly with larger database sizes, while for VFR it grows almost constantly.
In our measurements we see a slight increase in bandwidth usage also for VFR, which
means that the database can not be made arbitrary large, since the bandwidth usage still
to some extent depends on the database size. However, the database can be made much
larger than for a system with FR, and for some applications this improvement may be
enough to make it feasible to build that application.

5.1.3 Share of write operations

We see only a reduced scalability improvement for VFR in systems with long transactions.
Increasing the number of update operations make the resource usage grow at the same
rate, at a factor difference. However, we can only state this for the range of sizes we have
studied.
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5.2 Conclusions

An experiment like this can only make conclusions for the ranges of the independent
variables studied. In our case that is 1-30 nodes, 100-2000 database objects and 2-20
update operations in transactions. The examination of a validated simulation may be
sufficient for the purpose. Only an elaborated analysis model may allow conclusions
about bandwidth usage for infinite values on the independent variables.

The experiment indicates that our current analysis model may not cover all aspects
for the independent parameter of database size, since the growth is not linear in our
measurements. It is however hard to conclude if this is a shortcoming of the analysis
model, which may miss some dependency on database size for bandwidth usage, or if that
is a implementation problem in the simulation model or simulation implementation. The
discrepancy need to be examined in future work.

By having built a simulation for VFR we have gained detailed insights in how large
scale replication scales in such a database system, which that can be used for refining the
analysis model. Also, with a simulation in place we can easily compare alternative future
extensions to the VFR concept.

Our findings show that a simulation of virtual full replication can be representative
and a substitute for specific evaluation of proposed solutions to scalability, and may
be used instead of a system prototype for such studies. The measurements from this
simulation is comparable and close to the measurement results from an actual prototype
implementation [17]. In the simulation, variables can be better controlled, but also the
transactions load can be varied while fully controlled, which gives an opportunity for
examining a large range of application types.

5.3 Future work

For our future work we intend to continue to simulate with even larger values of the
variables, and also use other variables. More independent variables should be studied
and also be related to each other, possibly by using Principal Component Analysis. The
simulation model needs to be complemented with a proper implementation for VFR for
other resources, like storage and processing.

The analysis model for VFR may need to be augmented to model resources with
greater detail. The current simulation model and implementation need to be examined to
find the reason for the discrepancies between the analysis model and the measurements.

There are some additional scalability problems that need to addressed, in addition to
the independent variables suggested in this paper. The detached replication uses version
vectors that keep a copy of each nodes copy of the version vector. This is not scalable
in terms of number of nodes, but Dynamic version vectors [18] can be used to solve this
and use ’generations’ of version vectors as done in work by Gustavsson [10]. Furthermore,
the simulation itself is not scalable due to some current design limitations, since some
simulation settings run out of resources on the computer where the simulation is executed.
We have made attempts with much larger values for the independent variables than was
presented in the paper, but this was decided not to present here due to uncertainties
about simulator resources. As an example we used up to 150 nodes in a simulation.
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