
School of Humanities and Informatics
Thesis project in computer science 30hp
Advanced level
Spring semester 2009

Sequential Sampling in Noisy Multi-Objective
Evolutionary Optimization

Florian Siegmund



Sequential Sampling in Noisy Multi-Objective
Evolutionary Optimization

Submitted by Florian Siegmund to the University of Skövde as a dissertation towards
the degree of M.Sc. by examination and dissertation in the School of Humanities and
Informatics.

September 2009

I hereby certify that all material in this dissertation which is not my own work has been
identified and that no work is included for which a degree has already been conferred on
me.

Signature:

Supervisors: Anna Syberfeldt, University of Skövde, Sweden
Jürgen Branke, University of Warwick, UK

Examiner: Amos Ng, University of Skövde, Sweden



Sequential Sampling in Noisy Multi-Objective
Evolutionary Optimization

Florian Siegmund

Abstract
Most real-world optimization problems behave stochastically. Evolutionary optimization
algorithms have to cope with the uncertainty in order to not loose a substantial part of their
performance. There are different types of uncertainty and this thesis studies the type that
is commonly known as noise and the use of resampling techniques as countermeasure in
multi-objective evolutionary optimization. Several different types of resampling techniques
have been proposed in the literature. The available techniques vary in adaptiveness, type
of information they base their budget decisions on and in complexity. The results of
this thesis show that their performance is not necessarily increasing as soon as they are
more complex and that their performance is dependent on optimization problem and
environment parameters. As the sampling budget or the noise level increases the optimal
resampling technique varies. One result of this thesis is that at low computing budgets
or low noise strength simple techniques perform better than complex techniques but as
soon as more budget is available or as soon as the algorithm faces more noise complex
techniques can show their strengths. This thesis evaluates the resampling techniques on
standard benchmark functions. Based on these experiences insights have been gained for
the use of resampling techniques in evolutionary simulation optimization of real-world
problems.

Keywords: multi-objective optimization, evolutionary algorithm, noise, sequential
sampling
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1 Introduction
In evolutionary optimization dealing with uncertainty is an integral part of algorithm
design. Most real-world systems perform randomly to a certain extent (Syberfeldt et al.,
2008b). Therefore the optimization algorithm is facing a stochastic fitness function with
many real-world simulations. The simulations adopt the stochastic characteristics of the
systems actors and processes in order for the simulation model to be sufficiently close to
reality (Bäck et al., 1997). For example in an industrial production system the varying
professional experience of operating personnel may be taken into account (Syberfeldt,
2009). Machine failures may occur according to a random pattern, or there may be
random fluctuations with incoming workparts and operating supplies. For a given initial
system state and solution parameters the stochastic model will provide a different result
every time it is executed. This type of uncertainty is called Noise (Jin and Branke, 2005).
If the noisy optimization problem is treated as if it were deterministic then the al-

gorithm will suffer from the following effect (Syberfeldt, 2009; Di Pietro, 2007, p. 1):
Inferior solutions will sometimes result in a good fitness and will therefore be selected into
the population, and superior solutions will result badly in some cases and therefore are
discarded. This leads the evolutionary algorithm in a wrong direction and degrades the
algorithm’s performance.
A simple possibility to increase the probability of correct selection of the superior solu-

tions is to run the simulation several times for each solution. Averaging the results provides
the noise distribution of the solution. However this method involves high computational
costs. Every solution is resampled the same amount of times. This static resampling
policy is the reason for the bad performance of this method, so several better approaches
have been proposed. Usually the overall number of solution resamplings is set so that
the running time matches a certain time limit (Di Pietro, 2007). Hence in order to make
the best use of the available time the available resampling runs should be distributed
unevenly among the solutions. I.e. the biggest share of the computation time should
be spent on the most worthwile solutions. This noise compensation technique is called
Dynamic Resampling (Syberfeldt et al., 2008b; Di Pietro, 2007). With most real-world
problems the noise strength varies to a great extent throughout the search space (Arnold,
2002). It pays off to invest more resamplings in solutions with higher variance (Jin and
Branke, 2005). This keeps the estimation error of the solution’s fitness on a low level.
Other criteria for computing budget allocation are the solutions fitness (Di Pietro, 2007;
Fu et al., 2008) or relative distances between the objective vectors of the solutions (Lee
et al., 2008). A special class of dynamic resampling techniques are sequential sampling
techniques. They decide iteratively how many times a solution should be sampled based
on the mentioned characteristics of the solution. After the first sample has been taken it
is decided to sample the solution further or not. If the decision is positive the solution is
resampled only once more. Then the decision is made again. This process continues until
the solution is known satisfactorily well.
As a summary it can be stated that resampling techniques can be classified according to

their adaptivity and the type of information about the evaluated solution they make use of.
Adaptivity means how exact the resampling technique wants to know the solution to decide
how many times it should be sampled. On the one extreme there are the static techniques
that treat all solutions equally, on the other are techniques that slowly get in touch with
the judged solution and make the sampling decision iteratively. The information about
the solution can be classified as: noisyness, fitness information, comparative information
(Arnold, 2002). Noisyness means the sample standard deviation of the solution. The
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higher the deviation the harder it is to judge if the solution is better than other solutions.
Fitness information means the absolute position of the solutions fitness vector in the
objective space. The thought with this is that if the solution’s fitness vector is good in all
objectives then it must lie in an objective space region of good solutions. In the end of the
optimization run when the population of the evolutionary algorithm consists mainly of
good solutions it pays off to sample the good solutions with the good fitness values more
often than eventually inferior offspring. By this the good solutions whose fitness vectors
lie in the same region of the objective space and therefore will have small distances to each
other can be distinguished. Comparative information means the differences in uncertainty
and fitness between different solutions. The intention with resampling is to be able to
reliably select the best solutions. If for a set of solutions their noisyness is known and the
distance of their fitness vectors to each other in the objective space a better resampling
decision can be made for them together as a set, than if each solution would be considered
individually. When solutions are compared each of them can be resampled just as often
as is needed to distinguish them with high probability.
This thesis aims at making statements about the performance of the different types of

resampling techniques. At least one technique out of the mentioned classes is selected for
comparison. The comparison will also be seen from the application perspective. As this
thesis work is written in an engineering department a special focus lies on analysing the
techniques in simulation optimization of industrial processes. The hope is that at the end
of this thesis work new insights into the efficient applicability of resampling techniques
in industrial simulation optimization have been gained. As most real-world applications
require the handling of multiple objectives this thesis investigates only multi-objective
resampling techniques.
During the last years a sequential sampling technique called OCBA (Optimal Computing

Budget Allocation) (Chen et al., 2000) has been developed, tested, analysed and improved.
Recently a multi-objective version has been proposed (Lee et al., 2008). As this technique
is promising this thesis work will include its implementation, analysis and comparison to
other techniques.

The thesis is structured in the following way: In chapter 2 the reader is given background
information that consecutively introduces all necessary areas this thesis touches and that
are essential for the understanding of the investigated subject. Chapter 3 exactly de-
fines the aim of this thesis and provides a set of sub-objectives that must be accomplished.
Chapter 4 presents the selected resampling techniques and reasons about the selection.
The individual techniques are then presented in detail. It also describes the experiences
with integrating comparative resampling techniques into evolutionary algorithms. Chap-
ter 5 presents the test problems the techniques are evaluated on, explains the choice
of evolutionary algorithms the resampling techniques are integrated in and introduces
metrics for measuring the performance of the optimization. The chapter also describes
how the standard benchmark functions have been made noisy and provides execution and
performance measurement details. Chapter 6 defines test cases and reasons about the
parameterization of test components. A discussion of the test results follows. Chapter
7 summarizes the insights about the results and gives recommendations for the beneficial
use of dynamic resampling techniques in industrial applications. A further point is a list of
open questions and observed effects that could not be answered or investigated in the time
budget of this thesis. The appendix provides further background information, a more
detailed description of OCBA, detailed result listings and diagrams and implementation
documentation.

2



2 Background
This chapter gives definitions to important terms and provides short introductions to sub-
jects that are presumed known in the further chapters. This compilation of information
is structured hierarchically. First some basic terms are defined in an introductory chapter
about optimization in general. Then, the optimization subject is somewhat narrowed to
simulation optimization to establish a basis for the intended orientation of the results to
simulation optimization of industrial production processes. Following the by the re-
sampling techniques enhanced evolutionary algorithms are summarized. Subsequently
the use of the pareto approach to handle multi-objectivity is motivated. After having
introduced these fundamentals, the theory behind sampling is gone through.

2.1 Optimization
In this work the term optimization is defined as ”the process of improving one or several
properties of an entity”. The entity that is subject to optimization is referred to as the
system. The system can be a conceptual or real. E.g. a mathematical function represents
a conceptual system. Examples for real systems are the national economy of a country,
railway operations or the production process of a car (Bäck et al., 1997).
Optimization can only be performed on systems that can be stimulated through input

parameters. The system may have a state, i.e. the systems behaviour depends on past
inputs. And there is an output that the optimization aims to change to better values.
An output parameter of the system that is intended to be optimized is referred to as an
objective. The improvement of several objectives at the same time poses special challenges
(cf. subsection 2.4, Multi Objective Optimization). The input parameters can take
discrete or continuous values (Branke et al., 2008).
The optimization process is an algorithm that searches for input parameter value com-

binations, called solutions, that result in good or optimal output parameter values. The
set of all solutions is called search space or solution space whereas the set of all output
parameter value combinations that can be taken is called objective space (Jin and Branke,
2005). In order to obtain the corresponding output parameters to given input parameters
the system process has to be executed, which can take a long time and exhibit huge costs.
To reduce these costs often a model of the system is used which however can also be very
costly to execute, in terms of time and computing capacity (cf. next chapter).
In some cases the algorithm can obtain information in which direction to search for the

next solution that will be executed. For example if there exists an analytical model of the
system (Bäck et al., 1997). But in most real-world problems the system is far to complex
to provide such direction information (Arnold, 2002), so that heuristical algorithms have
to be used (cf. subsection 2.3, Evoluationary Optimization).

2.2 Simulation-Based Optimization
In order to be able to optimize a system its behaviour has to be watched carefully. Be-
haviour means the systems reaction to a stimulation through an input facility. With most
optimization problems it is not feasible to use recorded observations of the system’s behav-
ior because of the prohibitively large number of different input parameter combinations
for which output data is needed (Carson and Maria, 1997). The aquisition of the data is
therefore accomplished by means of a model of the system to be optimized. In the optimal
case the creation and execution of the model is orders of magnitude cheaper than if the
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data would be obtained by means of the real system (Law and Kelton, 1999). The model
or its execution is called simulation.
The optimization process works in the following manner (Figure 1): The optimization

algorithm chooses a solution out of the solution space of the model. It sends the solution’s
parameter values to the simulation software and gets back a performance feedback.

Optimization 
Algorithm

Evaluation

Parameter values

Performance feedback

Figure 1: The Optimization Process

The expectation is that the evaluation of the solution provides the algorithm with valuable
information about the solution space, i.e. which areas are most promising to investigate
(Carson and Maria, 1997). The algorithm draws samples of the solution space (cf. sub-
section 2.5, Sampling), and based on the measured quality of the investigated solutions it
decides which solutions are to be investigated next. This loop is performed until a certain
stop criterion is met. For example a certain number of solution evaluations, a solution
quality level or a time limit (Law and Kelton, 1999).

2.3 Evoluationary Optimization
Evolutionary Algorithms are generic metaheuristic optimization algorithms that use tech-
niques inspired by nature‘s evolutionary processes (Bäck et al., 1997). Instead of one
single solution they maintain a whole set of solutions that are optimized at the same time.
This set is called population or generation, and the contained solutions are referred to
as individuals. Each individual holds values to the problems’s parameters which in turn
represent the genes of the individual. In this context the objective function is called fitness
function (Bäck et al., 1997).
The genericness of evolutionary algorithms makes them applicable to a wide range of

optimization problems. They can succeed without deep knowledge about the structure
of the objective function or of the feasible solution space. The inherent randomness of
the emulated biological processes enables them to provide good approximate solutions
nevertheless. This is useful if the objective function is not known, if there is no problem
specific algorithm available or there is no algorithm that is fast enough (Bäck et al.,
1997). Evolutionary algorithms are able to provide a solution by approximation within
adequately short time (Bäck et al., 1997).
Evolutionary algorithms have the ability to avoid to get stuck in local optima (Deb,

2002, p. 128). The inherent randomness in the emulated biological processes regularly
leads to individuals with worse fitness values and they are allowed to be included into the
population. The degradation can for example be restricted by a threshold, which can be
decreased with time.
Evolutionary algorithms follow a basic pattern that is outlined in Algorithm 1.
After the initialization phase with creation and evaluation of the initial population the al-
gorithm iteratively improves the population by taking in new better solutions that replace
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Algorithm 1: Evolutionary algorithm basic pattern
Create random initial population
Evaluate the population

while NOT TerminationCriterionMet do
Generate offspring of the population
Evaluate the offspring
Select new population out of available solutions

endwhile

older inferior solutions. For that purpose a set of candidate solutions called offspring is
created. The algorithm chooses now the population for the next iteration from the set of
all known solutions, which are the population and offspring. For the offspring creation the
genetic operators recombination and mutation are used while the new population is cho-
sen by the selection operator. The recombination and mutation operators are also called
variation operators Arnold (2002, p. 8). A comperehensive overview over recombination
and mutation operators is given in (Spears, 1998). The randomness in these operators
gives the algorithm the ability to avoid being caught in local optima (Bäck et al., 1997).
A short description for these operators is now given:

Recombination The recombination operator creates an offspring solution by combining
several solutions (Bäck et al., 1997). The genes of the new solution are determined by
combining one or more genes of the parent solutions. The combination behaviour may
be completely random or follow defined rules. An example of a recombination operator
would be to assign a gene in the offspring solution the corresponding gene of one randomly
chosen parent solution. Another possibility would be to average the corresponding genes
of all parent solutions. A widely used recombination operator is the crossover operator
(Figure 2) (Bäck et al., 1997).

1 2 3 4 5

6 7 8 9 10

Parent1

Parent2

1 2 8 9 10Offspring

Crossover 
Point

Figure 2: Crossover operator

It combines only two parents and assigns the genes from the first parent to the the offspring
solution up to a certain crossover point and the rest of the genes are assigned the genes of
the second parent. However, the generated offspring solution is not necessarily feasible.
The parent solutions are usually selected based on their fitness to increase the chance to
get an offspring solution with high fitness. The parent selection considers not only the
solutions with the best fitness values but also inferior solutions in order to not get stuck
in local optima and maintain diversity. Diversity is also achieved by considering distance
information between the parents in the selection process (Syberfeldt, 2009).
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Mutation The mutation operator slightly changes one or more genes of a solution in
order to provide for diversity in the population and to avoid local optima (Figure 3) (Bäck
et al., 1997).

1 2 3 4 5

1 2 3 4.3 5Offspring

Offspring

Figure 3: Mutation operator

By varying the mutation amount the mutation operator can be used to control the prob-
ability of escaping local optima (Bäck et al., 1997). In the beginning of the algorithm
running time the mutation strength can be set high to not get stuck in local optima and
towards the end of the running time it might be set low to not escape the global optimum
as well. This approach is called mutation strength adaption (Arnold, 2002).

Selection The population of the next iteration is chosen out of the solutions in popula-
tion and/or offspring based on the solutions’ fitnesses. A second selection criterion might
be the diversity of the selected solution set. A selection operator that adresses diversity
is the crowding distance selection (Deb, 2002).

The initial population is usually chosen randomly. By selecting a random set of solutions
it is intended that the first population is spread throughout the search space. A well-
distributed population in the beginning leads to that the random evolutionary operators
choose solutions that cover a bigger part of the search space during the algorithm running
time. This makes it more likely that more good solutions are investigated (Bäck et al.,
1997).

There are two major types of evolutionary algorithms: Genetic Algorithms and Evolution
Strategies. Genetic algorithms generate µ offspring out of a population of µ solutions. The
selection of the parents is fitness based. Parents with better fitness have a higher chance
to be used for offspring creation. Usually solutions with good fitness are taken over to the
population of the next iteration. This strategy is known as elitism (Deb, 2002). Evolution
strategies are evolutionary algorithms that select the parents for offspring creation ran-
domly and independent of their fitness values. They usually use mutation strength adap-
tion. (Syberfeldt, 2009). Evolution strategies have several standard parameters and there
exists a notation for standard variants: comma strategies: (µ/ρ, λ) and plus-strategies:
(µ/ρ + λ). The evolution strategy keeps µ solutions in the population and uses ρ parent
solutions for creating λ offspring solutions. If it is a comma-strategy then the population
of the next iteration is chosen only out of the λ offspring solutions. If it is a plus-strategy
then the next population is chosen out of the union of the population and the offspring
solutions.

The outcome of every algorithm iteration is a population and therefore the whole opti-
mization process also results in a population of solutions. The algorithm will present to
the user a set of solutions out of the neighborhoods of local and/or global optima. Only
one of them needs to be selected by the user as optimal solution (s)he wants to use. In
case of the existance of a single global optimum, the population will eventually consist
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of individuals out of a near surrounding of this global optimum. There exist optimiza-
tion problems though where the generational approach is of explicit value, for example in
multi-objective optimization, which is described in the next section.

2.4 Multi-objective optimization
Most real-world problems feature multiple optimization objectives (Zitzler, 1999; Deb,
2002; Mehnen et al., 2004). A good solution to these multi objective optimization prob-
lems should preferably be good regarding all objectives. These objectives cannot be op-
timized independently, but must be treated as a whole. Usually several objectives are
correlated and often some of them are conflicting objectives. Conflicting objectives are
adversely correlated, i.e. the optimization of one of several conflicting objectives leads to
the degradation of the others. Due to conflicting objectives multi-objective optimization
problems in general do not have any solutions that are optimal with respect to all objec-
tives (Srinivas and Deb, 1994, p. 1). Nevertheless they usually have many global optima.
These solutions are optimal because they are not “comparable” to the other optimal so-
lutions. They are solutions with an optimal trade-off between conflicting objectives. I.e.
there is no other solution that provides a better result for an objective without at the
same time performing worse in another objective (Deb, 2002, p. 20). These solutions are
called pareto-optimal solutions. If several pareto optimal solutions are known to the user
(s)he has to choose one of the solutions according to his/her personal importance rating of
the several objectives. This rating is based on higher level information that has not been
built into the model that is to be optimized. An example for importance rating: If an
environmentally aware person wants to go on a journey and can choose between several
means of transport a trade off between the objectives travel time and climatic influence
can be made (Figure 4).

Travel Time (minimize)

C
lim

at
ic

 In
flu

en
ce

 (
m

in
im

iz
e)

Airplane

Car

Train

Figure 4: Example travel alternatives, Influenced user preferences

The preferences will vary strongly between different users and will depend on the available
alternatives. A person who is short on time might initially prioritize time and prefer to
go by car. However, there might be lots of traffic on the roads at the designated travel
time. Then only very little time can be saved by using the car. With these alternatives at
hand (s)he might value it higher to travel environmentally friendly and chooses the train.
This problem is tackled by interactive multi-objective optimization approaches. Here the
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user can iteratively specify and refine his/her preferences for the objectives while the
optimization proceeds and more and more information about the alternatives is available.
These interactive approaches are common in the scientific field of Multi-Criteria-Decision-
Making (MCDM), but are not subject of this thesis. For a short introduction the reader
may refer to (Branke et al., 2008, p. VII).

2.4.1 Single-objective approaches

A self-suggesting approach to handle multi-objectivity is to reduce the multi-objective
optimization problem to a single objective optimization problem and solve it with one of
the known well-established sophisticated single-objective algorithms. A standard method
for this is the epigraph reformulation (Günzel et al., 2008, p. 417). It converts all objectives
to restrictions and bounds all of them with the same scalar which is then minimized as the
single objective. In the evoluationary optimization context this idea is implemented by the
ε-constraint method (Deb, 2002, p. 57). The most intuitive approach though to reduce the
dimensionality to one is to assess a single value to the objective function’s result vector by
aggregation of the objectives. The basic aggregation method is the weighted sum method
that weights the objectives linearly and sums them up (Deb, 2002, p. 6). This weighting
influences the result of the algorithm and should correspond to the user’s preferences. The
weighted sum method is widely used but has some major drawbacks. Some are described
in (Deb, 2002, p. 54) and two shall be outlined here now:
The problem with static aggregation as in the weighted sum method is that the user

preferences have to be stated before the optimization starts and then are fixed during the
whole optimization process. This characteristic renders the weighted sum method inappli-
cable for many problems. As described above, the user preferences usually depend on the
available solutions and change therefore during the optimization run. If the optimization
problem is solved by an evolutionary algorithm that drives a whole population and gener-
ates offspring many alternatives are known to the algorithm. Here it would be beneficial
if the weight vector would be adapted occasionally to the available solutions. Besides
finding better solutions adapting the weight vector will moreover guide the algorithm and
thereby shorten its running time. For this adaptive approach the reader may again refer
to the MCDM literature.
An alternative to weight vector adaption would be to run the weighted sum method sev-

eral times to get different trade-off solutions. The user can then choose one of the resulting
solutions that matches the higher level information best. This approach is problematic.
First, real-world simulations often exhibit long evaluation times and the optimization
should preferably only be executed as few times as possible. Second, different trade-off
solutions can be obtained by running the optimization with different weight vectors and
by running it with the same vector several times. In the latter case the algorithm will find
several trade-off solutions that correspond to the same weight vector. It can be shown
though that many of the corresponding solutions can never be found with the weighted
sum method. The problem arises in the context of non-convex objective spaces (Deb, 2002,
p. 55). As many of the pareto-optimal solutions are missed the algorithm is restricted in
delivering a distributed representative selection of solutions. This makes it unlikely that
a solution is found that fits well to the user’s objective preferences.
The idea to present the user a whole set of optimal solutions as the result is already

very near to the pareto approach, a true multi-objective approach, which is described in
the next subchapter.
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2.4.2 Pareto Approach

The multi-objective optimization approach used in this thesis is the pareto approach. It
does not make the attempt to resolve the multi-objectivity (Deb, 2002). As mentioned
above the problem with multiple objectives is that solutions can be not comparable. Nev-
ertheless with a certain probability there will be solutions that are comparable so that the
algorithm is able to compare at least a subset of all solutions in the search space. The suc-
cess of multi-objective evolutionary algorithms shows that good optimization results can
be achieved with only this restricted comparability at hand (Deb, 2002). The technical
term for the multi-objective comparison is pareto-domination or short domination (Deb,
2002). Solution A dominates solution B (denoted A ≺ B) if all objective values of A are
better than or equal to their respective objective value of B. As described there are incom-
parable pairs of solutions. Thus the dominance relation is not total. Two incomparable
solutions are called mutually non-dominating. The set of solutions out of the search space
that are not dominated by any other solution are called pareto front (Syberfeldt, 2009).
As mentioned, these solutions are called pareto-optimal. Pareto-optimal solutions are ei-
ther dominating another solution or the pareto-optimal solution and the other solution
are mutually non-dominating.
A sample pareto front is indicated in Figure 5. Except for solution E all solutions displayed
are pareto-optimal and are member of the pareto front. In the example solution E is
dominated by solutions C, D and F. The area of the objective space that is dominated by
solution C is indicated by dashed lines. In general the pareto front does not need to consist
of a finite number of solutions. It can be continuous and contain an infinite number of
solutions, as it is the case for the benchmark functions used in this thesis (chapter 5.1).
The pareto rank is a ranking scheme for the quality of solutions. All pareto-optimal

solutions are assigned pareto rank 1. Rank 2 comprises all solutions that are pareto-
optimal if all solutions of rank 1 are temporarily masked out and so on. . . (Syberfeldt
et al., 2008b, p. 1). In Figure 5 all solutions have rank 1 except for solution E that is
dominated and has rank 2. The set of all solutions with pareto rank 2 is called second
pareto front.

Objective 1 (maximize)

O
bj

ec
tiv

e 
2 

(m
in

im
iz

e)

G

FD

C

B

A

E

Figure 5: Pareto front and domination

It should be noted that in this work the strong pareto-dominance definition is used (Tan
and Goh, 2008, p. 264) even though the important publication of OCBA (Lee et al., 2008)
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uses weak pareto-dominance. This decision was made for implementation reasons and it
is explained in appendix F. Strong pareto-dominance means that a solution is considered
dominating another solution if it is better or equal in all objectives and strictly better in
at least one objective.
As optimization algorithms usually operate on a finite set of solutions there is a need to
widen the term pareto front to a finite set of solutions. The true pareto front has to be
distinguished from the pareto front of a solution set. The true pareto front is the pareto
front of the whole search space (Collette and Siarry, 2005). The same distinction can be
made with true pareto-optimal and pareto-optimal regarding a solution set. This distinc-
tion is necessary because optimization algorithms usually only find an approximation to
the true pareto front. That means a pareto front that lies very near to the true pareto
front.
In this approach to handle multi-objectivity the algorithm is made to deliver a whole
set of solutions that are not “comparable” pairwisely, i.e. a pareto front where the user
can choose from one solution in the end of the optimization run according to his/her
preferences of the importance of the objectives. Here also an interactive approach makes
sense that can guide the algorithm to for the user interesting areas of the pareto front.
An iterative procedure where the user can refine his/her objective weighting can be found
in (Branke and Gamer, 2007).
The pareto approach suffers from a problem. In a 2d objective space the probability of
two randomly selected solutions to not be comparable is 0.5. In 3d it is 0.75 (Branke
et al., 2008). The probability is rising polynomically with the dimensionality. If more and
more solutions become incomparable the performance of the evolutionary algorithm will
degrade (Branke et al., 2008).
Evolutionary algorithms and multi-objective optimization using the pareto approach har-
monize particularly well (Deb, 2002, p. 7), because EAs need to maintain a whole pop-
ulation of solutions for their operation and they also result in a whole solution set. Just
by one simulation multiple pareto-optimal solutions can be found.

As a summary of this subchapter it can be stated that the fundamental difference between
the weighted sum- and the pareto approach in it’s basic form is that the single-objective
approach requires preference information before the optimization is run whereas the pareto
approach delivers a set of alternatives where one solution can be chosen according to the
preference information in the end (Deb, 2002, p. 7).

2.5 Sampling
In the optimization context, there are two types of sampling (Fu et al., 2008, p. 27),
whereas most authors use the term sampling for the first type that is mentioned here.
Sampling of one specific solution – Samples are drawn from the objective space of the

evaluation function. If the evaluation function is noisy, i.e. it comprises uncertainty, then
its manifold execution for one particular solution results in a whole set of different values.
This set of samples is needed for the estimation the solutions quality. If the set follows a
probability distribution, then for example mean and variance can be used as the quality
indication for the solution.
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Sampling of the solution space – The optimization algorithm by and by draws samples
from the solution space and sends the solutions to evaluation. The selection of solutions
may be done in an intelligent manner based on the evaluation of previous samples.
In most real-world applications the available computing time for locating a good so-

lution is limited and must therefore be distributed among these two different types of
samplings. This is an important trade-off decision in algorithm design. If the optimiza-
tion algorithm can make good use of an exact knowledge of the quality of recently sampled
solutions, partitioning of the computional effort should be done in favor of sampling ev-
ery selected solution well. On the other hand there are cases where coarse knowledge
of solution quality is sufficient. One example are algorithms that use randomness to be
able to escape from local minima. A careful solution evaluation would only be of minor
value to them. They can instead put their focus on looking at many solutions. Another
example are evoluationary algorithms that maintain a large population and settle for less
careful solution evaluations. This sampling technique is called Implicit Resampling (Jin
and Branke, 2005, p. 305). The idea is that for every solution it is likely that several
similar solutions exist whose evaluation compensates for the uncertainty about the single
solution’s coarse evaluation. In the case of evolutionary algorithms where the solution
space is searched mainly randomly (e.g. evolutionary algorithms, mutation operator) the
optimal trade-off changes with increasing computing budget. As soon as enough sam-
plings are available for beeing able to search the solution space sufficiently the priorities
switch and it is more beneficial to sample every solution more times than to look at more
solutions. This trade-off is investigated in a break-even point analysis in chapter 6.3 later
on.

11



3 Problem Statement

3.1 Aim
This project draws a comparison between resampling techniques used in noisy multi-
objective evolutionary optimization. The resampling techniques are analysed in a general
perspective as well as with respect to the application of simulation optimization of in-
dustrial processes. Resampling techniques can be classified based on their adaptiveness
and the type of solution information they use to decide which and how often solutions
shall be sampled. Most of the compared techniques are sequential sampling techniques
that thereby give this thesis its title. The individual types of techniques are associated
with theoretical expectations and estimations of their performance. The aim is to ex-
perimentally support these theoretical considerations and to identify correlations that
determine the effectiveness of the techniques. The experiments also offer the chance to
disprove misconceptions of the behaviour of the considered resampling techniques. The
different techniques are compared by evaluating them on standard multi-objective bench-
mark problems whose execution has artificially been made stochastic. The expectations
from the experiments are to be able to deduct general qualitative conditions on which
the techniques can be used profitably. A particular sub-goal of this thesis is defined as to
gather insights in the beneficial applicability of the promising, recently proposed multi-
objective version of the OCBA technique, MOCBA (Lee et al., 2008). As MOCBA is the
most sophisticated of the tested techniques it may require high implementation effort and
it may not be immediately obvious how to make the best possible use of it. The thesis
work will therefore involve preparatory considerations on how to integrate MOCBA into
evolutionary algorithms.

In fewer words the aim of the project is defined as: Evaluate and compare different types of
resampling techniques with focus on both theoretical results and conclusions for real-world
problems.

3.2 Objectives
This list presents a set of sub-goals that are necessary to reach the defined aim of this
thesis. The sub-goals need not be accomplished in the listed order.

1. Select several resampling techniques such that all classes of techniques are covered
that have been described in the introduction. Choose MOCBA (Lee et al., 2008) as
representative for comparative resampling techniques.

2. Select several evolutionary algorithms and noisy standard benchmark problems where
the resampling techniques can be tested on. Select appropriate evaluation metrics
to evaluate the results.

3. Propose a way how to integrate the resampling techniques into the evolutionary
algorithms.

4. Implement the selected resampling techniques and the test components. Implement
an execution framework that allows the generic handling of the resampling tech-
niques and the test components and that can execute automated repeated test runs.
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5. Parameterize the evolutionary algorithms with respect to versatile applicability.
Identify several different parameter settings for the benchmark problems that permit
comparison with other implementations and published results and that allow rele-
vant conclusions for real world-problems. Select reasonable parameter settings for
the resampling techniques such that theoretically predicted correlations and effects
can be shown.

6. Define test cases and execute them. Give answers to the following questions: Is
MOCBA’s superiority, as has been promised in (Lee et al., 2008), based on the
consideration of relative distance information (Cf. Introduction) ? Or on the fu-
sion of different types of information about the solution? What type of resampling
technique performs best given a certain sampling budget?
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4 Sequential Sampling Techniques
In this chapter the resampling techniques are described that have been selected for eval-
uation. At first a classification of resampling techniques is given. Not all evaluated
techniques are sequential. Static resampling is also included in the comparison of the
techniques as a reference technique that has low implementation effort and that needs
to be outperformed by advanced techniques. In the second subchapter considerations
are made how to integrate the resampling techniques into the evolutionary algorithms
to achieve the best effect and provide the most benefit. In the third subchapter the
individual techniques are described in detail.

4.1 Classification
Resampling techniques can be classified according to their adaptivity and the type of
information about the evaluated solution they make use of.
Adaptivity means how exact the resampling technique wants to know the solution to
decide how many times it should be sampled. On the one extreme there are the static
techniques that sample all solutions the same amount of times independent of the so-
lutions properties or characteristics. On the other hand there are dynamic resampling
techniques that assign the solution a certain sampling budget according to its properties,
i.e. noisyness, fitness information or comparative information (cf. the other dimension
of the classification). In dynamic category it can be distinguished between resampling
techniques that assign the resampling budget only once and such techniques that assign
the budget iteratively. The latter are called sequential sampling techniques. They slowly
get in touch with the judged solution by initially sampling the solution once and then
deciding if the solution should be sampled once more. If so the same decision is made
after the next sampling and so on until the solution is known sufficiently to make a final
decision on the resampling budget and to execute the rest of the samplings.
The Information-Type of the solution can be classified as: noisyness, fitness informa-
tion and comparative information (Arnold, 2002). Noisyness means the sample standard
deviation of the solution. The higher the deviation the harder it is to judge if the solu-
tion is better than other solutions. Fitness information means the absolute position of
the solutions fitness vector in the objective space. The thought with this is that if the
solution’s fitness vector is good in all objectives then it must lie in an objective space
region of good solutions. In the end of the optimization run when the population of the
evolutionary algorithm consists mainly of good solutions it pays off to sample the good
solutions with the good fitness values more often than eventually inferior offspring. By
this the good solutions whose fitness vectors lie in the same region of the objective space
and therefore will have small distances to each other can be distinguished. Comparative
information means the differences in uncertainty and fitness between different solutions.
The intention with resampling is to be able to reliably select the best solutions. For several
solutions for which their noisyness is known and the distance in that their fitness vectors
are separated in the objective space a better resampling decision can be made than if each
solution would be considered individually. When solutions are compared each of them
can be resampled just as often as is needed to distinguish them with high probability.
For some solutions whose fitness vectors are very separate in the objective space and that
have only low noise it is clear with high probability which of them are better and it would
be a waste of sampling budget to investigate them further.
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4.2 Integrating comparative techniques
In contrary to non-comparative techniques that consider each solution separately when
assigning computing budget, it is not immediately clear how to integrate comparative re-
sampling techniques into evolutionary algorithms with the most benefit. Non-comparative
techniques can be integrated as add-on. The algorithm hands over control to the resam-
pling technique which then in one or several iterations determines the solutions fitness.
Comparative resampling techniques need several solutions to compare. In evolutionary
algorithms there are two occasions when a comparison is needed. When selecting solutions
as parents for offspring creation and during the selection of the new population.

Parental selection for offspring creation Evolutionary recombination operators usu-
ally select the parents for recombination fitness- and random-based (Deb, 2002). At the
point in time when the offspring are created the fitness of all solutions in the population is
already satisfactorily evaluated. Applying a comparative resampling technique could help
making a more reliable selection decision but in this situation this is of no value because
it is intended by the random selection to have worse solutions take part in the offspring
creation process. (Cf. chapter 2.3).

4.3 Description of the individual resampling techniques
4.3.1 Static Resampling (SR)

The static resampling noise handling technique samples every solution the same amount of
times independent of the solutions characteristics and assigns the average fitness value to
the solution (Syberfeldt, 2009, p. 75). It is therefore not a dynamic resampling technique
and is included to provide a basic performance reference that needs to be outperformed
by advanced techniques.

4.3.2 Standard Error Dynamic Resampling (SEDR)

Standard Error Dynamic Resampling is a sequential sampling technique proposed in
(Di Pietro, 2007). It allocates sampling budget separately for every solution according
to the uncertainty of the solutions fitness, that means the noisyness of the evaluation of
the solution. That corresponds to the standard sample deviation of the samples taken.
According to Di Pietro the effective noise, here called standard error ses, is decreasing as
the solution is resampled as follows: ses = σ√

n
, where n is the number of samples taken

on s. σ is the sample standard deviation σs =
√

1
n−1

∑n
i=1(si − µs). The solution is iter-

atively sampled until the standard error is below a threshold sethr. SEDR was originally
published as single objective resampling technique and is made multi-objective by aver-
aging the standard error of all objectives. A pseudocode description of SEDR is given in
Algorithm 2.
SEDR requires 2 parameters to be set: Tmin and sethr.

4.3.3 m-Level Dynamic Resampling (mLDR)

m-Level Dynamic Resampling is a second dynamic resampling technique published by
(Di Pietro, 2007) that assigns resamplings to a solution based on the solutions noisyness.
mLDR is a non-comparative sequential resampling technique. A solution is assigned a
sampling budget by calculating the solution’s sample standard deviation and looking up
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Algorithm 2: Standard Error Dynamic Resampling (SEDR)
input : Solution s

1. Perform Tmin initial samples of the fitness of s
2. Calculate mean of the available fitness samples for each of the H objectives: µsk,
k = 1, . . . , H

3. Calculate objective sample standard deviation with available fitness samples:
σsk =

√
1

n−1
∑n
i=1(sk − µsk), k = 1, . . . , H

4. Calculate objective standard errors sesk = σsk√
n
, k = 1, . . . , H

5. Calculate average standard error ses
6. Stop if ses < sethr

Otherwise sample the fitness of s one more time and go to step 2

the corresponding resampling rate in an interval table. The intervals and corresponding
resampling rates are parameters of mLDR. After assigning a sampling amount the solution
is sampled one more time if the required sampling rate has not yet been reached. With
the new information about the solution the sampling budget is looked up in the table
again. When the solution has been sampled as much or more than required the procedure
is finished.
mLDR was originally published as single objective resampling technique and is made

multi-objective by averaging the sample standard deviation of all objectives. mLDR is
especially suitable for fitness functions with several discrete noise levels (Di Pietro, 2007).
A pseudocode description is given in Algorithm 3.
mLDR requires 2m + 1 parameters where m is the number of thresholds between the
sampling rate intervals.

Algorithm 3: m-Level Dynamic Resampling (mLDR)
input : Solution s

1. Perform Tmin initial samples of the fitness of s
2. Calculate mean of the available fitness samples for each of the H objectives: µsk,
k = 1, . . . , H

3. Calculate objective sample standard deviation with available fitness samples:
σsk =

√
1

n−1
∑n
i=1(sk − µsk), k = 1, . . . , H

4. Calculate average sample standard deviation σs
5. Stop if n ≥ budgetTable(σs)

Otherwise sample the fitness of s one more time and go to step 2
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4.3.4 Fitness Based Dynamic Resampling (FBDR)

Fitness Based Dynamic Resampling is described at (Di Pietro, 2007, p. 40). It determines
the computing budget for a solution depending on the solution’s fitness. The idea behind
this is that it adds to the optimization’s performance if the evaluation of solutions with
smaller fitness values (minimization problem) is known more precisely. In an iterative
procedure it checks if the number of resamplings is above the required resampling rate for
the currently known mean value. If not, the solution is evaluated one more time and the
termination condition is checked again.
Di Pietro however introduced FBDR as a single objective algorithm. To be able to make

use of it for this thesis, the technique has to be extended to a multi-objective version. This
is done by averaging the objective values. The procedure is outlined in Algorithm 4.
The resampling rate is not assigned proportionally to the fitness values. The used

sampling assignment strategy assumes that the objective values of the generated off-
spring on average take a value in the middle of the objective range. Additional resam-
plings are therefore assigned for solutions that have an average normalized objective value
NCF s bigger than 0.5. The ratio of the sampling budget Badd that can be assigned
to a solution in addition to Tmin is calculated according to the following relationship:
p(s) =

(
2 max

{
1
2 , NCF s

}
− 1

)w
, cf. Figure 6.
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Figure 6: Fitness based sampling budget allocation

If the average fitness NCF s lies below 0.5 no extra sampling budget is assigned. For
values higher than 0.5 additional budget is assigned linearly, quadratically or like a square
root. Parameter w > 0 controlls the budget assignment speed.
FBDR requires 3 parameters: The initial resampling budget that is assigned to the solu-

tion Tmin, the in addition available sampling budget Badd whose assignment the algorithm
decides on based on the solution’s fitness and the budget assignment speed parameter w.
The minimum budget parameter as used in the original publication is omitted and only
Tmin is used instead.
FBDR requires to know the bounds for the individual objectives which can be disad-

vantageous if the bounds can not be obtained analytically and are only available though
former optimization runs.

4.3.5 Fitness Based Standard Error Dynamic Resampling (FBSEDR)

Fitness Based Standard Error Dynamic Resampling is a combination of the two sequential
sampling techniques SEDR and FBDR (cf. chapters before). Both the solution’s fitness
and noise strength are considered for assigning computing budget. This sequential sam-
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Algorithm 4: Fitness Based Dynamic Resampling (FBDR)
input : Solution s

1. Perform Tmin initial samples of the fitness of s
2. Calculate mean of the available fitness samples for each of the H objectives: µsk,
k = 1, . . . , H

3. Calculate normalized complementary fitnesses: NCFsk = rangek − µsk
rangek

, k = 1, . . . , H,
where rangek = maxFk −minFk

4. Calculate the average of all NCFsk: NCF s

5. Determine the additional resamplings for s: Tadd =
(
2 max

{
1
2 , NCF s

}
− 1

)w
∗Badd,

where Badd is the maximum additional sampling budget
6. Calculate required resampling rate for s: r(s) = Tmin + Tadd

7. Stop if at least the required resampling budget has been assigned to s: n ≥ r(s)
Otherwise sample the fitness of s one more time and go to step 2

pling technique was proposed as a single objective version in (Di Pietro, 2007) and is made
multi-objective in the same way as FBDR and SEDR.
To combine the two techniques the termination criterion of SEDR has to be transformed:

ses < sethr ⇔
σs√
n
< sethr ⇔ n >

(
σs
sethr

)2
. The termination criteria of FBDR and SEDR

are combined by arithmetic average: n > r(p(s), σs) := Tmin +
p(s)Badd +

(
σs
sethr

)2

2

4.3.6 Multi Objective Optimal Computing Budget Allocation (MOCBA)

The Optimal Computing Budget Allocation technique is a multi-objective sequential sam-
pling technique . It is a comparative resampling technique. The input is a set of solutions
whereof every solution is assigned a sampling budget. In the OCBA context the solutions
are called alternatives. Instead of assigning sampling budget to each solution indepen-
dently until it is known sufficiently the solutions are assigned a sampling budget with the
knowledge of all solutions in the input set. As soon as an initial sampling of the input
solutions is available the algorithm has knowledge about the distances between the fitness
vectors and noisyness of the solutions. It can optimize the sampling assessment to the
individual solutions so that they are just as much sampled as is needed to be able to
distinguish them with a high probability. The situation is displayed for two solutions in
Figure 7.
As OCBA is implementing the pareto approach it is not only determining the sampling

budget for every solution in the input set S, it also partitions S into two subsets. All
pareto-optimal solutions are put into Sp and all dominated solutions are put into S̄p. For
noisy fitness functions the partitioning is usually not correct. The probability of correct-
ness of the mapping of the solutions to the two partitions given a certain knowledge about
the solutions is used as termination criterion. If enough computing budget is available
OCBA guarantees that in the end the allocation of the solutions to the two sets is correct
with a certain probability.
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An iteration of OCBA looks like this: Perform the initial samplings, partition S in Sp
and S̄p, if the probability of correct partitioning is below a threshold: stop, otherwise
calculate new sampling budget distribution, resample the solutions and partition S again.

x, y

Figure 7: Evaluation of two solutions x and y

A detailed description of OCBA is given in Appendix A.
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5 Evaluation
The selected resampling techniques are evaluated on different test configurations. A test
configuration consists of a test problem (5.1), an evoluationary algorithm (5.2) supported
by a resampling technique and a certain parameter setting for all included components.
The quality of the test configurations performance is measured by evaluation metrics (5.3).

5.1 Test Problems
Noisyness

The multi-objective benchmark problems used for evaluation in this thesis are determin-
istic in their version that has been proposed in the literature. The fitness evaluation is
made noisy via a noise function that is defined on the same space as the fitness function.
The noise function specifies the uncertainty in the fitness evaluation for each solution in
the search space and is referred to as noise landscape (Di Pietro, 2007, p. 3). The noise
function outputs an offset value that is added to the fitness value after a solution has
been evaluated. The offset is generated according to an invariant gaussian distribution
with zero mean. The standard deviation σ is often referred to as noise strength in the
literature. For the tests all solutions are assigned the same noise. The noise landscape is
a constant function. This decision was made to keep the evaluation and interpretation as
simple as possible even though it does not match reality. A noise landscape that would
use a more realistic noise distribution than the gaussian assumption would be hard to
interpret. It is therefore assumed that the noise characteristics are random in all aspects
and that they can be approximated by the same noise behaviour for all solutions. Three
different noise strengths are used in the test cases: σ = 0.1, 0.15 and 0.2. The same noise
sizes are tested in (Syberfeldt, 2009, p. 123) and therefore they have been adopted here
both for reasons of significance and comparability.

ZDT Benchmark Suite

The ZDT test-problem suite consists of six single benchmark problems of which each
of them poses certain common difficulties to the MOEA. The suite was introduced by
(Zitzler, Deb, and Thiele, 2000) . They define six two-objective functions T1, . . . , T6,
commonly referred to as ZDT-Functions, which are based on a test problem described by
(Deb, 1999, p. 216). ZDT5 has been omitted because it cannot be reviewed with the
implementation framework used for this thesis on account of the discreteness of the search
space, as explained in the implementation documentation (Appendix F). Each function
emphasizes one of the following known difficulties for MOEAs: (non-)convexity of the
pareto front, multimodality, deception, isolated optima, and nonuniformity.
Visualizations of the pareto fronts of the ZDT functions can be found in Appendix E.

The problems are structured upon the following pattern:

Minimize T (x) = (f1 (x) , f2(x))
s.t. f2(x) = g(x2, . . . , xn)h(f1(x1), g(x2, . . . , xn))
where x = (x1, . . . , xn)

Each problem has to give definitions for the three functions f1, g and h.
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ZDT1:
f1(x1) = x1

g(x2, . . . , xn) = 1 + 9
n∑
i=2

xi/(n− 1)

h(f1, g) = 1−
√
f1/g

where n = 30 and xi ∈ [0, 1]

The pareto front is convex and is taken with g(x) = 1.

ZDT1-Ext:

A ZDT1 variant with bigger search space but apart from that same characteristics. x1 ∈
[0, 1], x2, . . . , xn ∈ [0, 2].

ZDT2:
f1(x1) = x1

g(x2, . . . , xn) = 1 + 9
n∑
i=2

xi/(n− 1)

h(f1, g) = 1− (f1/g)2

where n = 30 and xi ∈ [0, 1]

The pareto front is non-convex (concave) and is taken with g(x) = 1.

ZDT3:
f1(x1) = x1

g(x2, . . . , xn) = 1 + 9
n∑
i=2

xi/(n− 1)

h(f1, g) = 1−
√
f1/g − (f1/g) sin(10πf1)

where n = 30 and xi ∈ [0, 1]

ZDT3 poses a discreteness problem: The pareto front consists of several non-contiguous
convex parts. The pareto front is taken with g(x) = 1.

ZDT4:
f1(x1) = x1

g(x2, . . . , xn) = 1 + 10(n− 1) +
n∑
i=2

(x2
i − 10 cos(4πxi))

h(f1, g) = 1−
√
f1/g

where n = 10, x1 ∈ [0, 1] and x2, . . . , x10 ∈ [−5, 5]

ZDT4 contains 219 local pareto fronts and therefore tests if the MOEA can cope with
multimodality. The global pareto front is taken with g(x) = 1 and the best local pareto
front is taken with g(x) = 1.25 (Zitzler et al., 2000). The pareto front is convex.
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ZDT6:
f1(x1) = 1− exp(−4x1) sin6(6πx1)

g(x2, . . . , xn) = 1 + 9((
n∑
i=2

xi)/(n− 1))0.25

h(f1, g) = 1− (f1/g)2

where n = 10 and xi ∈ [0, 1]

The nonuniformity of the search space confronts the MOEA with two problems:
1. The pareto optimal solutions are nonuniformly distributed along the global pareto
front. 2. The density of the solutions in the search space is lowest near the pareto front
and highest away from the pareto front. The pareto front is taken with g(x) = 1 and is
non-convex (concave).

5.2 Evolutionary Algorithms
Three different multi-objective evolutionary algorithms have been chosen for testing the
sequential sampling techniques. Applying the algorithm to several algorithms increases
the significance of the test results. The following algorithms have been chosen:

1. The NSGA-II genetic algorithm (Deb et al., 2000)

2. The SPEA2 genetic algorithm (Zitzler et al., 2001)

3. The (1 + 1)-Evolution Strategy (Arnold, 2002)

NSGA-II is widely used and investigated in the MOEA literature. Its results can thereby
easily be verified by comparison with other implementations. For the same reason SPEA2
is chosen and furthermore because it allows to change the ratio of the stored non-dominated
solutions and the offspring. This is needed for certain experiments that show the dom-
inance of comparative dynamic resampling techniques. The (1 + 1)-Evolution Strategy
has been chosen to test MOCBA with very few alternatives and to cover another field
of evolutionary computation. It is widely used and therefore are many results available
for comparison. The tested (1 + 1)-Evolution Strategy does however not use self-adaptive
mutation strength which is typical for evolution strategies.
The algorithm configurations are discussed in the results section in subchapter 6.2.

5.3 Evaluation Metrics
Dynamic Resampling Techniques can be evaluated by indirect or direct performance mea-
surements. An example for an indirect measurement of the DRT’s quality is the analysis
of the results of a test configuration (Section 5) with this technique. The DRT’s perfor-
mance can then be assessed by comparing these results with the results obtained when
using other DRTs in the same test configuration. An example for a direct performance
measurement, i.e. a measurement of the noise reduction capability of the DRT, is a non-
domination sort of a set of objective vectors. Statements about the technique’s quality
can e.g. be made on the basis of how many solutions have been assigned a wrong rank.
We evaluate the investigated techniques indirectly, i.e. we look at how they improve an

algorithms performance in comparison to other techniques or compared to the case that
no countermeasures against the noisy evaluation are implemented at all. We therefore
have to employ metrics that enable us to classify the result of an EA.
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The quality of the pareto front we get as result from the algorithm can be measured in
two ways:
• Convergence: The closeness of the obtained pareto front to a reference pareto front

after a certain amount of running time of a MOEA.

• Diversity: The spread of the optimal solutions in the obtained pareto front
For some test problems optimal reference non-dominated fronts can be calculated. Notice
that for our purposes here we need metrics that do not require a certain fixed number of
solutions in the result pareto set.
In this thesis we use three different metrics: The hypervolume (S-Metric), the Υ-Metric
and the IGD-Metric. These are presented now and their applicability and significance are
discussed.

5.3.1 The Hypervolume Metric

This metric measures how much objective space is dominated by the non-dominated front.
The higher the metric-values are the better is the quality of the front. To calculate the
value the hypervolumes of all cubes defined by a fixed reference point and one member of
the non-dominated front are summed up. All overlappings are subtracted. A 2d-example
is given in Figure 8. The hypervolume metric has the advantage that no information
about the optimal pareto front is needed. It can therefore be applied to problems where an
optimal pareto front is not known and not available by analytical methods. A disadvantage
of the hypervolume metric is the unequal weighting of the solutions in the evaluated front.
Central solutions contribute more to the overall metric value than boundary solutions
(Syberfeldt et al., 2008a)
The hypervolume metric provides an indication for both convergence and diversity.

Reducing the distance between the obtained and the reference pareto front and finding a
more widespread obtained pareto front both raise the hypervolume.
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Figure 8: Hypervolume metric for 2d objective space
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The reference point is chosen “behind” the front. I.e. its objective values are worse than
the worst possible occuring objective value in the front respectively. The reference point
should even be chosen at a certain distance to the objective space if possible. Otherwise
outer points of the obtained non-dominated front do not contribute fully to the hypervol-
ume. An outer point is an objective vector that is best in the front with regard to at least
one objective but also worst with regard to at least one objective. If the objective that
is worst in the front has the same value as the reference point for this objective then the
outer point does not contribute to the hypervolume with this objective.
In this thesis the hypervolume values are normalized by comparing them to a reference

hypervolume that is greater than or equal to the largest possible hypervolume. To define
the reference hypervolume a base point is chosen in that way that the cube it spans
together with the reference point comprises all possible hypervolumes. To be able to set
the base point the best possible objective value or a bound for it must be known for each
single objective. These values can be given straightforward for the test functions used in
this thesis but might be hard to obtain for complex real-world simulations.

5.3.2 The Y-Metric

The Y-metric calculates the average of the euclidian distances of all objective vectors in
the obtained non-dominated front to their respective nearest neighbor in the reference
front. The lower the metric-values are the better is the quality of the front. A 2d-example
is given in Figure 9.
This metric can be used for measuring convergence. It is however not suitable for

measuring diversity: If for example all objective vectors in the obtained non-dominated
front are located in a small cluster very near to the reference front then the Y-metric
result will be very small but the resulting front is not diverse at all.
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Objective vector in the evaluated non-dominated front

Objective vector in the reference non-dominated front

Figure 9: Υ-metric for 2d objective space

In this thesis the Y-metric values are normalized in the following way: The distance
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between two objective vectors regarding one objective is set in relation to the maximum
possible range of values for this objective in the objective space. With these normalized
objective values the n-dimensional distance is then calculated.

5.3.3 The IGD-Metric

The Inverted Generational Distance (Coello Coello and Reyes Sierra, 2004) is the inverse
metric to the Y-metric: It calculates the average of the euclidian distances for each ob-
jective vector in the reference front to the respective nearest neighbor in the obtained
non-dominated front. The lower the metric-values are the better is the quality of the
front. A 2d-example is given in Figure 10.
The IGD-Metric can be used for measuring diversity. It can not be used for measuring

convergence. For example will a situation with all objective vectors in the obtained pareto
front in a small cluster near to the reference front provide the same metric value as a distant
obtained front with a good diversity.
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Objective vector in the evaluated non-dominated front

Objective vector in the reference non-dominated front

Figure 10: IGD-metric for 2d objective space

The IGD-Metric is normalized in the same way as the Y-metric.
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6 Results and Analysis
In this chapter different test cases for the selected resampling techniques are defined and
the results of the experiments are discussed. First the experiments shall show which tech-
niques perform better under which conditions so that anyone who wants to employ them
can make the decision if and which techniques should be used. Second the experiments
shall be defined in such a way that the performance differences can be explained and
general rules for good performance can be established. If abstract rules can be set up the
results are not limited to the benchmark functions in this thesis but can be tranferred to
real and more complex applications.

Evaluation

The results of all simulation runs are evaluated using the hypervolume metric, the Y- and
the IGD-Metric. The included diagrams only show hypervolume values because they ag-
gregate both convergence speed and diversity. Results for the Y- and the IGD-Metric can
be found in Appendix D. Now follow the parameter settings for the metrics. The hyper-
volume is calculated based on the reference- and based points (Table 1). The maximum
hypervolume data is included for the purpose of comparing the results with an absolute
value in addition to comparing the results of different resampling techniques with each
other. The maximum hypervolume values are the hypervolumes of the reference pareto
fronts used for the Y- and IGD-metric. The reference- and base points have been chosen
like other authors do, for example (Syberfeldt, 2009, p. 115), in order to make it easier to
compare the results.

FitnessFunction ReferencePoint BasePoint MaxHypervolume
f1 f2 f1 f2

ZDT1 1.5 8 0 0 0.9722
ZDT1-Ext 1.5 8 0 0 0.9722
ZDT2 1.5 8 0 0 0.9444
ZDT3 1.5 8 0 -1 0.9208
ZDT4 1.5 250 0 0 0.9991
ZDT6 1.5 150 0 0 0.8109

Table 1: Hypervolume metric parameters

For the normalization of the Y- and IGD-Metrics the maximum ranges for the objectives
must be known. These boundary values (Table 2) can be obtained by analyzing the
function definitions.

Fitness Function MinValue f1 MaxValue f1 MinValue f2 MaxValue f2
ZDT1 0 1 0 10

ZDT1-Ext 0 1 0 19
ZDT2 0 1 0 10
ZDT3 0 1 -0.7720 10
ZDT4 0 1 0 334.7891
ZDT6 0.2835 1 0 9.9920

Table 2: Benchmark function objective boundaries
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6.1 Test cases
As test cases are defined (where NoNCT means to not use any noise compensation tech-
nique):

1. Investigate how the size of the search space influences the performance of resampling
techniques. Evaluate SR with different sampling amounts on NSGA-II and compare
them with NoNCT. The search space is widened by using the benchmark function
ZDT1-Ext.

2. Compare SR, SEDR, mLDR, FBDR, FBSEDR and OCBA on NSGA-II on ZDT1
using three different noise sizes σ = 0.1/0.15/0.2.

3. Compare the performance of all noise based resampling techniques, i.e. SEDR,
mLDR and FBSEDR on NSGA-II on ZDT1,2,3,4,6 using three different noise sizes
σ = 0.1/0.15/0.2. Compare with NoNCT and SR as reference.

4. Compare the performance of all fitness based resampling techniques, i.e. FBDR
and FBSEDR on NSGA-II on ZDT1,2,3,4,6 using three different noise sizes σ =
0.1/0.15/0.2. Compare with NoNCT and SR as reference.

5. Investigate the performance gain of OCBA when applied on only very few solutions
to compare. Compare with the performance of NoNCT and SR.

6.2 Parameter settings
Different situations and conditions require different parameter settings. Nevertheless the
most parameters can only be set once, based on known effects of parameters according to
domain knowledge, experience, intuition and initial explorative tests before applying the
algorithm to real-life problems (Law and Kelton, 1999). This is due to the high number of
different possible parameter configurations and mutual influences of the parameters. Only
a very small number of configurations is possible to test. As an example, the parameters of
one test configuration (MOCBA on SPEA2) are listed here: sampling budget, population
size, archive size, initialization parameters, density parameter k (Zitzler et al., 2001, p. 7),
recombination type and probabilities, mutation type, strength, probability and number of
mutated genes, reference set for crowding distance, OCBA initial budget, overall budget
dependent on pareto rank and size of input set, δ, ε? and a base solution m. This forces
the user to live with suboptimal algorithm configurations. In the following a parameter
setting is chosen that is expected to provide good results in different situations.

The available sampling budget is set to ≤ 5000 function evaluations for all tests. This is
a budget that can occur with real-world industrial optimization problems. One Example:
Let’s assume one simulation run takes 5 minutes and the company needs to optimize the
production process once a week, so there might be 10 hours computing time available
and a cluster of 20 computation units. The available computing budget is 12000 minutes.
12000 min / 5 min = 2400 evaluations.

Evolutionary Algorithms

For NSGA-II population size 12 is used. The reference set for the crowding distance
is the whole population and offspring. SPEA2 uses the same population size. SPEA2’s
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performance ascends monotonically as the archive size is raised. With increasing archive
size the improvements become marginal and therefore the archive size is set to 64 solutions.
When SPEA2 is used together with MOCBA the results have shown that it performs better
when the archive size is reduced. With archive size 24 the best results are achieved for
MOCBA. The density parameter k is set to the square root of the size of the union of
population and archive (Zitzler et al., 2001, p. 7). SPEA2 uses the same crowding distance
reference set as NSGA-II. The (1 + 1)-Evolution Strategy is already parameterized as
it is with µ = λ = 1, ρ = 2.

Dynamic Resampling Techniques

All noise based dynamic resampling techniques use an initial computing budget Tmin of 2
for each solution to be able to calculate the sample standard deviation. SR is used with
different sampling rates between 2 and 6 depending on the experiment and the techniques
it is compared with. SEDR uses Tmax = 3 resamplings in all experiments to keep the
analysis of the results simple. As threshold 0.1061 is set. This value was chosen to
meet the average noise rate of 0.15. After the solution has been sampled the minimum
amount of 2 it will be decided if the solution should be resampled once more or not.
ses = σs√

n
= ∼0.15√

2 ∼ 0.1061 =: sethr That means that solutions with a noise level below
0.15 will not be sampled further whereas solutions with a higher level will be sampled
once more. mLDR uses a noise interval table with two intervals with a threshold of
0.15. The lower interval is sampled twice and the upper interval is sample three times.
All fitness based techniques use the objective boundary values used in Table 2. FBDR
is configured with Tmin = 1 and Tmax = 3 to be able to compare it with FBSEDR
which combines SEDR(2,3) and FBDR(2,3) and decides if the third sampling should be
performed by averaging the sampling values of the two techniques. As MOCBA is also
noise-based, it uses an initial computing budget Tmin of 2 for each solution. The overall
available computing budget T is set differently for each front based on its pareto rank
and the size of the solution set that is partitioned: #alternatives(4 − paretoRank). In
each iteration the computing budget for a solution can be increased by δ = 1 and an
termination condition error threshold ε? of 0.22 has proven to deliver good results on
average in different test configurations. m is arbitrarily set to 1 (Lee et al., 2008, p.
486).

The variation operators

For this thesis two different recombination and mutation operators have been considered
and preliminarily tested. Recombination: 1. A crossover operator with crossover point
at half of the number of parameters. 2. A recombination operator that combines two
solutions by randomly setting each parameter of the offspring solution to the corrsponding
parameter of one of the parent solutions. Mutation: 1. A mutation operator that randomly
picks a mutation amount out of the whole feasible range of the parameter to be mutated
and therefore is named global mutation operator. 2. A local limited mutation operator
that sets the mutation amount according to a gaussian distribution.
Initial tests have shown that the recombination operator performs better at lower com-

puting budgets but as the budget rises is beaten by the crossover operator. The local
mutation operator shows better results for low noise functions but is outperformed by the
global mutation operator when applied to high noise functions. Evolutionary algorithms
in itself are not subject of this thesis and therefore only one pair of variation operators is
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used. During preliminary testing the different operators showed only quantitative differ-
ences in the results that support the hypotheses made in this thesis.
The experiments are carried out with the crossover operator and the local mutation

operator. They have been chosen to be able to verify the implementation by comparison
with (Syberfeldt, 2009, p. 44).

6.3 Results
In this subchapter the defined test cases will be executed and their results analysed. To
be able to follow the progress of the algorithms the result is investigated and measured
by the metrics after every iteration. With these performance curves it is possible to rank
the performances of the techniques at every amount of sampling budget and intersection
points of the curves can be found. A break even point analysis is possible.
Due to the randomness the results of the experiments vary with every execution. There-

fore the optimization must be run several times and the results must be averaged to get
an accurate performance measurement. Here not only the mean is important but also
the deviation. If the individual optimization runs differ in their performance to a great
extent this is a problem for a user. If it happens that the optimization performs much
worse than the mean performance the result may be worse than the performance other
techniques with a smaller deviation ever can get and is therefore suboptimal for the user.
The more the results deviate the worse is the result quality.
As the information about the resulting pareto front is noisy it cannot be measured

directly by the metrics. There are two possibilities to obtain the real quality of the result.
1. Evaluate every solution a high number of times to get a very accurate mean value.
This is possible for the benchmark functions used in this thesis because they execute in
nearly no time. 2. A second and for the experiments chosen possibility to get accurate
values is to remove the noise landscape. As the used test functions have been made noisy
artificially this is possible.
As the dynamic resamping techniques assign a different amount of computing budget

to every solution every iteration consumes a different number of samplings. Therefore the
measurements have to be interpolated to get equal distance measurement points. After all
optimization runs have been executed the measurements are averaged at each interpolation
point.

Test case 1: Trade-off: resampling - sampling of the solution space

The selected mutation operator changes the individual genes by random value out of
the whole possible mutation interval for this gene. The mutation and the algorithm
performance is therefore dependent on the size of the search space. This dependency shall
be shown here. As the search space gets bigger the rate of increase of the hypervolume is
expected to be lower because more solutions must be evaluated until the search space is
sampled as densely as a smaller search space. A benchmark function with a bigger search
space is needed for comparison. Of the available benchmark functions ZDT4 has a bigger
search space than the others. A comparison between ZDT4 and another function would
be hard to analyse. Instead a function for comparison could be obtained by creating a new
function by modifying one of the available benchmark functions. A benchmark function’s
search space could be increased or decreased and this new benchmark function could be
compared with the old function. Such a comparison is more significant than comparing
two completely different functions. ZDT1 has been chosen for modification because it is

29



the most used in the literature and it poses low difficulties to the optimization algorithm
compared to ZDT4/6 that exhibit less-smooth hypervolume curves (Figure 14, Figure 15).
The new benchmark function is called ZDT1-Ext. The first parameter uses the same
constraints as in ZDT1 and the constraints for all other parameters are widened to [0, 2].
A second effect shall be shown in this test case. The trade-off between sampling the

search space and sampling each individual solution. This trade-off has been described in
background chapter 2.5. Preliminary tests with the dynamic resampling techniques have
shown that the techniques perform worse than to the case when no resampling technique
is used at all. The suspected reason for this behavior is first a large part of the search
space must be known to perform good. Later when the search space is sufficiently sampled
it is more important to sample each individual solution more.
The results of ZDT1 are displayed in Figure 11 and the results of ZDT1-Ext in Figure 12.

To show the trade-off three different SR configurations and NoNCT are evaluated on
ZDT1 and ZDT1-Ext using three noise sizes σ = 0.1/0.15/0.2. The detailed results for
lower sampling budgets can be found in Figure 13. The results support the expectations.
As the search space is increased the hypervolume increase rates of the algorithms are
slower. The described trade-off can be observed. In lower budget areas techniques are
better that perform lesser resamplings and as the budget increases techniques with higher
resampling rates perform better. The trade-off effect is also confirmed by the fact that
as the search space is increased the break even points between the different techniques
have higher sampling budget values. The break even points are following the strict order
of more resamplings. An analysis which techniques are best is done now for the ZDT1
function. σ = 0.1: NoNCT is outperformed first by SR(2) at 4500, by SR(4) at 9000 and
by SR(6) at 15000. SR(2) is outperformed by SR(4) at 13000 and by SR(6) at 25000.
SR(4) is outperformed by SR(6) at 50000. The optimal of the compared resampling
techniques on ZDT1 based on the budget interval are [0, 4500]: NoNCT, [4500, 15000]:
SR(2), [15000, 50000]: SR(4), [50000,∞): SR(6). σ = 0.15: Here NoNCT and SR(2)
are always worse than other techniques. SR(4) is outperformed by SR(6) at 23000. The
breakpoint order can not be determined completely on what can be seen in the figure. For
SR(6) it is true. SR(6) outperforms first NoNCT, then SR(2) and finally SR(4). σ = 0.2:
Here the BEP order is even harder to assess. What can be observed is that the BEPs lie
at a very low budget and that first SR(2) is optimal until budget 3000, then SR(4) until
25000 followed by SR(6) which is optimal for higher budgets. For ZDT1-Ext the results
are similar but the break even points are reached later at higher resampling budgets. 7.1).

Test case 2: General comparison

In this test case OCBA is compared against all other available techniques. The results are
shown in Figure 13. A result that is unexpected is that for σ = 0.1 until budget 3200 it
is best to use no resampling technique at all. From this budget on OCBA performs best.
SR(2) and SR(3) have been included to bound the curves of the other techniques that
invest between 1 and 3 resamplings per solution. This can be seen best at this σ = 0.1
case. The curves of the non-comparative techniques lie roughly between these curves and
FBDR lies between NoNCT and SR(3). Until 1400 samplings FBDR dominates the other
resampling techniques. The reason for this is that FBDR can use only one resampling
which is better for low noise sizes and low budgets. For σ = 0.15 the same effect can be
observed. FBDR dominates the other non-comparative techniques over the whole budget
range. However OCBA dominates the other techniques if more than 1800 samples are
available. All non-comparative techniques are now performing as good as NoNCT with a
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Figure 11: HV convergence of SR on ZDT1 with different resampling parameters on
NSGA-II for increasing budget (→ 100000) and noise strength σ = 0.1/0.15/0.2
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Figure 12: HV convergence of SR on ZDT1-Ext with different resampling parameters on
NSGA-II for increasing budget (→ 100000) and noise strength σ = 0.1/0.15/0.2
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small advantage in the end. For σ = 0.2 OCBA is best for all budgets and can build out
its lead compared to σ = 0.15. The other techniques are now dominating NoNCT on the
whole budget range.

Test case 3: Non-comparative noise based resampling

In this subchapter the behaviour of the non-comparative noise-based resampling tech-
niques is analysed. These are SEDR, mLDR and FBSEDR. The techniques are evaluated
on ZDT1,2,3,4,6 with the three different noise sizes σ = 0.1/0.15/0.2. The results are
plotted in Figure 14. SEDR, mLDR and FBSEDR respectively decide between to invest 2
or 3 samplings. 2 is the minimum possible sampling rate for noise based resampling tech-
niques and the upper bound 3 is chosen to keep the evaluation as simple as possible. As
competitor NoNCT and as references SR(2) and SR(3) are included. SR is parameterized
with 2 and 3 to show that the curves of the tested noise based techniques can be bounded
by the curves of SR(2) and SR(3).
The first general observations that can be made is that the absolute results get worse

with higher noise strength. Second the curves spread more with higher noise strengths.
That means as the noise size increases the performance differences become clearer. Third
the smoothness of the curves decreases with increasing noise size. The curves of the ZDT4
and 6 functions are less smooth in general. It can be concluded that the multimodality
of ZDT6 and the non-uniformity of ZDT6 pose a higher difficulty to the algorithms that
cause higher variances. What is surprising is that if no noise compensation technique is
used at all the optimization can perform better than with noise compensation. This is the
case for low noise problems. In all five σ = 0.1 problems the NoNCT curve is at the upper
end of the performance spectrum. This effect is caused by the trade-off of resampling the
individual solutions and the search space as described in test problem 1. The bounding
only works fairly. Especially FBSEDR is deviating out of the bounds. What can be
observed and what verfies the correctness of the results is that with the σ = 0.1 problems
SR(2) performs better than SR(3) and with the σ = 0.1 problems SR(3) performs better
than SR(2). Following general recommendations which technique to use can be given:
For ZDT1 use NoNCT for σ = 0.1/0.15 and SR(3) for σ = 0.2. For ZDT2 use NoNCT
for σ = 0.1/0.15 and for σ = 0.2 switch use NoNCT for a budget under 2000 and SR(3)
above. For ZDT3 SR(2) performs best for all noise sizes. ZDT4 can be best optimized
by using SR(3) for σ = 0.2 and no noise compensation otherwise. For ZDT6 use SEDR
for σ = 0.2. No clear recommendation can be given otherwise because of the missing
smoothness of the curves and therefore NoNCT can be used.

Test case 4: Non-comparative fitness based resampling

In this subchapter the behaviour of the non-comparative fitness-based resampling tech-
niques is analysed. These are FBDR and FBSEDR. The techniques are evaluated on
ZDT1,2,3,4,6 with the three different noise sizes σ = 0.1/0.15/0.2. The results are plotted
in Figure 15. The argumentation about the parametermization and competitor techniques
applies here as well and therefore the analysis of the results follows.
Again it can be stated that increasing the noise size degreates the absolute result values

and spreads the curves. The result variances increase with higher noise sizes (non-smooth
curves). The curves of ZDT4 and 6 are again more shaky. With the configuration of
FBDR that decides to invest between 1 and 3 samplings it should be bounded by NoNCT
and SR(3) and that can be confirmed clearly by the curves with few exceptions. To bound
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Figure 13: HV convergence ZDT1 on NSGA-II for increasing budget (→ 5000) and noise
strength σ = 0.1/0.15/0.2
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Figure 14: HV convergence noise based SSTs on NSGA-II for increasing budget (→ 5000)
and noise strength σ = 0.1/0.15/0.2
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FBSEDR does not work as good as this. The experiment results verify the expectation
that FBSEDR should lie between SR(2) and SR(3) only in about half of the experiments
and that there are big deviations in some cases. The recommendations which techniques
to use are clearer for the fitness based resampling techniques. For all problems for the
noise sizes σ = 0.1/0.15 NoNCT would be the technique of choice. The σ = 0.2 case must
be seen more differentiated. ZDT1 is optimized best with SR(2). For ZDT2 the break
even point between using NoNCT and SR(2) lies at about 2000 evaluations. ZDT3 should
be solved by FBDR for available budgets under 3700 and by SR(3) for budgets above.
For ZDT4 and 6 no resampling techniques can justify its use.
As a summary it can be stated that performance improvements can be achieved by

fitness based resampling but that fitness based techniques can not compete with static
resampling. The best results can be achieved at the highest noise size σ = 0.2 for ZDT1 to
3 that have a simple structured pareto front (Cf. figures of the pareto front in Appendix E)
For ZDT4 and 6 fitness based resampling is of no value. FBSEDR performs low and
behaves unexpectedly.

Test case 5: Effectiveness of comparative resampling on few alternatives

An expectation on OCBA was that the more alternatives it has as input the better it
performs. This subchapter proves this wrong. OCBA is applied on a (1+1)-Evolution
Strategy that only compares the parent and it’s offspring. Table 3 shows the result after
5000 evaluations for σ = 0.1. OCBA can improve the performance of the evolution
strategy by around 50% while SR(2) only achieves 5%.

Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
(1+1)-ES NoNCT Gaussian 0.1 0.3829 0.2307 0.2461
(1+1)-ES SR(2) Gaussian 0.1 0.4088 0.1963 0.2057
(1+1)-ES MOCBA Gaussian 0.1 0.5745 0.1664 0.1618

Table 3: Performance of MOCBA applied on only 2 solutions
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Figure 15: HV convergence fitness based SSTs on NSGA-II for increasing budget
(→ 5000) and noise strength σ = 0.1/0.15/0.2
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7 Conclusions
The results show that the algorithm performance on the test functions to a large extent is
dependent on the sampling coverage of the search space. This is a problem for optimization
problems with large search spaces because it degrades the algorithm performance to a
large extend. This dependency could be eliminated with smarter variation operators that
restrict the variation locally around the parent solutions towards the end of the running
time. The trade-off between the sampling of the search space and the solutions is the
reason for that with low sampling budgets it is better to not use resampling. This effect
is of importance for industrial applications that usually only have few simulation runs
available. Even advanced techniques like OCBA cannot help the performance degradation
at low budgets because they have to resample every solution at least twice because they
are noise based. What has been expected is that OCBA would perform much better than
the other analysed techniques. This is because no averaging of the objectives is used and
the distance information between the alternatives is important to be able to make a good
decision between the alternatives. An interesting result is that the performance of OCBA
is not dependent on the number of compared solutions. The experiments show rather the
opposite. When only comparing two alternatives the performance gain is much better
than the performance gain of simple techniques.
The rather bad performance of the non-comparative noise- and fitness based techniques

has been expected. This is because they have been made multi-objective by averaging the
standard errors or standard deviation of the objectives. They are thereby very random
heuristics and are not suitable for application. The rather unpredictable behaviour of
FBSEDR may be caused by an incorrect implementation.

7.1 Future Work
There have been several effects observed on the results and several ideas came up during
the experiments that would be interesting to investigate.

Measure the standard deviation for the results

The result quality is not only dependent on the absolute result mean value but also on
the variance of the results. The user might prefer a resampling technique that delivers
lower average results but these more guaranteed that a resampling technique that delivers
a high average but with high variance. This depends on how the user values lower and
higher performances. The variance could be measured at the interpolation points and a
more accurate idea of the algorithm’s performance could be obtained.

Develop a convergence speed metric

The result curves as used in this thesis need to be analysed manually by the user. It would
be helpful to have a single aggregated value of the performance. Maybe simular to the
hypervolume metric but a hypervolume measure on the convergence curve.

Use more advanced mutation operators that mutate less in the end

The dependency of the results on the size of the search space could be reduced by using
mutation operators that mutate the solutions less in the end of the algorithm running
time. Mutation operators that generally use a lower mutation strength suffer from the
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same effect as the mutation operator used in this thesis, that it takes the algorithm a
initialization time until the resampling can show effect.

Noise Strength

An interesting question to investigate would be how the resampling techniques improve
the performance of the evolutionary algorithms when the noise strength varies over the
search space. This is the common situation with real world problems (Di Pietro, 2007).
Research on special noise landscapes has been done by (Di Pietro, 2007). For example
increasing/decreasing noise as the algorithm approaches the pareto front. A trade-off
question that arises in this context is up to which noise level it pays off to search through
high noise regions and when is it better to just ignore them and invest the simulation
budget in other regions of the search space.
It would be interesting to investigate if OCBA can increase its lead even further when

the solutions differ in their noise strength. This was not possible to see in the experiments
performed for this thesis as a uniform noise landscape has been used.

Evaluation of the resampling techniques on real world problems

After the resampling techniques and in particular OCBA have shown their usefulness
in the optimization of test problems they should be tested on real-world problems that
usually entail more difficulties than test problems.
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Appendix

A OCBA in detail
The following pages describe OCBA as proposed in (Lee et al., 2008). OCBA partitions its
input set S into two subsets. All pareto-optimal solutions are put into Sp and all dominated
solutions are put into S̄p. The solutions are sampled just as much as is needed to be able
to distinguish them and to put them into one of the sets. As OCBA is a sequential
sampling technique the sampling is performed iteratively. The probability of correctness
of the mapping of the solutions to the two partitions given a certain knowledge about the
solutions is used as termination criterion. If enough computing budget is available OCBA
guarantees that in the end the allocation of the solutions to the two sets is correct with a
certain probability.
An iteration of OCBA looks like this: Perform the initial samplings, partition S in Sp

and S̄p, if the probability of correct partitioning is below a threshold: stop, otherwise
calculate new sampling budget distribution, resample the solutions and partition S again.
This chapter is organized as follows: Partitioning error probabilities are introduced, the
procedure of mapping the solutions to the partitions is explained, the rules for calculating
the new budget allocation are presented and the iterative procedure is written down in
detail. Lastly the calculation of the used probability values is documented.

First a list of all used notation of this chapter is given:
I Iterations
ν Iteration counter, ν = 1, . . . , I
S Set of alternatives
si Alternative solution i, i = 1, . . . ,m, {s1, . . . , sm} = S
Sp Set of solutions the algorithm ranks as pareto-optimal
S̄p Set of solutions the algorithm ranks as dominated (Sp ∪ S̄p = S, Sp ∩ S̄p = ∅)
T Computing budget in terms of overall number of resamplings that can be

invested in the ranking procedure among the samples
T νi Computing budget share for alternative i in step ν, always true: ∑m

i=1 T
ν
i = T

Tmin Initial budget for each alternative, T 0
1 = . . . = T 0

m = Tmin
δ Maximum additional budget that can be executed for one solution per

iteration
ε? Termination threshold
F Vector valued fitness function with H objectives
Fk k-th objective function of F , k = 1, . . . , H
µik Mean of random variable Fk(si)
δijk Distance between µik and µjk
σ2
ik Sample variance of Fk(si)

Error probabilities To measure the correctness of the partitioning of S two error
probabilites are defined. OCBA aims to minize both the error-probability that there is
one solution in S̄p that is non-dominated (=: e1) and the error-probability that there is
one solution in Sp that is dominated (=: e2). For this purpose the performance index ψi
is used to indicates how probable it is that alternative si is non-dominated1:

1The probability that si is not dominated by sj is 1 − P (sj ≺ si). This is equivalent to (si ≺ sj ∨
si and sj are mutually non-dominating). ψi is the probability that si is not dominated by any other
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ψi =
m∏

j=1,j 6=i
[1− P (sj ≺ si)]

where ≺ is the pareto dominance relation. If sj ≺ si then Fk(sj) ≤ Fk(si), k = 1, . . . , H.
In the end of the OCBA procedure ψi should be near 1 for solutions in Sp and close to
0 for solutions in S̄p. Instead of calculating the error-probabilites e1 and e2 directly they
are bounded by the approximate errors 2:

e1 ≤
∑
i∈S̄p

ψi ≤
∑
i∈S̄p

min
j 6=i

[1− P (F (sj) ≺ F (si))] =: ae1 e2 ≤
∑
i∈Sp

(1− ψi) =: ae2

If it can be assumed that Fk(si), i = 1, . . . ,m, k = 1, . . . , H are independent random
variables and that they follow continuous distributions the value of P (sj ≺ si) can be
computed in the following way:

P (sj ≺ si) =
H∏
k=1

P (Fk(sj) ≤ Fk(si))

This weak pareto-dominance definition (Tan and Goh, 2008, p. 264) is used by Lee et al.
and is also used here. The probability values are the same as if strong pareto-dominance
would be used, as in done in this thesis. Therefore the original notation can be taken over
which simplifies the notation. Further explanation can be found in F.

Selection of the pareto set To get a good partition of S the pareto set has to be
chosen in such way that both the approximate errors ae1 and ae2 are minimized. In other
words, OCBA has to solve the following optimization problem:

min ae1 and ae2

s.t. S = Sp ∪ S̄p
Sp ∩ S̄p = ∅

(1)

This problem has exponential complexity, O(2n). OCBA tries to find a good approximate
partitioning in O(n): It generates n+1 of the 2n possible solutions by inserting k solutions
into Sp in descending order of their non-dominance probability ψi and the rest in S̄p
for k = 0, . . . ,m. In this thesis a weighted-sum approach is used to handle the multi-
objectivity. Both objectives are regarded as equally important. The objective function is
therefore defined as:

min aek1
ae0

1
+ aek2
aen2

where aeki is aei for the case that Sp = {k solutions with highest ψi}
The pareto set is constructed according to these rules:

• Optimize Equation 1 as described above.

• If ae1 < ae2 then reconstruct the partition by sequentially inserting a maximal
number of solutions into Sp in descending order of ψi so that aenew2 < ae1.

After the pareto set has been selected more computing budget is invested into the solutions
based on the following

solution.
2Note that ae1 and ae2 are not probabilites. They can take values bigger than 1.
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Asymptotic allocation rules In every iteration ν each solution is assigned the share
T νl of the overall available computing budget T .

∀sl ∈ S̄p: T νl = αl∑
l∈S̄p αl +∑

d∈Sp αd
T ∀sd ∈ Sp: T νd = αd∑

l∈S̄p αl +∑
d∈Sp αd

T

where αl =

(
σ2
lkljl

+ σ2
jlk

l
jl

/ρl

)
/δ2
ljlk

l
jl(

σ2
mkmjm

+ σ2
jmkmjm

/ρm

)
/δ2
mjmkmjm

and αd =

√√√√√∑
i∈Ωd

σ2
dki
d

σ2
iki
d

α2
i

ji = arg max
j 6=i

H∏
k=1

P (Fk(sj) ≤ Fk(si)) is the index of the solution sj that dominates si with

the highest probability
kij = arg min

k∈{1,...,H}
P (Fk(sj) ≤ Fk(si)) is the index of the objective Fk(sj) that is smaller than

the corresponding objective Fk(sj) with the lowest probability

Ωd =
{
index of si|si ∈ S̄p, ji = d

}

ρi =

√√√√√ ∑
r∈Ωji

σ2
jikrji

σ2
rkrji

or ρi = Tji
Ti

m is an arbitrarily chosen solution out of S

Iterative Procedure Now everything is defined and the iterative OCBA procedure can
be presented:

Step 0: Perform Tmin initial samplings for each solution in S 3

Step 1: Select the pareto set Sp as described above
Step 2: Termination Criterion: If ae1 < ε? and ae2 < ε? stop. Output Sp
Step 3: Calculate the new allocation T ν+1

1 , . . . , T ν+1
m according to the asymptotic allocation

rules
Step 4: Perform additional min

(
δ,max

(
0, T ν+1

i − T νi
))

samplings for solution si, i =
1, . . . ,m.4 Set ν = ν + 1 and go to step 1

Step 4 needs further explanation: At the end of each iteration the alternatives are resam-
pled according to the new calculated budget allocation. The additional resamplings for
each individual solution are bounded though: A maximum of δ additional resamplings is
executed. If for all solutions their complete sampling budget share T νi would be executed
the budget would be exhausted after one iteration and the allocation would be subopti-
mal. This is because as soon as any additional resamplings are performed the need of
resamplings for each solution is inclined to change, upwards or downwards. OCBA is
a sequential sampling technique that iteratively finds out the optimal sampling budget.
After maximum δ samples for each solution have been executed the budget allocation in

3If the solution has already been sampled Tmin times or more often in another part of the evolutionary
algorithm no additional resamplings are performed.

4Solution si can actually be assigned less resamplings as in previous allocations.
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the next iteration will be a better approximation to optimal allocation. If a solution has
been sampled more often in the beginning than was needed from a later perspective the
samplings can not be undone and OCBA’s result will be supoptimal. δ is chosen small
but if chosen too small the algorithm speed will suffer under many iterations. The setting
of δ is therefore a trade-off between accurateness of the result and algorithm speed.

Parameters OCBA has the following parameters: The initial budget for every solution
Tmin, the overall computing budget T , the error limit for the selection of the pareto set ε?
that serves as termination threshold, the maximum additional budget that can be assigned
to one solution per iteration δ, a base solution for the asymptotic allocation rules m.

Next it is explained how the various probability calculations used by OCBA are per-
formed.
OCBA has to calculate the probability that a solution si is evaluated smaller in objective k
than a solution sj: P (Fk(si) ≤ Fk(sj)). If it can be assumed that the objective values are
normally distributed and given that Fk(si) and Fk(sj) are independent random variables
the following applies:

P (Fk(si) ≤ Fk(sj)) = Φ

 µjk − µik√
σ2
ik

Ni
+ σ2

jk

Nj



A short derivation for this relationship is given in the following insertion. (Cf. Eskandari
et al., 2005, p. 837)

Calculation of P (x ≤ y)
Let us say we have two independent random variables x and y with µx and µy (illustrated
in Figure 16), and we want to calculate P (x ≤ y).

x, y

Figure 16: Random variables x and y

The sought-after probability can be denoted via another random variable t := y − x:
P (x ≤ y) = P (0 ≤ y − x) = P (t ≥ 0). For t we find the following:

t ∼ N (µt, σ2
t ) where µt = µy − µx and σ2

t = σ2
x + σ2

y

P (t ≥ 0) can be visualized as in (Figure 17).
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0 t

Figure 17: P (t ≥ 0)

To calculate P (t ≥ 0) we need the following transformations:

P (t ≥ 0) = 1− P (t < 0) = 1− Φµt,σ2
t
(0) = 1− 1

σt
√

2π

ˆ 0

−∞
e
− (u−µt)2

2σ2
t du

= 1− 1
σt
√

2π

ˆ −µt
−∞

e
− 1

2

(
u
σt

)2

du
v=u/σt= 1− 1√

2π

ˆ −µt
σt

−∞
e−

v2
2 dv

= 1− Φ(−µt
σt

) = Φ(µt
σt

) = Φ( µy − µx√
σ2
x + σ2

y

)

where Φµ,σ2(x) is the cumulative normal distribution and Φ(x) = Φ0,1(x) the standard
cumulative normal distribution.

Computation of Φ(x) Φ(x) does not have a closed-form solution, but good values are
available by approximation. We put Φ(x) down to another function:

Φ(x) = Φ(x)− Φ(0) + Φ(0) = Φ1(x) + 1
2

where Φ1(x) = Φ(x)− Φ(0) = 1√
2π

ˆ x

0
e−

u2
2 du

For Φ1(x) good and computationally cheap approximations exist. For the calculations
done for this thesis a simple approximation is chosen which is accurate in four decimal
places (Bagby, 1995):

Φ1(x) ≈ sign(x)1
2

{
1− 1

30

[
7e−x

2
2 + 16e−x2(2−

√
2) + (7 + 1

4πx
2)e−x2

]} 1
2

where sign(x) =

1 , x ≥ 0
−1 , x < 0
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B Uncertainty in optimization problems
In the optimization of real-world systems one has to cope with different types of uncertain-
ties (Jin and Branke, 2005), whereas this work focuses on the first type that is described
here.
Noise – Real world processes often follow a certain statistical pattern and in simulations

they are often described by an indeterministic model. For example machines in industrial
processes break down after a random amount of time. Customer arrivals at a waiting
queue in a bank will occur stochastically. And the random behavior of human actors can
also be worthwile to consider in a simulation. This type of uncertainty is often referred
to as Noise.
This thesis puts its focus on this type of uncertainty.
Differences between the model and the modelled entity – The simulation is based on a

model that is in most cases a simplification of the underlying system. System details may
have been ignored in the simulation in order to get a model with lower execution costs.
Or to reduce model building costs. And some details may have been left out by lack of
knowledge about the system. These differences between the model and the system will
evoke uncertainty in the application of the optimization on the problem.
Robustness – The system might change after an optimal solution has been selected.

Solutions that are capable to work well after slight changes of the system are called robust
solutions. It often happens that the selected solution can not be implemented as it was
planned out but is executed with small variances in the parameters. Therefore there is a
demand for solutions that deliver acceptable results despite of the parameter variances.
This ability is also termed Robustness.
Surrogates – Due to the fact that simulations are usually highly computational intensive

algorithm designers frequently make use of a simulation surrogate. This is a simplified
and computationally less expensive auxiliary function, also called simulation meta-model.
It that helps getting objective values fast so that weak solutions can be discarded without
wasting much effort on their evaluation. However because of its simplicity it may some-
times lead the algorithm in a wrong direction if it misjudges a solution’s quality. The
algorithm should be aware of the use of a surrogate in order to not loose a substatial part
of its performance.
Time-variant optimization – Objective functions may be time-variant. I.e. the optimum

changes over time. A feasible method to meet with this type of uncertainty is to reuse
information of former simulation runs. In order to be able to track the optimum complete
reruns of the simulation have to be avoided after every change of the objective function.
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C Challenges for evolutionary algorithms
The difficulties that may deter evolutionary algorithms from delivering good results can
be classified: (Deb, 1999)

• Difficulties that keep the EA from converging fast to the pareto front

– Multimodality
– Deception
– Isolated Optima

• Difficulties that complicate delivering a diverse front as a result

– (Non-)Convexity
– Discreteness
– Nonuniformity (the solutions are not evenly distributed in the search space and

in particular not on the pareto front)

As discussed in this work noisyness poses a problem to evolutionary algorithms. All the
types of difficulties listed by Deb for the fitness function can exist for the noise function.
(Di Pietro, 2007) investigates what to do in case of varying noise strength.

D Results
These result tables show the end results when 5000 samplings have been executed as a
reference. Each test configuration has been run 20 times. NCT stands for noise com-
pensation technique. Gaussian 0.1 is an invariant noise landscape with mean zero and
standard deviation 0.1.
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Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
NSGA-II NoNCT Gaussian 0.1 0.7903 0.1276 0.1461
NSGA-II SR(2) Gaussian 0.1 0.7844 0.1391 0.1526
NSGA-II FBDR Gaussian 0.1 0.7959 0.1302 0.1401
NSGA-II MOCBA Gaussian 0.1 0.8083 0.1035 0.1262
SPEA2 NoNCT Gaussian 0.1 0.8247 0.1156 0.1187
SPEA2 SR(2) Gaussian 0.1 0.7651 0.1619 0.1647
SPEA2 FBDR Gaussian 0.1 0.7981 0.1388 0.1395
SPEA2 MOCBA Gaussian 0.1 0.8176 0.1104 0.1256
(1+1)-ES NoNCT Gaussian 0.1 0.3829 0.2307 0.2461
(1+1)-ES SR(2) Gaussian 0.1 0.4088 0.1963 0.2057
(1+1)-ES MOCBA Gaussian 0.1 0.5745 0.1664 0.1618
NSGA-II NoNCT Gaussian 0.15 0,7214 0,1850 0,1994
NSGA-II SR(2) Gaussian 0.15 0,7374 0,1714 0,1791
NSGA-II FBDR Gaussian 0.15 0,7387 0,1678 0,1813
NSGA-II MOCBA Gaussian 0.15 0,7713 0,1323 0,1569
SPEA2 NoNCT Gaussian 0.15 0,7747 0,1567 0,1562
SPEA2 SR(2) Gaussian 0.15 0,7353 0,1882 0,1863
SPEA2 FBDR Gaussian 0.15 0,7603 0,1674 0,1683
SPEA2 MOCBA Gaussian 0.15 0,7870 0,1243 0,1406
NSGA-II NoNCT Gaussian 0.2 0,6627 0,2204 0,2394
NSGA-II SR(2) Gaussian 0.2 0,6978 0,2053 0,2119
NSGA-II FBDR Gaussian 0.2 0,6919 0,2015 0,2167
NSGA-II MOCBA Gaussian 0.2 0,7501 0,1418 0,1694
SPEA2 NoNCT Gaussian 0.2 0,7318 0,1911 0,1869
SPEA2 SR(2) Gaussian 0.2 0,7117 0,2033 0,2016
SPEA2 FBDR Gaussian 0.2 0,734 0,1837 0,1887
SPEA2 MOCBA Gaussian 0.2 0,7677 0,1465 0,1618

Table 4: Results ZDT1
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Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
NSGA-II NoNCT Gaussian 0.1 0,7733 0,1104 0,1669
NSGA-II SR(2) Gaussian 0.1 0,7165 0,1557 0,2201
NSGA-II FBDR Gaussian 0.1 0,7293 0,1563 0,1836
NSGA-II MOCBA Gaussian 0.1 0,7572 0,1132 0,1621
SPEA2 NoNCT Gaussian 0.1 0,7629 0,1334 0,1634
SPEA2 SR(2) Gaussian 0.1 0,6548 0,2 0,2944
SPEA2 FBDR Gaussian 0.1 0,7097 0,1543 0,2238
SPEA2 MOCBA Gaussian 0.1 0,7706 0,1144 0,1557
NSGA-II NoNCT Gaussian 0.15 0,7179 0,1524 0,2134
NSGA-II SR(2) Gaussian 0.15 0,681 0,1961 0,2238
NSGA-II FBDR Gaussian 0.15 0,674 0,1715 0,2312
NSGA-II MOCBA Gaussian 0.15 0,7330 0,1330 0,2323
SPEA2 NoNCT Gaussian 0.15 0,7320 0,1491 0,1977
SPEA2 SR(2) Gaussian 0.15 0,6422 0,2257 0,3058
SPEA2 FBDR Gaussian 0.15 0,6921 0,1768 0,2172
SPEA2 MOCBA Gaussian 0.15 0,7437 0,1196 0,1801
NSGA-II NoNCT Gaussian 0.2 0,6335 0,1999 0,1999
NSGA-II SR(2) Gaussian 0.2 0,6869 0,1534 0,2712
NSGA-II FBDR Gaussian 0.2 0,6159 0,2146 0,2601
NSGA-II MOCBA Gaussian 0.2 0,7392 0,1348 0,2163
SPEA2 NoNCT Gaussian 0.2 0,69 0,1705 0,2524
SPEA2 SR(2) Gaussian 0.2 0,6265 0,2277 0,2917
SPEA2 FBDR Gaussian 0.2 0,6612 0,2072 0,2525
SPEA2 MOCBA Gaussian 0.2 0,7179 0,1509 0,1986

Table 5: Results ZDT2
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Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
NSGA-II NoNCT Gaussian 0.1 0,8384 0,1291 0,1529
NSGA-II SR(2) Gaussian 0.1 0,8267 0,1318 0,1582
NSGA-II FBDR Gaussian 0.1 0,8250 0,1311 0,1519
NSGA-II MOCBA Gaussian 0.1 0,8615 0,0902 0,1265
SPEA2 NoNCT Gaussian 0.1 0,8658 0,1131 0,1277
SPEA2 SR(2) Gaussian 0.1 0,8093 0,1514 0,165
SPEA2 FBDR Gaussian 0.1 0,8193 0,1449 0,1527
SPEA2 MOCBA Gaussian 0.1 0,8556 0,1202 0,1287
NSGA-II NoNCT Gaussian 0.15 0,7347 0,1789 0,2101
NSGA-II SR(2) Gaussian 0.15 0,7533 0,1728 0,2039
NSGA-II FBDR Gaussian 0.15 0,8022 0,1648 0,1795
NSGA-II MOCBA Gaussian 0.15 0,8265 0,1323 0,1583
SPEA2 NoNCT Gaussian 0.15 0,8227 0,1337 0,1633
SPEA2 SR(2) Gaussian 0.15 0,7816 0,1618 0,1839
SPEA2 FBDR Gaussian 0.15 0,8007 0,1662 0,1766
SPEA2 MOCBA Gaussian 0.15 0,8115 0,1281 0,1601
NSGA-II NoNCT Gaussian 0.2 0,6861 0,22 0,2557
NSGA-II SR(2) Gaussian 0.2 0,7066 0,1979 0,2305
NSGA-II FBDR Gaussian 0.2 0,7286 0,1975 0,2284
NSGA-II MOCBA Gaussian 0.2 0,7934 0,1324 0,1324
SPEA2 NoNCT Gaussian 0.2 0,7327 0,1899 0,2091
SPEA2 SR(2) Gaussian 0.2 0,7546 0,2001 0,2022
SPEA2 FBDR Gaussian 0.2 0,7636 0,1815 0,2011
SPEA2 MOCBA Gaussian 0.2 0,8257 0,1264 0,1601

Table 6: Results ZDT3

52



Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
NSGA-II NoNCT Gaussian 0.1 0,9756 0,0119 0,0605
NSGA-II SR(2) Gaussian 0.1 0,9799 0,0091 0,0876
NSGA-II FBDR Gaussian 0.1 0,9705 0,0092 0,0583
NSGA-II MOCBA Gaussian 0.1 0,9567 0,0067 0,0483
SPEA2 NoNCT Gaussian 0.1 0,9867 0,0071 0,0352
SPEA2 SR(2) Gaussian 0.1 0,9727 0,0186 0,1341
SPEA2 FBDR Gaussian 0.1 0,9803 0,0128 0,1609
SPEA2 MOCBA Gaussian 0.1 0,9867 0,0072 0,0391
NSGA-II NoNCT Gaussian 0.15 0,9712 0,0124 0,0841
NSGA-II SR(2) Gaussian 0.15 0,9708 0,0153 0,1404
NSGA-II FBDR Gaussian 0.15 0,9756 0,0102 0,0781
NSGA-II MOCBA Gaussian 0.15 0,9548 0,0092 0,0578
SPEA2 NoNCT Gaussian 0.15 0,9822 0,0071 0,0586
SPEA2 SR(2) Gaussian 0.15 0,9665 0,024 0,1229
SPEA2 FBDR Gaussian 0.15 0,9765 0,03 0,1064
SPEA2 MOCBA Gaussian 0.15 0,9817 0,0081 0,0633
NSGA-II NoNCT Gaussian 0.2 0,972 0,0106 0,0612
NSGA-II SR(2) Gaussian 0.2 0,9667 0,0136 0,0718
NSGA-II FBDR Gaussian 0.2 0,9662 0,0129 0,0944
NSGA-II MOCBA Gaussian 0.2 0,9622 0,0073 0,0585
SPEA2 NoNCT Gaussian 0.2 0,9821 0,0105 0,0917
SPEA2 SR(2) Gaussian 0.2 0,9623 0,0219 0,1406
SPEA2 FBDR Gaussian 0.2 0,9769 0,0121 0,0601
SPEA2 MOCBA Gaussian 0.2 0,9801 0,0115 0,0463

Table 7: Results ZDT4
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Algorithm NCT NoiseLandscape S (avg) Y (avg) IGD (avg)
NSGA-II NoNCT Gaussian 0.1 0,7849 0,4072 0,4538
NSGA-II SR(2) Gaussian 0.1 0,7723 0,7724 0,6259
NSGA-II FBDR Gaussian 0.1 0,7691 0,45 0,4991
NSGA-II MOCBA Gaussian 0.1 0,7848 0,4098 0,4808
SPEA2 NoNCT Gaussian 0.1 0,7854 0,4315 0,4547
SPEA2 SR(2) Gaussian 0.1 0,7734 0,5513 0,5783
SPEA2 FBDR Gaussian 0.1 0,7854 0,4315 0,4547
SPEA2 MOCBA Gaussian 0.1 0,7882 0,4305 0,4966
NSGA-II NoNCT Gaussian 0.15 0,7699 0,4617 0,4919
NSGA-II SR(2) Gaussian 0.15 0,7737 0,5059 0,5461
NSGA-II FBDR Gaussian 0.15 0,7687 0,4627 0,4981
NSGA-II MOCBA Gaussian 0.15 0,7737 0,4285 0,4764
SPEA2 NoNCT Gaussian 0.15 0,7835 0,4194 0,4553
SPEA2 SR(2) Gaussian 0.15 0,7804 0,5455 0,6578
SPEA2 FBDR Gaussian 0.15 0,7748 0,5134 0,5323
SPEA2 MOCBA Gaussian 0.15 0,7747 0,4306 0,4501
NSGA-II NoNCT Gaussian 0.2 0,7692 0,4326 0,4696
NSGA-II SR(2) Gaussian 0.2 0,7529 0,4665 0,6145
NSGA-II FBDR Gaussian 0.2 0,7806 0,4701 0,4867
NSGA-II MOCBA Gaussian 0.2 0,7806 0,4378 0,6015
SPEA2 NoNCT Gaussian 0.2 0,7857 0,4275 0,4963
SPEA2 SR(2) Gaussian 0.2 0,7687 0,5209 0,6577
SPEA2 FBDR Gaussian 0.2 0,7612 0,5487 0,5661
SPEA2 MOCBA Gaussian 0.2 0,788 0,4375 0,4816

Table 8: Results ZDT6

E Visualizations of the ZDT pareto fronts
For the ZDF functions the optimal pareto fronts can be calculated. Each pareto front in
these diagrams is indicated with 1000 objective vectors. The solutions that result in these
objective vectors have the same distance among each other. Thereby it can be observed
if the solutions are nonuniformly distributed along the pareto front. The ZDT6 function
focuses on this difficulty for MOEAs.
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Figure 18: ZDT1 and ZDT1-Ext generated pareto front

Figure 19: ZDT2 generated pareto front
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Figure 20: ZDT3 generated pareto front

Figure 21: ZDT4 generated pareto front
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Figure 22: ZDT6 generated pareto front, The solutions are nonuniformly distributed along
the front.

F Implementation
This chapter describes and documents implementation decisions. For the evaluation of
the dynamic resampling techniques an execution framework has been implemented. The
main components are evolutionary algorithms and fitness functions. The evolutionary
algorithms can be assigned an addon noise compensation technique and a modified pareto
ranking scheme. A fitness function is applied on a defined space constrained by restrictions
and its output is influenced by a noise landscape. A UML-class diagram documenting the
structure of the framework can be found in Figure 23.
The resampling techniques SEDR, mLDR, FBDR and FBSEDR are integrated as addon

noise compensation technique components and OCBA is used as modified pareto ranking
scheme component. The defined space specifies on which solutions out of the whole
possible space Rn the fitness function and the restrictions are allowed to be applied on.
By the restriction component it can be specified which solutions out of the defined space
are feasible. If correctly combined with the defined space, the restriction component and
the fitness function can rely on that they will always get solutions as input that they are
able to process. For example they do not have to check for division by zero errors.

The following points describe properties of the implementation that are worth to be men-
tioned. During the implementation phase several questions came up and problems had to
be solved. What has been decided on how the challenges are met and also which questions
are not covered is documented in the following.
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Continuous feasible spaces

Only continuous feasible spaces are considered. Although integer valued parameters are
common in real-world problems integer optimization is not covered here. This trade-off
decision was made so that more time can be invested on the actual focus of the work. The
additional implementation effort needed for empowering the implementation to handle
integer problems does not justify the few new insights. For this reason the ZDT5 function
out of the ZDT Benchmark Problem Suite (5.1) was omitted. It uses boolean vectors as
parameters.

Strong pareto dominance

In this work the strong pareto-dominance definition is used (Tan and Goh, 2008, p. 264).
Strong pareto-dominance means that a solution is considered dominating another solution
if it is better or equal in all objectives and strictly better in at least one objective. If the
fitness vectors of the two solutions are equal the two solutions are considered mutually
non-dominating. This decision was made to avoid that one of two solutions must be chosen
as dominating, which would have been the case with weak pareto-dominance. This would
have complicated the implementation: Once the decision of which is the dominating one
of the two compared solutions is made it should be kept in all code parts that compare
the two solutions throughout the whole algorithm runtime. Strong pareto dominance has
the disadvantage that fewer solutions are comparable and that the population might get
clogged with solutions of the same fitness value. For the experiments in this thesis this
did not pose a problem. For the used benchmark problems with their continuous search
spaces it happens very seldomly that two solutions have exactly the same fitness vector.
The additional implementation effort needed to run weak pareto-dominance would not
have payed off.

Generation of the initial population

The initial population is chosen randomly. The execution framework is able to handle
arbitrary feasible spaces. Therefore special provisions are needed to select the initial
soutions. The initialization procedure generates the initial solutions by mutating the
parameters of a feasible base point that is specified by the user. The mutation is done
iteratively. In a random order the parameters are mutated one after another in their
feasible range. The mutation of one parameter changes the position of the new solution
and therefore also the feasible ranges of the other parameters. The execution framework
does not expect the feasible space to be continuous as a whole, but it is required that it
consists of a set of continuous spaces. The user can therefore choose several feasible base
points. If at least one in every continuous area is specified the initialization procedure can
reach the whole search space. This procedure is described in pseudocode in Algorithm 5.

Keeping to the available computing budget

The computing budget is a hard limit. There cannot be executed more resamplings than
are allowed. The limit should even be reached to not let some budget left unused. Another
advantage of spending all budget is that it makes it easier to compare the performances
of different algorithms and resampling techniques. Since every iteration of the algorithm
consumes a different computing budget, there will remain a different budget towards the
end of the runtime whenever the optimization is executed. The algorithm may face the
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Algorithm 5: Selection of the initial population
while NOT all members of initial population assigned do

BasePoint ← Select one base point randomly out of BasePoints
NewSolution ← Clone BasePoint

while NOT all parameters selected do
Parameter ← Select one parameter of NewSolution randomly without
replacement

/* This is dependent on the current position of NewSolution */
Determine feasible range for Parameter
Mutate Parameter

endwhile

Add NewSolution to Population
endwhile

following problems here: 1. The remaining budget may not be sufficient for evaluating
each offspring of the next generation minimum once. 2. All offspring can be evaluated at
least once but the remaining budget may not be sufficient for the execution of the optimal
budget allocation proposed by the resampling technique. This situation is serious because
little evaluated inferior solutions that have been wrongly assessed a good fitness may dis-
tort the algorithm’s result in the end by pushing good solutions out of the population.
The execution framework deals with these problems in a simple way that takes an imple-
mentation effort that is appropriate for this thesis work but is therefore yet suboptimal.
One of the following two actions is performed:

a) Invest the remaining budget in the population and offspring of the previous iteration
before the new population is selected. Resample every solution one more time until
the budget is used up. Run the non-domination sort, then start resampling the
solutions in the pareto front and continue by ascending order of pareto rank. If all
solutions in the pareto hierarchy have been resampled once more and there is budget
left, start again with the pareto front, and so on. After all budget has been invested
run the non-domination sort one more time.

b) Perform a regular iteration of the algorithm. In case the computing budget is con-
sumed completely during the iteration, do not execute more samplings but finish
the iteration code as usual.

The decision which action to perform is made based on the average budget used per
iteration up to this point. If 10% more budget is available than the average budget
consumption per iteration action b) is chosen. Otherwise action a). Action a) makes sure
that no budget is left unused but spends the budget in a simple suboptimal way. If enough
budget is available action b) can be executed and the remaining budget can in most cases
be invested optimally according to the policy of the resampling technique. For action
b) it is guaranteed that enough budget is remaining so that every new offspring that is
created during the iteration can be evaluated at least once. It can happen though that
there is not enough budget left to execute all samplings that the resampling technique
proposes. Since the techniques investigated in this thesis are sequential the iteration’s
budget consumption can not be estimated more accurately until towards the end of the
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iteration. This risk of running out of computing budget is taken but is minimized by
demanding additional 10% more available budget. This approach worked out well with
the test functions evaluated in this thesis, but must maybe be reconsidered with other
(real-world) functions that cause large variances in budget consumption.
Another way to deal with the mentioned problems would have been to change the offspring
size but this alternative was discarded because it would have entailed more complex code
changes and provisions.

Hypervolume-metric

The complexity for calculating the hypervolume metric for N solutions is O(N !), which
might be prohibitively expensive for large N . In this thesis only two-objective test func-
tions are used. The hypervolume metric implementation therefore only needs to be able
to handle 2d objective spaces where the hypervolume can be computed in O(N).

Y- and IGD Metrics

For application of the Y- and IGD metrics on the results of the ZDT functions 1000 pareto
optimal solutions on the generated pareto front are provided.
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Structure of the execution framework

«interface»
INoiseCompensationTechnique

AbstractEvolutionaryAlgorithm

«interface»
IEvolutionaryAlgorithm

AbstractGeneticAlgorithm

NSGA-II SPEA2

AbstractEvolutionStrategy

0..1

AbstractNCT

«interface»
IFitnessFunction

1

AbstractFitnessFunction

(mu+lambda)

«interface»
INoiseLandscape

0..1

AbstractNoiseLandscape

1

1

«interface»
IRestrictions

AbstractRestrictions

«interface»
DefinedSpace

AbstractDefinedSpace

*

ZDT

ZDT1

R_N R_N \ {0}

InvariantGaussian InvariantUniform

ZDT1Restrictions

Figure 23: Execution framwork structure
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