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Abstract 

This master thesis investigates the principal capability of artificial evolution to 

produce tool use behavior in adaptive agents, excluding the application of life-time 

learning or adaptation mechanisms. Tool use is one aspect of complex behavior that is 

expected from autonomous agents acting in real-world environments. In order to 

achieve tool use behavior an agent needs to identify environmental objects as 

potential tools before it can use the tools in a problem-solving task. Up to now 

research in robotics has focused on life-time learning mechanisms in order to achieve 

this. However, these techniques impose great demands on resources, e.g. in terms of 

memory or computational power. All of them have shown limited results with respect 

to a general adaptivity. One might argue that even nature does not present any kind of 

omni-adaptive agent. While humans seem to be a good example of natural agents that 

master an impressive variety of life conditions and environments (at least from a 

human perspective, other examples are spectacular survivability observations of 

octopuses, scorpions or various viruses) even the most advanced engineering 

approaches can hardly compete with the simplest life-forms in terms of adaptation. 

This thesis tries to contribute to engineering approaches by promoting the application 

of artificial evolution as a complementing element with the presentation of successful 

pioneering experiments. The results of these experiments show that artificial 

evolution is indeed capable to render tool use behavior at different levels of 

complexity and shows that the application of artificial evolution might be a good 

complement to life-time approaches in order to create agents that are able to implicitly 

extract concepts and display tool use behavior. The author believes that off-loading at 

least parts of the concept retrieval process to artificial evolution will reduce resource 

efforts at life-time when creating autonomous agents with complex behavior such as 

tool use. This might be a first step towards the vision of a higher level of autonomy 

and adaptability. Moreover, it shows the demand for an experimental verification of 

commonly accepted limits between qualities of learned and evolved tool use 

capabilities. 

Key words: adaptive robotics, evolutionary robotics, tool use behavior, autonomous 

agents, simulated experiments, artificial evolution, tool use skill inheritance, 

intelligence 
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1  Introduction 

The topic of this thesis is an investigation whether artificial evolution can guide the 

emergence of detached tool-use capabilities in autonomous agents in the absence of 

life-time adaptation mechanisms. This investigation tries to contribute to the field of 

evolutionary robotics (section 2.1 provides a brief introduction to this field). 

In the current situation, experiments in evolutionary robotics including tool use have 

been limited to the consideration of tools that are attached to an agent’s body right 

from the start (e.g. cameras, gripper modules, proximity sensors). To the knowledge 

of the author the opportunity of using environmental objects as tools (i.e. detached 

tools) has not been investigated specifically within the field of evolutionary robotics.  

The purpose of this investigation is to find out whether evolution is able to capture 

tool use skills of different complexity. If however, there is no evidence found for the 

ability of evolution to guide the emergence of tool use capabilities this research seeks 

to identify possible reasons behind the lack of evolutionary success instead. On a 

visionary scale, the results can be considered as one step towards the development of 

autonomous agents that are able to use environmental objects as tools and as a 

preliminary study in order to achieve a new level of adaptivity that might enable the 

construction of autonomous agents that are flexible enough to be used in different and 

dynamic real-world environments that go beyond entertainment applications. 

The main target audience for this report is obviously the evolutionary robotics 

community. It may trigger a discussion about the importance of emergent, detached 

tool use in autonomous agents and ways to achieve this target. Implications of the 

results presented in this report might guide future developments in this area. However, 

this study will also be interesting for researchers in related fields as the broader area 

of robotics, the artificial intelligence community or the cognitive science community. 

So far, autonomous agents with tool use capabilities have been designed based on 

specific environmental circumstances (e.g. Bluethmann et al., 2003). Those agents 

however, are not robust to environmental changes and rely on rather sophisticated 

sensors, heuristics or other techniques that impose great demands on resources. Their 

designers could possibly learn from the approach of evolutionary robotics that sticks 

to simplicity in order to achieve robustness in changing environments. Finally, readers 

belonging to other related research communities, specifically cognitive scientists, 

researchers in the field of artificial intelligence, anthropologists, ethnologists and 

others that are interested in the relations between tool use, cognition and intelligence 

might regard this report as an inspiration to re-discuss their perspectives on the 

relations between the aforementioned aspects. 

1.1 Thesis overview 

The next chapters are organized as follows. Chapter 2 introduces the research area of 

evolutionary robotics, the Khepera concept and presents basic terms and aspects of 

tool use. Chapter 3 describes the problem under investigation and concrete aims and 

objectives. Chapter 4 discusses various theories regarding tool use and the 

development of intelligence, concluding with the promotion of artificial evolution as a 

complement to developmental approaches. Chapter 5 documents the details of the 

method. It explains the general experimental setup and the specific experiments 

conducted in the course of this research in detail. Chapter 6 presents the results and 

the implications that have been gathered during the analysis of the results. Chapter 7 

discusses the results, draws conclusions and identifies possible future work. 
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2 Background 

This chapter begins with a short introduction to the field of evolutionary robotics, 

followed by brief descriptions of the Khepera robot concept and the YAKS simulator 

used in the experiments of this thesis. References are pointed out to the reader that is 

interested in details that did not fit into this chapter and might lead to a deeper 

understanding of the topics and concepts described below. Readers who are familiar 

with the research area should be able to skip this chapter. Finally, some foundations 

concerning tools and tool use, specifically detached tool use are summarized in order 

to clarify basic tool use terms used later on. Theories of different research fields 

concerning the relation between life-time development, evolution and tool use are 

discussed in Chapter 4.  

2.1 Evolutionary robotics 

Evolutionary robotics, a term coined by Cliff et al. (1993), is an approach to an 

automatic, self-organizing design process for the creation of autonomous robots. 

Inspired by Darwin’s theory of the survival of the fittest, artificial evolution is 

implemented as a simplified version of natural evolution, taking advantage of genetic 

algorithms (see Holland, 1975 for details). Parts of the agent’s control structure and 

possibly its morphology are coded into a genotype representation on different 

organizational levels. The genotype encodes an agent’s phenotype, i.e. its life-time 

structures. A population of individual agents is created and each of them is exposed to 

an environment for a limited time while receiving fitness with regards to their success 

in solving a given task. After all individuals of one generation have finished their runs 

in the environment a subset of the most successful individuals is selected to 

reproduce. Reproduction is performed by creating copies of their genotypes and 

exposing them to some evolutionary operations inspired by nature, like mutation and 

cross-over. Different variations of this process are possible. For example, the selection 

of the individuals which are to be reproduced can be realized by selecting a subset of 

the best individuals (“Elitism”) or some form of competitive selection (“Tournament 

method”) can be applied in order to prevent premature convergence towards a sub-

optimal population. Often a mixture of these methods is applied. The main parameters 

that affect the course of evolution are the population size, the reproduction rate, the 

selection of evolutionary operations and the number of generations. There is a risk 

that the best individuals of early generations do not match the selection criterion 

significantly enough, a risk known as the bootstrap problem. In this case evolution 

will converge to an undirected random process that does not display gradual 

improvements. 

The crude simplification of evolution has been criticized for its inappropriateness in 

simulating natural evolution properly (e.g. Wagner and Altenberg, 1996). However, 

from a designer’s point of view it is still attractive as artificially evolving different 

levels of an agent’s features removes the burden of very complex and error prone 

design decisions. Further, in combination with the robustness of artificial neural 

networks very flexible task-solving strategies can evolve that a human designer would 

not even think of. The introduction of designer bias is limited as opposed to 

traditional bottom-up and divide-and-conquer approaches in engineering, due to the 

restriction of design choices to the selection of a general control structure (that might 

itself be evolved) and fitness function (i.e. a selection criterion). In evolutionary 

robotics the choice of a rather simple fitness function, in some way resembling the 

abstract principle of survival in natural evolution, is strongly encouraged. Many 
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experiments have proven the robustness of this approach both to external influences 

such as noise and to changing environments, control structures and morphologies. A 

good illustration of this is given in the cross-platform experiments described by Nolfi 

and Floreano (2000, Chapter 4.4), where differently shaped agents display the same 

kind of adaptive behavior in differently sized environments. 

However, purely reactive behavior limits an agent’s success in more complex tasks, 

even if active perception-loops can still solve tasks that seem to require more than 

reactivity in the eye of a human observer. Therefore, artificial evolution is often 

applied in combination with learning or other life-time methods. This complements 

the global search of evolution by local searches at life-time as illustrated in Figure 2-1 

 

Figure 2-1 Combination of learning and evolution (redrawn from Nolfi & Floreano 2000). The 

black line indicates the fitness of each possible combination of alleles (i.e., all variations of parameters 

in evolved individuals). The crossmarks represent each the configuration of a sample individual at 

birth. Evolution is exploring the search space globally which reduces the probability to find the best 

combination (indicated by the fitness peak) within a certain period of time. However, if the search 

space is gradually distributed in some form (i.e., slight variations of combinations would resemble a 

slight movement to right or left in the diagram) then it is possible to learn with some directionality 

(indicated by the double arrows), thus individuals that are able to learn can search a portion of the 

search space locally. This increases the probability to detect the best combination (indicated by the 

peak) within a certain time period. 

The most common learning methods range from supervised learning methods such as 

error-based back-propagation (inspired by biological models of nerve functions, i.e. 

hebbian learning) and reinforcement learning to unsupervised learning methods that 

need no external feedback. They change weights and/or connectivity patterns of the 

agent’s artificial neural network controller at life-time according to some set of 

learning rules. Artificial evolution can even be applied to learning itself, e.g. the rules, 

the network structure dynamics and other elements. The traditional approach of the 

artificial intelligence community is to represent information from the outer world in 

the form of explicit symbolic systems that calculations of action plans can be based 

upon. While evolutionary robotics respects the fact that the controller structures and 

states represent a form of implicit representation an agent’s world, an explicit 

representation is considered as both a data overhead (calling for sophisticated 

hardware and evaluation algorithms) and an avoidable introduction of human designer 

bias. This is supported by the fact that successful experiments in the area of traditional 

artificial intelligence are usually specifically designed for those experiments. This 

critic has been made popular by Brooks (1991a, 1991b). 

The interested reader who strives to learn more about the historical background and 

details about the field of evolutionary robotics is recommended to Nolfi and Floreano 

(2000) which can serve as a good starting point and compendium for further studies, 

including concise background chapters on artificial networks and learning algorithms. 
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2.2 The Khepera concept 

The Khepera is a popular commercial miniature robot model and central part of a 

whole concept. The robot itself is only 55 millimeters in diameter and weighs 70 

grams, providing the advantages that it does not get destroyed easily in case of 

crashes and reducing experimental space demands. It is kept relatively simple, 

mechanically robust and consists of standard hardware (e.g. industrial standard data 

interfaces). The basic version comes with six front and two back infrared proximity 

sensors and it has two wheels that are attached in a way that allows spinning in one 

place. Extension modules can be attached, such as a gripper unit or a camera vision 

turret. Its batteries last for about 30-40 minutes, but power can also be supplied by a 

cable. The robot can be connected to a personal computer enabling the external 

execution of evolutionary calculations and the download of the resulting networks to 

the on-board CPU of the agent. This enables the external simulation of training runs 

in compressed time before actually testing the results on the physical agent. At the 

University of Skövde one such simulator, Yet Another Khepera Simulator
1
 (YAKS), 

was developed. More details on YAKS can be found in Bergfeldt (2005, Chapter 4). 

2.3 Tools and tool use concepts 

2.3.1 The problem of definition 

While it is still discussed whether tool use is a hallmark of intelligence no commonly 

agreed definition of tools and tool use actually exists that applies to all situations. 

According to the Encyclopedia Britannica (Encyclopedia Britannica Online) a tool is 

“an instrument for making material changes on other objects, as by cutting, shearing, 

striking, rubbing, grinding, squeezing, measuring, or other process.” This is an 

example of a human-centered view on tools as physical objects with physical impact. 

This definition is certainly too narrow. Even when remaining in the world of human-

centered tools one might think of e.g. remote-controls, calculators, cups or even 

“toolified” animals (cf. Susi, 2006, Section 4.3). Tools and tool use are context-

dependent and therefore definitions are either too narrow when precise, or incomplete 

when more general. In Susi (2006, Section 2.4) a very interesting overview of the 

unsolved problem concerning a general and clear definition of tools, tool use and tool 

classifications can be found. Rather than repeating this unresolved discussion here the 

interested reader is strongly encouraged to refer to this overview
2
.  

2.3.2 Basic attributes 

Obviously tool use and detached tool use in particular can be regarded from different 

viewpoints. In a wider sense the environment as a whole, the body of the agent and 

even opponents and more abstract things such as language
3
 or noise and other 

constraints could be regarded as tools and in turn, their direct and indirect application 

                                                
1
 Available at http://www.his.se/iki/yaks, last access 6

th
 of August 2006. 

2 Please note that the term “tool behaviour” as used in this overview should not be mixed up with the 

term “tool-related behaviour” as used later on in this thesis. While there might be some possible 

overlap of notion in some cases the latter does never actually refer to tool use within this thesis. 

Moreover, this overview might be complemented by underlining the fact that tools can also serve to 

compensate deficiencies of their user (e.g. when extending the arm in order to reach further).  

3
 Language is sometimes regarded as a field of higher-level cognition studies competitive to tool use 

(e.g. Preston 1998). 
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as tool use. This section clarifies some basic terms and classifications concerning 

tools and tool use. While no claim on the universal appropriateness and common 

agreement is made regarding the following terms and classifications this section 

allows a clarification of terms that are used in subsequent chapters. 

In order to circumvent the ambiguities that occur when trying to categorize tools St. 

Amant (2002) proposed to start with the development a widely accepted definition of 

tool use first. As pointed out above, this kind of definition is not available yet. 

Anyhow, for the purpose of this thesis we follow St. Amant’s ideas and the following 

section is mainly based on these findings of St. Amant (2002) and St. Amant and 

Horton (2002). As St. Amant (2002) points out, tool use has been analyzed in various 

research fields like anthropology (Keller and Keller, 1996), animal cognition 

(Ingmanson, 1996; Smitsman, 1997), experimental psychology (van Leeuwen et al., 

1994), cognitive psychology (Hutchins, 1995), social psychology (Semin, 1998), 

situated cognition (Agre and Horswil, 1997), and design disciplines (McGrew, 1993; 

Preston, 1998). 

According to St. Amant (2002) physical tools are persistent artifacts. As Beck (1980) 

points out, referring to primate cognition: “Thus tool use is the external employment 

of an unattached environmental object to alter more efficiently the form, position or 

condition of another object, another organism, or the user itself when the user holds or 

carries the tool during or just prior to use and is responsible for the proper and 

effective orientation of the tool”. This underlines the fact that tools are detached 

environmental objects prior to use that need to be attached to the body during use
4
. 

Moreover, with respect to this definition a tool must be “carried”, i.e. tool use needs a 

tool to be temporarily attached to the body. Further, it emphasizes the fact that tools 

are persistent objects (as opposed to materials that decompose at use), which also 

means that they are reusable (Agre and Horswil, 1997). Moreover, tools can 

encapsulate information or behavior and tools can be used in combination (St. Amant, 

2002). 

2.3.3 Procedural structure 

St. Amant (2002) further defines tool use according to its procedural structure, 

distinguishing tool use behavior from other activities. First, tool use must involve 

direct action (Vauclair, 1996). For example, the behavior of primates that imprecisely 

drop objects on researchers as described in (Ingmanson, 1996) is considered tool-

related behavior instead. Secondly, tool use often amplifies existing behavior 

(Hutchins, 1995), exemplified by body shape extensions in order to reach objects 

(Preston, 1998). Tool use is also a goal-directed activity (Ingmanson, 1996). An aim 

must be pursued which implies intentionality or some kind of will. In terms of natural 

evolution one might point out the abstract aim of survival. However, this might be an 

aim that is too abstract to apply to single problem-solving task situations (e.g. Takeda 

et al., 2002). Inferred intention is a problematic, widely disputed part of tool use. 

However, accidental or random activities that include tools can definitely not be 

                                                
4 With respect to the title of this thesis it is important to clarify that detached tool use actually refers to 

the detached property of environmental objects prior to their use and not to their use while they are 

detached from the body. During their use they are obviously attached to the body (but one could still 

discuss if this temporarily makes them being a part of the body). Tool use might be investigated 

without regarding the detached or attached property. However, in this thesis the detached property of 

an environmental object that is a potential tool is important because the application of environmental 

objects as tools is considered as one step towards a higher level of autonomy. 
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regarded as tool use, which at least gives room to statistical evaluations. Finally, tool 

use involves effective behavior. Simply some form of activity including a tool that 

does not produce a task-beneficent result cannot be considered tool use. Kosseff 

(online) gives an example of what is not tool use with respect to that: “Other species 

of birds break eggs open by throwing them down on stones.  However, this behavior 

is not considered tool use because the stone is not being used as an extension of the 

bird's body”
5
. Visalberghi and Limonelli (1996) provide an example of a monkey that 

successfully manipulates a tool in order to make it fit into a tube containing a reward 

but then fails to use the proper part. One might also think of a screwdriver moved at 

random, having no effect on a screw. 

Hutchins (1995) distinguishes physical tools, that amplify existing behavior and 

cognitive tools that transform problems. However, St. Amant (2002) points out, that 

physical tools can transform problems as well, e.g. a ruler enabling to draw a perfectly 

straight line with a pen. 

2.3.4 Context 

As St. Amant (2002) clarifies, tools are not used in isolation but in their 

environmental context, comparable to a professional tool user preparing his work 

bench by putting the tools in a certain order for improved efficiency. Further, he 

proposes a tool taxonomy categorized with respect to the intended tool use. First, 

effective tools that produce a persistent effect on materials or the environment, 

including both the sub-category of auxiliary tools that are merely used for their effect 

on a primary effective tool and the sub-category of meta-tools, i.e. tools that are used 

to construct other tools. Secondly, there are tools that provide information about 

materials or the environment, called instruments in the tool use literature (Hutchins, 

1995). In evolutionary robotics the sensors are such instruments. Further, there are 

constraining tools that constrain or stabilize materials or the environment for the 

further application of effective tools, e.g. a ruler. Finally, there are tools that 

demarcate the environment or materials, such as markers. St. Amant (2002) also notes 

that tools can belong to several of those categories at the same time. 

2.3.5 Ecological issues 

St. Amant (2002) also discusses ecological issues of tool use. Tool use can be 

opportunistic, thus a tool can be used differently to a tool designer’s implication. In 

addition, tools usually provide rich cues about their appropriate use. This is often 

referred to as the affordance of a tool (Gibson, 1977; Povincelli, 2000), a term that is 

not commonly defined as described in Section 4.1.2. For example, the shape of a 

hammer handle implies gripping to humans and primates and after gripping it implies 

hammering. There is a sequential dependency of changing affordances. By accidental 

moves the purpose of the hammer becomes clear (Gaver, 1991). This also implies that 

the interaction with the environment (some form of natural “curiosity”) can help to 

read the affordances of tools. This way of learning about objects through action has 

been identified by several authors as a potential way to achieve initial artificial 

cognition (Fitzpatrick et al., 2003; Stoytchev, 2005a, 2005b). Obviously, the 

affordance of a tool is dependent on the situational context and the agents perceptive 

                                                
5 This might well be discussed thinking of for instance remote-controlled and time-triggered tools (e.g. 

a bell clock) or visual tools such as markers or calenders, but will be accepted here as it is not directly 

relevant for the purpose of this paper. 
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capabilities, embodiment, abstraction abilities and experiences, as pointed out by 

researchers in the field of situated, embodied and distributed cognition (Rambusch, 

2004; Rambusch et al., 2004; Susi and Ziemke, 2005; Susi, 2006). Finally, tool use 

involves the establishment and exploitation of constraints between the user, the tool, 

and the environment (van Leeuwen et al., 1994). Those can be spatial (Kirsh, 1995; 

Vauclair, 1996), physical (Schlesinger, 2000) or dynamic constraints. An example of 

the latter is using a hammer with too much or too less force, both producing undesired 

results. Further, there are also perceptual and motor constraints, the latter resembling 

physical constraints. Perceptual constraints can be exemplified by any typical form of 

human tool use. For instance, in order to hammer a nail into a wall one would take 

advantage of feedback loops continuously, e.g. visual (seeing the hammer, wall and 

nail), motor (muscle contraction), physical (correcting movements and test swings) 

and audio feedback (sound of hammering indicating how far the nail got into the wall 

yet). This example might be executed as an unconscious automatism, but actually 

resembles a rather complex series of feedback-action-loops. These loops can be 

divided into closed loops when setting the configuration for the tool use and open 

loops when actually using the tool in this setting. From a human perspective this is 

described in (Rosenbaum, 1991). 

2.3.6 Final considerations 

St. Amant points out that the perspectives on tool use as described above are 

controversially discussed. For instance, some researchers might miss the treatment of 

cognitive tools (Norman, 1993; Hutchins 1995) and possibly non-cognitive forms of 

external representations (Zhang, 1997; Zhang and Norman, 1994). However, the 

implication of this section is to establish a vocabulary that will be used in this thesis. 

Whenever a term concerning tools and tool use might be unclear, the reader might use 

this section as a reference point as this thesis will stick to the terms as described in 

this section. The relationship between tool use, intelligence, development and 

evolution are further discussed in Chapter 4. Moreover, examples of related work will 

be presented in Section 4.2. 
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3 Problem statement 

This thesis investigates the guiding function of artificial evolution regarding the 

emergent use of environmental objects as tools in order to accomplish problem-

solving tasks. The aims and objectives are formally stated in this chapter. 

3.1 Motivation 

The matter of investigation is motivated by three factors. First, tool use is often 

regarded as a hallmark of higher level intelligence by members of different research 

fields (see, for instance, Wood et al., 2005; Beck, 1980). However, this has always 

been criticized by several researchers, triggering discussions that usually come down 

to the disputed definition of intelligence itself (cf. Brooks 1991a). Furthermore, even 

if one agrees that tool use is a hallmark of higher intelligence, it is only one aspect of 

intelligent behavior and intelligence itself is certainly grounded on a lower level 

(Kosseff, online). Some authors state that tool use itself might rather be a hallmark of 

environmental opportunities than being a hallmark for higher-level intelligence. This 

is indicated by observed differences in tool use behavior between captive and wild 

animals (Beck, 1980; Kosseff, online). However, after tool use as a prime indicator of 

the distinction between animal and human intelligence has proven false by many 

examples of sophisticated animal tool use (see, for instance, Povincelli, 2000; 

Visalberghi and Limoncelli, 1996; Beck, 1980; Milikan and Bowman, 1967; Tebbich 

and Bshary, 2003), the results of this thesis might contribute to the aforementioned 

discussion by exemplifying autonomous tool use performed by artificial agents. 

However, life-time learning is not applied in this thesis, thereby focusing on the 

aspect of evolutionary inheritance regarding tool use capability or skills. 

Secondly, evolutionary robotics has so far mainly been used to investigate theories of 

related fields such as cognitive science or evolutionary biology. The vision of taking 

advantage of evolutionary robotics in order to create autonomous agents that can be 

applied in real-world tasks has so far not come true but in entertainment or academic 

applications
6
. While features of evolutionary robotics such as robustness, simplicity 

and a limited introduction of design bias seem to form a sound basis in order to 

achieve this vision, the first steps have been made in other fields of robotics (see, for 

instance, Bluethman et al., 2003; Wood et al., 2005; Stoytchev, 2003), usually very 

complex approaches with high hardware demands and robust only in specific 

environments. Further, this approach of using sophisticated hard- and software, 

gathering huge amount of perceptional data and using complex algorithms for 

analysis and planning is and will be limited by the contemporary state-of-the-art 

technology. Giving up concepts of simplicity in order to design sophisticated behavior 

in specific environments comes at a cost of a lower degree of robustness and 

flexibility. In addition, those approaches do not tackle the extraction of abstractions 

that would be needed to bridge the semantic gap between classifying objects 

(potential tools) and actually deducting the opportunities that those objects might 

offer. While humans are not perfect as well, they are relatively sophisticated in 

identifying objects as possible tools, at least from a human task perspective. With 

regards to this human-computer interaction research investigates the design of object 

affordances (e.g. a graphical button implies that it can be pressed in computer 

                                                

6
 For example Sony’s Aibo or RoboCup (cf. www.robocup.org, accessed 6

th
 of 

August 2006), respectively 
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applications). In order to achieve comparable capabilities in artificial agents it is 

necessary to extract notions of concepts from actual and memorized perceptual input 

data, moreover on different levels and over different timescales simultaneously. In 

addition, these concepts have to be applied according to the situation and aims of an 

agent. An illustration of this from a human perspective might be a chair. While 

modern humans would consider it an object to sit on it might as well be regarded as a 

tool to smash a window in case of fire. This thesis considers evolutionary training as 

one alternative to reduce the amount of resources needed in life-time performance and 

possibly an initial step towards the vision of real-world applications for adaptive 

robots. 

Finally, a new direction for evolutionary robotics has been proposed by Ziemke et al., 

2004). This proposal concludes that robotic adaptation has so far concentrated on 

adapting agents to given environments. However, a new direction might be followed 

in allowing the agents to adapt the environment to the needs of their goals as well. 

“Hence, there are plenty of studies of robotic agents/species adapting to a given 

environment. Many animals, on the other hand, in particular humans, to some 

extend can choose to adapt the environment to their own needs instead of adapting 

(only) themselves.” (Ziemke et al., 2004) 

This thesis tries to follow this direction by applying active use of environmental 

objects as tools which can be considered as one way of actively adapting the 

environment. 

Previous work in evolutionary robotics mainly applied tools that are fixed to an 

agent’s body, thus part of its morphology. Examples for these tools are motor 

improvements such as grippers, sensory improvements such as cameras or radars and 

control-architectural improvements such as different forms of memory, e.g. by 

application of recurrent artificial neural network structures. Environmental objects are 

usually manipulated as part of the task but not actively used. However, there are some 

examples that can be considered as a form of detached tool use, for example 

experiments with a battery charger station (Floreano and Mondada, 1996) or the 

active use of objects as markers, inspired by insect stigmergy (Ziemke et al., 2004). 

However, none of these investigations focussed on detached tool use. St. Amant and 

Wood et al. (2005) propose an incremental approach in order to investigate and 

design (detached) tool use in autonomous agents. This thesis work follows this 

proposal but inside the area of evolutionary robotics. Other researchers have also 

implemented different forms of detached tool use in very specific settings (e.g. 

Bluethman et al., 2003; Wood et al., 2005; Stoytchev, 2003). However, all of them 

applied life-time mechanisms instead of artificial evolution. This thesis tries to go one 

step in the same direction within the field of evolutionary robotics while focusing on 

evolutionary “learning”. 

3.2 Aim 

The overall aim of this thesis is to investigate whether artificial evolution is able to 

evolve detached tool use capabilities in adaptive agents. 

3.3 Objectives 

While concentrating on examples of tool use in a selected task, increasing levels of 

tool use complexity shall be investigated. One side aspect of this is to investigate the 
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effects of different control network architectures. In order to achieve the aim of this 

thesis the following objectives must be attained: 

A. Setup of a basic test scenario that is suitable to investigate whether detached 

tool use can emerge in order to complete a task that is otherwise impossible or 

less efficient. 

B.1 If the basic test scenario proves successful, another series of experiments has 

to be established. These experiments shall incrementally increase in terms of 

tool use complexity, including the evaluation between different environmental 

objects as tools and combined tool use. 

C.1 Run replications of the experiments applying different neural network 

controller structures in order to identify implications of a different number of 

modules with respect to evolving detached tool use capabilities. 

B.2 If the basic test scenario does not prove successful, possible key factors shall 

be identified that prevented the experiments from rendering successful. A 

literature analysis on tool use shall be performed in order to support and 

discuss these hypothetical key factors, while focusing specifically on artificial, 

autonomous agents. 

3.4 Contributions 

This research can support a development of the field of adaptive robotics towards a 

higher level of autonomy and robustness and thereby directs its application towards 

the vision of useful and stable real-world applications by promoting the 

complementary application of artificial evolution in order to extract meaning from the 

environment. 

Further, it follows a new direction of embodied cognitive research towards the active 

adaptation of the environment as opposed to the adaptation of the agent’s features to 

the environment. This has been proposed in Ziemke et al. (2004). 

Moreover, theories regarding the relationship of intelligence, tool use, development 

and evolution might need to be rediscussed, if artificially evolved agents display tool 

use behavior.   

Finally, it can also be regarded as a basic test for Macinnes and Di Paolos hypothesis 

of evolvable functional circles (Macinnes and Di Paolo, 2006) that is based on von 

Uexküll’s theory that the active stimuli selection of an agent leads to the deduction of 

meaning from the environment promotes the evolution of functional circles. If this 

can be achieved in the experiments, this might be regarded as a possible support to the 

hypothesis of evolvable functional circles. 

However, the results can only complement other important issues in order to realize 

the engineering vision, such as adaptation during life-time, object recognition issues, 

sensor sophistication and others. Evolutionary inheritance of tool use skills can 

certainly not turn this vision into reality if applied in isolation but it can support the 

achievement of this goal by reducing the exigencies on an agent’s architectural 

structure such as memory demands.  

To the knowledge of the author, the investigation of detached tool use, specifically 

with a focus on the beneficial effect of evolution, is a novel approach that has not 

been investigated so far. 
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4 Theory – Development and evolution of tool use 

This chapter begins with a short summary of the scientific discussion concerning the 

relation between development of intelligent behavior and tool use. Different views 

and approaches are discussed. Section 4.2 shows related work that so far focused on 

(life-time) developmental aspects. In Section 4.3 the theoretical idea behind this thesis 

will be described in relation to the aforementioned theories. This thesis work 

investigates the question of whether evolution can support or even substitute life-time 

learning approaches, i.e. development, specifically focusing on tool use. 

4.1 Development, tool use and intelligence 

The issue of whether tool use behavior emerges in a life-time development process or 

in the course of evolution has been widely discussed in scientific literature, but mostly 

investigated from a human perspective. This section introduces to the discussion 

based on a survey given in (Rambusch, 2004) and draws some implications on how 

that relates to the design of artificial agents. As Rambusch (2004) focuses on human 

cognition aspects in her survey this section tries to complement it with animal 

cognition aspects. 

4.1.1 Development vs. evolution 

Tool use has been regarded as one important factor in human thought (Hutchins, 

1995; Preston, 1998). However, as examples of animal tool use became evident, not 

even restricted to primates, it has been questioned whether tool use could really be a 

underlying factor which drives the evolutionary process to establish higher level 

cognitive abilities, e.g. the complex process of controlling an airplane. Tool use has 

been considered a “byproduct” instead of a driver of cognitive development by some 

researchers (Saito, 1996). Preston (1998) criticized this view and emphasized the 

importance of knowledge about artifacts as a considerable influence on human 

thought. Preston (1998) formulates the necessity of a more thorough investigation of 

what it is that makes objects being perceived and used as tools.  

Small children aged up to one year already display some roots of complex tool 

behavior. Lockman (2000) regards this behavior as perception-action routines that 

emerge from the exploration of the environment. Tool use deficiencies in small 

children have often been regarded as some kind of developmental gap that could be 

filled when guided by caretakers (cf. Vygotsky, 1932, 1978). In developmental 

psychology on the other hand, the fact that elementary tool use behavior suddenly 

emerges in a certain age of children, has led to the view that tool use is based on 

innate structures rather than teaching experience (Piaget, 1969). Lockman (2000) does 

not agree to this view and underlines the importance of exploration, leading to a step-

wise learning process in which the children gradually gain insight regarding the 

affordances of objects and their relations, emerging from a sensimotory trial-and-error 

process. The necessity of sensimotory activity as a prerequisite for the emergence of 

intelligent behavior has also been acknowledged by Piaget when he describes 

intelligence in terms of an adaptation process that is grounded in sensimotory action-

perception activities in an environment (e.g. Piaget, 1952). Piaget clearly has a 

biological view on cognitive development and learning and therefore emphasizes the 

importance of genetic inheritance. However, he has been interpreted in such way that 

he points out the importance of evolution in order to establish elementary abilities 

(e.g. reflexes) that are useful for the development of complex behaviors such as tool 
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use, while the main part of development is gained through processes of “self-

organization and internal re-structuring” (Parisi and Schlesinger, 2002, p. 1314). 

Piaget acknowledges the idea of learning being manifested in a process of interacting 

with the environment, but as opposed to Lockmann he restricts this to an early phase 

of child development, where physical knowledge about the characteristics 

environmental objects is obtained. In later developmental phases knowledge is 

obtained by means of symbolic representations that are detached from the 

environment, e.g. parents using language to teach the child about something that is not 

present in the environment. In short, mental processes gain importance in the 

cognitive development of a child while sensimotory interaction with the environment 

gets less important for learning over time. Tool use can therefore obviously not evolve 

until a certain developmental level is reached that enables reasoning in mental 

representations.  

Lockmann (2000) does not agree with that as he insists in the occurrence of tool use 

behavior already in very early child development stages. He is supported by the 

ecological viewpoint that regards all information necessary for cognitive development 

and knowledge gathering as being available in the environment and obtainable by 

active perception of object affordances as opposed to mental reasoning about an 

object (e.g. Gibson, 1979). Knowledge is therefore dependent on active interaction 

with the environment and knowledge can never be created in isolation, solely relying 

on mental processes. 

In animal cognition research there are examples supporting both views. For instance, 

observations of young Egyptian vultures that were never exposed to adult animals 

proved that the behavior of throwing stones at ostrich eggs in order to hatch them was 

not a learned but an innate skill. However, they needed to learn that eggs are a source 

of food first. This happened by being exposed to eggs that were already broken and 

tasting its content (Thouless, 1989). Another ambiguous example is twig use in 

chimpanzees. While it is partly learned from adults how to break twigs, remove their 

leaves and inserting them into termite holes it is also a partly innate behavior to use 

twigs and inserting them into holes when playing (Goodall, 1986). 

4.1.2 Context-dependency of affordances 

However, there is also a discussion about what the affordance of an object really is. 

While the above-mentioned might give the impression that an affordance is a fixed 

value that will be perceived unchanged by any agent and in any situation, some 

researchers pointed out the dependence of affordances on their context. A simple 

example where object affordance goes beyond the physical appearance of an object is 

given in (Rooks and Willson, 2000), where a chair that normally affords sitting might 

also afford standing on it in order to reach and exchange a broken light bulb. Hirose 

(2001) follows Gibson’s original theory of affordances when he describes that flat 

surfaces afford walking and graspable objects afford throwing. On the other hand he 

also indirectly admits context-dependency of affordances when he describes them as 

“opportunities for action that objects, events, or places provide for an animal” (ibid., 

p.290), i.e., the affordance of an object is determined by the action of an agent. Hirose 

(ibid.) also introduces what he calls effectivities, the necessity of means that allow the 

agent to “realize a specific affordance” (p.290). An agent that cannot grasp a hammer 

due to the lack of a hand is not able to detect the affordance of grasping and therefore 

unable to use this tool effectively for what it has been designed for. In brief, the 

ecological viewpoints considers tool use and object manipulation as embodied 

activities that occur when an agent interacts with the environment, thus embodied and 
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situated action being necessary in order to acquire knowledge about the objects and 

their potential opportunities to be used as tools. This has also been observed in animal 

cognition. For example, finches have been observed to adjust their posture and 

manipulate tools with respect to their size and shape and their tool use frequency, 

even dependent on their hunger level (Milikan and Bowman, 1967). 

Recent findings in neuroscience support this view. It has been found that brain regions 

that are highly activated during a physical interaction are also activated when one is 

only thinking about a tool connected with a typical action (e.g. Chao and Martin, 

2000, in Johnson-Frey, 2004) or during the identification of actions related to certain 

tools (Grabowski, 1998, in Johnson-Frey, 2004). Even tool observation and silent tool 

naming had similar affects (Grafton et al., 1989, in Johnson-Frey, 2004). This 

indicates an importance of motor activity in understanding object semantics 

(Rambusch, 2004). However, tool naming experiments indicate a closed relation to 

some form of symbolic representations as well.   

4.1.3 Imitation learning 

Further, as proposed by e.g. Vygotsky and others, the idea of imitation has been 

followed by various researchers as one means of learning (e.g. Nystrand, 2004; 

Michalski and Stepp, 1983). Imitation learning has also been observed in animal 

cognition with regards to tool use. For example Milikan and Bowman (1967) 

performed a study which showed that the large-cactus finch learned to use tools to 

probe for grubs when caged next to a group of woodpecker finches. In contrast to the 

latter large-cactus finches do not display this behavior in their natural environment. 

4.1.4 Drivers of tool use 

For tool use to emerge in animals the environment must reward tool use with some 

evolutionary reward, e.g. protection against enemies or a more efficient food search 

and it must provide objects that are useable as tools. But there is also some indication 

that survival is not the only driver of non-human tool use that the detection of object 

affordances is dependent on the situational context of the environment as well. For 

example, differences between tool use in wild and captive animals have been 

observed. The latter displayed more frequent and sophisticated tool use which might 

on one hand be explained by the fact that captive animals are more frequently exposed 

to manipulative objects in their environment and on the other hand that captive 

animals are usually not distracted by natural enemies and food search. Susi (2006, 

Chapter 4) provides several examples for captive and wild apes, using tools at 

different levels. At the same time animals living in urban areas adapted their tool use 

behavior to the environment. An impressive example is that of Japanese carrion 

crows, specifically waiting for green traffic lights in order to place walnuts on specific 

spots on the street after having learned that cars can crack them when rolling over 

them. They even learned to correct the placement of nuts that have not been cracked 

in one red-light-phase within the following green-light phase (Perrins, 2003; Collins, 

2005; Davies, online).  

4.1.5 Implications on tool use of artificial agents 

Regarding artificial agents, it can be concluded that the design of such agents should 

also rely on an embodied and situated process of exploration and gradual learning 

instead of predesigning tool use behaviors in their internal structure. This fits well into 

the philosophy of evolutionary robotics. Examples of approaches in closely related 
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fields, taking this into account, are described in Section 4.2. However, this thesis 

investigates the alternative of letting artificial evolution “design” tool use behaviors 

instead of gradually learning at life-time.  

Coming back to the difference in animal and human tool use the difference seems to 

be more quantitative than qualitative. But even regular and extensive tool use as 

distinctive human aspect, including higher level tool use such as car driving, might 

depend on the human anatomy, exposure to opportunities and constrains in everyday 

life situations and problems and the fact that scientists themselves are human 

observers with a human view on tool use. Cases of animal tool use described above 

are just selected examples of a vast variety of tool use observed in animals and do not 

even include more complex examples such as tool manipulation and manufacture (e.g. 

Tomasello and Call, 1997; Visalberghi and Limongelli, 1996; Emery and Clayton, 

2004), showing that even tool manufacture and manipulation cannot be considered 

uniquely human. Finally, regular tool use might encourage a higher level of problem-

solving skills over time. This might in turn encourage designing tool use capabilities 

in artificial agents in an incremental manner, starting with very basic tool use cases. 

This approach has been followed in this thesis. 

4.2 Related work 

4.2.1 Evolutionary robotics and tool use 

Research in evolutionary robotics and closely related fields concerning tool use has so 

far concentrated on life-time learning and development or fixed mechanisms. The best 

results have been achieved when the agents were designed for relatively specific 

environments (see, for instance, Bluethmann, 2003; Wood et al., 2005). To the 

knowledge of the author tool use has not been investigated specifically in 

evolutionary robotics research, going beyond the use of markers (Ziemke et al., 

2004), tools that have been fixed to the agent’s body or experiments where tool use 

itself was not the matter of investigation (e.g. Floreano and Mondada, 1996). None of 

them can be regarded as tool use in the sense of this thesis as the tools are either not 

detached prior to use or they are not attached during use.  

4.2.2 St. Amant’s preliminary proposals 

However, there have been some preliminary proposals on how to investigate tool use 

in autonomous agents, based on ecological psychology. St. Amant (2002) 

concentrates on interaction properties, “properties of the relationship between the 

agent and its environment that arise from their interaction” (ibid., p.14). Examples can 

be found in the affordance literature (cf. St. Amant, 1999), such as “graspable”, 

“movable” and the like. Some of them are ambiguous, e.g. “graspable” might include 

“reachable” and moreover they can be combined. An agent would then learn by 

exploration, e.g. trying to move an object and if it is light enough it will find out that 

it is a “movable” object.  The agent will finally address parts of the symbol-grounding 

problem when it associates symbols in its reasoning system with objects and 

properties in the real world. St. Amant expects a progression that starts with an 

exploration phase in which reflexes cause object interaction, comparable to the NEO 

system designed by Cohen et al. (1996, 1997). Those actions and interactions will be 

recorded and a yet unspecified unsupervised clustering algorithm will be used o 

extract properties and link them with actions and interactions. Those clusters will then 

be represented in a schema-based style. Finally, tools will be introduced in the agent’s 

environment and another exploration phase including these tools follows. Finally, St. 
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Amant hopes that the tools and their related actions will be identified by the clustering 

algorithm and integrated in the schema-based representation, allowing the agent to 

reason about objects as being tools and their use. St. Amant admits that this approach 

concentrates on physical and effective tools and that a number of important processes 

are neglected. Specifically, he names the reasoning about causal relationships between 

tools and objects, the reasoning about relationships over time, the reasoning about 

extended sequences of actions and the reasoning about finely detailed motions as 

being ignored in this approach. (St. Amant, 2002) 

St. Amant (2002), while admitting that the most compelling results would be achieved 

in real experiments, also believes that a sufficiently detailed physical simulation of a 

tool-using agent can lead to meaningful results. For a physical simulation St. Amant 

(ibid.) proposes to ensure some requirements. First of all, the agent must be embodied 

and interact with the environment via sensimotory loops. Secondly, it must be situated 

in a physical environment where objects have a spatial extend, a mass and other 

physical properties. Moreover, he proposes that the agent is able to sense the force 

that it applies to objects. He also thinks that one requirement should be that the agent 

has behaviors, i.e. some basic movements it does not need to learn, such as gripping 

with a hand.  This should be complemented by “reflexes” that are triggered in certain 

situations. Further, the agent should have preferred positions and movements, 

comparable to humans that usually let their arms hang down beside the body. Finally, 

the agent should accept open and closed action-loops, i.e. directions that need 

feedback such as moving to a specific position and those that do not need feedback 

such as slowing down an unspecified amount (St. Amant, 2002). 

Other works in robotics have also been influenced by an ecological perspective (e.g. 

Arkin 1997; Arkin et al., 1998), and Clancey (1997) summarizes relevant projects in 

behavior-based robotics by Mataric, Steels and Brooks, but all these focus on 

navigation and vision rather than object manipulation (St. Amant, 2002).  

4.2.3 Artifact intelligence 

An interesting aspect has been brought up by Takeda et al. (2002) when proposing to 

design intelligent agents based on “artifact intelligence”, an intelligence for artifacts 

that fits the agent’s embodiment, i.e. structures and functions of artifacts. In 

comparison to natural intelligence it does not assume intentionality and as opposed to 

pure automation the agent will have a higher degree of autonomy. The target is to 

maximize functionality of the artifacts and not to reconstruct the vague notion of a 

natural survival instinct. The researchers claim that their proposal, which they tested 

in two experiments, will help to simplify the problem of creating intelligent robots. 

(Takeda et al., 2002). However, this approach has a different perspective; the 

autonomous system consists not only of the agent(s) alone but also of the intelligent 

artifacts. 

4.2.4 Wood and St. Amant’s tooling test  

In order to examine tool use in autonomous agents, Wood and St. Amant (2005) 

proposes a “tooling test”, inspired by Turing’s imitation game (Turing, 1950), a test 

that is suitable to evaluate an agent’s intelligence based on its tool-using ability. St. 

Amant derives from (Turing, 1950) that such a test has to take into account the 

physical abilities of an agent, the goals that the agent might plausibly have and (less 

relevant for a robot) the willingness to cooperation of the agent. St. Amant derives a 

sequence of tests that increase in tool-using complexity from this. First simple tool 
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use comparable to food tube tests in animal cognition, secondly the construction of 

tools as for instance observed in crows (Sterelny, 2003). Third non-transparent tool 

use should be investigated, i.e. tools which are partly or wholly hidden in operation or 

in their effect. In this area it has been shown that domesticated dogs, usually 

considered not as smart as primates, can outperform the latter (Tomasello and Call, 

1997). Finally, collaborative tool use has been identified as the highest level of 

complexity by St.Amant as it demands communication skills as well. Each of these 

levels can itself be tested with an incremental series of tool use complexity. St. Amant 

justifies the appropriateness of his “tooling test” in order to investigate intelligence by 

comparing it to Harnard’s Total Turing Test (Harnard, 1992), a variation of the 

Turing test including physical interaction. He points out that his approach is even 

more restrictive than a Turing Test as it does not involve language and the activities 

needed of the agent can be simply and clearly described as solving a test and then 

solving the next test. Moreover, he claims to fulfill Cohen’s criteria for a good test of 

intelligence (Cohen, 2004). First, the test is a reasonable proxy function, no 

communication is needed to evaluate the test but simply observation allows deducting 

a certain level of intelligence. Secondly, the tests are specific as different instances of 

the test require different types of intelligent behavior. Third, the test is independent of 

culture as opposed to the Turing test that tries to imitate human reasoning. Moreover, 

the test is diagnostic because it has an explicit success criterion (the goal can be 

achieved or not) it can be extended freely in sophistication and the result does not 

allow a simple binary judgement of whether an agent is intelligent. St. Amant claims 

that simple versions of his test can already be solved today and that this has been 

demonstrated in existing systems (e.g. Bluethmann, 2003). He is aware of the 

challenges in constructing such a test. The test must be constructed in a way that the 

subject cannot solve the task without the use of tools, the analysis of a habile agent’s 

capabilities is non-trivial and the key challenge is therefore to identify a 

“comprehensive set of specific tool-using tasks”. Finally, he claims that a behaviorist 

approach to the attribution of intelligence seems appropriate. Given that it is possible 

to measure the level of intelligence in comparative animal cognition studies, the same 

should be valid in measuring the intelligence level of artificial agents. (Wood et al., 

2005)  

4.3 Implications on this thesis  

All examples and proposals mentioned in Section 4.2 considered life-time learning 

and development while this thesis focuses on tool use emerging from evolution. 

4.3.1 Evolutionary tool use 

In this thesis evolutionary “learning” is applied exclusively. While life-time learning 

(i.e. development) and evolution could be (and usually are) combined in evolutionary 

robotics, the aim of this thesis is neither the establishment of a real-world tool-use 

scenario nor the establishment of a very complex tool use behavior. Instead, a very 

basic tool use scenario shall be exposed to artificial evolution exclusively in order to 

evaluate whether evolution is capable of incorporating random tool use experience 

(more precisely, tool-related experience at this stage) into the evolutionary process in 

a way that tool use behavior emerges in later generations. In later work the 

combination with life-time development should be investigated in order to achieve 

more sophisticated tool use scenarios. This thesis tries to pioneer and investigate the 

evolutionary approach in isolation. 
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While the basic motivation in the long term is too achieve autonomous, robust and 

sophisticated tool use of environmental objects, thereby following the direction of 

(Ziemke et al., 2004) to manipulate the environment and stepping towards more real-

world-applicable agents, this thesis focuses on a preliminary study of the guiding 

function of evolution in order to achieve this tasks. It follows the proposal of Wood et 

al. (2005) to investigate incremental complexity of tool use, remaining on the first 

step of simple tool use. Further, the experiments will be executed in simulation as 

proposed by St.Amant (2002).  

4.3.2 Evolving von Uexküll’s functional circles 

Von Uexküll described in his theory that complex sequences of behavior in the animal 

world could be explained by what he calls functional circles (cf. von Uexküll, 

1934/1957). Functional circles describe the relationship between a subjective 

perceptual cue as perceived by an agent and the effect that this has on the agent’s 

behavior, i.e. on the agent affecting the environment. A simplified illustration of 

functional circle within the area of tool use could be described as follows (cf. Figure 

4-1): an agent gets a perceptual sign from an object, manifesting a perceptual cue in 

the agent’s subjective, perceived world. This might trigger the agent’s effective cue to 

approach and grasp the object. The behavior of approaching and grabbing the object 

(in the real world) could be described as an effective signal to the world, resulting in 

the object being attached to the body. This in turn has an effect on the perceptual 

signals coming from the world. The object is now part of the body and does not 

trigger the same functional circle again, but the agent might now receive other 

perceptual signals that trigger new functional circles. This could lead to sequences of 

(self-extinguishing) functional circles that resemble tool use behavior which is a 

sequence of open and closed feedback loops as described in Section 2.3. 

 

Figure 4-1 Functional circle in von Uexkülls Umwelt (adapted from Macinnes and Di Paolo, 2006). 

The interested reader is referred to Susi (2006) for a comparison of von Uexkülls and 

other theories with a focus on human cognition and to (Ziemke, 2001, Ziemke and 

Sharky, 2001, Ziemke, 2005) for aspects of this theory regarding artificial agents. 

Based on von Uexküll’s theory MacInnes and Di Paolo (2006) proposed to evolve 

perceptual cues, thus achieving complex behavior patterns by means of evolution. 

They (ibid.) hypothesize that functional circles could emerge from sensimotor loops. 

This thesis might be regarded as a test for their (ibid.) hypothesis, because in this 

thesis evolved tool use behavior might be regarded as a sequence of functional circles 

manifested in the agent’s evolved network configuration.  
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5 Method 

This chapter begins with a discussion about the use of simulated experiments. In 

Section 5.2 the general set up of all experiments conducted is described. Section 5.3 

provides a description of the specific details of each of the four different experimental 

setups. Section 5.4 introduces the hypotheses that shall be tested in the respective 

experiments. 

5.1 Simulation vs. reality 

The experiments conducted in this thesis are not performed on real robots but in 

simulation in order reduce time and cost efforts. The simulator YAKS has been 

chosen, because it allows simulations of multiple robots with the sensors, motors, 

neural network controllers and world features that are used in this thesis work. 

Simulations never perfectly reflect the real world due to different factors, such as 

hidden implementation bias, the availability of perfectly precise sensors and other 

factors such as environmental influences that the researcher might not be aware of 

(e.g. dynamic light conditions) (cf. e.g. Nolfi and Floreano, 2000; Meeden, 1996 ; 

Bergfeldt ,2005). Therefore simulated experiments usually need to be validated in 

real-world experiments. YAKS implements the simulation of standard Khepera 

robots, noise can be added and simulated sensor values are calculated from 

measurements that have been taken in real-world environments in order to achieve 

comparable conditions in simulation and the real world. Another point that has led to 

the selection of YAKS in order to conduct the experiments is a more practical reason. 

The simulator has been developed and frequently used at the University of Skövde. 

Therefore implementation advice from researchers experienced in using YAKS was 

directly accessible. This contributes to both the avoidance of implementation bias and 

the time efficiency of the research. For more details on YAKS, please refer to 

Bergfeldt (2005, Chapter 4).  

5.2 General setup 

Obviously, it is impossible to investigate all tools and tool use scenarios that can be 

thought of. This thesis rather tries to show that there is general capability of artificial 

evolution to evolve complex behavior such as detached tool use by example. If this 

thesis work proves successful there is an indication that the complementary 

application of artificial evolution might be a good way to reduce resource demands 

that limit the level of autonomy that can be achieved by other approaches today.  

5.2.1 Task 

In principal the experiments reflect a predator-prey scenario which is a common 

approach to investigate hypothesizes in competitive co-evolution (e.g. Búason and 

Ziemke, 2003a, 2003b, 2003c). While the competitive element is not the matter of 

investigation in this study this scenario allows comparability to experimental setups 

used in the past and it introduces some dynamics, thus preventing static strategies to 

evolve. The basic task that is used in the experiments is that a predator robot has to 

catch a prey robot. The prey tries to avoid the predator and is pretrained (in the 

experimental setups as described below, but without the respective tools available in 

the environment). However, the prey’s task is not a primary matter of investigation 

but considered a part of the predator’s environment, i.e. representing the target object. 

The environment offers objects that can be collected and used as tools by the predator 
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in order to solve its task. Tool objects are removed from the environment on 

collection. The predator is neither trained to approach nor to use the object explicitly 

but evolution shall guide random experiences of “tool use” (i.e. tool related behavior) 

towards a tool use “skill” incorporated in the evolved network configuration (i.e. 

network weight settings) that emerge over generations. 

5.2.2 Tools 

The selection of tools has been influenced both by available implementations of 

sensors and objects in YAKS and by the fact that no life-time learning is used in the 

experiments. As described in Section 2.3 various kinds of tools can be thought of, for 

example tools that improve motor capabilities (e.g. motor speed, grippers, movable 

obstacles etc.), sensory capabilities (e.g. cameras, light sensors, proximity sensors 

etc.) or tools that can improve control and memory (e.g. objects that are used as 

markers). No life-time learning is used and therefore the behavior of an individual is 

evaluated on the basis of success exclusively. This means that there is no smooth 

reward development so that each predator that behaves relatively good with respect to 

its task but does not catch the prey will not be rewarded, just as if it would have 

behaved badly or not at all. In order to avoid bootstrap problems, reduce time efforts 

and to enable a significant analysis the kind of tools used in the experiments are rather 

simple, i.e. the tools are easily perceivable without the need of sophisticated pattern 

recognition mechanisms, they have an immediate effect on collection and they do not 

change the morphology of the robot.  

Concretely, a camera that allows the detection of the prey from a distance and a 

stronger motor doubling the maximum motor speeds are used, i.e. an instrument 

improving sensory capabilities and an effective tool that extends abilities that are 

already available. 

5.2.2.1 Implementation aspects 

In the concrete implementation of the camera tool the camera is already present on the 

body of the robot, but deactivated, thus delivering all zero values to the input nodes of 

the control structure. The motor tool is implemented by setting the predator’s 

maximum speed to fifty percent of the normal value. This reduction is removed on 

collection of the motor tool. 

Tools are represented by a light source. Light sources allow a distinctive perception 

applying light bulb sensors implemented in YAKS. In order to come closer to reality 

where light sources also must exist as physical objects (thus perceivable by proximity 

sensors and cameras), a small round obstacle is placed in the same position as the 

light source. Both are removed from the environment upon collection.  

For experiments including more than one tool some implementation modifications 

have been made to the simulator. The light bulb sensor does sense the relative 

intensity and implicitly the relative angle of a light source. The intensities of 8 

different directions are mapped to eight input nodes of the neural network. However, 

there is no way to distinguish between two different light sources in the original 

implementation. Therefore the simulator has been modified. Eight extra input nodes 

have been added to the network. Sensor values from one tool are then used as input 

for the first set of eight input nodes while sensor values received from the other tool 

are used as input values for the second set of eight input nodes. This might be 

regarded as a notion of color or light frequency.  
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5.2.2.2 Assumptions 

It must be observed that the morphology and body shape of the predator does not 

change upon collection. This means that parts of the tool aspects are more comparable 

to artificial life approaches, not fully reflecting the real world circumstances. 

However, this hybrid approach has been chosen in order to achieve simplicity and 

thereby inter-comparable experiment results. The stasis of the body shape should 

however not affect the results too much on an evolutionary timeline. The latter might 

be validated in future work. Furthermore, the process of tool collection itself is 

regarded as a built-in reflex as proposed by St. Amant (2002). Those simplifying 

assumptions have been made in order to enable a comparable implementation of the 

experiments, thus reducing the number of independent influences and variables. 

However, this needs to be considered if a transfer of the simulation to real-world 

experiments is performed for validation (e.g. tool collection reflexes need to be 

implemented).  

5.2.3 Environment 

The size of the environment is inspired by Nolfi (1997) and Búason (2002). They 

have chosen an environment size of 470 x 470 mm as the maximum view range of the 

camera that will be used in the experiments equals the length of the diagonal line 

through the environment, enabling the predator to see the whole environment. 

However, in order to achieve a harmonic distribution of tool placements, the 

environment used in the experiments of this thesis has been divided into 9 areas of 

equal size. Therefore a small adaptation to an environment size of 468 x 468 mm has 

been made in this thesis work, allowing a clean division into 9 square zones. Figure 

5-1 illustrates the environment. 

 

Figure 5-1 Experimental environment (own illustration). Thin black lines symbolize the logical 

division into 9 zones (which is not visible to the agent). Thick black lines represent the walls (which 

are visible to the agent). The black circle depicts the predator and the white circle the prey at start, 

respectively. The arrows symbolize possible starting angles. The green and red circles depict the two 

different tools (one possible placement shown).  

5.2.4 Experimental parameters and fitness function 

The starting positions of predator and prey are fixed in all experiments (cf. Figure 

5-1). The predator is always placed in the left-most zone of the middle row (purple 

zone in Figure 5-1). The prey is always placed in the right-most zone of the middle 

row (blue zone in Figure 5-1). Each tool is placed in the middle of one of the seven 

zones that are left (brown in Figure 5-1). All possible tool placement possibilities are 
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evaluated in different epochs. The prey is always facing the predator at start-up, thus 

providing a defensive advantage. The predator starts in different epochs with 8 

different angles that are multiples of 45 degrees in order to avoid the emergence of 

static strategies like simple fast forward movement. 

Each run will end in the moment that a prey is catched or after the maximum number 

of time steps respectively. The maximum number of time steps is 1000 steps in 

experiments where one tool is present and to 1500 steps in experiments with two 

tools. Búason (2002) used 500 steps in his experiments but in this thesis work the tool 

use complication consumes additional time.  

The fitness function is very simple in order to prevent design bias and following 

general recommendations for evolutionary robotics experiments made by (cf. Nolfi 

and Floreano, 2000). The fitness function provides delayed response with respect to 

the evaluation of an individual’s performance and the used variables are not internal 

to the predator, thus preventing life-time learning by a lack of life-time feedback. This 

is specifically noticeable because a delayed progress in the evolutionary learning 

curve can be expected during the first generations. Some individuals will find partly 

successful strategies by random but will not be rewarded unless they finally catch the 

prey. There is a risk for a bootstrap problem to occur (see Section 2.1). This is also 

one reason for not using a perfectly defensive prey in the experiments. If partly 

success is not rewarded (which resembles the reality of natural predator-prey 

scenarios quite well, thinking of an unsuccessful chase not resulting in a nutrition 

reward) it is quite probable that evolution will not achieve the initial progress needed 

in order to continue. Moreover, preys found in natural settings are usually not perfect 

at all (giving room for the philosophical question whether the achievement of 

perfection is a meaningful goal in natural processes or cause of stagnation instead), 

indeed this characterizes them as preys.  

The fitness function chosen in the experiments is designed in a way that the predator 

receives fitness reciprocal to the time it needs to catch the prey. On the other hand, if 

no catch occurs, no reward is given. The formula of the fitness assignment function is 

as follows: 
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xf , in case of a catch. 

Where stepMAX is the maximum number of time steps for an experiment and stepEND 

is the number of time steps that have passed to either catch the prey or to reach the 

end of the run. This is normalized by the maximum number of time steps resulting in 

a range between 0 and 1. However, 1 is a theoretical maximum that can never be 

achieved due to the starting distance between the predator and the prey, giving 

advantage to the prey. If there is no catch there is no reward given, so that 0)( =xf , in 

case of no catch. 

5.2.5 Training of the prey 

The prey is pre-trained to a successful but non-perfect defensive strategy and does not 

evolve any more because the matter of the investigation is not competition but the 

evolutionary assimilation of tool use capabilities. A predator with three modules and 

an active camera with a resolution of five is trained against a prey with equal 

maximum motor speeds in the experimental environment without the presence of 

tools over 1000 generations. All parameters are the same as in the other experiments. 

The fitness function of the prey is the reciprocal equivalent the predator’s fitness 
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function described above, thus rewarding defensiveness depending on the time that 

the prey succeeds in not being catched. If no catch occurs at all, the prey receives a 

fitness of MAXstepxf =)( . After training all predator individuals are tested against all 

prey individuals and one of the most successful prey individuals is selected for 

conducting the experiments (this prey was catched in 18% of the catches and prey 

individuals of neighbor generations displayed similar catch rates. Circular strategies 

typically occur in competitive competition. Therefore it was not the best individual 

displaying a catch rate of 13% that was selected but a prey which displayed a low 

catch rate and whose neighbor generation individuals displayed a comparable catch 

rate. While this does not ensure that this prey has evolved the best and most general 

defensive strategy it indicates that the strategy is relatively successful against all 

predator individuals of all generations. As pointed out above, the aim of the training 

was to identify a relatively successful prey as opposed to a perfectly defensive prey. 

5.2.6 Evolutionary parameters 

Each population consists of 100 individuals that are evolved over 100 generations. 

Each generation will be reproduced using elitism and tournament selection of the best 

20 individuals in combination (thus preventing premature convergence of the 

populations to a local maximum fitness achieved by a sub-optimal strategy). Mutation 

is applied. These values are oriented on Búason (2002) in order to achieve some level 

of comparability (while pure elitism was used in his experiments). Epochs are used to 

test the different starting angles of the prey and all permutations of tool placement, 

concluding in 56 epochs for the experiments with one tool (8 starting angles, 7 tool 

positions) and 336 epochs for the experiments with two tools (8 starting angles, 42 

tool positions).   

5.2.7 Controller architecture 

No life-time learning is involved and the task of catching a prey using tools can be 

decomposed into sub-tasks. Therefore modular artificial networks are used in the 

experiments. Predesigning modules for a successful network is very difficult and there 

is a high risk to introduce design bias which led to the decision to use a standard 

emergent modular network structure. Observe that human brains seem to be roughly 

organized in self-organized modules as well. However, all experiments are performed 

with networks containing 2, 3 and 4 modules in order to enable an analysis of how the 

modules are used and to evaluate the effect of the number of modules on the 

performance with respect to this investigation. The agent has no notion of time of past 

and future experiences at life-time because there is no concurrency or hierarchical 

structure used.   

The following three networks are used (Figure 5-2 shows an example schema): 

A. Emerging modular network with 2 Modules 

B. Emerging modular network with 3 Modules 

C. Emerging modular network with 4 Modules 
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Figure 5-2 Network schema for 3 modules  

5.2.8 Validation 

All experiments are replicated with deactivated tools, i.e. tools that can be collected 

but have no effect. These reference experiments allow a comparison of the results 

including tool use to the results without tool use present. In order to validate the 

results each experiment is replicated 30 times in order to validate the results. 

Certainly, a higher number of iterations would be preferable. However, considering 

time and computation limits and the number of epochs, 30 iterations are regarded as a 

reasonable compromise. 

The goal of the thesis could be achieved by experiments in infinite variations. The 

experimental framework used in this thesis is a series of experiments of incrementally 

increasing tool use complexity. At the same time parameters are selected with a focus 

on simplicity and comparability to related work and among the sets of experiments, 

thus supporting the validation of the results. This thesis does not claim to use the only 

possible approach in order to investigate the problem at hand but one justifiable 

approach. Other researchers should feel encouraged to verify the results in variations 

and extensions of these pioneer experiments. 

It is evident that evolution cannot solve the problems in real-world applications alone, 

e.g. it does not allow for rapid reactions to unexpected situational dynamics. 

Therefore, this approach needs to be combined with life-time learning approaches in 

order to pursue the vision.  

 

5.3 Experiments 

This section provides details to each specific experiment. 

5.3.1 Experiment 1 – Simple single tool use 

The tool in this experiment is a higher maximum motor speed
7
 represented by a light 

source as described in Section 5.2.2.1. At the beginning the maximum motor speeds 

of the predator are only half of the prey’s maximum motor speeds. If the light is 

collected by the predator the maximum speed of its two motors is set to the same level 

as for the prey. Both agents have 6 front and 2 back infrared sensors. The prey has a 

clear advantage in this experiment, even after the predator has collected the tool, 

because the predator cannot sense the prey from a distance and must find it by blindly 

                                                
7 One might argue that this makes the tool non-persistent. However, energy loss is not considered in the 

implementation and the tool does not actually change its mass or other properties. However, when 

transferred to the real-world, this might be an issue. 
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moving to find the prey with its proximity sensors. The proximity sensors are also 

activated by walls and tools, making the task even more difficult for the predator. At 

the same time the prey simply needs to react when the predator approaches by moving 

away from the predator, i.e. avoiding proximity sensor activation. Collection of the 

light source has an immediate effect and the use of the tool must not be learned in 

order to achieve the advantage of higher speeds. However, the network needs to adapt 

to the fact that motor actions have up to twice the effect on the movement per time 

step and thus the future sensory patterns experienced by the agent. Therefore a 

difference in network use before and after collection is expected which should be 

reflected in the use of modules. Further, it is expected that evolution will be able to 

identify that the collection of the light source is an advantage for the predator and 

therefore streamlines its evolutionary development towards active tool use behavior, 

i.e. a directed search, collection and use of the tool. 

5.3.2 Experiment 2 – More complex single tool use 

This experiment is a more complex task from an evolutionary point of view. While 

the task is the same as in experiment 1, the predator can collect a camera instead of a 

stronger motor now. This allows the detection of the prey from a longer distance. Due 

to the size of the environment, the prey can be detected from any point in the 

environment because a view angle of 360 degrees has been chosen. However, the 

resolution of the camera is restricted to only five digits. That means that the camera 

perception is relatively crude as exemplified in Figure 5-3. However, the predator can 

approach the prey more effectively after collecting the camera because it is able to 

detect it from a greater distance. But the camera has obviously not an immediate 

positive effect in the first generations that pick up the camera, because a successful 

camera use needs additional generations to evolve. As picking the camera without 

being able to use it successfully does not improve the probability of a catch, there is a 

higher risk that the bootstrap problem occurs before a directed camera use evolves. 

Therefore the importance of modules should be expected to be much higher than in 

experiment 1. It shall be investigated whether evolution, getting a more success 

measure that is more vaguely coupled to tool use as compared to experiment 1 will 

still lead to the emergence of tool use behavior in the predator and how the result of 

this experiment compares to the results of experiment 1, including the use of modules. 

 

Figure 5-3 Sensor resolution problem (adapted from Nolfi and Floreano, 2000). The black box 

represents an detectable object. The blue circle is an agent. The lines coming from the center of its 

body represent the lines where the sensor (i.e. camera) can detect the object. (every 72° for a resolution 

of 5 and a view angle of 360°). As illusstrated by the small white circles, the object cannot be detected 

in a) even if it is close enough, because it is between two detection lines. In picture b) the object is hit 

by a detetion line and is detected. However, the small black circles symbolize in which sector, i.e. 

direction the object is detected. Observe that due to the crude resolution the object could be anywhere 

within a 144° range, so that the agent can only detect a rough direction without active perception. 

Further, it cannot detect whether the object is small, big, close or far without the latter.  
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5.3.3 Experiment 3 – Combined tool use 

This experiment is a combination of experiment 1 and experiment 2. Both tools are 

present in the environment and can be used in combination in order to raise the 

effectiveness of the predator. It shall be investigated whether artificial evolution is 

capable of detecting the benefits of combined tool use and if a preference in the order 

of tool collection arises. The expectation is that the stronger motor is collected first as 

it should allow to approach the camera and the prey in fewer steps.  

5.3.4 Experiment 4 – Tool evaluation 

This experiment is the same as experiment 3 except that only the tool that is collected 

first gets activated. As in experiment 3 each tool potentially contributes to the 

effectiveness of the predator to a different extend. It shall be investigated if evolution 

will lead to the emergence of a preferred tool collection, i.e. whether artificial 

evolution is able to emerge an effective tool evaluation. It is not obvious whether it is 

better to collect the camera allowing a far distance detection of the prey or to collect 

the stronger motor allowing a more rapid exploration of the environment area. 

5.4 Hypotheses 

The following hypothesizes including incrementally more complex tool use scenarios 

are investigated in the aforementioned experiments respectively: 

1. It is possible to show that tool use strategies can emerge in adaptive robots in 

order to solve a catching task more efficiently by relying solely on the means 

of artificial evolution. This is tested in experiments 1 and 2 (cf. objective A.1). 

2. It is possible to show that hypothesis 1 holds true if different tools of different 

complexity are used. This is tested in experiments 1 and 2 (cf. objective B.1).  

3. It is possible to show that strategies of combined tool use can emerge in order 

to solve a task more efficiently as compared to applying only one or none of 

the tools. This is tested in experiment 3 (cf. objective B.1). 

4. It is possible to show that artificial evolution is able to evaluate between two 

tools in order to solve a task more efficiently compared to applying the other 

or no tool at all. This is tested in experiment 4. 

Obviously, hypothesises 3 and 4 depend on hypothesis 1 and 2. Therefore, if 

experiments 1 and/or 2 are not successful it will be tried to achieve success by 

changing some of the parameters. If this does still not prove successful it will be 

investigated what might be possible causes of failure instead, by analyzing the 

emerged behaviors and the use of modules and a literature study (cf. objective B.2).  
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6 Results 

In this chapter the most important results of the experiments are presented and 

compared. The complete results are illustrated in tables A and B in Section II and III 

of the appendix, respectively.An overview of the diagrams in the tables is given in 

Section I of the appendix. In this type of experiments it is rather the relations of 

results than absolute values that are of interest for an analysis. Therefore (besides 

average steps) all results are expressed in percentages and values given in the text are 

approximated to integer values instead of being given in total precision. Of course, the 

exact values have been used to create the diagrams. Concerning pictures and 

behavioral descriptions, it must be observed that the pictures and descriptions can 

only be regarded as examples of very typical behavior that has been observed in 

successful individuals of a final generation (from a human, subjective and distal 

perspective). It is virtually impossible to describe all possible behaviors, covering the 

whole population (and it would possibly not make much sense at all). In Section V of 

the appendix the use of modules is discussed separately, illustrated by example 

activation diagrams. 

6.1 Experiment 1 – Simple single tool use 

6.1.1 Success 

The results show that a significantly higher average catch rate is achieved over all 

generations when compared to the reference experiment 1 where tools were present 

and collectable but not effective (see II-A1). Moreover, the motor tool was more often 

picked and more often picking the motor tool led to a catch success over all 

generations (see II-A3-A4). However, one could still argue that the improved catch 

rate is simply due to the improved maximum motor speed, allowing to blindly 

covering more area over time and thereby increasing the chance to catch the prey. 

While this is true, this would not explain why the tool is picked more often than in the 

reference experiment 1 in the first place. More importantly, most of the successful 

catches where preceded by picking up the tool, in the last generations in more than 

91% of all successful runs (see II-A5). This indicates that evolution was able to 

produce network weight configurations that lead to an active tool use of the motor 

tool, thus the robot directly approaches the tool in order to use it and achieve a better 

catch success. This is strong evidence that the experiment does not simply display tool 

related behavior by accident but indeed tool use behavior. 

6.1.2 Behavior 

The prey can only sense the predator in close range with its infrared proximity 

sensors. It is blind on longer distance and cannot even distinguish in an easy way 

between sensor activations caused by a wall, a tool object or the predator. The simple 

strategy it has evolved in the training is that it remains in one place and waits in one 

place and flees rapidly into the opposite direction when it receives activation on its 

infrared sensors. Observe that it does not have any recurrence in its network and is 

therefore not even able to distinguish the predator from a wall because of the 

predator’s movements. However, after its training it can react quite rapidly and has an 

additional advantage through its minimal starting distance from the predator at start-

up. Anyhow, it has not been trained to perfection and specifically gets into danger 

when it approaches a wall or a tool object or when it is heading towards the chasing 
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predator and cannot react timely to the predator’s presence. This explains the 

minimum catch rate in the reference experiments (see II-A1 and III-B1). 

In the reference experiment 1, where the predator is blind on long distance and has 

only half the maximum motor speeds of the prey, it quickly develops a strategy of 

covering as much area as possible in time, thereby improving the chance to meet the 

prey in one of the situations described above. If it comes close enough to the prey and 

the prey does not flee quickly enough out of the predator’s sensor range, then it has a 

good chance to catch the prey. However, the prey is quicker. Therefore the predator 

can only catch the prey if it immediately catches the prey in a head-on-head situation 

or if it follows the prey (typically in small circles) and the prey gets blocked or 

irritated by another obstacle such as a wall or tool object. The result of this is that the 

predator evolves a strategy of moving in large semi-circles through the environment, 

changing the direction when approaching a wall. Tool objects can be distinguished by 

using the light sensor(s) and simply be collected, whether effective or not. In the 

reference experiment they have no effect and are collected on the way (see IV-C1 and 

IV-C2). 

In experiment 1, exactly the same strategy that is used in reference experiment 1 

evolves in a second phase of each run, but in a first phase the motor tool is 

approached directly, taking advantage of the light sensor. Then the higher maximum 

motor speeds are used to cover more area in time and the chance for a catch is 

evidently improved as described in Section 6.1.1 (see IV-C3). 

6.2 Experiment 2 – More complex single tool use 

6.2.1 Success 

The results of experiment 2 show that a significantly higher average catch rate is 

achieved in comparison to reference experiment 1, with approximately 50-55% of the 

runs in the last generation rendering successful (see II-A1). However, in comparison 

to experiment 1 it can be observed that the number of modules has a certain influence 

on the results, with 3 modules obviously optimal with respect to the finally evolved 

catch rate. Moreover, a higher number of modules seems to have the effect of 

delaying the distinguished progress of the catch rate in comparison to reference 

experiment 1. The camera is more complex in use, because it does not have an 

immediate and implicit effect as the motor tool but its use needs to be learned. 

Therefore a delay in development can be observed so that the development is in line 

with reference experiment 1 until approximately generation 20-30, depending on the 

number of modules in the network.  

If the tool pick and success rate are compared to reference experiment 1 and 

experiment 1 the same tendencies hold true as for the catch rate (see II-A3 and II-A4). 

More importantly, it can be observed that the successful tool use rate reaches values 

of approximately 90% in the final generation and thereby comparable results as have 

been observed in experiment 1 (see II-A5). In the case of 3 modules an even higher 

rate than in experiment 1 is achieved with approx. 95% in the final generation, 

indicating that 3 modules are optimal for evolving tool use with the camera tool 

within 100 generations. 

Another hint for the relative complexity of using the camera tool can be observed in 

the single results of experiment 2, where the minimum results deviate extremely from 

the average (see II-A13 and II-A14). Comparable minima deviations cannot be 

observed in the according results of experiment 1. That means that slight mutations of 
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an individual can be crucial for its ability to use the camera, while this is not the case 

for the motor tool. 

6.2.2 Behavior 

The camera allows the predator to detect the prey (and walls and tool objects, which 

can be distinguished by their color) from a distance. This enables the predator to 

directly approach the prey from a distance after the camera has been collected. The 

behavior that evolves in the successful individuals can therefore be described as a row 

of 3 sub-behaviors (from a proximal point of view). First, the robot approaches the 

camera tool, using its light sensor. Secondly, it approaches the prey from a distance in 

a relatively direct way (active perception and the small resolution of the camera force 

the robot to approach the prey in a slight curve). Finally, when the predator is closed 

enough it chases the prey, now mainly supported by its infrared sensors (which 

provide a higher resolution), usually in small circles until a catch occurs or the 

experiment is over. Moreover, when the prey manages to flee out of the proximity 

sensor range, the predator is able to approach the prey again by falling back to sub-

behavior 2, while at the cost of considerable time of course. (see C4)  

6.3 Experiment 3 – Combined tool use 

6.3.1 Success 

The results of experiment 3 show a catch rate development very clearly above the 

level of the catch rate in reference experiment 2, with a rate of approximately 80% in 

the final generation (see III-B1). It can further be observed that the number of steps 

needed for a catch can be reduced drastically, with approx. 200 steps almost twice as 

much as in reference experiment 2 over 100 generations (see III-B2). 

Interestingly, while all along the 100 generations progress can be observed in pick 

rates, success rates, and tool use success rates for each tools alone and both in 

combination, the motor tool can be identified as a clear favorite tool (see III-B12-

B14). While the camera is more rarely picked alone and mostly in combination with 

the motor tool, the motor tool alone is picked significantly more often (see III-B12). 

Moreover, the tool use success rate of the motor tool is with approximately 90% in the 

final generations much higher than the tool use success rate of the camera (approx. 

58-62% in the final generations) that approximates the tool use success rate for 

combined tool use (approx. 52-56% in the final generations) (see III-B14).  This is 

probably caused by the fact that the tool use complexity of the motor tool is lower 

than the tool use complexity of the camera, due to implicit and immediate 

effectiveness of the motor tool. 

6.3.2 Behavior 

Basically, all behaviors described for experiment 1 and 2 can be observed. However, 

the most successful individual’s behavior can be broken down to the following row of 

sub-behaviors. First, the motor tool is approached in a slight curve but in a relatively 

direct way, taking advantage of the light sensor that senses the motor tool. Secondly, 

the camera tool is approached in the same manner, taking advantage of the light 

sensor that senses the camera tool. In the next phase the prey is approached in a slight 

curve, but relatively directly, taking advantage of the camera. However, the latter 

phase cannot always be observed and the camera is not always collected. If the 

camera has not been collected, the strategy described in experiment 1 is used instead. 
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When the prey is finally within proximity sensor range, the predator chases the prey 

taking advantage of its proximity sensors (and partly the camera, if collected), often in 

small circles (as the prey flees to one side) until the prey is catched. In some situations 

the close distance chase is shorter and more direct but (no small circles occur) but this 

is then due to the situation (either the prey headed towards the prey in the wrong 

moment or it is irritated or blocked by a wall or by the uncollected camera tool object. 

(see IV-C5). 

6.4 Experiment 4 – Tool evaluation 

6.4.1 Success 

When using a network with 2 or 3 modules, the average catch rate stays slightly 

behind the average catch rate of experiment 3 (see III-B1). However, when 4 modules 

are used, this margin is compensated (see III-B1, 4 Modules). The margin can be 

explained by the effort that is needed while learning to favor the motor tool (in 

experiment 3 the predator was not forced to favor one tool and was able to use them 

in combination). The reduction of average steps to a catch is similar to experiment 3 

(see III-B2). 

With regards to the pick rate of the tools it can be observed that the motor tool is 

clearly favored, with a pick rate of approx. 65-70% in the final generations of the 

different networks. The camera is only picked with a comparable frequency in the 

early generations (see III-B3). This can be explained by the fact that a preference for 

the motor tool is not yet established during the first generations. After this initial 

phase the pick rate for the camera drops nearly to the same level as the pick rate for 

both tools (see III-B15). This development becomes even more evident when looking 

at the tool success and the tool use success rate (see III-B16 and III-B17). This 

implies that the camera is in the majority of the runs of later generations simply 

picked by accident after the motor tool has already been picked. This means that in 

nearly all cases the motor tool is picked first and becomes effective, while the camera 

is sometimes picked by accident and remains deactivated. The pick rate of the camera 

and of both tools also falls far below the rates that can be observed in reference 

experiment 2, where all tool picks are accidental (see III-B18). Finally, it can be 

concluded that evolution is able to evaluate between tools in principal. 

6.4.2 Behavior 

Because the motor tool is favored more and more over the generations, the evolved 

behavior equals the behavior that is evolved experiment 1 more and more as well. 

6.5 Summary of results 

The results of experiments 1 and 2 show that tool use behavior of different complexity 

can be achieved by exclusive application of artificial evolution. Experiment 4 shows 

that artificial evolution is also able to emerge behavior that allows the evaluation 

between different tools. Surprisingly, experiment 3 did already point towards the 

latter, while combined tool use did not emerge in final generations. 
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7 Conclusions 

7.1 Discussion 

The core idea of this thesis, to show that artificial evolution is able to evolve tool use 

behavior, has been successful. Further, it has also been shown that tool evaluation 

strategies can evolve in a two-tool scenario while it could not be shown that combined 

tool use emerges. However, this result might be different if some elements would be 

changed, such as the kind of tools, the period of life-time (thus experience) or the 

number of generations. 

Generally, as pointed out earlier, there are countless variations possible for all 

experimental setups and it would be desirable to investigate as many variations as 

possible in order to establish a broad foundation of implications concerning tool use 

in evolutionary robotics. This would also allow identifying specific issues that could 

be promising when combining artificial evolution and life-time learning in order to 

engineer autonomous agents that display a higher level of adaptation with regards to 

tool use. Nevertheless, the principal idea behind this thesis is supported by showing 

successful examples, thereby promoting the use of artificial evolution as a promising, 

complementary element in these approaches. It is evident that evolution alone cannot 

solve the problems in real-world applications, e.g. it does not allow for rapid reactions 

to unexpected situational dynamics. Moreover, the beneficial self-organizing process 

of artificial evolution comes at the price of considerable training time and should 

therefore only be used to establish selected concepts, i.e. generally valid and long-

term concepts. Therefore, this approach needs to be combined with life-time learning 

approaches in order to pursue the vision. 

Concerning the validation of the experiments, the relatively low number of 30 

replications can be criticized, especially when deviations of the results showed 

relatively instable as for the camera tool that is more complex to use. Again, the ideas 

of this thesis are supported by showing successful examples, nevertheless even if a 

higher number of replications would be desirable. The use of 30 replications can be 

considered a reasonable compromise when considering this background. 

7.2 Future work 

The experiments of this thesis have been designed with simplicity in mind in order to 

allow for a meaningful analysis and to reduce time and cost efforts. In order to find 

evidence for the generality of this approach and to identify general implications and 

the significance of several parameters it would be necessary to conduct similar aspects 

that investigate various aspects specifically (such as control structures, tool properties, 

kinds of tasks, environmental structures and dynamics, different levels of complexity, 

evolutionary parameters etc.) in order to extend the basis of foundations underlying 

the emergence of complex behavior when artificial evolution is applied in isolation. 

There are countless aspects that might be worth investigating. Examples might be 

competitive or cooperative tool use scenarios, the introduction of objects that are 

obstacles to the achievement of success (so that the agent needs to learn to avoid 

using them), the investigation of tools that have different effects in quantity (e.g., 

cameras with different view angles and resolutions) or quality (e.g., immediate effect 

vs. delayed effect), the introduction of multi-tool use scenarios including an 

increasing number of tools, different and dynamically changing environments, 

different (and possibly evolving) agent morphologies and control structures and many 
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more. While there are obviously unlimited opportunities of variation and 

completeness can certainly never be achieved, a growing number of investigations 

from different perspectives can contribute to a broader body of knowledge that allows 

the generalization of specific aspects. This is a necessary prerequisite for the 

realization of engineering achievements that are pointed out in the following 

paragraph and that can be regarded the next step. 

While implying the benefits of artificial evolution in order to create autonomous 

agents capable of complex behavior this thesis does not provide specifics on how 

artificial evolution and life-time learning approaches could possibly be combined in 

order to successfully complement each other. However, this would be the next step 

for engineers in order to get closer to the vision of autonomous adaptive agents that 

are truly applicable in real-world scenarios. Certainly, it will be beneficial, if not 

necessary, to establish a sound theoretical framework considering the issues named in 

the last paragraph, so that this challenge could be approached systematically. Life-

time learning approaches are usually greedy concerning calculation power and or 

memory and therefore limited by available resources. On the other hand artificial 

evolution alone is not capable to render rapid reactions to unexpected events at life-

time (while rapid reactions to expected events might be enabled by evolved modular 

structures in theory). Therefore combined application of artificial evolution and life-

time learning approaches might be a promising alternative, due to reduced resource 

needs and the capability to adapt on finer granularities than the evolutionary timeline. 

For example, many life-time approaches use some form of representations of 

abstractions in order to achieve complex behavior capabilities. Obviously, 

abstractions can be regarded to be built on different timelines (while not necessarily 

distinct, concrete timelines). The efforts in order to build up these abstractions can be 

restricted in different ways. For example, often fractions of sensory information 

gathered from the observation of an object suffice in order to categorize it’s 

usefulness in order to perform a task. Filtering mechanisms can thereby reduce 

memory needs and speed up deductive algorithms. There are a number of other 

mechanisms that aim to reduce the data or information space. However, in all 

approaches filtering decisions must either be predesigned or itself being learned, both 

imposing additional costs to the engineering and training process and possibly 

introducing human design bias. Self-organization that is achieved by artificial 

evolution might be a better approach to the reduction of resource needs, tackling the 

problem of abstractions that can be made up on larger timescales (resembling the 

human notion of experience) more implicitly and less affected by human design bias 

(observe, that in the experiments of this thesis no assumptions on tool recognition 

have been made explicitly while the experimenters knowledge about the properties of 

the agents morphology, sensors and the environmental properties might introduce 

indirect influence on design bias). 

Regarding tool use in particular future investigations should strive to tackle hallmarks 

of human tool use that have already proven to be tackled by animals such as tool 

manipulation and tool construction. Considering that animal tool use has not reached 

the level of tool use, manipulation and construction that can be exemplified by the 

construction and use of modern cars, leading to the common view that human tool use 

takes place on a higher level of complexity (from a human perspective), rises new 

questions that might be tackled from the perspective of theoretical sciences. Certainly 

not every human is able to construct or even understand all parts of a modern car 

while most humans can be trained to use a car successfully. On the other hand, there 

is some support for the fact that it is not only mental and morphological capability 
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(e.g., a monkey might have the morphological and mental capability to use a car while 

an elephant is certainly restricted in its morphology when trying to use a car designed 

for human bodies) that effects the emergence of complex tool use, tool manipulation 

and tool construction. Instead, opportunity and necessity seems to play an important 

role as well. For example, captive animals are exposed to a higher number of 

opportunities to display tool use behavior due to the fact that their artificial 

environments provide more objects that can be used as tools than their natural 

environments. On the other hand there is obviously no need for a monkey to use a car 

in order to survive in his natural environment. This is something that over time ceased 

to be true for many humans as part of modern social environments, even though it 

might be discussed whether this is real or imaginary necessity. However, there is 

another aspect that restricts the need of necessity as a driving factor behind tool use, 

thus behavior and that resembles a certain level of experimentation. This might be 

called curiosity from a human perspective. However, evolution can be regarded as a 

directed trial-and-error process of testing different mutations. Accordingly at life-

time, experimentation is a driving factor, exemplified by learning approaches that use 

trial-and-error processes to calibrate an agent’s capabilities or to allow the discovery 

of opportunities that environmental objects provide.  

7.3 Final words 

The major aim of this thesis has been achieved, that is to show that artificial evolution 

is in principal capable to evolve complex behavior such as tool use without the 

application of life-time development. There is strong evidence that tool use behavior 

of different complexity (i.e., different levels of tool use complexity, combined tool 

use and an active evaluation of tools) can be achieved by the application of artificial 

evolution in isolation. The complementary aim of investigating different control 

structures and identifying general implications that different control structures might 

have on the emergence of tool use capabilities has partly been achieved. There is 

strong evidence that the underlying assumption, that complex behavior such as tool 

use can not only be achieved in developmental approaches but also by the application 

of artificial evolution alone. As a side effect this thesis might be regarded as support 

to von Uexküll’s theory of functional circles. Picking up his example of a tick, the 

main idea of this thesis, that complex behavior can evolve on the basis of an 

evolutionary timeline while reducing demands on an agent’s internal complexity is 

supported by the fact that the tick displays a relatively complex behavior while its 

nervous structure does not allow for complex reasoning but is restricted to reactive 

behavior at lifetime. Basically, this resembles the simple functional principle of 

Braitenberg machines (cf. Braitenberg, 1984) while the latter are pre-designed by a 

human and does not include the idea of self-extinguishing circles in its original form 

whereas the functional circles of the tick have emerged in an evolutionary process.  

However, in order to generalize the results the experiments might need to be 

replicated in a greater number of variations concerning e.g. control structures, robot 

morphologies, kind and number of tool objects, sensor properties, different time-lines 

and more. This thesis can be regarded as a pioneer step into this direction that shows 

that it is worth to investigate how artificial evolution can complement and, to some 

extent even substitute other approaches that strive for the emergence of complex 

behaviors in autonomous adaptive agents. This thesis can therefore be regarded as a 

first step to alternative engineering approaches that seek to create agents that achieve 

a higher level of autonomy, possibly reducing the demands on complexity and costs 
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of hardware and software that currently limit the success of other contemporary 

approaches. 

Moreover, this thesis can be regarded as an illustration for the idea that adaptation of 

an agent to changing environments is not bound to the agent itself (e.g. its 

morphology, control structures, sensor abilities etc.) but must be considered to a wider 

extent in order to achieve higher levels of adaptive autonomy. Specifically when 

environmental objects that are external to the agent itself must be manipulated and 

used (which is not restricted to tool use behavior), adaptation processes must 

incorporate the active adaptation of the environment (initiated by the agent) as well. 

In this thesis this is illustrated by the consumption of tools that trigger a behavioral 

change. This aspect might become more clearly visible if tools with a remote effect 

would be used, ranging from simple markers to complex remote control devices. Due 

to the simplicity of the tools used in this thesis, this aspect is certainly obfuscated to 

some extend but it should be observed that environmental objects have been removed 

from the environment and incorporated in the agent’s body (certainly only one subtle 

of countless variations concerning the adaptation of the environment). This has a 

certain effect on the agent’s adaptation that goes further than the application of the 

tool alone, e.g. future sensor receptions are different due to the removal of the object 

from the environment. 

As another result this thesis has identified some implications for related scientific 

fields that might need to be rediscussed. In particular there are strong indications that 

the role of life-time development and evolution might not be as strictly distinct as 

proposed by many researchers. Complex behavior, not restricted to tool use, might 

indeed not be a result of either life-time development or evolution alone. Instead, 

evolutionary inheritance of traits (including complex behavioral traits) and life-time 

development might both contribute to behavioral diversity and complexity, while on 

different timelines respectively. While it is obvious that the evolutionary timeline 

does not allow for timely reactions on critical events that affect an agent’s life-time 

success on the one hand, there is no reason to believe that adaptations that can well be 

done on an evolutionary time-line should be achieved by developmental mechanisms 

that are obviously more complex and that come therefore at higher costs than 

evolutionary mechanisms. Even if artificial evolution is a crude simplification of its 

natural equivalent, it is clear that even natural evolution has lower demands (on e.g. 

memory capabilities, information transfer rates etc.) than life-time development 

mechanisms (that in turn are crudely simplified in engineering approaches when e.g. 

resembling the functionalities of the brain). In addition, the view of tool use as a 

differentiator of human and animal intelligence has evolved, claiming tool 

modification and tool manufacture or different levels of tool use as unique 

differentiators. However, after observations of animals displaying tool modification 

and manufacture have been documented, the discussion currently converges to blurry 

claims of differentiation like tool use complexity and intentionality of tool use. 

Showing that a crudely simplified version of evolution is able to render tool use 

behavior of different complexity in artifical agents as in this thesis might support 

critical perspectives on tool use as a differentiator of intelligence levels. 

To summarize, this thesis seeks to contribute to the field of engineering of complex 

behaviors in autonomous agents in particular by promoting the application of artificial 

evolution and to various related scientific fields in general by promoting the 

reconsideration of the role of life-time development and evolution in the emergence of 

complex behavior. 
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Appendix



  

  

I. Result tables overview 

 

Content Table line reference 

A.    1-tool experiments  

Comparisons  

Comparisons of experiments A1 – A5 

Single results  

Experiment 1 results A6 – A10  

Experiment 2 results A11 – A15 

Reference experiment 1 results A16 – A20 

  

B.    2-tool experiments  

Comparisons  

Comparisons of experiments B1 – B11 

Comparison of tools – Experiment 3  B12 – B14 

Comparison of tools – Experiment 4 B15 – B17 

Comparison of tools – Reference 

Experiment 2  

B18 – B20 

Single results  

Experiment 3 results B21 – B31 

Experiment 4 results B32 – B42 

Reference experiment 2 results B43 - B52 

 

 



  

  

II. Result diagrams - One-tool experiments 

 

Nr. 2 Modules 3 Modules 4 Modules 

 
 

 

A1 

Comparison of the development of the average catch rate over the 

generations, for experiment 1 (motor tool), experiment 2 (camera tool) 

reference experiment 1 (tool object collectable but without effect), 

respectively. 

 

Red:  

Exp. 1 – Motor 

Green:  

Exp. 2 – Camera 

Blue:  

Ref. Exp. 1 – No tool effect 

In all tested networks it can be observed that both experiments involving a tool rendered a higher catch rate than the reference experiment in later 

generations. However, the catch rate in the motor tool experiment develops quicker and to higher level than the camera tool experiment. This indicates 

that the motor tool is easier to use, which can be explained by the fact that the collection of the motor tool has an immediate effect raising the 

maximum speeds of the motors while the use of the camera tool has to be learned first (i.e. the interpretation of the camera values). This does also 

explain that the camera tool experiment catch rate is in line with the reference experiment catch rate for the first 20-30 generations. The catch rate of 

the reference experiment also develops but stagnates at approx. 30%. This is due to the fact that the predator learns to cover more area in the 

environment in less time, thus leveraging the chance to catch the prey. Comparing the different networks, it can be observed that a higher number of 

modules have a negative on the motor tool experiment catch rate. The camera tool experiment displays the maximum catch rate when 3 modules are 

used while the reference experiment seems not to be affected by the number of modules used. Certainly, the use of a higher number of modules 
generally imposes some extra cost, thus the calibration of the network takes a longer time. Therefore, when no modules are used, the number of 

modules seems to have no effect of the catch rate. When modules are used in order to use a tool there seems to be a saturation threshold. For example, 

for the camera tool use a network with three modules seems to be the optimal network structure while additional modules impose a negative effect on 
the success. With the motor tool this saturation seems to be achieved with 2 modules and possibly earlier (with less tools). This can be explained by 

the fact that the robot does not need to change its behavior on motor tool collection, so that extra modules merely impose extra costs on network 
calibration. On the other hand, when the camera is collected, the agent needs to change its behavior in order to approach the prey directly, using the 

camera sensor values. However, it is possible that camera tool success would rise with a higher number of generations (there is still an upward 

tendency of the catch rate in the last generations). 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A2 

Overview of the development of the average steps needed 

for a successful catch over the generations, for 

experiment 1 (motor tool), experiment 2 (camera tool) 

reference experiment 1 (tool object collectable but 

without effect), respectively.  

Red:  

Exp. 1 – Motor 

 

Green:  

Exp. 2 – Camera 

 

Blue:  

Ref. Exp. 1 – No tool effect 

Generally, it can be observed that there is not too much difference between the experiments. However, picking the tool 

comes at the cost of extra steps, resembled by the higher number of average steps needed in early generations of both 

tool experiments as compared to the reference experiment. However, later generations have learned to use the tool 

effectively, resulting in a compensation of the additional costs, so that the average catch rate is reduced. However, this 

effect is not equally strong regarding the camera tool as it is more complex to use. If 4 modules are used it even falls 

behind the results of the reference experiments, probably due to the additional cost of the calibration of an unnecessary 

module. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A3 

Comparison of the development of the tool pick rate over 

all (successful and unsuccessful) runs, for experiment 1 

(motor tool), experiment 2 (camera tool) reference 

experiment 1 (tool object collectable but without effect), 

respectively. 

Red:  

Exp. 1 – Motor 

 

Green:  

Exp. 2 – Camera 

 

Blue:  

Ref. Exp. 1 – No tool effect 

Generally, the same observations as for the average catch rate apply. Please see comments for A1. Observe that the pick 

rate of the reference experiment converges to approx. 50%. After the predator learned to cover more area, the chance to 

pick a tool is hallmarked by normal distributed random, so that that the tool is picked every second run in average. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A4 

Comparison of the development of the tool success over 

all (successful and unsuccessful) runs, for experiment 1 

(motor tool), experiment 2 (camera tool) reference 

experiment 1 (tool object collectable but without effect), 

respectively. 

Red:  

Exp. 1 – Motor 

 

Green:  

Exp. 2 – Camera 

 

Blue:  

Ref. Exp. 1 – No tool effect 

Generally, the same observations as for the average catch rate apply. Please see comments for A1. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A5 

Comparison of the development of the tool success rate 

over all successful runs, showing how often a picked tool 

was successfully used, i.e. how often a catch occurred 

after the tool was picked in percent. 1 on the y-axis 

means 100%.  

Red:  

Exp. 1 – Motor 

 

Green:  

Exp. 2 – Camera 

 

Blue:  

Ref. Exp. 1 – No tool effect 

Generally, the same observations as for the average catch rate apply. Please see comments for A1. However, the camera 

tool experiment starts to display slightly superior rates in comparison to the motor tool experiments after 50 generations 

when the optimum of 3 modules is used. This is a hint that the camera tool, allowing the remote detection of the prey, 

actually turns out to be the more effective tool but its correct use needs a longer period of training. The experiments 

were stopped after 100 generations but it can be expected that the effect of the camera proves stronger even more 

convincingly if more generations were used. Further it can be observed that a higher number of modules affects the 

camera tool experiment and the reference experiment in so far that the development of successful tool use starts with a 

delay. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A6 

Catch rate average of experiment 1 (motor tool) in 

percentage.  

Red:   

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average catch rate goes up to approx. 60%.  A higher number of modules has a slightly negative effect on the catch 

rate. Furthermore, a higher number of modules seems to destabilize the results, i.e. the deviation of minimum and 

maximum values gets larger and less smooth when more modules are used. This can be explained by the additional cost 

on network calibration imposed by a higher number of modules. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A7 

Average steps of successful runs in experiment 1 (motor 

tool).  

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

It can be observed that the average steps needed in a successful run can be slightly reduced over the generations. A 

higher number of modules has a destabilizing effect and affects the reduction negatively. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A8 

Average tool picks of all runs in experiment 1 (motor 

tool) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Basically, the same observations as in A6 can be made, while the destabilizing effect of a higher number of modules 

seems not to occur here. The maximum remains stable and the minimum even approaches the average when more 

modules are used. Please see A6. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A9 

Average tool success of all runs in experiment 1 (motor 

tool) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Basically, the same observations as in A6 can be made. Please see A6. 

 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A10 

Average tool success rate of successful runs in 

experiment 1 (motor tool). 1 means 100%. 

 

Blue:  

Relation Number of tool success/Nr of catches of whole 

generation 

 

 

 

 

After approx. 70 generations the tool is picked in over 90% of the successful runs which implies that the individuals pick 

and use the motor tool intentional in order to solve the task. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A11 

Catch rate average of experiment 2 (camera tool) in 

percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average catch rate develops to its highest level when 3 modules are used. The lower average catch rate and the 

higher deviation of maximum and minimum values from the average observed when 2 or 4 or modules are used implies 

that 3 modules seem to be the optimum number when a camera tool is used. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A12 

Average steps of successful runs in experiment 2 (camera 

tool). 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The number of average steps in successful runs keeps relatively stable over all generations in all networks. However, the 

number of modules seems to decrease the deviation of maxima and minima from the average in late generations. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A13 

Average tool picks of all runs in experiment 2 (camera 

tool) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The highest tool pick average can be observed when 3 modules are used. Moreover, the deviation of maxima and 

minima is most stable when 3 modules are used. When 4 modules are used no improvement tendency can be observed 

on the minima. This indicates that 3 modules are optimal when a camera tool is used to solve the task. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A14 

Average tool success of all runs in experiment 2 (camera 

tool) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

Basically, the same observations as in A14 can be made. However, special notice should be taken to the minima when 4 

modules are used. It occurs that none of the worst individuals have been able to use the tool successfully in this case. In 

comparison to the results of experiment 2 (see A6-A10) this indicates that the camera tool is more difficult to use than 

the motor tool. This is explainable because the camera tool does not have an immediate effect upon collection. It might 

also be a hint that more than 100 generations might be necessary in order to stabilize tool use capabilities when the 

camera tool is used. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A15 

Average tool success rate of successful runs in 

experiment 2 (camera tool). 1 means 100%.  

Blue:  

Relation Number of tool success/Nr of catches of whole 

generation 

The highest average tool success rate can be observed in the experiments using 3 modules. The results of the last 

generations are comparable when either 2 or 4 modules are used. However, in the latter case the development observed 

in early generations is slower. Overall, this indicates that 3 modules are the optimum number of modules for the camera 

tool experiments. 

 

 

 

 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A16 

Catch rate average of reference experiment 1 (no tool 

effect) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

The average catch rate stabilizes at 30% after 100 generations. The number of modules does not seem to have a 

noticeable effect on neither the catch rate nor the deviation of minima and maxima. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A17 

Average steps of successful runs in reference experiment 

1 (no tool effect). 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average steps of successful runs remain stable over all generations and networks. The number of modules does not 

seem to have a noticeable effect on neither the average steps nor the deviation of minima and maxima. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A18 

Average tool picks of all runs in experiment 1 (motor 

tool) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average tool pick rate develops to approx. 50% in all networks with only slight differences. The best result is 

reached when 3 modules are used. Further, when 3 modules are used the deviation of maxima and minima is most stable 

as compared to when 2 or 4 modules are used. Most noticeable is the instability of minima when 2 modules are used. 

The general improvement in the tool pick rate over generations can be explained by the fact that the robot learns to cover 

more area in less time, thereby improving the chance to catch the prey blindly. However the chance to pick up the tool 

by accident is improved at the same time with 50% being the average probability in normal distribution. 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A19 

Average tool success of all runs in reference experiment 

1 (no tool effect) in percentage. 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average tool success develops until approx. 10% after 100 generations in all cases. The improvement over 

generations can be explained by the fact that the tool pick rate improves when the robot learns to cover more area in 

shorter time (see A18). However, as the tool has no effect there is no development in the tool success besides this. 

 



Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

A20 

Average tool success rate of successful runs in reference 

experiment 1 (no tool effect). 1 means 100%. 

Blue:  

Relation Number of tool success/Nr of catches of whole 

generation 

The tool success rate develops until approx. 30% in all cases. The development is due to the same reasons that are 

described in A18 and A 19, thus a function of the robot covering area and the normally distributed tool positions. The 

subtle differences between the different networks can be derived from A18. 

 



 

  

III. Result diagrams - Two-tool experiments 

 

 

Nr. 2 Modules 3 Modules 4 Modules 

B1 

 
 

 

 Comparison of average catch rates 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

In all networks the average catch rate reaches approx. 80% when combined tool use is allowed and 50% when the tools 

have no effect at all. When only the first tool that is picked becomes effective the catch rate reaches approx. 73% when 2 

or 3 modules are used but picks up with the results of combined tool use (80%) when 4 modules are used. The fact that 

the catch rate in reference experiment 2 is higher than in reference experiment 1 might be explained by the fact that the 

two tools are obstacles for the prey if not collected by the predator.  



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B2 

Comparison of average steps 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

While in all experiments and network a peak mountain can be observed in early generations, indicating the cost of 

learning (to cover maximum area in short time) the average finally stabilizes at around 510 steps when no tool effects 

are present. This result seems to decrease slightly with the number of modules used. In contrary, when the tools have an 

effect, the number of modules seems to have a slightly positive effect on the development. In all cases both combined 

tool use and tool evaluation experiments develop so that they finally need over 100 steps less in average. While the 

combined tool use results develop slower in early generations it overtakes the tool evaluation results in the last 

generations. Moreover, the benefit of a higher number of modules seems to be slightly stronger for the combined tool 

use experiments. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B3 

Comparison of camera tool picks 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

It can be observed in all networks that only in late generations the camera is picked more often in combined tool use 

than in the reference experiment 2. This indicates that more generations might be needed to fully establish camera use. A 

higher number of modules seems to improve the difference. In the tool evaluation camera a clear favourite position of 

the easier to use motor tool is indicated by the drop of camera tool picks over the generations. 

  



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B4 

Comparison of camera tool success 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

Observations are similar to those in B3. However the advantage of using the camera in the combined tool experiments 

becomes clearer. It is also noticeable that an advantage of the camera can be observed in early generations when 4 

modules are used even in the tool evaluation experiment. However, due to the preference of the motor tool, this 

development is only temporary and a strong drop can be observed over later generations. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B5 

Comparison of camera tool success rate 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

Observations are similar to B4, clearly indicating that non-accidental camera tool use only develops in the combined 

tool use experiment. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B6 

Comparison of motor tool picks 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

 The results show that in both experiments where the tools have an effect the motor tool is picked significantly more 

often then when the tools have no effect. Moreover the resulting pick rate of approx. 85% is relatively similar in all 

networks and experiments where tools are effective. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B7 

Comparison of motor tool success 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

 Similar observations to B6, while a slight advantage in the combined tool use experiment is compensated in line with a 

higher number of modules used. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B8 

Comparison of motor tool success rate 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

Similar observations to B7. The peak before in the tool evaluation experiment before generation 10 can be explained by 

the fact that evolution needs some generations in order to begin favouring one tool. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B9 

Comparison of both tool picks 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

The results show that in the combined tool use experiment both tools are picked significantly more often than when the 

tools have no effect. However, the drop over generations in the pick rate of both tools when only the first tool picked 

implies that the agents learn to favour one tool. As can be observed in B6 the motor tool is favoured because it is easier 

to use.  



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B10 

Comparison of both tool success 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

Similar observations as in B9 can be made, here even more clearly. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B11 

Comparison of both tool success rate 

Red:  

Experiment 3 – Combined tool use 

 

Green:  

Experiment 4 – Tool evaluation 

 

Blue:  

Reference exp. 2 – No tool effects 

 Similar observations as in B9 can be made, here even more clearly. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B12 

Comparison of tool picks in experiment 3 (combined tool 

use) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

The results show that the motor tool is the favourite pick, even if combined tool use is allowed. However, even the 

camera tool is slightly more often picked alone than both tools are picked together. The benefit of the camera tool comes 

at a cost in time when picked and used. In average it appears that this cost pushes the preference of the motor tool. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B13 

Comparison of tool success in experiment 3 (combined 

tool use) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

Similar observations as in B12. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B14 

Comparison of tool success rate in experiment 3 

(combined tool use) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

Similar observations as in B12. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B15 

Comparison of tool picks in experiment 4 (tool 

evaluation) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

The results show that the motor tool is the favourite pick. However, even the camera tool is slightly more often picked 

alone than both tools are picked together. However, picks of the camera tool alone or both tools drop over generations. 

The benefit of the camera tool comes at a cost in time when picked and used. Therefore the easier to use motor tool is 

favoured. Observe that only the tool that is picked first becomes effective. The fact that the pick of both tools does not 

become zero is therefore probably due to accidental picks while the robot moves around. However, observe that the 

camera tool and both tools are picked significantly less than in the reference experiment 2 (see B18). 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B16 

Comparison of tool success in experiment 4 (tool 

evaluation) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

Similar and even clearer observations as in B15, while no temporary rise can be observed for the success of the camera 

tool or both tools in early generations (when different tools are still tried out). 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B17 

Comparison of tool success rate in experiment 4 (tool 

evaluation) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

 Similar and even clearer observations as in B15. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B18 

Comparison of tool picks in reference experiment 2 (no 

tool effects) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

One tool is not clearly favoured over the other, as no tool has an effect in these experiments. A higher number of 

modules has a slightly negative effect.  



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B19 

Comparison of tool success in reference experiment 2 (no 

tool effects) 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked 

 Similar observations as in B18. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B20 

Red:  

Camera tool picked 

 

Green:  

Motor tool picked 

 

Blue:  

Both tools picked  

The results show that tool success stagnates in all cases at a certain level, thus there is a certain probability that each tool 

is picked accidently in a successful run. The tools have no effect in this experiment. There seems to be a difference 

between the camera tool and the motor tool success rate. But this is not the case. The tool success rate is a quotient, so 

that slight random differences appear emphasized in the diagram. When looking at the success rate for the camera tool 

(B46) and for the motor tool (B49) seperately it can be observed that they develop to approx. 20% in both cases. That 

means that there is in fact no preference for the camera tool. 

 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B21 

Experiment 3- 

Average catch rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

In all cases an average catch rate of approx. 80% is reached. The deviation of maxima and minima from the average is 

comparable in all cases. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B22 

Experiment 3 -Average steps 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all cases an improvement of more than 100 steps can be observed over the generations. The deviation of maxima and 

minima from the average is comparable in all cases. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B23 

Experiment 3 -Average camera picks 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all networks the average camera pick rate approximates 60%. However, a very strong variation can be observed, in 

particular in the minima. This is only partly compensated as more modules are used. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B24 

Experiment 3 - 

Average camera success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

Comparable observations as for the camera pick average in B23. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B25 

Experiment 3 –  

Average camera success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all networks a successful catch is made in approx. 60% of the runs in the final generation. The deviation of maxima 

and minima from the average is stable in all cases. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B26 

Experiment 3 – 

Motor tool picks 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all networks the motor tool is picked in over 85% of the cases in the final generation. The deviation of maxima and 

minima from the average is relatively stable in all cases. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B27 

Experiment 3 – 

Motor tool success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Similar observations to B26 with motor tool success over 70% in the last generations. 
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B28 

Experiment 3 – 

Motor tool success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The motor tool success rate finally reaches approx. 90% in all networks. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B29 

Experiment 3 – 

Both tools picked 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average pick rate of both tools finally reaches over 50% in all networks. A very strong deviation of maxima and 

minima can be observed in all cases. 



  

Nr. 2 Modules 3 Modules 4 Modules 

 

  

 
 

 

B30 

Experiment 3 – 

Both tool success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Observations are similar to B29 with the success rate of both tools reaching over 40% in all cases. However, it is 

noticeable that the deviation of maxima and minima from the average is more stable when 4 modules are used. 
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B31 

Experiment 3 – 

Both tool success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The success rate of using both tools finally reaches approx. 55% in all cases, thus when both tools are picked a 

successful catch occurs in approx. 55% of the runs of the last generation. 
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B32 

Experiment  4 - 

Average catch rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The average catch rate finally reached is over 70% when 2 or 3 modules are used. When 4 modules are used the average 

catch rate stays slightly below 80%. The deviation of maxima and minima from the average is relatively stable in all 

cases but noticeably reduced when 4 modules are used. 
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B33 

Experiment 4 -Average steps 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

With all networks the steps needed for a catch are reduced by over 100 steps over the 100 generations. 
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B34 

Experiment 4 -Average camera picks 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The camera is picked less often than in the according reference experiment 2 in the final generation. During early 

generations the camera is picked more often than in the reference experiment 2 when evolution did yet not establish to 

favour the motor tool. The deviation of maxima and minima is relatively large but stable in all cases. 
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B35 

Experiment 4 - 

Average camera success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Comparable observations to B34. 
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B36 

Experiment 4 –  

Camera success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all networks the camera success rate reaches lower values than in the according reference experiment 2 in the final 

generation. 
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B37 

Experiment 4 – 

Motor tool picks 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

In all networks the motor tool is in average picked in approx. 85% of the runs in the final generation with a relatively 

stable deviation of maxima and minima. 
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B38 

Experiment 4 – 

Motor tool success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

Observations comparable to B37 with the success rate at 65 -70% after 100 generations. The best rates are reached with 

4 modules. 
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B39 

Experiment 4 – 

Motor tool success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

In all networks a final motor tool success rate of approx. 80-88% is reached, while the better results are gained in line 

with the use of more modules. 
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B40 

Experiment 4 – 

Both tools picked 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

The observations for both tools picked are similar to the observations of the camera picks. However, the use of 4 

modules seems to be beneficial in terms of the both tool pick rate, even if this does not seem to influence the success 

rates (see B41 and B42). 
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B41 

Experiment 4 – 

Both tool success 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

The observations for both tools picked are similar to the observations of the camera picks.  
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B42 

Experiment 4 – 

Both tool success rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The observations for both tools picked are similar to the observations of the camera picks while lower (approx. 10%). 
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B43 

Reference exp. 2 - 

Average catch rate 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

 

The average catch rate in all networks converges to approx. 50% (resembling the probability distribution of a random 

process). The application of more than 2 modules destabilizes the deviation of minima and maxima from the average. 
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B44 

Reference exp. 2 -Average steps 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

 

The average steps needed for a successful catch are reduced by less than 100 until the final generation in all networks. 

However, the drop begins around generation 20 and gets weaker and weaker which implies that the reduction is 

probably merely due to a quicker coverage of area by the robot. 
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B45 

Reference exp. 2 -Average camera picks 

Red:  
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Green:  
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Blue:  

Average 

 

The camera tool is in average picked approx. 50% of the runs in the final generation (resembling a probability 

distribution of a random process). 
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B46 

Reference exp. 2  - 

Average camera success 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

Average camera tool success converges to a rate under 20% in the final generation of all networks. 
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B47 

Reference exp. 2  –  

Average camera success rate 

Red:  
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Green:  
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Blue:  

Average 

The camera tool success rate converges to less than 40% in the final generation of all networks. 
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B48 

Reference exp. 2  – 

Average motor tool picks 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

The motor tool is in average picked approx. 55% of the runs in the final generation (closely resembling a probability 

distribution of a random process). 
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B49 

Reference exp. 2  – 

Average motor tool success 

Red:  

Maximum 

 

Green:  

Minimum 

 

Blue:  

Average 

Results are comparable to B46. 
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B50 

Reference exp. 2  – 

Motor tool success rate 

Red:  
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Blue:  

Average 

The motor tool success rate converges to approx. 25% of the runs in the final generation. 
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B51 

Reference exp. 2  – 

Average both tools picked 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

Both tools are picked in approx. 35-39% of all runs of the final generations. A higher number of modules have a 

negative effect on this rate. 
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B52 

Reference exp. 2  – 

Average both tool success 

Red:  
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Blue:  
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The both tool success converges to approx. 10% of the runs in all final generations. 
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B53 

Reference exp. 2  – 

Both tool success rate 

Red:  

Maximum 

 

Green:  
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Blue:  

Average 

The both tool success rate converges in all networks to approx. 12% in the final generation. 



  

 

  

IV. Behavior (Examples) 

This section shows screenshots of selected example runs. The black frame depicts the 

walls. The predator and the prey are shown as a black and blue circle respectively. 

The trajectory of each agent is depicted by a trace of stripes in the respective color. 

Each stripe represents the location of an agent’s diameter (left-right) at one time step. 

The relative speed of an agent can intuitively be deducted from the distance of the 

stripes between each other. Every 50
th

 step the trace is colored green. The tool is 

shown as a red circle, depicting the motor tool in experiment 1 and the camera tool in 

experiment 2. In two-tool experiments the camera tool is shown as a red circle and the 

motor tool as a green circle. If the predator trajects over a tool, then it was collected at 

this time but is still shown in its position at the start of a run. Yellow bows depict the 

light radius. 

 

Nr. Picture 

 

C1 

This is a screenshot from a run in reference experiment 1 with the prey’s network controller having 3 

modules. The blind predator moves until it approaches a wall and turns to continue. It collects the 

non-effective tool by accident. This is a lucky catch, because the prey just moved towards a wall, 

gets irritated and starts to turn. The predator just happens to be in the right place at the right time by 

chance and catches the prey. This is one example of how the prey can be catched sometimes when 

irritated by a closed wall. The prey’s defense strategy is to turn and move away from directions of 

high proximity sensor readings. Thus, in the middle of the environment the predator would have no 

chance to catch the prey unless a head-on situation does not allow the prey to react timely. 



  

 

  

Nr. Picture 

 

C2 

This is a screenshot from a run in reference experiment 2 and a predator network controller with 3 

modules8. The tools are not effective but can be collected. It shows that the predator tries to cover as 

much area in time as possible by trajecting in half circles and turning when it approaches a wall, 

thereby improving the chance to approach the prey by chance. The prey has the strategy to stay in 

one place while turning to improve the chance to detect an approaching prey. However, here the 

predator has a lucky catch. When it approaches the prey from above after approximately 350 steps, 

the prey flees in the opposite direction, thus downwards to the right. But there it senses the green tool 

and the wall. As it has no possibility to distinguish opponent, walls and objects that enter its 

proximity sensor range it gets irritated and the predator can catch it easily in this situation. 

                                                
8
It is noticeable that in all experiments the behaviour displayed respectively did not seem to depend on 

the number of modules and successful runs looked pretty much the same. This indicates that not more 

than two modules are used and required in those experiments. The author assumes that a minimum of 

two modules is beneficial due to the two behaviours (approach of tool first and then the chase of the 

prey) that are required. However, this might be proven by replicating the experiments with a non-

modular controller. 



  

 

  

Nr. Picture 

 

C3 

This is a screenshot from experiment 1 with a predator’s control structure of 3 

modules
8
. It can be observed that the predator first turns into the direction where it 

can sense the motor tool with its light sensor and approaches it relatively directly. 

After collecting the motor tool it gets faster. It now falls back to the strategy of 

covering area in time by trajecting in semicircles and turning away from walls it 

approaches. The prey waits in on place spinning around, similar to the strategy 

described in C2. However, the predator finally approaches the prey from top left 

direction after approximately 150 steps. They prey tries to flee in the opposite 

direction but gets irritated by the wall, as it cannot distinguish wall and opponent 

with its proximity sensors. Therefore it turns around again and is an easy catch for 

the predator. Observe that the higher predator speed given by the collected motor 

tool sets the prey under additional time pressure, so that a catch is even more 

probable than when the situation occurs with a predator having half of the maximum 

motor speed. 



  

 

  

Nr. Picture 

 

C4 

This is a screenshot from a run of experiment 2 with a predator controller of 3 

modules
8
. At the start the predator can detect the camera tool with its light sensors 

and directly turns into its direction. It then approaches the camera tool relatively 

directly. After collection it can use the camera to detect the prey from a distance and 

approaches the prey directly. The prey that was waiting and spinning in one position 

detects the approaching predator and flees away. Observe that the prey has double 

maximum motor speed. However, with the help of the camera the predator can 

easily detect the new location of the prey and re-approach it (even supported by its 

proximity sensors, improving the resolution of the detection). This concludes in a 

chase with both agents describing small circles that the predator wins when the prey 

comes closer to a wall and gets irritated (observe that the last prey movement before 

the catch was a turn as depicted by 4 trajectory trace stripes that fit the diameter of 

the prey). In this moment the predator is able to catch the prey finally. 



  

 

  

Nr. Picture 

 

C5 

This is a screenshot from a run of experiment 3 with a predator controller of 3 

modules
8
.
 
The predator directly approaches the motor tool and falls back to the 

strategy of covering maximum area in time in order to improve the chance to meet 

the prey. It does not approach the camera tool directly. However, when it by chance 

approaches the camera tool it starts to use it after approximately 15 steps and 

approaches the predator directly instead of continuing its semicircle trajectory. The 

prey waited spinning in its starting position and escaped successfully a bit to the left 

when the prey passed along the right wall after approximately 180 steps. There it 

continues its spin-and-wait strategy. However, after the predator collected the 

camera and is now relatively directly approaching the prey, while with rough 

precision. Coming from top left it rounds the prey until the proximity sensors which 

have a higher resolution can sense the prey, so that the predator finally approaches 

the prey from the lower right. The prey flees in a small circle to the lower left but 

the predator can now easily track and follow it. Having the same maximum motor 

speed and being inside the escape movement circle of the prey the predator can now 

easily catch it. Most noticeable in this run is that the predator does not approach the 

camera directly until it is already very close by chance, although the camera is 

successfully used after collection. 

 



  

 

  

V. Diagrams – Module use (Examples) 

In this section diagrams show the activation of all network nodes over a whole run. 

The diagrams correspond to the screenshots in Section IV, respectively. Thus the 

diagram D1 belongs to the same run as the screenshot IV-C1 and so on. 

The time steps are along the x-axis. Each line corresponds to a node in the network. 

The following table explains the meaning of the abbreviations and their values. 

 

Abbreviation Network node Values on y-axis 

IF Infrared (front) 0-1/no activation-full activation 

IB Infrared (back) 0-1/no activation-full activation 

L1 Light sensor 1 0-1/no activation-full activation 

L2 Light sensor 2 0-1/no activation-full activation 

CA Camera 0-0.5-1/ wall-object-prey, 

observe that all values are 0 when the camera is 

not active (i.e. was not yet collected) 

M1 Module 1 0 or 1 / inactive or active 

M2 Module 2 0 or 1 / inactive or active 

M3 Module 3 0 or 1 / inactive or active 

Mo Motor (output) 0-1/ where 0 is full forward, 1 is full backward       

and 0.5 means that the motor stands still 

 



  

 

  

D1. Reference experiment 1 

This diagram shows the network node activation for an example run of reference 

experiment 1 with 3 modules (see screenshot IV-C1). It can be observed that only 

module 3 is used in the majority of the cases while module 2 is used in line with high 

activations on the proximity sensors. Module 3 is only used shortly before the catch. 

Overall, the use of modules does obviously not match any kind of sub-behavior from 

a distal perspective. 

 



  

 

  

D2. Reference experiment 2 

This diagram shows the network node activation for an example run of reference 

experiment 2 with 3 modules (see screenshot IV-C2). It can be observed that module 

3 is in control exclusively, thus there seems to be no necessity for a module controller 

at all. Observe that the tools have no effect in this experiment so that it is logically 

similar to reference experiment 1, despite the addition of 8 light sensor nodes in the 

network. Nevertheless, only one module is used here. 

 



  

 

  

D3. Experiment 1 

This diagram shows the network node activation for an example run of experiment 1 

with 3 modules (see screenshot IV-C3). In this run it is module 2 that dominates. 

Module 3 is only used when high proximity sensor values and high light sensor values 

fall together, shortly before the motor tool is picked. Again, there seems to be no 

match between distal sub-behaviors and module use. In fact, there is no indication that 

more than 2 modules are necessary at all. 

 



  

 

  

D4. Experiment 2 – 3 Modules (see screenshot IV-C4) 

This diagram shows the network node activation for an example run of experiment 2 

with 3 modules (see screenshot IV-C4). Predominantly module 2 is used. In one time 

step module 1 is used and module 3 is used two times for one time step and one time 

for a longer period of approximately 20 time steps. However, there is no 

correspondence visible, neither to the distal behavior nor to the input node activation 

patterns, 

 

 



  

 

  

D5. Experiment 3 

This diagram shows the network node activation for an example run of experiment 3 

with 3 modules (see screenshot IV-C5). Module 3 is used almost exclusively. Only in 

the moment when the camera is picked it is module 2 that has the control for one time 

step. Surprisingly, this shows that even in a more complex experiment there seems to 

be no strong indication that modules support the task success. 

 



  

 

  

D5. Summary 

Overall, it seems like the assumption that a modular network would be beneficial to 

the tool use experiment success does not hold true. The results for each experiment as 

well as the similarities in the observed distal behavior already indicated that the 

number of modules seems to play a minor role. When looking at the diagrams of this 

section it even seems that modularity at all plays a minor role when even in D5 only 

one module is used. However, this section is based on randomly selected example 

runs, i.e. it is possible that the modules are used differently in other runs. 

Nevertheless, for instance screenshot IV-C4 shows a directed use of the camera but 

this does not obviously correspond to a module use pattern. Moreover, it becomes 

obvious that module use does not correspond to a sequence of sub-behaviors (from a 

distal perspective). This has been observed earlier (cf. e.g. Nolfi and Floreano, 2000) 

and is one of the reasons why modules that are predesigned by humans often lack 

success. Finally, further investigation would be necessary in order to understand the 

significance of modules in the experiments of this thesis. However, this is not in scope 

of this thesis, so that this section of the appendix should only be regarded as 

additional information. 
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