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ABSTRACT 
 
Genetic algorithms are nowadays commonly used in 
simulation-based optimization of vehicle routing problems. 
These algorithms work with a population of solutions that are 
iteratively improved in an evolutionary process. Usually, the 
initial population is created randomly. In general, this is not 
very efficient since it takes unnecessarily long time before 
sufficiently good solutions have evolved. For a better 
performance of genetic algorithms, this work describes the 
use of heuristic search for creating the initial population. A 
new heuristic search procedure is described in the paper and 
evaluated using a real-world problem of garbage collection. 
The results from the evaluation show that the new procedure 
is able to improve a genetic algorithm. 
 
INTRODUCTION 
 
The most well-known routing problem is probably the 
traveling sales person problem, which is a classical problem 
of finding the shortest route between a number of nodes. The 
problem might seem simple, but is classified as "NP-hard" in 
its simplest form (Santos, 2008). This means that the time it 
takes to solve the problem grows exponentially with the 
problem size (that is, the number of nodes). A common 
variant of the traveling sales person problem is the vehicle 
routing problem. In this problem, a number of trucks aim at 
visiting their clients by running the shortest possible distance. 
In a real-world vehicle routing problem, there are often a 
large number of parameters to consider. For example, there 
might be a fleet of heterogenous vehicles with different 
weight, volume, and speed capacities. Furthermore,  the 
vehicles may also have different operating costs and special 
working hours. When undertaking route optimization, all the 
different parameters must be considered simultaneosly. This 
is no easy task for a human to accomplish, and therefore 
computers are often used for this purpose. 
 
With a computer it is possible to find the optimal route, but it 
may take very long time because all possible routes must be 
evaluated in order to find the best one. Even for small-sized 
problems there are a huge number of possible routes. As an 
example, for a problem with only 15 nodes to visit, there are 
6 227 020 800 possible routes. As previously mentioned, all 
of these routes must be evaluated in order to find the best one 
(that is, the optimum). Due to the general complexity of 

vehicle routing problems, techniques that are not guaranteed 
to find the optimal solution, but a sufficiently good one in a 
short time, are often used rather than exact methods. 
 
Genetic algorithms are a class of such inexact techniques that 
can be used to approach vehicle routing problems 
(Jozefowiez, Semet, and Talbi, 2008). Genetic algorithms are 
essentially based on Darwin’s theories about “survival of the 
fittest” (Darwin, 1859). According to this theory, in a 
population of individuals (solutions), the ones having the 
most desirable characteristics will be given the best 
opportunities to mate and carry on their genes. In this way, 
Darwin argued, good genes will propagate through 
generations and the population increasingly improves over 
time.  
 
In an ordinary genetic algorithm, the initial population of 
solutions is created randomly. A random strategy often 
results in a good diversity among solutions in the population, 
but it might take unnecessarily long time before a sufficiently 
good solution has evolved. Chinneck (2006) discusses that 
the performance of the algorithm potentially can increase 
with a better starting population. Manipulating the initial 
population, however, poses a difficulty in maintaining the 
diversity of solutions. If some solutions outperform the other 
ones, the entire population will quickly converge and the 
search will become trapped in a local optimum.  
 
This study describes the use of heuristic search to create the 
initial population for vehicle routing problems. Using such 
approach, the genetic algorithm is given a headstart and its 
performance may thereby be improved. 
 
BACKGROUND 
 
The first step of a genetic algorithm is to create solutions for 
the initial population. The approach initially proposed to do 
this is based on a random strategy (Holland, 1992). Still 
today this is the standard way to create the initial population 
(Chinneck, 2006). A random approach is simple, but not very 
efficient in terms of algorithm performance (Chinneck, 
2006). Random solutions are often poor and improving their 
quality takes long time since the refinement must be done 
over several generations (Chinneck, 2006). It has been shown 
that the final results of the algorithm depends (among other 
factors) on the quality of the solutions in the initial 
population (Chinneck, 2006). 
 
Some approaches have been suggested to initialize the first 
population, but in general this problem has been paid 
relatively little attention (Johnson, 2006 pp. 270). One 
approach is to use experts' domain knowledge to create one 
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or more solutions and inject these into the population 
(Johnson, 2006). The main disadvantage of this approach is 
that it requires the existence of experts with sufficient 
domain knowledge. Furthermore, it  also requires that the 
problem is relatively simple so that it is possible to develop 
solutions manually.  
 
Another approach is to make use of solutions from previous 
optimizations (Louis and Li, 2000). The disadvantage of this 
approach is that it requires that the previous optimizations 
have been run with the same (or at very similar) variable 
values (for example, customer requests or vehicle set-up), 
which requires a static problem domain. 
 
A third approach is to use heuristic search to create solutions 
for the initial population. A heuristic is a function that 
evaluates alternative solutions based on available information 
about the problem. Although heuristics do not guarantee to 
find an optimal solution, they can often provide decent 
solutions. As discussed later on in the paper, heuristics are 
used by search algorithms such as simulated annealing and 
tabu search to guide the search. 
 
The idea of using heuristics to initialize the first population, 
instead of creating it randomly, was discussed by 
Grefenstette already in 1987 (Grefenstette, 1987). 
Grefenstette speculated that if valuable genetic material 
could be added to the genetic algorithm from the beginning, 
the algorithm could probably achieve better results. 
 
AIM OF STUDY 
 
The heuristic approaches suggested in previous studies for 
vehicle routing problems generally have two limitations. 
First, they are designed and evaluated solely on theoretical 
problems. Second, they take into account only a single 
parameter, namely the distance between cities. In real-world 
problems, there are usually many more parameters to take 
into account (for example, load, time, environmental impact, 
etc.). The complexity of the problem is also considerably 
higher in real-world scenarios as a result of restrictions that 
exist (such maximum load, statutory breaks, etc.). Johnson 
(2006) argues that, especially for real-world problems, it is 
likely that there are more effective ways to initiate the 
population than those previously proposed (p. 270). 
 
Using heuristic search to initialize the first population is not a 
trivial task. Grefenstette (1987) highlights an important 
problem, namely that the algorithm can be quickly trapped in 
a local optimum if there are a few solutions in the population 
who are superior to the others. These solutions will then 
quickly take over the population and the diversity of genes in 
the population will get lost. When all solutions are very 
similar the search will halt and not move forward. 
 
Another important aspect in the use of heuristic search for 
initializing the population is, according to Johnson (2006), 
the solution representation. The solutions in the initial 
population are only useful if they use the same genetic 
representation as the genetic algorithm (Johnson, 2006, pp. 
274). Therefore, the solution representation used by the 

heuristic search and the representation used by the genetic 
algorithm must be synchronized. 
 
VEHICLE ROUTING PROBLEM 
 
The vehicle routing problem is an extension of the traveling 
sales person problem. In the traveling sales person problem, 
the aim is to find the shortest path between a number of 
nodes. The name of the problem comes from the simile with 
a salesman traveling from town to town selling products. The 
salesman starts in his hometown and aims at visiting all 
possible cities and then go back again to where he started. In 
order for the profit of the sale not to be eaten up by the 
traveling cost, the trip should preferably be the shortest 
possible.  
 
In the vehicle routing problem, a fleet of vehicles aims at 
visiting all customers with the lowest cost possible (Figure 
1). The cost might for example be the time it takes to drive, 
or the distance between nodes. There may be several 
requirements for the design of routes (Kang, Lee, Lee and 
Lee 2008). For example, the vehicles may have a maximum 
load capacity or maximum working hours that must be 
considered. Furthermore, customers may have limitations in 
terms of periods when they are available. The demand may 
also vary over time.  
 
Vehicle routing problem is classified as "NP-hard", which 
means that the time it takes to solve the problem grows 
exponentially with the number of customers (Kang et al. 
2008). To deal with the time complexity, techniques that are 
fast but do not guarantee to find the optimal solution are 
often used. Such techniques include genetic algorithms, tabu 
search and simulated annealing. The latter two are described 
in the next section. 

 
Figure 1 - Vehicle routing problem with two vehicles (black 
and gray) visiting a number of customers. 
 
HEURISTIC SEARCH TECHNIQUES 
  
According to Hillam (2003) heuristics are “common sense”, 
that is, things that are known but not necessarily formally 
researched. When it comes to finding the shortest route, 
common sense is to go straight towards the goal. It is not 
certain, however, that this will result in the shortest route, 
since a river may make you have to take a detour over a 
bridge. 
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Two techniques that use heuristics to solve problems is 
simulated annealing and tabu search (Michalewicz and 
Fogel, 2000). In simulated annealing, a random solution is 
first created and evaluated using a simulation. A neighbor of 
this solution is then created, that is, a quite similar solution. 
For example, the neighbors may have the same genetic 
material (same nodes), but differ in terms of the order of 
some of the genes (nodes). If the neighbor is better than the 
current solution, the neighbor replaces the current solution. If 
the neighbor is worse, it is not immediately discarded but 
there is a small chance that it is saved anyway. This is 
determined by a temperature T in combination with the 
fitness of the neighboring solution. A high temperature 
means that the chance of saving the solution is high, and vice 
versa.  
 
After a new solution has been saved, or the old one has been 
kept, the temperature is slightly reduced. A new neighbor is 
then created and compared with the solution saved in the last 
iteration. The procedure continues in this way until the final 
goal is reached. The goal may, for example, be that the 
temperature is sufficiently low, or that there has been no 
improvement for a long time. Since the temperature drops in 
every iteration, it means that the search stagnates more and 
more during time. 
 
Michalewicz and Fogel (2000) describe simulated annealing 
for a maximization problem using the following pseudo 
code: 
 
Procedure simulated annealing 
Begin 
  t← 0 
  initialize T 
  select a current point vc at random 
  simulate vc  

  repeat 
    repeat 
      select a new point vn in the neighborhood vc 

      if eval(vc) < eval(vn) 
        then vc ← vn 
      else if random[0,1] < e^(simulate(vn) - simulate(vc))/T

 

        then vc←vn 
    until (termination-condition) 
    T ← g(T,t) 
    t ← t + 1 
  until (halting-criterion) 
end 
 
In the procedure above, vc is the current solution and vn is a 
a neighbor to vc. T is the temperature and t represents the 
temperature change. simulate is a function that calculates the 
fitness of a solution. random is a function that returns a 
random value between 0 and 1. The function g performs a 
reduction of T depending on t.  
 
It can be noted that the heuristic as such is used in the 
function simulate. This function is problem-dependent. For 
example, if the problem is to find a route, it might be good if 
the distance is as short as possible. If the problem instead is 

to find the highest mountain peak in a mountain range, it 
might instead be good to be as high above the water as 
possible. 
 
Tabu search is another technique that also uses heuristics. 
Tabu search is similar to simulated annealing in that the basic 
producedure consists of comparing neighbors. What makes 
the tabu search different from simulated annealing is that 
some information are stored in a memory, called tabu list 
(Michalewicz and Fogel, 2000). The memory may, for 
example, keep track of which parts of a solution that have 
been altered. To maintain circulation, a requirement can, for 
example, be that the same piece may not be changed within a 
certain number of iterations. 
 
A NEW HEURISTIC SEARCH PROCEDURE FOR 
INITIATION OF THE GENETIC POPULATION 
 
This section describes a new heuristic search procedure for 
practical vehicle routing problems which is intended to be 
use to create the initial population of a genetic algorithm. 
The overall all objective of the optimization is to collect as 
much value from the (heterogenous) nodes as possible, given 
the limitation that it is not possible to visit all nodes. The 
procedure, basically a mix of simulated annealing and tabu 
search, is described by the pseudo code below and explained 
in detail afterwards. 
 
Function GeneratePopulation() 
  while(population.size < enough) 
    Route = new route(n) 
    Improve(route) 
    Population.add(route) 
  end 
  return population 
end 
 
Function Improve(route) 
  timeDiff = simulate(route) 
  do 
    if(timeDiff<0) //Add node 
      node = new random node not in route and not in tabu 
      if(node.Value > route.averageValue) 
        route.add(node) 
        tabu.add(node) 
      else 
        route.simulatedAnnealingAdd(node) 
        else //Remove node 
          node = route.randomNode 
          if(node.Value < route.averageValue)  
            route.remove(node) 
          else 
            route.simulatedAnnealingRemove(node) 
      end 
      route = SelectShortestPermutation(route) 
      timeDiff = simulate(route) 
      tabu.checkSize() 
      tempature.update() 
      badWorkday = !isWithinTollerance(timeDiff) 
  while(highTemperature || badWorkday) 
end 
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In the procedure outlined above, a first solution is created 
that consists of a list of n nodes. n is a user-defined value that 
is set to the approximate number of nodes that can 
reasonably be visited.  When creating the list, one node at a 
time is added. An added node is placed in the tabu list, which 
means that a certain node cannot be added twice since no 
node within the tabu list can be used. 
 
When the first solution has been created, this is improved 
using a combination of tabu search and simulated annealing. 
For evaluating the fitness of the solution, a simulation is 
used. The simulation returns the relative time consumption of 
the route in relation to the workday (variable timeDiff), 
which is used to decide if an additional node should be added 
or if a node should be removed. Depending on the problem 
domain, the simulation might also return other performance 
metrics such as time consumption between specific nodes, 
environmental impact, and filling degree of vehicles.  
 
The improvement procedure consists of a do-while loop that 
ends when the temperature has decreased below a certain 
level and the time difference is small enough. In the 
beginning of the loop, a control is made if the time difference 
is above or below zero (that is, if the route takes shorter or 
longer time then the workday). If below zero, a new node is 
added, otherwise a node is discarded. A new node to be 
added is selected randomly with consideration to the tabu 
list. If the value gained by adding the selected node is higher 
than the average value of the nodes in the route, the node is 
added. If the value is lower, it might still be added if it is 
approved by the simulated annealing formula. 
 
If the time difference is above zero and a node therefore 
needs to be discarded, one of the nodes is selected randomly. 
If the value of this node is lower then the average value of all 
nodes, it is discarded immediately. Otherwise, it is processed 
by the simulating annealing formula. If not discarded by this 
formula, the node is kept and a new node is randomly 
selected and checked for deletion. 
 
In the next step of the procedure, the route is improved by 
performing a number of permutations of the node list. Each 
permutation is simulated and the one with the lowest time 
difference is selected. After this, the length of the tabu list is 
checked and if the list is too long, its oldest node is deleted. 
The temperature is updated by multiplying the current 
temperature with a constant. After this, the procedure 
continues from the beginning by checking if further iterations 
are needed. If not, the new solution is added to the 
population and a new random solution is created and 
improved. The generation of new solutions continues until 
the genetic population is filled. 
 
EVALUATION 
 
The proposed heuristic has been evaluated on a real-world 
problem of garbage collection. In this problem, about 20 
nodes (garbage containers) are to be visited every day by a 
garbage truck. With 20 nodes, there are about 20!= 
2.43290201 × 1018 different possibilities to solve the 

problem. The objective is to collect as much garbage as 
possible during a workday.  
 
A discrete-event simulation exists for the problem and can be 
used to evaluate solutions. Given a list of n nodes, the 
simulation returns the average filling degree of the garbage 
truck, and the time the route takes in relation to the workday. 
If the workday ends at 5 p.m, for example, and the route ends 
at 4 p.m., the simulation returns -1. 
 
For the evaluation, a genetic algorithm was constructed and 
run for 100, 500, and 1000 generations. After each run, the 
best and worst fitness values in the final population were 
measured. The proposed heuristic procedure for creating the 
initial population was compared to the approach of random 
creation.  
 
Results from the experiments can be seen in Table 1-3. Note 
that the time denotes the total time of the optimization 
procedure (that is, the time for creating the first population 
plus the time used by the genetic algorithm). Also note that a 
high fitness is desirable. 
 
 Random 

procedure 
Heuristic 
procedure 

Maximum fitness 0.506778675 0.546950425 
Minimum fitness 0.274586 0.3278084 
Time (seconds) 7.1175 13.465 
Table 1: 100 generations (average from five runs) 
 
 Random 

procedure 
Heuristic 
procedure 

Maximum fitness 0.54545864 0.574607475 
Minimum fitness 0.405183 0.450005 
Time (seconds) 12.855 17.8575 
Table 2: 500 generations (average from five runs) 
 
 Random 

procedure 
Heuristic 
procedure 

Maximum fitness 0.554043 0.58216775 
Minimum fitness 0.36898875 0.4399232 
Time (seconds) 18.2625 22.3825 
Table 3: 1000 generations (average from five runs) 
 
As can be seen from the results, there is a clear benefit of 
using the proposed heuristic for creating the initial 
population of the genetic algorithm. The largest benefit of 
using the proposed heuristic is when the number of 
generations of the genetic algorithm is small (100). This is no 
surprise, since the fewer the generations the more important 
the starting conditions of the algorithm.  
 
As can also be seen from the results, the time consumption of 
the heuristic procedure is worse than that of the random 
procedure. The time difference decreases with the number of 
generations, since the larger the number of generations the 
larger proportion of the time is spent by the genetic 
algorithm. Further studies will be performed in the future in 
order to investigate how the time consumption of the 
heuristic can be reduced. 
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SUMMARY 
 
Genetic algorithms are powerful search strategies commonly 
used in simulation-based optimization of vehicle routing 
problems. A genetic algorithm works with a population of 
solutions that is iteratively improved in a evolutionary 
process. The initial population is usually created randomly, 
which generally results in a good diversity in the population 
but implies a large time-consumption before a sufficiently 
good solution has evolved. For increased efficiency through 
better starting conditions for the optimization process, this 
paper describes the use of heuristic search to initialize the 
population. A new procedure is proposed that is based on the 
combination of two existing heuristic procedures; simulated 
annealing and tabu search. The proposed procedure is 
evaluated on a real-world problem of garbage collection and 
the results from the evaluation show the benefits of using the 
procedure. Further studies are needed, however, to 
investigate how the time consumption of the procedure can 
be reduced. 
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