
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

ANOMALY DETECTION IN 
RING ROLLING PROCESS 
Using Tree Ensemble Methods  

Master Degree Project in Data Science 
One year Level 15 ECTS 
Spring term 2019 
 
Dellainey Rosita Alcaçoas 
 
Supervisor: Marcus Svadling 

Gunnar Mathiason 
Examiner: Jiong Sun 



2 
 

ABSTRACT 

Anomaly detection has been studied for many years and has been implemented successfully 

in many domains. There are various approaches one could adopt to achieve this goal. The 

core idea behind these is to build a model that is trained in detecting patterns of anomalies. 

For this thesis, the objective was to detect anomalies and identify the causes for the same 

given the data about the process in a manufacturing setup. The scenario chosen was of a ring 

rolling process followed at Ovako steel company in Hofors, Sweden. An approach involving 

tree ensemble method coupled with manual feature engineering of multivariate time series 

was adopted. Through the various experiments performed, it was found that the approach was 

successful in detecting anomalies with an accuracy varying between 79% to 82%. To identify 

the causes of anomalies, feature importance using Shapley additive explanation method was 

implemented. Doing so, identified one feature that was very prominent and could be the 

potential cause for anomaly. In this report, the scope for improvement and future work has 

also been suggested. 
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1.Introduction 

In the current trend of big data, we come across various anomalies. An anomaly, also known 

as an outlier is a deviation from the normal trend. It can be considered as an event or an 

instance in data that is significantly different from the rest. For example, in a class that scores 

on an average 100 points with a standard deviation of 25 points as shown in figure 1.1, a 

student having a score of 125 is not considered an anomaly as it is only one standard 

deviation from the mean. However, a student having a score of 175 or above would be 

considered an anomaly as the score would be three standard deviations away. However, this is 

an example with only one variable that is the score on a test. This could get much more 

complicated by having multiple variables. 

 

 

Figure 1.1: Graph showing normal distribution with standard deviation 25 for scores of 

students. 

 Anomaly detection has been well studied in the past (Chandola, Banerjee & Kumar, 2009) and 

has been applied successfully in many sectors. For example, In the IT sector, anomaly 

detection has been applied to identify suspicious behaviours indicating an intrusion or hacking 

of a system. In the banking sector, it has been applied to track credit card frauds. This has 

been done by identifying anomalies in the users purchasing behaviour or the location of the 

purchase. It is also applied to evaluate a loan request by analysing the past credit history of 

the customer. In the healthcare sector, anomaly detection has proved useful in the areas of 

monitoring patients and diagnosis. One example is analysing the electro-cardiogram data 

(ECG) for detecting heart related problems. Another is diagnosing epileptic seizures by 

examining electro-encephalogram (EEG) data. In the manufacturing industry, anomaly 

detection helps to indicate or identify serious problems early in the manufacturing phase. 

Analysing the data captured by various sensors located at various points in the manufacturing 

process could indicate if there is an anomaly at any point that could indicate a fault or failure 

in the product (Mehrotra, Mohan & Huang, 2017) 

 

This thesis is focused on anomaly detection in the manufacturing sector. It has been done on 

data provided by Ovako steel company located at Hofors, Sweden. The thesis focuses on a 

framework for anomaly detection in the steel rings manufactured by the company. The 

framework consists of a combination of manual feature engineering and a predictive model 
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using tree ensemble methods to predict an anomaly in the steel rings. The objective of this 

thesis is to identify anomalies in the rings and then identify the possible causes for the same. 

 

This report is structured in 9 sections. Section 2 titled background provides an explanation of 

various concepts needed to understand the work carried out in this thesis. It explains the 

feature engineering process, the ensemble methods, the measurement metrics adopted for this 

thesis and a method for feature importance. Section 3 states the problem that this thesis tries 

to address. Section 4, which is the methods section, provides the literature review and an in-

depth explanation of the approach followed to address the research question. The various 

experiments conducted to test the approach have been described in section 5 and the results of 

it are shown in section 6. A detailed discussion on the experiments is provided in section 7 

followed by ethical implications in section 8 and the conclusions drawn in section 9. 

  

2. Background 

This chapter first introduces the ring rolling process, followed by the concepts of feature 

engineering, tree-based ensemble methods and feature importance that are relevant in 

understanding the approach and the results of this thesis. It also explains the tools used to 

measure the model performance.  

2.1 The Ring Rolling Process 

  

 

Figure 2.1.1: The ring rolling setup (from Seitz et al., 2016) 

 

The ring rolling process begins with the steel bars being cut into specific length. These ingots 

are then forged at a very high temperature in the furnace to bring them in a state where 

deformations could easily be applied while in its solid state. These heated ingots are pressed 

to shed out the shell. The next step is to punch a hole into the ingot and place it in the second 
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furnace for a short while to heat it up and get it to the needed temperature just before 

beginning the rolling process. 

 

The rolling is done by two pairs of rolls placed opposite each other. One pair is placed in the 

horizontal plane called the radial rolls while the other pair is positioned in the vertical plane 

known as the axial rolls. Hence this continuous deformation caused by the two pairs of rolls is 

called radial-axial rolling. The setup of these rolls can be seen in figure 2.1.1. 

 

Radial-rolling: The radial rolling involves two rolls namely the main roll that rotates at a 

constant speed and the other known as the mandrel that rotates in the opposite direction and 

moves linearly towards the main roll (visible in figure 2.1.1). This rotation of the two rolls in 

the opposite direction causes the ring to rotate and pass through the gap. This causes the 

thickness of the ring to reduce, thus increasing the height and the diameter of the ring. 

 

Axial-rolling: The axial rolls are made up of two conical rolls placed in the vertical plane and 

are designed to rotate in the opposite direction (visible in figure 2.1.1). The lower axial roll 

remains fixed while the upper axial roll is designed to move up or down depending on the 

specifications of the rolling process. Besides moving vertically, a vertical bar holding the two 

axial rolls moves the axial rolls forwards or backwards. This is done so that the axial rolls 

move as the ring grows in diameter for larger rings. While the thickness of the ring is being 

reduced by the radial rolls, there is a simultaneous force applied by the axial rolls in the 

vertical plane to reduce the height of the ring to a desirable value. Though the process seems 

simple, the complexity arises because the ring rotates continuously causing the point of 

deformation to be revisited multiple times. 

 

Guide rolls: As the ring grows, if it is supported at just the points of deformation, it could 

result in the ring oscillating and thus developing non-circularity in the ring. This is prevented 

by the presence of two guide rolls as shown in figure 2.1.1 that support the ring from the 

external side. These are placed close to the main rolls and are responsible to maintain 

circularity in the ring as it grows. These guide rolls are initially positioned touching the ring 

blank and then move backwards as the ring grows. 

 

Trace roll: A trace roll is positioned in between the axial rolls and touches the outer surface of 

the ring. It is not involved in causing any deformations to the ring but instead is used to 

measure the diameter of the ring. It is designed to roll with the rotation of the ring and moves 

forwards and backwards as the dimensions of the ring changes. 

 

All the stages of the ring rolling process are represented in figure 2.1.2.  

 

Figure 2.1.2: Stages involved in cold ring rolling process 
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2.2 Feature Engineering 

Feature engineering is a key to machine learning as the performance of the model is 

dependent on the quality of the features that are fed in (Domingos, 2012). For classification, it 

is the process of extracting those features that best differentiates the classes (Keinosuke, 

1990). A machine learning model can be general and applicable to many areas, however, the 

features are very specific and require a good domain knowledge. Hence, feature engineering 

demands a lot of time, effort and involvement of an domian expert (Domingos, 2012). Feature 

engineering involves feature extraction and feature selection, each of which are explained 

below. 

2.2.1 Feature Transformation / Feature Extraction 

According to Liu and Motoda (1998), feature transformation is the process of generating a 

new set of features from the original set. So, if you originally had n features   , 

then you would generate a new set of m features derived from the initial n features. Hence you 

would have new features  derived using the original n features. 

Raw data generally, is not in a form that is understandable for the model and needs to be 

transformed or relevant features need to be extracted. One area where feature extraction could 

be beneficial is when using time series. A time series is a series of data points captured at 

regular interval of time. This data in its raw format is not useful to the machine learning 

models. Hence relevant features that represent the time series must be extracted. The features 

extracted from these time series could then be fed into a machine learning algorithm for 

classification. The time series can be summarized by manually calculating features based on 

one or more original features. These extracted features are expected to best summarize the 

original time series. Some of the examples of features that can be extracted from a time series 

are calculating the mean, the standard deviation, the number of peaks in the time series, fast 

fourier transform etc.  

2.2.2 Feature Selection / Subset Selection 

Size of the data set can be defined using two measures, one is the number of instances and the 

other the number of features. The general tendency is to collect a lot of features as it would 

increase the classification accuracy. However, having a lot of features can reduce the 

generalization ability of the model as the term coined for this issue by Bellman (1961) as 

“curse of dimensionality”. 

 

Feature selection or subset selection is the process of choosing relevant features while 

disregarding the irrelevant ones. These features would be the set that would help in achieving 

the task of classification.  
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2.3 Decision Trees 

Decision trees are graphs that are used to model a decision. They are made up of nodes, edges 

and leaves. Each node in a decision tree is a decision point that acts as a splitting point 

depending on the decision taken. It splits the number of cases or instances amongst its child 

nodes. The edges are the decisions that lead to the next node. The leaves are the classes and 

are the endpoints of a tree, they do not have child nodes. Hence predicting the class of a new 

instance only requires you to follow the decision path. The leaf in which the instance lands is 

the class of that instance (Hackeling, 2014). A simple example as explained by Tan et al., of a 

decision tree is shown in figure 2.3.1. The tree involves two nodes indicated with an oval 

shape, each of them having a test question. The root node contains the total instances. It splits 

these instances based on the body temperature (warm or cold) and assigns the instances to 

either the class ‘Non-Mammals’ or to the next node for further split. The next node splits the 

instances further depending on whether it gives birth or not. The classes are indicated with a 

rectangle (Tan et al., 2005).  

 

Figure 2.3.1: A simple decision tree to decide whether the instance is a mammal or not (from 

Tan et al., 2005) 

2.3.1 Entropy 

The choice of test at the nodes is dependent on how good the test is in separating the instances 

into classes. A test that separates the instances into their respective classes is better than the 

one that creates groups with mixed classes. Hence a test that creates groups of similar classes 

reduces the uncertainties. The measure of uncertainties that arise when splitting at every node 

is known as the entropy and is given by equation 1. Where n is the number of instances and 

 is the probability of an instance i. ‘b’ can take the values 2, 10 or e (Hackeling, 2014). 
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2.3.2 Information Gain 

To decide on which test is the best for the split, one must see which test splits the instances 

best. The test which best splits the instances such that the impurity is minimized in the child 

nodes as compared to the parent node is the best test or the one with higher information gain. 

Information gain is the difference in the impurity at the parent node before the split and the 

impurity at the child nodes after the split. The test that has the highest difference would be 

considered as the best test for the split. The equation for information gain is given in equation 

2. I(parent) is the impurity or entropy at the parent node, I( ) is the entropy at the child node 

, N is the total number of instances at the parent node and N( ) is the number of instances 

at the child node . K is the number of attributes. Hence the goodness of the split must be 

seen before deciding on the test for the split (Tan et al., 2005). 

 

 

 

2.4 Ensemble Methods 

Ensemble methods are methods which combine many simple methods into one that performs 

better than each of the individual ones. For example, an ensemble classifier will integrate 

many classifiers into one classifier that outperforms each of the individual classifiers 

(Rokach, 2010). It generates multiple base classifiers using the training data and compiles the 

overall class by aggregating the outcome of all the base classifiers. By doing so, the error rate 

of the ensemble classifier is less than the error of individual classifiers (Tan et al., 2005). This 

combination of various methods helps in reducing bias, variance and noise while increasing 

its predictive accuracy. Ensemble methods can be divided into parallel ensemble methods 

example random forests or sequential ensemble methods example gradient boost method. 

2.4.1 Bagging Algorithm 

Bootstrap aggregation in short bagging is a way of creating classifier ensembles. In this 

approach, multiple subsets are created with replacement from the original data set. Which 

means an instance could appear multiple times in a subset and there could be times when an 

instance would not be part of the subset. These subsets which are created are of same size as 

the original data set. These subsets or bootstrapped sets are used to generate classifier trees. 

The outputs of these various classifiers are then compiled to predict the class. In case of a 

classifier, the class with a majority vote is considered as the class of the instance. One of the 

advantages of these algorithms is that it can be run in parallel (Breiman, 1996). 
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Figure 2.4.1 presents a pseudo code as described by Breiman for building an ensemble 

classifier by creating 100 runs with 50 tree classifiers at each run (Breiman, 1996). 

 

Pseudo code for bagging: 

1. Split the data into train set L and test set T in the ratio 9:1. 10% of the data is set as 

test data and the balance 90% as train set. 

2. Using the 10-fold cross validation, build a classification tree with the train data L 

3. Run the test set T through the classification tree and measure the number of cases 

that were misclassified. This will be the misclassification rate 𝑒𝑠(L , T) . 

4. Create a bootstrap sample 𝐿𝐵  from the original set L  

5. Grow a classification tree using 𝐿𝐵   

6. Use original set L to select best pruned tree 

7. Repeat steps 5 and 6 multiple times for example 50 times to get 50 classifier trees 

∅1 𝑥 ,… . . , ∅50 𝑥 . 

8. Run the test data through these 50 tree classifiers. If the class  𝑗𝑛 , 𝑥𝑛 𝜖 𝑇 has the 

majority votes, then it becomes the label for 𝑥𝑛 . However, if there is a tie, then the 

class with the lower-class label is assigned to 𝑥𝑛 .   

9. The bagging misclassification rate is calculated as the proportion of cases that were 

misclassified and given by 𝑒𝐵(L , T). 

Steps 1 to 9 are repeated 100 times (an example) and the average of the misclassification 

rates are calculated.  
 

Figure 2.4.1: Pseudo code for bagging a tree classifier 

2.4.1.1 Random forest 

One of the methods in bagging ensemble methods is the random forest. The base learner for 

this method is the decision tree. It works on bagging that is bootstrap aggregation. The 

method follows bootstrapping the dataset and aggregating the outcomes from the various 

decision trees as shown in equation 3 for regression. Where M is the number of decision trees 

that have been trained for a subset.  

 

 
Random forest algorithm bootstraps the initial dataset to generate random subsets with 

replacement and by choosing random subset of features. It uses this bootstrapped dataset to 

generate hundreds of decision trees. The results of each decision tree are either averaged (in 

case of regression) or majority vote (in case of classification) is considered. This randomness 

thus helps in reducing the variance and can be used as a good predictive model for both 

regression and classification (Rokach, 2010). 
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2.4.2 The Boosting Algorithm 

The boosting algorithm takes the weak learners and tries to improve their performance. Like 

bagging, it generates subsamples from the original data set. This sample is then used to 

generate classifier trees. The outcome of each weak trees is compiled to assign a class. Unlike 

the bagging algorithm, boosting algorithm is sequential. This is because it iteratively tries to 

improve the performance of the classifier. 

 

To explain the boosting algorithm, consider a set of ten cases in the data set (1,2, ......,10). 

Initially, all the cases have equal weights. A subsample as shown in figure 2.4.2 (Round 1) is 

selected and the classifier trees are generated. Based on the predictions made for each class, 

the weights of each instance are updated. The cases that were predicted wrongly get a higher 

weight as compared to the ones that were predicted correctly. These weights are considered 

when the next sub sample is to be generated. Hence cases which were predicted wrong will 

appear a greater number of times in the subsamples. Also, the cases which did not appear in 

the previous sample would be considered in the next round of sampling. By doing so, the 

algorithm tries to improve the prediction of the cases that were difficult to be predicted. This 

can be seen in the figure 2.4.2, assuming case number 4 was wrongly predicted initially in 

round 1, the round 2 sub sample will have more occurrences of case 4 and the cases 1 and 5 

which were not in the previous sample. If the case 4 was predicted wrongly again in the 

second round, the weight of case 4 increases and hence can be seen five times in the third 

round (Tan et al.,2005). 

 

 

Figure 2.4.2: example of sub samples taken for three rounds of a boosting algorithm (from 

Tan et al.,2005) 

2.4.2.1 Gradient boost and Extreme Gradient Boost 

Another ensemble technique is the boosting technique that tries to build on weak learners. 

Gradient boost and the Extreme gradient boost are methods that use the boosting technique. 

They are sequential models that build on stumps which are weak decision trees having a depth 

of one. Initially they will build its trees with equal weightage to all instances. However, for 

the next iteration, the instances that were misclassified will be give higher weightages as 

compared to the ones that were classified correctly. Hence at each level, the model 

performance is dependent on the ones that were built previously. 
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2.5 Measurement Metrics 

It is important to evaluate the models that are built to check their performance in prediction. 

Generally, classification models use a classification accuracy that measure the total number of 

instances correctly classified as compared to the total number of instances (equation 4). 

 

 

2.5.1 Confusion Matrix 

In case of classification accuracy, the score obtained cannot be differentiated between classes. 

Hence for situations where the classes are imbalanced, or where accuracy of a certain class is 

important, confusion matrix is a better measurement tool as compared to the classification 

accuracy (Tan et al.,2005).  

 Predicted Class 

A
ct

u
al

 C
la

ss
 

 Positive Negative 

Positive True Positive 

(TP) 

False 

Negative (FN) 

Negative False 

Positive (FP) 

True 

Negative (TN) 

Figure 2.5.1: Confusion Matrix for a binary classification 

 

The confusion matrix for a binary classification can be seen in figure 2.5.1. The components 

of the matrix as explained by Tan et al. (2005) are as below: 

True Positive (TP): This value indicates the number of instances correctly classified as 

positive by the model. 

False Negative (FN): This value indicates the number of instances wrongly classified as 

negative while the actual class was positive. 

False Positive (FP): This indicates the number of instances that were negative but wrongly 

classified as positive 

True Negative (TN): This indicates the number of instances correctly predicted as negative. 

2.5.2 Receiver Operating Characteristics (ROC) curve 

Receiver operating characteristics curve is a graphical representation that plots the true 

positive rate on the y axis and the false positive rate on the x axis. The true positive rate 
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(TPR) also known as the sensitivity, indicates the number of instances correctly classified as 

positive as compared to the total number of positive instances and is given by equation 5.  

 

 

Similarly, False positive rate (FPR) is the number of instances wrongly classified as positive 

as compared to total negative classes and is shown in equation 6 below. 

 

 

The area under the ROC (AUC) indicates how good the model is in predicting the class. If the 

area under ROC is 1, it indicates the ideal situation where the performance of the model is 

perfect. While a value of 0.5 indicates that the model predicts randomly (Tan et al.,2005). 

2.6 Shapley Additive Explanation (SHAP) 

SHAP is a framework that interprets model predictions using shapley values that are based on 

a combination of ideas from the game theory. The model explainers use a local method g that 

tries to explain the prediction f(x) made by the original model f for a single input x. It 

identifies a function  that maps a simplified value x’ of x to x. Such that . These 

methods try to make sure that  when z’ ≈ x’. Explainers that follow an 

additive feature attribution method follow equation 7. 

 

 
 

Where M is the total number of simplified features, for binary variables  ,  is the 

attribution value that each feature is assigned such that when these are totalled over the 

features gives us an approximate value to the prediction . 

Lundberg and Lee (2017), use this definition of additive feature attribution method combined 

with classic shapley value to assign the feature attribution  to each feature. In this method, 

the SHAP values are assigned to each feature by first creating all possible subsets S of F. 

Where F is the set of all features. A feature i is assigned an attribution value by first retraining 

the model  on a subset S that includes the feature i and training the model without that 

feature . The difference  of these two model predictions are 

compared. Since a feature can be influenced by other features, this difference is compared to 

differences of all possible subset of F and the differences are averaged to get the final 
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attribution value for that feature. The equation for assigning the SHAP value for a feature i is 

given in equation 8. Where  represents the input values of the features from set S. 

 

 

 

3. Problem formulation 

Anomaly detection is a well-researched area and various frameworks have been applied in 

different domains. The approaches can be categorized into two groups depending on the way 

the data is handled. One which involves feature engineering before training and the other 

where the model handles the data without the need of feature engineering. Though the process 

of feature engineering is mostly general, the process of manual feature extraction is highly 

specific to the domain and requires clear understanding of the data.  

 

This thesis is focused on anomaly detection in a manufacturing domain. Hence feature 

engineering becomes specific to the process and the type of data. In a classification task, 

feature engineering is easy when there is a linear relationship between the variables and the 

class. The complexity of this task increases with increasing variables that share non-linear 

relationship with the class and when there are possibilities of relationships within the 

variables. Extracting relevant features from time series that best summarizes the series while 

preserving the features that are responsible for differentiating the classes is another challenge.  

3.1 Objective 

The objective of this thesis is:  

“Finding the risk of deformed products from data about the manufacturing process”. 

Hence one would first need to identify the anomalous product followed by the task of 

identifying the causes of the anomaly. 

 

The scenario chosen was of a ring rolling process and the data was obtained from Ovako steel 

company. The scenario is explained in brief below. 

Ring rolling is a process whereby forces are applied to a steel blank that has been heated at a 

very high temperature. The components of a ring rolling mill that are responsible for applying 

these forces during the rolling process are the radial main roll, the mandrel, the two axial 

conical rolls and the two guide rolls. These rolls when working in coordination can deform 

the heated blank into a desired ring of required height, width and thickness. However, in a 

radial-axial rolling process, a slight uncooperative setting of the parameters could lead to 

micro deformities that would hamper the quality of the ring. One of the measures of ring 

quality is ovality. It is the degree of deviation from perfect circularity and is measured by the 
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difference in the maximum diameter and the minimum diameter of that ring. Ovality could be 

caused due to various reasons. It could be the choice of the steel grade, the weight, the 

temperature of the ring or the different parameter settings of the rolling mill. 

4. Methodology  

To decide on an appropriate approach to the mentioned problem, a literature review of the 

earlier work in the same field or a similar field is inevitable. There have been various 

researches pursued in the field of anomaly detection. Knowing that this thesis involved 

multiple time series, the focus of literature review was to gain knowledge of the various 

approaches adopted by researchers for detecting anomalies by using time series data. 

Identifying an approach that would help in predicting the anomalous rings would then form a 

bases for identifying the causes of these deformed rings. 

Based on the literature review, an appropriate approach was decided that could be 

implemented within the limited time of the thesis.  

4.1 Literature Review  

Anomaly detection is a well-researched topic and an important one. Various domain specific 

and generic techniques have been developed in this field (Chandola, Banerjee & Kumar, 

2009). A set of examples of the various anomaly detection techniques and their application 

area can be seen in the survey of anomalies done by Chandola, Banerjee and Kumar (2009). 

However, for this thesis, the focus of anomaly detection would be in the context of time 

series. In this context, the task of time series classification can be handled in two ways. One is 

by manually extracting features before feeding into the classifier and the other by adopting an 

automatic feature extraction using neural networks. 

 

Pourbabaee, Roshtkhari and Khorasani (2016) and Yao et al. (2018) used Convolutional 

Neural Networks (CNN) to build the classifiers and hence there was no need to do feature 

extraction. Pourbabaee, Roshtkhari and Khorasani (2016), proposed automatic feature 

extraction from ECG signals using a convolutional neural network (CNN). According to them 

it integrates well with classifiers like K-Nearest Neighbour (KNN), singular vector machines 

(SVM) and multi layered perceptron (MLP) and has a higher accuracy. In their experiments 

they used 30 minutes ECG signals and used two approaches. The first one involved an end-to-

end CNN model that would extract and classify the signals while the other consisted of 4 

layered CNN for feature extraction followed by an KNN, SVM or an MLP classifier. It was 

found that the accuracy of the second approach, that is, 4 layered CNN followed by a 

classifier, was 91% as compared to 85.33% using the end-to-end CNN model. Yao et al. 

(2018) also applied an end-to-end CNN model for diagnosing gear fault based on sound 

signals. Sound signals from different microphones were fused using a fusion algorithm and 

fed into the CNN model. In this approach, the frequency domain signals were obtained by 

applying a Fourier transform and these were included along with the original signals to create 

a new matrix that was fed into the CNN model. The model would then try to learn the patterns 
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and relationships between the time and Fourier frequencies. The CNN layers then extract the 

features and differentiates the patterns. The algorithm was found to have high accuracies in 

detecting various faults in gears. In both the cases, the approach was found to perform better 

as compared traditional methods of feature extraction before feeding into the algorithm. There 

was also no need for one to have the domain knowledge as it did not involve feature 

engineering. However, for addressing the thesis research question, CNN would not be used 

and may be considered for future work. Hence the task of feature engineering becomes 

crucial. 

 

According to Zhu et al. (2013), Feature engineering is the most important stage. No matter 

how good the classifier model built is, if the features fed into it are of poor quality, the 

outcome will always be poor. Extracting features from a time series can be challenging. 

Thankfully it is well researched in the past due to its use in various domains such as 

healthcare and bioinformatics (Zheng et al., 2014). As per Fulcher and Jones (2014), earlier 

research in the field of feature extraction of time series was done for smaller sets of 

approximately ten features extracted from the time series and involved manual or generic 

feature extraction. These were not feasible for large sets with large number of features from 

multivariate time series. To fill this gap, he proposed extracting thousands of features from 

the time series to summarise it in terms of its distribution, correlation, entropy, stationarity, 

scaling properties and to create a feature classifier automatically. These features were then 

scaled down using a greedy forward methodology. In this method, they first identified one 

feature that had the highest predictability. Iteratively, this feature was coupled with another 

feature and the pair that gave the best prediction was considered. This process was continued 

until the prediction score was maximum or addition of more features did not have any 

positive effect on the prediction score. Following the greedy approach would require good 

computational power and speed. The complexity of the algorithm would increase with the 

increase in features. 

 

Unlike Fulcher and Jones (2014), who extract features considering the variables 

independently, Zhu et al. (2013) proposed a conditional feature extraction. According to him, 

capturing an average of a variable without any consideration for the conditions associated 

with it would lose out on the important differentiation power of that variable and hence 

considers it as an unconditional feature. In contrast, conditional feature extraction 

incorporates the conditions associated with that variable by assigning different weights or 

assigning it as a different variable would preserve its differentiable property. They then 

proceed by doing feature selection from the extracted features and used SVM, logistic 

regression and decision trees as classifiers. They concluded that the time interval played a role 

in the performance of the models. It was found that considering data over smaller intervals 

had a higher performance and this decreased with the increase in the time interval. However, 

as an evaluation metric, they used classification accuracy. While it was mentioned that they 

had imbalanced classes and majority of the instances belonged to three classes from a total of 

ten classes. The highest accuracy using the approach was 75%. Zhou and Chan (2015) In their 

research tried to capture the intra-relationships within each variable and inter-relationships 

between various variables. These features were then combined and fed into the classical 
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classifiers. They proposed this feature extraction and classification method as Multivariate 

Time Series Classifier (MTSC) that is designed to handle high dimensional multivariate time 

series with different lengths coupled with a support vector machine (SVM) with an RBF 

kernel or an artificial neural network classifier. While Zhu et al. (2013) and Zhou and Chan 

(2015) proposed classifiers using SVM, Guh and Shiue (2008) proposed a framework that 

involved creating an ensemble model using bagging and decision tree for identifying the 

mean shift in multivariate processes and identifying the source for the shift. The learning 

speed of decision trees was found to be much faster than neural network-based models. 

4.2 Approach  

The literature review provides a wide plethora of methods and approaches to the problem in 

focus. However, it is important to find an approach that best suits the context in question and 

is doable within the time frame that has been assigned for the thesis. Finding literature review 

in the specific domain is difficult and hence, various approaches need to be combined to suit 

the problem scenario.  

 

The basic framework of the approach adopted for this thesis can be seen in figure 4.2.1. The 

first step would be feature engineering. This step would be followed by building a prediction 

model using tree-based ensemble methods. The features extracted would be fed into the 

model and the prediction accuracy would be seen. The area under the ROC curve was used as 

the measurement metric to evaluate the models. If the accuracy was found to be low, the 

feature engineering stage would be revisited. According to Domingos P. (2012), Machine 

learning is an iterative process involving training the model, interpreting the results and 

modifying or tuning the data. Hence this process would continue to iterate until the accuracy 

was found to be high, after which feature importance would be done to identify the potential 

causes for the anomaly. Implementation of each of these stages have been explained in detail 

below: 

 

Feature Engineering 

Using all the time series for extracting features would not give a good prediction as some time 

series might not have any effect on the ovality of the rings. Hence these signals will only add 

up to the noise in the training set and hamper its performance. These timeseries that had 

nothing to do with the ovality of the ring were disregarded and only twenty-four timeseries 

were considered for feature extraction. Besides these, other important time series (Annexure 

1) were created based on the current features. 

 

According to Pourbabaee et al. (2016) the quality of the features extracted have a major 

impact on the prediction outcomes. Hence identifying a set of features requires strong domain 

knowledge. This meant a continuous interaction and feedback from the domain experts was 

crucial in the feature engineering stage. Understanding the features that are inputted into the 

ensemble method, would help in interpreting the results and identifying the causes of 

anomalies. 
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Initially, assuming the data is of z time series , doing a subset selection 

using human heuristic, the set would reduce to n time series  and each of 

these time series would be a series   where t is the time step.  

Hence extracting m features  from each time series would give n 

sets of features. Hence summarizing all the n time series into its feature set would give us a 

matrix as below:  

 

The matrix has r rows where each row represents a ring and each column represents a feature.  

 

Extracting features for the full time series while disregarding the conditions linked to it would 

lose valuable information that might be important for differentiating the anomalous cases 

from the rest (Zhu et al., 2013). These conditions were identified to be the phases in the ring 

rolling process. Using human expertise, five phases in the ring rolling process were identified. 

The first phase was identified at the ‘waiting phase’. It was the phase or the gap between two 

ring rolling processes. The next phase was identified as the ‘tooling’ phase. This phase 

involved the time when the ring was placed on the rolling plate, but the active rolling had not 

begun. In this phase, all the components of the ring rolling mill took their positions. The 

active rolling time (when actual rolling took place) was divided into two parts. The first part 

was identified as the ‘First two seconds’ Which was the first two seconds of the active rolling 

and the rest of the active rolling was named as ‘Rest’ phase. The last phase, called as the 

‘End’ phase was the phase after the ring had been rolled to the desired diameter and the tools 

left the surface of the ring. The initial two seconds of rolling, and the end phase were 

identified as the most important phases as they influenced the degree of ovality in the ring. 

Hence more features were extracted from these phases. While phases that had low 

importance, fewer features were extracted. Post the feature extraction, feature selection was 

done using domain experts. Different combination of features was used to train the model and 

the performance of the model was used to provide feedback.  

 

Prediction Models 

For building the prediction model, ensemble methods were used. These are comprised of 

multiple classifiers and their performance is expected to be higher than each of the individual 

classifiers. As per Ville (2013), one of the major strengths of decision trees is in its ability to 

interpret the results. They follow a cognitive thought process and hence its structure becomes 

very easy to interpret. Since in the problem scenario, it was important to understand what the 

sources of the anomaly were, decision tree was chosen as the base model. Guh and Shiue 

(2008) in their research used decision trees as the base model and then built an ensemble 

method by bagging. However, in this thesis, ensemble methods have been developed using 

both bagging and boosting techniques. While bagging would consider all instances by giving 
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them the same importance, boosting would give higher weightages for the misclassified 

instances. This would make the model more robust as the data set had very few instances of 

anomalies as compared to good rings. Boosting algorithm would get trained to classify and 

differentiate the anomalous cases from the good cases. 

 

Random forest was used as an ensemble method using bagging and was trained using 

supervised training. Chan and Paelinck (2008) found that both Adaboost and Random Forest 

had approximately same performance and were found to be better than neural network when 

used to classify land cover at ecotope level. Besides random forest, two boosting ensemble 

methods that is Gradient Boost and Extreme Gradient Boost were also used to build predictive 

models. 

 

Model Evaluation 

For evaluating the performance of the predictive models, Receiver operating characteristic 

(ROC) was used. One of the reasons for using ROC was because there was imbalance in the 

classes. Having imbalanced classes reduces the prediction accuracy of the model as it is 

unable to adjust well to the differences in the size of the classes. There are many techniques 

that handle the imbalance in the data, however, they also reduce the accuracy of the major 

classes while increasing the accuracy of the minor class (Soda, 2011). Another reason for 

using ROC as the measurement metric was because the focus was on one of the classes, that is 

the anomalous rings. Besides ROC, confusion matrix was also used to view the number of 

cases that were misclassified. 

 

Feature Importance 

The challenge in machine learning is not only about getting a high accuracy but also being 

able to interpret the model. Hence, understanding why the model does a particular prediction 

is equally important. A simple linear regression is very easy to interpret but this task becomes 

more difficult with the increasing complexity of the models adopted such as ensemble 

methods and neural networks (Lundberg & Lee, 2017). To maintain the balance between 

model accuracy and interpretability, many tools have been designed. The tools that are built to 

estimate feature importance for tree models are based on the split count and the gain, and are 

inconsistent (Lundberg, Erion & Lee, 2017). To accomplish this task in the thesis, SHAP has 

been used to understand the model predictions, as they are consistent (Lundberg, Erion & 

Lee, 2017). SHAP assigns an importance value to each of the features and displays the top 

twenty most important features pictorially through a summary plot.  
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Figure 4.2.1: Block diagram of the proposed framework 

5. Experiments 

This section describes the data set that has been used for the thesis along with an explanation 

of the target variable. Besides this, it explains the various experiments conducted to achieve 

the thesis objective. It also includes the experiments that had been undertaken to identify the 

appropriate parameter settings for the models. 

5.1 Dataset 

The data set consisted of raw features from seventy-six time series, having a time interval 

averaging over fifty milliseconds. This data was extracted from the company's analysing tool. 

Data was extracted of twenty-one days. Besides this data, the company had data of the final 

measurements for manual classification of rings.  

 

In total there were 102 different ring types in the data set. The distribution of these ring types 

is shown in table 5.1. For example, there were a total of 203 rings which were from 32 

different ring types, and the number of rings under each ring type ranged between 1 and 9 

rings. Hence it can be said that these 203 rings could have had a lot of variations in terms of 

their set points (setting parameters).  
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Table 5.1: The table shows the distribution of the different ring types. 

5.1.1 Target variable 

The target variable in this case was the ovality reading which ranged from 0 to values above 

2mm. These were then binned into three classes. Class (0,0.5] consisted of rings having 

ovality measures between 0 and 0.5 mm (0.5 included). Similarly, class (0.5,0.7] had rings 

with ovality above 0.5 to 0.7mm. And the last class (above 0.7) is self-explanatory. The 

distribution of these classes is shown in figure 5.1. 

 

 

Figure 5.1: Figure displays the distribution of the rings into different classes of ovality, the 

dimension of the train set, and the test set are also shown. 

5.2 Parameter setting 

All the extracted features were run into the models with the number of trees ranging from 10 

to 250 and with the tree depth fixed to 3. The ROC for each class was calculated and used to 

plot the graphs (fig 6.1a, 6.1b, 6.1c). The optimum number of trees were identified for each of 

the model by seeing the plots. It was found that for the Gradient boost algorithm, 25 trees 

were the optimum, Extreme gradient boost had optimum value at 90 trees and Random forests 

had the optimum value with 160 trees. The model was rerun but this time with the number of 

trees set to the optimum level as identified previously and this time the depth of the tree 

ranging from 1 to 20. The plots for these can be seen in figures 6.1d, 6.1e and 6.1f. 3, 14 and 

6 were identified as the optimum depth for the gradient boost, extreme gradient boost and the 
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random forest algorithms respectively. With these parameters fixed, various experiments were 

conducted.  

5.3 Experiment 1 

The first attempt was to summarise all the timeseries into features that best described them. 

The list of features extracted for each time series is shown in annexure 2. 

 

In this attempt, the extracted features were fed into three predictive models. There were a total 

of 1067 features extracted. The train and test set were split in the ratio of 7:3. The distribution 

of the two sets can be seen in figure 5.1 above.  

5.4 Experiment 2 

It was interesting to see if there was any difference in the accuracy measures after excluding 

the rings of the ring types that had less than ten rings rolled. Post deletion of these rings (203 

rings), there were a total of 3906 rings. The distribution can be seen in figure 5.4.1. 

 

                        

 

       

 

5.5 Experiment 3 

In the third experiment, only the features that were potential indicators of the ovality were 

considered. Features pertaining to the important phases of the ring rolling were considered. 

The distribution of rings within the classes and train-test set can be seen in figure 5.5.1. These 

features were then run through the models and the ROC was plotted.  

Fig 5.4.1 Distribution of rings for 

experiment 2 

Fig 5.5.1 Distribution of rings 

for experiment 3 
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5.6 Experiment 4 

Each of the phases of the process that is, the ‘waiting phase’, ‘tooling phase’, ‘Initial two 

seconds phase’, the ‘rest of the rolling phase’ and the ‘end phase’ were fed separately into the 

models to see the effect on the prediction accuracy. These were also tried in combinations to 

view the effect on accuracy. 

5.7 Experiment 5 

Besides summarizing the time series using statistical measures, a different approach taken 

was to measure the variations in the signal. This was specifically done for the signals 

pertaining to the support arms as these were important signals and it was noticed that these 

signals had some amount of waviness in them. Feature extraction was done by identifying the 

gradient between two points and then using this gradient as the reference point to identify the 

area above and below. The full length of active rolling was divided in two parts and four 

features were calculated for a signal. Similarly, for signals that involved a set point or pre-

setting, the positive and negative difference from the desired and actual were calculated as 

features. This was done for five signals involving the five movements in the rolling mill. The 

distribution of the rings for this experiment can be seen in figure 5.7.1. 

 

                       

 

 

5.8 Experiment 6 

The next experiment was to have only two classes by considering only the extreme rings. The 

rings having an ovality measure of less than or equal to 0.38mm were considered as one class 

of rings and the rings having the ovality measure more than or equal to 1 mm were considered 

as the other class. The ring distribution between these classes is shown in figure 5.8.1 above. 

This data was then fed into the models to see the accuracy rate. 

Fig 5.7.1: Distribution of rings for 

experiment 5      

Fig 5.8.1: Distribution of rings for 

experiment 6 
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5.9 Experiment 7 

This experiment focused on rearranging and balancing the classes. Initially the classes were 

divided into three classes with cut points at 0.5 and 0.7. For this experiment, the cut points 

were set to 0.38 and 0.99. This resulted in imbalanced classes with majority of the rings in the 

second class. This was expected due to the wider gap. The three classes were balanced by 

considering only 280 rings from each category. The value 280 was chosen since after 

rearranging the classes, the class with the minimum number of rings had 282 rings. Post 

trimming the classes, the data set had 840 rings (280 rings from each class) and 1066 features.  

5.10 Experiment 8 and 9 

The correlation matrix of the feature set showed that there were many features that were 

highly (above 0.99) correlated to each other. These were identified and deleted from the 

dataset. Doing so, reduced the features to 786. This data was then fed into the predictive 

model. In the experiment 9, the features were further reduced to 556 by excluding the features 

that had a correlation of 0.90 and above. 

5.11 Experiment 10 

In this experiment, instead of selecting the first 280 rings from the second class, the number 

of rings from this class were split into four groups of 280 rings each. Each group along with 

the first and last class were used to train and test the prediction model separately. Hence there 

were a total of four combinations of datasets that were trained. 

5.12 Experiment 11 and 12 

These two experiments follow the previous experiment. In experiment 11, the features with 

strong correlation of 0.99 and above were excluded. While in experiments 12, the features 

with a correlation of 0.90 and above were excluded. 

5.13 Experiment 13 

In this experiment, 280 rings were randomly selected from the second class and were fed into 

the prediction model along with the other two classes. This experiment was run ten times and 

the SHAP summary plot was done using the gradient boost model for every run. 

6. Results 

This section explains the plots of parameter setting and the results of various experiments that 

were conducted as explained above. 
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6.1 Plots of parameter setting 

The plots in figure 6.1a, 6.1b and 6.1c indicate the effect of the choice of number of trees 

generated in the algorithm on ROC for each model. It can be seen from the figure 6.1a, that 

for the Gradient boost algorithm, the ROC value decreases beyond 25 trees for the classes (0-

0.5] and (0.5-0.7]. The ROC for class (above 0.7) more or less remains standard.   

 

A similar trend can be seen with the extreme gradient boost algorithm also (fig 6.1b). 

However, the drop in the ROC starts from the ninetieth tree.  

When applied to Random forest algorithm, the ROC values are seen to be gradually 

increasing and then dropping from point with tree number 150. The ROC value for the class 

(0-0.5) however remains constant. 

 

 

Figure 6.1a: Plot of ROC v/s number of trees using Gradient Boost Algorithm 

 

 

Figure 6.1b: Plot of ROC v/s number of trees using Extreme Gradient Boost Algorithm 
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Figure 6.1c: Plot of ROC v/s number of trees using Random Forest Algorithm 

 

Viewing the plots of ROC verses the depth of the trees, it can be seen in figure 6.1d, that for 

the Gradient boost algorithm, with the number of trees set to 25, the ROC for all the three 

classes moves downwards after the depth of 3 at which the ROC values of the three classes 

are 0.66, 0.60 and 0.68. However, peaks and drops are seen along.  

 

From figure 6.1e, the ROC for the extreme gradient boost algorithm with the number of trees 

set to 90, remains stable with minor variance. The best depth value is found to be at 14, 

having ROC values of 0.66, 0.57 and 0.68 respectively.  

 

However, with the Random Forest with the number of trees set to 160, the ROC for class 

(above 0.7) increases drastically until the depth reaches 4 and then stabilizes. Similar trend 

can be seen for class (0.5-0.7]. The ROC increases until the depth 4 and then stabilizes. The 

ROC for class (0-0.5] remains stable through the various depth values. The best depth is 

found to be at depth 6 with ROC values for the three classes as 0.66, 0.61 and 0.66. 

 

 

Figure 6.1d: Plot of ROC v/s depth of trees using Gradient Boost Algorithm 
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Figure 6.1e: Plot of ROC v/s depth of trees using Extreme Gradient Boost Algorithm 

 

Figure 6.1f: Plot of ROC v/s depth of trees using Random Forest Algorithm 

6.2 Results of experiment 1,2 and 3 

Table 6.2.1 summarizes the performance of the three algorithms, that is, Gradient boost (GB), 

Extreme gradient boost (XGB) and the Random forest (RF) for experiments 1, 2 and 3. The 

measures ROC values are shown for each class. The ‘Dimensions’ column shows the number 

of rings and the number of features used for the experiment. 

From the table, it can be seen that the third experiment had the least accuracies. When 

comparing the accuracies for the last class, that is, class (above 0.7), the ROC values were 

similar for experiment 1 and experiment 2. 
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Table 6.2.1: Table summarising the performance (ROC) of the three algorithms on 

experiments 1,2 and 3 

6.3 Plots and results of experiment 4 

 

Figure 6.3.1: Bar chart shows the performance of Gradient Boost for different feature sets 

 

Figure 6.3.2: Bar chart shows the performance of Extreme Gradient Boost for different 

feature sets 
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Figure 6.3.3: Bar chart shows the performance of Random Forest for different feature sets 

Figures 6.3.1, 6.3.2 and 6.3.3 project the performance of the three algorithms on different 

feature sets as indicated on the x axis. The y axis indicates the ROC for each class. Each 

coloured bar represents a class. Seeing all the three charts, it is visible that there is no much 

difference in accuracies while considering separate feature sets depending on the phases.  

6.4 Plots and results of experiment 5 

 

Figure 6.4.1a: ROC plot for Gradient Boost on 

feature set with additional new features 

 

 

Fig 6.4.1b: Confusion matrix and 

classification report 

From figure 6.4.1a and 6.4.1b, it can be seen that the ROC of all the classes are 60% and 

above. Classes (above 0.7) and (0,0.5] have approximately same ROC. that is 67% and 66 % 

respectively and class (0.5,0.7] has a ROC of 60% 
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Figure 6.4.2a: ROC plot for Extreme Gradient 

Boost on feature set with additional new features 

 

 

Fig 6.4.2b: Confusion matrix and 

classification report 

 

Figure 6.4.2a and 6.4.2b shows the ROC for the three classes using the extreme gradient 

boost. It is observed that class with ovality of above 0.7 has the highest ROC of 68% while 

class (0,0.5] and (0.5,0.7] are 65% and 59% respectively. 

 

 

Figure 6.4.3a: ROC plot for Random Forest 

on feature set with additional new features 

 

 

Fig 6.4.3b: Confusion matrix and classification 

report 

 

Figure 6.4.3a and 6.4.3b show that using random forest, we get the ROC of 66% for both 

(above 0.7) and (0,0.5) classes and a ROC of 61% for class (0.5,0.7]. 
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6.5 Plots and results of experiment 6 

 

Figure 6.5.1a: ROC curve for Gradient Boost 

on feature set of two classes  

 

 

Fig 6.5.1b: Confusion matrix and classification 

report 

 

Figure 6.5.1a and 6.5.1b show the performance based on ROC curve for the Gradient boost 

algorithm. It can be seen that the ROC curve for two classes (1 and above) and (0,0.38] are 

the same having the value 0.84. 

 

 

Figure 6.5.2a: ROC curve for Extreme 

Gradient Boost on feature set of two classes  

 

 

Fig 6.5.2b: Confusion matrix and classification 

report 

 

Figure 6.5.2a and 6.5.2b show that the ROC for the two classes is the same that is 0.86 using 

the extreme gradient boosting algorithm. 
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Figure 6.5.3a: ROC curve for Random Forest 

on feature set of two classes  

 

 

Fig 6.5.3b: Confusion matrix and classification report 

 

Figure 6.5.3a and 6.5.3b show the performance of random forest using the ROC curve. It can 

be seen that both the classes have the same accuracy of 84%. 

6.6 Results of experiment 7, 8 and 9 

Table 6.6.1 summarises the performance of the three algorithms Gradient Boost (GB), 

Extreme Gradient Boost (XGB) and Random Forest (RF). It can be seen that excluding the 

features that were highly correlated did not have much difference on the accuracy. Hence, 

similar accuracy could be achieved with almost half the number of features. 

 

 

Table 6.6.1: Table summarising the performance (ROC) of the three algorithms on 

experiments 7,8 and 9 

6.7 Result of experiments 10,11 and 12 

Table 6.7.1 summarises the performance of the three algorithms on different combinations. 

Each combination had a section of the second class. It can be seen that the performance of the 
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first two classes dropped as compared to the previous experiments. However, the accuracy of 

class 3 (anomalous rings) remained within the range of 78% to 88% in the last experiment 

with 556 features. 

 

Table 6.7.1: Table summarising the performance of three algorithms on experiments 10,11 

and 12 

6.8 Plots and result of experiment 13 

Table 6.8.1 summarises the performance of the extreme gradient boost algorithm for the ten 

runs. It can be seen that the accuracy of class 3 (anomalous rings) ranged from 79% to 82%. 

Since the accuracy remained within this range, feature importance was done for each of the 

run using SHAP. The summary plots of the first four runs can be seen in figure 6.8.1. 

 
Table 6.8.1: Table summarising the performance of extreme gradient boost using random 

sampling of rings from the second class 
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Run 1 with ROC=0.79 Run 2 with ROC = 0.79 

  

Run 3 with ROC = 0.82 Run 4 with ROC = 0.80 

Figure 6.8.1: Figure displays the SHAP summary plots of first four runs 

The summary plots in figure 6.8.1, display the top twenty most important features from the 

556 features. Class 0 indicates the class (0,0.38], class 1 indicates (0.38,0.99] and class 2 

indicates (1 & above). Size of each coloured bar indicates the degree of importance in 

predicting its respective class.  
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7. Discussion 

From the various experiments conducted, the findings are summarised as below: 

1. Running the feature set of 1067 features through the three prediction models, it was 

found that all three models had almost similar prediction accuracy with minor 

differences amongst them.  

2. When only a few features (features related to important phases in the ring rolling) 

were selected based on their possible effect on ovality in experiment 3, It was found 

that the models did not have higher accuracy as compared to the experiment when all 

the features were taken into consideration.  

3. Running the prediction models with features pertaining to different phases, and in 

different combinations of these phases, there was minor difference in the accuracies. 

The accuracy of all three models varied by approximately 3%.  

4. Certain signals were found to have a wavy pattern and hence, additional features for 

these signals were calculated by using the slope as the reference line and finding the 

area above and below the slope. Running these features did not have a major effect on 

the accuracy of the predictions. 

5. Trimming the data set to have rings pertaining to only two classes (with ovality of 1 

and above and the other class of rings with ovality 0.38 and below), The prediction 

accuracy of all the three models increased drastically. Gradient boost and random 

forest had a prediction accuracy of 84% while extreme gradient boost had an accuracy 

of 86%. 

6. Maintaining these extreme classes and including the third class that consisted of the 

balance rings led to high unbalanced classes. The first and the last class had 294 and 

284 rings respectively while the second class had 3531 rings. However, balancing the 

three classes by selecting only 280 from each class increased the accuracy to 83%, 

93% and 85% for class 1, 2 and 3 respectively. 

7. Excluding the features that had high correlation of 0.90 and above had a marginal 

effect on the accuracy of models. However, it helped in reducing the feature set. 

8. Splitting the second class into four sets and training the model using different 

combinations separately, dropped the accuracy drastically of the first two classes, 

however, the third class which was of interest, had accuracy ranging from 79% to 88% 

even after excluding the correlated features. 

9. The experiment was rerun by taking random samples from the second class. The 

accuracies did not vary much and the class of importance that is, the class containing 

the anomalous rings had the accuracy ranging from 79% to 82%. 

10. The SHAP summary plots indicated “R_inT_mean” feature as the most important 

feature in predicting the anomalous rings. However, the next most important feature 

that is “R_HHM_fft_”variance” cannot be ignored. 

 

Through the various experiments conducted, it was found that the accuracy of the prediction 

model ranged from 55% to 69% when the classes were split at 0.5 and 0.7. However, when 

only extreme rings were taken to form two classes, the accuracy exceeded 80%. One of the 
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reasons could be that since only the extreme rings were considered, the task of prediction 

became very simple. However, using this model (with two classes) to identify the feature 

importance could mean incorporating uncertainty. Maintaining the classes with cut points at 

0.38 and 0.99 and balancing the three classes led to an increase in the accuracies of all the 

three classes. One reason for the drastic increase in the accuracy could be because the rings 

with ovality of 1mm and above could be easily distinguished from the rest as compared to the 

earlier class bin of 0.70 mm and above. Hence the main reason for having lower accuracies in 

the initial experiments could be attributed to the choice of cut points for the class bins. The 

imbalanced classes could be another reason for low accuracy as the model could not 

generalize. 

 

Post binning the target into classes with different cut points, the accuracy ranged from 79% to 

80%. The reasons for the accuracy being within the range could be due to the variability in the 

type of rings, as different type of rings require different settings. One way to overcome this 

problem could be to collect more data pertaining to rings and train the models on similar ring 

types rather than considering all ring types. Also, post trimming of the classes, only 280 rings 

could be considered from each class. Hence collecting more data pertaining to minor classes 

could help the accuracy of the model to increase and would also make the model more robust. 

This would also help in identifying the main source for anomaly through SHAP. 

 

Another scope for improvement in the accuracy could be the timestep. This data had a 

timestep averaging over fifty milliseconds. With a ring rolling process where the throughput 

time is short (between 35 to 45 seconds), a shorter timestep could capture more variations. 

8. Ethical Implications 

When doing research, there are ethical principles that every researcher should take into 

consideration. The most important one of these principles is not to cause harm to the 

participant. By harm, one would mean that the research conducted should not cause a 

situation that could harm or threaten the participant or its position. This need not be applicable 

to only a person but could also be an organization that is involved. Hence one should take an 

informed consent from the participant for doing the research (European Commission, 2013). 

Also, the anonymity and confidentiality of the data must be taken care of. The data collected 

could be sensitive and hence needs to be confidential. If this information needs to be 

disclosed, the necessary permissions must be taken from the participant for revealing the 

same. While conducting research, one must avoid deceptive practices. Hence the 

methodology and the approach must be made transparent for the participant at every stage. 

 

For this thesis, the necessary permissions for the usage of the data was taken and the data was 

used for the sole purpose of addressing the research question. The approach to be followed 

and the methodology were always disclosed to the organization and the process was kept 

transparent.  
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The ring rolling process described in this report is a general process of the way a ring rolling 

takes place and is not specific to the organization. It does not disclose any ring mill settings 

that the organization follows. The features identified in the SHAP summary plots are kept 

ambiguous on purpose to maintain confidentiality. 

9. Conclusion 

The objective of this thesis was to detect anomalies and the causes for the same given the data 

about the process in a manufacturing setup. The framework applied to achieve this objective 

was to do feature engineering of the time series prior to feeding it into a predictive model. The 

predictive model was based on tree ensemble methods. This was followed by performing 

feature importance to identify the causes of anomaly.  The framework was applied to a ring 

rolling process to identify anomalies in the ovality measurements in steel rings and to find the 

causes for the same. Though the feature extraction was very domain specific, the framework 

can easily be applied to other scenarios as well. However, the features extracted will need to 

be adapted to that specific process.  

 

Various experiments were performed, and a different set of features were extracted and 

selected during various iterations. Experiments were also done by altering the class 

definitions. It was found through various experiments, that the approach of feature extraction 

and a tree-based ensemble method was successful in achieving a prediction accuracy in the 

range of 79% to 82%. Conducting feature importance using SHAP revealed one feature that 

was prominent in almost all runs. However, there were a couple of other features that were 

also identified as having high importance and hence cannot be ignored. It was also observed 

that all three models that is Gradient boost, Extreme gradient boost and Random forest 

performed relatively similar with a variation of 5% among them. 

 

For this thesis, only the data pertaining to the ring rolling at the rolling mill was considered. 

One could also include measurements related to the prior stages, example, the furnace related 

data and the data related to the punching phase (where the hole is punched into the blank prior 

to rolling). To improve the accuracy in the current scenario, one could consider collecting 

more data pertaining to each class and also try to model for similar ring types instead of 

considering all rings together. Yet another improvement could be to attempt to extract 

different sets of features from the timeseries. According to Domingos (2012) high 

dimensionality could affect the prediction accuracy of the model. Hence, one could use 

different methods of feature selection or dimensionality reduction to reduce the feature space 

and increase the model performance thus making it more robust. As future work, one can use 

convolutional neural network or Long short-term memory (LSTM) autoencoders to extract 

features automatically and train the network to predict anomalies. Having an understanding of 

the data, interpreting these models using SHAP would be easier. 
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11. Annexure 

Annexure 1: 

List of new time series calculated from current features 

Diameter 

Thickness at Horizontal 

Thickness-to-pressure 

Growth rate 

 

Annexure 2: 

 


