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Abstract
Privacy issues relating to having data made public is relevant with the introduction of the 
GDPR. To limit problems related to data  becoming public, intentionally or via an event 
such as a security breach, anonymization of datasets can be employed. In this report, the 
impact of the application of 5-anonymity to the adult dataset on a classifier based on a 
neural network predicting whether people had an income exceeding $50,000 was 
investigated using precision, recall and accuracy. The classifier was trained using the non-
anonymized data, the anonymized data, and the non-anonymized data with those 
attributes which were suppressed in the anonymized data removed. The result was that 
average accuracy dropped from 0.82 to 0.76, precision from 0.58 to 0.50, and recall 
increased from 0.82 to 0.87. The average values and distributions seem to support the 
estimation that the majority of the performance impact of anonymization in this case 
comes from the suppression of attributes.
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1 Introduction
Large quantities of data are stored by companies and other entities in the modern world. 
The amount continues to grow and it can include sensitive personal information. This 
means that the data risks compromising the privacy of people whose information is 
contained in the datasets. One approach to reducing the risk of breaches of privacy when 
processing and transmitting data is to anonymize it. This enhances privacy by making it 
more difficult to connect potentially sensitive data to an individual. There are many other 
methods such as restricting access to data which can also be employed to reduce threats 
to privacy (Fang et al., 2017). This report focuses on how the application of an 
anonymization technique can impact the performance of a classifier, specifically the effect 
of 5-anonymity on the precision, recall and accuracy of a neural network based classifier.
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2 Background
This part describes concepts relevant to this report. It also discusses related work.

2.1 Artificial neural networks
Artificial neural networks can be used for tasks such as classification. They are made up of
units called neurons which apply an activation function to a weighted sum of their inputs 
(Russell and Norvig, 2016, pp. 727–732). An example image of a neural network with six 
layers and a single output neuron can be seen in Illustration 1.

One hot encoding transforms a set of categorical values for an attribute into a number of 
attributes consisting of ones and zeroes. The reason for transforming data in this way is to 
enable algorithms that can not operate directly on categorical data (such as neural 
networks) to use the transformed data. Consider as an example the attribute color in a 
dataset of tables. If it can take the values red, blue, and green the one-hot encoding might 
look like Table 1. (Brownlee, 2017)

Table 1: Table of example one-hot encoding

Color One-hot encoding

Red 1,0,0

Blue 0,1,0

Green 0,0,1

2

Illustration 1: Conceptual 
image of a neural network
(Image by Gordon 
Johnson from Pixabay)



2.2 Anonymization
Attributes in a dataset can be handled differently based on what model is used for 
anonymization. Explicit Identifiers (such as names) are removed because they directly 
identify individuals. K-anonymity works on quasi-identifiers. Quasi-identifiers are attributes 
that do not directly identify individuals but may be used in conjunction with another dataset
to identify persons in the dataset. One way that was employed in the past of protecting the 
privacy of individuals was to release only statistics about the dataset. The release of 
microdata (specific values for records) requires that the data be anonymized to gain a 
similar level of protection to privacy (Samarati, 2001). One example of how quasi-
identifiers can be used effectively is given by (Sweeney, 2000, p. 2) “About half of the U.S.
population (132 million of 248 million or 53%) are likely to be uniquely identified by only 
{place, gender, date of birth}, where place is basically the city, town, or municipality in 
which the person resides.” 

2.2.1 K-anonymity

K-anonymity is a model for privacy in data where all combinations of quasi-identifiers must 
occur at least k times. This means that the record of an individual is hidden among k-1 
other records (Samarati, 2001). A group of records with identical quasi-identifiers is called 
an equivalence class (Samarati & Sweeney, 1998 according to Prasser et al. (2016)

An example of k-anonymity applied to some simple data can be seen in Table 2. In this 
example name is considered an explicit identifier and suppressed. Age is divided into two 
groups for generalization, as is height. 

Table 2: Table of example anonymization using 2-anonymity. Equivalence classes are 
numbered to give a better overview.

Original Anonymized

Name Age Height Name Age Height Class

Michael 45 180 * 40-50 180-190 1

John 50 190 * 40-50 180-190 1

Terry 55 170 * 51-60 170-179 2

Graham 60 175 * 51-60 170-179 2

James 47 177 * 40-50 170-179 3

Eric 40 179 * 40-50 170-179 3

A potential weakness of k-anonymity is that it does not consider sensitive attributes. This 
means that even without knowing which exact record in a dataset corresponds to an 
individual it may still be possible to learn sensitive information about that individual (Cao 
and Karras, 2012). For example, if every record in an equivalence class indicates that their
persons suffer from the same disease the value of this sensitive attribute can be known.
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β-likeness divides data into equivalence classes where the quasi-identifiers are identical. 
Unlike k-anonymity, it also considers the values of sensitive attributes. It is designed to 
constrain the information an attacker can gain from an anonymized dataset. Enhanced β-
likeness additionally requires that not equivalence class contain only one value of a 
sensitive attribute. (Cao and Karras, 2012).

2.3 Related work
Leroux et al. (2018) investigated a type of privacy preserving image classification that uses
a neural network designed for image classification in combination with obfuscator and  
deobfuscator networks. It is different from this report in that its focus is on images but 
relevant in the sense that it uses neural networks for classification on data modified to 
preserve privacy. They achieved an accuracy on the non obfuscated images of 93.4 to 
95.2 percent with the various image classifying networks used. The accuracy on 
obfuscated images dropped to between 89.3 and 90.5 percent. The image classifying 
network was trained on non obfuscated images. The privacy enhancement works by 
training the deobfuscator to reconstruct original images based on images obfuscated by 
the obfuscator, the obfuscator is trained to obfuscate images such that the deobfuscator 
does not reconstruct them well but the classifier still classifies them well.

Prasser et al. (2017) used a technique for preserving the most important values for 
classification. It preferentially retains records whose features are useful in determining 
their class based on how dominant those feature values are for that class. 

They also employ a technique called interwoven k-fold cross validation which is k-fold 
cross validation with anonymization but without the need to anonymize the entire dataset 
at once. For every k the validation set is anonymized separately from the training set, 
using the same transformation but not being accounted for when the dataset specific 
anonymization setting are determined.

Due to the good results achieved by Prasser et al. (2017), using their method would be 
advisable if the attribute which will be predicted is known at the time of anonymization. 
When the attribute to be predicted is not known at anonymization time this kind of targeted
approach is less useful. The anonymization process used in this report, while classification
is only done for a single attribute, is done more generally and could be used even when 
there are multiple attributes that could potentially be of interest.
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3 Problem
The aim of this project is to investigate the impact of anonymization on the performance of 
a classifier. More specifically, a classifier based on a neural network, on a dataset 
anonymized with k-anonymity, measuring performance by precision, recall and accuracy.

3.1 Research question
How does the application of k-anonymity with a k of five affect the performance of an 
artificial neural network based classifier, compared to operating on non-anonymized data 
for the adult dataset as measured by precision, recall, and accuracy?

3.2 Objectives
1. Select anonymization and classification algorithms for comparison

2. Select problem (dataset and analysis) to try algorithms on

3. Perform anonymization and collect results

4. Handle threat to the validity of the experiment

The hypothesis is that the classifier operating on anonymized data will have a lower 
performance across all selected metrics due to reduction in data quality.

3.3 Motivation
This report can be of interest to anyone looking to anonymize a dataset without knowing 
exactly which attributes will later be predicted using classification. Related work has used 
different classification algorithms and presented good methods for anonymizing data when
the variable to be predicted is known at the time of anonymization. The selected dataset is 
the adult dataset from the UCI machine learning repository (Dua and Graff, 2017) which is 
commonly used in privacy related research (Ayala-Rivera et al., 2016).

Prasser et al. (2017) used logistic regression with ZeroR as a baseline for classification 
tasks. This project uses classifiers based on neural networks instead.

Anonymization is necessary to meet privacy requirements in some types of data 
processing. For example the European GDPR regulation considers anonymized data 
differently from non-anonymized data (Wess, 2017). It is interesting to know how much 
one example anonymization process impacts the performance of a classifier because it 
can indicate the usefulness of releasing data that has been anonymized in a way that is 
not specific for the prediction of a specific attribute. 
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4 Method
This part describes how the experiment was conducted as well as preparations made for 
it, including potential problems regarding its validity. The dataset, the processing of it, and 
the training of the classifiers are examples of topics in this part.

4.1 Experimental design
When considering the description by Wohlin et al. (2012, pp. 14–17) of what constitutes an
experiment compared to a case study what is done in the scope of this report is an 
experiment. Experiment is a better characterization because of the high level of control.

The dependent variables being measured is the performance of the classifier, it is 
measured by the metrics mentioned in the research question. The independent variables 
manipulated in this experiment are the application of k-anonymity to all parts (training, 
testing, validation) of the dataset used with the classifier. Since only part of this process, 
the suppression of some attributes, is done to one of the configurations the application of 
k-anonymity is split into two variables. The suppression of attributes is considered 
separately from other aspects of the anonymization process which can be seen in Table 3. 
Independent variables kept constant include: the design of the neural network on which 
the classifier is built, the method for training this neural network and the value of k for the 
anonymization.

As seen in Table 3 N/N is used to refer to the configuration using almost the entire non-
anonymized dataset, S/A is used to refer to the configuration using the anonymized 
dataset and S/N is used for the configuration using the same attributes as the anonymized 
configuration but without anonymization. 

Table 3: Table of manipulated variables and the resulting configurations

No Further Anonymization Further anonymization

No Suppression of Attributes N/N Not used

Suppression of Attributes S/N S/A

Evaluation of results is performed by estimating the similarity and overlap of the 
distribution of the results as plotted using violin-plots.

4.2 Potential threats to validity of experiment
Wohlin et al. (2012, pp. 104–110) describe several possible causes of problems that can 
reduce the ability to draw well supported conclusions or generalize based on experiments. 
One threat is low statistical power, a problem where there is not enough support for a 
statistical test to draw conclusions based on the results of an experiment. This is handled 
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by running the experiment enough times that a distribution can be seen rather than only 
once and then using the values for that single run. 

Fishing and the error rate is another problem which is about the risk of statistical tests 
being misused, repeated until they produce a desired result. This problem is handled in 
this report by not redoing the experiment in search for a specific outcome. When data 
needs to be used for such things as determining good parameters for a classifier or even 
checking that the experiment setup works data is drawn from a validation set rather than 
the test set which is used when obtaining results.

Reliability of treatment implementation is a problem with different treatments for different 
subjects or at different times. Differences between the treatment of records are minimized 
in a few ways in this report, for example the anonymization is applied separately from the 
classification so that classification can be done multiple times with the same anonymized 
data.

4.3 Approach 
The selected dataset contains data from the 1994 Unites States census and the usual task
performed on it (according to its download web page) is to classify records of people as 
earning either at most 50.000 dollars per year or more than that. The attributes of the 
dataset along with the generalization hierarchies used during anonymization can be found 
in appendix B. After performing anonymization, some attributes were suppressed. To 
account for this step, an additional configuration was added where anonymization was not 
used but the suppressed attributes were removed. This was done to estimate how much of
any difference between the anonymized and non-anonymized configurations were due to 
the suppression of attributes.

4.4 Threat models
Li et al. (2009) list three types of threat to privacy. Membership disclosure reveals if a 
person is represented in a dataset. Identity disclosure connects a specific record to a 
person. Attribute disclosure is the revelation of the value of some potentially sensitive 
attribute connected to a person, this can occur by identity disclosure or less directly.

The dataset does not contain any attribute obviously more sensitive (with regard to 
attribute disclosure) than the rest, their sensitivity is context dependent. For this reason, a 
model such as β-likeness was not used since its improvement over k-anonymity is chiefly 
in the protection of sensitive attributes. Since the dataset is from a census, membership 
disclosure could sometimes be a concern. The reason for this is that the presence of a 
persons data in a census should only reveal that they were linked to that country at the 
time of the census, this is estimated to not be a significant problem in all but a small 
number of cases. Identity disclosure is the primary threat model considered in this report, 
because it is the remaining threat model and because it is often subject to legal 
requirements (Prasser et al., 2016, p. 163).
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4.5 Anonymization
Generalization hierarchies were created manually for most attributes. For the numeric 
attributes (age, capital gain/loss, education-num, hours-per-week) hierarchies were 
created with a script which created eight initial groupings of values with approximately 
equal numbers of samples in each one. These eight were then joined in pairs creating four
groups in the next level of generalization. Levels were then added with two and finally one 
group. Due to uncertainty of the relationship between various types of education the 
hierarchy for this attribute was only made with an initial level, one level for 
university/college or not and one completely generalized (suppressed) level. The 
workclass attribute was generalized by grouping the various government (local, state and 
federal) into a general government group, the two self-employed types were merged, the 
unknown group was put together with the without-pay and never-worked groups. The 
private group, containing a large number of records, was kept intact in the first stage of 
generalization. Other categorical attributes (e.g., sex and race) were suppressed as a first 
step. Generalization hierarchies can be found in Appendix B.

K-anonymity was achieved using a combination of suppression (removing the entire 
sample) and generalization. The entries most difficult to generalize well were suppressed, 
the limit for how large a share of the dataset could be suppressed was set to 0.05 to avoid 
losing too many entries.

The attribute of interest (income) was marked as insensitive so as not to be anonymized 
by  the software. The attribute final weight (fnlwgt in the dataset) was dropped due to 
mostly being valid within states of the USA according to the dataset’s description. The 
anonymization model selected was k-anonymity with a k-value of five. A k-value of five is 
common when anonymizing medical data (El Emam & Malin, 2015, according to Prasser 
et al., 2016).

Anonymization was carried out on the training dataset first and then the same 
transformation was applied to  the validation and test datasets. The anonymization was 
done using the ARX deidentifier tool using the LIGHTNING algorithm (Prasser et al., 2016)
for determining which transformation would result in the least information lost and still be 
anonymous under the selected 5-anonymity model. The algorithm was selected by the tool
due to the size of the search space for possible solutions. The ARX deidentifier software 
was selected for this project because of its connection to research. 

The LIGHTNING algorithm uses a heuristic to try to attain the best transformation with 
regard to data quality that still fulfills the privacy criteria. When applying only generalization
with the same operations on the entire dataset the resulting dataset 

The function used for estimating the utility of data was the default for the ARX software. 
This function uses geometric mean to determine quality. Value suppression and 
generalization are valued equally by the function as alternatives for attaining anonymity 
under the selected model according the comments in the source code.
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In this report, the focus of anonymization is put on identity disclosure and all values 
retained for use in the dataset were treated as quasi-identifiers. The income, already being
divided into two classes, not a specific number, and the attribute to be predicted, was not 
considered sensitive (undesirable to have linked to an individual) or identifying (useful in 
disclosing the identity of an individual).

4.6 Preprocessing
The dataset’s training set was split into training and validation parts with one quarter of the
data going to validation. For the final performance tests the preexisting test part of the 
dataset was used.

A standard scaler from Scikit-learn (Pedregosa et al., 2011) was applied to all numeric 
attributes. This scales them by removing the mean of that attribute and then dividing by the
variance of it. The values to use for scaling were adapted for the training dataset and then 
reused for the testing and validation sets.

Categorical features were one-hot encoded and for the anonymized data the numeric 
variables which had been generalized to ranges were encoded using an ordinal-encoder 
from Scikit-learn.

Weights for classes were calculated by the class_weight.compute_class_weight function 
from Scikit-learn. This was done to reduce the impact of the difference in the number of 
samples for each class. In the dataset there are 24,720 samples where people earn at 
most 50,000 dollars per year and 7,841 samples where they earn more.

4.7 Classification

4.7.1 Neural network configuration

The Keras framework (Chollet et al., 2015) using Tensorflow (Abadi et al., 2015) as the 
back-end was used for the neural networks. Dropout was used to combat over-fitting 
during training due to good results by Srivastava et al. (2014). A small number of designs 
for the network were tried but showed little difference in performance on validation data for
both  anonymized and non-anonymized configurations. For all networks, the Adam 
optimizer (Kingma and Ba, 2014) was used, as well as the ReLU activation for all but the 
last (output) layer, for the output layer a single node using the sigmoid activation function 
was used. The ReLU activation function is commonly used in the hidden layers of a neural 
network and optimizers like Adam take care of matters such as learning rate (Brownlee, 
2019).

Each neural network configuration was trained on one version for anonymized and one for 
non-anonymized data, they were evaluated on the corresponding validation sets. Each 
configuration was run four times. The primary changes between networks was the number 
of layers and the number of nodes per layer. A description of the neural network 
configuration used in the experiment (layers use the ReLU activation function unless 
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otherwise stated): The network consisted of a dense layer with 256 nodes, a dropout layer 
with a 0.4 dropout value, a dense layer with 128 nodes, a dropout layer with  a dropout 
value 0f 0.4, a dense layer with 64 nodes, a dropout layer with a dropout value of 0.4 and 
finally a dense layer with a single node using the sigmoid activation function. 

Since no difference was observed in simple initial testing the last configuration used in 
testing was used in the experiment. A short description of two unused neural network 
configurations (layers use the ReLU activation function unless otherwise stated): The first 
one consisted of a dense layer of 100 nodes, a dropout layer with a dropout value of 0.4, a
dense layer of 100 nodes, a dense layer of a single node using the sigmoid activation 
function. The second network started out the same as the first but in between the last two 
dense layers is an additional dense layer with 64 nodes. 

4.7.2 Classification

100 trials were performed where a new model with the same configuration was trained on 
the same data and had its performance evaluated on test data once. The reason for 
running 100 times on the same configuration and data was to reduce the effect of chance 
which could be great for a single trial. The same kind of Keras model was used for the 
non-anonymized and the anonymized data with the only difference being the input shape. 
The models were trained until the loss function stopped decreasing for the validation data. 
This was done using Keras’ callback mechanism with a patience of 20 epochs meaning 
that even if the value did not decrease, 20 more epochs would be trained to allow for the 
value not decreasing every time. 
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5 Results
This section starts with a description of how the results were generated. Average results 
follow and after those distributions of results are showing using violin-plots.

The metrics in this section are calculated using functions from Scikit-learn. They are 
calculated from the perspective of predicting if people earn over 50,000 dollars per year.  
Positive in this context means earning over 50,000 dollars per year. Accuracy is the 
proportion of samples classified correctly, recall is the proportion of positive samples 
classified as positive and precision is the proportion of positively classified samples which 
are really positive (Powers, 2011).

Table 4: Table of classification metrics for the different configurations. Values are 
averages. For a description of configuration naming see the section on experimental 
design.

configuration recall precision accuracy

S/A 0.87 0.50 0.76

N/N 0.82 0.58 0.82

S/N 0.86 0.51 0.77

As can be seen in Table 4 the classifiers trained on the full training dataset on average 
perform better on precision and accuracy compared to the other two configurations. The S/
A configuration perform best on recall with S/N following in second place.

Violin-plots are used due to their ability to show the density of points where a box-plot 
would treat them as outliers. They show the density of points through their width.
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As can be seen in Illustration 2 and Illustration 3 the distribution of precision and accuracy 
scores for the S/A and S/N configurations are fairly similar in shape, both to each other 
within each violin plot and within the configurations between the two plots. Between the 
violin plots the shape within the configurations are similar but the shape is positioned at 
higher values in the accuracy plot. For the S/A configuration it is common for fewer than 
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Illustration 2: Violin-plots showing the distribution of accuracy for 
the runs of the programs by configuration.

Illustration 3:  Violin-plots showing the distribution of precision for 
the runs of the programs by configuration.



half of samples predicted to be of people earning above 50,000 dollars per year are 
actually of that class. Overall the spread for the the S/A and S/N configurations are higher 
but as can be seen by the internal box-plots in the violin-plots the spread for the majority of
the points, covered by the box-plot, is larger in the N/N configuration, particularly for 
precision.

In Illustration 4 it can be seen that while the recall for both the S/A and S/N configurations 
generally perform better than the non-anonymized one they both sometimes achieve lower
values of recall (the lower "tail" end of their distributions dip below the N/N configuration).
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Illustration 4: Violin-plots showing the distribution of recall for the 
runs of the programs by configuration.



6 Discussion

6.1 Regarding results
The difference between the configurations was smaller than anticipated, possibly because 
the information preserving properties of the algorithms employed worked well despite the 
lack of precise preprocessing targeting information related to the attribute to be predicted. 

An unexpected result was that the recall was generally higher for the S/A and S/N 
configurations (Illustration 4). Taken together with their generally lower precision 
(Illustration 3) this seems to indicate a tendency to classify more records as the positive 
across both actual classes.

Looking at the decrease in accuracy in percentage points, a decrease similar to that 
observed by (Leroux et al., 2018) can be seen, in both cases accuracy is reduced by 
around five percentage points when anonymization or obfuscation is applied.

6.2 Alternative decisions, improvements and validity

6.2.1 Validity

Validity threats in this section come from (Wohlin et al., 2012, pp. 104–110). For a 
comparison to planned handling of threats to validity see section 4.2 of this report.

Reliability of treatment implementation could have some impact since the implementation 
of the anonymization process was not inserted at an ideal point in the preprocessing. Care
was taken to not use different processes for anonymized data and non-anonymized data 
apart from those differences necessary to accommodate the anonymization process and 
its effect on anonymized data. It would however have been preferable to process the data 
more similarly than was the case before the anonymization took place. This would have 
reduced the risk of the datasets receiving different treatment beyond intended differences. 
The reason for this was that the process was designed so that the earnings attribute could 
be included in the anonymization process, which it ultimately was not.

Random heterogeneity of subjects. Since procedures are applied to the same subjects 
(records) and the different configurations get their data from the same source that they do 
not affect there should not be significant random differences stemming from differences in 
records. 

Mono-operation bias, a problem where could possibly reduce the usefulness of this project
since only a single value of k for k-anonymity are used. The single value for k-anonymity is
somewhat handled by narrowing the scope of this report to focus on 5-anonymity 
specifically. It seems likely that the lesser requirements imposed by lower degrees of k-
anonymity would result in less of an impact on performance so this narrowed scope may 
not be too limiting. The use of a single anonymization technique may not be too much of a 
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problem since that technique is both publicly available and was shown to perform well by 
(Prasser et al., 2016).

Mono-method bias, a problem where a single way of determining the result of an 
experiment gives a misleading result, is mitigated in this project through the use of several 
metrics. Precision, recall and accuracy are used together, both their average and their 
distribution, to give insight into different aspects of the performance of the classifiers.

Interaction of selection and treatment, selecting a sample that does not represent the more
general population. In this project the use of a single dataset, while the selected dataset is 
commonly used, it would nevertheless have been better to use more datasets.

6.2.2 Impact of decisions 

Initially using all values as quasi-identifiers was considered but this does not necessarily 
protect well from identification since if all values are considered quasi-identifiers only the 
equivalence class need be found out to discover the values of an individual since they 
would all be equal inside the class. The setting for which variables to treat as the possible 
types of identifiers used in the experiment excludes the target variable (earnings) from 
being considered a quasi-identifier.

Artificial neural network was selected for use as a classifier because it has performed well 
in other classification tasks, such as the image classification by (Leroux et al., 2018). The 
configuration of the neural networks used could have been more systematically evaluated, 
for example through an automated process which could test many configurations. The 
structure of the network may have resulted in lower performance than an ideally 
configured classifier would have achieved.

Regarding the construction of generalization hierarchies; in this project suppression was 
generally used when the hierarchical structure of an attribute was not clear, this may have 
led to the suppression of more attributes than would have been necessary with better 
generalization hierarchies. 

Performing a statistical test to determine if there is a significant difference between any of 
the configurations in any of the metrics could have helped increase the strength of 
conclusions that can be drawn in this report.

6.2.3 Alternative approaches

Wohlin et al. (2012, pp. 10–12) describe a few ways that data can be gathered. A survey 
where people are polled about things such as their opinion. This approach was not chosen
because the topic of this project is measurable using standard metrics such as the 
accuracy used by Prasser et al. (2017). Measuring was estimated to be of more interest in 
relation to the work required and the time available. A survey would also have needed 
experts on the topic as an additional requirement compared to an experiment.

A case study is similar to an experiment as explained in the section on experimental 
design. This project uses too controlled an environment to be considered a case study. A 
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case study could have been used to study anonymization in a more “real world” scenario 
such as in an organization. This was estimated not to bring significant benefit, using a non 
public dataset from the organization would not have added much that using a public and 
commonly used dataset would not since the public dataset was not already anonymous 
under the selected 5-anonymity model. There could have been a risk of revealing data, a 
risk which would have added complications. Even making the generalization hierarchies 
available could potentially be sensitive for some data, particularly when some of them 
were made based on the distribution of data. Even when working with an organization the 
type of measuring used in this project would most easily be done as a controlled 
experiment, if private data were used all possible threats to privacy discussed in section
4.4 would need to be considered. 

6.3 Ethical considerations
For this report ethical problems related to privacy are minor. If non-public data were used 
and then made available, doing so without proper anonymization of the data could be 
problematic. The data used is however already public. The treatment of attributes such as 
race could cause problems if done in an ethically questionable way, this attribute is 
suppressed when generalization is needed for the anonymization.

Another potential problem could be someone making sensitive data public using the same 
protection that was employed for this report. This is mitigated by clearly stating what kind 
of privacy threats are handled by the anonymization technique employed in this report.

6.4 Future work
Other privacy models such as differential privacy or β-likeness could have been used in 
place of k-anonymity. A comparison of different models with regard to classifier 
performance could be interesting to complement the information about their privacy 
protecting merits such as that done by (Cao and Karras, 2012).
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7 Conclusion
The impact of an application of 5-anonymity to the adult dataset on a neural network 
based classifier predicting whether people had an income exceeding $50,000 was 
investigated using precision, recall and accuracy. The classifier was trained using the non-
anonymized data, the anonymized data, and the non-anonymized data with those 
attributes which were suppressed in the anonymized data removed. The result was that 
average accuracy dropped from 0.82 to 0.76, precision from 0.58 to 0.50, and recall 
increased from 0.82 to 0.87. Due to the similarity of distributions and averages between 
the S/A (anonymized) and S/N (not anonymized but with attributes suppressed) 
configurations the majority of the impact from anonymization is estimated to come from the
suppression of attributes in this case.

Anonymization under 5-anonymity does not need to severely reduce the performance of a 
classifier, even when done without focusing the preservation of information on specific 
attribute to be predicted. This may not generalize as well as could have been desired due 
to the limitation of using a single dataset in this project but still gives an indication. 
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Appendix A – Software used
Rocm (Radeon open compute) was used to accelerate the training process together with 
the tensorflow-rocm package installed via Python’s pip package manager.

The anonymization step used the packaged version of Openjdk 8 for Linux mint 19.1 
running on a laptop with a mobile Intel Core i5-3337U processor.

Using Tensorflow-rocm package with rocm using the driver from the kernel rather than 
AMD’s kernel module from the rocm repository. 

The experiment was done on Linux Mint 19.1 running kernel 4.18.0-18-generic. The 
hardware used for the machine learning was a desktop computer with an AMD Rx 580 
graphics card, an AMD Ryzen 2600x and 16 gigabytes of memory.

rocm-clang-ocl 0.4.0-7ce124f

rocm-dev 2.3.14

rocm-device-libs 0.0.1

rocm-libs 2.3.14

rocm-opencl 1.2.0-2019040843

rocm-opencl-dev 1.2.0-2019040843

rocm-smi 1.0.0-129-g71924de

rocm-utils 2.3.14

rocminfo 1.0.0
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Appendix B – Generalization hierarchies
More general values further right. For numeric attributes original values have been skipped
due to space. Education received the same treatment but original values can be found in 
brackets. Marital status, native country, occupation, race, relationship and sex were 
suppressed as the first step of generalization.

Age

Generalization 1 Generalization 2 Generalization 3 Suppression

17, 23 17, 28 17, 37 17, 91

23, 28 17, 28 17, 37 17, 91

28, 32 28, 37 17, 37 17, 91

32, 37 28, 37 17, 37 17, 91

37, 42 37, 47 37, 91 17, 91

42, 47 37, 47 37, 91 17, 91

47, 55 47, 91 37, 91 17, 91

55, 91 47, 91 37, 91 17, 91

capital-gain

Generalization 1 Generalization 2 Generalization 3 Suppression

0, 114 0, 401 0, 914 0, 100000

114, 401 0, 401 0, 914 0, 100000

401, 594 401, 914 0, 914 0, 100000

594, 914 401, 914 0, 914 0, 100000

914, 991 914, 1055 914, 100000 0, 100000

991, 1055 914, 1055 914, 100000 0, 100000

1055, 1086 1055, 100000 914, 100000 0, 100000

1086, 100000 1055, 100000 914, 100000 0, 100000

I



capital-loss

Generalization 1 Generalization 2 Generalization 3 Suppression

0, 155 0, 213 0, 419 0, 4357

155, 213 0, 213 0, 419 0, 4357

213, 323 213, 419 0, 419 0, 4357

323, 419 213, 419 0, 419 0, 4357

419, 625 419, 653 419, 4357 0, 4357

625, 653 419, 653 419, 4357 0, 4357

653, 810 653, 4357 419, 4357 0, 4357

810, 4357 653, 4357 419, 4357 0, 4357

Education

Generalization 1 Suppression

{Preschool, 1st-4th, 5th-6th, 7th-8th, 9th, 
10th, 11th, 12th}

*

{Assoc-voc, Assoc-acdm, Bachelors, HS-
grad, Masters, Prof-school, Some-college, 
Doctorate}

*

education-num

Generalization 1 Generalization 2 Generalization 3 Suppression

1, 8 1, 9 1, 11 1, 17

8, 9 1, 9 1, 11 1, 17

9, 10 9, 11 1, 11 1, 17

10, 11 9, 11 1, 11 1, 17

11, 12 11, 13 11, 17 1, 17

II



12, 13 11, 13 11, 17 1, 17

13, 14 13, 17 11, 17 1, 17

14, 17 13, 17 11, 17 1, 17

hours-per-week

Generalization 1 Generalization 2 Generalization 3 Suppression

1, 28 1, 40 1, 42 1, 100

28, 40 1, 40 1, 42 1, 100

40, 41 40, 42 1, 42 1, 100

41, 42 40, 42 1, 42 1, 100

42, 43 42, 45 42, 100 1, 100

43, 45 42, 45 42, 100 1, 100

45, 50 45, 100 42, 100 1, 100

50, 100 45, 100 42, 100 1, 100

workclass

Original values Generalization 1 Suppression

? {?, Never-worked, Without-pay} *

Never-worked {?, Never-worked, Without-pay} *

Without-pay {?, Never-worked, Without-pay} *

Federal-gov {Federal-gov, State-gov, Local-gov} *

State-gov {Federal-gov, State-gov, Local-gov} *

Local-gov {Federal-gov, State-gov, Local-gov} *

Private Private *

Self-emp-inc {Self-emp-inc, Self-emp-not-inc} *

III



Self-emp-not-inc {Self-emp-inc, Self-emp-not-inc} *

IV
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