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Abstract 

The technological advances have led to faster and more cost-effective sequencing platforms, making 
it quicker and more affordable to generate genomic sequence data. For the study of bacterial genome, 
two main methods can be used, whole-genome sequencing and metagenomic shotgun sequencing, of 
which the first is the mostly used in the past years.  

As a consequence of these advances, a vast amount of data is currently available and the need of 
bioinformatics tools to efficiently analyse and interpret it has dramatically increased. At present, there 
is a great quantity of tools to use in each step of bacterial genome characterization: (1) pre-processing, 
(2) de novo assembly, (3) annotation, and (4) taxonomic and functional comparisons. Therefore, it is 
difficult to decide which tools are better to use and the analysis is slowed down when changing from 
one tool to another. In order to tackle this, the pipeline BACTpipe was developed. This pipeline 
concatenates both bioinformatics tools selected based on a previous testing and additional scripts to 
perform the whole bacterial analysis at once. The most relevant output generated by BACTpipe are 
the annotated de novo assembled genomes, the newick file containing the phylogenetic relationships 
between species, and the gene presence-absence matrix, which the users can then filter according to 
their interests. 

After testing BACTpipe with a set of bacterial whole-genome sequence data, 60 genes out of the 18195 
found in all the Lactobacillus species analysed were classified as core genes, i.e. genes shared among 
all these species. Housekeeping genes or genes involved in the replication, transcription, or translation 
processes were identified. 
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1. INTRODUCTION 

1.1. BACKGROUND 

In 1995, the sequencing of the first bacterial genome was carried out following the Sanger sequencing 
method [1, 2]. For the field of bacteriology, this was the starting point of the genomics era. From then 
onwards, the impact of the technological advances has been really dramatic, helping to better 
understand many biological processes. As it had been predicted, faster and more affordable 
sequencing platforms have been developed ever since [3, 4]. This means that current next-generation 
sequencing (NGS) platforms can generate raw sequencing data in few hours or days at a cost no higher 
than $1 per Mb [3, 5–7]. As a usual bacterial genome has a size of 5 Mb, although there can be larger 
ones, most of the research teams can now afford to sequence bacterial genomes more often than few 
years ago [7].  
 

At present, two methodologies have mainly been used to analyse bacterial genomic information: 
whole-genome sequencing (WGS) and metagenomic shotgun sequencing [8]. The first method, WGS, 
is used when a species wants to be fully comprehended. This has been applied to many fields ranging 
from antibiotic resistance detection and infection control to biosurveillance or bioforensics, among 
others [9]. However, not all the bacterial genes are known or completely understood at present. Due 
to this lack of information, some part of the sequenced genome is not always considered by the 
sequencing algorithms despite of possibly being relevant, thus this information is lost [10]. In contrast 
to characterizing only one isolate at a time, the metagenomic shotgun sequencing has the power to 
sequence total DNA of a whole microbial community at once, including viruses and eukaryotic 
microorganisms [8].  

 
 

 
 

 

 

According to the NCBI database, 
there are fewer papers published 
that have cited or used the 
metagenomic shotgun sequencing 
(106, using the terms “shotgun 
metagenomics sequencing” OR 
“shotgun metagenomics”]) 
methodology, while for WGS there 
are 4979 papers (according to the 
search [“whole-genome 
sequencing” OR "full genome 
sequencing" OR "complete 
genome sequencing" OR "entire 
genome sequencing”]), making it 
the one most commonly used in 
the genomics field nowadays [3, 
11].  

 
 

Currently, bioinformaticians are developing new tools to analyse and interpret the vast quantity of 
bacterial genome data, addressing for example bacterial diversity, evolution, metabolism, or 
pathogenesis [8]. Noteworthy is that the better quality the input data has, the better and more 
accurate results these tools will generate. However, the expenses to sequence a complete genome are 
not as low as the ones mentioned above for a draft genome [7], and it is also a much more labour-
intense work. Therefore, most of the available genomic data is not complete and not all the species 
have reference or representative genomes assigned in the databases yet [10, 12], which consequently 
can limit the quality of the output of the bioinformatics analyses, as well as the interpretation of the 
results.  

Figure 1. Sequencing methodologies. This chart shows the amount of 

articles published per year when searching in PubMed the terms ["whole-

genome sequencing" OR "full genome sequencing" OR "complete genome 

sequencing" OR "entire genome sequencing"] and [“shotgun 

metagenomic sequencing” OR "shotgun metagenomics"]. Note that there 

are fewer amount of papers published regarding metagenomic shotgun 

sequencing (106) than with the terms used to cite whole-genome 

sequencing (4979). Source: NCBI (PubMed – Results per year), [searched 

2016 May 19]. 
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In order to characterize bacterial isolates, there are four main steps which specific bioinformatics tools 
can perform:  
 

1. To pre-process the raw sequence data 
Getting rid of low quality bases, redundant reads, short sequences, or partial/total sequences 
of the adapters used when sequencing are some of the tasks the tools perform in this step. 

2. To de novo assemble the pre-processed data 
The assemblers currently used are based on single and paired-end reads. As they de novo 
assemble them, no reference genomes are used for this task. 

3. To annotate the de novo assemblies 
Identifying gene functions and single nucleotide polymorphisms (SNPs), constructing 
phylogenies, or clustering orthologous genes are some of the basic tasks the newly software 
packages can perform. 

4. To establish taxonomic and functional comparisons 
After having the draft genomes annotated, comparative and functional genomics analyses can 
be performed facilitating the biological interpretation. One such is a pan-genome analysis, i.e. 
comparing the annotated genomes to study if different species share some genes (core genes), 
if only some species share specific genes (accessory genes), or if they do not share anything at 
all. 

 

Some of the current bioinformatics tools classified according to the step of the bacterial 
characterization they are used are shown in Table 1.  
 

Table 1. Example of open-source bioinformatics tools that can be currently used during the 

characterization of bacterial isolates.  

Tool Step of the bacterial characterization 

Trimmomatic [13] Pre-processing  

TrimGalore! [14] Pre-processing 

PathoQC [15] Pre-processing 

EA-utils [16] Pre-processing 

A5-miseq [17] Pre-processing and de novo assembly 

ABySS [18] De novo assembly 

SPAdes [19] De novo assembly 

SGA [20] De novo assembly 

Velvet [21] De novo assembly  

SOAPdenovo [22] De novo assembly 

MEGAnnotator [23] De novo assembly and genome annotation 

Integrated Microbial Genomes (IMG) [24] Genome annotation 

Integrated Microbial Genomes and Metagenomes (IMG/M) [25] Genome annotation 

Rapid Annotation using Subsystem Technology (RAST) [26, 27] Genome annotation 

Metagenomics RAST (MG-RAST) [28] Genome annotation 

JCVI Metagenomics Reports (METAREP) [29] Genome annotation 

Prokka [30] Genome annotation  

DIYA [31] Genome annotation 

Genome Annotation Transfer Utility (GATU) [32] Genome annotation  

Bacterial Annotation System (BASys) [33] Genome annotation 

Roary [34] Pan-genome analysis 

PGAP [35] Pan-genome analysis 

BPGA [36] Pan-genome analysis 
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At present, a growing number of research groups are used to deal with NGS platforms and locally carry 
out their own genome sequencing. However, knowing how to accurately and efficiently use the 
bioinformatics software to make the most of the resulting experimental data is still a problem [37, 38]. 
From 2009 to date, some pipelines have been developed to individually perform some of the steps 
mentioned above regarding the characterization of bacterial isolates: (1) de novo assembly [39], (2) 
annotation [30, 31], or (3) pan-genome analysis [35, 36]. Noteworthy is that only one pipeline has been 
recently developed to concatenate more than one of these steps when analysing bacterial sequence 
data: MEGAnnotator. Its tasks include de novo assembly and annotation of shotgun sequence data. 
However, this pipeline does not include a pre-processing step to trim and error-correct the reads, 
which might lead to assemblies with higher misassemblies and shorter contiguous sequences [40–43], 
and it uses shotgun sequence data instead of whole-genome sequence data, the one used in this 
project. 
 
Due to the lack of pipelines that can analyse bacterial whole-genome sequence data, there is a need 
to test and score the most recent and currently used bioinformatics tools with different bacterial data 
sets so the ones that better perform are selected and included in the final pipeline. This was the main 
goal of this project which led to the development of BACTpipe, a pipeline that characterizes bacterial 
isolates based on whole-genome sequence data and which includes (1) the pre-processing of the 
whole-genome sequence reads, (2) their de novo assembly, (3) the genome assemblies annotation, 
and (4) a final pan-genome analysis.  
 

1.2. PROBLEM STATEMENT AND MOTIVATION 

There are various steps to follow during a computational analysis of a bacterial genome: (1) pre-
processing the sequence data, (2) de novo genome assembly, (3) genome annotation, and (4) 
taxonomic and functional comparisons. This means that different tools have to be used during the 
whole bacterial characterization, which may lead to a less accurate final annotation when going from 
one tool to another. Furthermore, the procedure may not be as efficient and fast as it could be if only 
one program covering all the required computational steps for this analysis was used.  
 
Consequently, having a pipeline to perform the whole bacterial characterization at once, i.e. without 
having to stop every time a new bioinformatics tool has to be used, would ease this in silico procedure. 
The pipeline should aim to reduce the inaccuracy that may arise when manually changing from one 
tool to another by adding filtering scripts as well as to speed the whole analysis as everything would 
be automated. Furthermore, this should be written thinking of being a user-friendly tool when used 
via command-line, i.e. the user can easily understand the manual provided by its developers without 
having to struggle with its usage. This means that no further research on how to use it should be 
required and the code should not be modified. 
 

1.3. AIMS AND OBJECTIVES 

▪ To test and score different bioinformatics tools selected according to a previous literature 
search in order to find out which outputs the best results according to the bacterial whole-
genome sequence data used. 

▪ To create an in-house pipeline that concatenates (1) the tools which proved to output the best 
results, (2) additional Python and Perl scripts to filter, organize, and/or generate specific data 
used by subsequent tools in the workflow of the pipeline, and (3) Bash commands that deal 
with the input and output files and maintain the pipeline architecture.  

▪ If possible, to check the predictions of the pipeline with parallel experimental assays. 
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2. Materials and Methods 

2.1. CHOOSING THE BIOINFORMATICS TOOLS TO TEST 

2.1.1. CHOOSING THE PRE-PROCESSING TOOLS AND THE DE NOVO GENOME ASSEMBLERS TO TEST 

The sequence data provided by the next-generation sequencing (NGS) platforms cannot be directly 
assembled as the raw data may contain the sequences of the adapters (total or partial) used during 
sequencing, overrepresented sequences, and low quality bases, which can negatively affect the quality 
of the assembly. According to this, the bacterial whole genome sequence data used in this project 
needs to be pre-processed (i.e. filtered by trimming and error-correction of the sequence reads) before 
being de novo assembled. 

The number of available tools to carry out these steps is vast [44]. Due to the limited time of this 
project (4 months including writing, implementing, and optimizing the final pipeline), it was not 
possible to test them all. Furthermore, there is not a general guideline which defines the criteria to 
select the most suitable NGS bioinformatics tools to use depending on the project. Only one study [45] 
has been found in which different scientists working with bioinformatics tools were interviewed in 
order to figure out which basis they were taking into account when deciding to use a tool. In the end, 
they found that the criteria depended always on the background of the scientist and the field the tool 
was being used, hence not finding a strict consensus on how to select a tool. According to these 
limitations, the basis to choose the bioinformatics tools that were tested in this project were the 
following:  
 

▪ Freely available, command line, and published tools [44, 45]. They have to be able to be run in 
a cluster environment running Linux. 

▪ Recommendations in scientific websites like BioStar [46] or ResearchGate [47] by researchers 
involved in bioinformatics analyses of bacterial sequence data. 

▪ Being a user-friendly bioinformatics tool. This means that the user does not need to look for 
further information about how to use the tool, i.e. the manual or help features are enough to 
understand the tool, nor to modify the code. In short, an easy to learn and use tool.  

▪ Benchmarking at the “nucleotid.es” [48] site (only for the genome assemblers). 
▪ Active maintenance, new releases (within less than two years), or having been recently 

developed (during the last two years) [44]. This criterion is related to the fact that the number 
of tools that are being nowadays published to analyse sequence data is increasing really fast. 
Therefore, updated tools have been given priority.  
 

2.1.1.1. BIOINFORMATICS TOOLS CHOSEN TO TEST 

The following bioinformatics softwares/toolkits/pipelines/tools were selected and included in the 
testing taking into account the basis stated in the previous section 2.1.1. They are described in different 
sections according to which step of the bacterial characterization they are to be used: 1) Pre-processing 
tools, 2) De novo genome assemblers, and 3) Pipeline: pre-processing and de novo assembly. Notice 
that a specific section has been added for the pipeline A5-miseq, as this both pre-processes the 
sequence data and afterwards assembles it de novo into scaffolds: 

2.1.1.1.1. PRE-PROCESSING TOOLS 

➢ PathoQC  
 
 

This is a toolkit which can work with single or paired-end data and combines three bioinformatics tools: 
(1) FastQC [49], (2) Cutadapt [50], and (3) PrinSeq [51]. 
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a) FastQC (first step): GET THE VALUES NEEDED TO RUN CUTADAPT AND PATHOQC  
If the user has not specified the parameters the next pre-processing step (explained in ”b”) has 
to take into account, the ”fastqc_data.txt” file output by FastQC will be used to:  

 

- Detect the Phred offset (33 or 64) of the sequence data. PathoQC will use the information 
in the line that begins with ‘‘Encoding’’ in the ‘‘fastqc_data.txt’’ output by FastQC to 
determine the Phred offset. If the word ‘‘Sanger’’ is in the same line, then the value will 
be set to 33. Else, the data will be considered to have a Phred offset of 64. 

- Set the minimum base quality for the trimming process. This value will be based on the 
first integer that appears under the “Per sequence quality scores” title and the flag 
‘‘Quality’’ in the ‘‘fastqc_data.txt’’ file output by FastQC. Once the integer is found, its 
value will be increased by one and then this will be the one set as the minimum base 
quality. 

- Extract the primers from sequences tagged as overrepresented in the ‘‘fastqc_data.txt’’ 
file output by FastQC. These can be found under the title ‘‘Overrepresented sequences’’ 
and the flag ‘‘Sequence’’. 

 

At the same time, the default value for the read length will be set to 35 if not modified later and 
used as the threshold for the trimming process. 

 

b) Cutadapt (second step): ADAPTER TRIMMING 
The adapter sequences found in the first step are going to be used by Cutadapt in order to trim 
them, if found. Specifically, this tool will: 

 

- Apply an ‘‘end-space free alignment’’ to the tag sequences provided in the parameters 
and, if found, to multiple adapters. For this specific alignment, the amount of characters 
the reads have and the result of summing the lengths of all the adapters will be 
considered.  

- Perform a gapped alignment. Homopolymertype artificial insertions and deletions will be 
taken into account. 
 

c) PrinSeq (third step): SPECIFIC READ TRIMMING 
The rest of values that were provided in the first step by FastQC (Phred offset and minimum 
base quality, explained in ‘‘a’’) and the minimum read length, which can use its default value 
(35) or get the one specified by the user, will be used to set the parametres PrinSeq needs to 
run. The reason of using PrinSeq apart from Cutadapt is that this also trims the bases with low 
quality and gets rid of redundant or short reads, if there are. Furthermore, more trimming 
options (which can be seen in the documentation) such as filtering duplicated reads or specifying 
a cut-off value of entropy of low sequence complexity to filter can be added in the command 
line. If these optional tasks are not specified to be taken into account during the pre-processing 
in the arguments, the default mode of PathoQC will be on: the quality cut-off will be ignored, 
the duplicates will not be removed, and the default cut-off of entropy of low sequence 
complexity will be set to 30. 

 

Basis of selection: 
 
 
 

▪ Combining two updated classical tools for trimming and quality control assessment that use 
classical algorithms, Cutadapt and FastQC, respectively. 

▪ Including a new tool with a trimming implementation (PrinSeq). For instance, low quality bases, 
redundant short reads, or duplicated sequences would be trimmed (more trimming options can 
be selected apart from these two) with this tool, hence helping to get better pre-processed data 
which would lead to better assemblies [40–43]. 

▪ Parallelization mode available, which speeds the pre-processing of the sequence reads. 
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▪ Being easy to learn how to use it. Only one line stating the name of the reads is needed to run 
PathoQC. If the user wants to run additional trimming options besides the default ones, he/she 
only has to add the specific parametres to the command. These are easily found in the 
documentation or in the help manual in the command line.  

▪ Active maintenance and recent updated version (released in November 2015), important criteria 
to take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 

 
➢ TrimGalore!  

 
 
 

This wrapper tool combines the use of FastQC and Cutadapt (both previously explained), can work with 
single or paired-end data, but this is not parallelized nor uses PrinSeq; as PathoQC does. However, 
when being run in a cluster, a Perl script that can parallelize TrimGalore! can be used to speed the pre-
processing of the sequence reads. If compared to PathoQC, this tool can remove biased methylation 
positions in RRBS sequence. Furthermore, the quality control reports generated by FastQC are not 
treated as intermediate files and are not deleted, which happens in PathoQC. Therefore, the user can 
check a report file with regards to the following analysed features. For each of them, a figure has been 
attached which compares the plots that should be generated if the pre-processed data is considered 
to be of good or bad quality, according to the different examples provided by the developers of FastQC 
which are available in their website [49]: 

 

a) Basic statistics 
They state (1) the name of the file containing the sequence reads, (2) its format, (3) the encoding 
of quality values found in it and (4) the amount of sequences this contains, (5) their lengths, (6) 
and their GC content. This test rarely raises an error, even if the data is not of good quality, as it 
is shown in Figure 2. 

 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

b) Per base sequence quality 
A plot (see Figure 3) that shows the quality values (y-axis) per base position (x-axis). Normally, 
the platforms used for sequencing tend to be less accurate in the first and last steps of the 
process. These are the start-end bases of the sequence reads which come from the longest 
sequencing reaction products. Because of this long length, the best resolution usually takes 
place in the intermediate bases of the sequence as they do not fuse one into each other, which 
may happen with the start and end bases. Therefore, some sequence from the beginning and 
from the end is normally lost and worse quality values are expected to be in this part of the 
sequence analysed, as it can be appreciated in both plots in Figure 3. However, the threshold to 
fail this test is a score less than 5 regarding the lower quartile for any base and less than 20 with 
regards to the median for any base (see the plot in the right in Figure 3). If the score is less than 
10 (lower quartile/base) or less than 25 (median/base), then only a warning will be raised. 

Figure 2. Example of the basic statistics plotted by FastQC. The image shows the basic features evaluated in 

this test with good data in the left [102] and bad data in the right [103], according to the developers of FastQC 

[49]. As one can see, although the data is supposed to be of bad quality, this test does not raise an error.  



BACTpipe: Characterization of Álvarez-Carretero, Sandra 13 
bacterial isolates based on WGS data 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 

c) Per tile sequence quality 
For Illumina reads, this test will output a graph (see Figure 4) with the Phred quality scores (Q 
scores) from each tile across all the bases. If we let “P” be the probability to erroneously call a 
base during the sequencing, then the Q scores can be calculated as  
 

Q = -10 log10 (P) (1) 
 

The Q scores measure the probability a base has to be incorrectly called during the sequencing. 
For instance, if a base has a Q score of 10, the probability to make a mistake when calling a base 
is 1 in 10 times (P = 0.10), hence being the accuracy 9 in 10 times (90%) [52]. According to this, 
every 10 bases a mistake could possibly be found in the sequence regarding the bases. With 
regards to the plot output by FastQC, each column in the plot represents the position of the 
flowcell tile from which each read came from. The colder and bluer the colours are per tile, the 
better the quality of the reads, hence being all blue the ideal scenario (see plot in the left in 
Figure 4).  
 

The test will raise a warning if any tile shows a mean Phred score more than 2 less than the mean 
for that base across all tiles (e.g. if the mean across all tiles is Q8, getting a Q score of 6 for the 
tile) and, if the mean Phred score is more than 5 less than the mean for that base across all tiles 
(e.g. if the mean across all tiles is Q8, getting a Q score of 3 for the tile), then the test will fail. 
When analysing different data, the developers of FastQC state that having a variation in the 
Phred scores in a specific area of the plot (i.e. in a range of sequencing cycles) is not rare [53]. 
Hence, they suggest that errors that affect few cycles can be ignored but, that if they persist 
through all the flowcell (a whole column in the output plot has too many warm and closer to red 
colours), events like having bubbles or smears in the flowcell or residuals inside the flowcell lane 
may have occurred (e.g. gaskets obstruction leading to the bubbles or smears being trapped in 
the flowcell) and should be considered (see plot in the right in Figure 4). Nevertheless, it is also 
expected to get worse quality reads during the first and last steps of the sequencing as it has 
been mentioned in point ‘‘a’’. Therefore, warmer and red colours should be expected to be 
found in the right side of the plot and these warnings could consequently be ignored. 

Figure 3. Comparison of the statistics plotted by FastQC with good and bad pre-processed data regarding the 

sequence quality per base. The image in the left is considered to be output when the pre-processed data passes 

the test [102] while the one in the right caused the test to fail [103]. In both figures, the best resolution (y-axis) 

takes place in the intermediate bases (x-axis), although this decreases in the end bases. This can be clearly 

appreciated in the failed test as, from the position 20 in the read until the end, the quality of the data 

dramatically decreases to the lowest score in the y-axis (around 2) and the deviations are big. However, the 

quality of the data plotted in the right (around score 36) keeps its good quality until the position 32 in the read, 

where then this is reduced (around 32) but not as much as it happens when the test fails. 
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d) Per sequence quality scores 
This outputs a plot (see Figure 5) where the number of sequences contained in the reads (y-axis) 
are given a quality score (x-axis), letting the user know if there is any subset of sequences in the 
reads with a general low quality (e.g. a big number in the y-axis, a considerable number of 
sequences in your reads, associated with a low number in the x-axis, a low quality for the amount 
of sequences stated in the y-axis). If the most usual quality scores are below 20, the test will fail, 
and if they are below 27 this will raise a warning (see the plot in the right in Figure 5). Noteworthy 
is, if this test shows a big amount of sequences with low quality values, that a systematic 
problem might have happened during the sequencing process.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 4. Comparison of the statistics plotted by FastQC with Illumina data regarding the sequence quality per 

tile. The plot in the left should be obtained when this test is passed [102] while the one in the left when this test 

fails [103] with Illumina data. If the accuracy to call the base of the reads in a specific position (x-axis) is optimal, 

the expected chart is to be totally blue (colour that assigns the quality of the tile) for all tiles (y-axis) as the quality 

of the reads are to be ideal, like the plot in the left shows. However, the chart in the right shows how the quality 

of the bases is lost (non-blue areas appear across the heat-map) in some tiles (y-axis). A possible trapped bubble 

would have caused this error during the sequencing as this would block the correct reading of the corresponding 

base. Therefore, during the period of time the bubble has been trapped in the flowcell, the bases that should be 

in these positions are not correct, which might lead to insertions in the reads. 
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Figure 5. Comparison of the statistics plotted by FastQC regarding the quality scores per sequence. The image 

in the left shows an example of how the data should look like to pass the test [102] while the one in the left refers 

to a failed test [104]. The plot in left right shows that around 1000000 sequences in the reads (y-axis) have a good 

quality (x-axis = 36) and that the rest have qualities ranging from 28 to 35, hence having passed the test. However, 

the plot in the right shows that around 18000 sequences (the majority of the sequences in the reads) which 

quality is around 2 out of 12. Around 4000 sequences have a quality around 7 but the number of sequences that 

have the better quality (around 11 and 12) are not even 1000). As the mean quality is below 27, the test has failed 

with this pre-processed data and a systematic problem during the sequencing should be considered. 

 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

e) Per base sequence content 
This generates a plot (Figure 6) with the amount of A, T, G, and C bases (y-axis, in a percentage 
format) that are found in the reads (being the x-axis the position of the bases) for each time they 
have been called during the sequencing. The four lines plotted (one per base) are supposed to 
be quite parallel to another except from the start and the end of the sequences (technical issues 
previously explained in point ‘‘b’’), as one can see in the left plot in Figure 6. A difference 
between the complementary bases (A and T, or G and C) more than 10 % in any position will 
raise a warning, while a difference greater than 20 %, will make the test fail (see plot in the right 
in Figure 6). This may be expected to happen if there are a lot of overrepresented sequences, if 
there is a biased composition in the reads, or even if the sequences have been aggressively 
adapter-trimmed. 
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f) Per sequence GC content 
This will calculate and plot (see Figure 7) the GC content per each sequence in the reads (red 
line in plots in Figure 7) against a predicted normal distribution of GC content taken as a 
reference (blue line in plots in Figure 7), i.e. this reference is based on the most repeated GC 
content in all the sequences in the reads, the mode. If there is a deviation to the predicted 
normal distribution in more than 30 % of the reads, which may be related to a big content of 
overrepresented sequences or to a contamination with different species, the test will fail (see 
plot in the right in Figure 7). A warning will appear only if the deviation of a normal distribution 
happens in more than 15 % of the reads. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 

Figure 6. Comparison of the statistics plotted by FastQC regarding the sequence content per base. The image 

in the left shows the sequence content per base when the test is passed [102] while the one in the left when the 

test is failed [105]. When the test is passed, the four lines should be quite parallel, as shown in the plot in the 

left, except for the beginning of the lines referring to the first bases called (x-axis), when the NGS platform is 

known to have less accuracy and it is expected. However, the lines are not parallel in the plot when the test fails. 

Specifically, the image in the right show how the lines are even crossing one with each other and not only in the 

first and last bases but in all of them. This might be associated with a biased composition in the reads, with the 

presence of aggressively adapter-trimmed sequences, or with the presence of overrepresented sequences. One 

of these scenarios or the combination of them could explain the big difference in the percentage of the amount 

of A, T, C, and G bases (y-axis). 

Figure 7. Comparison of the statistics plotted by FastQC regarding the GC content per sequence. The image in 

the left shows the plot that would be output when passing the test [102] while the one in the left when the test 

is to fail [105]. The mean percentage of the GC content (x-axis) of the sequences in the read (y-axis for the number 

of sequences) follows the normal distribution of the calculated reference GC content in the plot in the left. 

However, this clearly deviates in the plot with that failed the test, in the right of the figure, where the GC count 

per read (red line) does not follow the normal distribution predicted (blue line).   
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g) Per base N content 
If any of the bases (A, G, T, and C) cannot be assessed in a specific position during the sequencing, 
the base will be called as ‘‘N’’ for that position. This test takes the percentage of these N bases 
(y-axis) into account for each position (x-axis) and outputs a plot (see Figure 8). If the N content 
is greater than 5 %, the test will raise a warning, and the test will fail if the content is higher than 
20 %. This can be related to an important loss of the quality of the sequence reads or to a biased 
sequence composition in the reads. No examples have been provided by the developers 
regarding a test raising a warning or failing, hence only showing two examples of passed tests. 

 
 
 
 
 
 
 
 

 

 

 

 

 

 

 
 

h) Sequence length distribution 
Graph (see Figure 9) that shows the distribution of read lengths (x-axis) among the analysed 
sequences in the reads (y-axis). The test will fail if the length of any sequence is zero and will 
raise a warning if the length of all sequences is not the same. However, as it is quite usual to find 
reads with different lengths, these warnings can just be ignored (see the plot in the right in 
Figure 9). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 8. Comparison of the statistics plotted by FastQC regarding the N content per base. These plots are 

considered to be plotted when the test is passed. The plot in the left [102] refers to pre-processed data which 

percentage of N bases is null. However, the plot in right [103] has around an 8 % of N bases from the 25th to the 

31st position in the reads. As this percentage is not greater than 5 % or 20 %, the test has not raised a warning 

nor failed although not being the ideal output one should expect. 
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i) Sequence duplication levels 
This plot (see Figure 10) illustrates the sequence duplication level (x-axis) in relation to the 
percentage (y-axis) of the sequences that are de-duplicated (red line) and to the percentage (y-
axis) of the total sequences (blue line). The more in the left these lines are, the less level of 
duplication (x-axis) they are to have. Duplication could be related to PCR artefacts or to natural 
selected copies of the same sequences. As a high duplication rate could give rise to a false high 
coverage, the lower the duplication levels, the better the quality of the sequence. More than 50 
% of non-unique sequences will cause the test to fail (see plot in the right in Figure 10), while a 
warning will be raised if there are more than 20 %, which may indicate that part of the sequences 
have lost their diversity and the same sequences are being re-sequenced. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 10. Comparison of the sequence duplication levels plotted by FastQC. The image in the left is shows the 

plot when the pre-processed data passes the test [102] while the one in the left refers to a failed test [106]. If the 

data is diverse, plot in the left, the majority of the sequences (red line, de-duplicated, and blue line, the whole 

sequence; around a 96 %) are to be in the left part of the plot as the duplication level should not be high (x-axis 

= 2). However, if this test fails, this means that the data tends to have peaks along the right side of the plot, as it 

happens with the data plotted in the right of this figure. The duplication level (x-axis) is high in almost 20% of the 

sequences in the read and only 29 % of the whole sequence is considered to have a low level of duplication 

(around 2 in the x-axis). 

Figure 9. Comparison of the sequence length distribution plotted by FastQC. The image in the left plots pre-

processed data that passed this test [102] while the one pre-processed data that got a warning in the test [104]. 

As one can see, there are not significant differences on the length of the sequences in the plot in the right. 

However, the length of the sequences (x-axis) is different in the plot in the right, although the developers state 

that this can usually happen and this warning could be ignored. 
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j) Overrepresented sequences 
Sometimes, there are sequences that appear more than the rest in the analysed reads. This 
could indicate, for instance, contamination of exogenous sequences or repetitive elements in 
the genome. A database of common contaminants (e.g. PCR primers and adapters) is used to 
match the reported overrepresented sequences, to see if it is possible to pinpoint the source of 
contamination. If one sequence tagged as a contaminant is representing more than 1 % of the 
total sequences, the test will fail. If it is just more than 0.1 %, the test will only raise a warning 
(see plot in the right in Figure 11).  
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

k) Adapter content 
This plot (see Figure 12) will show the percentage reads containing sequencing adapters to 
identify if a further trimming is needed to get rid of the adapters remaining. Consequently, if 
more than the 10 % of the reads contain any sequence, then the test will fail (see plot in the 
right in Figure 12). The test will only raise a warning if the percentage of the sequences in the 
reads is 5 %. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 11. Comparison of the overrepresented sequences plotted by FastQC. The image in the left shows the 

output expected when the test is passed [102] and the one in the left when this raises a warning [103]. If no 

overrepresented sequences are found or the ones found represent less than 0.1 %, the test is passed. In the image 

in the left, no overrepresented sequences were found so the test was passed. However, in the image in the right, 

the test identified some overrepresented sequences. As they were more than 0.1 % of the total sequences, then 

a warning was raised. 
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l) Kmer content 
The final plot (see Figure 13) will report the 6 most biased Kmers so the user can see how they 
deviate from each other and how they are distributed. These are the result of having applied a 
binomial test to each 7-mer at each position of the reads in order to look for significant 
deviations significant deviations from an even coverage at all positions. If any Kmer is 
imbalanced with a binomial p-value < 0.01, a warning will be raised (see plot in the left in Figure 
13). If the p-value is < 10-5, the test will fail (see plot in the right in Figure 13). As there are no 
examples in which this test has been passed, only a comparison between a test raising a warning 
and a failed test is shown in Figure 13. 
 
  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 12. Comparison of adapter content plotted by FastQC. The image in the left is the output that should be 

expected when the test is passed [102], while the image in the right shows the expected output when the test 

fails [106]. The plot in the right shows how the pre-processed data does not contain any adapter. However, the 

plot that caused the test to fail in the right has a high presence of one specific adapter: Illumina Universal Adapter. 

As this shows that more than the 10 % of the reads contain this adapter sequence, the test failed. 
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In order to pre-process the reads, TrimGalore! can be used as it is next described: 
 

- Removing low-quality bases in the 3’ end of the reads: SPECIFIC QUALITY TRIMMING 
The user can specify the cut-off value to remove the reads or the default value (20) will be 
used in this first step. 

- Cutadapt: ADAPTER TRIMMING 
By default, the first 13 bp of the universal Illumina adapters are used. However, the user can 
specify the adapter used for the forward and reverse read, if the universal Illumina adapter 
has not been used. 

- Additional trimming options 
The user can specify the minimum length the reads or ask to remove a specific number of 
bases from the 3’ end or the 5’ end of one or both reads, among other options available in 
the documentation of the tool. If these parametres are not stated by the user, then the 
default mode is used. In the examples given above, those reads shorter than 20 base pairs 
will be removed by default and the option to trim the bases in the 3’ end or 5’ end will be off. 

- Specific trimming options for Reduced Representation BiSulfite sequence (RRBS-Seq) files 
These files contain the information about the methylation profile of the reads, hence letting 
the user know about the CpG content. They have two additional cytosines that were added 
when the library of reads was being prepared. Consequently, they are first removed by 
TrimGalore! before trimming the adapter sequences or applying any other trimming option. 

 
Basis of selection: 

 
 

▪ TrimGalore! combines two updated classical tools for trimming and quality control assessment 
that use classical algorithms, Cutadapt and FastQC, respectively. 

Figure 13. Comparison of Kmer content plotted by FastQC. The image in the left shows a plot that resulted after 

the test raised a warning [102] and the one in the right a failed test [106]. On the one hand, the test that raised a 

warning (left) shows how one of the Kmers is imbalanced and, as the test raised a warning, the binomial p-value 

should be lower than 0.01. On the other hand, the test that failed has many Kmers imbalanced and, because of 

having failed, the p-value should be lower than 10-5.  
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▪ Including additional trimming tasks for any file (removing low-quality ends, removing a specific 
amount of bases from the 3’ and/or the 5’ end of one or both reads) and a specific trimming 
option for RRBS-Seq files (removing the two cytosines that are artificially added in the sequences 
when the library of reads is being prepared). These implementations can lead to output better 
pre-processed data which would lead to better assemblies [40–43]. 

▪ Script available to parallelise TrimGalore!, speeding its use. 
▪ The report output by FastQC regarding the quality control assessment of the pre-processed 

reads can be kept, if the user specifies the option. Therefore, the user does not only get the pre-
processed data but also its quality assessment by running only one tool. 

▪ Being easy to learn how to use it. Only one command which contains the name of the reads and 
the trimming options the user sets to pre-process the sequence data he/she is working with is 
needed. These options can be easily found in the documentation or in the help manual in the 
command line. 

▪ Active maintenance and recent updated version (released in November 2015), important criteria 
to take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 

 
➢ Trimmomatic 

 
 
 

This is an innovative tool in terms of flexibility where the user has to decide which parameters and 
options are better for the analysis he/she wants to perform. Trimmomatic can work with single and 
paired-end data and follows a pipeline architecture in which the order of the tasks this tool performs 
can be decided by the user depending on the order of the arguments. The order of the commands 
suggested in the examples [13, 54] is next described. Noteworthy is that they strongly recommend to 
always start with the adapter trimming task [54]: 

 

a) Adapter trimming  
Trimmomatic supports two adapter trimming modes; simple clipping and palindrome clipping. 
The clipping mode should be stated in a file that should also contain the sequence of the 
adapters to be trimmed off the first and the second read respectively. The user can design 
his/her own adapter file or use one of the files provided by the tool (this will depend on the 
sequencing platform used). The run command should contain:  

 

- The path to the adapter file. 
- The mismatches that will be allowed when looking for seed matches (normally 1 or 2). 
- The accuracy of the match between the two ‘‘adapter ligated’’ reads. If this accuracy is 

reached, the seeds will be extended and clipped. If the palindrome clipping mode is 
chosen, a value around 30 (approximately 50 bases) should be set, while if the mode is 
set to simple clipping, the value should be between 7 and 15 (an average of 17 bases). 
Noteworthy is that both values have to be introduced in the command. 

b) Trailing and leading trimming 
The leading and trailing low quality of N bases below the quality score set (suggested value of 3 
[54]) will be trimmed. 

c) Sliding window for trimming 
This will set the number of bases to average across (suggested value of 4 [54]) and the average 
quality required (suggested value of 15 [54]). Specifically, the command will use a sliding window 
based on the number of bases chosen when scanning the read and cut it if the average quality 
per bases decreases to the score assigned. 

d) Minimum length for the read being trimmed 
There is not any suggested length, so the user may choose which the minimum length the reads 
should have in order not to be dropped. 
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Apart from that, the user has to specify the Phred offset (33 or 64) and the location of the input files 
and where the output files are to be saved. 
 
Basis of selection: 

 
 
 

▪ Trimmomatic is a new tool which uses its own algorithm to trim the adapter sequences (the 
classical algorithm Cutadapt uses is not applied here) and added a “sliding window” in the 
algorithm used for the trimming task.  

- When the sequencing is about to finish and reaches the end of the fragment being 
sequenced, the sequencing platforms may sometimes keep reading into the adapter. This 
is known as the ‘‘adapter read-through’’ scenario: the partial or even the whole adapter 
sequence may be found at the 3’ end of the read. In order to tackle this, Trimmomatic has 
developed a new approach named ‘‘palindrome mode’’, which can cope with the removal 
of the adapters in case the adapter read-through scenario has taken place. This is the 
implementation added in the adapter trimming task. 

- The second implementation, the sliding window, can be used to select the amount of bases 
that have to be scanned in the read at the same time. Then, if these bases have an average 
quality lower than the one specified by the user, then the read is trimmed in that position.  

▪ Being easy to understand how to use Trimmomatic as the manual provided is very detailed not 
only explaining its usage but also the basis of every task performed by the tool. The user can 
specify the threshold of every trimming step and even which adapter sequences should be 
searched in the reads. The examples provided are enough to understand the different trimming 
options Trimmomatic offers, which of them are suggested to be used, which should not be used 
in combination with others, and even which would be the suggested values to use for every step 
[54]. 

▪ Active maintenance and recent updated version (released in March 2016), important criteria to 
take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 

 

2.1.1.1.2. DE NOVO GENOME ASSEMBLERS  

The selection of the tools for the de novo genome assembly was done taking into account previous 
experience in the Centre for Translational Microbiome Research group [55] together with the results 
of the ‘‘Nucleotid.es’’ comparisons [48] and the rest of the criteria stated in the section 2.1.1. 
Specifically, the ‘‘Nucleotid.es’’ site provides with the benchmarking results of having used different 
data sets to test some of the currently used assemblers. The benchmarking was based on the following 
features:  

 

a) NG50 values 
All contigs included between this length (NG50 value) and a higher one are supposed to cover 
50 % of the predicted genome size. Therefore, the higher the NG50, the more of the draft 
genome is consisting of long contigs, and the better the de novo assembly is thought to be. 

b) Percentage of unassembled contigs 
The lower this percentage is, the more contigs of the de novo assembly are mapping to the 
reference genome, and the better the final assembly is thought to be. 

c) Incorrect number of bases per 100 Kb 
The lower this number is, the less errors (compared to the reference genome) have been 
incorporated by mistake during the assembly process. 

d) Local misassemblies 
The less the misassemblies (misjoinings of fragments/contigs compared to the reference 
genome), the better the assembly is thought to have been built. 
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Taking into account that a previous benchmarking with different de novo genome assemblers had 
already been done, it was decided to study it and use it as a filtering to reduce the amount of the de 
novo genome assemblers that could be tested in this project. The data found at this site was used as it 
is next described: 
 

1. The benchmarking of the tools with the different 16 microbial data sets (GC content = 60 %, 
genome size = 4 Mbp) was saved in an excel file. 

2. The features that were taken into account to later score the assemblers were those that 
assessed the quality of the assemblies and have been previously described: NG50 values, 
percentage of unassembled contigs, incorrect number of bases per 100 Kb, and local 
misassemblies.  

3. When ordering the values of the four features from the best to the worst, those tools (and the 
mode in which they were run) that more frequently appeared in the top 5 were kept: A5-miseq 
(only one mode), ABySS default mode, ABySS K-32 mode, ABySS K-96 mode, SPAdes careful 
model, SGA careful mode, Velvet careful mode, SOAPdenovo default mode, IDBA default 
mode. 

4. A scoring was established in order to choose which of the last mentioned tools (and in which 
mode) should be worth testing. Specifically, any guideline was found in which it was 
considered that one feature is more important than another. It is possible that, depending on 
the aim of the project, one user wants to give more importance to a specific parametre. 
However, in this case, there was not a specific feature that had to be better than the rest or to 
which more priority had to be given when assessing the quality of the assemblies. 
Consequently, the features were not weighted when being scored and were treated as equally 
important. Furthermore, the 16 data sets are not related to each other, which means that the 
scoring could not be applied in a general way to all of them as this could lead to a bias. 
Therefore, it was decided to score the tools regarding the data set they had been tested with, 
i.e. the values given to every feature (NG50, percentage of unassembled contigs, incorrect 
number of bases/100 Kb, and local misassemblies) that assesses the quality of the assemblies 
generated by each of the different genome assemblers tested were scored per each data set 
benchmarked at the ‘‘Nucleotid.es’’ site. Afterwards, these scores were summed up per 
feature and per tool to have an idea about how well that tool could perform with regards to 
each feature, e.g. all the points that the assembler SGA might have gotten during the scoring 
in each of the 16 data sets regarding the NG50 values would be summed up. 
 

Based on the criteria mentioned above for each feature and assembler, the scoring method, which can 
be found in the supplementary file ‘‘Comparison_de_novo_genome_assemblers.xlsx’’, consisted of: 

 
1. Finding the best value of the benchmarked features and giving to the corresponding assembler 

the maximum score: 3 points (cell highlighted in yellow in the supplementary file). E.g. If the 
assembler SPAdes running in careful model had output an assembly which value was the best in 
the NG50 feature, then this cell would be highlighted in yellow and this tool would be given 3 
points in that feature. 

2. Finding the worst value of the benchmarked features and giving to the assemblers that had 
output the assembly which quality was assessed with that value the lowest score: 0 points (cell 
coloured in red in the supplementary file).  
E.g. If the assembler SPAdes running in careful model had output an assembly which value was 
the worst in the NG50 feature, then this cell would be coloured in red and this tool would be 
given 0 points in that feature. 

3. Calculating the average value between the worst and the best values and using the result as a 
threshold to give 1 or 2 points to the assemblers. Those values higher than the average (light 
brown colour in the supplementary file) had a score of 2 points.  
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However, those that were equal or lower (dark brown colour in the supplementary file) than the 
average received only 1 point. E.g. If the best NG50 value was 564000 and the worst 19000, then 
the average would be calculated (291500). All the tools which assembly had an NG50 value 
higher than 291500, would be given 2 points. If they had an equal or lower value than 291500, 
then they would be given 1 point. 

 
Afterwards, the score each assembler got per feature in every test was summed up, i.e. all the points 
a genome assembler received in a specific feature (e.g. the total points that result of summing up all 
the scores given to a tool regarding the ‘‘NG50’’ values of all the assemblies generated in each of the 
16 data sets) were summed up and compared to the results obtained by the other assemblers per 
feature. In the end, the quality of the performance of each tool was assessed regarding the highest 
score one bioinformatics tool could receive per feature: 

 
1. The maximum score per feature was 48 (3 points/feature and there were 16 data sets). 
2. The score every assembler got per feature (the result of summing up the points received in that 

specific feature in the 16 data sets used) was divided by 48. Afterwards, this value was multiplied 
by 100 in order to get the percentage. 

 
After applying this procedure, the percentage per feature and per genome assembler tested was 
plotted and can be found in Figure 14. This can be used to easily compare how well the different tools 
perform in general and/or regarding a specific feature. For more information about the values each 
assembler output per feature, the scoring, and the ranking; one can refer to the supplementary file 
‘‘Selecting_de_novo_genome_assemblers.xlsx’’. It has also to be highlighted that, although the data 
sets have a higher GC content and are shorter than the bacterial sequence data that are going to be 
analysed, this benchmarking was an important criterion to consider for the selection of the assemblers. 
If the tools could, at the same time, meet the rest of the criteria stated in the section 2.1.1., the decision 
to test them was taken. 
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Based on the benchmarking in Figure 14 and the criteria mentioned in the section 2.1.1., the final 
selected bioinformatics tools were the following: 
 
➢ SPAdes 

 
 

This is a de novo genome assembler that can be used for single-cell and multi-cell bacterial assemblies. 
It can work with single and paired-end data and uses a modified version of a de Bruijn graph. The 
original version [56] of de Bruijn graph splits the reads into Kmers of size K and then designs a graph 
which contains the overlapping Kmers. These Kmers are first paired by finding a Kmer whose last K-1 
bases (e.g. ATGCCGTC) are overlapping the first K-1 bases of another Kmer (e.g. TGCCGTCG). 
Afterwards, every Kmer is used as an edge to build different de Bruijn graphs that contain all the paired 
Kmers. If there are n Kmers, there will be n de Bruijn graphs. However, only the graph that can draw a 
circle containing each binary Kmer (universal string problem [57]) without being repeated is the 
selected one to use as a pattern to build the genome. This is the algorithm that most of the assemblers 
use to de novo build a genome from Kmers. However, the algorithm SPAdes uses does not need the 
Kmers after having built the first de Bruijn graph. This does not rely on the sequences for the 
calculations but on features like their coverage, their length, or the graph topology. In the end, the tool 
uses the resulting final graph to construct the contigs that will be later scaffolded in the de novo 
genome.  
 
 

 

 
 

 NG50 Percent unassembled contigs Incorrect bases per 100 Kb Local misassemblies 
 A5-miseq (default mode) 100.000 70.833 62.500 10.417 
 SPAdes (careful mode) 60.417 60.667 47.917 68.750 
 ABySS (K-96 mode) 58.333 87.500 41.667 47.917 
 ABySS (default mode) 50.000 66.667 29.167 68.750 
 Velvet (careful mode) 47.750 60.417 66.667 85.417 
 SGA (careful mode) 41.667 62.500 70.833 85.417 
 ABySS (K-32 mode) 37.500 62.500 18.750 50.000 
 SOAPdenovo (default mode) 0.000 4.167 89.583 100.000 

Figure 14. Comparison of the performance of the most used de novo genome assemblers after being tested with 

different 16 data sets [data publicly available at “nucleotid.es”]. The values regarding the NG50, the percentage of 

unassembled contigs, the incorrect bases per 100Kb, and the local misassemblies that resulted after running these 

genome assemblers with 16 different microbial data sets were put together and scored. The higher the NG50 value is 

and the lower the rest of the parameters are, the better the assemblies are; hence being this the basis of the scoring 

(see supplementary file “Selecting_de_novo_genome_assemblers.csv” for more information about the scoring and the 

data sets). The final results after scoring the genome assemblers are plotted here and the best results per feature have 

been highlighted in bold. Depending on the interests of the user and the input data, one tool may be more suitable than 

another. 

Q
u

al
it

y 
(%

) 

100 

90 

80 

70 

60 

50 

40 

30 

20 

10 

0 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 27 
bacterial isolates based on WGS data 

Basis of selection: 
 
 
 

▪ Using a modified version of the de Bruijn graph which does not use the Kmers after having built 
the first de Bruijn graphs. Instead, this takes into account the graph topology and the coverage 
and the length of the reads, aiming to reduce the error rates in the reads by adjusting the 
distance that exists between paired Kmers [19]. 

▪ Including specific tools with implementations for the de novo assembly: 
 

- Read error correction: BayesHammer/IonHammer 
SPAdes has its own algorithm to error correct the reads prior to the de novo assembly. This 
is based on the Hammer algorithm [58], using a Bayesian clustering which gets multiple 
centres in a cluster and is based. At the same time, the SPAdes algorithm has been 
implemented to work with both Illumina sequence data and IonTorrent data 
(BayesHammer [59]). 

- Mismatches correction: MismatchCorrector 
This tool was created by the developers of the SPAdes pipeline and aims to reduce the 
number of mismatches and short indels in the final contigs and scaffolds. This option is off 
by default, although this can be turned on if the option --careful is added as an argument 
in the command to run SPAdes (which is recommended to do [60]). 

- Assembly of highly polymorphic diploid genomes: dipSPAdes 
This is an implementation of the assembler that enables the user to assemble genomes that 
are highly polymorphic. 

 

▪ Using SPAdes with the careful option does not show the best performance in any of the features 
evaluated in Figure 14. However, all the features have a similar evaluation, a percentage around 
60. This makes SPAdes the tool which shows more consistency in all the four features scored, 
hence being one of the reasons for having decided to test it. 

▪ Being easy to understand how to use it and, consequently, being very straightforward to run the 
tool via command line. The manual explains in detail every single step the SPAdes pipeline can 
perform. Furthermore, it provides a lot of examples with the options that should be used to run 
SPAdes depending on the kind and length of the reads that are going to be assembled.  

▪ Active maintenance and recent updated version (released in March 2016), important criteria to 
take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 

 
➢ Assembly by Short Sequences (ABySS)  

 
 

This is a genome assembler that uses a de Bruijn graph [56] to build the final scaffolds and that has 
developed a new approach to tackle the errors that may arise when creating the graph, e.g. divergent 
bubbles in the graph. Specifically, the information regarding the paired-end data is not used at first 
when carrying out the assembly step but only afterwards to refine the assembly [18]. Furthermore, 
ABySS can be parallelised. ABySS can assemble from paired-end libraries and multiple libraries and, if 
the reads used are part of long-distance mate-pair libraries, the assembly can be later scaffolded [18].  
 
Basis of selection: 

 
 
 

▪ Low memory requirements and parallel mode available. 
▪ Setting the Kmer to 96 when using ABySS outputs the result with less unaligned contigs in Figure 

14. However, it seems that having good NG50 values (the third in the benchmarking) and less 
unaligned contigs is balanced with more misassemblies (the second with more misassemblies in 
the benchmarking). Nevertheless, this tool shows, in general, a good performance regarding the 
four features evaluated and is worth testing. 

▪ Being easy to understand how to use ABySS as the manual contains very detailed information 
about its usage via command line.  
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The command that runs ABySS only needs to specify the K value to split the reads into Kmers (or 
a range of K values if different assemblies based on different Kmers want to be tested), the name 
of the output files, and the path to the input read files that are to be assembled. Apart from 
these arguments the assembler needs to be run, there are optional parametres that can be 
added to perform actions such as using a specific database, merging the sequences from the 
input reads, mapping the reads to a reference sequence, etc. 

▪ Active maintenance, recent updated version (released in May 2015), important criteria to take 
into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving field 
and tools need to be constantly adapted” [44]. 

 
➢ String Graph Assembler (SGA)  
 

 

One of the developers of the ABySS genome assembler, Jared T. Simpson, together with Richard Durbin 
developed this new genome assembler that can work both with single and paired-end data [20]. They 
suggest a new approach for the assembly step that does not depend on de Bruijn graphs. SGA is able 
to compute the structure of a string graph and uses this to build de novo the genome. This algorithm 
does not use Kmers to build the genome, as the de Bruijn graph does, but computes the overlaps 
between the whole read pairs and. From these overlaps, the genome is derived, which consumes less 
CPU memory [61]. Furthermore, SGA can be parallelized. Specifically, this tool is based on different 
subprograms which can be individually run depending on the assembly scenario that better fits with 
the user’s interests.  

 
Basis of selection: 
 

▪ SGA uses a new algorithm to compute its own string graphs for the assemblies without relying 
on the de Bruijn graphs. This approach is based on the overlaps of the reads contained in a string 
graph and uses less memory than building a de Bruijn graph [61]. 

▪ Parallel mode available. 
▪ This assembler contains its own tools which not only can assemble the genome but also prepare 

the reads before being assembled, e.g. if the reads have not been previously pre-processed, the 
can call the “sga pre-processing” tool which can filter and quality-trim the reads. The user can 
choose which of these tools are going to be run depending on the data that is to be assembled, 
i.e. if the input reads need to be pre-processed, error-corrected, indexed, only assembled, etc. 
[20, 62]. Therefore, this makes SGA a modular tool. However, the most important approach that 
has been taken into account to select this tool is its own error-correction algorithm (“sga 
correct”), which is considered to be one of the best error-correction tools that have been 
developed to date [62, 63]. Besides being able to be run by SGA itself, this tool has been included 
in other pipelines [17, 62, 64, 65] which have relied on its algorithm to error correct the reads. 

▪ In Figure 14, one can appreciate that although the NG50 values are one of the lowest in the 
ranking of tools scored and the percentage of unassembled contigs is not very low but neither 
too high (fourth position in the ranking), the local misassemblies and the incorrect bases per 100 
Kb are few if compared to the majority of tools (the second best scores). Consequently, if an 
average of the performance of SGA is taken into account, this tool was worth testing. 

▪ There are some examples of how and which subprograms can be used with different data 
collected from various sources (human, E. coli, C. elegans) available in the ‘‘examples’’ directory. 
Consequently, this eases the usage of SGA and allows the user to choose which tools should be 
run according to his/her data.  

▪ Active maintenance and recent updated version (released in November 2015), important criteria 
to take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 
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2.1.1.1.3. PIPELINE: PRE-PROCESSING AND DE NOVO ASSEMBLY  

➢ A5-miseq  
 
 
 

This pipeline is an implementation of the A5 pipeline [65] the developers had previously published to 
specifically assemble bacterial sequence data. A5-miseq can output produces better assemblies than 
the A5 pipeline did, includes new software, and can work with reads longer than 150 nucleotides 
sequenced with the new MiSeq equipment. Its workflow goes from the pre-processing to the de novo 
assembly of the reads and includes the following bioinformatics tools: (1) Trimmomatic (pre-
processing tool), (2) SGA (pre-processing and error-correction tools), (3) a modified version of the 
IDBA-UD assembler [66] (assembly pre-processed and error-corrected reads into contigs), and (4) a 
modified version of the SSAKE-based Scaffolding of Pre-Assembled Contigs after Extension (SSPACE, 
assembly contigs into scaffolds) [67]. 
 
Basis of selection: 

 
 
 

▪ Having developed an algorithm to look for the most appropriate maximum Kmer to use 
depending on the length and coverage of the sequences of the reads to be assembled. 
Furthermore, this has developed a contig assembly algorithm which decreases the number of 
misassemblies when the contigs are built during the assembly step. These two algorithms have 
been used to implement the IDBA-UD assembler tool with the aim to output most accurate 
assemblies as the range of Kmers that are going to be tested will depend on the sequences of 
the reads and the misassemblies will be reduced with the contig assembly algorithm [17].  

▪ Generating the map files using Sequence Alignment/Map tools (SAMtools) [68] and Burrows-
Wheeler Aligner (BWA) [69] in case the contigs needed to be visualized and manually checked 
with a viewer tool. 

▪ Pipeline developed with the aim to assemble bacterial sequence data and not another kind of 
organisms. As this project is focused on working with bacterial data, this was an important 
criterion to select this tool. 

▪ The command only needs to specify the path to the reads and the name that should be given to 
the output files. Furthermore, the user can additionally specify a pre-processing step or if the 
data is from metagenome. The manual contains a very detailed information about how to use 
the tool, hence being easy to understand its workflow and how to run A5-miseq for the user.  

▪ The results of the scoring of the data sets benchmarked at the ‘‘nucleotid.es’’ site show that A5-
miseq got the best scoring when evaluating the NG50 values, although it has to be noticed that 
it is also the one that has more local misassemblies. However, the number of unassembled 
contigs and incorrect bases per 100 Kb are usually among the lowest values (second and fourth 
position in the ranking, respectively). Consequently, its performance as a whole showed that the 
quality of the assembly was one of the best, hence being worth testing this tool. 

▪ Active maintenance and recent updated version (released in May 2015), important criteria to 
take into account as, according to Pabinger, S et al.; “the analysis of NGS data is a fast-evolving 
field and tools need to be constantly adapted” [44]. 

 

2.1.1.2. BIOINFORMATICS TOOLS NOT SELECTED TO TEST 

However, because of time limitations and the criteria established for selection (section 2.1.1), some 
other tools could not be not tested. As an example of how the criteria for not selecting a tool were 
applied, one pre-processing tool and one assembler were chosen amongst all the discarded ones. Their 
tasks are next described together with the reasons for not being selected to test. 

➢ EA-utils (Pre-processing tool) 
 
 
 

This trimming tool [16] scans the input reads and attempts to find where the adapters are and which 
the best clipping parametres are (e.g. quality filtering, skewing detection, etc.).  
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It includes different subprograms that can be separately run with different commands depending on 
how the user wants to pre-process his/her sequence data (modular tool). 
 
Basis for not being chosen to be tested: 

 
 

▪ Pabinger, S et al. state that “the analysis of NGS data is a fast-evolving field and tools need to be 
constantly adapted” [44]. Being updated within less than two years was the criterion specified 
in section 2.1.1. As this tool has not been updated since January 2013, this was the main for not 
having been selected to be tested.  

▪ The subprogram this tool has which could provide the user with statistics about the error rate 
an output the variants per position (varcall), an implementation none of the chosen tools to test 
have, does not correctly work in all occasions. It is stated in the project website that this 
subprogram is not yet completed and that sometimes it may fail [70]. Consequently, this was 
one implementation that would be worth testing but, taking into account that it can fail, this 
was the second reason for not having been selected to be tested together with not being 
updated in less than two years. 

➢ Velvet (de novo genome assembler) 
 

 

This genome assembler is thought to be used with very short paired-end reads (25-50 bp), although it 
also gives the alternative to be used with long reads and not necessarily paired-end data. However, it 
does not specify if Velvet is supposed to output such as good results as those obtained with short 
reads. Velvet uses one algorithm (velveth) to create the dataset (i.e. K value/s, kind and format of 
sequence data) that another algorithm (velvetg) will use to build the de Bruijn graphs to assemble the 
reads.  

 
Basis for not being chosen to be tested: 

 
 
 

▪ Velvet is specifically designed to output good results when assembling short reads. This tool only 
guarantees a good assembly with short reads, it does not state the same is expected to happen 
when assembling long reads [21]. As the reads that are going to be used in this project are long 
(length > 350Mbp), this was the most decisive point to not choose Velvet to test. 

▪ It has not been updated since 2011 (5 years). As Pabinger, S et al. state that ”the analysis of NGS 
data is a fast-evolving field and tools need to be constantly adapted” [44] and the criterion 
specified in the section 2.1.1. considers updated tools within less than two years, this was the 
second criterion to not choose Velvet as one of the tools to test. 

 

2. CHOOSING THE ANNOTATION TOOLS TO TEST 

The final step to characterize bacterial isolates is to annotate the bacterial genome previously 
assembled in order to establish taxonomic and functional comparisons. Nowadays, there is a large 
number of available methods for genome annotation of which some are next described. 

The Integrated Microbial Genomes (IMG) [24, 71] uses various tools like the Kyoto Encyclopaedia of 
Genes and Genomes (KEGG), the protein family database (Pfam), MetaCyc, or the Gene Ontology (GO) 
to annotate the genomes as there are microbial genomic data available. Also, this can perform 
comparative analyses with the data submitted by the researchers that have joined the IMG site. A 
variation of this tool, the Integrated Microbial Genomes and Metagenomes (IMG/M) [25], was 
developed to specifically analyse environmental microbial samples and metagenomes. The Rapid 
Annotation using Subsystem Technology (RAST) [26], web service that uses the SEED annotation 
environment [72] server, has been implemented as RASTtk [27] and myRAST [73, 74], two tools that 
can access the SEED server via their desktop applications or command-line.  
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This service analyses bacterial and archaeal genomes by comparing a subsystem-based functional 
annotation (i.e. a collection of genomes can be divided into subsystems and, according to which 
subsystem the genes of interest are, they are analysed and annotated) with a non-subsystem one to 
improve the accuracy of predicted gene-coding sequences, tRNAs, and rRNAs. Afterwards, this tool 
can use its own annotation results to evaluate metabolic pathways. A variant of this tool would be the 
Metagenomics RAST (MG-RAST) [28]. This is used for comparative analysis of metagenomes and 
genomes and gives the users the chance to exchange their results. Genome Annotation Transfer Utility 
(GATU) [32] is a tool which blasts the genome to be annotated against a provided reference genome 
and outputs the final annotation based on the ORFs of the reference genome. It asks the user to 
register in order to use the web server or download the interactive version of the tool. Prokka [30] is 
a software which uses different bioinformatics tools such as BLAST+ to annotate the bacterial 
genomes. Specially, Prokka can use multiple processing cores to speed the process. The Bacterial 
Annotation System (BASys) [33] is an on-line server that compares the input data, which can even be 
raw sequence data, against different databases. Different fields regarding the annotation will be 
output like the genes function, the pathways in which they are involved, etc. Last, JCVI Metagenomics 
Reports (METAREP) [29] is used to annotate the metagenome of short reads or assemblies. Statistical 
tests can be applied to the input data and the results of these analysis can be downloaded from the 
website.  

The initial aim was to test some of these tools with the bacterial assemblies created by using the best 
selected pre-processing tool and the best genome assembler. The main requirements were the same 
that stated in section 2.1.1.: 
 

▪ Freely available, command line, and published tools [44, 45]. They have to be able to run in a 
cluster environment running Linux.  

▪ Recommendations in scientific websites like BioStar [46] or ResearchGate [47] by researchers 
involved in bioinformatics analyses of bacterial sequence data.  

▪ Being a user-friendly bioinformatics tool. This means that the user does not need to look for 
further information about how to use the tool, i.e. the manual or help features are enough to 
understand the tool, nor to modify the code. In short, an easy to learn and use tool.  

▪ Active maintenance, new releases (less than two years), or having been recently developed 
(during the last two years) [44]. This criterion is related to the fact that the number of tools 
that are being nowadays published to analyse sequence data is increasing really fast. 
Therefore, updated tools have been given priority.  

 

 

According to these criteria, most of the tools were not considered as they could not be used as 
command line tools (RAST, IMG, IMG/M, MG-RAST, GATU, MLST, BASys, and METAREP). Only Prokka, 
RASTtk, and myRAST could be run via command-line and seemed to be the best candidates to test and 
include in the pipeline. However, RASTtk had to be discarded because it could only be run as an 
application for mac or through the web application Interactive Remote Invocation Service (IRIS) [27], 
hence not being able to be run in a Linux environment, where this project is carried out. Therefore, 
Prokka and myRAST were the only two tools that could be tested. They both use public databases to 
annotate the genome assemblies based on sequence similarity, but they apply different algorithm and 
strategies which might lead to different annotations of the same genome [75].  
This is an issue that does not only arise when comparing these two tools but with any annotation tool, 
making it hard to decide what is what would make an annotation better than another. Furthermore, it 
does not currently exist any criteria to decide which features should be taken into account or given 
more importance to score a genome annotation. According to this, a scoring method could not be 
established and it was decided to directly choose one of the two annotation tools to include in the final 
pipeline. 
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All the criteria stated above to select an annotation tool were met by both myRAST and Prokka. 
Therefore, it was necessary to compare the main differences between the approaches of their 
corresponding algorithms to decide which one should be chosen to use.   
 

▪ PREVIOUS MODIFICATIONS TO THE INPUT FILES/SCRIPTS TO RUN THE TOOLS 
The protein reference files that can be used as primary annotation source in Prokka have to be 
first modified. In the header of the files, after the ID of the contig, three ‘‘~’’ symbols need to be 
added. Once this is done (manually, via command-line, or using a script with the commands 
needed to perform this task), the files are ready to be used by Prokka. Apart from this, the next 
step for the user would be to choose which options should be added to the command that runs 
Prokka. There are many available options in the documentation of the tool, but the most used 
to annotate the genomes specify (1) the kingdom, (2) genus, and (3) species of the genome to 
annotate; (4) the name that will be given to the output files, (5) the E-value that Prokka should 
use as a threshold when looking for similar sequences in the databases, (6) the path to the 
protein file(s), or if the bacteria are (7) gram positive or gram negative. On the contrary, the 
scripts myRAST has to access the SEED server can be individually used or concatenated in a Perl 
script. These (1) call RNA-encoding genes [76] and/or protein-encoding genes [77], (2) 
determine the functions for each of the gene products [78], and finally (3) output an initial 
metabolic reconstruction and a file containing those that have not been placed in any subsystem 
[79]. 

▪ TIME TO OUTPUT THE GENOME ANNOTATION 
Prokka can output the annotated genomes in around 10 minutes [30] while using the SEED 
server through the scripts provided by the myRAST application would take between 12 and 24 
hours to output the annotated genomes [26]. 

▪ PROVIDING THE USER WITH DOWNSTREAM FILES  
Prokka outputs a wide variety of files for downstream use such as genome “.fasta” files, protein 
“.fasta” files, “.gff” files, “.gb” files and, “.sequin” files which facilitate submitting the genomes 
to databases like GenBank, for instance. However, myRAST does not output standard “.gff” or 
“.gb” files but a tab separated file with the annotation results. 

 
With regards to these three considerations, the modifications may take the same for both myRAST and 
Prokka. However, generating the annotated genomes in only 10 minutes and providing the user with 
different downstream files for further analysis, makes Prokka the tool selected to annotate the 
genomes in this project. Consequently, once both the best pre-processing tool and the best genome 
assembler were determined, Prokka would be used to annotate the final de novo assembled genomes.  
 

2.2. TESTING THE CHOSEN BIOINFORMATICS TOOLS 

Taking only the final selected bioinformatics tools into account, all the possible combinations regarding 
the pre-processing tools and the different genome assemblers were tested. Table 2 illustrates which 
combinations were tested. The annotation tool Prokka is not included in the combinations as this was 
only going to be used with the output genome assembly by the combination of tools that showed the 
best performance. 
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Table 2. Combinations of the bioinformatics tools that were tested with the bacterial sequence data 

that include the pre-processing tools and the genome assemblers.  

Combination Tools tested 

Combination 1 TrimGalore! (pre-processing the sequence data) + SPAdes (de novo genome assembly) 
Combination 2 TrimGalore! (pre-processing the sequence data) + SGA (de novo genome assembly) 
Combination 3 TrimGalore! (pre-processing the sequence data) + ABySS (de novo genome assembly) 
Combination 4 PathoQC (pre-processing the sequence data) + SPAdes (de novo genome assembly) 
Combination 5 PathoQC (pre-processing the sequence data) + SGA (de novo genome assembly) 
Combination 6 PathoQC (pre-processing the sequence data)  + ABySS (de novo genome assembly) 
Combination 7 Trimmomatic (pre-processing the sequence data)  + SPAdes (de novo genome assembly) 
Combination 8 Trimmomatic (pre-processing the sequence data)  + SGA (de novo genome assembly) 
Combination 9 Trimmomatic (pre-processing the sequence data)  + ABySS (de novo genome assembly) 
Combination 10 A5-miseq (pre-processing the sequence data and de novo genome assembly) 

 

2.2.1. SAMPLES USED FOR THE TESTING 

In order to test the 10 combinations described in the previous Table 2, four sequenced strains (paired-
end data) were used, two reference strains and two experimental strains. The reference strains, from 
the ATCC international reference strain collection, have been collected from reliable sources, typed 
carefully, and are worldwide used as type strains when identifying the species of experimental or 
clinical isolates [80]. The reason of deciding to include these was that the genome sequences for these 
strains were already published, thus it was possible to know how the assemblies should look like. The 
four strains were:  
 

- Reference strain MM2-3 (Lactobacillus reuteri) 
The complete reference genome for this species is available in the genome database at the NCBI 
website: Lactobacillus reuteri DSM 20016 (NC_009513.1). 

- Reference strain MM4-1A (Lactobacillus reuteri) 
This draft genome (not complete) can be found at the NCBI website in the genome database under 
the ID “NZ_ACGX02000007.1”. Since it is of the same species as MM2-3, this genome could also 
be used as reference (Lactobacillus reuteri DSM 20016, ID: NC_009513.1). 

- Experimental strains: 209 and 306  
The only information available about these strains was their genus: Lactobacillus. This means that 
their reference genomes were not previously known because the bacterial species were not 
known. They were randomly picked from a larger set of experimental strains, which will be 
described in later sections. 

 

The reason for using MM2-3 and MM4-1A as reference strains was to have controls with known 
genomes for the quality assessment of the de novo assemblies. The species of the experimental strains 
(209 and 306) nor their reference genomes against which compare the de novo assemblies were 
known, although the reference genome could be inferred by analysing the 16S rRNA sequence [81]. 
They have been described in Table 3. 
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Table 3. Samples used to test the bioinformatics tools.  

Strains  Reference(*)/Experimental(**) Reference genome (NCBI website) 

MM2-3  Reference strain: Lactobacillus reuteri Lactobacillus reuteri DSM 20016, NC_009513.1 

MM4-1A  Reference strain: Lactobacillus reuteri Lactobacillus reuteri DSM 20016, NC_009513.1 

206 Experimental strain: unknown Lactobacillus spp.  Not known 
309 Experimental strain: unknown Lactobacillus spp.  Not known 

(*) Reference: It is previously known which species the genome is and its reference genome (i.e. this can be found in the NCBI). 
(**) Experimental: The species of the genome nor its reference genome are previously known. 

 
Each tool was used with the parametres and additional options that were suggested in their 
corresponding manuals to use when working with paired-end data. If specific values were used for a 
task that was performed by all the tools tested (e.g. the minimum read length that should be kept 
during the pre-processing step), the same values were used in all the tools in order to keep consistency 
with the conditions and avoid biases in the output data.  
 

2.2.2. TESTING THE CHOSEN PRE-PROCESSING TOOLS 

➢ Trimmomatic 
 

The command that was used contains the following information: 
 

a) The path to the location of the “.jar” file that has to be executed to run Trimmomatic. 
b) The path to the first and the second read (in “.fastq” format). 
c) The Phred offset set to 33: -phred33. 
d) The path to where the log file should be saved. 
e) The path to where the output files should be saved. These are (1) the paired-end first read, (2) 

the paired-end second read, (3) the unpaired first read, and (4) the unpaired second read. 
f) The location of the file containing the sequence of the Illumina adapters, which are the 

following: 
- Universal (first 13 bp): AGATCGGAAGAGC. 
- Universal (complete): AGATCGGAAGAGCGTCGTGTAGGGAAAGAGTGTA. 
- TruSeq: GATCGGAAGAGCACACGTCTGAACTCCAGTCAC. 
- TruSeq: ATCGGAAGAGCACACGTCTGAACTCCAGTCAC. 

 

Subsequently, the threshold values regarding: 
- The number of mismatches allowed when looking for seed matches: 1. 
- The values for the palindrome and single clipping mode that, if reached, would cause the 

seeds to be extended and clipped: 30 for palindrome mode and 10 for single mode. 
g) The quality score used as a threshold to trim the leading and trailing low quality N bases: 3. 
h) The number of bases to scan the read (4) and cut it if the average quality per bases decreases to 

a specific score (15). 
i) The minimum read length: 30. 

 

The command has this general structure:  
 

java -jar trimmomatic-0.36.jar PE -phred33 –trimlog <log_file_name> \ 

<read_1>.fastq <read_2>.fastq <read_1_paired_out>.fq.gz \ 

<read_1_unpaired_out>.fq.gz <read_2_paired_out>.fq.gz \ 

<read_2_unpaired_out>.fq.gz \ 

ILLUMINACLIP:<path_to_adaptersfile>.fa:1:30:10 LEADING:3 TRAILING:3 \ 

SLIDINGWINDOW:4:15 MINLEN:30'  
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➢ TrimGalore! 
 

The command that was used contains the following parameters: 
 

a) The path to the location of the executable (”trim_galore”) that runs TrimGalore!. 
b) The score to trim the low-quality end bases from the reads: 30. 
c) The flag to run FastQC once the trimming is over: --fastqc. 
d) The flag to specify the kind of adapter sequence used in order to be trimmed: --illumina.  

In this case, the first 13 bp of the Illumina universal adapter ’AGATCGGAAGAGC’ is searched and, 
if found, the sequence is trimmed. 

e) The flag to keep the output files uncompressed: --dont_gzip.  
f) The minimum read length: 30. 
g) The flag to keep and not discard the unpaired-end reads (both for the first and the second read): 

--retain_unpaired. 
h) The path to the output directory where all the files will be saved. 

 

The command has this general structure:  
 

trim_galore --quality 30 --fastqc --illumina --dont_gzip --length 30 \ 

--paired --retain_unpaired --output_dir <output_directory_name> \ 

<read_1>.fastq <read_2>.fastq 
 

➢ PathoQC 
 

The command that was used contains the following parametres: 
 

a) The path to the location of the Python script that runs PathoQC (“pathoqc.py”). 
b) The path to the first and the second sequence reads (in “.fastq” format). 
c) The flag that specifies that the reads have been sequenced with an Illumina platform: -s Illumina 
d) The Phred offset: 33. 
e) The minimum read length: 30. 
f) The flag to use the first 13 bp of the Illumina universal adapter for both of the sequence reads:                                                                                                                                   

 -a AGATCGGAAGAGC  
 -a2 AGATCGGAAGAGC 

g) The threshold to trim the low-quality end bases from the reads: 30. 
h) The path to the output directory where all the files will be saved. 

 

The command has this general structure:  
 

pathoqc.py -1 <read_1>.fastq -2 <read_2>.fastq -s Illumina –t 33 –q 3 \ 

-m 30 -a AGATCGGAAGAGC -a2 AGATCGGAAGAGC --derep1 –o \ 

<path_to_output_directory>  

gzip -d pathoqc_SPAdes/*_pathoqc/*.gz 
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Table 4 summarises the comparison of the pre-processing tools tested: 
 

Table 4. Comparison of the pre-processing tools tested. 
 

Tool 
 

Scripting 
language 

 

PE(*) 
data 

 

Illumina 
 

Keep 
unp(**) 
reads 

 

> 1  

adap/read(***) 

 

Quality 
trimming 

 

FastQC 
control 
assess- 
ment 
output 

 

Parallel 

 

Trimmomatic  
 

Java 
 

Yes 
 

Yes 
 

No  
 

Yes 
 

Yes(2) 
 

No 
 

Yes 

TrimGalore! Python Yes Yes Yes No(1) Yes(3)  Yes Yes(5) 

PathoQC Python Yes Yes Yes No(1) Yes(4) No Yes 

 

 

(*) Paired-end data. 
(**) Keep unpaired reads. 
(***) More than one adapter sequence per read.  

 
(1) Only one adapter sequence/read. 
(2) Gets rid of low quality bases, short reads, and has a sliding window that scans the reads and cuts it if the average quality per bases 

decreases to a specific score. 
(3) Gets rid of low quality bases and short reads. 
(4) Gets rid of low quality bases and short reads.  

(5) The tool itself cannot be parallelized but a script was used to do it.  

 
 

2.2.3. TESTING THE CHOSEN DE NOVO GENOME ASSEMBLERS 

➢ A5-miseq 
 

The command that was used contains the following parameters: 
 

a) The path to the location of the Perl script that runs A5-miseq (“a5_pipeline.pl”). 
b) The path to the first and the second sequence reads (in “.fastq” format). 
c) The name of the strain of the sequence reads that will be used to name the output files. 

 

The command has this general structure:  
 

a5_pipeline.pl <read_1>.fastq <read_2>.fastq <strain_name> 

However, the commands the a5_pipeline uses to run Trimmomatic and SGA (pre-processing) or IDBA-
UD and SSPACE (de novo assembly) are also important to take into account. They have been previously 
explained in the “Pipeline: reads trimming, quality filtering, error correction, and de novo genome 
assembly” section, thus only the corresponding commands are going to be next described: 

 

• Trimmomatic 
The command A5-miseq uses is the following: 
 

java -jar <path_to_trimmomatic_file>/trimmomatic.jar SE -threads 4 \  

<phred_depending_on_input_data__33_or_64> <both_read_1_read_2>.fastq \ 

<both_read_1_read_2_paired_out>.fastq \ 

ILLUMINACLIP:<path_to_adapters_file>:2:30:10 LEADING:3 TRAILING:3 \ 

SLIDINGWINDOW:4:15 MINLEN:36 
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The adapters Trimmomatic uses in A5-miseq are: 
 

- Nextera V2: AGATGTGTATAAGAGACAG. 
- Trans1 Nextera V2: TCGTCGGCAGCGTCAGATGTGTATAAGAGACAG. 
- Trans1 Nextera V2 rc: CTGTCTCTTATACACATCTGACGCTGCCGACGA. 
- Trans2 Nextera V2: GTCTCGTGGGCTCGGAGATGTGTATAAGAGACAG. 
- Trans2 Nextera V2 rc: CTGTCTCTTATACACATCTCCGAGCCCACGAGAC. 
- Nextera V1: GCCTTGCCAGCCCGCTCAGAGATGTGTATAAGAGACAG. 
- NexteraV1 1 rc: CTGTCTCTTATACACATCTCTGAGCGGGCTGGCAAGGC. 
- NexteraV1 2: GCCTCCCTCGCGCCATCAGAGATGTGTATAAGAGACAG. 
- NexteraV1 2 rc: CTGTCTCTTATACACATCTCTGATGGCGCGAGGGAGGC. 
- TruSeq3: TACACTCTTTCCCTACACGACGCTCTTCCGATCT. 
- TruSeq3 2: GTGACTGGAGTTCAGACGTGTGCTCTTCCGATCT. 
- TruSeq3 rc: AGATCGGAAGAGCGTCGTGTAGGGAAAGAGTGTA. 
- TruSeq3 2 rc: AGATCGGAAGAGCACACGTCTGAACTCCAGTCAC. 
- TruSeq2: TACACTCTTTCCCTACACGACGCTCTTCCGATCT. 
- TruSeq2 2: TCTCGGCATTCCTGCTGAACCGCTCTTCCGATCT. 
- PCR Primer2 TruSeq2: TCTCGGCATTCCTGCTGAACCGCTCTTCCGATCT. 
- PCR Primer2 TruSeq2 rc: AGATCGGAAGAGCGGTTCAGCAGGAATGCCGAGA. 
- Flow cell 1: TTTTTTTTTTAATGATACGGCGACCACCGAGATCTACAC. 
- Flow cell 2: TTTTTTTTTTCAAGCAGAAGACGGCATACGA. 

 

• SGA 
Two subprograms are used to (1) pre-process the data and then to (2) error-correct the output 
pre-processed reads. The commands needed are, respectively, the following: 
 

sga preprocess –q 25 –f 20 –m 35  --pe-mode=0 \ 
<trimmomatic_output_paired_reads>.fastq 

 

sga correct –t 4 –p <prefix_for_output_files> -o <output_file_name> \ 

<output_pre_processed_files_from_sga_preprocess_subprogram> \ 

<library_with_corrected_reads> 
 

Note that the flag --pe-mode=0 will take only one input file which, in this case, A5-miseq 
prepared to contain both the first and the second reads.  

 

• IDBA-UD 
The command A5-miseq uses is the following: 

 

idba_ud --num_threads 4 –r \ 

<pre_processed_and_error_corrected_paired_end_reads> \ 

<pre_processed_and_error_corrected_unpaired_end_reads> \ 

-o <output_directory_name> --mink 35 --maxk <maximum_Kmer> \     

--min_pairs 2  
  

As it has been explained before, the maximum Kmer will depend on an internal calculation of an 
algorithm A5-miseq uses according to the coverage and length of every read. 

 
➢ SPAdes 
 

The command that was used contains the following information: 
 

a) The path to the location of the Python script that runs SPAdes (”spades.py”). 
b) The length of the Kmers that are going to be used. 
c) The flag that runs “MismatchCorrector”, a tool that aims to reduce the number of mismatches 

and short indels in the final contigs and scaffolds: --careful. 
d) The path to the pre-processed paired end reads and pre-processed unpaired reads. 
e) The path to the output directory where all the files will be saved. 
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The command has this general structure:  
 

spades.py -k 21,33,55,77,99,127 --careful --pe1-1 <paired_read_1>.fastq \ 

--pe1-2 <paired_read_2>.fastq --pe1-s <unpaired_read_1>.fastq --pe1-s \ 

<unpaired_read_2>.fastq -o <output_directory_location> 
 
 

➢ SGA 
 

The SGA command runs different subprograms (based on the examples provided and the 
documentation). Due to its extension, a sample of the script file used to run SGA can be found in the 
Appendix A. As this sample script contains many comments about what every subprogram does and 
the workflow of the tasks is easy to follow, the subprograms used will be subsequently mentioned in 
the order they are called but not explained. Address to the Appendix A for more information, if needed. 
 

a) Pre-process subprogram 
b) Index subprogram 
c) Correct subprogram 
d) Filter subprogram 
e) Stats subprogram 
f) Overlap subprogram 
g) Assemble subprogram 
h) BWA (not a subprogram but a tool called by SGA at this point to index and align the previously 

generated contig files in step ”g”) 
i) Sga-bam2de.pl script 
j) Sga-astat.py script 
k) Scaffold subprogram 
l) Scaffold2fasta subprogram 

 

➢ ABySS 
 

Two commands were used to run this tool. The first command contains the following information: 
 

a) The path to the ABySS executable (first command). 
b) The Kmer that is going to be used (first command). 
c) The name that will be used for the output files (first command). 
d) The path to the pre-processed sequence reads (first command). 
 

The second command was used to get the stats of the contigs assembled for each Kmer value and 
contains the following information: 
 

a) The path to the output files depending on the Kmer used. 
b) The name of the output file where the stats will be written.  

 

Commands that should be used: 
 

abyss-pe k=<Kmer_value> name=<name_of_output_files> \ 

in=''<pre_processed_read_1>.fastq  <pre_processed_read_2>.fastq'' 

abyss-fac <contigs_file.fa> >> <name_of_stats_file>.txt  
 

It is important to note that this command should be run once per Kmer tested (21, 33, 55, 77, 99, 127). 
However, ABySS developed a shell snippet that can internalize all these commands in a single loop. 
The code that was then used to run ABySS in this loop is the following: 

 

export k 

for k in {21, 33, 55, 77}; do 

mkdir k$k 

abyss-pe –C k$k name=<name_of_output_files> 

in=''<pre_processed_read_1>.fastq  <pre_processed_read_2>.fastq'' 

abyss-fac <contigs_file.fa> >> <name_of_stats_file>.txt  

done 
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Table 5 summarises a comparison of the genome assemblers: 
 

Table 5. Comparison of the genome assemblers tested. 
 

Tool 
 

Scripting 
language 

 

PE(*) 
data 

 

Parallel 
 

Pre-
processing 

 

Error 
correction 

 

De Bruijn 
graphs 

 

Mismatch 
correction 

 

Outputs 
only the 
best 
assembly
(**) 

 

A5-miseq 
 

Perl 
 

Yes 
 

Some 
steps(***) 

 

Yes (1)  
 

Yes (2) 
 

Yes (4) 
 

No 
 

Yes 

SPAdes Python Yes No No Yes (3) Yes, but 
only 
one(****)  

Yes (5) Yes 

SGA C++/ 
Python 
scripts 

Yes Yes Yes (1) Yes (2) No, 
string 
graphs 

No No 

ABySS C++ Yes Yes No No Yes No No 

 

 

(*) Paired-end data. 
(**) Not all the assemblies that resulted when using all the Kmers during the assembly step will be output, only the best one. 
(***) Using the “--threads” option and the OMP_NUM_THREADS environment variable. 
(****) After getting the first de Bruijn graph, this applies an algorithm that uses the length and the coverage of the sequences of the reads 

to continue the assembly. 
 
(1) SGA preprocess. 
(2) SGA correct. 
(3) BayesHammer. 
(4) Modified IDBA-UD version with its own contig assembly algorithm. 
(5) MismatchCorrector. 
 

 EVALUATON OF THE TESTED BIOINFORMATICS TOOLS

The pre-processed reads and the final de novo genome assemblies that were generated after the 
combinations of the tools stated in Table 2 were evaluated as it is next described: 
 

EVALUATION OF THE TESTED PRE-PROCESSING TOOLS

The quality of the pre-processed bacterial sequence data was assessed with FastQC. There are twelve 
features that this tool takes into account (see section 2.1.1.1.1. for detailed information): 

 

1) Basic statistics    7) Per base N content 
2) Per base sequence quality   8) Per sequence GC content 
3) Per tile sequence quality    9) Sequence length distribution 
4) Per sequence quality scores  10) Sequence duplication levels 
5) Per base sequence content  11) Overrepresented sequences 
6) Adapter content  12) Kmer content 

 
A report is generated by FastQC for each of the pre-processed reads (forward and reverse). This tool 
scores each feature evaluated as (1) a green tick if the input reads are considered to be fine and the 
test has been passed, (2) an orange exclamation mark if something is considered to be revised and the 
test has raised a warning, and (3) a red cross if they are considered to be problematic and the test has 
failed.  
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Currently, it does not exist any guideline in which is specified that any feature of the ones evaluated 
by FastQC should be considered more important than another. Furthermore, there is not any numeric 
scoring method detailed in the FastQC report; only the green tick, the orange exclamation, and the red 
cross described above. Consequently, a numerical scoring method had to be established in order to be 
able to compare the performance of the tested tools. As there is not any feature to which give more 
importance when evaluated, the scoring has not been weighted and the features have been treated 
equally important when scored. Based on this and the significance that FastQC assigned to the colours 
used in its scoring method (green = good, orange = warning, and red = failure), the numerical scoring 
to assess the quality of each pre-processed read has been established as: 

 
 

▪ Green tick in the feature evaluated per strain and per read = 1 point. 
▪ Orange exclamation mark in the feature evaluated per strain and per read = 0.5 points. 
▪ Red cross in the feature evaluated per strain and per read = 0 points. 

 
As it has been previously explained, four bacterial strains (two reference strains and two experimental 
strains) were used to test the selected pre-processing tools: Trimmomatic (alone), Trimmomatic+SGA 
(pre-processing step carried out by A5-miseq), TrimGalore!, and PathoQC. Noteworthy is that all the 
final files output by these tools were the pre-processed reads used for this control assessment except 
for the ones output by A5-miseq. Its final output are de novo assemblies, hence being the intermediate 
files the ones used for this quality control as they are generated after using Trimmomatic and SGA 
(pre-processing step). The points every tool received per feature, per read, and for all the four strains 
were summed up. E.g. the points given to the FastQC evaluation of the pre-processed 206-read1, 309-
read1, MM4-1A-read1, and MM2-3-R1-read1 by Trimmomatic were summed up (and the same was 
done for the rest of the tools per read and for the four strains). As the maximum score received per 
strain, per feature, and per read for every tool is 1 point, the maximum score for the four strains is 4. 
Taking this into account, the process that was carried out is the following: 

 

1. To sum up the points every tool received for the four strains per feature and per read. Note that 
the points given to the pre-processed first reads according to the FastQC assessment are 
independent from the pre-processed second reads. 

2. To divide the previously value obtained into 4 as this is the maximum score that can be reached 
after summing up all the points of the four strains per tool, per feature, and per read.  

3. To calculate the percentage. 
4. To plot the results to easily compare the performance of each tool per read and per feature.  

 

2.3.2. EVALUATION OF THE TESTED DE NOVO GENOME ASSEMBLERS 

A5-miseq is the only tested genome assembler that outputs a final de novo genome assembly, i.e. this 
assembly does not have be later filtered. This is because of the additional filters regarding the coverage 
and the length of the sequences this pipeline uses. Since the other tools do not include an algorithm 
like the one A5-miseq uses, they need to be filtered. For SPAdes, an existing script that filters the 
scaffold files output with regards to their length and their coverage value was used for this purpose. 
SPAdes output “.fasta” files have the length and the coverage for each contig written in the 
corresponding header line (e.g. “>NODE_1_length_108833_cov_65.8524_ID_477”), which the filtering 
script uses to extract this information. However, the header lines in the scaffold files generated by SGA 
(e.g. “>scaffold-0 514”) and ABySS (e.g. “>1260 4126 750820 146-,...,1246+”) do not include both of 
these values for each contig, only the length. Consequently, one of the scripts provided by BBmap [82], 
“pileup.sh”, had to be run in order to generate a report where the coverage was stated for each of the 
contigs contained in the scaffold files output by SGA and ABySS.  
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Based on the report file that the script “pileup.sh” generates, two Perl scripts (one for the scaffold files 
generated by SGA and another one for those generated by ABySS) that can be found in the Appendix 
B were written in order: 
 

a) To extract the coverage per contig from the report file output by “pileup.sh”. 
b) To add it to the header of the corresponding contig in the scaffold file that was being read. 
c) To generate a new scaffold file with the modified headers containing both the length and the 

coverage of each contig.  
E.g. SGA: Header line in the SGA file before modification, “>scaffold-0 514”, and after 
modification, “>scaffold-0 514 175.3054”.  
E.g. ABySS: Header line in the ABySS file before modification, “>1260 4126 750820 146-
,...,1246+”, and after modification, “>1260  4126 97.3030”. 

 

After having generated the new scaffold files with the modified header lines, the existing script that 
had been written to filter the scaffold files output by SPAdes was modified. The positions where the 
length and the coverage were in the header of the files output by SPAdes (3 and 5, respectively) were 
not the same in the modified SGA and ABySS scaffold files (1 and 2, respectively). Therefore, the 
filtering script was modified twice in order to read the specific format of the headers of the files 
generated by SGA and ABySS and to correctly extract length and coverage values. The rest of the code 
was kept in its original form. The algorithm applied for this filtering purpose follows the next rules: 

 

1. Length 
Contigs with less than 500 bases (length cut-off) are not considered and not included in the final 
scaffold file. 

 

2. Coverage 
The next steps are followed to filter the contigs according to a coverage cut-off: 

 

a) The headers of the 10 longest contigs contained in the scaffold file are kept in an array 
and sorted from the longest contig to the shortest using the length value from the header 
line.  

b) As the header lines contain the coverage value of the contigs, this is extracted and saved 
in an array. 

c) The coverage values of the 10 longest contigs are sorted. Then the median is calculated 
and used as the coverage cut-off. 

 

With regards to these conditions, only those contigs that have more than 500 bases and their coverage 
is equal or higher than the coverage cut-off will be kept in the final filtered scaffold file. This algorithm 
was applied to all the contigs generated by the different genome assemblers but using the 
corresponding script depending on the format of the scaffold file, i.e. one script for the files output by 
SPAdes, another one for those output by ABySS, and a third one for those output by SGA. 

 
Once the filtering was finished, the quality of all the final assemblies generated by all the tested 
genome assemblers could be assessed as they had been then filtered according to the contigs length 
and coverage. QUAST [83] was the bioinformatics tool chosen to assess the quality of the de novo 
assemblies. QUAST needs the reference genome of the strain as it is used as a pattern to compare the 
de novo assembly. According to the similarities and differences QUAST finds, the quality of the de novo 
assembly would be determined. However, sometimes the de novo assembly might not have the contigs 
in the same order and direction than the reference genome has [84]. In order to avoid this and get an 
as biologically correct draft genome as possible, the reference genome, if this is complete, was used 
as a pattern to reorder the contigs of the de novo assembly by using the bioinformatics tool Mauve 
[85, 86] before computing the quality assessment. This step was only carried out if the reference 
genome was complete. This is because the contigs of the reference genome used as a pattern against 
the assembly is aligned do not have any gaps nor there are missing contigs, which would negatively 
affect the reordering of the de novo assembly if it was the case.  
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According to this, only those assemblies which reference genome was complete could have their 
contigs reordered and, in the subsequent annotation step, the order of annotated features would 
follow the one in the reference genome used. Once this step had finished, QUAST was run. This tool 
aligns the de novo assemblies against their corresponding given reference genomes and outputs a 
summary report containing the statistics that evaluate the quality of the de novo assemblies. It also 
generates a “.svg” file that shows the alignment of all the de novo assemblies output by the different 
genome assemblers aligned against the given reference genome. As an example, a “.svg” file output 
by QUAST regarding the alignment of the assemblies generated by each of the 10 combinations tested 
(see Table 2) against a reference genome has been attached in Figure 15.  The contigs belong to the 
assemblies of the bacterial reference strain MM2-3 and the reference genome used is Lactobacillus 
reuteri DSM 20016. 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  
 
 

 
 

According to Figure 15, blue and green colours are contigs that perfectly align to the reference genome 
but the boundaries of the first also agree in at least half of the assemblies. However, orange and red 
contigs show misassemblies, being the orange ones those which boundaries agree in at least half of 
the assemblies. Therefore, the more blue contigs and the less red contigs an assembly has, the better 
quality this is supposed to have been assessed by QUAST. Furthermore, this tool can use another 
assessment tool, GAGE [87], to add new statistics regarding the assemblies. QUAST will filter the 
contigs by a threshold given by the GAGE algorithm and then run GAGE in order to output additional 
statistics based on that. Therefore, the default summary report output by QUAST (assembly statistics 
and plots) will have a new page for the GAGE statistics if this mode is selected by the user to be applied. 
Noteworthy is that not all the features statistically evaluated are afterwards plotted in the summary 
report. Those that appear in the report have been described in Table 6 and an image referring to the 
explained plots has also been attached as an example. These plots correspond to the QUAST results 
when analysing the assemblies of the bacterial sample tagged as MM2-3. 

Figure 15. QUAST output regarding the alignment of the assemblies of the contigs of the bacterial sample MM2-3 

generated by the combination of different tools against the reference genome Lactobacillus reuteri DSM 20016. This 

plot shows the quality of the assemblies in terms of how good they align to a given reference genome. This has been 

assessed depending on the colour the contigs have. On the one hand, contigs that perfectly align to the reference 

genome can be coloured blue or green. They are blue if the boundaries agree in at least half of the assemblies while, if 

they do not, they are coloured green. On the other hand, the misassembled contigs are coloured orange or red. Those 

coloured orange agree in at least half of the assemblies while the red contigs do not. 
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Table 6. Explanation of the content of the plots included in the summary report output by QUAST. 

The corresponding plots attached are those that resulted when analysing the assemblies of the 

bacterial sample tagged as MM2-3. 

Methods Description 
 
 

Cumulative length 

 

This shows how the length of the contigs are growing, from largest to smallest.  
  
 
 

 

 

 

 

 
 
 

 

 

 

 

GC content This shows how the GC content (the result of dividing the number of G and C 
nucleotides into the length of an assembly) is distributed in the contigs of an assembly.  
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Nx This shows how N50 and N75 values (the length for which all contigs included between 
this length and a higher one covers minimum 50% or 75% of an assembly, respectively) 
vary in a range of 0-100%.  
 
 
 

 
 

  
 
 
 
 

NGx This shows how NG50 and N75 values (the length for which all contigs included 
between this length and a higher one covers 50% or 75% of the reference genome 
provided, respectively) vary in a range of 0-100%. The plot regarding the assembled 
MM4-1A bacterial sample is next shown as an example. 
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Misassemblies This shows the percentage of misassemblies in terms of relocations in the genome per 
assembly evaluated. Note that, if the name of the labels are long, they will be 
overlapped. The other graphs can be checked as the same order is always followed. To 
clarify the order of the labels plotted in the graph attached, they are next mentioned: 
A5-miseq, TrimGalore! + SPAdes, PathoQC + SPAdes, Trimmomatic + SPAdes, 
TrimGalore! + SGA, PathoQC + SGA, Trimmomatic + SGA, TrimGalore! + ABySS, PathoQC 
+ ABySS, Trimmomatic + ABySS 
 
 

 

  
 

Cumulative length  
(aligned contigs) 

This shows how the blocks of contigs have been aligned to the reference genome 
provided from largest to smallest. 
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NAx This shows how NA50, NA75 values (aligned (this is the reason of having an A after the 
N) blocks to the reference genome given by the user covering 50% or 75% of it, 
respectively) vary in a range of 0-100%. 
 
 
 

 

 

  
NGAx This shows how NGA50, NGA75 values (aligned blocks to the reference genome given 

by the user covering 50% or 75% of it, respectively) vary in a range of 0-100%.  
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Genome fraction This shows how many bases (in percentage) have been aligned to the reference genome 
provided by the user.  
 
 

 
These graphs help to visually understand which genome assemblers may perform better. However, in 
order to carry out the scoring, the values obtained in the features that are going to be next described 
and can be found in the first and second page of the QUAST report were considered: 
 

a) Number of contigs 
The less number of contigs, the less fragmented the assembly will be, and the better the quality 
of the assembly is expected to be. 

b) N50 
The highest the length that covers at least half of the assembly, the better the assembly is 
expected to be. 

c) NG50 
The highest the length that covers half of the reference genome provided, the better the 
assembly is thought to be. 

d) Corrected N50 
When the GAGE mode is on, GAGE statistics are output and this is one of the features evaluated.  
First GAGE finds the errors in the contigs and scaffolds, breaks them at these points, corrects 
them, and then recalculates the N50. The result is the “corrected N50”.  Therefore, according to 
the description of N50, the higher the corrected N50 value, the better the assembly will be. 

e) Compressed reference bases 
This is also reported in the GAGE statistics and refers to the number of bases of the assembly 
that are also found in the reference genome given. Therefore, the higher this value is, the better 
the assembly is supposed to be as it resembles more to the reference genome used for the 
alignment. 

f) Misassemblies 
The less misassemblies (relocations, translocations, or inversions) an assembly has, the better 
this is thought to be as less errors are expected to be in the de novo assembly. 
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g) Indels length 
The shorter the indels are, the better the final assembly is thought to have been generated as 
less errors are expected to have been made when assembling the contigs. 

h) Unaligned contigs 
The less unaligned contigs, the better the quality of the contigs generated, and the better the 
assembly is thought to be. 

i) Genome fraction 
The highest the percentage of the genome is in the assembly, the better the quality of the 
assembly is as more genes are thought to be found in the final assembly. 

 

For every strain (MM2-3, MM4-1A, 206, and 309), the scoring and the ranking were carried out as it is 
described in the following sections. 
 
At present, there is not any guideline nor published paper in which the features to assign the quality 
of the de novo assemblies are given more or less importance when compared one to another. Apart 
from this, any scoring method has been established yet. In the published papers in which the quality 
of the de novo assemblies output by different genome assemblers is compared, like in the paper 
written by the developers of SPAdes [19], only the best values regarding the features compared are 
highlighted in bold. However, any scoring is specified and only the strengths and weaknesses of every 
assembler are described regarding the features evaluated. As this is the same situation that was faced 
when having to decide which genome assemblers had to be tested, the same scoring method was 
established, which the features were treated equally important and not weighted. A detailed 
description of the scoring has been previously given in the section 2.1.1.1.2, but it can be summarised 
as:  

 
1. Giving to an assembler the maximum score (3 points) for a feature if the value for its output de 

novo assembly is the best one.  
2. Giving to an assembler the minimum score (0 points) for a feature if the value for its output de 

novo assembly is the worst one.  
3. Calculating the average value between the worst and the best values and using the result as a 

threshold to give 1 or 2 points to the assemblers. Then, giving to an assembler 1 point for a 
feature if the value for its output de novo assembly is equal or lower than the calculated average 
and 2 points if this value is higher than the calculated average.   

 
Once the scoring was finished for all the de novo assemblies output for each strain and taking into 
account the 9 features evaluated for all the genome assemblers tested, the next steps were followed: 

 

▪ For every de novo assembly, the points received per feature and per genome assembler were 
summed up.  

▪ The maximum score that could be achieved was 27 (9 features and the maximum number of 
points a feature can receive is 3). 

 
In the end, the genome assembler that had the best scores with regards to the quality of the de novo 
assemblies of the four strains tested was selected and included in the pipeline. 
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2.4. MANUAL CHARACTERIZATION OF THE BACTERIAL ISOLATES STEP BY STEP 

Once the combination that includes the pre-processing tool and the genome assembler that best 
proved to perform had been selected, the whole data set with the experimental strains and the two 
reference strains was going to be used. These two reference strains and two of the experimental 
strains (see Table 3) had already been used to test the tools but were also included in the whole 
analysis as establishing taxonomic and phylogenetic comparisons had to be done for all the strains of 
the data set. After pre-processing and de novo assembling the reads of the strains with the selected 
tools, the output de novo assembly had to be annotated with Prokka. However, in order to run Prokka, 
a reference genome is needed and the species of the strains were not known. Consequently, a first 
manual search was done in order to find the best reference genome, which consisted of the following 
steps: 
 

a) To extract the 16S rRNA using Barrnap [88]. 
b) To use the output file from Barrnap, in ‘‘.gff’’ format, to screen 16S rRNA databases that could 

match the sequence provided. Specifically, the SILVA database for small (16S/18S) rRNA [89, 90] 
was screened by using the SILVA Incremental Aligner (SINA) [91] tool provided. 

c) To note down in an excel file the results regarding the matched genomes to the 16S rRNA 
sequences provided to SINA for each sample. This can be found in the supplementary file 
‘‘Summary_SINA_reference_genomes.xlsx’’.  

d) To search in the genome database in the NCBI for the reference genome according to the SINA 
results. If there was not a reference genome, a representative genome was searched and 
chosen. In case that no representative nor reference genomes were found in the database, then 
the first genome that appeared in the list was chosen (this is considered to be then as the 
reference genome).  

e) To download the corresponding protein files (‘‘.faa’’) and genome files (‘‘.fna’’). The genome 
files are going to be needed in QUAST when assessing the quality of the final assembly and the 
protein files are going to be needed by Prokka.  

 
Sometimes, the BLAST results referred to more than one reference genome which belonged to 
different species and they even had the same scoring with regards to the alignment against the query 
sample. Therefore, in order to make sure that the first result was the most suitable genome to use as 
a reference genome, all the genome files of the different possible reference genomes (the first five 
best alignments output by SINA with the same alignment scoring) were downloaded and aligned 
against the query samples with QUAST. Note that, if the reference genome was complete, the contigs 
of the de novo assemblies were previously reordered with Mauve according to the alignment against 
it. The summary report file output by QUAST together with the alignment file (‘‘.svg’’ format) helped 
to identify the most suitable reference genome, which turned out to be in all cases the first one that 
appeared in the list output by SINA. The rest did not show a proper alignment in the “.svg” file and the 
percentage of the genome was really low. After following this procedure, the search for the reference 
genome and the results with QUAST led to the identification of the reference genomes attached in 
Table 7. 
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Table 7. Reference genomes found to match the query bacterial samples. 

Reference genome (*) Strains  

Lactobacillus antri DSM 16041 (unc) KX146A4 
Lactobacillus paracasei ATCC 334 (c) KX2-286, KX293A4 

Lactobacillus fermentum IFO 3956 (c) KX2-1008C1, KX347C1 
Lactobacillus gasseri ATCC 33323 = JCM 1131 (c) KX2-387C, KX2-1165C, KX110C2, KX139A3, KX289A1, 

KX338A3, KX356C1, KX-429, KX-473C, KX1172C12-1,                    
KX-1238C 

Lactobacillus gastricus PS3 (unc) KX123A2, KX128A2, KX201Ab1 
Lactobacillus reuteri DSM 20016 (c) MM2-3, MM4-1A 
Lactobacillus rhamnosus GG (c) KX151A1, KX305A2 
Lactobacillus plantarum WCFS1 (c) 109, 201, 206, 218, 305, 309 
Weissella viridescens DSM 20410 (unc) 112, 306 
Lactobacillus salivarius UCC118 (c) KX2-1327C 
Streptococcus anginosus C238 (c) KX-117, KX117A2, KX17A5 
Streptococcus parasanguinis ATCC 15912 (c) KX136A3 
Streptococcus sobrinus DSM 20742 (unc) KX2-91 
Streptococcus vestibularis ATCC 49124 (unc) KX180C3 
 

(*) (unc): uncomplete genome | (c): complete genome 

 

According to the reference genomes found (see Table 7), the corresponding protein files were next 
downloaded. However, they had to be first modified in order to be used by Prokka. The command 
‘‘sed” was used to identify the first space in the header line between the genome ID and its description 
(e.g. “>WP_003590756.1 MULTISPECIES: hypothetical protein [Lactobacillus]”) and add three ‘‘~’’ 
characters more (e.g. “>WP_003590756.1 ~~~MULTISPECIES: hypothetical protein [Lactobacillus]”). At 
the same time, the file containing the filtered scaffolds had to be modified as the header for the contigs 
contained more characters than those permitted by Prokka. E.g. Header line before modification, 
“>NODE_1_length_300355_cov_40.5799_ID_635”, and after modification, “>KX2-286_contig1”. Once 
both files were modified, Prokka was run. The threshold of the E-value to use in the databases when 
annotating the genomes based on sequence similarity was set to 10-9. The E-value is used to find good 
candidates in databases that can match a given query protein, hence being important to find a good 
threshold. If the E-value is too big, then the search is less strict and more matches with less quality are 
retrieved. On the other hand, if the E-value is too small, then the search is much stricter and the 
number of matches is very small, meaning that the number of false negative would increase. According 
to Batiza, AF [92], “…the value [E-value] must be less than 10-9 for them [the scientists] to be convinced 
that two sequences are related through evolution”. Consequently, this is the value that was used to 
run Prokka as finding homolog proteins to the ones encoded by the genes of the query de novo 
assembly in order to annotate them was the main purpose. The resulting ‘‘.gff’’ files of running Prokka 
with the annotated genomes can be found in the zip file ‘‘Prokka_results.zip’’.  
 
When the genomes had been annotated by Prokka, a pan-genome analysis was performed using Roary. 
This tool was chosen to use as it specifically works with the annotated de novo assemblies output by 
Prokka (‘‘.gff’’ format) in order to determine the pan genome, i.e. the description of the genes present 
in all the bacterial isolates (core genes), those present in two or more bacterial isolates (accessory 
genes), and unique genes present in specific bacterial isolates. This is done by first carrying out a 
clustering of highly similar protein sequences converted from the coding regions of the assemblies and 
afterwards by establishing the relationship between these clusters. Among the output files, a gene 
presence-absence matrix (“.csv” file) and a phylogenetic tree (“.newick” file) are the ones taken into 
account for the purpose of this project: characterizing bacterial isolates. The gene presence-absence 
matrix was subsequently filtered in order to look for core genes, accessory genes, or specific genes in 
the analysed strains in order to know in which gene functions there are (or not) found.  
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The phylogenetic tree in “.newick” format, i.e. parentheses and commas that represent the edge 
lengths of the phylogenetic tree, can be visualized with a phylogenetic tree viewer like FigTree [93]. 
This was used to establish phylogenetic relationships between the analysed strains. 
 
In summary, this pan-genome analysis was expected to help to identify which genes were shared by 
all or some bacterial species, if they could be related to a specific genus and/or species, and/or if the 
biological process(es) the shared gene(s) was/were involved was/were relevant in a specific pathway, 
e.g. a pathway involved in the cause of a disease. 
 
It is important to mention that all these manual steps that were individually carried out with each tool 
were later concatenated in the pipeline. In order to be able to ensure that the pipeline was correctly 
working, the same samples that were used to test each tool separately were used to test the pipeline 
too. Noteworthy is that, in the results section, only one set of results are described because the results 
obtained with the pipeline were the same than those obtained when manually characterizing the 
bacterial samples. 
 

2.5. IMPLEMENTATION DETAILS 

2.5.1. SCRIPTING LANGUAGES  

In order to put together the final selected bioinformatics tools, an in-house pipeline, BACTpipe, was 
developed. Regarding the mostly used scripting languages in the field of bioinformatics [94], Perl and 
Python were suitable to write additional scripts during the WGS analysis to filter or extract specific 
information. Furthermore, Bash was used to write the main code which connects the bioinformatics 
tools and the additional scripts that were needed. This decision was based on the following: 

▪ There was a limited time (4 months) to carry out a project that includes several steps: 
 

- To first carry out a literature research to select the bioinformatics tools to test. 
- To test the selected bioinformatics tools. 
- To score and rank the tested tools to subsequently decide which were the most suitable 

ones to include in a final pipeline. 
- To write additional scripts to extract specific information. 
- To write a pipeline that includes the selected tools and additional scripts to characterize 

bacterial isolates based on whole genome sequence data. 
- To debug the pipeline to prove its correct usage and performance with different data 

sets. 
- To use the pipeline with larger data sets and corroborate that this works according to 

what had been predicted. 
 

Therefore, using the Bash scripting language as the main code was the fastest and easiest way 
to connect the usage of the selected tools, the additional scripts, the corresponding input and 
output files generated, and the Bash commands. In general, Bash could permit to complete all 
tasks mentioned above in time, including the submission of the final report, which would have 
been more difficult to fulfil if the whole main code had had to be written in another scripting 
language like C++ or Perl, for example. 

▪ The need to create new directories or to move, copy, and rename files when developing a 
pipeline is essential. Therefore, the Bash commands are easy to use and ideal for this purpose. 
Furthermore, naming the new files or directories based on previously existing file names is 
very straightforward if the command ‘‘sed’’ is used, for example. 

▪ Some of the tools that were evaluated were already installed in the cluster where this pipeline 
was thought to be installed and run. Therefore, different modules corresponding to the tools 
needed to be used can easily be loaded when using a Bash script.  
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▪ If a user is really familiar when it comes to use a tool included in the pipeline and wants to 
adjust its parametres and options to the bacterial data he/she wants to characterize, Bash is 
the easiest and fastest scripting language to understand and modify without having to affect 
the general workflow of the pipeline code. This means that, if the user wanted to add a new 
tool, the pipeline could be easily modified and adjusted to the needs of the user. Noteworthy 
is that this point assumes that the user that would modify the pipeline code is supposed to be 
used to work in the UNIX environment and can program in Bash, Python, and Perl; being the 
last two required as there are some Python and Perl additional scripts used in the pipeline. 

▪ Previously experience on debugging, troubleshooting, and implementing a pipeline written in 
the Bash scripting language. 

In summary, the main code was written in Bash and (1) calls the usage of the selected tools and 
additional Perl and Python scripts, (2) efficiently uses the output files of one tool as the input files of 
another one during its running, and (3) deals with the architecture of the pipeline regarding the 
directories and files distribution. 
 

2.5.2. ENVIRONMENT  

Specifically, BACTpipe was written to be run in Milou, a high performance computer cluster at UPPMAX 
(Uppsala Multidisciplinary Centre for Advanced Computational Science). Therefore, although all the 
Python and Perl scripts that had been written can be found in the ‘‘scripts” directory contained in the 
repository of BACTpipe and this calls them by using the path to this directory, other bioinformatics 
tools are used by loading specific environment modules. They can dynamically modify the current 
user’s environment by providing the one where the specific bioinformatics tools the user wants to call 
are installed in the cluster. The modules can be loaded or unloaded via command-line or using a script, 
hence giving the user the chance to update the environment depending on the tool he/she wants to 
use. Therefore, the pipeline calls those tools which last version is installed in the cluster after having 
loaded the corresponding modules. However, there are other tools that are not installed in the cluster 
like Mauve, Trimmomatic, Prokka, or SINA; or that the last version released is not the one installed, 
like Barrnap. Consequently, these tools are found in the ‘‘tools’’ directory of the repository of the 
pipeline and this calls them through the specific path to this environment.  
 

2.5.3. AUTOMATING THE MANUAL BACTERIAL CHARACTERIZATION IN BACTpipe  

As it has been previously explained in section 2.4., a manual search to find the most suitable reference 
genome for every bacterial strain was done when the tools were separately tested. However, 
individually analysing every strain is really time-consuming for the user. Therefore, this was one of the 
main issues the pipeline had to tackle as this was not going to stop in this step to let the user look for 
the reference genomes, if not provided, and afterwards be re-run when uploaded. The solution to this 
issue was writing additional Perl and Python scripts in order to identify the best reference genomes 
for the bacterial strains according to the SILVA database, download them from the NCBI database, and 
proceed with the bacterial characterization according to them. 
This was done as it is next described: 
 

1) SINA, the on-line tool previously used to manually find the best reference genome when the 16S 
rRNA was provided, can also be downloaded as a command-line tool. Therefore, this was 
downloaded together with the most recent 16S rRNA database that SINA uses to blast the query 
samples against: the SILVA 16S rRNA database, found in the package  
‘‘SSURef_NR99_123_SILVA_12_07_15_pt.arb”, released in July 2015 [89, 90].  
 

2) According to the documentation of SINA, the following parametres were specified to correctly 
run the tool: 
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▪ The path to the ‘‘.gff” files (the 16S rRNA files for all the strains) previously generated by 
Barrnap. 

▪ The output directory where the files are going to be saved. 
▪ The argument that, when passed to the executable file, is responsible for the creation of 

an output file (‘‘.csv” format) containing the taxonomic information of the possible 
reference genomes for the ”.gff” sample, the quality of their alignment, and other 
features that can be found in the SINA documentation. However, the ID of the genomes 
against which the assemblies are best aligned is the most important information in this 
output file. These are supposed to be the best reference genomes and their ID is going to 
be later used. 

▪ The path to the SILVA 16S rRNA database, previously downloaded.  
▪ The argument ‘‘--search-all’’ that, when passed to the executable file, will make SINA carry 

out a blast of the samples against all the database provided without the need to use nor 
build a PT server. If this argument was not provided, it would take 20 more minutes to 
start the PT server and use the database provided. Afterwards, a fast search that uses the 
least Kmer distance to the assemblies would be done to search for the best reference 
genome in the database, which would then be faster than if using the argument. However, 
the overall memory needed for both tasks is around 8.1 Gb and 12.4 Gb, respectively. 
Consequently, in case the UPPMAX user has a limited amount of memory to run his/her 
projects in the Milou cluster, the option to build and use the PT server was decided to be 
off and so add the argument ‘‘--search-all’’ in the command to run SINA. The search was 
not going to be as fast as if the PT server was being used but it would not require so much 
memory nor using more than one node in the Milou cluster. For a user, requesting a node 
in Milou equals to deduct 16 core hours per wall clock hour the job has been running from 
the core hours his/her project can use. Furthermore, this is multiplied by the number of 
nodes, which means that requesting two nodes would cost the user 32 core hours per 
wall clock hour the job was running. Consequently, if the user has a limited number of 
core hours to use in his/her project, what he/she wants is to use only one core instead of 
one or more nodes, as every wall clock hour the job is running will account for one core 
hour in the project. Furthermore, the memory to use with a core is limited to 107 Gb RAM 
and 15 CPUs (one node has 16 CPUs and 128 Gb of RAM). With regards to this, building 
and using a PT server with a lot of assemblies was not possible requesting only one core. 
Therefore, this is another reason for not having used the fast search with SINA as only one 
core was decided to be used.  

 

3) When SINA finished, this output a ‘‘.csv’’ file per sample. The most important information these 
files contain is the ID of the sequences that have best matched the assemblies after the blast 
against the SINA database. According to this, a Perl script named ‘‘find_ID_ref_genome.pl’’ was 
written and used in this step. The script takes the ID of the sequence the corresponding assembly 
best aligned against and outputs a file (‘‘ID_ref_genome_strain.txt’’) with two columns: the ID 
of the best reference genome according to SINA and the name of the sample.  
Note that, in case the best match is related to an uncultured bacterium, the script will print a 
message alerting the user about it but will take the ID of the next best alignment in order to 
retrieve the second most similar genome to the query.  
 

4) The file previously generated, ‘‘ID_ref_genome_strain.txt”, was used by the Python script 
‘‘retrieve_seq_header.py”. This was written with the purpose of taking the IDs of all the 
genomes that had best aligned the assemblies and search them in the nucleotide database of 
the NCBI. In order to access the NCBI IDs, the script uses the package Entrez, available when 
importing the Bio.Entrez module in the Python script.  
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Specifically, the entries in the nucleotide database that match the IDs are identified and the first 
line of their headers in the FASTA format is saved in a file (one line per sample) called 
‘‘match_ID_reference_genome.txt”. 
 

5) A second Perl script was written in order to download the reference genomes for the assemblies. 
In order to do this, “match_ref_strain.pl” first extracts the genus and the species of the 
reference genomes from the header lines written in the ‘‘match_ID_reference_genome.txt” file 
(previously created by the ‘‘retrieve_seq_header.py” script) and assign them to the 
corresponding assembly. Afterwards, this same script scans the ‘‘assembly_summary.txt” file, a 
file provided by the NCBI which contains the information about all the genomes currently 
available in the ‘‘genome” database of the NCBI. The script uses as keywords the genus and the 
species of the reference genome assigned to every assembly in order to find the lines in the 
‘‘assembly_summary.txt’’ file that contain them. However, there are more than one genome 
saved in the database that refer to the same genus and species and only one must be retrieved. 
The next conditions to select the most appropriate one are taken into account in this order:  

 

1. If a reference genome is found, i.e. there is a line in the ‘‘assembly_summary.txt’’ file 
that contains the genus and species keywords and also the keyword ‘‘reference 
genome”, then this line is selected and the links to the repositories where the protein 
file (‘‘.faa’’ format) and the genome file (‘‘.fna’’ format) are extracted from the 
corresponding column in the line and used to download the files. 

2. If a reference genome is not found but instead there is a representative genome (the 
keyword is ‘‘representative genome’’ instead of ‘‘reference genome’’), then this line will 
be selected to extract the links that will be used to download the corresponding 
representative genome files (protein and genome files). 

3. If there are not any reference or representative genomes (there are not any keywords 
in the corresponding column of the ‘‘assembly_summary.txt’’ file where ‘‘reference 
genome’’ or ‘‘representative genome’’ are supposed to be), then the first line that 
matches the name of the genus and the species is thought to be the one that contains 
the most completed and valid genome in the ‘‘assembly_summary.txt’’ file. Therefore, 
the links this line contains is used to download the protein and genome files. 

 

In the end, once one of the three last conditions explained above is accomplished and the files 
are downloaded, a tab separated ‘‘.csv’’ file named ‘‘match_reference_genome_strain.csv’’ is 
generated. This contains the genus and the species of the corresponding reference genomes in 
the first column and, in the second column, the name of the samples. 

 

6) When the genome and protein files were downloaded, their file names are not the genus and 
the species of the genome but a specific code assigned by the NCBI. Therefore, these had to be 
renamed to help the user know which file belonged corresponded to which reference genome. 
The next task was to use again the ‘‘assembly_summary.txt’’ file but now to look for the line 
that contains the name of the downloaded reference and protein files (the specific NCBI code).  
When a line matches this NCBI code, the column that contains the whole name of the genome, 
i.e. the genus, the species, and a specific code given to it (e.g. Lactobacillus plantarum WCFS1); 
is identified by the script, which then extracts the name of the genome to rename the ‘‘.fna’’ 
(protein) and the ‘‘.faa’’ (genome) files. As they have different formats, two different scripts 
were written to rename the protein files and the genome files, ‘‘rename_faa.pl’’ and 
‘‘rename_fna.pl’’, respectively. In addition to this, the script ‘‘rename_fna.pl’’ carries out 
another task. If the word ‘‘complete genome’’ appears in the corresponding column of the 
previously identified line, a ‘‘yes’’ in a third column of the 
‘‘match_reference_genome_strain.csv’’ is written. Otherwise, if the genome is not complete, 
the word ‘‘no’’ is written. 
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This is the first manual task that was automated in the pipeline. The second one was focused on 
ordering the contigs of the final de novo assembled genomes according to their corresponding 
reference genomes but only if these were complete. This was the main reason of adding a third column 
in the ‘‘match_reference_genome_strain.csv’’ file containing a ‘‘yes’’ if the reference genome was 
complete and a ‘‘no’’ if this was not. A new Perl script, ‘‘check_complete_genome.pl’’, was used to 
retrieve the ‘‘yes’’ or the ‘‘no’’ from the third column of the ‘‘match_reference_genome_strain.csv’’ 
file and a variable was created in the Bash script with this word. Depending on the word assigned to 
the variable, Mauve was or not run to reorder the contigs according to the reference genome.  
 
The third and last automated task was to obtain the name of the genus and species and the gram stain 
of the reference genomes previously downloaded. On the one hand, the names of the genus and 
species were going to be used as arguments that both QUAST and Prokka need to run. A Perl script 
called “genus_species_name.pl” was written which uses the tab separated 
‘‘match_reference_genome_strain.csv’’ file generated by the ‘‘match_ref_strain.pl” script. As this file 
contains in the second column the name of the samples, if this matched the name of the assemblies 
that were going to be used as input files for QUAST and Prokka, the name of the genus and species of 
their corresponding reference genomes found in the first column were extracted by the script. 
Afterwards, these were used as variables in the main code to set the arguments in both of the 
bioinformatics tools depending on the assembly they were analysing.  On the other hand, as bacteria 
can be gram positive or gram negative, Prokka uses this information when annotating the de novo 
assemblies as an argument to be more precise and accurate with this task. Therefore, assigning the 
gram stain to the assemblies depending on the genus of their corresponding reference genomes was 
also automated. The Perl script “extract_gram_stain.pl” was written for this task, which uses the 
“gram_stain.txt” file to look for the name of the genus (first column) and the corresponding gram stain 
(second column). This file was written according to the “gram-positive bacteria” [95] and “gram-
negative bacteria” [96] categories in Wikipedia, the only source which provides the most complete list 
of gram positive and gram negative bacteria. When a match occurs between the genus of the reference 
genome of the assembly that is being annotated by Prokka and one of the names of the genus in the 
first column of the “gram_stain.txt” file, then “pos” is returned if the bacteria is gram positive or “neg” 
if gram negative. These are the variables used as arguments regarding the gram stain in the command 
to run Prokka. 
 

2.5.4. UNDERSTANDING ROARY OUTPUTS  

2.5.4.1. GENE ABSENCE-PRESENCE MATRIX 

The absence-presence matrix output by Roary was exported to excel and manually filtered in order to 
find which genes were part of the core genome and which were only shared among some specific 
strains (accessory genes). The first row of the file is the header and the rest of the rows contain the 
information regarding the genes which names are in the first column (A). If the gene does not have a 
unique name, then the gene name will be found in column B. The annotation can be found in column 
C, which will equal to the gene name or the non-unique gene name (the commas “” will be found in 
the corresponding cell the column). If these gene names have not been identified, then the final 
annotation regarding the gene name will be found in this column. From columns D to N, different 
information about features like the number of isolates or the genome fragment, to give some 
examples, can be found. It is not until column O that the name of the samples used with Roary appear 
in the file. Taking the organization of this file into account, if the user wanted to know if a gene is found 
in one specific sample, he/she would have to find the column where the name of the sample is and 
scroll down until the number of the row where the name of the gene (found in columns A, B, or C) is. 
If the cell which the column and the row meet is not empty and contains the name of the sample, this 
means that the sample contains the gene. Otherwise, the sample will not contain the gene (see Figure 
16). 
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Thanks to this matrix structure, the file can be filtered by the user to find out which strains share or 
not specific genes. There are many ways of extracting this information. The one that was chosen to 
use in this project was by building a formula containing the commands “IF”, “AND”, and “OR” in a 
separate column which selects the cells in the same row (for a specific gene) corresponding to the 
samples the user wants to evaluate. At the same time, there are different filtering options that could 
be applied with these commands. However, the formula to assess the presence or absence of a gene 
used in this project printed the word “TRUE” if the strains selected contained the gene and “FALSE” if 
they did not. An example of the formula used would look like as it follows: 

=IF(AND(AD2>0;AE2>0;AF2>0); "TRUE"; "FALSE") (2) 
 

2.5.4.2. NEWICK FILE 

Apart from the absence-presence matrix, Roary outputs a “.newick” file which describes the 
phylogenetic tree regarding all the samples tested in the Newick notation, i.e. parentheses and 
commas that represent the edge lengths of the phylogenetic tree. If this file is open with a phylogenetic 
tree viewer the phylogenetic tree is plotted. In this project, FigTree [93] has been chosen to be used 
to generate the phylogenetic trees. The user can modify the labels of the nodes of the tree (e.g. font, 
size, colour, or shape) or the design of the tree (e.g. changing the layout, transforming the branches, 
changing the order of the nodes, or changing the point where the root of the tree should be placed) 
and can even select the samples plotted in the tree according to the node, clade, or taxa. Other 
functions are available, but these are the ones that were used in this project to plot the phylogenetic 
trees. Specifically, it was decided to use a polar tree layout (i.e. ring shape tree) for the phylogenetic 
tree and to colour it according to the clades the different strains were grouped. 

 

 

 

 

 

 

 

Figure 16. Working with the gene presence-absence file generated by Roary. In order to find out if a gene is in the 

genome of one of the samples analysed by Roary, the following has to be done. First of all, the column where the sample 

is (201, column P in this example) and the row containing the name of the gene (“MULTISPECIES: DNA gyrase subunit A 

[Lactobacillus], 6th row in this example) have to be identified. Afterwards, the cell where they both meet can be blank or 

have the name of the sample written in it. If the cell is blank, the gene is not part of the genome of the sample. If the 

opposite is to happen, the gene is part of the genome of the sample. In this example, the column P and the sixth row 

meet in a cell where the name of the sample is found. Therefore, this gene is in the genome of the sample 201. Note that 

columns from B to N have been hidden to ease the understanding of this process. 
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3. Results and Discussion 

3.1. SELECTION OF THE BIONFORMATICS TOOLS TO INCLUDE IN BACTpipe 

3.1.1. SELECTING THE PRE-PROCESSING TOOL TO INCLUDE IN BACTpipe 

The quality of the pre-processed sequence reads (MM2-3 and MM4-1A as reference strains and 206 
and 309 as experimental strains) output by Trimmomatic, TrimGalore!, PathoQC, and the combination 
of Trimmomatic and SGA used by the pipeline A5-miseq was evaluated taking the FastQC report into 
account and applying the scoring methodology described in the section 2.3.1. If more information is 
needed regarding the scoring, this can be found in the supplementary file 
‘‘Selecting_tools_pre_processing.xlsx”. The results have been plotted in Figure 17:  
 
 

 

 

 

 

 

 

 

 

 

With regards to Figure 17, noteworthy is that A5-miseq does not output any intermediate files 
regarding only the pre-processing step Trimmomatic carries out in the workflow of this pipeline. The 
first intermediate output is a unique file containing the pre-processed (Trimmomatic) and error-
corrected (SGA) sequence reads. Consequently, these were previously expected to have a better 
quality than the only pre-processed sequence reads generated by the other three tools, as it was 
confirmed when plotting the results (see Figure 17). Nevertheless, the genome assemblers that were 
next tested can error-correct the reads before assembling them. Therefore, although A5-miseq could 
here show a better performance than the rest of the tools, this should not be a decisive point until 
having compared all the final and filtered de novo assemblies generated by the different combinations 
mentioned in Table 2 (when referring to Table 2, note that A5-miseq is not combined with any genome 
assembler because the pipeline includes its own, IDBA-UD, and builds the scaffolds with SSPACE).  
 

 
(1)Bas 
stats 

(2)PBS  

qual 
(3)PTS qual  

(4)PS qual 
scores 

(5)PBS 
cont 

(6)PS GC 
cont 

(7)PB N 
content 

(8)SL 
dist 

(9)Seq 
dup 

levels 

(10)Overrep 
seqs  

(11)Adap 
cont 

(12)Kmer 
cont 

 R1-Trimmomatic 100.0 100.0 0.0 100.0 25.0 75.0 100.0 50.0 100.0 50.0 100.0 0.0 
 R2-Trimmomatic 100.0 100.0 0.0 100.0 0.0 87.5 100.0 50.0 100.0 75.0 100.0 50.0 
 R1-TrimGalore! 100.0 100.0 0.0 100.0 0.0 87.5 100.0 50.0 100.0 50.0 100.0 0.0 
 R2-TrimGalore! 100.0 75.0 0.0 100.0 0.0 87.5 75.0 50.0 100.0 75.0 100.0 50.0 
 R1-PathoQC 80.0 0.0 0.0 80.0 20.0 60.0 80.0 40.0 80.0 80.0 70.0 10.0 
 R2-PathoQC 80.0 0.0 0.0 60.0 20.0 80. 40.0 40.0 80.0 80.0 80.0 20.0 
 A5-miseq 100.0 100.0 0.0 100.0 30.0 100.0 100.0 50.0 100.0 100.0 100.0 50.0 

 

(1) Basic statistics, (2) Per base sequence quality, (3) Per tile sequence quality, (4) Per sequence quality scores, (5) Per base sequence content, (6) Per sequence GC content, (7) Per base N content,  

(8) Sequence length distribution, (9) Sequence duplication levels, (10) Overrepresented sequences, (11) Adapter content, (12) Kmer content. 

Figure 17. Evaluation of the performance of Trimmomatic, TrimGalore!, PathoQC, and the combination of SGA and 

Trimmomatic with the A5-miseq pipeline during the pre-processing step. Two reference strains (MM2-3 and MM4-1A) 

and two experimental strains (206 and 309) were pre-processed by the selected pre-processing tools Trimmomatic, 

TrimGalore!, PathoQC, and the combination Trimmomatic and SGA when running the pipeline A5-miseq. One must note 

that, as A5-miseq also error-corrects the pre-processed reads with SGA, a higher quality output was expected with this 

tool if compared to the other three, as this plot shows. The highest quality values have been highlighted in bold regarding 

both the forward and the reverse reads. Apart from the pre-processing tools step in A5-miseq, Trimmomatic and 

TrimGalore! seem to be the next best tools. However, although there are features evaluated with FastQC in which 

Trimmomatic gives better results than TrimGalore! and the other way round, the first one seems to perform better 

regarding the tests that evaluate more features than the second one. Finally, PathoQC seems to be the one which 

outputs less quality pre-processing data, if compared to the rest. 
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However, as the intermediate file was output, it was decided to be included in this comparison to see 
which tests perform better when evaluating specific features if the reads are error-corrected besides 
being pre-processed. Furthermore, one must take into account that the purpose of this first evaluation 
was not to decide the final pre-processed tool to include in the pipeline but (1) to have a general idea 
about the quality of the pre-processed reads that were going to be next assembled and (2) to see which 
tests regarding the features evaluated and depending on the forward and the reverse reads ended up 
leading to better results.  
 
Theoretically, using the best quality pre-processed sequence reads during the assembly step would 
have to lead to the best final genome assembly in terms of quality. Therefore, once the contigs of the 
samples were assembled with the different genome assemblers, this evaluation was going to be used 
to see (1) if using the same genome assembler to de novo assemble the different pre-processed 
sequence reads resulted in de novo assemblies of different qualities and (2) how different they were 
from the assemblies output by the A5-miseq which, according to the pre-processed and error-
corrected reads (see Figure 17 and Table 8), was the tool that seemed to have to output the best de 
novo assembly. Consequently, this evaluation was useful to later be able to prove the importance of 
the pre-processing step and to check if there were differences between using one tool or another when 
de novo assembling the contigs into scaffolds. The summary of the best performances of the pre-
processing tools is summarise in Table 8.  

 
The combination of Trimmomatic and SGA used by A5-miseq proves to output the best pre-processed 
data in all the tests (see “X” in Table 8) that FastQC uses to evaluate all the features except for the “Per 
tile sequence quality”. This test failed when analysing the quality of all the pre-processed reads with 
FastQC regardless the tool or the kind of reads (forward or reverse). However, the sequence reads are 
expected to have a less quality during the first and last steps of the sequencing. As these were the red 
areas in the right side of the plots this test had output for all these analysed pre-processed data, then 
the failure could be omitted (see section 2.1.1.1.1.). Trimmomatic is the second tool that outputs the 
best pre-processed data, although in the tests that evaluate both reads for the (1) Per base sequence 
content, (2) Per sequence GC content, (3) overrepresented sequences; and the results of analysis of 
the forward reads (R1) for the (4) Kmer content did not output as good pre-processed data as A5-
miseq. The third best tool is TrimGalore!, which has the same behaviour as Trimmomatic except for 
the reverse (R2) reads, which are not of a quality as good as those output by Trimmomatic and A5-
miseq in the tests that evaluate the  (1) Per base sequence quality and the (2) Per base GC content.  

Table 8. Comparison of the best pre-processed outputs depending on being output by Trimmomatic 
(TM), TrimGalore! (TG), PathoQC (PQ) for the forward (R1) and reversed (R2) to the pre-processed 
and error-corrected reads output by the combination of Trimmomatic and SGA with A5-miseq (X).  
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R2 
TM 
TG 

TM  TM 
TG 

  TM TM 
TG 

TM 
TG 

 TM 
TG 

TM 
TG 

A5-miseq(*) X X  X X X X X X X X X 
 

 

(1) Basic statistics, (2) Per base sequence quality, (3) Per tile sequence quality, (4) Per sequence quality scores, (5) Per base sequence content, (6) Per sequence 
GC content, (7) Per base N content, 8) Sequence length distribution, (9) Sequence duplication levels, (10) Overrepresented sequences, (11) Adapter content, 
(12) Kmer content 
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Last, PathoQC does not have an average quality of the output pre-processed reads (R1 nor R2) as good 
as any of the ones output by the rest of the other tools, which sets it in the last position of the ranking 
of the pre-processed tools tested with these reference and experimental bacterial strains. 
 

3.1.2. SELECTING THE DE NOVO GENOME ASSEMBLERS TO INCLUDE IN BACTpipe 

According to the scoring method previously explained in the sections 2.1.1.1.2. and 2.3.2., the 10 
combinations regarding the pre-processing tools and the de novo genome assemblers (see Table 2) 
were evaluated. However, a previously manual filtering had to be done to select the best generated 
assembly according to the Kmer used (21, 33, 55, 77, 99, or 127) when testing some of the assemblers. 
While A5-miseq and SPAdes can internally select the best output depending on the Kmer used, the 
other genome assemblers (SGA and ABySS) cannot do this. They output all the assemblies generated 
when using all the Kmers stated above. Consequently, the best assembly generated by SGA and ABySS 
regarding the Kmer used was selected according to the same scoring methodology that was used to 
select the genome assemblers to be tested (see sections 2.1.1.1.2. for detailed information). This was 
also applied to decide which assembler had to be included in the pipeline.  
 
The scoring and ranking to select the best genome assembler was carried out once the final assemblies 
according to the best Kmer had been selected, which always depended on the sample being assembled 
and did not follow any specific pattern (see the supplementary file 
‘‘Comparison_de_novo_genome_assemblers.xlsx’’ for more information) regarding the combinations 
tested. Furthermore, their contigs were reordered with Mauve if their corresponding reference 
genomes were complete (see Table 7). It is important to highlight that QUAST reported that the 
assemblies of the experimental strains (206 and 309) with SGA had almost no genome percentage and 
their alignment against the reference genome could not be done. When using the assemblies of the 
reference strains (MM2-3 and MM4-1A) output by SGA, QUAST could perform the alignment and the 
genome percentage was around 90%. However, the number of contigs was notably high if compared 
to the results of the other genome assemblers, which could be related to problematic assemblies. 
Consequently, as the combination ‘‘PathoQC + SGA’’ crashed the SGA de novo assembler when 
assembling the pre-processed reads of the experimental strains, this was discarded and not included 
in the next summary tables (Table 9-12) in order to avoid a bias when scoring the features per genome 
assembler. 
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Table 9.  Comparison of the scoring of the features analysed with QUAST for the quality assessment of 
the 10 de novo assemblies output by the 10 combinations tested with the strain 206.  

Combinations 
tested 

Features analysed by QUAST 

Total 
score 

Contigs  NG50 N50 (1)Corr 
N50 
 

(2)Comp 
ref 
bases  

(3)MA Indels 
length  

Unaligned 
contigs 

Genome 
fraction 

A5-miseq 38 256274 256274 25753 45240 86 2765 16 88.260 22 

TrimGalore! 
SPAdes 

39 256160 256160 25753 44568 88 3134 18 88.141 16 

PathoQC 
SPAdes 

49 256160 256160 25753 44563 89 2684 28 88.141 17 

Trimmomatic 
SPAdes 

41 256160 256160 25753 44789 88 3024 19 88.150 17 

TrimGalore! 
SGA 

80 115396 121093 21201 23219 78 2943 29 87.368 10 

Trimmomatic 
SGA 

91 94439 94439 20575 23957 80 2638 33 86.254 6 

TrimGalore! 
ABySS 

58 244037 244037 25127 51824 90 2726 26 88.557 16 

PathoQC  
ABySS 

53 243351 243351 25127 47558 90 2717 25 88.483 16 

Trimmomatic 
ABySS 

55 244037 244037 25127 54371 91 2721 24 88.578 18 

(1) Corrected N50, (2) Compressed reference bases, (3) Misassemblies.  

 

Table 10.  Comparison of the scoring of the features analysed with QUAST for the quality assessment of 
the 10 de novo assemblies output by the 10 combinations tested with the strain 309. 

Combinations 
tested 

Features analysed by QUAST 

Total 
score 

Contigs  NG50 N50 (1)Corr 
N50 

(2)Comp 
ref 
bases  

(3)MA Indels 
length  

Unaligned 
contigs 

Genome 
fraction 

A5-miseq 41 256275 256275 25753 43940 87 3128 18 88.267 16 

TrimGalore! 
SPAdes 

35 274863 274863 26060 44711 90 3016 20 88.146 18 

PathoQC 
SPAdes 

44 262043 262043 25880 44490 87 2930 23 88.138 16 

Trimmomatic 
SPAdes 

40 274863 274863 26060 44711 89 2945 24 88.138 19 

TrimGalore! 
SGA 

63 99951 101966 20179 23149 67 3243 14 85.492 11 

Trimmomatic 
SGA 

65 82698 87867 20575 22420 70 2833 14 85.483 10 

TrimGalore! 
ABySS 

67 147693 147693 25127 52988 89 2770 25 88.319 13 

PathoQC  
ABySS 

63 208100 208100 25127 42834 88 2745 25 88.341 16 

Trimmomatic 
ABySS 

65 178980 178980 25127 49398 88 2718 26 88.243 14 

(1) Corrected N50, (2) Compressed reference bases, (3) Misassemblies.  

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 61 
bacterial isolates based on WGS data 

Table 11.   Comparison of the scoring of the features analysed with QUAST for the quality assessment of 
the 10 de novo assemblies output by the 10 combinations tested with the strain MM2-3. 

Combinations 
tested 

Features analysed by QUAST 

Total 
score 

Contigs  NG50 N50 (1)Corr 
N50 
 

(2)Comp 
ref 
bases  

(3)MA Indels 
length  

Unaligned 
contigs 

Genome 
fraction 

A5-miseq 70 67945 67945 61275 71700 6 144 0 97.636 19 

TrimGalore! 
SPAdes 

77 65567 66440 61256 85979 5 43 0 96.399 20 

PathoQC 
SPAdes 

79 65567 66440 61256 86631 5 43 0 96.416 19 

Trimmomatic 
SPAdes 

76 65602 66440 61256 89241 4 90 0 96.434 21 

TrimGalore! 
SGA 

84 53010 58734 27722 44020 4 903 1 93.877 8 

Trimmomatic 
SGA 

95 43497 44875 26166 45470 4 847 0 93.740 8 

TrimGalore! 
ABySS 

63 72216 72216 59510 87570 8 412 0 97.036 20 

PathoQC  
ABySS 

78 68642 68642 61255 77293 6 377 0 98.238 19 

Trimmomatic 
ABySS 

65 68993 68993 59765 82014 6 437 0 97.125 18 

(1) Corrected N50, (2) Compressed reference bases, (3) Misassemblies.  

 

Table 12.   Comparison of the scoring of the features analysed with QUAST for the quality assessment of 
the 10 de novo assemblies output by the 10 combinations tested with the strain MM4-1A. 

Combinations 
tested 

Features analysed by QUAST 

Total 
score 

Contigs  NG50 N50 (1)Corr 
N50 

(2)Comp 
ref 
bases  

(3)MA Indels 
length  

Unaligned 
contigs 

Genome 
fraction 

A5-miseq 62 69739 69739 59855 71722 12 234 0 97.675 20 

TrimGalore! 
SPAdes 

78 65602 66440 61256 87744 4 91 0 96.438 19 

PathoQC 
SPAdes 

84 65458 66657 61256 90334 4 45 0 96.321 21 

Trimmomatic 
SPAdes 

79 65602 66440 61256 87415 4 91 0 96.422 19 

TrimGalore! 
SGA 

91 58742 59971 26411 42838 4 868 0 93.867 10 

Trimmomatic 
SGA 

89 57651 58743 26426 41503 4 772 0 93.767 10 

TrimGalore! 
ABySS 

78 68345 68345 61103 70389 5 406 0 98.282 19 

PathoQC  
ABySS 

75 68497 68497 62558 77775 5 441 0 98.228 20 

Trimmomatic 
ABySS 

68 66926 66926 61410 84611 4 286 0 96.936 20 

(1) Corrected N50, (2) Compressed reference bases, (3) Misassemblies.  

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 62 
bacterial isolates based on WGS data 

According to the comparison of the scored combinations summarised in Table 9-12, it is noteworthy 
that the de novo assemblies of the reference strains have (1) less unaligned contigs, (2) less 
misassemblies, (3) shorter indels, and (3) a higher genome content are generated if compared to the 
ones generated with the experimental strains. This is mainly because the experimental strains may 
contain variations in their genomes that make them differ more from the reference genome, while the 
reference strains have less variant regions. This was the main reason of using them as controls. On the 
contrary, fewer contigs are contained in the de novo assemblies of the experimental strains, although 
they are also longer (higher NG50 and N50 values). If we focus on the de novo assemblies of the 
experimental strains, those output by SPAdes (Trimmomatic + SPAdes, TrimGalore! + SPAdes, PathoQC 
+ SPAdes) and the pipeline A5-miseq show a higher NG50 and N50 values and less contigs than the 
others. However, they are compromised by tending to have longer indels and, specifically, more 
misassemblies than the ones output by the combinations with SGA. As more misassemblies might 
cause larger N50 values [87], this was the reason of including the corrected N50 values. However, these 
corrected N50 values are still better for these assemblies, which controls the fact that the 
misassemblies could be increasing the N50 values. Last, SGA seems to be the most conservative 
assembler of all the ones tested, as the assemblies it generates have less misassemblies and, in general, 
shorter indels; but also lower NG50 and N50 values and more contigs.  
 
Taking into account the results of the scoring, there is not a unique combination that outperforms the 
others when it comes to assess the quality of the final assemblies regarding the features analysed by 
QUAST. Therefore, it was decided to include in the pipeline the one that had a general better 
performance when assembling the different sequence reads of the four strains regarding the scoring 
of the QUAST report. This can be better appreciated in Figure 18. 

 

Figure 18. Comparison of the performance of the tools tested to de novo assemble the genomes. This plot shows how 

well each of the combinations tested performed according to their final score regarding nine features: the number of 

contigs, the values of N50 and NG50, the corrected values of N50, the number of reference bases in the final assembly, 

the number of misassemblies, the length of indels, the number of unaligned contigs, and the genome fraction. On the 

one hand, it is clear how the combinations using SGA as a genome assembler show a decrease in the average quality of 

the final assemblies regarding the points obtained with the scoring applied. On the other hand, the de novo assemblies 

of the reference strains output by ABySS have a good quality, although this seems to be reduced when de novo 

assembling the experimental strains. Finally, A5-miseq and SPAdes seem to be the best genome assemblers to use with 

these bacterial samples as the de novo assemblies regarding both the reference and experimental strains have similar 

scorings (similar quality). However, regarding a general performance to de novo assemble the four strains, the 

combination of Trimmomatic and SPAdes seems to be the one to choose. 
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With regards to the scoring received per assembly and per combination tested, despite of error-
correcting the reads prior to de novo assemble them, SGA seemed to be the genome assembler that 
had more difficulties when de novo assembling both the contigs of the reference and the experimental 
bacterial strains are of less quality than the others. The highest score was only 11 points out of 27 and 
the lowest was 6. Due to the limit of time, trying other combinations of the SGA tools to assemble the 
reads besides the one suggested to use in the examples that the tool provides to assemble bacteria 
(the one tested) was not possible. However, it is important to note that a different combination of the 
SGA tools might lead to different result. Apart from that, although ABySS does not use any error-
correction algorithm, it performed quite well when de novo assembling the contigs of the reference 
strains. However, the quality of the de novo assemblies of the experimental strains regarding the 
scoring received was not as good. This can be easily appreciated in Figure 18, where one can see that 
the scoring values for the reference strains are lower, from 7 to 4 points less if compared to the ones 
received for the de novo assemblies of the experimental strains.  
 
Consequently, by considering plot in Figure 18, it seems that the four combinations where the genome 
assembler SPAdes (3) and the pipeline A5-miseq (1) are involved are the ones that best de novo 
assemble these reference and experimental bacterial strains. Analysing and comparing in detail these 
four combinations show the following: 
 

▪ When SPAdes used the pre-processing reads output by Trimmomatic, the scoring received was 
higher than when using the PathoQC and TrimGalore! pre-processed reads from all the strains 
except for the assembly of the contigs of the reference strain MM4-1A. In this case, using the 
PathoQC pre-processed reads resulted in a better score.  

 

▪ A5-miseq received the best score when de novo assembling the experimental strain 206, hence 
being better than the assembly generated by the combination ‘‘Trimmomatic + SPAdes’’. 

 
According to this, a specific comparison between A5-miseq and the combination ‘‘Trimmomatic + 
SPAdes’’ was done in order to finally decide which approach was going to be used. In Table 9-12, it can 
be appreciated how the performance of these two genome assemblers is really similar: 
 

▪ A5-miseq output de novo assemblies with a higher genome fraction (the difference is ≈1% in the 
control samples and ≈0.13% in the experimental ones), less contigs (maximum difference of 12 
contigs and less difference of 3 contigs) except for strain 309, and higher NG50 and N50 values 
(maximum difference of 3300 bases and less difference of 114 bases) except for strain 309. 

 

▪ The combination ‘‘Trimmomatic + SPAdes’’ output assemblies with more compressed reference 
bases (maximum difference of 17541 bases and less difference of 771 bases) except for strain 
206, shorter indels (maximum difference of 183 bases and less difference of 54 bases) except 
for strain 206, and better corrected N50 values (maximum difference of 1401 bases and less 
difference of 507 bases) except for strains MM2-3 and 206 (the last one is the same value). 

 

▪ The number of misassemblies was less in those assemblies generated by A5-miseq when using 
the experimental strains (differences of 1 and 2) and less in those output by the combination 
‘‘Trimmomatic + SPAdes’’ using the reference strains (differences of 2 and 8). 

 

▪ The number of unaligned contigs was the same (0) when using the reference strains but less in 
those assemblies output by A5-miseq when using the experimental strains (differences of 3 and 
6). 

 
Taking these results into account, using one approach or another would not output assemblies that 
differ really much between them, in terms of quality. However, the main difference between these 
two bioinformatics tools relies on the pre-processing step.  
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A5-miseq internalises specific parametres for the pre-processing step carried out by Trimmomatic, 
which includes the trimming options and the pre-defined sequences of the adapters this tool will look 
for in the read to trim, if found. If it was the case that part of the bacterial sequence reads had the 
same bases that some of the adapter sequences provided by A5-miseq to trim, they would be then 
trimmed even though these primers had not been used when sequencing. Therefore, in order to avoid 
the fact of getting rid of biological data in this scenario, i.e. sequences aggressively adapter-trimmed, 
giving the user the chance of selecting which adapter sequences should be searched by the pre-
processing tool is something that should be taken into account, although A5-miseq does not. With 
regards to this fact, being able to combine the approaches these two tools use and test them, would 
be worth testing. However, due to the limit of time to test more combinations of these two tools, this 
could not be done and only A5-miseq or the combination “Trimmomatic + SPAdes” were candidates 
to be included in the pipeline. Taking all the results and the previous discussion into account, the 
combination ‘‘Trimmomatic + SPAdes’’ seemed a better option to use as, when included in the 
pipeline, the user would be able to decide if he/she uses pre-defined files containing specific adapter 
sequences or wants to upload a file with the adapter sequences he/she has used and wants the pre-
processing tool to find and trim them in the sequence reads, if there were.  
 
With regards to the previous evaluation about the control assessment performed by FastQC on the 
pre-processed reads (section 3.1.1) , it is to note that the quality of the final output assemblies seems 
to be conditioned on the kind of pre-processed reads used. According to Figure 17, the quality of the 
pre-processed reads regarding the tools used was ranked as it follows: (1) A5-miseq reads, (2) 
Trimmomatic reads, (3) TrimGalore! reads, and (4) PathoQC reads. If this is related to the quality of 
the generated de novo assemblies, one can appreciate that a relation between the kind of pre-
processed reads used by the genome assemblers and the quality of the output de novo assemblies 
really exists. In general, the genome assemblies generated from the reads that had been pre-processed 
by Trimmomatic, regardless the genome assembler used, and those generated by A5-miseq (which 
were error-corrected as well) were at some point better than those generated when using the other 
pre-processed reads (see Figure 18).  
 
Taking these results into account, the pre-processing step was decided to be carried out in the pipeline 
by Trimmomatic and the de novo assembly by SPAdes. Note that if more information regarding the 
scoring is needed, this can be found in the supplementary file 
‘‘Comparison_de_novo_genome_assemblers.xlsx’’. 
 

3.2. BACTpipe: DESIGN AND DEVELOPMENT 

Once the different tools were individually tested and proved to individually work with the whole 
bacterial data set (see Table 7), the in-house pipeline could be designed and developed: BACTpipe. 
This is a Bash script that wraps the selected bioinformatics tools, additional Python and Perl scripts 
that had to be written to filter the data and/or carry out specific tasks in the workflow of the pipeline, 
and Bash commands that in general (1) help to create the architecture of the pipeline, (2) call and 
create specific variable, and (3) redirect the output files of one tool to the next tool as input files; 
among other tasks. 
 

3.2.1. WORKFLOW 

The previous selected bioinformatics tools, together with other tools, Bash command, and additional 
Python and Perl scripts; were included in the pipeline BACTpipe with the aim to characterize bacterial 
isolates based on whole-genome sequence data. In order to ease the understanding of how the 
pipeline works, Figure 19 has been drawn to schematically show how the tools have been 
concatenated and which tasks they perform.  
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Fna file and scaffold file 

Figure 19. Workflow of the pipeline. The pre-processing, de novo assembly, annotation, and pan-genome analysis steps 

are shown in this flowchart and connected by the additional scripts written, the input, and the output files. The blue 

squares show the steps where the selected tools take part (pre-processing, de novo assembly, and annotation), the red 

ones refer to steps in which Python and Perl scripts are used (filtering, downloading reference genomes, and files 

preparation), the green ones to quality assessment tools (pre-processed reads and de novo assemblies), and the yellow 

ones to additional tools included in the pipeline to complete the bacterial characterization (16S rRNA extraction, blast 

against SILVA database, contigs reorder, pan-genome analysis). 
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A detailed description of the steps that BACTpipe carries out shown in Figure 19 is subsequently 
described and attached in Appendix C: 
 

1) If the user uploaded his/her own reference genomes in ‘‘.fna’’ format and the corresponding 
protein files in ‘‘.faa’’, to move them in separate directories called ‘‘reference_genomes’’ and 
‘‘protein_files’’, respectively. The “match_reference_genome_strain.csv” file will be then 
automatically created by the “create_user_csv.pl” script according to the names of the 
reference genomes and the strains uploaded. The format should be as it follows: 
 

- Reference genome (“.fna” format): Genus_species_status_integer.fna. 
E.g. Lactobacillus_plantarum_complete_1.fna. 
E.g. Lactobacillus_plantarum_incomplete_1.fna. 

- Raw sequence data (“.fastq” format): integer_name.fastq. 
E.g. 1_KX_305.fastq. 

- Reference proteins (“.faa” format): Genus_species.faa. 
E.g. Lactobacillus_plantarum.faa. 

 

The integer is used to relate the query bacterial sequence data to the corresponding reference 
genome. Consequently, if more than one sample has the same reference genome, they should 
have the same integer. For instance, 
 

- Reference genome: Lactobacillus_plantarum_complete_1.fna. 
- Sequence data with the same reference genome: 1_KX305.fastq, 1_209.fastq. 
- Reference proteins: Lactobacillus_plantarum.faa. 

 

This information can also be found in the command line help manual. 
2) To pre-process the input bacterial sequence reads using Trimmomatic. If the user uploaded a 

file with specific adapter sequences, Trimmomatic will use this file instead of the one containing 
the default adapter sequences. 

3) To run FastQC in order to assess the quality of the pre-processed reads. 
4) To de novo assemble the pre-processed reads using SPAdes. 
5) To filter the scaffold files output by SPAdes by the length and the coverage of the contigs. The 

cut-off for the contigs length is 500 bp and the coverage cut-off is the median that results from 
ordering from the highest to the lowest the coverage values of the ten longest contigs. 
Therefore, if a contig was shorter than 500 bp and the coverage was lower than the coverage 
cut-off, this was discarded and not included in the final filtered scaffold file. There is an existing 
script that was used, ‘‘FilterAssembly.pl’’. 

6) To output the stats of the filtered scaffold file. An existing script was modified before being used 
in order to output a file that the user can easily work with (‘‘assemblyStats.py’’). At first, the 
stats were written in a ‘‘.txt’’ format with a header for each assembly. After the modification, 
the stats are written in a ‘‘.csv’’ format with a unique header for all the assemblies and tab 
separated. 

7) To extract the 16S rRNA with Barrnap [88]. The output was in ‘‘.gff’’ format and contained the 
coordinates that were going to be used to extract the 16S genes from the filtered scaffolds by              
BedTools [97]. The final output was saved in FASTA format. 

8) To blast the 16S rRNA extracted against the SILVA 16S rRNA database 
(‘‘SSURef_NR99_123_SILVA_12_07_15_pt.arb’’) using SINA.  

9) To use the script ‘‘find_ID_ref_genome.pl’’ to extract the ID of the reference genomes from the 
output files generated by SINA. An output file (‘‘ID_ref_genome_strain.txt’’) with the ID of the 
reference genome and the name of the sample was created. 

10) To screen the nucleotide database of the NCBI to search for the IDs written the 
‘‘ID_ref_genome_strain.txt’’. Once a match was done, the header line in FASTA format was 
written in the file (one line per sample) ‘‘match_ID_reference_genome.txt’’. This was done by 
the script ‘‘retrieve_seq_header.py’’.  
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11) To find the name of the genus and the species of the reference genomes retrieved in the last 
step and assign them to the corresponding assemblies by using the ‘‘assembly_summary.txt’’ 
file. The script ‘‘match_ref_strain.pl’’ was used for this task and, at the same time, output the 
file ‘‘match_reference_genome_strain.csv’’ containing the name of the genus and species and 
the name of the samples.   

12) To rename the previously downloaded genome and protein files according to the species and 
the genus of the reference genome of the file. The scripts used to rename the protein and the 
genome files were ‘‘rename_faa.pl’’ and ‘‘rename_fna.pl’’, respectively. Additionally, the script 
‘‘rename_fna.pl’’ added a ‘‘yes’’ in a third column of the ‘‘match_reference_genome_strain.csv’’ 
file if the genome was complete and a ‘‘no’’ if this was not.  

13) To use Mauve to align the assemblies against their corresponding reference genome if these 
were complete. This used the third column in the ‘‘match_reference_genome.csv’’ to run or not 
Mauve. 

14) To use QUAST to assess the quality of the assemblies. In order to specify the path to the 
reference genome, the specific name of the file was needed. The script 
‘‘genus_species_name.pl’’ was used to extract the names of the genus and the species of the 
corresponding reference genome to the assembly analysed. After that, they were used as 
variables in the main code to specify the path to the reference genome file.  

15) To prepare the protein files (‘‘.faa”) and the filtered scaffold files for Prokka. The command sed 
was used to modify the header of the protein files when adding three ‘‘~’’ characters more after 
the first space found in every header. After that, an existing script called ‘‘rename_fasta.py’’ was 
used to prepare the filtered scaffold files by shortening the number of characters the headers 
can contain to be used by Prokka. 

16) To run Prokka using the modified filtered scaffold files. The genus and the species names needed 
to run Prokka were obtained by running the ‘‘genus_species_name.pl’’ script and the gram stain 
by running the “extract_gram_stain.pl”.  

17) To run Roary in order to perform a pan-genome analysis. This was done regarding the genus (all 
the output files from Prokka that contain the name of the same genus were going to be analysed 
together), as it had been manually done, and then regarding the species (all the output files from 
Prokka that contain the name of the same genus and species were going to be analysed 
together) if more than one sample belonged to the same species. The purpose was to obtain the 
analysis of the core genome (only same genus) and the accessible-genome (same genus and 
species) in separate files. If the user is interested in the genes present in different samples that 
belong to the same species, a gene presence-absence file containing only the samples he/she is 
interested in (and not all the input samples which might belong to other species) could be easier 
to work with. This is the main reason of having performed a pan-genome analysis regarding the 
species too. However, the most important analysis is still the one output regarding the genus, 
which was used later in this project to determine the core genes. 

The directories created by the pipeline and where the different generated files are saved are also 
specified in a flowchart attached in Appendix D. 
 

3.2.2. PAN-GENOME ANALYSIS 

After running BACTpipe and analysing the pan-genome results output by Roary, the strains were 
identified to be genus Streptococcus, Weissella, or Lactobacillus (see Table 7). However, due to the 
limit of time to carry out the project and taking into account that the on-going laboratory experiments 
are focused on Lactobacillus, the analysis of the results of the pan-genome analysis was restricted to 
the Lactobacillus species. 
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The Lactobacillus gene absence-presence matrix output by Roary was manually filtered with the 
formulas described in section 2.5.4.1 with the aim of identifying which of the genes were core genes 
(present in all strains) or accessory genes (only present in two or more strains) that belonged to the 
same phylogenetic group, classification that was done according to the one explained in the book 
Lactobacillus Molecular Biology [81]. This matrix revealed that 30 strains were Lactobacillus species, 
which could be phylogenetically classified as described in Table 13. 
 

Table 13. Classification of the bacterial query samples according to the phylogenetic group they belong 

to. 

Species Phylogenetic group Strains 

Lactobacillus antri Reuteri KX146A4 

Lactobacillus fermentum Reuteri KX2-1008C1, KX347C1 

Lactobacillus gastricus Reuteri KX123A2, KX128A2, KX201Ab1 

Lactobacillus reuteri Reuteri MM2-3, MM4-1A 

Lactobacillus casei/paracasei Casei KX2-286, KX293A4 

Lactobacillus rhamnosus Casei KX151A1, KX305A2 
Lactobacillus gasseri Acidophilus KX2-387C, KX2-1165C, KX110C2, KX139A3, KX289A1, 

KX338A3, KX356C1, KX-429, KX-473C, KX1172C12-1, 
KX-1238C 

Lactobacillus plantarum Plantarum 109, 201, 206, 218, 305, 309 

Lactobacillus salivarius Salivarius KX2-1327C 
   

Apart from the gene absence-presence matrix, Roary outputs a “.newick” file which provides the user 
with a phylogenetic tree when open with a phylogenetic tree viewer. When analysing the phylogenetic 
tree generated by Roary regarding the Lactobacillus species, it was observed that every strain had been 
grouped in the clade that theoretically this should be (see Table 13) except for the strain KX305A2.This 
one had been tagged as Lactobacillus rhamnosus, which theoretically belongs to the phylogenetic 
group “casei”. However, as it can be seen in Figure 20A, this was grouped with the phylogenetic group 
“gasseri”. Furthermore, the gene absence-presence matrix file did not find any core genes, which 
should not happen when strains belonging to the same genus are being analysed as they should at 
least share some housekeeping genes kept during the evolution. In order to find out what the problem 
was with this strain, the statistics file generated by the pipeline of the de novo genome assemblies was 
checked regarding this strain.  

Specifically, the size of the DNA of the strain KX305A2 before being de novo assembled was almost 
5Mb when, according to the NCBI website, the size of the reference genome of Lactobacillus 
rhamnosus is around 3.1Mb. One possible explanation to explain its abnormal large size might be that 
the sample was contaminated when collected, probably with other Lactobacillus species. 
Consequently, it was decided to remove this sample from the analysis and, individually, re-run Roary 
to perform a new pan-genome analysis without the problematic sample. As it can be seen in Figure 
20B, all the samples were clustered according to the phylogenetic group they should belong to and 60 
genes out of the 18195 found in all the samples were part of the core genome (see Table 14). 
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Table 14. List of the genes that belong to the core genome of the 30 Lactobacillus species 

characterized. 

Core genes (I) Core genes (II) 

Adenylosuccinate lyase [L. gasseri] MULTISPECIES: 50S ribosomal protein L13 
[Lactobacillus] 

Clp protease ClpE [L. gasseri] MULTISPECIES: 50S ribosomal protein L14 
[Lactobacillus] 

DNA gyrase subunit B [L. gasseri] MULTISPECIES: 50S ribosomal protein L16 
[Lactobacillus] 

DNA-directed RNA polymerase subunit alpha [L. gasseri] MULTISPECIES: 50S ribosomal protein L17 
[Lactobacillus] 

DNA-directed RNA polymerase subunit beta' [L. gasseri] MULTISPECIES: 50S ribosomal protein L18 
[Lactobacillus] 

Hypothetical protein lp_2275 [L. plantarum WCFS1] MULTISPECIES: 50S ribosomal protein L2 
[Lactobacillus] 

Hypothetical protein lp_3197 [L. plantarum WCFS1] MULTISPECIES: 50S ribosomal protein L20 
[Lactobacillus] 

Inosine-5-monophosphate dehydrogenase [L. gasseri] MULTISPECIES: 50S ribosomal protein L22 
[Lactobacillus] 

Molecular chaperone GroEL [L. gasseri] MULTISPECIES: 50S ribosomal protein L23 
[Lactobacillus] 

Peptide chain release factor 3 [L. gasseri] MULTISPECIES: 50S ribosomal protein L29 
[Lactobacillus] 

  

Figure 20. Classification of the bacterial strains characterized according to the phylogenetic group they belong to. In 

both figures 20A and 20B, the strains were clustered regarding their phylogenetic group. However, the strain KX305A2 

was supposed to belong to the rhamnosus clade but this was grouped with the gasseri clade, as shown in the first figure 

20A. As this strain may have been contaminated when this was collected, a new pan-genome analysis was performed 

without it. The result can be appreciated in 20B, where every strain is grouped in the clade that theoretically belonged 

to. The figures have been drawn with FigTree [93]. 

A B 

Gasseri Reuteri Plantarum Salivarius Casei 
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Preprotein translocase subunit SecA                                     
[L. plantarum WCFS1] 

MULTISPECIES: 50S ribosomal protein L3 
[Lactobacillus] 

Recombinase RecA [L. gasseri] MULTISPECIES: 50S ribosomal protein L31 type B 
[Lactobacillus] 

Redox-sensitive transcription regulator                               
[L. plantarum WCFS1] 

MULTISPECIES: 50S ribosomal protein L5 
[Lactobacillus] 

S-adenosylmethionine synthetase [L. gasseri] MULTISPECIES: 50S ribosomal protein L7/L12 
[Lactobacillus] 

tRNA uridine 5-carboxymethylaminomethyl 
modification protein [L. gasseri] 

MULTISPECIES: Anaerobic ribonucleoside-
triphosphate reductase activating protein 
[Lactobacillus] 

tRNA-dihydrouridine synthase [L. gasseri] MULTISPECIES: DNA gyrase subunit A 
[Lactobacillus] 

Two-component system response regulator                      
[L. plantarum WCFS1]_1 

MULTISPECIES: DNA-directed RNA polymerase 
subunit beta [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S10 
[Lactobacillus] 

MULTISPECIES: Elongation factor G [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S11 
[Lactobacillus] 

MULTISPECIES: Glutamine ABC transporter ATP-
binding protein [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S12 
[Lactobacillus] 

MULTISPECIES: GTP-binding protein [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S13 
[Lactobacillus] 

MULTISPECIES: Holliday junction DNA helicase 
RuvB [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S17 
[Lactobacillus] 

MULTISPECIES: Leucyl-tRNA synthetase 
[Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S18 
[Lactobacillus] 

MULTISPECIES: Phosphocarrier protein HPr 
[Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S19 
[Lactobacillus] 

MULTISPECIES: Phosphoribosylpyrophosphate 
synthetase [Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S3 [Lactobacillus] MULTISPECIES: Sigma-54 modulation protein 
[Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S5 [Lactobacillus] MULTISPECIES: Translation initiation factor IF-1 
[Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S7 [Lactobacillus] MULTISPECIES: Tryptophanyl-tRNA ligase II 
[Lactobacillus] 

MULTISPECIES: 30S ribosomal protein S8 [Lactobacillus] MULTISPECIES: Two-component system response 
regulator [Lactobacillus]_1 

MULTISPECIES: 30S ribosomal protein S9 [Lactobacillus] MULTISPECIES: Two-component system response 
regulator [Lactobacillus]_2 

MULTISPECIES: 50S ribosomal protein L11 
[Lactobacillus] 

MULTISPECIES: UTP--glucose-1-phosphate 
uridylyltransferase [Lactobacillus] 

  

As it was expected, most of the core genes were multispecies, i.e. housekeeping genes which are 
common in the species belonging to the same genus, which in this case was Lactobacillus. These genes 
mainly encode for 30S and 50S ribosomal proteins, involved in the translation process. Nevertheless, 
the rest of them are involved in other biological processes (according to the gene ontology in 
UniProtKB [98]) described in Table 15. Note that the hypothetical proteins related to Lactobacillus 
plantarum are not found in Table 15 as no biological processes have been yet assigned to them. 
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Table 15. Biological processes in which the core genes listed in Table 9, except for those encoding for 

the 30S and 50S ribosomal proteins, are involved. 

Core genes  Biological process/es involved 
 

Adenylosuccinate lyase (purB) 
 

De novo AMP/IMP biosynthetic processes, purine 
(ribo)nucleotide biosynthetic processes 

Clp protease (ClpE)  Proteolysis  

DNA gyrase subunit B (gyrB) DNA topological change, DNA-dependent DNA 
replication 

DNA-directed RNA polymerase subunit alpha (rpoA) Transcription (DNA-templated) 

DNA-directed RNA polymerase subunit beta (rpoB) Transcription (DNA-templated) 

Inosine-5-monophosphate dehydrogenase  Purine nucleotide biosynthetic process 

Molecular chaperone GroEL (GroEL) Protein refolding 

Peptide chain release factor 3 (prfC) Regulation of translational termination 

Preprotein translocase subunit SecA (secA)                                Intracellular protein transmembrane transport, 
protein import, protein targeting 

Recombinase RecA (recA) DNA recombination, DNA repair, SOS response 

Redox-sensitive transcription regulator (rex)                                Negative regulation of transcription (DNA-
templated), response to redox state, transcription 
(DNA-templated) 

S-adenosylmethionine synthetase (metK) One-carbon metabolic process,                                         
S-adenosylmethionine biosynthetic process 

tRNA uridine 5-carboxymethylaminomethyl 
modification protein (mnmG) 

tRNA wobble uridine modification 

tRNA-dihydrouridine synthase (dus) tRNA processing 

Two-component system response regulator                Phosphorelay signal transduction system, 
regulation of transcription (DNA-templated), 
transcription (DNA-templated) 

MULTISPECIES: Anaerobic ribonucleoside-triphosphate 
reductase activating protein (nrdG) 

Oxidation-reduction process 

MULTISPECIES: DNA gyrase subunit A (gyrA) DNA-dependent DNA replication, DNA topological 
change 

MULTISPECIES: DNA-directed RNA polymerase subunit 
beta  (rpoB) 

Transcription (DNA-templated) 

MULTISPECIES: Elongation factor G (fusA) Protein biosynthesis 

MULTISPECIES: Glutamine ABC transporter ATP-binding 
protein (glnQ) 

Amino-acid transmembrane transport, transport 

MULTISPECIES: GTP-binding protein (obg) Ribosome biogenesis 

 
MULTISPECIES: Holliday junction DNA helicase RuvB 
(ruvB) 

 
DNA recombination, DNA repair, SOS response 

MULTISPECIES: Leucyl-tRNA synthetase (leuS) Leucyl-tRNA aminoacylation 

MULTISPECIES: Phosphocarrier protein HPr (ptsH) PEP-dependent sugar phosphotransferase system, 
regulation of transcription (DNA-templated), 
transcription (DNA-templated) 

MULTISPECIES: Phosphoribosylpyrophosphate 
synthetase (prs) 

Nucleotide biosynthetic process 

MULTISPECIES: Sigma-54 modulation protein (yvyD) Primary metabolic process 

MULTISPECIES: Translation initiation factor IF-1 (infA) Protein biosynthesis 

MULTISPECIES: Tryptophanyl-tRNA ligase II (trpS2) Tryptophanyl-tRNA aminoacylation 

MULTISPECIES: Two-component system response 
regulator (1) (*) 

Phosphorelay signal transduction system, 
regulation of transcription (DNA-templated), 
transcription (DNA-templated) 
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MULTISPECIES: Two-component system response 
regulator (2)(*) 

Phosphorelay signal transduction system, 
regulation of transcription (DNA-templated), 
transcription (DNA-templated) 

MULTISPECIES: UTP--glucose-1-phosphate 
uridylyltransferase (galU) 

Biosynthetic process, UDP-glucose metabolic 
process 

  

(*) Note that there are two entries related to the two-component system response regulator as this gene has found to be duplicated.  

As one can see, the core genes are involved in crucial steps of the transcription and translation 
processes as well as related to stress responses, metabolic pathways, metabolites synthesis and 
transport, proteins folding, or DNA replication, recombination, and repair. Therefore, it is not 
surprising to find that most of these genes are housekeeping genes in the Lactobacillus genus. 
Nevertheless, it is important to highlight that, apart from the multispecies genes, all the samples 
analysed presented genes only specific for the Lactobacillus plantarum and for the Lactobacillus 
gasseri species. Concretely, the protein coding sequences recA and rpoA, both found to be specific for 
Lactobacillus gasseri, can be used to establish consensus groups and to phylogenetically classify 
bacteria according to the genus. Therefore, this could be one of the causes of finding them in all the 
Lactobacillus species analysed in the project. However, the rest of the genes shared amongst the 
different species could probably be associated to the idea that horizontal gene transfer (HGT) took 
place in a crucial point of the evolution. Consequently, as these genes might have helped these bacteria 
to adapt in their living environment, more species could survive and transmit the DNA containing these 
genes to the next generation either through transformation, conjugation, or transduction. The core 
genes of the Lactobacillus species basically encode for proteins involved in the transcription and 
translation processes, DNA repair, nucleotide biosynthesis, or encode for chaperones. These are 
biological processes that keep these bacteria alive, what could explain why these genes have been 
kept throughout the evolution in the bacterial genome of the Lactobacillus genus. 

4. Analysis and Conclusions 
 
Different bioinformatics tools that can be individually used to (1) pre-process the raw sequence reads, 
(2) de novo assemble the pre-processed sequence reads, and (3) annotate the final de novo assemblies 
were tested and benchmarked with whole-genome bacterial sequence data. Afterwards, those that 
performed better were selected to later be included in the final pipeline (Bash script). The result of 
concatenating them by using the specific Bash commands and different Perl and Python scripts was 
BACTpipe, an in-house pipeline, specially built to be run in the Milou cluster of UPPMAX, which 
characterizes bacterial isolates based on whole-genome sequence data.  
 
To date, there are some available pipelines that can perform specific steps of the characterization of 
bacteria. To give some examples, there is a pipeline [39] which de novo assembles paired-end sequence 
reads generated by Illumina, other bioinformatics tools that focus on genome annotation like Prokka 
(2014) or DIYA [31] (2009), and even pipelines which main approach is to carry out a pan-genome 
analysis like BPGA (2016) or PGAP [35] (2012). However, there is only one recent pipeline published in 
March 2016, MEGAnnotator, which concatenates more than one of the steps needed to characterize 
bacterial strains: the de novo assembly and the annotation. This pipeline was written with the purpose 
of working with DNA shotgun sequence reads. In order to start MEGAnnotator, a simple command via 
command-line is not used. Instead, a graphical interface is created by the script that launches the 
pipeline with which the user has to deal with. First of all, the chance to select the kind of analysis the 
user wants to perform is given: (1) genomic assembly, (2) metagenomics assembly, or (3) prediction 
and annotation. This means that the user can individually use the annotation step in case the user has 
already the genomes assembled. If both the assembly and the annotation are to be run, the user is 
asked about the following: 
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1. The genome assembler to be used (ABySS or MIRA [99], selected to include in this pipeline 
after having tested different shotgun sequence data with different genome assemblers, 
including these two, Celera [100], which is no longer maintained; Ray [101], SOAPdenovo2, 
SPAdes, and Velvet). 

2. The NGS platform used to sequence the reads. 
3. If the data is single-read or paired-end. Furthermore, the user has to select these files by using 

a search window loaded by the script. 
4. The name that will be given to the project that is going to be run. 
5. The number of threads to allocate. 
6. The option to upload a reference genome, which will be only used to order the contigs. 
7. If he/she wants to change the parametres to filter the contigs contained in the assemblies that 

are to be generated. Else, the default ones will be used:  (a) keeping only those reads that are 
longer than 1000 base pairs, (b) restricting a maximum of 100 contigs per assembly, and (c) 
discarding those contigs which coverage does not equal to 33%. 

8. The databases needed for the genome annotation (which the user has had to previously build). 
9. The threshold to use during the annotation according to the sequence similarity. 

 

Noteworthy is that they do not include any pre-processing step to prepare the sequence reads they 
use for the assembly, which this study has proven to be of importance. For instance, if the sequence 
reads contain repeated sequences, partial or total adapter sequences, or they were really short reads 
that could be artefacts of the PCR; they would not be removed and used in the assembly. Furthermore, 
they do not use any tool to error-correct the reads before de novo assembling the contigs or the 
assemblies they use include this step, which may lead to more misassemblies and shorter contiguous 
sequences [41]. Consequently, skipping these two steps might affect the quality of the final assemblies 
as they would not be as good as the reads cold be if they had been previously pre-processed and error-
corrected.  BACTpipe tackles these issues by (1) including the pre-processing step of the sequence 
reads with Trimmomatic before they are de novo assembled and (2) using SPAdes as a genome 
assembler, which first error corrects the reads before assembling them. Apart from that, BACTpipe 
filters the scaffold files generated by SPAdes according to a specific algorithm based on a maximum 
length and the coverage cut-off of every contig, which differs from the default values MEGAnnotator 
uses. BACTpipe does not restrict the number of minimum contigs the assembly may have, their 
minimum length is set to 500 base pairs instead of 1000, and this does not set a specific coverage cut-
off as the quality of the contigs may vary from assembly to assembly. Therefore, the algorithm used 
by BACTpipe takes the ten longest contigs of the assembly, orders them from the longest to the 
shortest, calculates the median of their coverage, and uses the result as the coverage cut-off. 
Consequently, this aims to keep the best quality contigs (which in some cases may have coverage 
values higher than 33%) that, at the same time, are long enough not to be considered artefacts (a 
minimum of 500 base pairs).  
 
Furthermore, MEGAnnotator does not work via command-line but interactively. This takes more time 
for the user than running a simple command like BACTpipe does as he/she has to go through all the 
windows the interactive tool has for the nine steps mentioned above. At the same time, the user has 
to select the files from the desktop to let the tool work with them and prepare the databases the 
annotation step strictly needs in order to run. On the contrary, BACTpipe does not need to go through 
all these steps as this is not an interactive tool, being faster in terms of getting started. In addition to 
this, the reference genomes are not only used to align the query samples like MEGAnnotator does but 
also to download the reference genomes and the protein files needed for the annotation step. In the 
end of the analysis, BACTpipe carries out a pan-genome analyses with Roary, step that MEGAnnotator 
does not include and may allow the user to analyse the differences and similarities between the 
bacterial samples characterized. 
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According to the points previously mentioned, BACTpipe aims to characterize bacterial isolates based 
on whole-genome sequence data. Specifically, the flexibility of this tool can be determined regarding 
the next features: 
 

- The user may upload or not the reference genomes the de novo assemblies should be blast 
against to assess their quality. 

- The user may decide if he/she wants to upload a file with the specific adapter sequences that 
have been used during the sequencing process or let the pipeline use the default Illumina 
adapter sequences.  

- If the user has previous experience working in the Linux environment and can program in Bash, 
Perl, and Python; he/she can easily go through the code of BACTpipe and adjust the commands 
of the tools to his/her data, if need be. This may be the case of users that are really familiar to 
one of the bioinformatics tools included in this pipeline and they have set specific parametres 
to work with their bacterial data. 

 

At the same time, its user-friendliness is defined by the following: 
 

- The files containing the raw sequence data only have to be moved/uploaded to the directory 
where BACTpipe will be run. If the user wants to use specific reference genomes and their 
corresponding protein files for the annotation step, he/she has to move them to this directory 
too. No arguments are needed to specify the location of these files, in case they are uploaded 
by the user. 

- If the user uploads a file containing specific adapter sequences to trim, then Trimmomatic will 
use this instead of the file containing the default adapter sequences. Again, no arguments are 
needed to specify if the adapters are being or not uploaded.  

 
Despite of the advantages mentioned above, this pipeline has also its limitations: 
 

- BACTpipe has been specifically written to be run with whole-genome sequence data from 
Illumina in the Milou cluster at UPPMAX. Therefore, this is limited to its environment and the 
users that have an account at UPPMAX.  

- The user can request the amount of nodes or cores he/she is willing to deduct from the core 
hours his/her project has allocated in the cluster. Therefore, the memory used will depend on 
this request, which will determine the amount of time the pipeline is going to be running until 
the bacterial characterization is finished. 

- Taking all the factors that can affect the filtering of the gene absence-presence matrix into 
account, it is noticeable that this is a step the pipeline could not carry out because the interests 
of the user may vary according to the genes he/she may be looking at and how he/she wants 
to classify them, e.g. metabolism type, GC content, etc. This was the main reason of not having 
automated in the pipeline a specific filtering of the absence-presence matrix output by Roary, 
to let the user filter this file according to what is needed in his/her project.  

 
According to the disadvantages mentioned above, one of the future goals would be to adapt BACTpipe 
to any environment and not limit it to be run in the Milou cluster. Specifically, this would lead to a 
more broaden usage of BACTpipe, hence being available for more scientific users around the world 
interested in analysing their whole-genome sequence data. Furthermore, more implementations could 
be done regarding the addition of new bioinformatics tools that can analyse other features of the data 
like, for instance, the presence of bacteriocins or plasmids. This would complement the final pan-
genome analysis regarding the final annotated bacterial genomes.  
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Furthermore, due to the limit of time for this project, it is also important to mention that, after the 
results of the scoring of the tested tools, some other combinations of pre-processing tools and de novo 
genome assemblers could have been tested but it was not possible. Specifically, it would have been 
worth testing different combinations of the individual SGA tools, as the one used (suggested in the 
examples of the tool regarding bacterial data) crashed with the pre-processed reads of PathoQC, which 
could not be included in the comparisons step. At the same time, as the A5-miseq pipeline and the 
combination “Trimmomatic + SGA” output the assemblies with better quality according to the scoring, 
their approaches could have been combined in different ways to see if the quality improved. These are 
future tests that in a future can be tried and, if the results showed a quality improvement in the 
assemblies, BACTpipe would be implemented with the corresponding tools. 
 
Last, regarding the bacterial data analysed in this project, more research is still to be done not only 
according to the Lactobacillus species previously analysed in detail but also to those belonging to the 
genus Streptococcus and Weissella. Because of time limitations and the future goals of the laboratory 
experiments, only the Lactobacillus species were analysed in terms of establishing taxonomic and 
phylogenetic comparisons, being focused on the core genes. They were mainly housekeeping genes or 
genes that could derive from HGT which encode for proteins essential for the survival of the bacteria, 
such as those involved in the replication, transcription, or translation processes, to give some 
examples. However, more research could be done regarding the accessory genes in order to look for 
similarities or differences between specific species. For instance, this would imply analysing those 
genes encoding for toxins, integrases, adhesins, phage proteins, etc. This analysis could lead to (1) 
additional classifications of the bacteria analysed, apart from the phylogenetic clades, regarding the 
genes they have in common, (2) the discovery of proteins shared among species which function is not 
known, hence having to be isolated and studied in vitro in order to know what their function is; or (3) 
the discovery of new biological pathways regarding the proteins that may be shared or not between 
the species studied.  
 
Currently, sequencing bacterial data has become more affordable and, in the coming years, the 
expenses are thought to decrease even more. Consequently, the amount of data that will have to be 
analysed will exponentially increase, which means that more automated and easy to understand and 
use bioinformatics tools will be needed to speed these analyses in the scientific community. This was 
the main motivation to develop a pipeline which could be used to characterize (pre-processing, de 
novo assembly, genome annotation, and taxonomic and phylogenetic comparison) bacterial isolates 
without having to change from one tool to another. After performing a first manual analysis, the 
bottlenecks of the process that slowed it down and needed to be automated were identified: (1) 
finding and downloading the most suitable reference genome for a given strain to characterize,              
(2) reordering the contigs of a de novo assembly if its reference genome was complete, and (3) 
identifying the gram stain of the found reference genome to output a more accurate annotation. 
Taking these problems into account, BACTpipe was developed. This pipeline aims to ease the user the 
analysis of whole-genome sequence data, providing with a completely automated bacterial 
characterization of the strains given by the user and contributing to an easy, automated, and faster 
way to analyse the vast amount of bacterial sequence data that day-to-day is being nowadays 
generated. 
 

 

 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 76 
bacterial isolates based on WGS data 

5. References 
 
1.  Fleischmann RD, Adams MD, White O, Clayton RA, Kirkness EF, Kerlavage AR, et al. Whole-

genome random sequencing and assembly of Haemophilus influenzae Rd. Science [Internet]. 
1995 Jul 28 [cited 2014 Dec 18];269(5223):496–512. Available from: 
http://www.ncbi.nlm.nih.gov/pubmed/7542800 

2.  Sanger F, Nicklen S, Coulson AR. DNA sequencing with chain-terminating inhibitors. Proc Natl 
Acad Sci U S A [Internet]. 1977 Dec [cited 2014 Jul 10];74(12):5463–7. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=431765&tool=pmcentrez&rende
rtype=abstract 

3.  Wright C, Burton H, Hall A, Moorthie S, Pokorska-Bocci A, Sagoo G, et al. Next steps in the 
sequence: the implications of whole genome sequencing for health in the UK [Internet]. Policy 
Analysis. PHG Foundation; 2011. 1-192 p. Available from: 
http://www.phgfoundation.org/pages/wholegenome.htm 

4.  Johansen Taber KA, Dickinson BD, Wilson M. The promise and challenges of next-generation 
genome sequencing for clinical care. JAMA Intern Med [Internet]. American Medical 
Association; 2014 Feb 1 [cited 2015 Nov 9];174(2):275–80. Available from: 
http://archinte.jamanetwork.com/article.aspx?articleid=1770525 

5.  Venter JC. Multiple personal genomes await. Nature [Internet]. Nature Publishing Group; 
2010 Apr 1 [cited 2015 Dec 7];464(7289):676–7. Available from: 
http://dx.doi.org/10.1038/464676a 

6.  Loman NJ, Constantinidou C, Chan JZM, Halachev M, Sergeant M, Penn CW, et al. High-
throughput bacterial genome sequencing: an embarrassment of choice, a world of 
opportunity. Nat Rev Microbiol [Internet]. Nature Publishing Group, a division of Macmillan 
Publishers Limited. All Rights Reserved.; 2012 Sep [cited 2014 Jul 16];10(9):599–606. Available 
from: http://dx.doi.org/10.1038/nrmicro2850 

7.  Land M, Hauser L, Jun S-R, Nookaew I, Leuze MR, Ahn T-H, et al. Insights from 20 years of 
bacterial genome sequencing. Funct Integr Genomics [Internet]. 2015;15(2):141–61. Available 
from: http://link.springer.com/10.1007/s10142-015-0433-4 

8.  Zhang Y, Lun C-Y, Tsui SK-W. Metagenomics: A New Way to Illustrate the Crosstalk between 
Infectious Diseases and Host Microbiome. Int J Mol Sci [Internet]. Multidisciplinary Digital 
Publishing Institute; 2015 Jan 3 [cited 2015 Nov 20];16(11):26263–79. Available from: 
http://www.mdpi.com/1422-0067/16/11/25957/htm 

9.  Köser CU, Ellington MJ, Peacock SJ. Whole-genome sequencing to control antimicrobial 
resistance. Trends Genet [Internet]. 2014 Sep [cited 2015 Mar 25];30(9):401–7. Available 
from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4156311&tool=pmcentrez&rend
ertype=abstract 

10.  Baker M. De novo genome assembly: what every biologist should know. Nat Methods. 
2012;9(4):333–7.  

11.  Bahassi EM, Stambrook PJ. Next-generation sequencing technologies: breaking the sound 
barrier of human genetics. Mutagenesis [Internet]. 2014 Sep 1 [cited 2015 Nov 5];29(5):303–
10. Available from: http://mutage.oxfordjournals.org/content/29/5/303.long 

 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 77 
bacterial isolates based on WGS data 

12.  Land M, Hauser L, Jun S-R, Nookaew I, Leuze MR, Ahn T-H, et al. Insights from 20 years of 
bacterial genome sequencing. Funct Integr Genomics [Internet]. 2015 Mar [cited 2015 Jul 
3];15(2):141–61. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4361730&tool=pmcentrez&rend
ertype=abstract 

13.  Bolger AM, Lohse M, Usadel B. Trimmomatic: a flexible trimmer for Illumina sequence data. 
Bioinformatics [Internet]. 2014 Apr 28 [cited 2014 Jul 9];30(15):2114–20. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4103590&tool=pmcentrez&rend
ertype=abstract 

14.  Krueger F. Babraham Bioinformatics - Trim Galore! [Internet]. [cited 2015 Dec 8]. Available 
from: http://www.bioinformatics.babraham.ac.uk/projects/trim_galore/ 

15.  Hong C, Manimaran S, Johnson WE. PathoQC: Computationally Efficient Read Preprocessing 
and Quality Control for High-Throughput Sequencing Data Sets. Cancer Inform [Internet]. 
2014 Jan [cited 2015 Dec 7];13(Suppl 1):167–76. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4429651&tool=pmcentrez&rend
ertype=abstract 

16.  Aronesty E. ea-utils: “Command-line tools for processing biological sequencing data” 
[Internet]. 2011 [cited 2016 Feb 22]. Available from: https://code.google.com/archive/p/ea-
utils/ 

17.  Coil D, Jospin G, Darling AE. A5-miseq: an updated pipeline to assemble microbial genomes 
from Illumina MiSeq data. Bioinformatics [Internet]. 2015 Feb 15 [cited 2015 Jul 
21];31(4):587–9. Available from: 
http://bioinformatics.oxfordjournals.org/content/early/2014/10/22/bioinformatics.btu661 

18.  Simpson JT, Wong K, Jackman SD, Schein JE, Jones SJM, Birol I. ABySS: a parallel assembler for 
short read sequence data. Genome Res [Internet]. 2009 Jun [cited 2014 Jul 11];19(6):1117–
23. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2694472&tool=pmcentrez&rend
ertype=abstract 

19.  Bankevich A, Nurk S, Antipov D, Gurevich AA, Dvorkin M, Kulikov AS, et al. SPAdes: a new 
genome assembly algorithm and its applications to single-cell sequencing. J Comput Biol 
[Internet]. 2012 May [cited 2014 Jul 18];19(5):455–77. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3342519&tool=pmcentrez&rend
ertype=abstract 

20.  Simpson JT, Durbin R. Efficient de novo assembly of large genomes using compressed data 
structures. Genome Res [Internet]. 2012 Mar [cited 2015 Dec 18];22(3):549–56. Available 
from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3290790&tool=pmcentrez&rend
ertype=abstract 

21.  Zerbino DR, Birney E. Velvet: algorithms for de novo short read assembly using de Bruijn 
graphs. Genome Res [Internet]. 2008 May [cited 2014 Jul 9];18(5):821–9. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2336801&tool=pmcentrez&rend
ertype=abstract 

 

 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 78 
bacterial isolates based on WGS data 

22.  Luo R, Liu B, Xie Y, Li Z, Huang W, Yuan J, et al. SOAPdenovo2: an empirically improved 
memory-efficient short-read de novo assembler. Gigascience [Internet]. 2012 Jan [cited 2014 
Nov 20];1(1):18. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3626529&tool=pmcentrez&rend
ertype=abstract 

23.  Lugli GA, Milani C, Mancabelli L, van Sinderen D, Ventura M. MEGAnnotator: a user-friendly 
pipeline for microbial genomes assembly and annotation. FEMS Microbiol Lett [Internet]. The 
Oxford University Press; 2016 Mar 1 [cited 2016 Mar 6];363(7):fnw049. Available from: 
http://femsle.oxfordjournals.org/content/363/7/fnw049.abstract 

24.  Markowitz VM, Chen I-MA, Palaniappan K, Chu K, Szeto E, Pillay M, et al. IMG 4 version of the 
integrated microbial genomes comparative analysis system. Nucleic Acids Res [Internet]. 2014 
Jan 1 [cited 2015 Dec 1];42(Database issue):D560–7. Available from: 
http://nar.oxfordjournals.org/content/42/D1/D560 

25.  Markowitz VM, Chen I-MA, Chu K, Szeto E, Palaniappan K, Pillay M, et al. IMG/M 4 version of 
the integrated metagenome comparative analysis system. Nucleic Acids Res [Internet]. 2014 
Jan 1 [cited 2015 Dec 8];42(Database issue):D568–73. Available from: 
http://nar.oxfordjournals.org/content/42/D1/D568 

26.  Aziz RK, Bartels D, Best AA, DeJongh M, Disz T, Edwards RA, et al. The RAST Server: rapid 
annotations using subsystems technology. BMC Genomics [Internet]. 2008 Jan [cited 2014 Jul 
9];9:75. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2265698&tool=pmcentrez&rend
ertype=abstract 

27.  Brettin T, Davis JJ, Disz T, Edwards RA, Gerdes S, Olsen GJ, et al. RASTtk: a modular and 
extensible implementation of the RAST algorithm for building custom annotation pipelines 
and annotating batches of genomes. Sci Rep [Internet]. 2015 Jan [cited 2015 Aug 27];5:8365. 
Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4322359&tool=pmcentrez&rend
ertype=abstract 

28.  Meyer F, Paarmann D, D’Souza M, Olson R, Glass EM, Kubal M, et al. The metagenomics RAST 
server - a public resource for the automatic phylogenetic and functional analysis of 
metagenomes. BMC Bioinformatics [Internet]. 2008 Jan [cited 2014 Jul 11];9:386. Available 
from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2563014&tool=pmcentrez&rend
ertype=abstract 

29.  Goll J, Rusch DB, Tanenbaum DM, Thiagarajan M, Li K, Methé BA, et al. METAREP: JCVI 
metagenomics reports--an open source tool for high-performance comparative 
metagenomics. Bioinformatics [Internet]. 2010 Oct 15 [cited 2016 Feb 21];26(20):2631–2. 
Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2951084&tool=pmcentrez&rend
ertype=abstract 

30.  Seemann T. Prokka: rapid prokaryotic genome annotation. Bioinformatics [Internet]. 
2014;30(14):2068–9. Available from: 
http://bioinformatics.oxfordjournals.org/cgi/doi/10.1093/bioinformatics/btu153 

31.  Stewart AC, Osborne B, Read TD. DIYA: a bacterial annotation pipeline for any genomics lab. 
Bioinformatics [Internet]. 2009 Apr 1 [cited 2016 May 6];25(7):962–3. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2660880&tool=pmcentrez&rend
ertype=abstract 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 79 
bacterial isolates based on WGS data 

32.  Tcherepanov V, Ehlers A, Upton C. Genome Annotation Transfer Utility (GATU): rapid 
annotation of viral genomes using a closely related reference genome. BMC Genomics 
[Internet]. BioMed Central; 2006 Jan 13 [cited 2016 Feb 21];7(1):150. Available from: 
http://bmcgenomics.biomedcentral.com/articles/10.1186/1471-2164-7-150 

33.  Van Domselaar GH, Stothard P, Shrivastava S, Cruz JA, Guo A, Dong X, et al. BASys: a web 
server for automated bacterial genome annotation. Nucleic Acids Res [Internet]. 2005 Jul 1 
[cited 2016 Feb 21];33(Web Server issue):W455–9. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=1160269&tool=pmcentrez&rend
ertype=abstract 

34.  Page AJ, Cummins CA, Hunt M, Wong VK, Reuter S, Holden MTG, et al. Roary: Rapid large-
scale prokaryote pan genome analysis. Bioinformatics [Internet]. 2015 Jul 20 [cited 2015 Jul 
22];31(22):btv421. Available from: 
http://bioinformatics.oxfordjournals.org/content/31/22/3691 

35.  Zhao Y, Wu J, Yang J, Sun S, Xiao J, Yu J. PGAP: pan-genomes analysis pipeline. Bioinformatics 
[Internet]. 2012 Feb 1 [cited 2016 May 6];28(3):416–8. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3268234&tool=pmcentrez&rend
ertype=abstract 

36.  Chaudhari NM, Gupta VK, Dutta C. BPGA- an ultra-fast pan-genome analysis pipeline. Sci Rep 
[Internet]. 2016 Jan [cited 2016 Apr 14];6:24373. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4829868&tool=pmcentrez&rend
ertype=abstract 

37.  Bromberg Y. Building a genome analysis pipeline to predict disease risk and prevent disease. J 
Mol Biol [Internet]. 2013 Nov 1 [cited 2016 Feb 3];425(21):3993–4005. Available from: 
http://www.sciencedirect.com/science/article/pii/S0022283613004993 

38.  Zhao S, Prenger K, Smith L. Stormbow: A Cloud-Based Tool for Reads Mapping and Expression 
Quantification in Large-Scale RNA-Seq Studies. ISRN Bioinforma [Internet]. 2013 Jan [cited 
2016 Feb 5];2013:481545. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4393068&tool=pmcentrez&rend
ertype=abstract 

39.  Puranik R, Quan G, Werner J, Zhou R, Xu Z. A pipeline for completing bacterial genomes using 
in silico and wet lab approaches. BMC Genomics [Internet]. 2015 Jan [cited 2016 May 6];16 
Suppl 3:S7. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4331810&tool=pmcentrez&rend
ertype=abstract 

40.  Chen C, Khaleel SS, Huang H, Wu CH. Software for pre-processing Illumina next-generation 
sequencing short read sequences. Source Code Biol Med [Internet]. 2014 Jan [cited 2016 Jan 
28];9:8. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4064128&tool=pmcentrez&rend
ertype=abstract 

41.  Wendl MC, Dear S, Hodgson D, Hillier L. Automated sequence preprocessing in a large-scale 
sequencing environment. Genome Res [Internet]. 1998 Sep [cited 2016 Jun 3];8(9):975–84. 
Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=310779&tool=pmcentrez&rende
rtype=abstract 

 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 80 
bacterial isolates based on WGS data 

42.  Hodkinson BP, Grice EA. Next-Generation Sequencing: A Review of Technologies and Tools for 
Wound Microbiome Research. Adv wound care [Internet]. 2015 Jan 1 [cited 2016 Apr 
12];4(1):50–8. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4281878&tool=pmcentrez&rend
ertype=abstract 

43.  Ekblom R, Wolf JBW. A field guide to whole-genome sequencing, assembly and annotation. 
Evol Appl [Internet]. 2014 Jun 24 [cited 2014 Jul 10];7(9):n/a – n/a. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=4231593&tool=pmcentrez&rend
ertype=abstract 

44.  Pabinger S, Dander A, Fischer M, Snajder R, Sperk M, Efremova M, et al. A survey of tools for 
variant analysis of next-generation genome sequencing data. Brief Bioinform [Internet]. 2014 
Mar 21 [cited 2014 Jul 9];15(2):256–78. Available from: 
http://bib.oxfordjournals.org/content/early/2013/01/21/bib.bbs086.full 

45.  Joan C. Bartlett YILAK. Why Choose This One?  Factors in scientists’ selection of bioinformatics 
tools [Internet]. Professor T.D. Wilson; [cited 2016 Jun 5]. Available from: 
http://www.informationr.net/ir/16-1/paper463.html 

46.  Parnell LD, Lindenbaum P, Shameer K, Dall’Olio GM, Swan DC, Jensen LJ, et al. BioStar: an 
online question & answer resource for the bioinformatics community. PLoS Comput Biol 
[Internet]. Public Library of Science; 2011 Oct 27 [cited 2016 Feb 18];7(10):e1002216. 
Available from: 
http://journals.plos.org/ploscompbiol/article?id=10.1371/journal.pcbi.1002216 

47.  ResearchGate GmbH. ResearchGate [Internet]. [cited 2016 Feb 18]. Available from: 
https://www.researchgate.net/about 

48.  Barton M, Joint Genome Institution. Genome assembler benchmarking |nucleotid.es 
[Internet]. [cited 2015 Dec 7]. Available from: http://nucleotid.es/benchmarks/ 

49.  Andrews S. Babraham Bioinformatics - FastQC [Internet]. [cited 2015 Dec 7]. Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/ 

50.  Martin M. Cutadapt removes adapter sequences from high-throughput sequencing reads 
[Internet]. EMBnet.journal. 2011 [cited 2015 Dec 7]. p. pp. 10–2. Available from: 
http://journal.embnet.org/index.php/embnetjournal/article/view/200/479 

51.  Schmieder R, Edwards R. Quality control and preprocessing of metagenomic datasets. 
Bioinformatics [Internet]. 2011 Mar 15 [cited 2014 Jul 11];27(6):863–4. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3051327&tool=pmcentrez&rend
ertype=abstract 

52.  Quality Scores for Next-Generation Sequencing [Internet]. [cited 2016 Jun 5]. Available from: 
http://www.illumina.com/documents/products/technotes/technote_Q-Scores.pdf 

53.  FASTQC: Per Tile Sequence Quality [Internet]. [cited 2016 Jun 5]. Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/Help/3 Analysis Modules/12 Per 
Tile Sequence Quality.html 

54.  Trimmomatic Manual [Internet]. [cited 2016 Apr 29]. Available from: 
http://www.usadellab.org/cms/uploads/supplementary/Trimmomatic/TrimmomaticManual_
V0.32.pdf 

55.  Lars Engstrand research group, Åsa Sjöling research group. Centre for Translational 
Microbiome Research (CTMR) [Internet]. [cited 2016 Jun 7]. Available from: 
http://ki.se/en/research/centre-for-translational-microbiome-research-ctmr 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 81 
bacterial isolates based on WGS data 

56.  Compeau PEC, Pevzner PA, Tesler G. How to apply de Bruijn graphs to genome assembly. Nat 
Biotechnol [Internet]. Nature Publishing Group; 2011 Nov 8 [cited 2016 Jun 7];29(11):987–91. 
Available from: http://www.nature.com/doifinder/10.1038/nbt.2023 

57.  de Bruijn N. A Combinatorial Problem. 1946. Report No.: 49.  

58.  Medvedev P, Scott E, Kakaradov B, Pevzner P. Error correction of high-throughput sequencing 
datasets with non-uniform coverage. Bioinformatics [Internet]. 2011 Jul 1 [cited 2016 Apr 
8];27(13):i137–41. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3117386&tool=pmcentrez&rend
ertype=abstract 

59.  Nikolenko SI, Korobeynikov AI, Alekseyev MA. BayesHammer: Bayesian clustering for error 
correction in single-cell sequencing. BMC Genomics [Internet]. 2013 Jan [cited 2015 Jun 
25];14(Suppl 1):S7. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3549815&tool=pmcentrez&rend
ertype=abstract 

60.  Bankevich A, Nurk S, Antipov D, Gurevich AA, Dvorkin M, Kulikov AS, et al. SPAdes manual 
[Internet]. [cited 2016 Jun 7]. Available from: 
http://spades.bioinf.spbau.ru/release3.8.0/manual.html#sec3.2 

61.  Myers EW. The fragment assembly string graph. Bioinformatics [Internet]. 2005 Sep 1 [cited 
2016 Jun 7];21 Suppl 2(suppl 2):ii79–85. Available from: 
http://www.ncbi.nlm.nih.gov/pubmed/16204131 

62.  Sameith K, Roscito JG, Hiller M. Iterative error correction of long sequencing reads maximizes 
accuracy and improves contig assembly. Brief Bioinform [Internet]. 2016 Feb 10 [cited 2016 
Jun 8];bbw003. Available from: http://www.ncbi.nlm.nih.gov/pubmed/26868358 

63.  Molnar M, Ilie L. Correcting Illumina data. Brief Bioinform [Internet]. 2015 Jul [cited 2016 Jun 
8];16(4):588–99. Available from: http://www.ncbi.nlm.nih.gov/pubmed/25183248 

64.  Song G, Dickins BJA, Demeter J, Engel S, Dunn B, Cherry JM, et al. AGAPE (Automated Genome 
Analysis PipelinE) for Pan-Genome Analysis of Saccharomyces cerevisiae. Schacherer J, editor. 
PLoS One [Internet]. Public Library of Science; 2015 Mar 17 [cited 2016 Jun 
8];10(3):e0120671. Available from: http://dx.plos.org/10.1371/journal.pone.0120671 

65.  Tritt A, Eisen JA, Facciotti MT, Darling AE. An Integrated Pipeline for de Novo Assembly of 
Microbial Genomes. Zhu D, editor. PLoS One [Internet]. Public Library of Science; 2012 Sep 13 
[cited 2016 Jun 8];7(9):e42304. Available from: 
http://dx.plos.org/10.1371/journal.pone.0042304 

66.  Peng Y, Leung HCM, Yiu SM, Chin FYL. IDBA-UD: a de novo assembler for single-cell and 
metagenomic sequencing data with highly uneven depth. Bioinformatics [Internet]. 2012 Jun 
1 [cited 2016 Jan 7];28(11):1420–8. Available from: 
http://www.ncbi.nlm.nih.gov/pubmed/22495754 

67.  Boetzer M, Henkel C V, Jansen HJ, Butler D, Pirovano W. Scaffolding pre-assembled contigs 
using SSPACE. Bioinformatics [Internet]. 2011 Feb 15 [cited 2015 Jan 9];27(4):578–9. Available 
from: http://bioinformatics.oxfordjournals.org/content/27/4/578.full 

68.  Li H, Handsaker B, Wysoker A, Fennell T, Ruan J, Homer N, et al. The Sequence 
Alignment/Map format and SAMtools. Bioinformatics [Internet]. 2009 Aug 15 [cited 2014 Jul 
9];25(16):2078–9. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2723002&tool=pmcentrez&rend
ertype=abstract 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 82 
bacterial isolates based on WGS data 

69.  Li H, Durbin R. Fast and accurate short read alignment with Burrows-Wheeler transform. 
Bioinformatics [Internet]. 2009 Jul 15 [cited 2014 Jul 9];25(14):1754–60. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=2705234&tool=pmcentrez&rend
ertype=abstract 

70.  Aronesty E. EA-utils | varcall [Internet]. 2011 [cited 2016 Jun 8]. Available from: 
https://code.google.com/archive/p/ea-utils/wikis/Varcall.wiki 

71.  Markowitz VM, Chen I-MA, Palaniappan K, Chu K, Szeto E, Grechkin Y, et al. IMG: the 
integrated microbial genomes database and comparative analysis system. Nucleic Acids Res 
[Internet]. 2011 Dec 22 [cited 2015 Sep 30];40(D1):D115–22. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3245086&tool=pmcentrez&rend
ertype=abstract 

72.  Overbeek R, Begley T, Butler RM, Choudhuri J V, Chuang H-Y, Cohoon M, et al. The subsystems 
approach to genome annotation and its use in the project to annotate 1000 genomes. Nucleic 
Acids Res [Internet]. 2005 [cited 2016 Jun 8];33(17):5691–702. Available from: 
http://www.ncbi.nlm.nih.gov/pubmed/16214803 

73.  Annotating a genome using myRast [Internet]. [cited 2016 Jun 8]. Available from: 
http://blog.theseed.org/servers/presentations/t1/running-a-job-with-the-desktop-rast.html 

74.  myRAST [Internet]. [cited 2016 Jun 8]. Available from: 
http://blog.theseed.org/servers/installation/distribution-of-the-seed-server-packages.html 

75.  Klimke W, O’Donovan C, White O, Brister JR, Clark K, Fedorov B, et al. Solving the Problem: 
Genome Annotation Standards before the Data Deluge. Stand Genomic Sci [Internet]. 2011 
Oct 15 [cited 2016 Jun 8];5(1):168–93. Available from: 
http://www.ncbi.nlm.nih.gov/pubmed/22180819 

76.  SEED server scripts | svr_call_rnas [Internet]. [cited 2016 Jun 8]. Available from: 
http://pubseed.theseed.org/sapling/server.cgi?pod=svr_call_rnas.pl 

77.  SEED server scripts | svr_call_pegs [Internet]. [cited 2016 Jun 8]. Available from: 
http://pubseed.theseed.org/sapling/server.cgi?pod=svr_call_pegs.pl 

78.  SEED server scripts | svr_assign_using_figfams [Internet]. [cited 2016 Jun 8]. Available from: 
http://pubseed.theseed.org/sapling/server.cgi?pod=svr_assign_using_figfams.pl 

79.  SEED server scripts | svr_metabolic_reconstruction [Internet]. [cited 2016 Jun 8]. Available 
from: http://pubseed.theseed.org/sapling/server.cgi?pod=svr_metabolic_reconstruction.pl 

80.  ATCC. Reference strains: How many passages are too many? ATCC Connection. Manassas, VA; 
2003.  

81.  Ljungh Å, Wadström T. Lactobacillus Molecular Biology: From Genomics to Probiotics 
[Internet]. 2009 [cited 2016 Apr 12]. Available from: 
https://books.google.se/books/about/Lactobacillus_Molecular_Biology.html?id=d7GUXvQhxn
oC&pgis=1 

82.  Bushnell B. BBMap | SourceForge.net [Internet]. sourceforge.net/projects/bbmap/. [cited 
2016 Apr 12]. Available from: https://sourceforge.net/projects/bbmap/?source=navbar 

83.  Gurevich A, Saveliev V, Vyahhi N, Tesler G. QUAST: quality assessment tool for genome 
assemblies. Bioinformatics [Internet]. 2013 Apr 15 [cited 2014 Jul 10];29(8):1072–5. Available 
from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3624806&tool=pmcentrez&rend
ertype=abstract 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 83 
bacterial isolates based on WGS data 

84.  Baker M. De novo genome assembly: what every biologist should know. Nat Methods 
[Internet]. Nature Publishing Group; 2012 Mar 27 [cited 2016 Jun 9];9(4):333–7. Available 
from: http://www.nature.com/doifinder/10.1038/nmeth.1935 

85.  Darling ACE, Mau B, Blattner FR, Perna NT. Mauve: multiple alignment of conserved genomic 
sequence with rearrangements. Genome Res [Internet]. 2004 Jul 1 [cited 2014 Jul 
10];14(7):1394–403. Available from: http://genome.cshlp.org/content/14/7/1394.short 

86.  Darling AE, Mau B, Perna NT. progressiveMauve: multiple genome alignment with gene gain, 
loss and rearrangement. PLoS One [Internet]. Public Library of Science; 2010 Jan 25 [cited 
2014 Jul 10];5(6):e11147. Available from: 
http://journals.plos.org/plosone/article?id=10.1371/journal.pone.0011147 

87.  Salzberg SL, Phillippy AM, Zimin A, Puiu D, Magoc T, Koren S, et al. GAGE: A critical evaluation 
of genome assemblies and assembly algorithms. Genome Res [Internet]. 2012 Mar [cited 
2015 Dec 1];22(3):557–67. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3290791&tool=pmcentrez&rend
ertype=abstract 

88.  Seemann T. Barrnap: BAsic Rapid Ribosomal RNA Predictor [Internet]. [cited 2016 Feb 21]. 
Available from: http://www.vicbioinformatics.com/software.barrnap.shtml 

89.  Pruesse E, Quast C, Knittel K, Fuchs BM, Ludwig W, Peplies J, et al. SILVA: a comprehensive 
online resource for quality checked and aligned ribosomal RNA sequence data compatible 
with ARB. Nucleic Acids Res [Internet]. 2007 Nov 14 [cited 2016 Jan 8];35(21):7188–96. 
Available from: http://nar.oxfordjournals.org/content/35/21/7188.full 

90.  Quast C, Pruesse E, Yilmaz P, Gerken J, Schweer T, Yarza P, et al. The SILVA ribosomal RNA 
gene database project: improved data processing and web-based tools. Nucleic Acids Res 
[Internet]. 2013 Jan 1 [cited 2014 Jul 10];41(Database issue):D590–6. Available from: 
http://nar.oxfordjournals.org/content/41/D1/D590 

91.  Pruesse E, Peplies J, Glöckner FO. SINA: accurate high-throughput multiple sequence 
alignment of ribosomal RNA genes. Bioinformatics [Internet]. 2012 Jul 15 [cited 2016 Jan 
26];28(14):1823–9. Available from: 
http://bioinformatics.oxfordjournals.org/content/28/14/1823.long 

92.  Batiza AF. Bioinformatics, Genomics, and Proteomics: Getting the Big Picture [Internet]. 
Illustrate. Shacter B, editor. New York City: Chelsea House Publishers; 2006. 196; 116-117 p. 
Available from: https://books.google.se/books?id=dKbgtwAACAAJ 

93.  Rambaut A. FigTree [Internet]. 2014 [cited 2016 May 9]. Available from: 
http://tree.bio.ed.ac.uk/software/figtree/ 

94.  Dudley JT, Butte AJ. A quick guide for developing effective bioinformatics programming skills. 
PLoS Comput Biol [Internet]. Public Library of Science; 2009 Dec [cited 2015 Dec 
8];5(12):e1000589. Available from: 
http://journals.plos.org/ploscompbiol/article?id=10.1371/journal.pcbi.1000589 

95.  Category:Gram-positive bacteria - Wikipedia, the free encyclopedia [Internet]. [cited 2016 
May 18]. Available from: https://en.wikipedia.org/wiki/Category:Gram-positive_bacteria 

96.  Category:Gram-negative bacteria - Wikipedia, the free encyclopedia [Internet]. [cited 2016 
May 18]. Available from: https://en.wikipedia.org/wiki/Category:Gram-negative_bacteria 

97.  Quinlan AR, Hall IM. BEDTools: a flexible suite of utilities for comparing genomic features. 
Bioinformatics [Internet]. 2010 Mar 15 [cited 2014 Jul 9];26(6):841–2. Available from: 
http://bioinformatics.oxfordjournals.org/content/26/6/841.short 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 84 
bacterial isolates based on WGS data 

98.  The UniProt Consortium. UniProt: a hub for protein information. Nucleic Acids Res [Internet]. 
2014 Oct 27 [cited 2014 Oct 29];43(D1):D204–12. Available from: 
http://nar.oxfordjournals.org/content/43/D1/D204 

99.  Chevreux B, Pfisterer T, Drescher B, Driesel AJ, Müller WEG, Wetter T, et al. Using the miraEST 
assembler for reliable and automated mRNA transcript assembly and SNP detection in 
sequenced ESTs. Genome Res [Internet]. 2004 Jun 1 [cited 2015 Dec 1];14(6):1147–59. 
Available from: http://genome.cshlp.org/content/14/6/1147.full 

100.  Celera Genomics. Celera - Genome Assembler [Internet]. [cited 2016 May 6]. Available from: 
http://wgs-assembler.sourceforge.net/wiki/index.php/Main_Page 

101.  Boisvert S, Laviolette F, Corbeil J. Ray: simultaneous assembly of reads from a mix of high-
throughput sequencing technologies. J Comput Biol [Internet]. 2010 Nov [cited 2016 Mar 
17];17(11):1519–33. Available from: 
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=3119603&tool=pmcentrez&rend
ertype=abstract 

102.  Andrews S. FastQC Report: Example of a report with good Illumina pre-processed data 
[Internet]. [cited 2016 Jun 5]. Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/good_sequence_short_fastqc.ht
ml 

103.  Andrews S. FastQC Report: Example of a report with bad Illumina pre-processed data 
[Internet]. [cited 2016 Jun 5]. Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/bad_sequence_fastqc.html 

104.  Andrews S. FastQC Report: Example of a report with PacBio pre-processed data [Internet]. 
[cited 2016 Jun 7]. Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/pacbio_srr075104_fastqc.html 

105.  Andrews S. FastQC Report: Example of a report with RRBS pre-processed data.  

106.  Andrews S. FastQC Report: Example of a report with small RNA pre-processed data [Internet]. 
Available from: 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/small_rna_fastqc.html 

 

 

 

 

 

 

 

 

 

 

 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 85 
bacterial isolates based on WGS data 

6.  Appendix 
 
A. Sample of a script that includes all the subprograms used to run SGA. The argument “$strain” 

refers to the name of the pre-processed sample used as first input file. 
 

# The number of threads to use 

CPU=$(echo "8") 

# Preprocessing 

# 

# Preprocess the data to remove ambiguous basecalls 

#sga preprocess --pe-mode <"1", because they are paired reads> -f <quality 

filter> -o <output_files> <read1> <read2> 

sga preprocess --pe-mode 1 -f 20 -o $strain'.pp.fastq' $f1 $f2 

# 

# Error Correction 

# 

# Build the index that will be used for error correction 

# As the error corrector does not require the reverse BWT, suppress 

# construction of the reversed index 

#sga index -a <"sais", algorithm that works well with long seq> -t 

<num_threads> --no-reverse (because reads will be later error corrected 

with Kmers) <file to read (previos one: *.pp.fastq)> 

sga index -a sais -t $CPU --no-reverse $strain'.pp.fastq' 

# Perform Kmer based error correction. 

# The Kmer cutoff parameter is learned automatically. 

#sga correct -k <Kmer size> --discard (discard bad quality reads) --metrics 

<log file> -t <num_threads> -o <output_file> <input_file (*.pp.fastq)> 

sga correct -k 21 --discard --

metrics=$strain'_k21_error_correction_metrics.txt' -o 

$strain'.k21.ec.fastq' -t $CPU $strain'.pp.fastq'  

sga correct -k 33 --discard --

metrics=$strain'_k33_error_correction_metrics.txt' -o 

$strain'.k33.ec.fastq' -t $CPU $strain'.pp.fastq'  

sga correct -k 55 --discard --

metrics=$strain'_k55_error_correction_metrics.txt' -o 

$strain'.k55.ec.fastq' -t $CPU $strain'.pp.fastq'  

sga correct -k 77 --discard --

metrics=$strain'_k77_error_correction_metrics.txt' -o 

$strain'.k77.ec.fastq' -t $CPU $strain'.pp.fastq'  

sga correct -k 99 --discard --

metrics=$strain'_k99_error_correction_metrics.txt' -o 

$strain'.k99.ec.fastq' -t $CPU $strain'.pp.fastq'  

sga correct -k 127 --discard --

metrics=$strain'_k127_error_correction_metrics.txt' -o 

$strain'.k127.ec.fastq' -t $CPU $strain'.pp.fastq'  

# 

# Primary (contig) assembly 

# 

# Index the corrected data. 

#sga index -a <"sais", algorithm that works well with long seq> -t 

<num_threads> <file to read (previos one: *.pp.fastq)> 

sga index -a sais -t $CPU $strain'.k21.ec.fastq' 

sga index -a sais -t $CPU $strain'.k33.ec.fastq' 

sga index -a sais -t $CPU $strain'.k55.ec.fastq' 

sga index -a sais -t $CPU $strain'.k77.ec.fastq' 

sga index -a sais -t $CPU $strain'.k99.ec.fastq' 

sga index -a sais -t $CPU $strain'.k127.ec.fastq' 

# Remove exact-match duplicates and reads with low-frequency Kmers 

#sga filter -k <length of the Kmers to use> --low-complexity-check (removes 

low cov reads) -t <numb_threads> -o <output_file> <input file> 
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#sga stats -p <prefix of the ".rbwt" file> -t 8 --num-reads (50000 is fine 

for statistics) --kmer-size=[Kmers to test] --run-lengths (prints this in 

the log file) --kmer-distribution (prints this in th log file) <input file 

"*.filter.pass.fa"> >> <log file> 

sga filter --low-complexity-check -t $CPU -o $strain'.k21.filter.pass.fa' 

$strain'.k21.ec.fastq' 

sga stats -p $strain'.k21.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k21.filter.pass.fa' >> 

$strain'.k21_histogram_kmers_cov.txt' 

sga filter --low-complexity-check -t $CPU -o $strain'.k33.filter.pass.fa' 

$strain'.k33.ec.fastq' 

sga stats -p $strain'.k33.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k33.filter.pass.fa' >> 

$strain'.k33_histogram_kmers_cov.txt' 

sga filter --low-complexity-check -t $CPU -o $strain'.k55.filter.pass.fa' 

$strain'.k55.ec.fastq' 

sga stats -p $strain'.k55.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k55.filter.pass.fa' >> 

$strain'.k55_histogram_kmers_cov.txt' 

sga filter --low-complexity-check -t $CPU -o $strain'.k77.filter.pass.fa' 

$strain'.k77.ec.fastq' 

sga stats -p $strain'.k77.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k77.filter.pass.fa' >> 

$strain'.k77_histogram_kmers_cov.txt' 

sga filter --low-complexity-check -t $CPU -o $strain'.k99.filter.pass.fa' 

$strain'.k99.ec.fastq' 

sga stats -p $strain'.k99.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k99.filter.pass.fa' >> 

$strain'.k99_histogram_kmers_cov.txt' 

sga filter --low-complexity-check -t $CPU -o $strain'.k127.filter.pass.fa' 

$strain'.k127.ec.fastq' 

sga stats -p $strain'.k127.filter.pass' -t $CPU --num-reads 50000 --run-

lengths --kmer-distribution $strain'.k127.filter.pass.fa' >> 

$strain'.k127_histogram_kmers_cov.txt' 

# Compute the structure of the string graph. Computes pairwise overlap 

between all the sequences in READS 

#sga overlap -t <numb_threads> <input file> 

sga overlap -t $CPU $strain'.k21.filter.pass.fa' 

sga overlap -t $CPU $strain'.k33.filter.pass.fa' 

sga overlap -t $CPU $strain'.k55.filter.pass.fa' 

sga overlap -t $CPU $strain'.k77.filter.pass.fa' 

sga overlap -t $CPU $strain'.k99.filter.pass.fa' 

sga overlap -t $CPU $strain'.k127.filter.pass.fa' 

# Perform the contig assembly 

#sga assemble -o <output file> <input file> 

sga assemble -o $strain'.k21.primary' $strain'.k21.filter.pass.asqg.gz' 

sga assemble -o $strain'.k33.primary' $strain'.k33.filter.pass.asqg.gz' 

sga assemble -o $strain'.k55.primary' $strain'.k55.filter.pass.asqg.gz' 

sga assemble -o $strain'.k77.primary' $strain'.k77.filter.pass.asqg.gz' 

sga assemble -o $strain'.k99.primary' $strain'.k99.filter.pass.asqg.gz' 

sga assemble -o $strain'.k127.primary' $strain'.k127.filter.pass.asqg.gz' 

# 

# Scaffolding 

# 

PRIMARY_CONTIGS_K21=$(echo ""$strain".k21.primary-contigs.fa") 

PRIMARY_CONTIGS_K33=$(echo ""$strain".k33.primary-contigs.fa") 

PRIMARY_CONTIGS_K55=$(echo ""$strain".k55.primary-contigs.fa") 

PRIMARY_CONTIGS_K77=$(echo ""$strain".k77.primary-contigs.fa") 

PRIMARY_CONTIGS_K99=$(echo ""$strain".k99.primary-contigs.fa") 

PRIMARY_CONTIGS_K127=$(echo ""$strain".k127.primary-contigs.fa") 

 



BACTpipe: Characterization of Álvarez-Carretero, Sandra 87 
bacterial isolates based on WGS data 

#Decompress the graph created 

gzip -d $strain'.k21.primary-graph.asqg.gz' 

gzip -d $strain'.k33.primary-graph.asqg.gz' 

gzip -d $strain'.k55.primary-graph.asqg.gz' 

gzip -d $strain'.k77.primary-graph.asqg.gz' 

gzip -d $strain'.k99.primary-graph.asqg.gz' 

gzip -d $strain'.k127.primary-graph.asqg.gz' 

# Align the reads to the contigs 

bwa index $PRIMARY_CONTIGS_K21 

bwa index $PRIMARY_CONTIGS_K33 

bwa index $PRIMARY_CONTIGS_K55 

bwa index $PRIMARY_CONTIGS_K77 

bwa index $PRIMARY_CONTIGS_K99 

bwa index $PRIMARY_CONTIGS_K127 

bwa aln -t $CPU $PRIMARY_CONTIGS_K21 $f1 > $f1'.k21.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K21 $f2 > $f2'.k21.sai' 

bwa sampe $PRIMARY_CONTIGS_K21 $f1'.k21.sai' $f2'.k21.sai' $f1 $f2 | 

samtools view -Sb - > libPE.21.bam 

bwa aln -t $CPU $PRIMARY_CONTIGS_K33 $f1 > $f1'.k33.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K33 $f2 > $f2'.k33.sai' 

bwa sampe $PRIMARY_CONTIGS_K33 $f1'.k33.sai' $f2'.k33.sai' $f1 $f2 | 

samtools view -Sb - > libPE.33.bam 

bwa aln -t $CPU $PRIMARY_CONTIGS_K55 $f1 > $f1'.k55.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K55 $f2 > $f2'.k55.sai' 

bwa sampe $PRIMARY_CONTIGS_K55 $f1'.k55.sai' $f2'.k55.sai' $f1 $f2 | 

samtools view -Sb - > libPE.55.bam 

bwa aln -t $CPU $PRIMARY_CONTIGS_K77 $f1 > $f1'.k77.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K77 $f2 > $f2'.k77.sai' 

bwa sampe $PRIMARY_CONTIGS_K77 $f1'.k77.sai' $f2'.k77.sai' $f1 $f2 | 

samtools view -Sb - > libPE.77.bam 

bwa aln -t $CPU $PRIMARY_CONTIGS_K99 $f1 > $f1'.k99.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K99 $f2 > $f2'.k99.sai' 

bwa sampe $PRIMARY_CONTIGS_K99 $f1'.k99.sai' $f2'.k99.sai' $f1 $f2 | 

samtools view -Sb - > libPE.99.bam 

bwa aln -t $CPU $PRIMARY_CONTIGS_K127 $f1 > $f1'.k127.sai' 

bwa aln -t $CPU $PRIMARY_CONTIGS_K127 $f2 > $f2'.k127.sai' 

bwa sampe $PRIMARY_CONTIGS_K127 $f1'.k127.sai' $f2'.k127.sai' $f1 $f2 | 

samtools view -Sb - > libPE.127.bam 

# Convert the BAM file into a set of contig-contig distance estimates 

#sga-bam2de.pl --prefix libPE libPE.bam 

sga-bam2de.pl --prefix libPE.21 libPE.21.bam 

sga-bam2de.pl --prefix libPE.33 libPE.33.bam 

sga-bam2de.pl --prefix libPE.55 libPE.55.bam 

sga-bam2de.pl --prefix libPE.77 libPE.77.bam 

sga-bam2de.pl --prefix libPE.99 libPE.99.bam 

sga-bam2de.pl --prefix libPE.127 libPE.127.bam 

# Compute copy number estimates of the contigs 

#sga-astat.py libPE.bam > libPE.astat 

sga-astat.py libPE.21.bam > libPE.21.astat 

sga-astat.py libPE.33.bam > libPE.33.astat 

sga-astat.py libPE.55.bam > libPE.55.astat 

sga-astat.py libPE.77.bam > libPE.77.astat 

sga-astat.py libPE.99.bam > libPE.99.astat 

sga-astat.py libPE.127.bam > libPE.127.astat 

# Build the scaffolds 

#sga scaffold -a <libPE.astat> -m <min_length of sequences> -o <output 

file> --strict (strict consistency) --pe libPE.de <input files, which are 

the contigs> 

sga scaffold -a libPE.21.astat -m 500 -g $strain'.k21.primary-graph.asqg' -

o $strain'.k21.scaffolds.scaf' --strict --pe libPE.21.de 

$PRIMARY_CONTIGS_K21 
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sga scaffold -a libPE.33.astat -m 500 -g $strain'.k33.primary-graph.asqg' -

o $strain'.k33.scaffolds.scaf' --strict --pe libPE.33.de 

$PRIMARY_CONTIGS_K33 

sga scaffold -a libPE.55.astat -m 500 -g $strain'.k55.primary-graph.asqg' -

o $strain'.k55.scaffolds.scaf' --strict --pe libPE.55.de 

$PRIMARY_CONTIGS_K55 

sga scaffold -a libPE.77.astat -m 500 -g $strain'.k77.primary-graph.asqg' -

g $strain'.k21.primary-graph.asqg' -o $strain'.k77.scaffolds.scaf' --strict 

--pe libPE.77.de $PRIMARY_CONTIGS_K77 

sga scaffold -a libPE.99.astat -m 500 -g $strain'.k99.primary-graph.asqg' -

o $strain'.k99.scaffolds.scaf' --strict --pe libPE.99.de 

$PRIMARY_CONTIGS_K99 

sga scaffold -a libPE.127.astat -m 500 -g $strain'.k127.primary-graph.asqg' 

-o $strain'.k127.scaffolds.scaf' --strict --pe libPE.127.de 

$PRIMARY_CONTIGS_K127 

# Convert the scaffolds to FASTA format using the asgq graph 

#sga scaffold2fasta -a $PRIMARY_GRAPH -o sga-scaffolds.fa scaffolds.scaf 

sga scaffold2fasta -a $strain'.k21.primary-graph.asqg' -o 

$strain'.k21.graph.final.scaffolds.fa' $strain'.k21.scaffolds.scaf' 

sga scaffold2fasta -a $strain'.k33.primary-graph.asqg' -o 

$strain'.k33.graph.final.scaffolds.fa' $strain'.k33.scaffolds.scaf' 

sga scaffold2fasta -a $strain'.k55.primary-graph.asqg' -o 

$strain'.k55.graph.final.scaffolds.fa' $strain'.k55.scaffolds.scaf' 

sga scaffold2fasta -a $strain'.k77.primary-graph.asqg' -o 

$strain'.k77.graph.final.scaffolds.fa' $strain'.k77.scaffolds.scaf' 

sga scaffold2fasta -a $strain'.k99.primary-graph.asqg' -o 

$strain'.k99.graph.final.scaffolds.fa' $strain'.k99.scaffolds.scaf' 

sga scaffold2fasta -a $strain'.k127.primary-graph.asqg' -o 

$strain'.k127.graph.final.scaffolds.fa' $strain'.k127.scaffolds.scaf' 

# Convert the scaffolds to FASTA format using the contig files 

#sga scaffold2fasta -f $PRIMARY_GONTIGS -o sga-scaffolds.fa scaffolds.scaf 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K21 -o 

$strain'.k21.contigs.final.scaffolds.fa' $strain'.k21.scaffolds.scaf' 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K33 -o 

$strain'.k33.contigs.final.scaffolds.fa' $strain'.k33.scaffolds.scaf' 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K55 -o 

$strain'.k55.contigs.final.scaffolds.fa' $strain'.k55.scaffolds.scaf' 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K77 -o 

$strain'.k77.contigs.final.scaffolds.fa' $strain'.k77.scaffolds.scaf' 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K99 -o 

$strain'.k99.contigs.final.scaffolds.fa' $strain'.k99.scaffolds.scaf' 

sga scaffold2fasta -f $PRIMARY_CONTIGS_K127 -o 

$strain'.k127.contigs.final.scaffolds.fa' $strain'.k127.scaffolds.scaf' 

 

B. Scripts to filter the scaffolds output by the tested genome assemblers regarding the length and the    

    coverage. 

B.1. Get coverage and length from SGA scaffold files 
 
#!/usr/bin/perl 

 

#Script that extracts the coverage per scaffold and adds it to the header 

#of the original scaffold. 

#This works with scaffolds output by SGA genome assembler and the "rpkm"  

#file output by bbmap (pileup.sh script). 

 

#Usage: $PATH/GetCoverage_SGA.pl <rpkm.csv> <input_scaffolds.fasta> 

<output_scaffolds_with_coverage.fasta> 

#Contact information: <sandra.ac93@gmail.com> 
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#Open the bam file in reading format 

open (INP_COV, "<$ARGV[0]") or die "Cannot open the rpkm file: $!"; 

 

#Open the scaffolds file in reading format 

open (SCAFFOLDS, "<$ARGV[1]") or die "Cannot open the scaffolds file: $!"; 

 

#Open the output file to save the scaffolds file with the new header 

open(FILTERED_SCAFFOLDS, ">$ARGV[2]") or die "Cannot create the output 

file: $!"; 

 

print "\n-Executing GetCoverage_SGA.pl-"; 

print "\nUsing $ARGV[0] as the rpkm file."; 

print "\nUsing $ARGV[1] as the scaffolds file."; 

 

#Process the input files and save the rows in two 

#different arrays 

my @rows_cov = <INP_COV>; 

my @rows_scaffold = <SCAFFOLDS>; 

 

#Close the input files  

close(INP_COV); 

close(SCAFFOLDS); 

 

#Create a hash (hash_scaffolds) to store all the scaffold IDs and their  

#corresponding coverage 

my %hash_scaffolds = (); 

my %new_header = (); 

 

foreach my $row (@rows_cov){ 

 if ($row !~ /^'#'/) { 

  my @split_row = split(/\t/, $row); 

  #As the decimals are not delimited by a ".", this is 

  #going to be changed 

  my $find = ","; 

  my $replace = "."; 

  $split_row[3] =~ s/$find/$replace/g; 

  #Get the coverage value, which is in the 4th position, 

  #and assign the name of the corresponding scaffold 

  #(1st position) as the key of the hash 

  $hash_scaffolds{'>'.$split_row[0]} = $split_row[3];  

 } 

} 

 

foreach my $row (@rows_scaffold){ 

 if ($row =~ /^>scaffold/){ 

  my @split_scaffolds = split(" ", $row); 

  #Create an array to save the scaffold ID (1st position), its 

  #length (2nd position), and afterwards the corresponding 

  #coverage 

  foreach my $element (sort keys %hash_scaffolds){ 

   if ($element eq $split_scaffolds[0]){ 

    #Add the coverage of the scaffold to the array 

    #push @split_scaffolds, $hash_scaffolds{$element}; 

    #Create the new header having the coverage 

information 

    $new_header{$element} = 

"$split_scaffolds[0]\t$split_scaffolds[1]\t$hash_scaffolds{$element}"; 

   } 

  } 

 }  
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} 

 

foreach my $row (@rows_scaffold){ 

 foreach my $element (sort keys %new_header){ 

  if ($row =~ /^$element\s+/i){ 

   #Replace the old header by the new header 

   $row = sprintf($new_header{$element})."\n"; 

  }  

 } 

 print FILTERED_SCAFFOLDS $row; 

} 

close(FILTERED_SCAFFOLDS); 

 

print "\n\nThe coverage per scaffold has been added to the header of the"; 

print "\nfile $ARGV[1].\n"; 

print "The new file has been saved.\n"; 

print "\nYou can find the \"rpkm\" files in the directory 

\"rpkm_csv_files\"."; 

print "\nYou can find the old files in the directory 

\"old_scaffolds\".\n\n"; 

 

B.2. Get coverage and length from ABySS scaffold files 

#!/usr/bin/perl 

 

#Script that extracts the coverage per scaffold and adds it to the header 

#of the original scaffold. 

#This works with scaffolds output by ABySS genome assembler and the "rpkm"  

#file output by bbmap (pileup.sh script). 

 

#Usage: $PATH/GetCoverage_ABySS.pl <rpkm.csv> <input_scaffolds.fasta> 

<output_scaffolds_with_coverage.fasta> 

#Contact information: <sandra.ac93@gmail.com> 

 

#Open the bam file in reading format 

open (INP_COV, "<$ARGV[0]") or die "Cannot open the bam file: $!"; 

 

#Open the scaffolds file in reading format 

open (SCAFFOLDS, "<$ARGV[1]") or die "Cannot open the scaffolds file: $!"; 

 

#Open the output file to save the scaffolds file with the new header 

open(FILTERED_SCAFFOLDS, ">$ARGV[2]") or die "Cannot create the output 

file: $!"; 

 

print "\n-Executing GetCoverage_ABySS.pl-"; 

print "\nUsing $ARGV[0] as the bam file."; 

print "\nUsing $ARGV[1] as the scaffolds file."; 

 

#Process the input files and save the rows in two 

#different arrays 

my @rows_cov = <INP_COV>; 

my @rows_scaffold = <SCAFFOLDS>; 

 

#Close the input files  

close(INP_COV); 

close(SCAFFOLDS); 

 

#Create a hash (hash_scaffolds) to store all the scaffold IDs and their  

#corresponding coverage 

my %hash_scaffolds = (); 

my %new_header = (); 
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foreach my $row (@rows_cov){ 

 if ($row !~ /^'#'/) { 

  my @split_row = split(/\t/, $row); 

  #Get the coverage value, which is in the 4th position, 

  #and assign the name of the corresponding scaffold 

  #(1st position) as the key of the hash 

  $hash_scaffolds{'>'.$split_row[0]} = $split_row[3];  

 } 

} 

 

foreach my $row (@rows_scaffold){ 

 if ($row =~ /^>[0-9]/){ 

  my @split_scaffolds = split(" ", $row); 

  #Create an array to save the scaffold ID (1st position), its 

  #length (2nd position), and afterwards the corresponding 

  #coverage 

  my @important_info = (); 

  push @important_info, $split_scaffolds[0]; 

  push @important_info, $split_scaffolds[1]; 

  foreach my $element (sort keys %hash_scaffolds){ 

   if ($element eq $split_scaffolds[0]){ 

    #Add the coverage of the scaffold to the array 

    push @important_info, $hash_scaffolds{$element}; 

    #Create the new header having the coverage 

information 

    $new_header{$element} = 

"$important_info[0]\t$important_info[1]\t$important_info[2]"; 

   } 

  } 

 }  

  

} 

 

foreach my $row (@rows_scaffold){ 

 foreach my $element (sort keys %new_header){ 

  if ($row =~ /^$element\s+/i){ 

   #Replace the old header by the new header 

   $row = sprintf($new_header{$element})."\n"; 

  }  

 } 

 print FILTERED_SCAFFOLDS $row; 

} 

 

close(FILTERED_SCAFFOLDS); 

 

print "\n\nThe coverage per scaffold has been added to the header of the"; 

print "\nfile $ARGV[1].\n"; 

print "The new file has been saved.\n"; 

print "\nYou can find the \"rpkm\" files in the directory 

\"rpkm_csv_files\"."; 

print "\nYou can find the old files in the directory 

\"old_scaffolds\".\n\n"; 
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C. Diagram of the pipeline 
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D. Architecture of the pipeline 

General view: 

 

Zoomed view: 
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