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Abstract

The work presented in this thesis investigates techniques for learning from demonstration (LFD). LFD is a well established approach to robot learning, where a teacher
demonstrates a behavior to a robot pupil. This thesis focuses on LFD where a human teacher demonstrates a behavior by controlling the robot via teleoperation. The
robot should after demonstration be able to execute the demonstrated behavior under
varying conditions.
Several views on representation, recognition and learning of robot behavior are
presented and discussed from a cognitive and computational perspective. LFD-related
concepts such as behavior, goal, demonstration, and repetition are defined and analyzed, with focus on how bias is introduced by the use of behavior primitives. This
analysis results in a formalism where LFD is described as transitions between information spaces. Assuming that the behavior recognition problem is partly solved,
ways to deal with remaining ambiguities in the interpretation of a demonstration are
proposed.
A total of five algorithms for behavior recognition are proposed and evaluated,
including the dynamic temporal difference algorithm Predictive Sequence Learning
(PSL). PSL is model-free in the sense that it makes few assumptions of what is to be
learned. One strength of PSL is that it can be used for both robot control and recognition of behavior. While many methods for behavior recognition are concerned with
identifying invariants within a set of demonstrations, PSL takes a different approach
by using purely predictive measures. This may be one way to reduce the need for
bias in learning. PSL is, in its current form, subjected to combinatorial explosion
as the input space grows, which makes it necessary to introduce some higher level
coordination for learning of complex behaviors in real-world robots.
The thesis also gives a broad introduction to computational models of the human
brain, where a tight coupling between perception and action plays a central role. With
the focus on generation of bias, typical features of existing attempts to explain humans’ and other animals’ ability to learn are presented and analyzed, from both a
neurological and an information theoretic perspective. Based on this analysis, four
requirements for implementing general learning ability in robots are proposed. These
requirements provide guidance to how a coordinating structure around PSL and similar algorithms should be implemented in a model-free way.
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Sammanfattning

Arbetet som presenteras i den här avhandlingen undersöker tekniker för att lära robotar från demonstrationer (LFD). LFD är en väl etablerad teknik där en lärare visar
roboten hur den ska göra. Den här avhandlingen fokuserar på LFD där en människa
fjärrstyr roboten, som i sin tur tolkar demonstrationen så att den kan repetera beteendet vid ett senare tillfälle, även då omgivningen förändrats. Flera perspektiv på representation, igenkänning och inlärning av beteende presenteras och diskuteras från ett
kognitionsvetenskaplig och datavetenskapligt perspektiv. LFD-relaterade koncept så
som beteende, mål, demonstration och repetition definieras och analyseras, med fokus
på hur förkunskap kan implementeras genom beteendeprimitiv. Analysen resulterar i
en formalism där LFD beskrivs som övergångar mellan informationsrymder. I termer
av formalismen föreslås även sätt att hantera tvetydigheter efter att en demonstration
tolkats genom igenkänning av beteendeprimitiv.
Fem algoritmer för igenkänning av beteende presenteras och utvärderas, däribland
algoritmen Predictive Sequence Learning (PSL). PSL är modellfri i bemärkelsen att
den introducerar få antaganden om inlärningssituationen. PSL kan fungera som en
algoritm för både kontroll och igenkänning av beteende. Till skillnad från flertalet
tekniker för igenkänning av beteende använder PSL inte likheter i beteende mellan
demonstrationer. PSL utnyttjar i stället prediktiva mått som kan minska behovet av
domänkunskap vid inlärning. Ett problem med algoritmen är dock att den drabbas
av kombinatorisk explosion då inputrymden växer vilket gör att någon form av högre
koordination behövs för inlärning av komplexa beteenden.
Avhandlingen ger dessutom en introduktion till beräkningsmässiga modeller av
hjärnan där en stark koppling mellan perception och handling spelar en central roll.
Typiska egenskaper hos dessa modeller presenters och analyseras från ett neurologiskt
och informationsteoretiskt perspektiv. Denna analys resulterar i fyra krav för att implementera generell inlärningsförmåga i robotar. Dessa krav ger vägledning till hur en
koordinerande struktur för PSL och liknande algoritmer skulle kunna implementeras
på ett modellfritt sätt.
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Preface

This thesis consists of an introduction, an overview of relevant research, and the following five articles.
Paper I

Erik A. Billing. Cognitive Perspectives on Robot Behavior. Accepted
to ICAART - Second International Conference on Agents and Artificial
Intelligence, Special Session on Languages with Multi-Agent Systems and
Bio-Inspired Devices, Valencia, Spain, January 22–24, 2010.

Paper II

Erik A. Billing and Thomas Hellström. Behavior Recognition for Segmentation of Demonstrated Tasks. In Vladimı́r Mařı́k, Jeffery M. Bradshaw, Joachim Meyer, William A. Gruver and Petr Benda (Eds.), Proceedings of IEEE SMC International Conference on Distributed HumanMachine Systems, pages 228–234, March 9–12, 2008.

Paper III

Erik A. Billing and Thomas Hellström. A Formalism for Learning from
Demonstration. Submitted to Paladyn: Journal of Behavioral Robotics,
2009.

Paper IV

Erik A. Billing, Thomas Hellström and Lars-Erik Janlert. Model Free
Learning from Demonstration. Accepted to ICAART - Second International Conference on Agents and Artificial Intelligence, Valencia, Spain,
January 22–24, 2010.

Paper V

Erik A. Billing, Thomas Hellström and Lars-Erik Janlert. Behavior Recognition for Learning from Demonstration. Submitted to IEEE International
Conference on Robotics and Automation, Anchorage, Alaska, May 3–8,
2010.

The long story short

When I started my PhD studies in 2006 I was convinced that robots able to act and
learn like humans do were science fiction and not a realistic research topic. I had taken
what I saw as a mature perspective on artificial intelligence, aligning to a weak AI perspective. During my undergraduate studies at the Cognitive Science Program1 I was
taught that cognition is about how humans, animals and artificial systems perceive
information, process it and finally respond with some output or action. Since I had
not even seen computers able to solve the perception problem in any way comparable
1
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to humans’ and animals’ perceptual abilities, I could not see how we could even approach the problems of implementing human like information processing and action
abilities in robots. Of course there were many specific applications where robots were
successful, but my interest lay, and still lies, in a general understanding of cognition.
In this context, robot learning appeared as one area where general solutions where still
in focus.
I directed my attention to robot Learning From Demonstration (LFD), where the
robot is to learn from a set of examples or demonstrations. I focused on scenarios
where a human teacher is controlling the robot pupil via teleoperation. In this context,
a demonstration is a sequence of sensor readings and motor commands issued by the
teacher during execution of the desired behavior. While this kind of scenarios may not
resemble the way humans teach each other, they constitute practically useful settings
generalizable to many kinds of robots.
I was initially interested in how behavior should be represented in robots. When
reviewing the literature on intelligent robotics and robot learning, leading up to Paper
I, I had problems finding a clear consensus on what methods to use. On the one hand
many robot systems were very complicated and involved many algorithms and design
philosophies. On the other hand there were simplified systems and scenarios that
introduced clear limitations and pointed to a few design principles. Either the systems
were so complicated that it was hard to see what ideas to keep, or so simple that they
didn’t really prove anything.
The solution became to keep things open. Together with my supervisor Thomas
Hellström2 , I directed a lot of interest towards LFD systems that utilized so called behavior primitives or skills in learning. A behavior primitive is a simple controller that
can be combined with other controllers to form more complicated behaviors. Without
specifying how each primitive was to be implemented, we could still reason about
how they could be combined. If we could create a system able to combine primitives
on several levels, such that combined skills could constitute primitives for even more
complex behaviors, a hierarchical structure would emerge able to gradually increase
the robot’s knowledge.
We realized the importance of behavior recognition, i.e., that the robot must be
able to recognize some part of a demonstration corresponding to a known skill. This
would be the first step towards a system able to break down a demonstration into
several parts (behavior segmentation), assign a known skill to each segment (behavior
recognition) and finally compose the sequence of skills to a new behavior (behavior
coordination). A first attempt resulted in Paper II, where three techniques for behavior
recognition were proposed and evaluated.
During this work we realized that behavior recognition was a really hard problem. Even very simple demonstrations could be manifestations of a great variety of
different behaviors. Small changes in the environment or the controller could result in
a completely different sequence of sensory-motor events constituting the demonstration. We put a lot of work into analyzing and formalizing these issues, resulting in
Paper III.
2
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The conclusion was that some assumptions (bias) had to be introduced to make
learning possible. Even though this was an obvious conclusion for anyone with some
experience in machine learning, I couldn’t help but finding it really annoying. If we
have to introduce information about the behavior prior to learning, then what good
does learning do? One could of course argue that we must rely on some very basic
assumptions, applicable in many situations and behaviors, but this wasn’t how it was
done in practice. The kind of assumptions that we, and many other researchers in
the field, introduced were specific things, like what aspects of objects were relevant,
how position of the robot and objects in the environment should be represented, and
with which granularity the sensors could perceive the world. All these assumptions
are typical examples of ontological information that is well known to be necessary for
any knowledge representation. It seemed to me that what we did was building more
and more information into the robot until the interpretation became obvious. This was
in direct conflict with the kind of incremental learning that we aimed for when using
behavior primitives.
In the middle of all this, a colleague, Daniel Sjölie3 , directed me to a book called
On Intelligence by Jeff Hawkins. For me, this book became the first step into a field
of research investigating high level computational aspects of the brain. I had been
working with computational neuroscience for my Master Thesis at the Department of
Integrative Medical Biology, Umeå University, and was happy to find a book that actually put knowledge from both neuroscience and computing science together. About
the same time, Ben Edin4 , supervisor for my Master Thesis, directed me to the work
by Brandon Rohrer at Sandia National Laboratories. Both the work by Rohrer and
Hawkins focus less on were in the brain it happens, and more on how it happens. Two
things in Hawkins’s book, related to cortical function, really caught my attention.
1. Cortex is primarily a memory system
2. The whole cortex performs one and the same basic computation, referred to as
the common cortical algorithm (CCA)
If the idea about CCA is right, it should be possible to formulate it in computational
terms and implement it in a computer, allowing robots to learn like humans and other
animals do. While the brain does not work like a computer and a computer may not
be an efficient platform for implementing the kind of computations performed by the
brain, the brain does learn without a programmer telling it what is important and I got
convinced that the best way to figure out how to do the same in robots is to understand
how the brain works.
During autumn 2008 and spring 2009 I studied several models of the brain which
resulted in an overview constituting chapters 1 to 4 in this thesis. Inspired by Rohrer’s
work on meddling motor control, I also developed the algorithm Predictive Sequence
Learning (PSL) which forms the basis for Paper IV and Paper V of this thesis. PSL is
a dynamical temporal difference algorithm that introduces very few assumptions into
learning. In Paper IV, PSL is applied to an LFD-problem, learning to control the robot.
3
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Ben Edin, Department of Integrative Medical Biology, Umeå University, Umeå, Sweden
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Based on PSL, we also developed two algorithms for behavior recognition, which are
evaluated in Paper V. The work with Paper IV and Paper V shows that PSL has a
number of problems and limitations. It is not an implementation of CCA and can not
learn like humans do, but I believe it is a starting point. In the following chapters, I give
my view on what is necessary for building robots with learning abilities comparable
to those of humans and other animals. A critical aspect of this view is the close
connection between perception and action, a view where cognition is not a process
from perception to action but rather the other way around.
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University. I had not studied enough, obviously. Even though I found the subject
very interesting, I could not see how it would ever contribute to my future career. The
failure was a close cut, and the course responsible Thomas Hellström gave me the
opportunity to do a project work rather than taking the re-exam. The project went
well, and when I was finished Hellström asked me if I would like to become PhD
student. And I did.
With all my heart, I now, more than four years later, express my great gratitude
to my associate supervisor Thomas Hellström for believing in me and giving me this
opportunity to become a PhD. Thank you for all the long discussions, our many arguments, and for being there when I needed you. I look forward to more of the same for
the rest of my time as a PhD student. I also thank my primary supervisor Lars Erik
Janlert who have provided valuable guidance and detailed comments on almost all my
work.
I thank Ola Ringdahl who all since I came to the department has been a close
colleague, helping me out with all these small, daily things that are so important, like
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C HAPTER 1

Introduction

In recent years, the field of robotics has grown dramatically, both within academia
and industry [16]. Specifically, techniques related to robot learning are in rapid development. However, despite this fast progress the outcome of research within robot
learning and related fields are still very far from anything comparable to human learning. Large parts of the field have given up on proposing general solutions and instead
focused on limited domains where significant domain knowledge is used. This direction can be said to contradict the initial motivation for learning, referring to an ability
to acquire skill or knowledge without previous information of what is to be learned.
The word robot denotes a mechanical artificial agent that has a set of sensors and
actuators. By the use of its sensors, the robot can perceive the state of the environment.
Actuators are used to change the environment and the robot’s relation to it.. The term
behavior is used to denote an agent’s actions in relation to the environment. Formal
definitions of behavior, sensors, actuators, and other terms related to robot learning
are found in Paper III.
One common way to teach robots new behavior is Reinforcement Learning (RL).
With this approach, the robot is trying to solve a task by itself. If it succeeds, it is
rewarded and if it fails, the robot is punished. Gradually, the robot learns to do things
right, e.g., [72, 122]. Alternatively, one can show the robot pupil how to solve the task.
This approach is often referred to as Learning from Demonstration (LFD) or Imitation
Learning, e.g., [7, 11, 36, 73, 137]. Both these approaches aim to create a representation of a behavior such that the robot, when executing the learned behavior, ends up
solving the task under varying environmental conditions. The meaning of a task is in
this context very general and can be anything from surviving in the environment, to a
specific sequence of actions such as taking out the garbage.
The concept of a teacher also exists in both paradigms. In LFD, the teacher is most
often a human that demonstrates the task, for example by teleoperating the robot. In
RL, the teacher is the one that rewards or punishes the pupil, more formally known as
reinforcement. An RL algorithm aims to maximize expected future reward given by
the value function. The value function can be understood as a general way to specify
the goal of the desired behavior.
There are of course many other approaches to robot learning. Relevant research
is found in machine learning, computer vision, evolutionary robotics and many others
fields of research. However, to my knowledge none of these fields has presented a system able to show learning abilities comparable to that of humans and other animals.
1
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Many of the approaches found in the literature, including LFD and RL, focus on learning a limited set of tasks, where a lot of problem-specific information is introduced
into the system to support learning.
In an attempt to investigate the possibilities for constructing a general learning
algorithm for robots, research within information theory, cognitive neuroscience, and
machine learning are here presented and discussed. Based on this survey, a number of
requirements, critical for general learning ability, are extracted and motivated. These
requirements should be seen as typical features of existing attempts to explain humans’
and other animals’ ability to learn, from a computational perspective. The survey also
provides context that connects the work in each of the five papers included in this
thesis.

1.1

Reinforcement learning

One distinction between RL and LFD can be found in what sort of information the
teacher provides. RL approaches specify the long term goal without explicitly specifying how to behave. The pupil has to find a good tradeoff between doing what it
knows how to do (exploitation) or doing something else (exploration). If it goes too
much for exploitation, the pupil does not learn anything and if it only explores it never
uses the knowledge it has.
RL is often phrased in terms of action selection in a state space where each state
corresponds to our common understanding of a situation [122]. Formally, the state
is taken to be the determinant of action, which implies that the state must satisfy
the Markov assumption. The Markov assumption states that given the state-action
pair (xt , ut ), xi is independent of x j for all j < t < i. In other words, (xt , ut ) must
encapsulate all information available to predict the future state xi .
If the state definition satisfies the Markov assumption, there are many efficient
algorithms able to learn the desired task. RL approaches often define a Q-value, which
is the expected future reward of taking a certain action in a specific state. One of the
most well known ways to estimate the Q-value is by the off-policy temporal difference
algorithm known as Q-Learning [127].
In most practical applications the Markov assumption is violated and it is commonly considered to be of more theoretical than practical value. It is well known that
many machine learning algorithms based on Bayesian theory are robust even in domains where the Markov assumption is partly violated [123, ch. 2]. Still, the quality
of the state definition in terms of how well it meets the Markov assumption influences
the success of learning. In its extreme, where the Markov assumption is completely
violated and the state xt does not contain any information about future states, an algorithm like Q-Learning collapses and not learn anything.
The quality of the state definition is no absolute property, but subjected to the
temporal extension of the behavior. In short term, the position of an object may be
enough to direct action successfully. However, in the long term conditions in the world
may change such that action is unsuccessful if the controller ignores these long term
variations. For example, consider how to describe functional aspects of the human
2
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body. During daily action, the size and shape of our body is relatively constant and
is not necessary to include in the state. However, seen over a longer time period,
our body changes in ways that dramatically affects the consequences of our actions.
Hence, it is not possible to draw an absolute distinction between state variables and
constants. However, when observing a certain period of time, it is possible to sort out
the constants that opens a possibility to define a state with certain temporal resolution.
In the present work, we adopt the terminology used by Wolpert and Ghahramani [135]
where a state constitutes variables that change quickly whereas the context is variables
that change slowly, in relation to a certain temporal extension.

1.2

Learning from demonstration

In LFD, the reinforcement is replaced by a set of good examples, demonstrations, and
is in that sense a type of supervised learning [116, p. 650]. The teacher provides
examples of valuable action and the demonstration can be seen as a scaffold for action
selection: I don’t know why this is the better choice but since the teacher tell me so I
guess I should stick to that. Consequently, the exploitation/exploration tradeoff from
RL is transformed into figuring out what the teacher would have done in the present
situation. This problem has been divided into four key problems of LFD: what to
imitate, how to imitate, when to imitate, and who to imitate [14, 117].
A behavior can be demonstrated to a robot in many ways. The robot can passively
watch the teacher (Learning from Observation) [93]. In this case, the robot gets external sensory information about the behavior and has to recognize executed actions in
order to mimic the behavior. In cases where the body of the teacher differs from that
of the pupil, the robot also has to solve the correspondence problem [92], i.e., map
observed actions to corresponding actions on its own body. Both these problems are
very hard. Implementations of this approach often utilize motion tracking systems or
pre-processed video recordings as demonstrations, e.g., [15, 30, 31].
Alternatively, the robot can actively take part in the demonstration (Learning from
Experience) [93]. With this approach, the robot experiences the behavior through
its own sensors and actuators. As a consequence, the correspondence problem is removed, but this approach still contains many difficult issues. The problem drawing
most attention is deciding which aspects of a behavior that should be mimicked (what
to imitate). The work by Calinon and others [24], where a humanoid robot is taught
to move chess pieces by a human teacher physically controlling the robot’s limbs, is a
good example of this approach. A demonstration is usually performed several times,
and sometimes the teacher is directly interacting with the robot, helping it only in
situations where it can not solve the task by itself, e.g., [23].
The teacher is most often a human, but there are also examples of robot teachers,
e.g., [63, 94]. This thesis is focused on scenarios where a human teacher controls
the robot pupil via teleoperation, an instance of Learning from Experience. In this
setting, a demonstration is a sequence of sensor readings and motor commands issued
by the teacher during execution of the desired behavior. While this scenario may not
resemble the way humans teach other humans, it constitutes a practically useful setting
3
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generalizable to many kinds of robots. A classical example is the work by Pook and
Ballard [102], where a dexterous robot hand is controlled via teleoperation.
LFD is sometimes combined with RL to gain the advantages of both these approaches. With this combination, LFD is usually the first stage, providing a rough
formation of the behavior. RL is thereafter used to refine the controller produced
during LFD. One example of this approach learn constrained reaching tasks for a humanoid robot [58]. RL is used to adopt the trajectory when facing new situations, such
as obstacles. Further discussion on the combination of LFD and RL is found in [25].
The field of LFD is large and a comprehensive summary is beyond the scope of this
chapter. A longer discussion and formalization of LFD is available in Paper III. The
reader is also directed to [4, 14] for recent overviews of the field. A wider perspective
is provided in [28].
LFD has its roots in Programming by Demonstration (PBD) that is a more general
approach to construct computer programs from examples of the program output, e.g.,
[27, 81]. In an early work, Münch and coworkers divided PBD for robot learning into
tree sub-problems [89]:
1. learning of structural knowledge (program structure, macro operators / subprograms),
2. learning of parameter knowledge (termination criteria, condition parameters,
action parameters), and
3. learning of skill knowledge.
Today, parts of the LFD-field has diverged away from PBD and is more concerned
with identification and selection of behavior primitives or skills which can be seen as
simpler controllers (computer programs) that correspond to some part in the demonstration, e.g., [11, 93, 95]. Behavior primitives implement hard-coded or previously
taught behaviors that the robot can execute. By matching these primitives with the
demonstration, primitives can be compiled into new, more complex, controllers that
are able to repeat the demonstrated behavior under varying environmental conditions
[14, 39, 85, 86, 93, 117]. This approach transforms the general LFD process into the
three activities of behavior segmentation, behavior recognition, and behavior coordination. Behavior segmentation refers to the process of dividing the observed event
sequence into segments that can be explained by a single (known) primitive. Behavior
recognition, also referred to as primitive recognition [11, p. 7], involves identifying which primitive, with possible parametrization, that best matches each segment.
Finally, behavior coordination involves identifying switching criteria between primitives, and how the primitives should be composed. Identification of switching criteria
corresponds to finding sub-goals in the demonstrated behavior. A formalization of
these processes is found in Paper III.
One important aspect of using primitives in LFD is that the primitives constitute
a high level representation of the demonstrated behavior. Primitives can be labeled
in meaningful ways which helps establishing a common understanding between the
human teacher and the robot pupil. The use of primitives and the three components
4
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of LFD mentioned above can be recognized in large parts of the literature on robot
learning, e.g., [11, 12, 39, 78, 85, 86].
Independently of whether behavior primitives are used or not, some metric is required to measure the quality of the imitation, compared to the demonstration. This
measure is commonly referred to as a metric of imitation performance [1, 2, 14, 91,
92]. Learning to repeat a demonstration means minimizing the distance between the
demonstrations and the repetitions using this metric.
Constructing a metric of imitation performance corresponds to solving the first
problem of LFD, what to imitate. To find the metric, the variability in many demonstrations may be exploited such that the essential components of the task can be extracted [14, 29]. One promising approach to construct such a metric is to use the
demonstrations to impose constraints in a dynamical system, [24, 58].
These methods build on assumptions about which aspects of the demonstration
are important, i.e., a metric that defines the invariants of the source demonstrations.
For example, this could be the robot pose or positions of objects in some predefined
coordinate system [24]. These assumptions constitute bias that are necessary for any
learning algorithm, but which also limits the variety of behaviors that can be learned.
This argument is similar to that of state representations in RL and implies that learning
can only succeed when the state definition is suitable for the learned task. However,
just as it is possible to construct a metric of imitation performance from more basic
assumptions of invariants, it is also possible to learn new state definitions in which
future knowledge can be represented.
1.2.1 Behavior recognition

In addition to the motivations mentioned above, one reason for the widespread use
of primitives in LFD is the possibility to construct hierarchical representations. Hierarchical representations allow the learning process to scale, so that more and more
complex behaviors gradually can be created, e.g., [34]. This represents a very general
ambition to reuse knowledge. A robot that can recognize that the current situation
corresponds to another situation it has previously experienced can use the previous
knowledge as bias for the interpretation of future events.
To construct hierarchies of behavior primitives one must find a general way to
recognize behavior. For a human it is most often obvious how a sequence of events
should be broken down into parts, at least when watching a behavior that we are familiar with. However, for a robot, the ability to recognize behavior does not automatically
come with the ability to execute the same behavior. Even though a controller generated from LFD may work well for executing the demonstrated behavior, it does not
automatically provide a way to recognize that behavior.
A number of attempts to create a solution to behavior recognition can be found
in the literature. Several statistical methods have been proposed, including variance
thresholding for certain sensor modalities [78, 69] and thresholding the mean velocity
of joints [39, 90]. In [93], behavior primitives are recognized by matching their pre and
post conditions with current sensory states. Bentivegna [11] uses a nearest-neighbor
classifier on state data to identify skills in a marble maze task. Pook and Ballard

5
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[102] present an approach where sliding windows of data are classified using Learning
Vector Quantization in combination with a nearest-neighbor classifier. In Paper II, we
present and evaluate another three techniques; β -comparison, AANN-comparison and
S-Comparison. β -comparison compares the outcome of a controller in response to the
stimuli in that demonstration. AANN-comparison is based on Autoassociative Neural
Networks that model each skill such that the reconstruction error can be used for
behavior recognition. Finally, S-Comparison is based on S-Learning [113, 114] and
uses the sequence length as a measure of behavior similarity.
Even though several of these techniques work well for recognizing certain types
of skills, none provide a general solution to the problem. After finishing the work with
Paper II, a clear understanding of why these techniques worked, or why they did not,
was still missing. Paper III can be seen as an attempt to sort out these ambiguities
and better define what is meant by concepts like behavior, skill and goal. During this
analysis, the need for bias became clear. Any behavior recognition algorithm needs
some bias in order to generalize observed events. The need for bias in learning is
obvious when viewing the problem from a machine learning perspective, but the implications for behavior recognition are surprisingly seldom discussed. If we are to
construct an algorithm able to identify known skills in observed data without a predefined specification of how to generalize, the representation of skills must implement
such a specification. I.e., skills must be represented such that the representation can
not only be used to execute the skill, but also to serve as bias for recognizing behavior. In the two final papers of this thesis, the algorithm Predictive Sequence Learning
(PSL) is presented and evaluated. PSL is applied both as a robot controller (Paper
IV) and as a method for behavior recognition (Paper V). By constructing sequence of
observed events, PSL is able to predict future events, independently if the events correspond to percepts or actions. The algorithm in its current form is heavily subjected
to combinatorial explosion as the input space grows, and it is therefore difficult to apply it directly to real-world robot applications. However, PSL has several interesting
properties in that it is model-free and can be used for on-line learning, meaning that
training and execution can go on in parallel. PSL came out of an analysis of several
computational models of human perception and motor control. Most directly, PSL
is based on S-Learning [113, 114, 110], a dynamic temporal difference algorithm inspired by the neuro-motor system in humans. One strength of PSL lies in that stored
knowledge affects how new events are interpreted, but its current ability to generalize
over stored knowledge is limited. One opportunity to solve this problem may lie in a
deeper analysis of computational aspects of the human brain, which is the subject for
the following chapters.
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C HAPTER 2

Robot learning

This thesis stress the possibility to construct a general learning algorithm. This algorithm should be applicable to a great variety of real world problems and not only be
able to learn a certain set of tasks, but also learn what it should learn. This argument is
based on the assumption that the brain, and specifically neocortex, implements a single basic algorithm, referred to as the common cortical algorithm (CCA) [62]. Four
requirements for general learning ability are presented below, each one reflecting critical aspects of existing attempts to model cortical function. The requirements are
described on a level such that they should be useful when designing learning systems
for robots and when comparing existing attempts to implement general learning ability
in robots.
This ambition may sound naive for a person with a background in machine learning or pattern recognition. From an AI perspective, we are used to think that it all
depends on the problem to be solved. Defining a state space is part of defining the
problem, and without a definition of the problem there is nothing to be learned. This
argument reflects the need for bias. Any learning algorithm requires some pre-judge
on how it should generalize over the data. Per definition, bias is given previous to
learning, but there is nothing in that definition that requires it to be static or prevents
it from stemming from a previous learning session. Just as a classifier can not learn
to classify images of apples and pears without a specification of the problem space, a
child can not tell the difference between apples and pears without prior knowledge of
these fruits. The difference is that the child can construct a problem space suitable for
fruit classification, whereas most machine learning algorithms can not.
This ability to gradually increase knowledge, possessed by humans and many animals, is reflected by the concept of the zone of proximal development. The notion was
introduced by Vygotsky [126] as an argument against the use of standardized tests
as a measure of students’ intelligence [13]. Vygotsky argues that a better gauge of
intelligence is obtained by examining the results of students solving problems with,
and without, guidance from others. The basic idea is that learning can only take place
when the task is not too easy and not too hard, but within the zone of proximal development. This argument has later developed into the concept of scaffolding, which has
also become a popular term in robot learning.
Parts of the machine learning community focuses directly on how to represent
knowledge gained from learning such that it can constitute bias, also referred to as
learning to learn [124]. An algorithm is said to be capable of learning to learn if the
7
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performance on a certain task not only increases with the amount of training on that
task, but also with the number of learned tasks. Learning is divided into two levels:
a meta-level and a base-level [105, 118, 125]. The base-level is what is normally
referred to as machine learning, i.e., learning functions in a given problem space. The
meta-level reflects learning bias for the base-level learning, helping to construct the
problem space. Apart from this, meta-level learning resembles base-level learning
and, just like any other learning algorithm, it must possess bias [9].
When observing that the meta-level requires bias just like the base-level, the step
is not far to consider meta-meta-level which learns bias for the meta-level just like the
meta-level learns bias for the base-level. This produces a hierarchy of learning levels
where each level provides bias for lower level modules, and produces the input data
for higher modules.
It is easy to argue that this formulation has not taken us anywhere since the top
meta-level still requires bias which has to be introduced from somewhere else. However, the bias introduced on one level is not the same as the bias propagated to lower
levels. Hence, the hierarchy in itself provides bias in that it introduces certain structure for representations. When information in this hierarchy flows in certain way, a
very powerful representational structure appears. The fundamental properties of this
structure, I will argue, are captured in the following requirements for general learning
ability:
1. Hierarchical structures
Knowledge gained from learning should be represented in hierarchies.
2. Functional specificity
Knowledge gained from learning should be organized in functionally specialized modules.
3. Forward and inverse
Prediction error reflects how well the state definition satisfies the Markov assumption, and by consequence a forward model can be used to improve knowledge representation when paired with an inverse model.
4. Bottom-up and top-down
Both bottom-up and top-down signals must be propagated through the hierarchical structure. Bottom-up signals represent the state of modules, and the
top-down signals specify context.

2.1

No free lunch

The machine learning field has for the last decades been heavily colored by the view
that it is not possible to create an algorithm that generally perform better than another.
This view is illustrated by the “no free lunch” theorems [66, 132]. Intuitively the no
free lunch is in conflict with the idea of a common cortical algorithm able to learn
8
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almost anything. However, it may be possible to avoid the “no free lunch” by the use
of some very general bias.
Hierarchies is found almost everywhere in nature. Humans and animals consists
of several body parts, which in turn consists of even smaller units down to cells and
atoms. Scaling upwards, any organism lives in some kind of environment which can
be viewed on many levels up to a scale where the earth is one component in an even
greater ecosystem.
The hierarchical structure of vegetables is even more apparent. Trees consists of
branches which consist of even smaller branches which has leaves. Leaves has its
own hierarchical structure which in fact resembles the tree itself in many ways. This
apparent self similarity of many natural structures has been extensively studied from a
theoretical perspective within the field of fractals, with famous works by Mandelbrot
[83] and Wolfram [131] as its corner stones.
Hierarchies also exist in the temporal domain. Natural dynamic systems tend
to have a nested organization with large-scale system variables and small-scale subsystem level variables. Large-scale system variables are most often changing slower
than the variables of its sub-systems [128]. A common example of this temporal and
spatial hierarchy can be drawn from weather. On a large scale, one can observe long
term variations, such as seasons or even global warming. Simultaneously, there are
local variations in the weather, such as storms and rain, which change much faster [49,
p. 95].
One of the first to point out this hierarchical organization in time and space was
Herbert Simon [119]. Simon noted that the hierarchical organization can constitute
stable re-usable components that can be assembled to larger systems. Furthermore,
the dynamics of a large system are most often slower than the dynamics of its subsystems [96].
Hierarchical structures provide a basis for the CCA, allowing it to learn and generalize on almost any data. This argument does not require that the structure to be
learned is hierarchical in any explicit sense, just the fact that it can be seen as hierarchical is good enough for the algorithm to meet the no free lunch theorem. However,
it should also be noted that hierarchical structures are not present in all data, and an
algorithm that uses hierarchies as bias performs worse than other algorithms on such
data.

2.2

Representing behavior

Large parts of the work presented in this thesis investigate different approaches to
behavior representation in robots. A broad introduction is found in Paper I and a
formalization of the learning problem in LFD is found in Paper III. The field can
historically be divided into hierarchical and reactive architectures. The hierarchical
paradigm primarily encapsulates approaches to intelligent robotics proposed before
1990, including classical works like the robot Shakey at SRI, Hilare at Laboratoire
d’Automatique et d’Analyse des Systems and the Stanford Card/CMU Rover [5, 88,
115]. The reactive paradigm was introduced during the 1980’s by Rodney Brooks
9
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and promoted behavioristic ideas to robot control [18, 19, 20, 21, 22], which resulted
in a sharp turn of the field. The difference between the two approaches is commonly
described in terms of the control sequence. Hierarchical approaches apply a senseplan-act sequence while reactive systems typically remove the plan stage, and apply
a fast sense-act loop [88].
From a representational perspective, the difference between these approaches is
that hierarchical systems start out from a high-level view, define which aspects of the
world that are relevant, and work their way down to figure out which high-level state
the system currently is in. In other words, a world ontology is defined. In contrast,
reactive systems starts out by defining a low-level ontology which typically is the
sensory-motor space [99, 100]. A low level ontology has the advantage that it stays
the same for any world and any task, as long as the definition of the agent is constant.
In the sensory-motor space, the current state is always known, but it does not reflect
the relevant information in any condensed way.
Today, most robotic systems implement so called hybrid architectures that employ
reactive systems on lower levels, while the higher level control is more similar to
hierarchical systems. In other words, reactive approaches guide the robot on a short
time scale, while planners guide the robot on a longer time scale. Hybrid architectures
also enforce modularity so that different parts of the large complex system can be
tested and evaluated separately. Parallel to this, the reactive paradigm has developed
into behavior based control [5], which like hybrid systems enforce modularity but
in a different sense. In behavior based systems, modules or behaviors are loosely
connected reactive processes that run in parallel and the overall behavior is said to
emerge out of interaction between these behaviors, with the environment as mediator.
One conclusion of this representational analysis is that reactive or behavior based
systems may not be so different from the classical hierarchical or hybrid architectures.
Both approaches apply some kind of ontology or state specification, but on different
complexity levels. Hierarchical/hybrid architectures could be described as a top-down
approach to behavior representation, wheres reactive/behavior based systems apply a
bottom-up perspective. Some tasks are easily represented as reactive control policies
while others are more suitable to represent in terms of a world ontology. If a learning
algorithm could analyze the task and, from that knowledge, construct a suitable state
definition for the present task, much would be gained. This argument stands as one of
the key motivations for the present work.
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C HAPTER 3

Neurological models

During the last two decades a growing body of research has proposed computational
models that aim to capture different aspects of the brain. This body of research includes models of motor control [61, 134, 135, 136, 111, 112, 113, 114], perception
[35, 77, 101, 106], and memory [40, 41, 110] but also more theoretical models with
close relations to information theory [42, 43, 44]. In 2004, this field of research
reached a larger audience with the release of Hawkins’s book On Intelligence [62].
With the ambition to present a unified theory of the brain, the book describes cortex as
a hierarchical memory system and promotes the idea of a common cortical algorithm
(CCA).
The idea of CCA is still subject for debate and is often believed to stand in conflict
with the strong neurological evidence for modularization of the brain. However, when
observing the great modularization in the brain, one should ask how these regions
emerged rather than taking them for granted as a pre-existing static bias of the brain.
While the structure of the brain with no doubt is genetically coded to a large degree, it
is also well known that large parts of the brain show great plasticity, in reaction to injury but also as a consequence of learning, e.g. [48]. Modules are here seen as a direct
consequence of an hierarchical memory system in action, organizing representations
in regions consisting of even smaller regions, and so on. This forms one important
motivation for the second requirement for general learning ability: Knowledge gained
from learning should be organized in functionally specialized modules.

3.1

A modular brain

There is overwhelming evidence that the brain is modular, meaning that different kinds
of information are processed in specific regions of the brain. Among the most well
established examples is the Somatic Sensory Map (SSM) [103, ch. 9], mapping sensory
stimuli from each part of the skin to specific regions in primary somatic sensory cortex.
SSM is organized spatially, so that body regions close to each other are also mapped
to regions located closely in cortex.
Another compelling example of cortical modularity is visual perception. 90%
of the fibers in the optic nerve terminate in the Lateral Geniculate Nucleus (LGN).
LGN is organized in six layers which appear to be six different representations of the
retina. The layers are both functionally and anatomically different. Layers 1 and 2
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contain cells of the magnocellular system, also known as the M-pathway, whereas
layers 3 through 6 contain cells from the parvocellular system, or P-pathway [48].
LGN projects visual information to Brodmann’s area 17, also known as primary visual cortex or V1. From V1, information is further propagated to a number of different
cortical regions [48]. There is no exact definition of how many regions there are in
visual cortex, but a hierarchical relation between these areas can be seen and the complexity of the activation pattern for each area increases along the processing stream.
In LGN, cells have circular receptive fields with center-surround characteristics. In
V1, information from LGN cells is linked such that the receptive fields in V1 form
edges, similar to classical edge detection in computer vision. More complex cells
corresponds to edges moving in a certain direction in the visual field.
In 1967, after studying visual perception in the frog, Jerry Lettvin coined the
grandmother cell, which is a hypothetical neuron responding only to a highly complex, specific and meaningful stimulus, such as one’s grandmother [56]. A similar
concept was proposed a few years earlier by Jerzy Konorski, then under the name
gnostic neurons [79]. Support for the existence of such cells came from studies that
found neurons in the inferior temporal cortex of the monkey that responded selectively
to hands and faces [98, 55].
While the idea of single cells in the brain representing specific objects is not at
all universally accepted [101, 26], it has in recent years gained increasing support
[82, 17, 104]. The clear evidence for view-and-size-independent activity of single
cells or small groups of cells, which may not even be solely visual, has enforced
the idea of invariant representations, which forms a cornerstone in Hawkins’s theory
[62, 50]. These results propose an extreme modularization of visual processing in the
brain.
If the organization and modularity of visual processing in the brain leads to invariant representations it should be possible to demonstrate that with a model. One work
drawing a lot of attention in recent years is Riesenhuber and Poggio’s simple model
of visual perception [106]. The model consists of an hierarchy of pattern matching
(Sunits) and pooling (Cunits), all of which are consistent with recognized neurological structures. At the lowest (retinal) level, S-units are given a small receptive field
sensitive to lines in a certain orientation. The activity from these units is combined by
C-units, which feed activity higher up in the hierarchy to a second layer of S-units. The
second layer feed activity to yet another layer of C-units, such that each unit responds
to an increasingly complex pattern when moving up in the hierarchy. The model consists of five layers, two S-layers, two C-layers and a top layer of view-specific S-units.
It has later been developed and extended into what could be seen as today’s dominating model of visual perception. An illustration of the extended version of Riesenhuber
and Poggio’s model is found in Figure 3.1.
Riesenhuber and Poggio show that the results gained when using a MAX-pooling
operation in C-units correlated well with experimental data from cells in infratemporal
cortex, which is known to be a high level visual region. When using the MAX-function
for pooling, the model can be seen as a hierarchy of conjunctions (S-units) and disjunctions (C-units) that provides the desired level of invariance. However, learning
did only occur at the top, view specific, level. Consequently, the model does not, and
12
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Figure 3.1: Model of visual perception from [101]. Layers of pattern matching neurons (solid arrow inputs) are interleaved with pooling neurons that perform MAX-like
operations (dashed arrow inputs). Each layer roughly corresponds to a cortical region,
namely prefrontal cortex (PFC), anterior infratemporal cortex (AIT), infratemporal
cortex (IT), and posterior infratemporal cortex (PIT). However, the correspondence
between layers in the model and visual areas is an oversimplification. See [101] for
details.
makes no attempt to, explain how the hierarchy of suitable features emerges. While
basic feature units, typically found in LGN and early stages of V1, are likely to be
innate, more complex units found higher up in the hierarchy are more probable to be
the result of learning. In context of the present work, these units, innate or not, provide
bias for processing the image. Consequently, the model proposed by Riesenhuber and
Poggio, even if very simplified, provides a good example of how knowledge can be
stored such that it can be reused as bias.
The model illustrated in Figure 3.1 is strictly bottom-up. However, it is well known
that cortex also feeds information down the hierarchy, e.g. [64]. Riesenhuber and Poggio hypothesize that that the major role for top-down processes is related to learning
[106]. More recent models of the perceptual system suggest that higher-level regions
provide contextual information for the lower level regions [80]. One interpretation of
this is that the visual system constructs bias that is fed down the hierarchy, limiting
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the number of possible interpretations of the present percept. By affecting how each
region in the visual cortex respond to information coming from below, the top-down
information plays a key role in learning. The implications of this argument is further
developed in Section 3.3.
Interestingly, this model of visual perception also fits well with recent research
modeling the cortical circuit underlying motor control. When considering the huge
parameter space produced by combinations of muscles and joints in the body, it is
puzzling how the brain manages to select one out of a few functional actions [101].
Recordings of cells in frontoparietal cortical areas and motor cortex provide evidence
for directionally tuned groups of cells [52, 3]. Similar grouping have previously been
found in the spinal cord of the frog [53]. These groups of cells are interpreted as modules that drastically reduce the computational space that has to be considered when
selecting actions. More importantly, these modules appear to be tuned to functional
movements and subject to learning [130, 97]. It seems that actions are produced by
combining a few functionally tuned modules rather than considering all possible combinations of motor activity. These modules can be seen as dimensions in a state space
adapted to our common actions.

3.2

Motivations for modules

The biological evidence above raises the question of why the brain is organized in a
modular way. A number of reasons already appeared in the previous discussion, but a
more theoretical analysis may also be suitable.
Consider an architecture where a single controller is doing everything, using sensor input to produce an appropriate response. Such a controller has to handle all
possible scenarios and would be of great complexity. In itself, this may not be a problem, but modifications to that controller may affect a huge variety of scenarios. Even
small tunings of a certain behavior may affect other scenarios drastically, making the
learning problem grow exponentially with the number of known behaviors.
Now consider the alternative of a modular approach, where each module handles a
small subset of all scenarios. In addition, there has to be a mechanism selecting which
module should handle the current scenario. During learning, both the responsible
controller module and the selecting mechanism have to be updated. Modifications to
these two parts may be just as complex as modifications to a single complex controller.
However, changes would not propagate to other scenarios in the same way they may
in the case of a single controller. [136]
The reader may notice that this argument looks similar to the initial discussion on
learning bias, Chapter 2. As with the meta-layers of learning, the step is not far to
consider a hierarchy of controllers where each controller is to select a sub-controller
appropriate for the current task. The argument is also related to the discussion in
Section 2.2, outlining the hybrid and behavior based approaches to robot control.
A divide-and-conquer approach is of course not specific to cortical models, nor
robotics, but is applied in a great variety of domains and so general that one could
almost argue it does not mean anything. However, during the discussion so far a quite
14

Neurological models

specific architecture has emerged, proposing a hierarchy of modules that is performing
a conjunction or disjunction of its children. In the next section, further details of this
architecture are outlined.

3.3

Functional models of cortex

Hawkins’s theory of cortical function, referred to as the Memory-Prediction framework [62], was in many respects much more specific than proposing a common cortical algorithm producing hierarchical representations in the brain. A core issue, already
touched in the previous discussion, is what sort of bias the brain uses. How does the
brain know when learning has been successful?
One answer is that the body has a large number of reward systems. These systems
are activated when we eat, laugh or make love, activities that through evolution has
proved to be important for survival. However, as argued during the initial discussion
about reinforcement learning, these long term goals are not enough. The brain also
needs some kind of model in which it can store the knowledge of how to activate the
reward systems. The brain also needs a definition of states.
The ability to predict the future allows the agent to foresee the consequences of its
actions and in the long term how to reach a certain goal. However, in this context prediction fills an even more fundamental role. During the introduction it was concluded
that a good state definition must satisfy the Markov assumption, which is defined in
terms of state predictability. This means that the prediction error can be used as a
measure of how good a certain state definition is, without reference to a specific goal.
This argument forms the third requirement for general learning ability: Prediction
error reflects how well the state definition satisfies the Markov assumption, and by
consequence a forward model can be used to improve knowledge representation when
paired with an inverse model.
This requirement is supported not only by Hawkins’s work, but by a large body of
research investigating the computational aspects of the brain, e.g., [41, 40, 43]. It has
been proposed that CNS simulates aspects of the sensorimotor loop [71, 75, 87, 134].
This involves two types of models implemented by CNS. The neural circuits that predict the sensory consequences as a result of a motor command are called forward
models. There are also inverse models that perform the inverse transformation, calculating the action in response to the current state and a goal or future reward [133].
The idea that CNS implements forward and inverse models gains further support
from several neuroimaging studies showing increased activation in areas associated
with motor control not only when the subject is acting, but also when he or she is
watching the actions of others [38, 57, 68], hearing action verbs [37] and even seeing
manipulable tools [54, 84]. These observation are closely related to the finding of
so-called mirror-neurons that correspond to both self-generated actions, and actions
of others, e.g., [46, 45, 108]. The Mirror system was presented as an explanation
of humans’ and other animals’ ability to understand actions of others by using the
motor system and is believed to be central for imitation and language acquisition,
e.g., [109]. The concept of mirror neurons have come to play an important role in
15

Cognition Reversed - Chapter 3

debates on the theory of mind, supporting the simulation theory with focus on so
called shared circuits [47, 76]. In the present work, I stress the importance of forward
and inverse models in all perception. In this light, the mirror neuron system that has
been interpreted as a specific system for understanding actions of others may in fact
be one aspect of a much more general system underlying all perception and action. A
similar view of the mirror system is put forward under the notion of Predictive Coding
and empirical Bayes in the brain [40, 41, 77].
3.3.1 Forward and inverse

In this section, the computational motivation for forward and inverse models will be
further developed. This discussion is based on a model called Hierarchical Modular Selection and Identification for Control (HMOSAIC) presented by Wolpert and
co-workers [60, 133]. Following Wolpert’s terminology, forward and inverse models
are also referred to as predictor and controller, respectively. In HMOSAIC, the motor
system is viewed as forming a loop in which the controller produces motor commands,
with consequent sensory feedback, which in turn influences future motor commands,
Figure 3.2 [135]. HMOSAIC relies on modules organized in a hierarchy. Each module consists of one predictor and one controller, optimized to model the inverse of the
other under a certain context. This means that the controller only produces suitable
actions under the given context, and the predictor is only able to predict the consequences of the controllers actions if the context is right.1 As discussed in Section 3.2,
by limiting the set of possibilities under which the controller is supposed to work, the
complexity of both the controller and the predictor can be kept down.
The modules are organized in layers, where the base-level modules are interacting directly with the world, perceiving sensor data and computing actions [60]. Any
module higher up in the hierarchy models how the subordinate modules fit the current context. Consequently, the context transitions on one level constitutes the state
transitions of modules on the level above.
One example presented by Wolpert and co-workers [133] is the task of lifting a
teapot that could be either empty of full. Consider a system with two modules, one
tuned for lifting full teapots and the other optimized for empty teapots. During execution, both controllers are working in parallel and produce actions ut , given the current
state xt at time t. The predictor of module i receives a copy of the motor commands
i .
produced by the module’s controller and computes an estimate of the next state x̂t+1
Both controller and predictor are working under the assumption that their specific context is present in the current situation. If this assumption is correct, the prediction error
xt − x̂ti will be low. The prediction error is used to compute a responsibility signal
λtk , which is fed back to the controller of each module. λtk controls to what proportion
the actions of that module is to contribute to the overall behavior of the system.

1
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Figure 3.2: The sensorimotor loop of perception and control, from [135]. The controller (inverse model) is producing motor commands that leads to a state transition.
The motor command is also used as input to the a forward model that simulates the
state transition (right) and producing sensory feedback (left). Republished with permission from author.
λti is computed using Bayes rule:
i 2 /2σ 2

λti =

λ̂ti e−|xt −x̂t |
n

j 2

j − xt −x̂t

∑ λ̂t e

(3.1)
/2σ 2

j=1

where xt , σ and λ̂ti is the system state, a scaling constant and the prior probability
of the ith module, respectively [60]. Equation 3.1 is in fact a conditional version of
the soft-max function that is central in several cortical models and has been shown to
have a plausible implementation in cortex [101, 136].
Since the responsibility signal is used to determine the final action of the system,
it is necessary to estimate λ before action is taken. This is done by the next level in
the hierarchy, where each module models the responsibility signals at its subordinate
level. More precisely, the predictor of a module at Level L+1 is computing the prior
probability λ̂ti for each module i at Level L [60]. The responsibility signal is also used
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to weight learning, such that the module with highest responsibility receives most of
the error, reinforcing the division of labor between modules.
As explained so far, this procedure assumes a desired trajectory on each level in
the hierarchy, i.e., a specification of which modules to be active for each time step.
However, using a feedback motor command signal the desired trajectory for higher
level modules can be estimated. Further details are given in [60].
MOSAIC is a theoretical framework but many aspects of the architecture has been
implemented by Demiris and co-workers, in the Hierarchical Attentive Multiple Models for Execution and Recognition (HAMMER) [34, 32]. By the use of paired forward
and inverse models, HAMMER computes a confidence level (responsibility signal)
for each controller in a similar way as proposed by Wolpert [133]. With focus on
solving the correspondence problem [92], HAMMER also employs an hierarchical
architecture with similar properties as presented above [33].
3.3.2 Bottom up and down again

In essence, the HMOSAIC model [60, 133] suggests that control is divided into modules tuned for certain contexts. Which context is currently active is predicted by higher
level modules that selects suitable controllers on the base level. These higher level
modules are also tuned for a slower varying context, which is predicted by modules
on yet another level. Consequently, HMOSAIC does not only promote forward and
inverse models, but a combination of bottom-up and top-down processes. This architecture has many similarities with Hawkins’s Memory-Prediction framework [62],
specifically the Hierarchical Temporal Memory (HTM) [50, 49].
HTM is, in contrast to HMOSAIC, presented as an invariant pattern-recognition
algorithm rather than a system for motor control. However, as has been already argued
in Section 3.3, action and perception are heavily intertwined, which will becomes
apparent when comparing the HTM and HMOSAIC models.
Like HMOSAIC, HTM stores representations in a hierarchical structure of modules. However, the HTM modules, also referred to as nodes, do not implement a
forward and inverse model pair. Instead, each node creates a Markov graph based
on the state transitions of its children and uses hierarchical clustering to identify high
probability Markov chains within the graph. The Markov chains, also referred to as
temporal groups when the chain order is zero, are fewer than the states and temporally
more stable. The groups on one level constitutes states for the modules on the level
above, producing a gradual stabilization, and compression, of perceptual events.
By letting each module have its own local perceptual space, HTM also enforces
a compression in the spatial domain. One illustrative example given by George [49]
applies HTM to a static image.
In the present example, a three-layer HTM is used, illustrated in Figure 3.3. The
input data consists of 32 by 32 pixel binary images.
During both learning and recognition, the input image is slided over the HTM
retina such that each Level 1 node receives a sequence of images describing a 4 by
4 pixel moving pattern. This could just as well be a video sequence or other sequential data, but for simplicity a moving static image is considered. The image movement
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Figure 3.3: Schematic of a simple three-layer HTM [49, p. 21]. Each node on Level
1 is receiving a 4 by 4 pixel patch from the input image. On the second level, each
node is connected to four child modules resulting in a spatial and temporal compression. Finally, the single node on Level 3 receives input from all 16 Level 2 nodes.
Republished with permission from author.
could be understood as fixed action events describing a very simple model of saccades.
Even if very simple, the movement is central for HTM perception and successful pattern recognition.
When a number of images are moving over the HTM retina, a single node at Level
1 perceives a sequence of images, see Figure 3.4. In the present example, each image
is only moved three times before switching to another image, resulting in a sequence
composed by three images long sub-sequences, marked by subseq in the figure. Four
different source images results in four sub-sequences all including different image
fragments perceived by the node. Each source image appears several times in random
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order (Figure 3.4).
During training the node’s Markov graph is created, where each unique image
fragment as a node in the graph. Two images that follow each other in the input
sequence creates an edge between the corresponding nodes. Each edge is assigned a
weight that corresponds to the number of times the two images occurred in sequence.
Finally the graph is normalized such that the sum of the weights for all outbound edges
of each node equals 1. An illustration of a graph generated from the example sequence
can be seen in Figure 3.5.
The nodes in the resulting graph are grouped based on edge weight using Agglomerative Hierarchical Clustering [70]. These groups reflect the temporal structure of
the input sequence and are referred to as Markov chains or temporal groups, depending on whether the temporal order of the chain is considered or not. Temporal groups
can be created on several levels reflecting the temporal relations in a hierarchical fashion. Details on how these groups are created can be found in [49, ch. 2].
From each node at Level 1, a vector of posterior probabilities λtk for node k at time
t is propagated to its parent. Consequently, the input to nodes at Level 2 and higher is a
probability distribution over all groups in each of its child nodes, wherefore λtk is also
referred to as the bottom-up signal. The notation λtk is similar to the responsibility
signal λti of HMOSAIC modules. This is done purposefully to highlight the connection between the architectures. Bottom-up signals of HTM nodes fill the same purpose
as responsibility signals of HMOSAIC nodes, even though the implementation of the
signals differ.
HTM nodes propagate a vector of probabilities, one value for each temporal group.
In contrast, HMOSAIC modules propagate a single value for the module. With this
in mind, a HMOSAIC module is better seen as corresponding to a temporal group
of a HTM node, rather than the node itself. Since no spatial distribution exists in
HMOSAIC, the whole set of modules on one layer can be seen as corresponding to a
single HTM node.
The propagation of activity from four Level 1 nodes to one Level 2 node is illustrated in Figure 3.6. A certain combination of input to a Level 2 node is referred to
as a coincidence pattern [49]. The bottom-up probability vector over all coincidence
patterns of node k is denoted ytk . Based on a sequence of bottom-up probabilities, λtk
is computed using dynamic programming [10, 67]. Dynamic programming provides
a very efficient way of calculating probability distributions dependent on sequential
evidence. Furthermore, George shows that a dynamic programming approach has an
intuitive implementation in neural circuits [49].
In contrast to HMOSAIC, the calculation of λtk in HTM does not include any
top-down processes. Still, slowly varying variables, i.e., contextual information, is
included by the use of dynamic programming. Furthermore, HTM nodes also compute
top-down signals that take part in producing the final belief of each node.
The top-down signal πtk is a vector of prior probabilities for each Markov chain of
a node. πtk is divided by λtk and used to compute the vector of top-down probabilities
ztk . ztk is multiplied the bottom-up probability vector ytk to obtain the final belief distribution Beltk specifying the belief of each coincidence pattern of the node. Beltk may be
understood as the “result” of HTM and can be used for classification, pattern recogni20
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Figure 3.4: Part of the input sequence for a single node on Level 1 [49, p. 27]. The
input sequence is composed of three images long sub-sequences, marked by subseq
in the figure. The four different sub-sequences appear several times in random order
such that the transition probability between images within a sub-sequence is 1 and the
transition probability between sub-sequences is 0.25. Republished with permission
from author.

Figure 3.5: Markov graph generated from the image sequence illustrated in Figure 3.4.
Each node corresponds to one image in the input sequence and the edge’s weights are
proportional to the number of times two images followed each other in sequence.
Dashed lines represent temporal groups, see text. Figure originally published in [49,
p. 31]. Republished with permission from author.
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Figure 3.6: Node activation propagation in four nodes on Level 1 and one node on
Level 2. The input pattern results in a certain state activation in the four nodes on
Level 1. Node state is illustrated as a twelve segment row with one filled segment
corresponding to the active input pattern for each node. Based on a sequence of pattern
activation a bottom-up signal λtk is computed. λtk is illustrated as a four segment row
on top of each node, one segment for each temporal group. The group with highest
probability is marked with a filled segment. The combination of λtk for each node k
constitutes the input pattern for the node on Level 2. Figure edited from [49, p. 42],
with permission from author.
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tion and similar purposes. The role of top-down signals is clear in [51] where HTM
is applied to simulate the subjective contour effect in perception. See [49] for details
and for an example of how top-down signals play a critical role when simulating the
subjective contour effect using HTM.
3.3.3 Sensing and acting

During the discussion in Section 3.3.1 and 3.3.2, two models of cortical function have
been described in some detail. HMOSAIC applies forward and inverse models in combination with bottom-up and top-down processes to identify current context. Based on
contextual information, the optimal controller and predictor is selected.
HTM also applies a combination of bottom-up and top-down processes to compute a belief distribution for each node. This belief distribution is in fact the state
of each HTM node and provides context for subordinate nodes. This is conceptually
very similar to the workings of HMOSAIC and can be seen as an implementation of
invariant representations.
One important difference between these architectures is that HTM does not implement an explicit inverse model and is not presented as an algorithm for action
selection. Still, the top-down signals in HTM could in principle be seen as actions.
However, how well the HTM would do in goal directed action is yet to be evaluated.
This analysis should be understood as further support for the view that action and
perception are in fact two aspects of the same process. Even if a controller can be
constructed and work properly under certain assumptions without being paired with
a forward model predicting the consequences of its actions, this controller is not able
to identify which assumptions it makes, i.e., which bias it requires. However, by providing a forward model the controller can not only be trained for the present circumstances, but also identify when these circumstances conflict with previous experience
and control is better handled by another controller. As a consequence, these models
provide a solution to the problem of when to learn, presented in Section 1.2. By implementing invariant representation, these models also provide basis for solving the
behavior recognition problem in a bottom-up fashion.
Furthermore, the differences between HMOSAIC and HTM suggest that the exact
implementation may not be critical. One interesting question is how simple a certain
module can be and still be able to implement the aspects necessary for recognition and
control. These critical aspects of this argument is in short captured by the forth and last
requirement for general learning ability: Both bottom-up and top-down signals must
be propagated through the hierarchical structure. Bottom-up signals represent the
state of modules, and the top-down signals specify context, according to the definition
of context and state in Section 1.1.
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Synthesis

The present work outlines a learning system storing information in numerous modules
that represent knowledge under certain context. Modules are organized in hierarchies
and propagate information both upwards and downwards in the hierarchy. Information
that comes from below is referred to as inputs to the module and information that flows
down is seen as the module’s output. The current state of the module is propagated
upwards, producing input to superordinate modules. Information coming from above
is referred to as context and is usually implemented as a vector of prior probabilities
produced by the inverse model of the module above. State transitions are a result of
prediction error produced by the forward model of the module. Modules at the bottom
level (L0 ) interact with the world through the sensors and actuators of the system,
but are in other respects identical to higher-levels modules. A module, forming the
fundamental unit of the proposed architecture, is illustrated in Figure 4.1.
In the neural implementation the notion of a module should be understood as a
group of neurons responding in a similar way under a specific context, i.e., under a
certain influence from other neurons. Consequently, modules do not represent structurally different regions in the brain or even strictly separated areas. Modules should
rather be understood as a notion of functional specificity for physical regions in the
brain, regions that may appear or disappear as a result of learning.

Figure 4.1: Schematic of a module implementing a forward model paired with an
inverse model. The input to a module is the state of another module lower in the
hierarchy, and the output provides context (bias) to lower modules. The figure is an
attempt to unify several of the theories discussed in the text.
25
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4.1

Theoretical motivation

The learning system outlined above implements the four requirements of a common
cortical algorithm, namely hierarchical structure, functional specificity, forward and
inverse, and bottom-up and top-down processes. These characteristics can also be
wrapped in more theoretical terms by the notion of free energy [44, 42, 43].
Biological systems, and particularly neurological systems, can be said to fight the
second law of thermodynamics [44]. The second law states that the entropy of closed
systems increases with time, reflecting that the energy distribution in the universe
tends to even out. In contrast, biological systems typically act far from equilibrium,
exchanging vast amounts of energy with its environment without increasing entropy.
It is reasonable to ask how biological systems do this. Why do they not follow the
second law on its road to lukewarmness?
One answer is of course that biological systems do exchange energy with its environment, i.e., they are open systems, giving them the opportunity to avoid the second
law. Furthermore, biological systems self-organize [6, 59, 74] into sustainable structures and consequently decrease their entropy. But biological systems do more than
that. While self-organization can explain many behavioral aspects of biological systems it does not describe how organisms negotiate with a dynamic environment such
that they avoid phase transitions that would drastically affect their physical structure.
This ability to act upon the environment such that phase transitions are avoided form
the fundamental motivation for intelligence. One principle that provides this ability is
the minimization of free energy.
Free energy is an information theoretic quantity that bounds the evidence of a
model. In the case of biological systems, the model is encoded by the brain and the
data it models is the organisms interactions with the world. By minimizing free energy,
the organism can minimize the risk of unexpected exchanges with the environment and
act to prevent undesirable exchanges. Free energy is here seen as a way to measure
surprise, and by consequence control entropy. Under simplifying assumptions (see
[42] for details), free energy is proportional to prediction error.
A consequence of this line of reasoning is that an organism, in order to survive,
must be able to predict and avoid undesirable phase transitions with the environment.
In order to predict, the organism must build a model of its interactions with the environment. By measuring prediction error the organism can know when to update
its model. Since changes to a single large model easily propagate in undesirable
ways, a hierarchic model should be very efficient. When each module in the hierarchy
works over a certain temporal extension in order to produce evidence for predictions
on longer time scales, and contextual information (bias) for predictions on shorter
time scales, a very powerful prediction system appears. I believe that this forms the
fundamental architecture for cortical function and can constitute some guidance for
construction of computer programs able to Learn.
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Contributions

The architecture presented in Chapter 2 to 4 provides some insight to what is necessary for building robots able to learn a wide range of tasks without prior information,
hardcoded by a human. The outcome of this overview is in short captured by the four
requirements for general learning ability introduced in Chapter 2: hierarchical structure, functional specificity, prediction and bottom-up-top-down processes. Behind this
overview stand the work with Paper I, II and III, where several hard problems related
to representation and recognition of behavior are identified.
Paper I discusses the notion of emergent properties in context of robot control
and question the ontological assumption. However, the paper fails to identify how
this notion of emergent properties should be used to build systems less dependent on
ontological bias. In Paper II, three algorithms for recognition of behavior primitives in
a demonstration are presented and evaluated. One conclusion that is not presented in
the paper, but came as a result of this work, is that it is not possible to create a general
algorithm for behavior recognition without making assumptions about the behavior
being recognized. This argument takes support in the “no free lunch” theorems [66,
132] discussed in Section 2.1. This conclusion imply that the only way to solve the
problem in a general way is to use the knowledge of how to produce the behavior for
recognition, stressing the close connection between perception and action discussed
in Chapter 3.
In Paper III, the critical role of bias in learning with behavior primitives is discussed in formal terms, and, assuming that the behavior recognition problem is partly
solved, proposing ways to deal with remaining ambiguities in the interpretation of
a demonstration. In Paper IV and Paper V, we take a step back and focus on how
bias can be introduced using prediction. Based on the third requirement for general
learning ability, the algorithm Predictive Sequence Learning (PSL) is proposed and
evaluated as an algorithm for robot control (Paper IV) and behavior recognition (Paper V). Even though PSL suffers from combinatorial explosion when expanding the
input space it has several interesting properties in the tight coupling between perception and action and appears as a good candidate for implementation of the module,
illustrated in Figure 4.1.
While many methods for behavior recognition is concerned with identifying invariants within a set of demonstrations, PSL takes a different approach by using a
purely predictive measure. In this way, a metric of imitation performance is constructed during learning of the controller itself, which reduces the need for bias man27
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ually introduced prior to learning. PSL is, in its current form, subjected to combinatorial explosion as the input space grows, which makes it necessary to introduce some
higher level coordination for learning complex behaviors in real world robots. Some
guidance for how this could be done appears in the form of the four requirements for
general learning ability.
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Future work

The most obvious continuation of this work is further development of algorithms related to PSL, in order to better understand what is needed for implementing general
learning ability in robots. More evaluation of PSL is also necessary, especially evaluation under more controlled circumstances and in comparison with more algorithms.
One algorithm particularly relevant for comparison is ContextQ [8], a artificial neural
network that explicitly separates generally applicable information from task specific
knowledge. The authors have developed a simple and reproducible simulated robot
environment in which ContextQ is evaluated [129]. This could also be a suitable environment for evaluation of PSL.
One future direction of this project is to place PSL in the kind of hierarchical architecture introduced in Chapter 3. Since PSL can act both as a forward and an inverse
model it constitutes a good base for implementing the kind of module described in
Chapter 4 (Figure 4.1). If this work is successful, it would be one step further towards
an algorithm implementing general learning ability comparable to that implemented
by the human brain.
I also hope to get the opportunity to work closer with some of the other PhD
students at this department. Dipak Surie1 has done large parts of his PhD project on
activity recognition for ubiquitous computing, e.g., [121, 120]. His work has several
similarities with behavior recognition as presented here, but the techniques used and
the type of data provided by the system differ a lot between the two projects.
Ola Ringdahl2 has focused his PhD studies on LFD applied to the forest industry, e.g., [65, 107]. Ringdahl has researched techniques for autonomous control of a
forester machine. Both these projects provide very interesting opportunities for further
evaluation of the algorithms presented in this thesis.

1
2

Dipak Surie, Department of Computing Science, Umeå University, Umeå, Sweden
Ola Ringdahl, Department of Computing Science, Umeå University, Umeå, Sweden
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