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1 Introduction
Virtualization is becoming more and more popular since the hardware that is available today often has the 
ability to run more than just a single machine. The hardware is too powerful in relation to the requirements
of the software that is supposed to run on the hardware, making it inefficient to run too little software on 
too powerful of machines. With virtualization, the ability exists to run a lot of different software on the 
same hardware, thereby increasing the efficiency of hardware usage. 

Virtualization doesn't stop at just virtualizing operating systems or commodity software, but can also be 
used to virtualize networking components. These networking components include everything from routers 
to switches and are possible to set up on any kind of virtulized system. 

When discussing virtualization of networking components, the experssion “Software Defined Networking” 
is hard to miss. Software Defined Networking is a definition that contains all of these virtualized networking
components and is the expression that should be used when researching further into this subject. There's 
an increasing interest in these virtualized networking components now in relation to just a few years ago. 
This is due to company networking becoming much more complex now in relation to the complexity that 
could be found in a network a few years back. More services need to be up inside of the network and a lot 
of people believe that Software Defined Networking can help in this regard.

This thesis aim is to try to find out what kind of differences there are between multiple different software 
routers. Finding out things like, which one of the routers that offer the highest network speed for the least 
amount of hardware cost, are the kind of things that this thesis will be focused on. It will also look at some 
different aspects of performance that the routers offer in relation to one another in order to try to 
establish if there exists any kind of “best” router in multiple different areas. 

The idea is to build up a virtualized network that somewhat relates to how a normal network looks in 
smaller companies today. This network will then be used for different types of testing while having the 
software based router placed in the middle and having it take care of routing between different local virtual
networks. All of the routers will be placed on the same server and their configuration will be very basic 
while also making sure that each of the routers get access to the same amount of hardware.

After initial testing, all routers that perform bad will be opted out for additional testing. This is done to 
make sure that there's no unnecessary testing done on routers that seem to not be able to keep up with 
the other ones. The results from these tests will be compared to the results of a hardware router with the 
same kind of tests used with it in the middle in relation to the tests the software routers had to go through. 

The results from the testing were fairly surprising, only having one single router being eliminated early on 
as the remaining ones continued to “battle” one another with more tests. These tests were compared to 
the results of a hardware router and the results here were also quite surprising with a much better 
performance in many different areas from the software routers perspective. 

1



2 Background

2.1 Virtualization

Virtualization is a technique that allows multiple virtual machines(VMs) to run on the same physical 
hardware. This hardware is distributed to the VMs through a software layer called the hypervisor or the 
Virtual Machine Monitor(VMM). The VMM detaches the hardware from the operating systems which 
makes it possible to run multiple operating systems simultaneously on the same hardware. Virtualization 
can therefore make hardware usage more effective where one single machine can be a host for multiple 
different servers and/or clients. Virtual machines can also be compressed into “images”, which is basically a
copy of the machine compressed into a single file or a folder containing all the files that are related to the 
operating system. This image is possible to relocate and set up another machine running a hypervisor that 
supports that type of image. The relocation also makes it possible to share work or research if it is 
conducted on a virtual machine. Merely needing to compress the image and then hand it out for anyone to 
look at if they so desire. [4, 7, 9]

2.2 Hypervisors

Hypervisors can be divided up into two different classes, type one hypervisors and type two hypervisors. 
Type one hypervisors run directly on hardware and are often referred to as bare-metal  as they run as close 
to the hardware as possible. Type two hypervisors run as an application on an operating system and are 
often referred to as hosted hypervisors. Hosted hypervisors are less efficient than their bare metal 
counterparts since bare metal hypervisors have direct access to the hardware. This means that they are 
often more robust, offer better performance and grants access to better scalability. 
Bare-metal hypervisors are in turn also divided up into two subcategories: micro kernelized and monolithic 
where the difference between the two is how they deal with device drivers. To put this into perspective, 
Microsofts Hyper-V hypervisor and Xen hypervisor are micro kernelized while VMware ESXi hypervisor is a 
monolithic hypervisor. [7, 8]

2.3 VMware ESXi 

VMware ESXi is a part of the VMware vSphere software collections, a collection that contains a lot of other 
components such as vCenter and vSphere client. The hypervisor is the core of this software package which 
serves as the foundation for all the other available services. Virtual machines are installed directly on the 
ESXi server and are managed through vSphere client through a management client. The core of the 
virtualization functionality lies within the VMkernel which “is the foundation of the virtualization process”. 
This VMkernel manages access to underlying physical hardware to virtual machines through providing CPU 
scheduling, virtual switch data processing and memory management. [7, 8] 
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2.4 Software defined networking

The networking of today is quite different from just a few years ago. Merely a few years ago, all a network 
needed to do was taking care of file sharing, peripheral sharing and/or hosting of software used within the 
company on a server within the network. Organizations today have an increased need to use more 
advanced computer environments due to the increased complexity. This includes things such as 
virtualization of software, remote data storage servers and cloud based software, all of which take more 
resources and are more complex in relation to the complexity and required resources of the past. [1, 2] 

This problem could be solved through software based networking. Software defined networking differs 
from traditional networking in three different ways. First off, it separates the control and the data plane. 
The control plane makes forwarding decisions over the long term while the data plane keeps the speed 
maximized while forwarding traffic. Secondly, it contains a “well-defined” interface between the separated 
control planes which include abstractions for network components which hides many of the network 
device details. Lastly, it migrates the control based plane over to a logically centralized controller which 
implements and optimize global policies based on its exploitation of its global view of all the network 
components that exist within the network. These three changes to the traditional network architecture 
should allow for an increase of pace when it comes to network innovation and should also allow for an 
increase in the security, performance, scalability, cost, flexibility and ease of management. Software 
defined networking allows, at its core, a higher level and more abstract specification of services and 
network connectivity and for these to more easily be mapped to sets of underlying network resources 
dynamically. [1, 2, 10]

2.5 The split of the data and control plane

Conventional networks implement both the functionality of the control plane and the functionalities of the 
data plane from device to device. To put this into perspective, when a packet is received by a switch the 
data planes need to match fields in the packet in relation to forwarding rules, change the destination IP 
address accordingly and thereafter also forward the packet to a specific port based on the destination IP 
address. [10]
Software defined networking in the other hand has each device constantly forwarding at full speed in 
relation to the installed forwarding rules. Instead of having a control plane alongside this, software defined 
networking has a logically centralized controller which programs forwarding rules for each individual device
located in the network. This controller creates its basic forwarding rules through its global view of the 
network and isn't limited by things such as the spanning tree protocol while fitting together with virtual 
local area networks(VLAN) and Network address translation(NAT). This ability to control all parts of the 
network from one point results in more flexibility and innovative possibilities. [10, 11]
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2.6 Centralization of network control

 With the split of the data and control plane, a distributed control plane is no longer necessary. Thus, most 
implementations of software defined networking places a substantial amount of network control at a 
logical centralized controller. This controller connects to all the switches in the network, often through a 
separated control network, where it is able to monitor and control all the devices that are connected to it. 
This controller can be used within a tightly coupled cluster of multiple controllers to achieve things like 
scalability and fault-tolerance. A problem with the clusters however lies in the consistent distribution of the
shared state of the network, something that recent efforts have worked on solving through moving these 
distributions to the switches or a subset of the existing cluster. A single controller can however be acting as 
a centralized management point which enables policy enforcement, network-wide monitoring and ease of 
management. [10, 12, 13]

2.7 Network virtualization

Virtualized clients and/or networking components are set up within an environment where, the network 
interface of the virtual software is mapped to the physical interface and the physical interface drivers 
through an Ethernet bridge between the virtual network interface and its physical counterpart. The exact 
details of how this is handled depends on the kind of virtualization the VM is being run on. [14]

Virtual network components do often behave very similarly to their physical counterparts. However they 
are often run on some kind of hypervisor which in turn can run on a general purpose computer. This means 
that virtual networks can be created quickly and easily since they are run on these general purpose 
computers which are often cheaper than hardware routers. [2, 3, 10]
Virtual switches are assigned to one or multiple physical Ethernet cards in the hypervisor the VM they are 
run on. They forward packets from the virtual networking cards that are associated with these virtual 
machines on the hypervisor. The physical network card on the hardware the hypervisor runs on can be 
shared between multiple different virtual machines, which allows them all to have physical network 
connectivity. In order to build a virtual network all virtual switches need to be connected to one another 
with the help of virtual connections. [10]
There are many ways in which these virtual networks could be implemented. VLAN tagging is one of them 
and is based on segmenting traffic in relation to their VLAN belonging. Since switches direct traffic tagged 
with a specific VLAN only towards ports with the same VLAN tag which makes it look like the switch 
contains multiple different networks. The problem with VLAN tagging is however that they require a lot of 
specified configuration on each switch that has something connected that belongs to that VLAN. VLANs are 
also limited to only 4096 different VLANs because of the number of bits in the VLAN tag. This is 
unfortunately too few for medium to large sized datacenters and are thus not the best solution for network
virtualization. [10, 15]
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The second way to implement these virtual networks is through the implementation of an overlay network.
The virtual switches encapsulate their Ethernet frames within one or multiple higher level network 
protocols such as UDP or IP. The virtual switches are in this case connected to one another through IP 
tunnels, using one of two standards, either Virtual Extensible Local Area Network(VXLAN) or Network 
virtualization using Generic Router Encapsulation(NVGRE). The networks formed by these tunnels are 
overlaid on top of an IP network. There are a few benefits to this configuration, which include greater 
scalability then VLANs and the lack of a need to configure the physical switches since, the underlying 
network only needs to have IP connectivity for the overlaying network to work. When it comes to 
drawbacks, this solution has a few issues. First off, the mapping between destination addresses to 
corresponding tunnels has to be kept up to date and be disseminated as VMs are moved around inside of, 
and moved in and out of, the overlay network. It also slightly decreases throughput since encapsulation 
adds additional data to packets which in turn makes it so that less data can be sent with the packets. 
Encapsulating and de-encapsulating also takes up processing time and memory overhead. Lastly, when 
building on top of an underlying there's the issue where the quality of service(QoS) of the underlying 
network decides how the overlaying network packets are handled. 
Lastly, there's an approach that involves OpenFlow. OpenFlow is a protocol which SDN controllers can use 
to configure the forwarding rules inside Ethernet switches. It allows packets to be identified through Media 
Access Control (MAC) addresses, IP addresses and TCP/UDP port numbers. This protocol can be used within
virtual networking by programming physical and virtual switches to forward packets between interfaces 
that are directly attached to the same virtual network while prohibiting the flow of traffic from different 
networks. Openflow doesn't need encapsulation and a switch programmed for a certain flow forwards 
frames at the same performance as a nonvirtualized network. Rules in OpenFlow can be programmed 
reactively where packets that don't already match existing rules are sent to the controller, which in turn, 
takes care of installing an appropriate rule for it. The reactive approach is the one that is more commonly 
used today as it has a larger number of flexible rules than the physical switches which are limited in the 
number of rules they can implement. The main issue with OpenFlow is that it requires switches to be 
compatible with the protocol along with administrative authority. The OpenFlow protocol is fairly new, so 
there aren't many switches that support it yet. Thus, even though it does benefit the virtual networking, it's
currently not a protocol that can easily be implemented.[10, 15, 16]
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2.8 Software routers

When chosing a router solution, benefits such as security, administration, scalability, affordability, flexibility
and relationship between cost and profit are important things to consider when chosing a router 
implementation. The reason behind this is because a better routing solution performance allows for a more
reliable implementation in the long run. Since vendors open systems have the ability to scale better in 
service provider edges or enterprise deployment since they provide a cost effective way to increase certain 
performance that isn't possible to increase with hardware routers. Open solutions detach software from 
hardware which makes it possible for these solutions to achieve service extensibility and specialized 
software features with a truly integrated environment. Open solutions can be run on commodity hardware 
which is often much cheaper and more accessible than the hardware counterparts. This means a lower cost
money wise to implement a software router versus implementing a hardware router, even though software
routers are seen as worse performance wise. The differences in performance can be tracked back to the 
fact that hardware routers run on specialized hardware components while software routers run on more 
standard hardware and therefore aren't able to output the same kind of performance as their hardware 
counterparts. Because of this, a lot of time and effort are put into developing solutions to increase the 
overall performance of these software routers. [3, 17]

Among this recent research, some has been focused on increasing the performance by offloading packets 
to parallel hardware, such as Graphics processing units(GPUs), and allowing the routing software to directly
access the network hardware and thereby eliminating the overhead of the existing OS kernel. As for the 
GPU, shifting packets over towards it can yield multiple positives, such as the possibility of a GPU boosting 
memory intensive router applications, as they often rely on lookups inside of large tables. Compute 
intensive applications get a boost from the massive array of GPU cores that are available on a GPU, all of 
which offers a much higher raw computing power than a CPU. GPU computing density also improves faster 
than the CPU[18] and GPUs are cheap and easy to get access to. [3, 19]
PacketShader is a router software which tries to exploit this possible GPU accelleration. PacketShader tries 
to maintain a high forwarding rate while also providing a large amount of processing power for other 
arbitrary router applications. This is done through the implementation of an optimized Input/Output engine
which allows packets to be processed in batches while also eliminating per-packet management overhead. 
This is coupled with offloading of core packet processing onto the GPU with massive parallelism. The idea is
to use these two techniques to expose as much parallelism as possible within a small time frame.  [19]
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3 Problem Description
The aim of this project is to evaluate multiple virtual router softwares, within the same kind of network, in 
a number of different aspects along with comparing the routers with one another to determine if one is 
better than the other. This network will be expanded upon over time if needed, but the final result of the 
network topology will be used for all routers, no exceptions. 

3.1 Research question

The research questions that this project want to answer are:

Between multiple different virtual routers, does any one of them stand out in any particular way when it 
comes to things like performance, configuration difficulty and the resources required?

The idea with this question is to try to answer if there's some kind of loss or gain when choosing one router 
software over another. Trying to figure out which might be the best one for a certain situation and possibly 
being able to add a recommendation for when or where one of the router softwares could be used. This 
question is feasible both due to the fact that software based networking has grown in the last couple of 
years, but also because all of these routers will be tested on the same hardware, which should give a fair 
playing field.
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3.2 Motivation for the study

An increased demand in the networks of today in relation to the networks of the past have made software 
defined networking more important. While this specific project doesn't go as far as looking at 
reprogrammable APIs which adapt to the needs of the software in the network, nor the ways to increase 
the speed of the software routers, taking a look at different aspects of software based routers in relation to
hardware based routers is still important to establish a number of different factors. [1]

For example, it is important to find out the actual difference in performance between different software 
routers as, if software based networking is ever going to succeed, it might be good to know what is 
currently available and what gains and/or losses there are to picking one router software over another. The
result might get relevant when choosing between a software and a hardware router, as a software router 
that holds strong in testing might very well be powerful enough to be used in a real network. Software 
based routers are seen as inferior performance-wise in comparison to hardware routers, but there are ways
that these routers could potentially get better performance through the use of special hardware techniques
such as offloading packets and/or other CPU(Central Processing Unit) related tasks over to the GPU. GPUs 
do have a huge potential to be used since they are powerful pieces of hardware that currently develop 
faster then CPUs [3, 18, 19]. 
Both software and hardware routers are computer systems, however hardware routers run on specialized 
hardware tailored to have a specific function in a network. Software routers on the other hand can be run 
on any hardware that meets the minimum requirements, therefore they might lack the specialized 
components. This make them inferior to hardware routers in many areas, something that is being worked 
on as a lot of recent research is put towards increasing the potency of these software routers. [3]

Another example is, what kind of features does the software and hardware routers offer in relation to one 
another, and in addition, what features do the software routers offer in relation to one another. This could 
be the deciding factor for choosing the kind of router and also while choosing the type of software router, 
“What kind of features do you gain or lose from picking one over the other?” is an important question to 
ask when adding to or building up your network. While there are things that the hardware router can have 
in terms of features that are close to impossible for a software router to have, the software based router 
might be easier to set up and configure and have features which are deemed adequate to solve certain 
problems. 

A third aspect considers the potential differences between software based routers when it comes to 
offered features in relation to the amount of performance that is required to run these additional features. 
This can also be compared to how much you lose or gain from using a software based router for one of 
these features in relation to a hardware based one. 

The performance itself isn't enough to look at however, there's also a need to look into the amount of 
resources required to get such a performance. The performance itself can be divided into multiple parts, all 
of which are interesting to take note of when performing an experiment such as this one. It relates to 
everything from how the router handles high packet load to how the router handles different routing 
protocols or what is required to run a built in firewall on the router. A lot of different aspects will be 
considered when looking at the so called “best” software.
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Lastly, establishing if there's positive, or negative,  differences between software routers which makes one 
of them better than the others in multiple areas. Hardware routers are definitely more established on the 
market, but it's still important to know what the difference is between these software routers so that, if 
you would consider putting one into your network, you need to know the positives and negatives of doing 
so. A lot of people do believe there are loads of benefits to moving over to a more software based 
architecture when it comes to networking since it would make things more dynamic and in some cases, 
simpler or even more scalable. The issue with the software routers do need to be overcome first however, 
something that a lot of researchers are looking at, which is yet another reason to do this study. [1, 2, 3, 6, 
10, 11, 12, 13, 14, 15, 17, 19] 

3.3 Critical validity threats(more specific)

This is a section where the more critical threats are written out and an explanation as to how to handle 
them is given. Some of the threats listed here are not a part of Wohlins validity threats.

Human factor

• Mistakes by the experimenter when it comes to configurations, tests and the general set up of the 
network. This will be avoided by making sure to check up on configurations and structures with the 
supervisor as much as possible.

Fishing and the error rate

• This might be a bit of a problem given the fact that some tests might have to be invalidated if they 
are conducted during anomalies or during issues in the network itself. To minimize this threat, all 
results will be documented and presented in some way when it comes to the final results.

Random irrelevancies in experimental setting

• This could be quite a problem when using some tools for the first time as there could be incorrect 
values being output from these tools that happen because of spikes. This will be dealt with by 
carefully examining each of the tests and making sure to redo the tests that seem to be the victim 
of random network issues.

Interaction of setting and treatments

• The experiment will be set up as realistically as possible with a network with enough clients and 
services to try to mimic a realistic network. This threat is being solved by trying to be realistic with 
the placement of clients, the amount of clients and the amount of accessible services in the 
network. This along with the router placement and trying to get at least some tests to have some 
connections to how it would look in a real network.
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4 Related Work
Exactly the same kind of work is very hard to find as it seems to have been rarely tested before or there are 
other end goals of the work that don't quite aling with what is to be done in this  thesis. Other reports in 
the area are more focused on how to more increase the performance and/or making them more sought 
after, where performance increase seems to be the main topic. 

This can be seen in reports such as  ”On the performance of KVM based routers” where the authors start 
off with discussing what software routers are and how they could be implemented along with the 
challenges when trying to implement these routers effectively. It also discusses how virtualization of these 
software routers could potentially increase things such as uptime, but also make the implementation more 
complex due to complex iterations between the VMM and hardware in relation to the software needs. This 
touches parts of this thesis, mainly since the software routers will probably be virtualized, so the discussion 
about virtualization is still possible to relate to this thesis.

The report ”Can Software Routers Scale” does go into a lot of the issues that exist with software routers 
currently and discusses how they are seen as inferior to their hardware counterparts. It also looks into 
different issues with scalability and speed that software routers have in relation to hardware routers. The 
authors also discuss how this issue could possibly be fixed. Again, this is not quite what this thesis is about, 
but it's touching the same subject where, this thesis and their report both want to get an answer to the 
question if hardware routers could be switched out with software routers, and if not, why is that or what 
component is it that isn't powerful enough for a possible switch to happen? The report also aims towards 
building their own type of software router where this thesis focuses on already existing router 
implementations. They also don't go into software defined networking at all, instead only focusing on the 
software router itself. While this thesis doesn't go into that specifically either, there's still some research 
here that has to do with software defined networking that they don't have. The report relates to what is 
done in this thesis but they take it a few steps further when it comes to finding ways to improve or even 
build a powerful enough software router that can compete with its hardware counterparts.

”Network Virtualization Breaking the Performance Barrier” also somewhat relates to what is done in this 
thesis, but there are some major differences. First off, this report mostly focuses on discussing what could 
be done and what challenges exist for network virtualization to be able to get to a point where it can be as 
powerful as hardware networking, which kind of relates to this work even though this thesis is more 
focused on actual experiments and looking at what the current difference between software and hardware 
routers are in some performance factors. This report also focuses on Xen virtualization while this thesis 
uses VMware, something that might not sound very important, but there are actually big differences in 
how the virtualization is done for the two different hypervisors. Thus, the peformance differences and the 
issues for one hypervisor might not exist or be as much of a problem for the other one. Other than that, 
this report talks most about the theory behind increasing the performance of network virtualization in 
general while this thesis tests current differences between software and hardware routers. 
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“Performance Analysis over Software Router vs. Hardware Router: A Practical Approach” is probably one of 
the previous reports that interconnects with this thesis the most. This report is focused on presenting the 
differences between a software and a hardware router in several performance areas. While it doesn't go 
into the exact things that this thesis does, both the report and this thesis wants to look at the difference in 
throughput. Other than that, this thesis focuses more on looking at the required CPU power, packet loss 
and other similar things while the report focuses on other performance related issues such as convergence 
time and routing delay, things that this thesis could have looked at but were in the end not checked when 
this thesis looked at performance. However something that is interesting is that the two routers that they 
look at are candidates or even guaranteed to be a part of this thesis as well, which means that parts of their
results could be used to compare with the results from the experiments in this thesis. Otherwise this report
also focuses on the differences when it comes to things like cost between closed and open software, 
something this thesis also goes into. This report is the only one that has been read that seems to have a lot 
in common with this thesis.
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5 Milestones
In this section, milestones in the project will be presented and discussed. These will not be listed in any 
specific order:

• Completing the literature study to get a good idea what the subject is about and what has been 
done in the area previously. This is also done to find some kind of data to compare the results in 
this experiment to.

• Determining what the base network is supposed to contain in detail and setting up a topology. This 
goes hand in hand with deciding IP addresses, what VLANs to use and if there should be some kind 
of naming policy.

• Putting the first router into the network and configuring it by with previously mentioned attributes 
in mind. This will include the performance testing of the router and making sure to implement all 
the necessary features for the network.

• After testing with all software based routers, implementing and performing the same tests with a 
hardware router to find out the difference between the software based routers on a number of 
different factors.

• All the results will be put together and made into a final result where it will be possible to figure out
all the research questions.

The top priority milestones are the first, second and third while the fourth is also important but cannot be 
done properly if the second and third milestone arent carried out before doing the fourth. The fifth 
milestone is of course also important, however it wont be possible to get any final results if there aren't any
results to speak of in the first place.

5.1 Delimitations

This project will be limited to just testing the three different software based routers and a hardware based 
one, putting their pros and cons against one another. This will focus on only three different router software
since testing more would take too much time to both learn and implement in relation to this FYP. This work
won't go into the APIs discussed previously nor into ways of making the routers learn based on the 
software connecting to the network itself. There's a lack of experimenter knowledge to actually implement 
these things as advanced programming would be required to do it.

5.2 Hypothesis

The hypothesis is that one of the software routers will excel over the others in more than one way, making 
it the “best” of the chosen software no matter what aspects are looked at.
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6 Methodology
The experiment revolves around setting up a virtual network with the help of VMWare ESXI server where a 
few router softwares will be tested. The network will consist of one webserver, one storage server running 
FTP (vsftpd). This will be combined with a number of client computers in the network after. All machines 
will be used for testing the router software in different ways. All these tests will be presented and discussed
below.

First and foremost, the network itself will be modelled using a logical topology to specify the network 
structure. The entire set up will consist of four different networks separated into different VLANs.

The four networks that are to be created is two server network that will contain all the services that are 
going to be tested within the network, along with two networks for client computers. One of the Vmware 
clients will contain the two servers and a number of clients while the other one will contain the rest of the 
clients. The servers each have their own separate VLAN with the clients being divided into their own VLANs.

The webserver will be set up with Apache and will be configured with basic configuration to make it work. 
There might be some specially configured website added to it, but will probably go with something simple 
or the default index page, since the focus is supposed to be on the routers, not on the configuration of the 
services. 

The FTP server will be set up with the same things in mind, keeping it as simple as possible while still 
making sure that it works. It will keep much of the default configuration, only changing that which needs to 
be changed for the service to work, along with adding one or multiple users that are to be used specifically 
for FTP transfers. 

The clients will be set up with Windows 7, where one client will be set up at first and get configured and 
updated so that it can be packaged down into a template that can be used for all other clients in the 
network. This template will include what is necessary to complete the different testing, including Mozilla 
Firefox along with some kind of network benchmarking software. 

The routers themselves will be set up one by one with the VLANs, proper network addresses and also a way
to reach the outside network and the internet, even though the path to the internet might get disabled 
during testing to make sure that the results are kept intact. 

The Vmware ESXI machines also need to have their switches configured with the correct VLANs and all 
Vmware hosts will have to be connected to the same physical network. The switches will be configured to 
have trunks and certain VLANs will be placed on the ports where all the network components connect with 
the switch. This is all to ensure full network connectivity in all directions.

After having everything set up, all the services will be configured as described above, along with the clients 
being properly installed and updated to make sure that there aren't any issues with software or things in 
the network based on the updates on the clients. 
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The testing will consist of making use of Netstress, a network benchmarking tool that makes use of a client-
server structure where one windows client will act as a client and one will act as a server. Along with this 
there will be some kind of test towards the web server from the management client, trying to benchmark it
in some way to generate network traffic. The clients will have a video started on each of them to examine if
it is possible to generate a lot of network load or load on the routers. And lastly there will be an FTP test 
where all the clients try to download a large file from the FTP server at the same time. 

All of these results will be captured with the use of the Vmware performance graphs along with looking at 
the results from the different software being used to test the network. The idea is to be able to extract 
results from these that can then be properly presented to the reader. The VMware performance graphs 
were chosen as they seemed to be the easiest way to get a good representation of data on the routers 
without negatively effecting their performance. Programs connecting to the routers and monitoring them 
from the network could be showing off incorrect values as a lot of the available network throughput is 
probably going to be dedicated to the testing. Since the CPU and networking of the router needs to be 
monitored during the tests, the most reliable way to get information about the routers is as locally as 
possible. While the inbuilt command “top” could be used for this, it doesn't quite go well with what this 
thesis wants to take a look at.

However after completing all of these primary tests, the results will be gathered up and analysed to see if 
any of the router software performed so badly that additional testing on it in this environment wouldn't 
yield much additional information. For example if one software uses considerable more CPU power or has 
limitations to its network throughput in relation to the other software routers. Thus these aforementioned 
tests will merely be a part of the initial testing which will move over to more detailed testing when it comes
to determining if one of the routers are better than the other ones. 

When all this has been settled, additional testing will be done with other different network benchmarking 
tools. These were found both inside articles discussing different networking benchmarking tools on the 
internet along with reading through previous work in the area to find out what previous researchers have 
done when testing software routers or even hardware routers. Some of the things that will be looked into 
in this stage of the testing are (in no particular order): Aida32, Netbench, packetgen and iperf. 

Both Aida32 and PerformanceTest 8.0 offer similar functionality to Netstress, with some minor differences. 
Aida32 is only focused on testing the maximum throughput possible, which isn't necessarily possible with 
Netstress as it does have configuration options when it comes to the size of packets and the amount of 
streams but lacks the ability to simply test the maximum possible throughput on the network, unless its 
settings just happen to be enough to get to that maximum threshold. Netbench offers a similar set up in 
relation to Netstress but doesn't have the ability to so specifically set the exact properties of the test, 
instead offering the ability to set protocols and set the size of the packets, a setting that can also be 
randomized during the network stream. 
Both Iperf and Packetgen are command line utilities, where Packetgen is for Linux and Iperf has cross 
platform capabilities. Packetgen was looked at since it was mentioned in a lot of previous work in similar 
areas which makes it an excellent tool to at least try out. The same kind of goes with Iperf but it's not 
mentioned quite as often. There are differences in how these two are used where Iperf merely needs to be 
installed and then run through the command line while Packetgen seems to require special scripting or 
generation of configuration files for it to properly run. Both of these will be considered and tested.
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Both the actual topology of the virtual network and the topology with the physical machines can be viewed 
in Appendix A and B respectively. A small discussion as to why these look like they do will be presented 
below.

The physical machine topology is built as simply as possible with the set up of the lab network in mind. Two
of the VMware hosts are connected to their own switch which in turn is connected to the same switch as 
the management client and the last VMware server to ensure connectivity between them and the 
connectivity between all the VMs being hosted on each machine. This is done so that all machines are able 
to reach the virtual router inside of the network. All of the machines use the edge router inside of the lab 
network to get out on the internet if necessary and the virtual routers are to be configured to connect to 
this edge router when trying to access the internet.

The logical topology was designed with the idea that it should contain enough servers so that all services 
could be deployed in the network along with offering enough clients to test the routers in different ways. 
Only two servers are used as no more were deemed to be needed based on the amount of services that has
been decided to set up inside of the network. The two didn't get combined into one and were put in 
separate networks just so that testing towards both of them would be possible at the same time and so 
that one of the services wouldn't negatively effect the performance of the other service. While the two are 
probably unlikely to affect one another, this was done more as safety precaution, not wanting to influence 
the tests unnecessarily. 

The amount of clients are chosen in relation to what the servers are able to support hardware wise. Less 
clients are put on the same server as the two services while more clients are put on the server that is 
completely empty. The server hardware that was taken into consideration when choosing the amount of 
clients to put inside of the network is presented below:

Component:

RAM memory DDR3 1600MHz 2x 8192 MB 72 bits

CPU Intel Xeon CPU E3-1226 v3 @ 3.30GHz

Network card Intel 82574 Gigabit Ethernet Controller

Harddrive Seagate ST3160318AS 140GB

Table 1: Server hardware components

The clients will be running Windows 7 professional as Windows 7 has the majority of the current market 
share [21]. The professional version is merely used since it's the one that is easily accessible and can 
therefore, be installed on all clients. 
Looking at the system requirements of Windows 7 64bit, there's a requirement for 1GHz of processing 
power, 2GB of RAM and 20GB of harddrive space [20]. In relation to the available hardware, three or four 
clients should be possible to run on the same machine. More machines could be possible to run, but in 
when looking at the requirements in relation to the hardware that is available, it would be pushing it to run 
more clients on one single server. The aforementioned system requirements are only what's required to 
run a fresh install, not taking into account updates to the system which requires additional hard drive 
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capacity. The clients should also probably have some more RAM memory allocated to them then the 
recommended, just to make sure that they can run properly. Thus the clients are accounted for about 32 
GB of disk space and a requirement of 3GB RAM which, together with the processor speed, limits the 
implementation to a maximum of four clients on an empty machine, and three if put on the machine with 
the servers.

The servers running Linux are going to be running CentOS 7 as this is both a recognized functional Linux 
server operating system, the experimenter has experience with this system and the fact that Redhat has 
articles concerning making CentOS work in different ways.

The software routers that are left after initial testing and go through all the testing will have their results 
compared towards a hardware router with the same kind of settings as they had. From this a conclusion 
will be drawn whether or not these software routers are up to speed or close to the tested hardware 
router. The tested hardware router will be a Cisco 2500 series Gigabit router as this was the only one that is
accessible inside of the lab environment.

As a final note: the virtual CPU in vmware esxi runs on the amounts of cores that are configured on the 
machine itself. The machine will use as much of the hardware CPU as is necessary for completing the tasks 
it wishes to do. If it's not specfically stated, the machine will run on exactly the CPU it is configured with. 
For instance if the machine is configured to have one CPU with one core, it will see the hardware CPU it has
access to as one CPU with one core no matter the actual hardware specifications. Since this will use basic 
configuration, there will most likely only be one single core available for all the routers, something that 
could impact end results.
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7 Implementation
Starting off, the virtual routers to use were searched for inside of different articles that were either focused
on the subject of virtual routers themselves or articles that focused on Software Defined Networking. Two 
different routers were found in this way, both OpenWRT and VyOS (earlier called Vyatta). A third router 
was of interest to find as well, all to give more comparison options between different distributions. After 
some searching on the internet after additional routers, Pfsense was found and choosen as the last one to 
participate in the test. OpenBSD was looked into to use as a router software but was in the end not chosen 
since it seemed to be an operating system that could be used as a router, not a software router 
distribution.

The amount of clients that were chosen in the end were seven in total, with a slight alteration being made 
to the topology. Four of these clients were placed on their own server while the other three were placed 
together with the two servers on the other server. The routers got their own server, all to make sure that 
they had all the hardware available to them when they were on. 
The clients were placed in this way to make sure to not overload the VMware servers and to make sure that
the clients could run without lag or other issues. This set up doesn't conflict with the two virtual servers 
either as both of them run Linux without a Graphical User Interface(GUI) and thus require less resources. 
This meant that a few of the clients could be deployed onto the same VMware server as the two Linux 
servers, increasing the total number of clients inside of the network available for testing.

As stated in the methodology, both the web server and the FTP server were installed and configured with 
as minimal of configuration as possible to just make sure that they worked. The FTP server had a specific 
used created on it for the FTP download but was otherwise left with initial configuration. Files were 
uploaded to the FTP server through FileZilla, a program that was chosen because it was easy to use and one
of the first windows FTP clients you ran into after some searching on the net.

The final topology can be seen in Appendix B, and as it shows off, there's an additional client added onto 
the FTP server VLAN. This client was added for testing purposes since all of the network benchmark/testing 
tools require a server and a client in order to function. This client is supposed to be used for all these tests 
and is placed within the server network to make sure that other clients don't influence the test. The FTP 
server also took the role of server for the iperf tests while pktgen was supposed to be run from the 
webserver, but however did run into some issues. 

Packetgen tried to be run through a guide on the internet which gave instructions on how to create a script 
that would create all the necessary files and then runt he program for you, with you being able to change 
whatever setting you liked on the way. However as this script was later on run, it complained about the 
netdevice specified not existing, even though the machine was using the device for its connection in the 
network. This is most likely a configuration error on the experimenters end, but it was discarded in the end 
because the effort needed to put into solving it was deemed to not be worth it in general to try to get more
tests run with other software.

Iperf was however successfully implemented as all that was required to do was to install it and then run it 
with the command “iperf -s” to start the machine as a server. Iperf was also downloaded onto the 
Management client and set up so that it could be used as a client. Three different tests were run with Iperf, 
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“iperf -c 192.168.0.100 -b 1000m -t 300” which tested a TCP connection between the two points at a 1Gbit 
connection speed for a 300 second duration, “iperf -c 192.168.0.100 -b 1000m -t 300 -u” which tested the 
same speed with a UDP connection and “iperf -c 192.168.0.100 -b 100m -t 300 -u” which tested a UDP 
connection with 1 tenth of the connection speed. All of this done to test the packet loss of the routers 
along with getting a reading on the jitter the connection experienced.

A similar test was done on PerforamanceTest 8.0 but it was merely focusing on the packetloss between the 
client and the server. Images on the settings of the PerformanceTest tests can be seen in Appendix C where
all settings are also briefly explained.

Netstress was run multiple times to make sure that the values had some statistical validity. Five tests were 
run on each router before swapping out the settings to make the test demand more resources by being 
more network intensive. Two tests were only run once, one of them just because it wanted to check exactly
how much effort the router needed to put into the larger amounts of traffic being sent through the 
network while the other test was a long duration test to see if the connection would hold strong and if the 
router would have the same resource requirement for the full duration of the test. Images of the different 
settings and some explanation as to what each of them does inside of the Netstress program are presented 
in Appendix D.

The video test was also run but encountered some issues where, when the clients tried to run the test at 
high quality, they froze or had so enough framerate problems for it to be impossible to turn off or start 
additional videos at later times on the client. This test also lacked the impact that the experimenter was 
looking for as it didn't put enough pressure onto the router for it to actually matter much. These reasons 
caused the test to be discarded in the end since it didn't live up to expectations and created more problems
then it was worth.

The webserver test was done with Webserver Stress Tool 8 which was merely picked because it was an 
easily accessible webserver stress test for Windows. Soon after starting the testing the management client 
(which ran the test) became unresponsive and it was soon realized that the test was eating up all the CPU 
of the management client, making it impossible to complete any other tasks on the machine during the 
test. Furthermore, the CPU didn't manage to create enough threads and/or users for the test to have any 
effect at all. This could be because of configuration issues on the experimenters end or the amount of users
that wanted to be tested were way too many for the client to possibly handle with the hardware resources 
it had. Either way, the test was discarded soon after acknowledging this issue.

The FTP test decided to be done with simple configuration of the FTP server to just make it function and 
then make use of the ISO file that had been used to install the Windows 7 clients for the actual transfer. 
This file was put up on the file server and thereafter all the clients connected towards it through the web 
browser and downloaded the file. The file was about 3.2GB big and 6 different clients tried to download the
file at the same time from both of the client VLANs in the network. This test did work out in the end and it 
was possible to get data out of the graphs in relation to the time it took and how much resources were 
required on the router.  

The routers were in this stage set up with as minimal configuration as possible in relation to the topology 
described earlier. All of them had VLANs assigned and had configuration to allow for full network 
connectivity between the different networks. A few small differences did exist, but they probably didn't 
affect the network in the end. Pfsense needed to have its firewall configured to allow access to the web 
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interface in order to configure it from outside the interior network. This was done through allowing all 
connections towards the outside port no matter where they came from. While this is insecure, it was only 
done so that it would be easy to configure the router. OpenWRT did need to have a web interface set up 
for easier configuration, something that however wasn't fully necessary as configuration worked fine 
through altering the files, but was deemed appropriate to make the desired configuration easier to achieve.

The minimal configuration included setting up VLANs and making sure that all interfaces had the right 
addresses.
The only optional configuration that was done with the routers were the DHCP servers that were set up 
towards each of the clients networks as it was much simpler to have these addresses be automatically 
assigned and this is typically how it would be done inside of bigger networks.

After initial testing the results are to be analysed and, as stated in the methodology section, one or multiple
of the software routers will be ruled out if they show off a bad enough result in relation to the other two 
when undergoing the same tests. This is where the additional testing will come in in the form of 
PerforamanceTest 8.0 and Iperf. A hardware router is thereafter placed as the main router inside of the 
network and the same tests are run again towards it. After having done all of these tests, the hardware 
router results will be analysed just like the ones from the remaining software routers to draw some kind of 
conclusion.

The first initial testing will be divided into five tests on the FTP server, five tests on two of the Netstress 
network speeds going on for five minutes each while the second test will be a long duration test just to see 
how the router handles a constant stream of traffic over a longer period of time. The last initial test is done 
with most settings maximized on the Netstress tool to see how the router would handle it.

After this, the additional testing will consist of another five tests on the maximum throughput with both 
Iperf and PerformanceTest. Thereafter another ten tests will be done on the remaining routers looking at 
UDP connections instead and putting emphasis on the packet loss, the jitter and the throughput. This will 
be done both with a maximized block size and a varied block size for PerformanceTest and Iperf will be 
used with both 100mbit and 1000mbit bandwidth respectively when it comes to UDP.
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8 Results from initial testing
After having had to discard two of the initial tests, there were only two tests that were left to conduct. 
These two were the FTP test and the Netstress test, both of which together were supposed to come to a 
conclusion if any of the routers should be put aside and not get to the second stage of testing. The FTP test 
was conducted with 6 clients downloading a file at the same time and the Netstress test was completed at 
four different settings, all of which can be seen in Appendix D.

A total of 51 tests were conducted, 17 on each software. The results are presented below in the form of 
different graphs with some additional information being described to each graph. Do note that all of the 
data in these graphs are a statistical average of multiple tests that have been done as it's a much easier way
of presenting the end result.

8.1 VyOS results

Chart 1: FTP network speed for VyOS
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Chart 2: FTP CPU speed for VyOS

The two things that were looked at after initial testing was the CPU speed in relation tot he Network speed 
during the tests. For these first two graphs both of them look at the FTP tests where one shows the 
network speed during the test and the other shows the CPU speed required to keep that speed up. The FTP 
tests were around 7 minutes long, but only 6.5 of those minutes are shown off as the last minute had very 
low speeds in both areas which suggests that only the last stragglers were still trying to complete the 
download of the file.
There's a slight connection between the network and the CPU speed as it is possible to see how the speed if
the CPU goes up together with the speed of the network. However the two start dropping off at different 
times which suggests that, as soon as the FTP connection is established, a set amount of CPU power is 
required to continue process the packets in the stream which then drops towards the end of the test, but 
not as fast as the Network speed, which again makes it look like some CPU speed is required to just make 
sure that the speed is kept up, at least in this case. 
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After the FTP tests, the Netstress tests were conducted, the results of which can be seen below:

Chart 3: Network speed for VyOS during netstress

Chart 4: CPU speed for VyOS during Netstress

The Netstress charts are organized as follows: First two columns show off the maximum and minimum 
value with Netstress using 1 TCP stream with a packet size of 1024. The second two columns consist of 
Netstress using 4 TCP streams together with a packet size of 1024. The third column consists of Netstress 
with 8 TCP streams together with a packet size of 4096. Lastly, the fourth column consists of Netstress with 
8 UDP and 8 TCP streams with a packet size of 8192.  
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Interestingly enough, a single Netstress stream actually generated more traffic and more CPU load then 
one with four different TCP streams. The guess is, since the value keeps increasing when the packet size 
increases, something about the four streams is causing a lower network load and thus also a lower CPU 
load. Exactly why is not certain, as while only looking at VyOS it could simply be an issue with this specific 
software. Moving on to the later tests, it's possible to see that higher packet sizes and more streams do 
impact the amount of network load and the amount of CPU load. However, even the highest setting on 
Netstress seem to have barely affected the router, not even getting it up past 1GHz which is much less of 
an impact then was thought. Now this might have to do with opening so many streams which makes the 
throughput lower or divides the traffic, this looking to be the case if the last test is compared to the first 
one where, the network load was almost just a tenth of the last tests while having a CPU speed that was as 
much as one third if comparing the first test to the last one. 

Bare in mind that these low results from VyOS when it comes to the CPU speed might depend on the fact 
that VyOS doesn't have any active firewall unless  you specifically configured it. Thus VyOS didn't have any 
active firewall nor any other active security policies, which most certainly impacted the amount of CPU 
speed that was required for all the packets to go through the router. Had there been some kind of firewall 
or other entity that examined network packets in more detail, the CPU speed required to send the packets 
from destination A to destination B would have been higher.
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8.2 Pfsense results

Chart 5: Network speed for Pfsense during FTP

Chart 6: CPU speed for Pfsense FTP transfer

Pfsense has a very large CPU usage in relation to the network speed that it provides as can be seen by the 
graphs. Going all the way up over 3GHz to achieve speeds that are close to 180MB/s. This looks like very 
poor performance as it requires so much of the available hardware that it can't complete any other actions 
if this FTP transfer happens any time during a day. This could of course have to do with the virtual hardware
supplied not being enough for Pfsense to actually perform well. More virtual processor cores might have 
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been able to lower the amount of processing power required as it would get access to more cores to more 
efficiently process data. There is at least a rather clear connection between the CPU speed and the Network
speed, going up and down at about the same points in time, showing that there are clear connections 
between the network speed in relation to the CPU load.

Results from the Netstress tests are presented below:

Chart 7: Network speed for Pfsense during Netstress
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Chart 8: CPU speed for Pfsense during Netstress

The Netstress charts are organized as follows: First two columns show off the maximum and minimum 
value with Netstress using 1 TCP stream with a packet size of 1024. The second two columns consist of 
Netstress using 4 TCP streams together with a packet size of 1024. The third column consists of Netstress 
with 8 TCP streams together with a packet size of 4096. Lastly, the fourth column consists of Netstress with 
8 UDP and 8 TCP streams with a packet size of 8192.  

These graphs show a similar story where higher amount of network load create a higher CPU load. Here it is
possible to see that the second test did have less of an impact than the first one, which probably is due to 
the amount of streams being created with the packet size being set to only 1024. Just like with the FTP 
tests, it's possible to see that the CPU speed is incredibly high for a rather low network speed, which again 
implies that, Pfsense either has bad hardware configuration or it has big issues with keeping up the 
network speed without causing a large amount of CPU load. The CPU load almost increases at the same 
pace as the Network speed however, the differences between the second test in relation to the third being 
about ten times as big on both the network speed and the CPU speed, with the CPU speed not quite 
increasing as much as the network speed. The third and the fourth test also show this off where the 
network load increases by about 40% and the CPU speed increases by about 20%. Which suggests there 
could be a 2:1 ratio between network load increase and CPU speed increase at higher network speeds.
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8.3 OpenWRT results

Chart 9: Network speed for OpenWRT during FTP

Chart 10: CPU speed for OpenWRT during FTP
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OpenWRT managed to achieve a high amount of speed for relatively low load. With just a little over one 
GHz of CPU load required to keep up a speed of about 180 mbit which does look quite good. The speed of 
the CPU and the network also slow down at about the same speed, the CPU keeping up a little bit higher 
than the network, albeit barely. This suggests that there is definitely a connection between the amount of 
network speed and CPU load required to get up to this network speed.

Below, the results from the Netstress tests are presented:

Chart 11: Network speed for OpenWRT during Netstress

Chart 12: CPU speed for OpenWRT during Netstress
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The Netstress charts are organized as follows: First two columns show off the maximum and minimum 
value with Netstress using 1 TCP stream with a packet size of 1024. The second two columns consist of 
Netstress using 4 TCP streams together with a packet size of 1024. The third column consists of Netstress 
with 8 TCP streams together with a packet size of 4096. Lastly, the fourth column consists of Netstress with 
8 UDP and 8 TCP streams with a packet size of 8192.  

The Netstress tests showed off a similar result in relation to the FTP tests where, Netstress also had a very 
clear connection between the higher speed connections and a higher CPU load, even though the CPU load 
wasn't that high at all in the end. Looking at the numbers, it achieved about 161Mbit/sec with a CPU load 
below 1GHz. The first tests didn't require much by way of CPU power either, being as low as 200 or below 
200 MHz shows that the software seems to be very efficient when it comes to network speed in relation to 
the CPU power required to achieve such a speed. What's even more interesting is the very small jump 
between the last two tests, only requiring another 100 or so MHz as the network speed increased by 
60Mbit. This shows that OpenWRT does scale fairly well with higher speeds, at least in these tests where it 
has very low increases to required CPU power at higher network speeds and requires very low amounts of 
processing power at lower network loads as well. This also implies that OpenWRT should be able to, with 
the same hardware and a change of network card, get up to several times the maximum speed here while 
not taking much by way of additional processing power.
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8.4 Comparison

In this section there will be some discussion about the initial results. The results of the routers will be put 
up against one another and one or multiple will be ruled out of further testing.

Starting off with the results, there are several notable differences between the three different software 
routers when it comes to both the amount of speeds that these were able to put through. The most 
notable difference was noted in the CPU load, however there are also differences in the network speed 
that need to be taken into consideration.

Starting off with the FTP tests, there are notable differences in the network speed that the different 
software managed to keep up during the FTP sessions. Taking a look at the network speed of the FTP 
connections for the three different softwares (Chart 1, 5 and 9) there are several notable differences when 
it comes to the maximum speed and the speed that was kept up during the test. OpenWRT has a 20 Mbit 
higher maximum speed than that of Pfsense while Pfsense has about that much higher of a speed than 
VyOS. When it comes to maintaining the speed, all of the software fall off from their initial spikes down 
towards a lower but more stable speed and thereafter continue to slowly decrease in speed as the amount 
of clients completing the FTP transfer increase. In relation to the data that has been analysed in these 
graphs, VyOS seems to be the one that starts off slow and then slowly increase its speed during the transfer
to a certain point where this completely reverses and starts dropping in speed.  

When looking at the CPU speed for the different distributions, there are clear differences between the 
three as to how much CPU load the FTP download created. Pfsense had a way higher CPU demand then the
other distributions in all of the tests that were conducted, both when it came to the peak CPU load and the 
load during the test itself. VyOS and OpenWRT both report very similar speeds, a few GHz below Pfsense. 
Looking at the charts, it's possible to see that the difference between VyOS and OpenWRT is very small, the 
only slight difference being in the amount of CPU power that is required as the transfer continues. 

Moving on to the Netstress tests, the results were very similar when talking about what software that 
handled it the best, Pfsense getting the least amount of speed for the most processing power while 
OpenWRT had the most speed for the least amount of processing power. VyOS ended up in the middle, just
a little bit lower on the speed department when it came to the network then OpenWRT, but requiring some
more CPU power. Pfsense stayed up several GHz over the other two softwares when it came to the later 
tests, but stayed above the other two even during tests with lower amounts of traffic.

Interestingly enough, the Netstress tests had quite a difference between how much load the different tests 
caused. The first one with one single stream caused more network load and required more processing 
power than the one with four times as many streams but the same packet size. Since this was an issue with 
all of the software, it's not any kind of firewall issue, but probably lies in some kind of issue with the 
application itself. However this doesn't rule out the fact that the virtual network cards or the router 
software could have had issues with the four streams being created. The cause is not certain.

Based on the results of these tests, the worst (aka Pfsense) was ruled out of the three and only the other 
two are to be tested in the remaining tests to try to figure out which one is the best.
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9 Final results
Here the final results will be presented and compared against results done with the same tests on a 
hardware router. As stated previously, Pfsense is ruled out of this continued testing since it showed off too 
bad of results to be able to continue be relevant in the coming tests. Another few tests are done with more 
network benchmarking utilities to look if there are any differences between the testing equipment but we 
also look into things such as packet loss and jitter. The two software routers are presented first with the 
hardware router being presented last, followed by a comparison between the three and then drawing 
some kind of conclusion. Do not that these results will be presented in tables instead of in graphs since the 
average, the minimum and the maximum are interesting along with having a lot of variables to present.

9.1 VyOS Final results

PerformanceTest Network TCP

Max speed 688 Mbit

Min speed 614 Mbit

Average speed 698 Mbit

Table 2: PerformanceTest TCP VyOS network results

PerformanceTest CPU

Max speed 1576

Min speed 1514

Average speed 1545

Table 3: PerformanceTest TCP VyOS CPU results

Iperf Network TCP

Max speed 928 Mbit

Min speed 898 Mbit

Average speed 920 Mbit

Table 4: Iperf TCP VyOS  network results
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Iperf CPU

Max speed 1098

Min speed 1030

Average speed 1064

Table 5: Iperf VyOS CPU results

PerformanceTest UDP 16384 packet size

Sent data (MB) 27354

Lost data (MB) 2.79

Packet loss % 0.01

Max speed 850

Min speed 725

Average speed 762

Table 6: PerformanceTest UDP 16384 packet size results for VyOS 

PerformanceTest UDP 32-16384 packet size

Sent data (MB) 17225

Lost data (MB) 35.87

Packet loss % 0.2086

Max speed 930

Min speed 91

Average speed 479

Table 7: PerformanceTest UDP varied packet size, 32-16384 results for VyOS
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Iperf UDP 1000mbit

Sent data (MB) 33470

Sent datagrams 4384235

Lost datagrams 16874

Lost datagrams % 0.386

Bandwidth (Mbit) 957.9

Jitter (ms) 0.07

Table 8: Iperf UDP 1000mbit VyOS results

Iperf UDP 100mbit

Sent data (MB) 3490

Sent datagrams 457642

Lost datagrams 202

Lost datagrams % 0.0438

Bandwidth (Mbit) 100

Jitter (ms) 0.14

Table 9: Iperf UDP 100mbit VyOS results

The tables above present all the additional testing that was done for VyOS. Starting to look into the TCP 
values in relation to those of the previous maximized Netstress test, it's possible to see that 
PerformanceTest did manage to increase the network load significantly but not increase the CPU load by 
the same amount. This does however show that, at least with these big of packets being sent at this long of 
a time, that VyOS doesn't need that much more CPU power in relation to the amount of CPU load it 
creates. In relation to the results from the Iperf tests its possible to see a difference in the CPU load created
based on whether the test makes use of a differing packet size or just makes use of as much of the 
bandwidth as possible. The Iperf tests do show a much lower CPU load in relation to the network speed it 
achieved.
Moving on to the other tests, there were very small amounts of packet loss during the UDP tests when it 
came to Iperf, something that Iperf doesn't quite show off, even though it also presents a fairly low loss. 
The difference between constantly sending the same packet size and sending different sized packets were 
quite huge when it came to the PerformanceTest tests.  A 0.19% difference in the amount of packets 
dropped, which sounds little when you first look at it. However in a bigger network, such a packet loss 
could be quite hurtful as it would result in a lot of data not being transferred form point A to point B.
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9.2 OpenWRT final results

PerformanceTest Network TCP

Max speed 704

Min speed 592

Average speed 688

Table 10: PerformanceTest TCP OpenWRT network results

PerformanceTest Network CPU

Max speed 1392

Min speed 1338

Average speed 1365

Table 11: PerformanceTest TCP OpenWRT CPU results

Iperf Network TCP

Max speed 930

Min speed 897

Average speed 920

Table 12: Iperf TCP OpenWRT network results

Iperf Network CPU

Max speed 968

Min speed 902

Average speed 935

Table 13: Iperf TCP OpenWRT CPU results
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PerformanceTest UDP 16384 packet size

Sent data (MB) 27381

Lost data (MB) 2.61

Packet loss % 0.0097

Max speed 850

Min speed 722

Average speed 763

Table 14: PerformanceTest UDP 16384 packet size results for OpenWRT

PerformanceTest UDP 32-16384 packet size

Sent data (MB) 16682

Lost data (MB) 36.43

Packet loss % 0.2185

Max speed 930

Min speed 92

Average speed 465

Table 15: PerformanceTest UDP 32-16384 packet size results for OpenWRT

Iperf UDP 1000mbit

Sent data (MB) 33490

Sent datagrams 8330540.4

Lost datagrams 16692.7

Lost datagrams % 0.382

Bandwidth (Mbit) 958

Jitter (ms) 0.07

Table 16: Iperf 1000mbit UDP OpenWRT results
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Iperf UDP 100mbit

Sent data (MB) 3490

Sent datagrams 457651

Lost datagrams 1.7

Lost datagrams % 0.0004

Bandwidth (Mbit) 100

Jitter (ms) 0.2

Table 17: Iperf 100mbit UDP OpenWRT results

The above tables present the additional testing done with OpenWRT. The PerformanceTest was much 
better at generating a larger amount of traffic as can be seen in the values above, having a much higher 
throughput and a higher CPU load in relation to previous tests. In relation to Netstress, PerformanceTest 
did achieve a much larger total network load and a much higher CPU load as a consequence of this. 
However the increase wasn't that extreme in relation to the extreme increase in network load in previous 
tests. Looking at previous tests, the speed of about 180mbit with Netstress caused about 800MHz of load 
on OpenWRT, and here a several times larger speed creates a load that isn't even twice as high as the one 
in previous tests while the speed was several times higher. 
The interesting differences appear when looking at the difference in CPU load in relation to network load 
when it comes to the Iperf tests and the PerformanceTest tests. The large packets did generate a much 
higher load then the load that Iperf was able to generate when it sent a constant large amount of traffic. 
Even with the much higher transferred data, Iperf still caused a much lower CPU load then that of 
PerformanceTest which implies that large packets take more CPU load to process in relation to large 
amounts of data.
When looking at the UDP tests, it's possible to see that the loss fluctuates between extremely low values, if 
looking at table 17 with the Iperf 100mbit tests, and somewhat high values, when looking at table 15 with 
the varied packet size and table 16. This is not a very high packet loss, but in a large network it would make 
quite a difference to have close to half a percent packet loss in relation to the smaller network that has 
been set up in this experiment.
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9.3 Hardware router results

PerformanceTest Network TCP

Max speed 792

Min speed 682

Average speed 780

Table 18: PerformanceTest TCP hardware router network

Iperf Network TCP

Max speed 946

Min speed 911

Average speed 944

Table 19: Iperf TCP hardware router network

PerformanceTest UDP 16384 packet size

Sent data (MB) 26844.5

Lost data (MB) 3.04

Packet loss % 0.0114

Max speed 850

Min speed 700

Average speed 749

Table 20: PerformanceTest UDP 16384 packet size results for hardware router
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PerformanceTest UDP 32-16384 packet size

Sent data (MB) 16856

Lost data (MB) 9.1

Packet loss % 0.0541

Max speed 930

Min speed 94

Average speed 467

Table 21: PerformanceTest UDP 32-16384 packet size results for hardware router

Iperf UDP 1000mbit

Sent data (MB) 33480

Sent datagrams 4384617.2

Lost datagrams 35608.3

Lost datagrams % 0.807

Bandwidth (Mbit) 958

Jitter (ms) 0.14

Table 22: Iperf 1000mbit UDP hardware router results

Iperf UDP 100mbit

Sent data (MB) 3490

Sent datagrams 457646.7

Lost datagrams 15.9

Lost datagrams % 0.0035

Bandwidth (Mbit) 100

Jitter (ms) 0.16

Table 23: Iperf 100mbit UDP hardware router results
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The hardware router performed very well in all of the tests that were run on it, keeping up a good speed 
while the minimum speed was also kept somewhat high in relation to the average and the maximum 
speeds. Something that was a bit odd however was the amount of packet loss the router experienced in the
later UDP tests. While PerformanceTest testing only reached about 0.01 to 0.05%, the Iperf equivalent had 
the hardware router at a 0.8% packet loss for 1000 mbit stream, and 0.0035 for 100mbit stream, which 
implies that this brand of hardware router doesn't have that much issue with a lot of packets, but instead 
has problems handling big, constant data streams that pass through it for a long duration of time. The loss 
in packet data wasn't very high which further strengthens this theory. The speeds were kept up during all of
the later tests and the jitter was kept far below a milisecond.
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9.4 Final comparison

Here the final results will be presented in short for all the routers that went through to phase two of testing
and their results will be compared with one another.

When looking at the network speed during the TCP test, it's possible to see that the hardware router 
outclassed the other routers by a lot. The differences are quite huge where, the minimum speed of the 
hardware router when it comes to the PerformanceTest tests, was as fast as the maximum speed of 
OpenWRT. OpenWRT in turn had a higher maximum speed than that of VyOS, but VyOS looks more stable 
as it has the same average speed as OpenWRT while also having a higher minimum speed then that of 
OpenWRT. The Iperf tests show off a very similar story where, the hardware router has a higher speed in all
departments in relation to the other two. OpenWRT did once again have a higher maximum speed and a 
lower minimum speed then that of VyOS which implies even more that VyOS is the more stable of the two, 
even though it is at a bit of a loss of speed.

When looking at the additional CPU tests, it is possible to see that OpenWRT requires a little bit less CPU 
power in relation to that of VyOS, which is about 100MHz higher in both the PerformanceTest and Iperf 
tests. In relation to the previous test where OpenWRT was better in both network speed and CPU speed as 
well, it's quite clear that the most resource effective of the two is OpenWRT, while VyOS seems to be better
in the stability department when it comes to keeping up network speed.

Moving on to the UDP tests, the results are fairly surprising in that, the hardware router actually had a 
substantially much higher packet loss than the two software routers in the big Iperf tests. This suggests that
the two software routers are a little bit better at handling packet loss when it comes to constant streams of
traffic, while the hardware router is better at handling loss when it comes to smaller streams or streams 
with a big packet size. The surprising results lie in the fact that the two software routers were actually able 
to handle packet loss better in but a single department, but it does show that there's still a good reason to 
look further into this development.

When looking at the jitter, the hardware router once again showed off a worse result than the other two 
routers when it came to the long duration, large network load tests. The two software routers did have a 
much lower amount of jitter in those tests, but only VyOS had a lower jitter than the hardware router in the
smaller tests that were conducted thereafter.

There weren't that many differences in the amount of data that was sent during the different tests 
between the routers, the hardware router managing to get more traffic through in about half of the cases. 
However this doesn't necessarily say much as might as well have been the testing software not sending as 
much traffic in between the different tests. If that is not the case however, the amount of data that can be 
sent during a five minute test seems to differ, something that could have to do with other functions being 
on in the background or simply that something else was influencing the network slightly during the tests.

40



10 Discussion
In this section, the choices of router software, additional information related to the testing and ideas for 
improvement will be discussed.

10.1 Related work

The only related work that was found that could be discussed into greater detail was “Performance Analysis
over Software Router vs.Hardware Router: A Practical Approach” as this previous work was the only one 
that could be found that related enough to this thesis for it to be comparable. When looking at the results 
of this thesis and those of the report, they however did get an entirely different result in the end in relation
to the final results in this thesis. In their set up, VyOS beat out the hardware router on network stability, 
something that can't be seen in these tests where the hardware router beats the other routers when it 
comes to throughput. From the testing in this thesis, it's possible to see that the hardware router actually 
beats the software routers in all areas except for packet loss. Their work unfortunately didn't look at any 
other aspects that this thesis also looked at which makes it hard to compare any other results that they 
have come to in relation to the results that have been brought forward in this thesis.

The other related work didn't quite fit into what wanted to be done here, and it was very hard in general to
find some kind of previous work that looked into differences between hardware and software routers in 
greater detail when it comes to testing. This is even more true for reports that look into differences 
between software routers, of which there doesn't seem to exist any professional ones. Everyone in the area
are probably already aware of the fact that software routers are worse performance wise and instead 
spend a lot of time on trying to improve them. This can also be connected with the amount of emphasis 
being put into software defined networking, a lot of researchers focusing on trying to build the networking 
of tomorrow.

10.2 Methodology

When it comes to the method itself there are many things that could have been done better, a lot of it 
having to do with just doing a lot more research before starting to do all these tests. With more research it 
would have been easier to chose what kind of testing should be done and what kind of tools that could 
complete the tests that were of interest after the literature study. Otherwise there should have been more 
configuration across all the different services and even the routers themselves. One could argue that it 
could have potentially been beneficial to be more structured when trying to pick out the routers for testing,
but there were some limits when it came to accessibility and what was available for testing. 

10.3 Implementation

Some additional tests that were conducted and discarded have been mentioned and these will be brought 
up next. For there were a few tests that had to be discarded due to bad amounts of data or the test just not
managing to do enough. 
The first one that was discarded was a test which involved trying to start a lot of videos on all the clients 
and have it run for a long while to see how the router reacted to it. The results of this test were barely 
noticeable, and while it required somewhat of a high amount of network speed, the CPU didn't get affected
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to a point where the testing data could be utilized. There were also issues where the clients themselves 
couldn't play videos in more than full HD, and barely being able to do so without lagging tremendously (To 
the point where you could just barely turn the video off). The virtual hardware for the clients just weren't 
enough to play all the videos properly, along with the fact that it didn't generate enough network traffic to 
affect the router in any meaningful way, thus these tests were discarded.

Another test that was supposed to be tested but got discarded was a test towards the webserver from the 
management client that was supposed to test for when a large amount of users simultaneously connected 
towards it. The problem with that test however was that the CPU on the management computer wasn't 
powerful enough (or the OS couldn't utilize it properly) to actually do the tests. When starting them, the 
CPU on the management client skyrocketed to more than 95% usage which would have been fine if not for 
the fact that the tests weren't conducted properly since the CPU didn't manage to keep up with the 
program. Furthermore, the few that went through caused such a low amount of traffic that it was close to 
negligible, thus this test was also discarded.

The tests that were conducted in the end and the results from them did much more than the two 
mentioned above, and thus they were picked instead. The RAM memory wasn't paid attention to because 
of the fact that, the few times when it was looked at, it was always the same. None of the machines needed
to have additional RAM allocated to them which broke some of the tests that were originally supposed to 
be conducted. The idea from the start was to make a few tests for the original amount of RAM, then 
increasing it to the double three times in a row, which would have lead to a lot more tests. However in the 
end, all it probably would have done is generating a lot more data similar to what has already been 
presented earlier in this report, thus that was also cancelled in the end.

10.4 Results

The router softwares were difficult to pick, for in the end, it felt like you just went with what was the most 
simple to get a hold of. When searching for the softwares, a lot of different router distributions were found,
however these three were the only ones that could be easily found which weren't just firmware to install 
on a rack router. Tomato was looked into, but it seemed to only be firmware, along with OpenBSD that 
seemed to not specifically be a router distribution, just having an option to be used as such, something that
at the time felt “wrong” in relation to what this study wanted to accomplish. This was due to the fact that 
the study wanted to check router distributions specifically, and not different OS or distributions that could 
be made into a router (since this would include quite a lot of other Linux distributions as well). Thus, only 
distributions that were recognized as specifically “routers” were put up as testing candidates. All of this led 
to picking VyOS (from previous experience), Pfsense and OpenWRT.

The results were fairly surprising, where the guess from the start was that one of the softwares would be 
much better than the other two. However the results say something completely different, where two of the
routers are very close to one another while the third showed off far worse results. The third one was 
excluded from further testing for just this reason, the fact that it couldn't keep up with the other two 
during initial testing made it less interesting to continue looking at it. Testing only the other two softwares 
also made it possible to look at more data and with that also being able to look at the data from different 
angles.
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The extra tests that were performed with PeformanceTest and Iperf when it came to TCP were there just to
make sure that Netstress was delivering an accurate enough number for its results to be usable. The two 
tests did show similar results, however, they did use completely different techniques for testing out the 
network and thus the values do vary a from one another. As could be seen, the tests that created the most 
CPU load were those that in one or multiple ways manipulated packets that were then sent to the other 
side of the connection. The Iperf test that only sent data didn't cause even close to as much of a problem 
for the routers, even though it did achieve a much higher network speed.

Further reasons behind the surprising nature of the results was that just one of the software routers were 
actually bad enough to count out when proceeding to secondary testing. Only Pfsense showed off such high
CPU load for a not as proportionally high network load. It was expected that testing would have done much
more to the routers, even possibly overloading them, but that wasn't the case. These results are surprising 
in a good way since they make it seem like it is possible to make use of software routers in smaller 
networks at least while implementing tweaks that have been mentioned previously. 

After Pfsense had been ruled out of further testing, more testing was done to the rest of the routers and 
the hardware router. The two TCP tests that were done were only done to somehow increase the viability 
of the data from the Netstress tests. Interestingly enough, the Netstress tests were run with 100mbit 
speed, while all the other tests were run at Gigabit speeds. The reason for Netstress being run at such a low
amount of speed was that it preconfigured itself, and as stated before, the configuration is supposed to be 
somewhat simple. The testing could have probably been much better in the end if this had not been 
overlooked and Netstress had been run on the same speed as the other two. However, the fact that 
Netstress did cause so much load at such a low amount of bandwidth was quite interesting, even more so 
when looking at the results of later testing where the CPU load barely surpasses that of Netstress.

When it came to the last testing when the software routers were compared against the hardware router, it 
was very surprising to see that the software routers did actually perform better then the hardware one in a 
few different areas, such as packet loss during the high speed Iperf tests, and occasionally how much data 
was sent during the PerformanceTest tests. This does show that there are actually places where software 
routers are already potentially better than hardware routers in some areas, but still having quite a ways to 
go before they will replacing the hardware routers. However with some of the background that was looked 
over, software routers outperforming hardware routers doesn't seem to be too far from a reality at this 
point.

The results seemed feasible however, except for that extreme CPU usage from Pfsense, but it couldn't just 
be a coincidence that it had such a high CPU usage during all the more network pressuring tests since the 
CPU usage during times without any tests being conducted was close to non-existent. Ideally you would 
have to specifically configure Pfsense to turn of certain features or make them more effective through the 
web configurator (or even through the command line). This was the issue with only doing the basic 
configuration on each router, it doesn't take into account if there are advanced features that should have 
been disabled for better performance. Neither does it look into security, which has been discussed earlier. 
Thus, the results could vary slightly if these router distributions would be implemented in real networks if 
any of the services that weren't configured here would be necessary in that specific network.
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10.5 What went wrong?

A few things didn't work out quite like it should have in this project. A few of these things were discussed 
primarily, where some tests had to be discarded since they didn't do enough. There are however some 
additional things that went wrong.

For starters, the network was way too small to actually simulate a realistic networking environment, with 
the only exception being the FTP tests since such big files are probably never downloaded by so many 
clients at the same time, with some exceptions of course (such as the NSA lab). However if the FTP server 
would've been one of those FTP servers that are accessible through the internet, the test could definitely 
have been expanded upon. Six clients isn't really enough to properly show off how the router distributions 
actually would react inside of a real network environment.  

The fact that more time wasn't put towards specific configuration of router distributions to try to have the 
same exact features enabled/disabled on all of the routers that could impact performance. This is discussed
above, and it would have probably changed a lot of the results for several tests if time had been put into 
making the routers as equal as possible. 

 Because of some configuration issues, the Netstress stream wasn't showing the proper values for its up 
and down streams, which might imply that the application itself had different speeds during the tests on 
the different distributions. It probably had to do with some firewall configuration as VyOS was the only one 
that seemed to allow Netstress to report its results properly, implying that there was some kind of firewall 
there which blocked the application from reporting back a correct stream. This could however have had 
some other cause, but the firewall issue seem to be the main problem that would cause it, given the 
difference between the different router distributions. 

Not enough configuration being put into the Webserver/FTP server, since these are things that could 
impact the performance. The webserver webpage was so lightweight that, even if a large amount of clients 
had connected towards it at the same time there was only a line of text on it, so it wouldn't have caused 
any considerable amount of traffic to serve the clients. As for the FTP configuration, it was only configured 
to the point where it worked. Thus there could have been configuration that wasn't done that could have 
ended up in better results for either of the distributions. Even some configuration might have been able to 
increase the amount of traffic on the network from the FTP server, given that the download speed declined
rather rapidly for all the distributions (which is also linked to the clients finishing up their downloads of 
course).

The collection and recording of the results could have been far better. Mainly making use of the graphs that
Vmware ESXI offer makes some validity threats much more likely. Furthermore the extraction of the data 
from the Vmware graphs could have been done better, managing to save all of them as JPEGs where a lot 
of data isn't showing up is definitely not recommended. Especially as the Vsphere client itself does allow for
some other ways of saving the data. 

A minor thing that went wrong was the client template, where additional software had to be installed on 
the clients after they were already all deployed.
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11 Future work
There are a lot of ways to continue building onto what has been done in this project, the main idea being to
put the distributions used in a more realistic network and check how they do there. This would allow for 
the collection of more realistic data and would give the distributions a fair chance inside of a real network 
as well.

Another thing that could be done is a similar set up with different services in the network, where the router
distributions could be tested in a myriad of other ways in relation to what has been done here. With some 
alterations to the network it might have even been possible to try some attacks against the router and see 
how it reacted to them. This would however probably need a more controlled configuration of the routers 
since at least one of them have safety measures against certain types of attacks. There might be safety 
measures implemented from the start that would have to be added to the other distributions, if possible, 
to make the test as fair as possible.

The routers could be set up together on three different machines where you'd switch between using one of
them as the default gateway and then use network benchmarking tools to see how efficiently the routers 
route packets around between one another. This might also need some more pinpointed configuration 
than merely making all of them work. 

Lastly, the most obvious future work would be to take what has been done here and improve it through 
doing more tests in the same environment or doing more variations of tests in the same network. Perhaps 
adding or removing some features and/or clients as seems fit along with adding or removing configuration 
from each of the routers. 

12 Conclusion
This research tried to find ways to evaluate routers based on things like their performance and the difficulty
in their configuration. This was all done because software based networking has become more interesting 
to companies in present time when hardware is ever so powerful. This was why this test was to be 
conducted, to check how well the routers would work in a “realistic” network and checking how they held 
up against certain network tests. Some tests were conducted in the end, but in total they didn't really seem
to be enough, along with the routers in the network having similar enough configuration that negatively 
affected the tests. In the end, the results were enough to come to a conclusion that these distributions 
could be used within a real network and they have the ability to already challenge a hardware router in 
some areas, but a lot of research and effectivization needs to be done in order for software routers to get 
to the same level or outperform their hardware counterparts.
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13 Validity Threats
Low statistical power

• Will be avoided through doing a lot of tests where all results will be documented and then 
compared to one another.

Violated assumption of statistical tests

• This will be dealt with by carefully analysing the data and making sure that the conclusion 
that is drawn is accurate in relation to the data that has been collected.

Fishing and the error rate

• All data will be considered regardless of what the actual results of the tests are.

Reliability of measures

• All tests will be performed in the same environment, only having the router 
software/hardware change between some of them. Neither hardware/software will be 
exposed to a test that all other router hardware/software gets exposed to.

Reliability of treatment implementation

• All treatment implementations will be executed in the same way by the same person in order
to avoid this threat.

Random irrelevancies in experimental setting

• This will be handled with a big sample size. If anomalies occur in single tests, these will be 
able to be pointed out and discarded if the result of said irrelevancies aren't relevant for the 
project.

Random heterogeneity of subjects

• Not applicable

Inadequate preoperational explication of constructs

• All acronyms and constructs will be explained in the background and/or the methodology.

Mono-operation bias

• Will do multiple tests towards different routers, keep the tests consistent and add additional 
tests if necessary.

Mono-method bias

• Multiple methods will be used in order to test hardware/software in many different areas.
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Confounding constructs and levels of constructs

• Not applicable

Interaction of different treatments

• Not applicable

Interaction of testing and treatment

• Not applicable

Restricted generalizability across constructs

• Will make sure to study if the test is affecting one construct more positive than another one 
and then find a solution where both gets affected in the same way.

Hypothesis guessing

• Have clearly defined the hypothesis before even starting the experiment. Quite certain of the
outcome.

Evaluation apprehension

• Not applicable

Experimenter expectancies

• Data will be collected and presented no matter the results

Interaction of selection and treatment

• Not applicable

Interaction of setting and treatment

• Will try to make the setting as realistic as possible, but this will probably not be enough. 
This threat will be somewhat handled, but it might not be enough.

Interaction of history and treatment

• Not applicable
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15 Appendix A: Logical topology, physical and logical 
network
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16 Appendix B logical topology during 
implementations
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17 Appendix C PerformanceTest images and 
explanation

Passmark is the built in plugin that was used for all of the network testing. This is set up through choosing 
one machine to be the server and one to be the client. The client then connects to the server by entering 
the host adress in the top right and then pressing ”Go”. The server also needs to be started in a similar 
fashion, however only needing to have the upper left circle be set to ”Server” intead of client. Otherwise, 
all the settings should be pretty self explanatory. ”Test duration” sets the time for which the test should be 
run, ”Fixed/Variable Block Size” specifies the sizes of the packets that should be sent over the network, 
”TCP/UDP” tells the software what kind of connection to establish towards the other end, and lastly the 
lower part called ”Status” shows off statistics during and after the test has finished. Do note that the ”CPU 
Load” refers to the CPU load of the client itself, nothing else.
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18 Appendix D Netstress explanation and images

Netstress confiuguration can be seen above and the settings for it are quite simple. The ”Network Rating” 
asks for the speed of the network, something that is pre-configured unless settings are changed by the 
user. This rating is based off of the software analysis of the client computer. ”TCP/UDP Settings” sets the 
amount of streams that should be used for each of the two streams during testing and gives the ability to 
specify the amount of packets that should be sent per second. Setting up this is through a client-server 
based approach where one acts as a client and another one acts as a server on another machine in the 
network. 
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19 Appendix E Vmware performance graphs
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