DOCTORA L DISSE RTATION

DYNAMIC RESAMPLING FOR
PREFERENCE-BASED EVOLUTIONARY
MULTI-OBJECTIVE OPTIMIZATION OF
STOCHASTIC SYSTEMS
Improving the efficiency of time-constrained optimization

FLORIAN SIEGMUND

Informatics

DOCTORAL DISSERTATION

DYNAMIC RESAMPLING FOR
PREFERENCE-BASED EVOLUTIONARY
MULTI-OBJECTIVE OPTIMIZATION
OF STOCHASTIC SYSTEMS
IMPROVING THE EFFICIENCY OF TIME-CONSTRAINED OPTIMIZATION

FLORIAN SIEGMUND

Informatics

Florian Siegmund, 2016
DOCTORAL DISSERTATION
Title: Dynamic Resampling for Preference-based Evolutionary
Multi-objective Optimization of Stochastic Systems
Improving the efficiency of time-constrained optimization

University of Skövde, 2016, Sweden
www.his.se

Printer: Runit AB, Skövde
ISBN 978-91-982690-1-7
Dissertation Series No. 11

To my family

Abstract
In preference-based Evolutionary Multi-objective Optimization (EMO), the decision maker
is looking for a diverse, but locally focused non-dominated front in a preferred area of the
objective space, as close as possible to the true Pareto-front. Since solutions found outside the
area of interest are considered less important or even irrelevant, the optimization can focus its
efforts on the preferred area and find the solutions that the decision maker is looking for more
quickly, i.e., with fewer simulation runs. This is particularly important if the available time
for optimization is limited, as is the case in many real-world applications. Although previous
studies in using this kind of guided-search with preference information, for example, with
the R-NSGA-II algorithm, have shown positive results, only very few of them considered the
stochastic outputs of simulated systems.
In the literature, this phenomenon of stochastic evaluation functions is sometimes called noisy
optimization. If an EMO algorithm is run without any countermeasure to noisy evaluation
functions, the performance will deteriorate, compared to the case if the true mean objective
values are known. While, in general, static resampling of solutions to reduce the uncertainty
of all evaluated design solutions can allow EMO algorithms to avoid this problem, it will significantly increase the required simulation time/budget, as many samples will be wasted on
candidate solutions which are inferior. In comparison, a Dynamic Resampling (DR) strategy
can allow the exploration and exploitation trade-off to be optimized, since the required accuracy about objective values varies between solutions. In a dense, converged population, it
is important to know the accurate objective values, whereas noisy objective values are less
harmful when an algorithm is exploring the objective space, especially early in the optimization process. Therefore, a well-designed Dynamic Resampling strategy which resamples the
solution carefully, according to the resampling need, can help an EMO algorithm achieve better results than a static resampling allocation.
While there are abundant studies in Simulation-based Optimization that considered Dynamic
Resampling, the survey done in this study has found that there is no related work that considered how combinations of Dynamic Resampling and preference-based guided search can further enhance the performance of EMO algorithms, especially if the problems under study involve computationally expensive evaluations, like production systems simulation. The aim of
this thesis is therefore to study, design and then to compare new combinations of preferencebased EMO algorithms with various DR strategies, in order to improve the solution quality
found by simulation-based multi-objective optimization with stochastic outputs, under a limited function evaluation or simulation budget. Specifically, based on the advantages and flexibility offered by interactive, reference point-based approaches, studies of the performance
enhancements of R-NSGA-II when augmented with various DR strategies, with increasing

degrees of statistical sophistication, as well as several adaptive features in terms of optimization parameters, have been made. The research results have clearly shown that optimization
results can be improved, if a hybrid DR strategy is used and adaptive algorithm parameters
are chosen according to the noise level and problem complexity. In the case of a limited simulation budget, the results allow the conclusions that both decision maker preferences and DR
should be used at the same time to achieve the best results in simulation-based multi-objective
optimization.

Sammanfattning
Vid preferensbaserad evolutionär flermålsoptimering försöker beslutsfattaren hitta lösningar
som är fokuserade kring ett valt preferensområde i målrymden och som ligger så nära den
optimala Pareto-fronten som möjligt. Eftersom lösningar utanför preferensområdet anses
som mindre intressanta, eller till och med oviktiga, kan optimeringen fokusera på den intressanta delen av målrymden och hitta relevanta lösningar snabbare, vilket betyder att färre
lösningar behöver utvärderas. Detta är en stor fördel vid simuleringsbaserad flermålsoptimering med långa simuleringstider eftersom antalet olika konfigurationer som kan simuleras
och utvärderas är mycket begränsat. Även tidigare studier som använt fokuserad flermålsoptimering styrd av användarpreferenser, t.ex. med algoritmen R-NSGA-II, har visat positiva
resultat men enbart få av dessa har tagit hänsyn till det stokastiska beteendet hos de simulerade systemen.
I litteraturen kallas optimering med stokastiska utvärderingsfunktioner ibland ”noisy optimization”. Om en optimeringsalgoritm inte tar hänsyn till att de utvärderade målvärdena är
stokastiska kommer prestandan vara lägre jämfört med om optimeringsalgoritmen har tillgång till de verkliga målvärdena. Statisk upprepad utvärdering av lösningar med syftet att reducera osäkerheten hos alla evaluerade lösningar hjälper optimeringsalgoritmer att undvika
problemet, men leder samtidigt till en betydande ökning av antalet nödvändiga simuleringar
och därigenom en ökning av optimeringstiden. Detta är problematiskt eftersom det innebär
att många simuleringar utförs i onödan på undermåliga lösningar, där exakta målvärden inte
bidrar till att förbättra optimeringens resultat. Upprepad utvärdering reducerar ovissheten
och hjälper till att förbättra optimeringen, men har också ett pris. Om flera simuleringar används för varje lösning så minskar antalet olika lösningar som kan simuleras och sökrymden
kan inte utforskas lika mycket, givet att det totala antalet simuleringar är begränsat. Dynamisk
upprepad utvärdering kan däremot effektivisera flermålsoptimeringens avvägning mellan utforskning och exploatering av sökrymden baserat på det faktum att den nödvändiga precisionen i målvärdena varierar mellan de olika lösningarna i målrymden. I en tät och konvergerad population av lösningar är det viktigt att känna till de exakta målvärdena, medan
osäkra målvärden är mindre skadliga i ett tidigt stadium i optimeringsprocessen när algoritmen utforskar målrymden. En dynamisk strategi för upprepad utvärdering med en noggrann
allokering av utvärderingarna kan därför uppnå bättre resultat än en allokering som är statisk.
Trots att finns ett rikligt antal studier inom simuleringsbaserad optimering som använder sig
av dynamisk upprepad utvärdering så har inga relaterade studier hittats som undersöker hur
kombinationer av dynamisk upprepad utvärdering och preferensbaserad styrning kan förbättra prestandan hos algoritmer för flermålsoptimering ytterligare. Speciell avsaknad finns
det av studier om optimering av problem med långa simuleringstider, som t.ex. simulering

av produktionssystem. Avhandlingens mål är därför att studera, konstruera och jämföra nya
kombinationer av preferensbaserade optimeringsalgoritmer och dynamiska strategier för upprepad utvärdering. Syftet är att förbättra resultatet av simuleringsbaserad flermålsoptimering som har stokastiska målvärden när antalet utvärderingar eller optimeringstiden är begränsade. Avhandlingen har speciellt fokuserat på att undersöka prestandahöjande åtgärder hos
algoritmen R-NSGA-II i kombination med dynamisk upprepad utvärdering, baserad på fördelarna och flexibiliteten som interaktiva referenspunktbaserade algoritmer erbjuder. Exempel
på förbättringsåtgärder är dynamiska algoritmer för upprepad utvärdering med förbättrad
statistisk osäkerhetshantering och adaptiva optimeringsparametrar. Resultaten från avhandlingen visar tydligt att optimeringsresultaten kan förbättras om hybrida dynamiska algoritmer för upprepad utvärdering används och adaptiva optimeringsparametrar väljs beroende
på osäkerhetsnivån och komplexiteten i optimeringsproblemet. För de fall där simuleringstiden är begränsad är slutsatsen från avhandlingen att både användarpreferenser och dynamisk
upprepad utvärdering bör användas samtidigt för att uppnå de bästa resultaten i simuleringsbaserad flermålsoptimering.
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r or R

R-NSGA-II reference point
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D
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r
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Chapter 1

Introduction
1.1 Motivation
In Preference-based Evolutionary Multi-objective Optimization, the decision maker is looking for a diverse, but locally focused non-dominated front in a preferred area of the objective
space, as close as possible to the true Pareto-front. Since solutions found outside the area of
interest are considered less important or even irrelevant, the optimization can focus its efforts on the preferred area and find the solutions that the decision maker is looking for more
quickly, i.e., with fewer simulation runs. This is particularly important if the available time
for optimization is limited, such as for many real-world applications (Lee and Chew, 2005).
Focusing the search effort sets time resources free which, if not needed elsewhere, can be used
to achieve a better result. Multi-objective evolutionary algorithms that can perform a guided
search with preference information are, for example, the R-NSGA-II algorithm (Deb et al.,
2006), Visual Steering (Stump et al., 2009), and interactive EMO based on progressively approximated value functions (Deb et al., 2010).
In Simulation-based Optimization, the modeled and simulated systems are often stochastic.
To obtain a simulation of the system behavior that is as exact as possible, the stochastic characteristics are often built into the simulation models. When running the stochastic simulation,
this expresses itself in deviating result values. Therefore, if the simulation is run multiple
times for a selected parameter setting, the result value is slightly different for each simulation
run. In the literature, this phenomenon of stochastic evaluation functions is sometimes called
Noise, respectively Noisy Optimization (Bartz-Beielstein, Blum, and Branke, 2007; Branke
and Schmidt, 2004; Tan and Goh, 2008; Goh and Tan, 2009).
If an evolutionary optimization algorithm is run on an optimization problem without countermeasure to noisy evaluation functions, the performance will deteriorate, compared to the
case if the true mean objective values are known. The algorithm will have incorrect knowledge about the solutions’ quality and two cases of misjudgment will occur. The algorithm
will see bad solutions as good and select them for the next generation (Type II error), while
good solutions might be assessed as inferior and could be discarded (Type I error). The performance can therefore be improved by increasing the knowledge of the algorithm regarding
the solution quality.
1

CHAPTER 1. INTRODUCTION
Resampling is a way to reduce the uncertainty of the knowledge the algorithm has about the
solutions. Resampling algorithms evaluate solutions several times to obtain an approximation
of the expected objective values. This allows EMO algorithms to make better selection decisions, but it comes at a cost. Since the modeled systems are usually complex, they require long
simulation times, which limits the number of available solution evaluations. The additional
solution evaluations needed to increase objective value knowledge are therefore not available
for exploration of the objective space (Aizawa and Wah, 1993; Aizawa and Wah, 1994). This
exploration vs. exploitation trade-off can be optimized, since the required knowledge about
objective values varies between solutions. For example, in a dense, converged population, it is
important to know the objective values well, whereas an algorithm which is about to explore
the objective space is not harmed much by noisy objective values. Therefore, a resampling
strategy which samples the solution carefully, according to the resampling need, can help an
EMO algorithm achieve better results than a static resampling allocation.
Such a strategy is called Dynamic Resampling, DR. The resampling need varies between solutions. Solutions with a high objective variance need more evaluations to achieve a certain
accuracy level. Dynamic Resampling algorithms for single-objective optimization problems
that apply this strategy have been proposed by, for example, Di Pietro, While, and Barone,
2004; Di Pietro, 2007, and Chen et al., 2008. While the Optimal Computing Budget Allocation (OCBA) in Chen et al., 2008 requires a high implementation effort, the Standard Error
Dynamic Resampling (SEDR) in Di Pietro, While, and Barone, 2004 allows an easier application to an optimization algorithm.
Other multi-objective Dynamic Resampling algorithms have been proposed by Syberfeldt et
al., 2010; Syberfeldt, 2009 and Lee et al., 2008; Lee et al., 2010; Chen and Lee, 2010. MOPSA-EA
(Syberfeldt et al., 2010) has limited applicability to only steady-state EMO algorithms and the
MOCBA and EA approach in Chen and Lee, 2010 requires an EA with high elitism and high
implementation effort. DR algorithms which are integrated with an EA were proposed in
Eskandari, Geiger, and Bird, 2007, Fieldsend and Everson, 2005; Fieldsend, 2015; Fieldsend
and Everson, 2015 and Park and Ryu, 2011. The EA integration limits their applicability.
They also do not consider the limited sampling budget as in our situation. In Siegmund, Ng,
and Deb, 2013 and Siegmund, Ng, and Deb, 2015, we proposed easy to implement add-on
multi-objective DR algorithms which can be integrated with many Preference-based EMO
algorithms. Those DR algorithms were designed to add an increased sampling budget to solutions close to a preferred area (i.e., in this thesis close to an R-NSGA-II reference point), both
keeping simplicity and general applicability in mind.

1.2 Aim and objectives
Aim of the thesis: Improve the results of Evolutionary Multi-objective Optimization for a given
simulation budget by creating new innovative Dynamic Resampling algorithms and interactive guidance methods based on user preferences.
The thesis has three distinct objectives which are described in the following.
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Compensate for noisy evaluation function
The thesis proposes new Dynamic Resampling (DR) algorithms for general EMO and Preferencebased EMO. A comparison with available resampling algorithms is done at a conceptual level.
At the experimental level, this comparison was difficult, since many results in the literature
are generated for an unlimited optimization budget. The DR algorithms are applied and integrated with the R-NSGA-II algorithm and its adaptive extensions which are proposed as an
answer to the second research question.
Use decision maker preferences
As the secondary focus, the thesis shows how the optimization result can be improved in a preferred area of the objective space, within the given simulation budget. This is done with the
Preference-based EMO algorithm R-NSGA-II. For this purpose, new performance metrics for
reference point-based EMO are proposed. Several extensions for R-NSGA-II are proposed,
which help the algorithm focus and converge faster towards the reference point. These extensions introduce adaption mechanisms that enable the algorithm to react to different scenario
or function properties and which improve the final result.
Evaluate algorithms through numerical experiments on benchmark functions and realworld industrial simulation models
The proposed Dynamic Resampling algorithms and R-NSGA-II variants are evaluated on
benchmark functions and real-world simulation models with conflicting objectives. For this
purpose, an implementation and integration in an existing optimization platform was done.
This platform is called OPTIMISE (Ng et al., 2008), which has been developed at the University of Skövde and has interfaces to several academic and commercial simulation software
suites.

1.3 Research questions
The thesis scenario is Simulation-based Optimization (SBO) with a time constraint, i.e., with
a limited simulation budget. The SBO has several objectives which are optimized by Evolutionary Multi-objective Optimization (EMO). With the above-said thesis aim, a key question
is posed in this thesis:
How can the results of Simulation-based Optimization be improved so that better decision making can be made by using different combinations of Preference-based Evolutionary Multi-objective Optimization and Dynamic Resampling algorithms?
This research question can be addressed and further decomposed into several closely-related
sub-questions:
• How can the general performance of EMO algorithms be improved with various Dynamic Resampling strategies, within a given limited simulation budget?
• How can preference information in Preference-based EMO be used to create better
Dynamic Resampling algorithms?
• How can the convergence speed of time-constrained Preference-based EMO algorithms be increased by making them adaptive?
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Since R-NSGA-II has been selected the target EMO algorithm to be extended with the ideas
proposed in this thesis, several questions related to R-NSGA-II are posed:
• How can the R-NSGA-II algorithm be modified in a way that allows a better application of DR algorithms so that improved SBO results can be obtained?
• Does the preference information, i.e., the reference point distance, which is a scalar
value, facilitate the application of established single-objective DR algorithms?

1.4 Scope of the work
The thesis subjects are Dynamic Resampling (DR) algorithms for general Evolutionary Multiobjective Optimization (EMO) and Preference-based EMO, as well as the development of
adaptive Preference-based EMO algorithms, in order to speed up algorithm convergence as
well as a better applicability of DR algorithms. DR algorithms were designed keeping both a
wide applicability to different EMO algorithms and algorithm simplicity in mind. The scenario is Simulation-based Optimization of stochastic models with a time constraint, i.e., with
a limited simulation budget. Model validity of the simulation models is not considered in this
thesis work.

1.5 Main contributions of the included articles
In this section, an overview and short summary of the different contributions of the included
articles are given. At the end of this section, a graph showing the dependencies between the
different articles is provided.
Paper I
Siegmund, Florian, Jacob Bernedixen, Leif Pehrsson, A. H. C. Ng, and Kalyanmoy Deb
(2012). “Reference Point-based Evolutionary Multi-Objective Optimization for Industrial
Systems Simulation”. In: Proceedings of the Winter Simulation Conference 2012, Berlin,
Germany. isbn: 978-1-4673-4781-5. doi: 10.1109/WSC.2012.6465130.
In this conference paper presented at the Winter Simulation Conference 2012 in Berlin, Germany, we demonstrated the applicability of the R-NSGA-II algorithm on an industrial production line optimization problem. The simulation model represents a production line at the
engine plant of our industrial partner, a Swedish automotive manufacturer. It includes 128
possible options for improvement of the production process. These improvements are represented as 128 binary input parameters in the model, and the system performance is measured by the Work in Progress and the Throughput of the production line. The comparison
of R-NSGA-II versus the NSGA-II algorithm with a limited time budget of 5,000 simulation
runs shows that R-NSGA-II can find a more converged result front in the preferred area close
to the reference point than NSGA-II.
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Paper II
Deb, Kalyanmoy, Florian Siegmund, and Amos H. C. Ng (2014). “R-HV : A Metric for
Computing Hyper-volume for Reference Point Based EMOs”. In: Proceedings of the 5th
International Conference on Swarm, Evolutionary, and Memetic Computing, 2014, Bhubaneswar,
India, pp. 98–110. isbn: 978-3-319-20293-8. doi: 10.1007/978-3-319-20294-5_9.

Preference-based Multi-objective Optimization requires performance metrics to assess the
result of the optimization run. Performance metrics for general EMO cannot be used for
this task since they cannot verify that the focused result population is at the right place in
the objective space and thereby matches the decision maker’s preferences. Consequently, we
developed a metric called R-HV for reference point-based EMO and presented it at the International Conference on Swarm, Evolutionary, and Memetic Computing 2014 (SEMCCO)
in Bhubaneswar, India. It is based on the Hypervolume metric (Zitzler and Thiele, 1998) and
translates result populations within the objective space. This translation is done by repositioning the result population towards the reference point along the ISO-distance line according to
the Achievement Scalarization Function (ASF) distance, and thereby adding a penalty to the
performance value. This translation operation moves different populations into the part of
the objective space that can be measured by the Hypervolume and, in this way, enables a fair
comparison between focused result populations in different places of the objective space.
However, during our experiments with stochastic optimization functions, we found that this
metric is not suitable for measuring the performance of algorithms during optimization runs.
This is because, in this scenario, the translation operation, which is based on one representative solution with uncertain objective values, leads to fluctuating results for non-converged
populations, and full convergence is rarely achieved in high-noise scenarios. We therefore
developed a different metric which is suitable for continuous performance measurements of
noisy optimization. It is called Focused Hypervolume (F-HV) and was proposed in Paper III.
In Paper IV, we provide a detailed F-HV description and present other performance metrics
based on the F-HV metric.

Paper III
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2015). “Hybrid Dynamic
Resampling for Guided Evolutionary Multi-Objective Optimization”. In: Proceedings of the
8th International Conference on Evolutionary Multi-Criterion Optimization, 2015, Guimarães,
Portugal. Vol. 9018. Lecture Notes in Computer Science, pp. 366–380. isbn:
978-3-319-15934-8. doi: 10.1007/978-3-319-15934-8_25.
In this paper, presented at the 8th International Conference on Evolutionary Multi-Criterion
Optimization 2015 in Guimarães, Portugal, we extended the ideas from Paper I and explored
the possibilities for hybrid Dynamic Resampling strategies. These are algorithms which use
multiple criteria to control their sampling allocation. This can be elapsed optimization time,
Pareto-rank, or distance and progress to a reference point. We included a systematic numeric
evaluation of the algorithms with the help of a new performance metric for reference pointbased EMO algorithms: The Focused Hypervolume, F-HV. The performance measurements
are done continuously during the optimization runtime, and measurements from multiple
experiments for statistical significance are combined with interpolation.
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We identified two promising Dynamic Resampling strategies, both based on the Pareto-rank
of a solution. RankMaxN-Time-based Dynamic Resampling, abbr. RnT, combines both the
Pareto-rank of a solution and the elapsed optimization time. Solutions with a Pareto-rank
lower than N will be assigned additional samples. The maximum number of samples is increased, as more and more optimization time has passed. If a reference point is defined by
the decision maker, the rank information can be combined with the reference point distance
instead. We call this strategy Distance Rank-based Dynamic Resampling, abbr. DR2. Both
strategies show promising results, and for R-NSGA-II, DR2 performs better, as expected.

Paper IV
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017b). “Dynamic Resampling for
Preference-based Evolutionary Multi-Objective Optimization of Stochastic Systems”.
Submitted to Computational Optimization and Applications. COIN Report No. 2015020.
In this paper, submitted to the journal Computational Optimization and Applications, we discuss the Dynamic Resampling algorithms from Papers I and III and evaluate them on scalable
industrial real-world problems with different noise levels. The evaluation also includes a representative set of benchmark functions, covering different problem difficulties. Different new
Dynamic Resampling algorithms are added to complete the set of algorithms for problems
with invariant objective noise. The Focused Hypervolume metric, proposed in Paper III, is
explained and motivated in more detail. Additional performance metrics are proposed, based
on the cylinder filter of the F-HV metric. This paper also introduces a new way of measuring the optimization results. A certain minimum number of final samples are performed on
the final population and guarantee that the decision maker can rely on the quality of the final
design that is implemented. This sampling budget is included in the total simulation budget.
The paper includes a study on algorithm performance in scenarios with different noise levels.

Paper V
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017c). “Standard Error Dynamic
Resampling for Preference-based Evolutionary Multi-objective Optimization”. Submitted to
Computers & Operations Research. COIN Report No. 2015021.
In this paper, which was accepted for publication by the journal Computers and Operations
Research, we propose Dynamic Resampling strategies based on objective variance. We extend
the Standard Error Dynamic Resampling (SEDR) algorithm for multi-objective optimization
and call it MO-SEDR algorithm. In the same way as in Papers III and IV, we propose hybrid
variants of the MO-SEDR algorithm, both for general EMO and preference-guided EMO.
Different ways to control MO-SEDR by other resampling criteria are suggested. In order to
evaluate the presented Dynamic Resampling algorithms, we propose several multi-objective
benchmark functions with variable noise landscape, based on the ZDT benchmark problem
suite (Zitzler, Deb, and Thiele, 2000). A complex benchmark function is combined with different noise landscapes of various complexity. The results indicate that the new hybrid DR
algorithms together with the R-NSGA-II algorithm (Deb et al., 2006) show better performance
on the variable noise landscape functions than the Dynamic Resampling algorithms discussed
in Paper IV.
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Paper VI
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016b). “Hybrid Dynamic
Resampling Algorithms for Evolutionary Multi-objective Optimization of Invariant Noise
Problems”. In: Proceedings of the Evostar-EvoApplications 2016 conference, March 2016, Porto,
Portugal. Vol. 9598. Lecture Notes in Computer Science, pp. 311–326. isbn:
978-3-319-31152-4. doi: 10.1007/978-3-319-31153-1_21.
This contribution at the Evostar-EvoApplications 2016 conference in Porto, Portugal evaluates the Dynamic Resampling algorithms for non-variant noise landscapes proposed in Papers
I to IV on general EMO problems without user preferences. Two benchmark problems and
an industrial production line are used for evaluation in a high noise and low noise scenario.
The Dynamic Resampling algorithms are evaluated on the NSGA-II (Deb et al., 2002) and the
HypE (Bader and Zitzler, 2008) Evolutionary Multi-objective Optimization algorithms. The
DR algorithms are evaluated with the Hypervolume metric and the Population Diversity (PD)
metric (Paper IV). As a conclusion, we find that in EMO with a limited time budget, hybrid
Time-based DR algorithms are superior to DR algorithms which do not consider the elapsed
optimization runtime. Both Rank-Time-based DR and Domination Strength Time-based DR
show the best results.

Paper VII
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016a). “A Ranking and Selection
Strategy for Preference-based Evolutionary Multi-objective Optimization of Variable-Noise
Problems”. Accepted for publication in the Proceedings of the Congress on Evolutionary
Computation WCCI-CEC 2016, July 2016, Vancouver, Canada. COIN Report No. 2016002.
The third step, after investigating Dynamic Resampling algorithms for invariant noise landscapes in Papers IV and VI, and variance-based Dynamic Resampling algorithms in Paper V,
was to develop a comparative Dynamic Resampling algorithm for Preference-based EMO.
A comparative Dynamic Resampling algorithm for general EMO is the MOCBA algorithm
applied on an elitistic Evolutionary Algorithm (Chen and Lee, 2010). We proposed a comparative DR algorithm for Preference-based EMO which uses the distance-based fitness function
of R-NSGA-II. For this purpose, a single-objective R&S algorithm, OCBA-m, is used which
identifies the m best solutions, by comparing their scalar distance values to the reference point
and the standard deviation of the distance. We call this algorithm Distance-based OCBA-m
Dynamic Resampling (D-OCBA-m).
In order to make R-NSGA-II more suitable for the application of the D-OCBA-m algorithm,
a modification of R-NSGA-II was developed, called R-NSGA-II with Delayed Pareto-Fitness
(DPF-R-NSGA-II). It deactivates the Pareto-dominance as fitness function, leaving only the
reference point distance as fitness function. The Pareto-dominance is activated after a certain time has passed in order to achieve a diverse result. For the same reason, it still uses the
epsilon-based clustering of R-NSGA-II.
Similar to previous articles, this one proposes several hybrid variants of the D-OCBA-m algorithm, in order to make it competitive. Those are, for example, D-OCBA-m Time and
D-OCBA-m DR2. The Dynamic Resampling algorithms are evaluated on a complex benchmark function with highly variable additive noise. This is the ZDT4 benchmark function with
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20% additive noise which is controlled by a trigonometric function based on the distance to
the Pareto-front (see Paper V). The results were evaluated by the F-HV metric.

Paper VIII
Ng, Amos H. C., Florian Siegmund, and Kalyanmoy Deb (2017). “Reference Point Based
Evolutionary Multi-Objective Optimization with Dynamic Resampling for Production
Systems Improvement”. Completed manuscript, to be submitted to International Journal of
Production Economics.
In this completed manuscript, which is to be submitted to the International Journal of Production Economics (IJPE), we evaluate the Dynamic Resampling algorithms proposed in this
thesis work on two complex and time-consuming industrial real-world models of production
lines. The first model represents a production line in the engine factory of a Swedish automotive manufacturer. The conflicting optimization objectives are the Throughput and the
necessary improvements to the line, respectively investments. The second model represents
an assembly line at the same engine factory and has the same optimization objectives.
Two different experiment setups were run: First, an optimistic reference point close to the
Ideal point and second, a reference point close to the non-dominated point with maximum
achievable throughput. For both scenarios and both optimization models, DR algorithms
based on the reference point distance and DR algorithms for general EMO outperform Static
Resampling, or show the same results.

Paper IX
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017a). “A Comparative Study of
Fast Adaptive Preference-Guided Evolutionary Multi-objective Optimization”. Submitted to
9th International Conference on Evolutionary Multi-Criterion Optimization 2017 in
Münster, Germany.
In this article, submitted to the 9th International Conference on Evolutionary Multi-Criterion
Optimization 2017 in Münster, Germany, we extended, proposed, and evaluated four different methods to speed up the convergence of the R-NSGA-II algorithm. In our optimization
experiments with R-NSGA-II, we experienced a tendency of R-NSGA-II to guide the population towards the Ideal point before convergence to the Pareto-front had been achieved. Only
after the population has reached the Pareto-front, it will start to spread out along the front
and finally focus towards the reference point. Our first approach is called Delayed ParetoFitness (DPF) and makes R-NSGA-II use the reference point distance as a single fitness function until a certain threshold has been reached. This method has been employed and evaluated
in Paper VII. The second method is the Constrained Pareto-Fitness (CPF) which limits the
number of solutions per front in the population, keeping those that are close to the reference
point. It was first presented in Paper X, where the evaluation was only done visually. With
the F-HV metric available for this article, the comparison could be made quantitatively. The
third approach is an objective constraint method called Cone Reference point-based NSGAII (CORE NSGA-II). It uses the cylinder filter of the Focused Hypervolume from Paper IV to
filter solutions during the optimization runtime. The fourth and last method was the Adaptive
Population Size (APS). R-NSGA-II with APS uses a larger population size at the beginning of
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the optimization run, in order to explore the objective space and to handle objective noise.
The population is gradually reduced to a minimum population size that is sufficient to cover
the Pareto-front in the preferred part of the objective space, close to the reference point. It has
been shown that the four approaches help R-NSGA-II converge faster towards the preferred
area and the reference point than the standard R-NSGA-II algorithm. DPF and CPF achieved
the best results.

1.6 Article dependencies
The dependencies between the different articles are described by a graph in Figure 1.1.

Paper I

Paper II

P-EMO

R-HV

Paper III

Paper XI

Hybrid DR
P-EMO

Distancebased DR

Paper IV

Paper V

DR – P-EMO

Variance-b.
DR – P-EMO

Paper VIII

Paper VI

DR – Indust.
Applications

General
EMO

Paper VII
D-OCBA-m

Paper IX

Paper X

Adaptive
P-EMO

Const. PF +
Adaptive ε

Figure 1.1: Dependencies between the articles. The articles marked in gray are preliminary
works and are not included in the thesis.
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1.7 Outline of the thesis
This thesis is structured as follows. Chapter 2 provides background information to Simulationbased Evolutionary Multi-objective Optimization (EMO), Preference-based EMO, and noise
handling methods. Chapter 3 describes the research approach and presents a classification of
Dynamic Resampling algorithms and comments on the challenges of applying them in Reference point-guided EMO and in the scenario with a limited simulation budget. Secondly, adaptive methods to accelerate the convergence of the R-NSGA-II reference point-based EMO
algorithm are introduced. In addition, new performance metrics for reference point-based
Multi-objective Optimization are proposed. A section on the case studies used for the practical evaluation of the algorithms concludes the chapter. A detailed description of the results
of the different articles which contributed to this thesis follows in Chapter 4. Details and implications of the results presented in the articles are discussed in Chapter 5. Furthermore,
possible future work is identified. Conclusions are drawn in Chapter 6.
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Chapter 2

Frame of reference
In this section, basic concepts relevant for this thesis are introduced and explained. Methodologies which are extended by this thesis or which are relevant for comparison are presented.

2.1 Simulation-based Optimization
A complex industrial system is difficult to change, since accurately predicting the consequences
of changes is difficult. Therefore, in many industrial enterprises, engineering decisions are
prepared and supported by simulation of the production systems. A model of the system is
built and the effect of hypothetical investments or modified system configurations is simulated. If the performance indicators have improved, the changes could be implemented. Several commercial software systems exist. At the engineering department of the University of
Skövde, where this thesis work has been conducted, the following commercial software systems among others are used in experiments: Siemens Plant Simulation, FlexSim, Vensim, Automod, and OptQuest. The department also develops an academic software package for industrial simulation called FACTS Analyzer.
Instead of devising system modifications manually and intuitively, systematic and automatic
methods can be used to propose new modifications for simulation. These are called optimization methods and they try to find good system configurations in a step-wise procedure (Figure
2.1), called Simulation-based Optimization (SBO).
Parameter values

Optimization
Algorithm

Evaluation

Performance feedback

Figure 2.1: Simulation-based Optimization process.

11

CHAPTER 2. FRAME OF REFERENCE
The system configurations are called solutions to the optimization problem. Based on the
knowledge about the currently best known solutions, a new solution is generated and evaluated. If it is better than the other known solutions, it is stored and, in turn, itself used to
generate other new solutions. This iterative procedure is displayed in Figure 2.1. The performance feedback from the evaluation can be one or several objective values. The aim of the
iterative optimization procedure is to find solutions with better objective values, until a certain termination criterion is met. This can be a time limit, or predefined minimum objective
values.
The optimization software framework for the FACTS Analyzer, developed at the University of
Skövde, is the OPTIMISE platform. It has been adapted for this thesis work to enable dynamic
noise handling. The changes are described in Section 5.7. FACTS Analyzer was built primarily
for modeling and optimization of production line models. Objective values for production
line models can be, for example, Throughput, Work in Progress, Total number of Buffers,
and Investments or Number of Improvements. Another field of application of SBO at the
University Skövde is the optimization of healthcare processes. Objective values of healthcare
models can include the average waiting time, the average length of stay of patients, or the time
to the first meeting with a physician (Goienetxea Uriarte et al., 2015).
In the following figures, several graphical representations of production line models created
with FACTS Analyzer are shown. Figure 2.2 illustrates a production system of wooden tables. It includes the substeps of mounting edge strips, veneering, component assembly, and
palletizing. The model is a result of a student project in a FACTS course at the University of
Skövde (Martinez Lopez, 2015). The car engine production line models in Figures 2.3 and 2.4
have been run and optimized in Paper I (Siegmund et al., 2012) and Paper VIII (Ng, Siegmund,
and Deb, 2017).

Figure 2.2: Table Production System model (TPS) - Overview.
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Figure 2.3: Model of an engine factory at a Swedish automotive manufacturer.

Figure 2.4: Model of an assembly line at a Swedish automotive manufacturer.

2.1.1 Stochastic simulation
The simulated real-world systems and processes are usually stochastic. This means that when
the simulation is repeated for the same parameter configuration, the results will be different
for each simulation run, which indicates that the output values are uncertain and the mean
output values are unknown. This can be a problem when a decision maker has to choose one
configuration for implementation, or when a good design has to be found by sampling of the
design space or by an optimization procedure. In these cases, each design can be simulated
multiple times. This technique is called Resampling (Fu, 2015). The uncertainty can also be
13
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reduced by running the simulation a longer time (longer simulation horizon). Since both techniques reduce the uncertainty, but use the same resource, i.e., the optimization time, there is
a trade-off between using these two techniques.

2.2 Multi-objective Evolutionary Optimization
As described in the previous section, Simulation-based Optimization almost always includes
two or more conflicting objectives. This is because in an already good system, modifications
for the purpose of improving one objective usually lead to the degradation of one or several
other objectives.
In order to find good solutions for a Multi-objective Optimization problem, Evolutionary
Algorithms are particularly suitable and therefore our method of choice (Deb, 2001). This is
because Evolutionary Algorithms are population-based optimization algorithms that are able
to find a complete set of non-dominated solution alternatives in a single optimization run.

2.2.1 NSGA-II algorithm
The Nondominated Sorting Genetic Algorithm II (NSGA-II) algorithm (Deb et al., 2002) sorts
the solutions in population and offspring into different non-dominated fronts. All solutions
in the best fronts that fit completely into the next population are selected. From the best front
that only partially fits, a subset of solutions which have the largest distances to their neighbors must be selected into the next population. This selection mechanism is called Crowding
Distance and guarantees that the result population will be diverse. The parental selection
for offspring generation follows this fitness hierarchy. After selection is completed, offspring
solutions are generated by tournament parental selection, crossover, and mutation. The offspring are evaluated and the selection step is performed again. This process is described by a
flowchart in Figure 2.5. The NSGA-II selection based on Crowding Distance is illustrated by
an example in the objective space in Figure 2.6.

2.2.2 HypE algorithm
The Hypervolume Estimation Evolutionary Algorithm (HypE) was proposed in Bader and Zitzler, 2008 and is based on the NSGA-II algorithm (Deb et al., 2002). It is an Indicator-based
EA (Zitzler and Künzli, 2004) which is designed to optimize the Hypervolume of the final population and can achieve higher Hypervolume values than NSGA-II. It was chosen for evaluation in this thesis, since it is a popular Evolutionary Multi-objective Optimization algorithm
whose goal is to find a distribution of solution alternatives which maximizes the Hypervolume
measure. This distribution is different from the NSGA-II distribution, and we hoped to see a
performance difference even in optimization with noisy objective values (Paper VI, Siegmund,
Ng, and Deb, 2016b).
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Figure 2.5: Flowchart of the NSGA-II algorithm.

Objective1 (minimize)

Figure 2.6: NSGA-II selection step. Six out of twelve solutions are selected. The complete
first front and the extremal solutions from the second front are selected. The one remaining
solution is selected due to its highest Crowding Distance value.
HypE works according to the same principal structure as NSGA-II. For both parental selection and environmental selection, a non-domination sorting is performed first. In the environmental selection step, HypE selects those fronts into the next population that fit in as
a whole, starting from the best one. If the next front can only be partially selected, instead
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of using a clustering method, like the Crowding Distance in NSGA-II, to maintain population diversity, HypE uses a measure which could be called shared Hypervolume to determine
which solutions of the front shall be selected. This measure indicates how much a solution
contributes to the Hypervolume of the whole population. The HypE selection step is depicted
in Figure 2.7. The same fitness hierarchy, i.e., dominance first, then shared Hypervolume, is
used for parental selection.
The shared Hypervolume is a better indicator of the Hypervolume contribution of a solution
than the marginal Hypervolume used in the SMS-EMOA algorithm (Beume, Naujoks, and
Emmerich, 2007). In this paper, only bi-objective optimization problems have been run. For
a higher number of objectives, HypE uses a Hypervolume estimation algorithm based on Importance Sampling for the shared Hypervolume, hence the name (Bader and Zitzler, 2008;
Bader, Deb, and Zitzler, 2010). This makes HypE suitable for Many-objective Optimization
(Deb and Jain, 2014).

Objective2 (minimize)

R
1/3

1/4

1/5

1/2

1/3

1/4

1

1/2

1/3

a

Objective1 (minimize)

Figure 2.7: HypE environmental selection step. The shared Hypervolume value of the solutions is calculated regarding the Hypervolume reference point R. The complete first front
and the solution set of three solutions with the highest overall Hypervolume contribution are
selected from the second front. The rectangles which are dominated by solution a are marked
with a’s Hypervolume contribution.
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2.3 Preference-guided Evolutionary Multi-objective Optimization
The resampling algorithms described in this thesis are tested regarding how well they can
support the Reference point-guided NSGA-II algorithm (R-NSGA-II) (Deb et al., 2006), as an
example for a guided Evolutionary Multi-objective Optimization (EMO) algorithm. It is particularly suitable for evaluation in this thesis, since it uses the reference point distance in the
objective space as one of the fitness functions, which can be used as a resampling criterion in
Dynamic Resampling algorithms. Therefore, resampling algorithms can support R-NSGA-II
particularly well.

2.3.1 R-NSGA-II
The Reference point-based NSGA-II (R-NSGA-II) algorithm is based on the Nondominated
Sorting Genetic Algorithm II (NSGA-II) algorithm (Deb et al., 2002) which is a widely-used
and representative multi-objective Evolutionary Algorithm. NSGA-II sorts the solutions in
population and offspring into different non-dominated fronts. The selected solutions comprise all solutions in those best fronts that fit completely into the next population. From the
best front that only partially fits, a subset of solutions must be selected into the next population which have the largest distances to their neighbors. This selection mechanism is called
Crowding Distance and guarantees that the result population will be diverse. The parental
selection for offspring generation follows this fitness hierarchy. After selection is completed,
offspring solutions are generated by tournament parental selection, crossover, and mutation.
The offspring are evaluated and the selection step is performed again (Figure 2.5).
The R-NSGA-II algorithm replaces the Crowding Distance operator by the distance to userspecified reference point(s). An example in the objective space is given in Figure 2.8. Solutions
that are closer to a reference point receive a higher selection priority. The reference points
are defined by the user in areas that are more interesting and where he or she wants more
alternative solutions to be found in a limited area of the objective space. However, in order
to not lose all diversity, a clustering mechanism with a minimum objective vector distance ϵ
is used. Solutions that are too close to each other are considered with a lower priority. All
substeps of the selection process are documented in Figure 2.9. The same fitness hierarchy,
dominance first, then reference point distance and ϵ-clustering, is used for parental selection.
The R-NSGA-II algorithm is described in pseudocode in Algorithm 1. This code is partially
based on the description in Deb et al., 2006 and on interviews with its creator, Kalyanmoy
Deb, and contains minor modifications and improvements developed during the thesis work.
It shall be noted that the reference point distance is measured as ASF distance (Paper I, Siegmund, Ng, and Deb, 2012), whereas the Euclidean distance is used as distance measure between solutions in the clustering algorithm for diversity control. The code includes two variants: 1. The ϵ-clustering is run on all fronts, and the selection is done only among the current
cluster representative solutions. 2. No ϵ-clustering is performed on those best fronts that fit
completely into the next generation. All solutions in those fronts are selected into the next
population, not just the representative solutions.
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Figure 2.8: R-NSGA-II selection step. In this example, the set of population and offspring
consists of 12 solutions grouped in 4 fronts. In order to select 6 solutions into the next population, 2 solutions have to be selected out of the second front by distance to the reference
point R, specified by the decision maker, and ϵ-clustering.
The reference points can be created, adapted or deleted interactively by the decision maker
during the optimization run, taking effect each time a new generation is started. In case all reference points have been removed, R-NSGA-II will continue the optimization as an instance of
the regular NSGA-II algorithm. Since R-NSGA-II uses non-domination sorting, it has a tendency to prioritize population diversity before convergence to the reference points. Therefore, extensions have been proposed which limit the influence of the Pareto-dominance and
allow the algorithm to focus faster on the reference points (Siegmund, Ng, and Deb, 2012).

2.3.2 Related work
In this section, existing Preference-based Evolutionary Multi-objective Optimization algorithms are described that are most relevant to the Preference-based EMO part of this thesis
work, i.e., the R-NSGA-II algorithm with adaptive extensions.
In the Visual Steering method (Stump et al., 2009), reference points are used as attractor points.
However, Pareto-dominance is not used in the attractor sampling algorithm, which means that
dominated solutions might be preferred over non-dominated solutions. Also, no diversity
preservation mechanism is used. A Preference-based EMO algorithm that uses both Paretodominance and distance to a reference point was proposed by López-Jaimes, Arias Montaño,
and Coello Coello, 2011; López-Jaimes and Coello Coello, 2014. It is similar to our Delayed
Pareto-Fitness extension of R-NSGA-II. It implements fitness comparisons of solutions based
on the reference point distance, but only for the solutions at a large distance to the reference
point. The best solutions are compared by Pareto-dominance. Therefore, fitness comparisons by the Pareto-dominance are done during the whole optimization runtime, which we
wanted to avoid in DPF-R-NSGA-II. Goulart and Campelo, 2016 present an improved reference point-based algorithm for many-objective optimization that reduces a region of inter18
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Figure 2.9: R-NSGA-II algorithm - Selection step flowchart showing all substeps of the environmental selection process. The chart shows the selection variant which performs clustering
on all fronts (cf. algorithm pseudocode in Algorithm 1).
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Algorithm 1 R-NSGA-II algorithm pseudocode. In the context of this thesis, additional
lines of code are needed for Dynamic Resampling. They are marked in gray color. The
ϵ-clustering() function is listed in Algorithm 2.
1: Generate initial population P .
2: Evaluate each solution once.
3: Perform non-domination sorting.
// Start new generation
4: Calculate solution distances to reference point r and their reference point ranks.
5: (based on ASF distance)
6: repeat // Parental tournament selection and mating
7:
for i ← 1, 2 do
8:
Randomly select two parent solutions out of the population.
9:
Select the solution for mating which dominates the other solution.
10:
In case of mutual non-domination, compare by reference point rank.
11:
end for
12:
Create offspring solution by mating of the two parents with SBX crossover.
13: until ∣Q∣ = ∣P ∣ offspring solutions have been created.
14: Apply Polynomial Mutation on all offspring solutions.
15: Evaluate each solution in Q once.
16:
// Environmental selection
17: Perform non-domination sorting on P ∪ Q and calculate reference point ranks.
18: Variant: Select all solutions in all fronts that fit into the next generation.
19: (non-clustered)
20: Execute Dynamic Resampling algorithm on P ∪ Q.
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
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Perform non-domination sorting and recalculate reference point ranks.
(Re-)run ϵ-clustering() on all fronts with remaining solutions (non-selected).
for all fronts do
Determine representative solution in each cluster (randomly or closest to r).
end for
Select all representative solutions in all fronts that fit completely into the next
generation (only representatives).
if all fronts fit into the next population then
go to line 22.
else
For the front that only partially fits, step-wise select the cluster representative
solutions which are closest to r, until the next population is complete.
end if
if less than B solutions have been evaluated then // Termination criterion
go to line 3 and start new generation.
end if
Execute bf final samples on each solution in P .
Perform non-domination sorting on P .
return non-dominated solutions.

2.4. NOISE HANDLING
Algorithm 2 R-NSGA-II algorithm pseudocode – ϵ-clustering() function.
40: function ϵ-clustering( front, r, ϵ)
41:
repeat
42:
Find the solution closest to r in front, based on ASF distance.
43:
Around this solution, create cluster of all solutions within ϵ-distance.
44:
(Euclidean distance)
45:
Remove all solutions within the new cluster from front.
46:
until front is empty.
47:
return set of clusters.
48: end function
est as the population approaches the reference point. This algorithm is similar to our Adaptive Epsilon Diversity (AED) extension of R-NSGA-II (Siegmund, Ng, and Deb, 2012) which
lessens the strength of the ϵ-clustering method when the average reference point distance in
the population reduces. Jain and Deb, 2014 provide an adaptive extension to the NSGA-III
algorithm that is able to focus on a specific part of the objective space indicated by a reference
point. This user-specified reference point controls the distribution of a set of automatically
chosen reference points. NSGA-III increases the density of those reference points in the region of interest and thereby finds a dense but evenly distributed set of alternative solutions
that match the decision maker preferences.
Brockhoff et al., 2013 use reference points (and other methods) to build a weighted Hypervolume indicator that guides the optimization towards the reference point. Solutions with
objective vectors close to the reference point have a stronger influence on the biased Hypervolume-based fitness function. This is indirect guidance of the population towards the reference point by maximizing a Hypervolume measure. Another way of preference articulation
with indirect guidance is to let the decision maker compare multiple pairs of solutions (Deb
et al., 2010). In this publication, the pair preferences are transformed into a value function in
the objective space that increases the fitness of solutions in preferred areas. Optimization is
used to build a function that matches the specified pair preferences as good as possible.
A good overview over Preference-based EMO algorithms can be found in Branke, 2016.

2.4 Noise handling
In this section, background information regarding resampling as a noise handling method in
Evolutionary Multi-objective Optimization is presented, as well as the required notation. An
introduction regarding resampling methods was given in Section 1.1, including related work.

2.4.1 Noise Compensation by resampling
To be able to assess the quality of a solution according to a stochastic evaluation function,
statistical measures, such as sample mean and sample standard deviation, can be used. By
executing the simulation model multiple times, a more accurate value of the solution quality
can be obtained. This process is called resampling (Di Pietro, While, and Barone, 2004; Jin
and Branke, 2005). We denote the sample mean value of objective function Fi for solution s
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as follows: µn (Fi (s)) = n1 ∑nj=1 Fij (s), i = 1 . . . H, where Fij (s) is the j-th sample of s, and
j
n
1
the sample variance of objective function i: σn2 (Fi (s)) = n−1
∑j=1 (Fi (s) − µn (Fi (s)))2 .
The performance degradation evolutionary algorithms experience, caused by the stochastic
evaluation functions, can be compensated partly through resampling. However, a price has
to be paid for the knowledge gain through resampling and the resulting performance gain of
the optimization. In a scenario with limited simulation time, the total number of evaluations
is limited. If resampling is performed, the total number of solutions that can be evaluated
is reduced. Thereby, the search space cannot be explored as much as when each solution is
evaluated only once. A trade-off situation arises between sampling each solution several times
and sampling different solutions in the search space (Aizawa and Wah, 1994).
In many cases, resampling is implemented as a Static Resampling scheme (Aizawa and Wah,
1993; Syberfeldt et al., 2010). This means that all solutions are sampled a fixed number of
times. This static method uses an equal amount of the total, available sampling budget for
all solutions. The need for resampling is, however, often not homogeneously distributed
throughout the search space (Di Pietro, While, and Barone, 2004; Di Pietro, 2007). Solutions
with a smaller variance in their objective values will require fewer samples than solutions with
a higher objective variance. Solutions closer to the Pareto-front or preferred areas in the objective space require more samples. In order to sample each solution the required number of
times, a Dynamic Resampling technique is needed, which is described in the following section.

2.4.2 Dynamic Resampling
Dynamic Resampling, also known as Explicit Averaging (Jin and Branke, 2005), allocates a different sampling budget to each solution, based on the evaluation characteristics of the solution.
The general goal of resampling a stochastic objective function is to reduce the sample standard
deviation of the mean of an objective value σn (µn (Fi (s))) which increases the knowledge
about the objective value. A required level of knowledge about the solutions can be specified.
For each solution, a different number of samples is required, to reach the required knowledge
level. Resampling can be performed dynamically in the way that each solution is allocated
exactly the required number of samples, up to an upper bound (Di Pietro, While, and Barone,
2004). In comparison with Static Resampling, a part of the sampling budget can be saved and
used to evaluate more solutions and run more generations of an evolutionary algorithm.
With only a limited number of samples available, the standard deviation of the mean can be
estimated by the sample standard deviation of the mean, which is usually called standard error
of the mean. It is calculated as in Equation 2.1.
seni (µn (Fi (s))) =

σn (Fi (s))
√
.
n

(2.1)

By increasing the number of samples n of Fi (s), the standard deviation of the mean and its
estimate sen (µn (Fi (s))) is reduced. For the standard error of the mean, however, this is
not guaranteed, since the standard deviation estimate σn (Fi (s)) can be corrected to a higher
value by drawing new samples of it. However, the probability of reducing the sample mean by
sampling s increases asymptotically, as the number of samples is increased.
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2.4.3 Sequential Dynamic Resampling
An intuitive Dynamic Resampling procedure would be to reduce the standard error until it
drops below a certain user-defined threshold sen (µn (F (s))) < seth . The required sampling
2

i (s))
budget for the reduction can be calculated as n > ( σn (F
seth ) . However, since the sample mean changes as new samples are added, this one-shot sampling allocation might not be
optimal. The number of fitness samples drawn might be too small to reach the error threshold, in case the sample mean has been shown to be larger than the initial estimate. On the
other hand, a one-shot strategy might add too many samples, if the initial estimate of the sample mean is too big. Therefore, Dynamic Resampling is often done sequentially (Branke and
Schmidt, 2004; Schmidt, 2006; Schmidt, Branke, and Chick, 2006). Through this sequential
approach, the number of required samples can be determined more accurately. For Sequential
Dynamic Resampling, often the shorter term Sequential Sampling is used. Dynamic Resampling algorithms can therefore be classified into one-shot sampling strategies and sequential
sampling strategies.

Sequential sampling adds a fixed number of samples at a time (Branke and Gamer, 2007). After
an initial estimate of the sample mean and calculation of the required samples, the sufficiency
of the knowledge about the solution is checked. If needed, another fixed number of samples
are drawn and the number of required samples is recalculated. This is repeated as long as no
additional sample needs to be added. The basic pattern of a sequential sampling algorithm
is described in Algorithm 3. Through this sequential approach, the number of required samples can be determined more accurately than with a one-shot approach. It guarantees that the
solution is sampled often enough, and can reduce the number of excess samples. Dynamic
Resampling algorithms can therefore be classified into one-shot sampling strategies and sequential sampling strategies.
Algorithm 3 Basic sequential sampling algorithm pattern.
1: Draw bmin initial samples of the fitness of solution s, F (s).
2: Calculate mean of the available fitness samples for each of the H objectives:
µn (Fi (s)) = n1 ∑nj=1 Fij (s), i = 1, . . . , H.
3: Calculate objective
√ sample standard deviation with available fitness samples:
j
n
1
σn (Fi (s)) = n−1
∑j=1 (Fi (s) − µn (Fi (s)))2 , i = 1, . . . , H
4: Evaluate termination condition based on µn (Fi (s)) and σn (Fi (s)), i = 1, . . . , H.
5: Stop if termination condition is satisfied or if the maximum number of samples is
reached; Otherwise sample the fitness of s another k times and go to step 2.
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Chapter 3

Research approach
The research approach for designing and evaluating new Dynamic Resampling algorithms and
improved Preference-based EMO algorithms includes scientific methods for creation, experimentation, and evaluation of the algorithms on benchmark problems and real-world models.
These methods are described in the following section. For the evaluation of Preference-based
EMO algorithms, a new performance metric and several metric variants have been proposed.
The experimentation in the papers required an interpolation-based method of comparing experiment runs with Dynamic Resampling algorithms which use a different simulation budget
in every generation. It also required a final sampling method which provides the decision
maker with an accurate optimization result. The measurement of statistical significance used
in the thesis’ articles are described as well. In order to evaluate variance-based DR algorithms,
new benchmark optimization problems with variable noise landscape based on the ZDT function suite (Zitzler, Deb, and Thiele, 2000) were designed. Finally, the real-world case studies
used in this thesis are presented.

3.1 Methodology
Three research strategies have been identified to describe the research conducted for this thesis, the design and evaluation of new Dynamic Resampling algorithms and improved Preferencebased EMO algorithms. The strategies are Design and Creation, Experiments, and Case Studies. They are described in the following sections.
The thesis uses a qualitative and quantitative research approach. Examples of qualitative
methods are visualizations of the objective space or Attainment Surface figures (Bartz-Beielstein
et al., 2010). Hypervolume measurements (Zitzler and Thiele, 1998) and variance/standard
error measurements are quantitative methods.
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3.1.1 Design and Creation
In the Design and Creation research strategy (Oates, 2006) or Design Science (Hevner et al.,
2004; Gregor and Hevner, 2013), the focus is on creating artifacts as part of the research. This
is the research strategy that best matches the research in this thesis. According to Hevner et
al., 2004, Design Science is driven by the Knowledge Base and the Environment (Figure 3.1).
The knowledge base provides the available theory on which new theories and artifacts are
built. The environment are the application requirements and the stakeholders, i.e., people and
organizations. The new theories and artifacts are then evaluated in benchmark experiments
and case studies.
The evaluation by performance metrics on numerical benchmark problems indicates whether
the new algorithm concepts are more efficient in finding a result front within the available
optimization time. If the result is positive, the new algorithms are added to the knowledge
base. In case of performance problems, the theories are redesigned and refined and a new
algorithm artifact is developed and evaluated. The real-world case studies are defined on the
basis of business needs and the evaluation of the algorithm artifacts on the realistic models
is an assessment of the practical relevance and applicability of the algorithm concepts. The
optimization results in the specific application environment can then be used to interpret the
simulation model and simulated systems. The simulation model is adapted and new business
needs are defined. This enables the algorithm designer to redesign artifacts or even theories,
for example, by changing algorithm parameters.

Figure 3.1: Design Science (Hevner et al., 2004)
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For this thesis, the concepts and artifacts are the new Dynamic Resampling algorithms and
Preference-based EMO algorithms. Another artifact are the new performance metrics for reference point-based Multi-objective Optimization, based on the proposed Focused Hypervolume (F-HV) metric. The knowledge base consists of several types of DR algorithms described
in the literature. These algorithms are designed and evaluated either for different preconditions, like unlimited simulation budget (e.g. MOCBA), or they are designed for a different
type of EMO algorithms. The CDR algorithm on MOPSA-EA, for example, is designed for
a special type of Evolutionary Algorithm which only generates and discards one solution per
generation (Syberfeldt et al., 2010). The MOCBA algorithm is applied on an elitistic EA which
only selects the non-dominated front of the solutions into the next generation (Chen and Lee,
2010). Both DR algorithm examples do not consider preference information for the sampling
allocation. Since little research using the same preconditions has been published, the ability
to compare with other approaches from the literature has been limited. Instead, different design artifacts from our own articles are compared with each other. The Design and Creation
part of the thesis compares algorithm designs which are based on a different concept and are
completely different. These design variants are unique and are not a parameter modification
from each other. The parameter study part of the thesis fits into the category of the scientific
theory of Experiments, which is described in the next section.

3.1.2 Experiments
The scientific method of experiments applies to the research conducted for this thesis. The
numerical experiments which were conducted in all published research articles involved the
modification of parameters and the evaluation of the consequences in a controlled experiment
environment. According to Oates, 2006, an experimental research strategy investigates cause
and effect relationships.
In Paper IV (Siegmund, Ng, and Deb, 2017b), a noise strength parameter study was conducted
which changes the noise level parameter and the complexity of the benchmark problems and
academic production line problems. First, a theory was developed regarding what the effects
of the noise level and problem complexity would be, based on experience. The hypothesis was
that a greater degree of problem complexity or a higher noise level would allow us to see a clear
performance gain from DR algorithms compared to Static Resampling algorithms. This was
then confirmed by the experiment outcome. In Paper V (Siegmund, Ng, and Deb, 2017b), the
problem parameter of the noise landscape was changed and the hypothesis which stated that
variance-based DR algorithms can perform better on problems with a variable noise landscape
was confirmed.
Not all published articles include an explicit parameter study. However, in all cases, during
the experiment preparation, several algorithm parameters were chosen intuitively in a trial
and error manner, and the best algorithm parameter set was chosen for the algorithms to be
used on all problems. The reason for this experiment setup is that in a real-world scenario,
the optimization practitioner usually has no time to test different optimization parameters
that lead to the best optimization results. Instead, a standard set of parameters has to be used.
An exception to this practice is, however, that for problems with higher objective noise, the
maximum number of samples per solution is increased. The same applies to the problem
complexity. For example, a higher number of samples per solution was set for the complex
benchmark function ZDT4 (Paper IV, Siegmund, Ng, and Deb, 2017b).
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3.1.3 Case study
This thesis includes case studies of the optimization of two real-world industrial production
lines for car engines at a Swedish automotive manufacturer. The results provide answers regarding how the real-world systems can be altered specifically to improve the performance
indicators. In order to obtain a realistic assessment of the stochastic systems, the experiments
are replicated and judged by their average performance. The case studies give answers to
whether the developed DR algorithms and Preference-based EMO algorithms can be applied
beneficially in reality. The results will be published in Paper VIII (Ng, Siegmund, and Deb,
2017).
However, since this thesis does not consider model validity, i.e., the accuracy of the simulation model, and since the practical consequences of implementing a solution found by optimization are not studied, one might consider the simulation models as benchmark functions
for optimization, rather than proper case studies (according to the definition in Oates, 2006).
Other simulation models used in this thesis are semi-realistic models, such as two simplistic
academic production line models with different noise sources, described in Paper IV (Siegmund, Ng, and Deb, 2017b), and an academic table production line (Martinez Lopez, 2015).
They do not fall into the category of case studies in research, since they are not models of a
real-world system (Oates, 2006).

3.2 New performance metrics for Preference-based Evolutionary Multi-objective Optimization
3.2.1 Focused Hypervolume F-HV
To measure and compare the results of the different resampling algorithms together with
R-NSGA-II, we proposed the Focused Hypervolume performance metric for ϵ-dominance
based EMOs (F-HV) (Siegmund, Ng, and Deb, 2015). The F-HV allows the measurement of
the convergence and diversity of a population limited to a preferred area in the objective space.
The limits are defined on the basis of the intended diversity and the population size of the optimization algorithm. This allows us to measure the degree to which the optimization algorithm can achieve the intended diversity. For the R-NSGA-II algorithm, the intended diversity
is controlled by the user parameter epsilon. F-HV is based on the Hypervolume metric (HV)
(Zitzler and Thiele, 1998). In F-HV, the population is filtered before it is assessed with the
regular HV metric. The filter is a cylindrical subspace of the objective space retaining only
solutions close to the reference point R dominating the HV-reference point HV -R. A graphical example is shown in Figure 3.2. The cylinder axis is defined by R and a second point D
determines the direction, approximately orthogonal, to the potentially only partially known
true Pareto-front. Often D is defined as D ∶= HV -R. A Hypervolume base point HV -B is
used for normalization.
Motivation
The F-HV metric allows us to limit a relevant area close to the reference point which aims to
give equal influence to solutions in all directions on the Pareto-front. In the example shown in
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Figure 3.2: The Focused Hypervolume (F-HV) performance measure with cylinder filter of radius r. The objective vectors marked in black are considered for performance measurement.
A solution s is only considered for Hypervolume measurement, if it is contained in the cylinder, which means d ≤ r. Some of the solutions marked in black are dominated, but they are
non-dominated after the cylinder filter operation.
Figure 3.3, the solutions on the left side of R would have more influence on the HV value, if the
F-HV cylinder filter was not in place. The cylinder radius r is a parameter which allows us to
customize the metric values, so that the highest values will be achieved, if the algorithm population is able to exactly maintain the intended diversity, which is controlled by ϵ in R-NSGA-II.
As we are only measuring the algorithm performance on bi-objective optimization problems
in this article, we set the cylinder radius as the product of the algorithm population size and
ϵ, as described further below.
Another important reason for using the F-HV metric is to be able to measure HV metric values
early in the optimization process. Due to the F-HV cylinder, HV -R can be chosen further
away from R and the larger HV area can capture solutions further away from R. A larger
HV area, however, is not able to measure the performance of the algorithm to converge towards a preferred area. The cylinder filter ensures that the metric values remain relevant for
preference-based Multi-objective Optimization.

Detailed description
A more detailed description of the F-HV definition follows. For R-NSGA-II and a bi-objective
problem, solutions within the distance r = ∣P2 ∣ ϵ from the cylinder axis, with ∣P ∣ being the population size and ϵ the R-NSGA-II clustering parameter, are passed on to the standard HV, the
rest is discarded. In this way, there is enough space within the cylinder for ∣P ∣ non-dominated
solutions, each with the distance ϵ to its neighbors. The distance d of solution s to the cylin⃗ onto the cylinder axis. The projection vector p⃗ is
der axis is calculated by projecting s⃗ − R
⃗ ⋅ (D
⃗ − R)/∣(
⃗
⃗ − R)∣,
⃗ where the operator ⋅ denotes the scalar prodobtained as p⃗ = (⃗
s − R)
D
⃗ and
uct. The distance of s towards the cylinder axis is then obtained as d = ∣⃗
p − (⃗
s − R)∣
has to be smaller than the cylinder radius, d ≤ r, in order for solution s to be considered for
Hypervolume measurement.
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Objective2 (minimize)

HV-R

R
Objective1 (minimize)

Objective2 (minimize)

D
HV-R
r

R
Objective1 (minimize)

Figure 3.3: Hypervolume (HV) vs. Focused Hypervolume (F-HV) performance measures. In
this example, the Pareto-front is flat in relation to the whole objective space [0,1]x[0,10]. If
the HV -R point is put close to R, the non-dominated points to the left side of R will have
a higher influence on the HV value. Therefore, F-HV applies a cylinder filter with radius
r = c ∣P2 ∣ ϵ, before the non-domination sorting is done. This ensures a more equal influence of
the points on both sides of R on the Pareto-front.

The cylinder filter must be applied before the non-domination sorting is performed. Otherwise, dominated solutions are filtered out during the non-domination sorting, which would
be non-dominated after the application of the cylinder filter. In our case of stochastic simulation with limited budget, we allow the cylinder radius to be larger: r = c ∣P2 ∣ ϵ, c ≥ 1, since it is
not possible for the optimization to converge with enough solutions into the cylinder within
the available optimization time. F-HV requires four points to be specified: A reference point
R, a direction point D, and a Hypervolume reference point and base point HV -R and HV -B
(Figure 3.2).

3.2.2 Related work - Similar performance metrics
We have proposed a performance metric similar to F-HV which is called R-Metric or R-HV
(Deb, Siegmund, and Ng, 2014). It is a performance metric that is able to compare sets of
non-dominated solutions with different distances to R in the same Hypervolume setting. The
different non-dominated sets are made comparable by projecting the solutions on an axis defined by R and HV -R. Solution sets with a larger reference point distance will keep a larger
distance on the axis, even after the translation operation. In other words, the order of reference point distance between solution sets is invariant to the translation operation. For Multiobjective Optimization algorithms that use an ϵ-based diversity mechanism, i.e., which have a
secondary goal to a achieve a final population with a maximum spread of ∣P ∣ϵ, a filter similar
to that of the F-HV metric is applied. A ∣P ∣ϵ-wide box is applied as a filter before the projection operation. An example illustration of the R-HV metric in the objective space is given in
Figure 3.4. An illustration of the set comparison is included in Chapter 4 (Figure 4.9).
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Figure 3.4: R-HV metric translation operation in objective space (Deb, Siegmund, and Ng,
2014).
However, due to the limited optimization time in our experiments, the population often never
fully converges towards the Pareto-front, or R. During the whole optimization runtime, the
population has a wide spread and is moving. Therefore, the representative point used by the
R-HV filter often changes, which leads to highly fluctuating metric values as the optimization
progresses. Two other circumstances contribute to the fluctuation. Only a few solutions are
included in the ϵ-box. If another solution is included or one solution drops out of the ϵ-box,
a big change in the metric value occurs, while, as experience shows, in the F-HV cylinder
more solutions gather when the population starts to converge. Due to the noise and Dynamic
Resampling, the objective values of already found solutions change as additional samples are
added, which contribute to the fluctuation of metric values. As a result, we recommend the
use of the R-HV metric for non-noisy scenarios on almost converged populations.
Another performance metric for Preference-based EMO algorithms using Hypervolume was
created by Brockhoff et al., 2013. It uses a weighted Hypervolume indicator. The Hypervolume contribution of solutions close to R is emphasized by defining a density function with
the help of a weight parameter.

3.2.3 F-IGD
We proposed another performance measure for reference point-based Multi-objective Optimization algorithms in Siegmund, Ng, and Deb, 2017b. The Focused IGD performance measure (F-IGD) is based on the Inverse Generational Distance (Coello Coello and Reyes Sierra,
2004) and measures convergence and diversity of the population. It requires the true Paretofront of the optimization problem to be known. Therefore, in this thesis, it is used to assess the
performance on benchmark functions where the definition of the Pareto-front can be derived
from the problem specification. Instead of using a reference set of objective vectors covering
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Figure 3.5: A Focused Inverse Generational Distance (F-IGD) reference Pareto-front of the
ZDT1 and ZDT4 benchmark functions used in this paper. The focused reference Pareto-set
marked in bold was generated by the application of the F-HV cylinder filter on the complete
reference Pareto-set. In this example the cylinder axis was defined by R = (0.05, 0.5) and HV R = (0.1, 1.5) with a cylinder radius of r = 0.05.
the whole Pareto-front, the Focused IGD metric uses a reference Pareto-set close to the reference point. This set is generated with the help of the Focused Hypervolume cylinder. All
objective vectors of the non-dominated reference set which are contained in the cylinder are
members of the focused reference set. A diagram of a focused reference set of objective vectors is shown in Figure 3.5. The number of objective vectors in the focused reference set can
only be controlled indirectly by the IGD parameter of the number of objective vectors in the
global non-dominated reference set.
A similar performance metric which uses reference points to create a focused reference set of
objective vectors was created by Mohammadi, Omidvar, and Li, 2013.

3.2.4 F-RC
The Reference Point Convergence (RC) is a performance metric that measures the convergence of a population towards a reference point in the objective space. It was proposed in
Siegmund, Ng, and Deb, 2013. In order to avoid outliers, only the α% closest solutions to R
are considered, which is set Pα , as in Equation 3.1.
RC (P ) = ∑ δASF (F (s), R) / ∣Pα ∣.

(3.1)

s∈Pα

The Focused Reference Point Convergence (F-RC) that we proposed in Siegmund, Ng, and
Deb, 2017b, makes use of the F-HV cylinder to create a focused solution set for performance
assessment. Instead of using Pα which can be spread widely in the objective space, the focused
population PF is created, which is contained within the F-HV cylinder and locally limited in
the objective space. In order to make the measurement insensitive to remaining outliers, the
median distance of all points in PF to the reference point R is measured and followed during
the optimization runtime (Equation 3.2).
F -RC (P ) = δ̃
ASF (F (s), R) , s ∈ PF .

(3.2)

Unlike F-HV and F-IGD, F-RC measures convergence towards R, but is not able to measure
the diversity of the focused population towards R. Therefore, another metric is required,
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which only measures diversity of the focused population. It is described in the following section.

3.2.5 F-Div
In order to measure the diversity of a focused population towards a reference point R, in
Siegmund, Ng, and Deb, 2017b we propose a metric based on the NSGA-II Crowding Distance
by Deb et al., 2002. The Crowding Distance is defined for mutually non-dominating sets of
solutions. It is used by the NSGA-II algorithm to stimulate diversity of the population. During
the selection phase, partial selection has to be done on one of the non-dominated fronts, where
the solutions with the greatest distance to others are favored. Our goal is to continuously
measure the diversity of a population-based Multi-objective Optimization algorithm during
the optimization runtime. For this purpose, the diversity of not only the first front, but also of
all other fronts in the population, has to be measured. This is because the diversity of the fronts
2 . . . n influences the future development of the diversity of the first front. Another reason for
measuring the diversity of all fronts in the population are the noisy objective vectors. Some
solutions that appear to be part of the first front of the population would be identified as
dominated solutions, if the true objective values were known.
Our goal is to calculate a diversity measure allowing us to compare the diversity of populations, therefore called Population Diversity (PD). In order to make the value independent of
the population size, the diversity measure δ based on the Crowding Distance is calculated for
each solution within the population; all values are totaled and divided by the population size
as in Equation 3.3.
P D (P ) = ∑ δ (s) / ∣P ∣.

(3.3)

s∈P

In the context of preference-based optimization, it is crucial to only measure the diversity of
the population in the preferred region of the objective space. For this purpose, we use the
cylinder filter of the Focused Hypervolume, described above, to obtain the filtered population
PF and call the performance metric Focused Diversity (F-Div) (Equation 3.4).
F -Div (P ) = P D (PF ) .

(3.4)

The Crowding Distance measures the sum of the objective distances between neighboring
solutions in the same non-dominated front. Extremal solutions without two neighboring solutions are assigned value infinity. In order to make the values comparable, for extremal solutions, PD assigns the objective distances towards the single neighbor N instead. If there is
a front consisting of only one solution, then this solution is assigned value zero. The formal
definition of δ (sk ) is given in Equation 3.5, where Nj are neighboring solutions and we write
Fi (sk ) ∶= µn (Fi (sk )) for noisy objective values to simplify the notation.
H ⎧
⎪
if Fi (sk ) extremal,
⎪∣Fi (sk ) − Fi (sN )∣
δ (sk ) = ∑ ⎨
⎪
∣F
(s
)
−
F
(s
)∣
otherwise.
i N2
i=1 ⎪
⎩ i N1

(3.5)
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3.3 Evaluation
In order to obtain a reliable performance measurement, BF final samples are added to the
result population. Furthermore, to be able to measure the performance over time, for some
experiments, the accurate objective values for each evaluated solution are used, as in Paper III
(Siegmund, Ng, and Deb, 2015). For the benchmark problems, either the added noise landscape can be removed and the solution is evaluated deterministically, or the solution can be
sampled a large number of times to obtain accurate objective values, which was done in this
study. For example, calculating 2,500 samples on a benchmark problem solution reduces the
uncertainty of the objective values by a factor of 50. For the academic production line models,
the simulation time is around 1 second, which is tremendously longer than for the benchmark
problems. Therefore, only 100 objective value samples are run for each solution, reducing the
uncertainty by a factor of 10. For the real-world production line models studied in Paper
VIII (Ng, Siegmund, and Deb, 2017), the simulation time is several minutes, and performance
measurements could only be done on the final population.
All experiments performed in this study are replicated 5 to 10 times and median performance
metric values are calculated. To be able to see the performance development over time, a performance metric is evaluated after every generation of the optimization algorithm. This is
shown for example in Figure 4.10. However, in the case of Dynamic Resampling, each generation uses a different number of solution evaluations. Since it is assumed that solution evaluations are equally long and that the runtime of the optimization algorithm and resampling
algorithms is negligible, compared to the evaluation time, the number of solution evaluations
corresponds to the optimization runtime. Therefore, an interpolation is required, which calculates the performance metric values at equidistant evaluation number intervals, where the
mean performance measure values for all experiment replications can be calculated. Not only
does the number of solution evaluations per generation (measurement points) differ between
experiment replications, but also between different experiments with different resampling algorithms of the same optimization problem, which shall be compared.

3.4 Noise landscapes
Variance-based Dynamic Resampling algorithms have an advantage over resampling algorithms that do not consider objective variance if they are used in the optimization of functions
with variable noise. This function property is called Noise Landscape (Di Pietro, While, and
Barone, 2004). An example scenario with varying noise strength is a production line which is
optimized according to buffer capacity and throughput (Siegmund, Ng, and Deb, 2017b). For
configurations with rather small buffer sizes, the simulated system throughput varies more
than for a production line generously equipped with big buffers.
In this thesis, we evaluate the variance-based DR algorithms on three different variants of
the ZDT4 benchmark function from the ZDT benchmark problem suite (Zitzler, Deb, and
Thiele, 2000). In the original version, the function output of these functions is deterministic.
In order to create noisy variants, we add a variable noise landscape onto the output values.
We use relative noise, i.e., the general noise level is given in percent of the objective ranges.
We designed the noise landscapes to change the noise level, depending on the quality of the
solutions. In other words, a solution with objective values closer to the Pareto-front than
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other solutions will have a different noise level. The ZDT functions have a component which
controls this distance. It is called g-function, and we use its normalized value in Equation 3.6
to control the noise level.
l(s) = (g(s) − 1)/(gmax (s) − 1).

(3.6)

We define three noise landscapes which can be used on all ZDT benchmark functions. A noise
landscape with logistic growth (Tsoularis, 2001) for the ZDT functions can be created as in
Equation 3.7. A graph of the logistic noise level function is shown in Figure 3.6. Close to the
Pareto-front, the noise level is defined at the minimum Lmin . Around the threshold g(s) ≈ θ,
the noise level rises quickly, following a logistic function, to the maximum noise level.
Llog (s) =

1 − Lmin
+ Lmin .
(1 + e−100(l(s)−θ) )0.5

(3.7)
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Figure 3.6: Logistic variable noise level Llog (s) based on the g-function in the ZDT benchmark problem suite. The parameters are set to θ = 0.2 and Lmin = 0.05.
The variable noise landscape is then created by multiplying the original fixed standard deviation of the objective functions, σ1 , σ2 , with the variable noise level L, as in Equation 3.8.
(

N (0, L(s)σ1 )
N (0, σ1v (s))
)=(
)
N (0, L(s)σ2 )
N (0, σ2v (s))

(3.8)

This logistic noise landscape was created in order to challenge those Dynamic Resampling
algorithms that use the distance to a reference point as resampling criterion. On a flat noise
landscape, these resampling algorithms showed the best performance of all algorithms (Siegmund, Ng, and Deb, 2017b). Variance-based algorithms can detect the drop in noise level
close to the reference point R and thereby save resampling budget. Therefore, they have more
budget available to explore the objective space close to R and can find better solutions than
distance-based DR algorithms.
We create a trigonometric noise landscape for the ZDT functions in Equation 3.9. Its graph is
displayed in Figure 3.7. The challenge of this landscape are its many hills and valleys, similar
to the Cosinusoidal noise landscape in Di Pietro, While, and Barone, 2004. N ∈ N allows
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Figure 3.7: Trigonometrical variable noise level Ltrig (s) based on the g-function in the ZDT
benchmark problem suite. The parameters are set to N = 10, a = 3, ϕ = π/2, and Lmin =
0.05.
the specification of the number of peaks, while a ≥ 1 influences the width of the peaks. By
changing the phase offset ϕ, a low or high noise level can be set at the Pareto-front.
Ltrig (s) = −(1 − Lmin )∣sin(N πl(s) − ϕ)∣a + 1.

(3.9)

A trigonometric noise landscape which features a low-noise area close to the Pareto-front is
defined in Equation 3.10. This delayed trigonometric noise landscape for the ZDT functions
features the properties and challenges of both the logistic and the trigonometric landscapes
(Figures 3.6 and 3.7). Its graph is displayed in Figure 3.8. N ∈ N allows the specification of the
number of peaks, while a ≥ 1 influences the width of the peaks. The parameter b > 1 defines
the size of the low-noise area close to the Pareto-front.
Ltrig (s, d) = −(1 − Lmin )∣sin(N πld (s) − ϕ)∣a + 1.

(3.10)
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Figure 3.8: Delayed trigonometrical variable noise level Ltrig (s, d) based on the g-function in
the ZDT benchmark problem suite. The parameters are set to N = 10, a = 3, d = 2, ϕ = π/2,
and Lmin = 0.05.
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3.5 Case studies
3.5.1 Academic production line models
In Siegmund, Ng, and Deb, 2017b, we introduce an academic production line model with 6
machining stations (Cycle time 1 min, σ = 1.5 min, CV = 1.5, lognormal distribution) and 5
buffers with sizes ∈ [1, 50]. The source distribution is lognormal with µ = 1 min and σ =
1.5 min, if not stated otherwise. The basic structure is depicted in Figure 3.9. The simulated
warm-up time for the production line model is 3 days and the total simulated time of operation
is 10 days. The conflicting objectives are to maximize the main production output, measured
as Throughput (TH) (parts per hour), and to minimize the sum of the buffer sizes, TNB = Total
number of buffers. This is a generalization of the lean buffering problem (Enginarlar, Li, and
Meerkov, 2005) (finding the minimal number of buffers required to obtain a certain level of
system throughput). In order to consider the maintenance aspect, the machines are simulated
with an Availability of 90% and a MTTR of 5 min, leading to a MTBF of 45 min.

Figure 3.9: A simplistic production line configuration.
There are two variants of the production problem: a model where one of the machines has a
highly variable cycle time (abb. PL-NM) and a model with an uncertain source node (PL-NS),
which are described in Siegmund, Ng, and Deb, 2017b.

3.5.2 Table Production System model
In a student thesis (Martinez Lopez, 2015), which generated useful insights for this dissertation, a table production model was created in the simulation software FACTS Analyzer.
R-NSGA-II was applied to find solutions close to the Ideal point and to a reference point
which aimed to find a high throughput. This model consists of the substeps of mounting edge
strips, veneering, component assembly, and palletizing. Since the output noise of the model
was low, Static Resampling was used to handle the uncertain objective values. A graphical
overview of the model is given in Figure 2.2.

3.5.3 Engine factory model
In Ng, Siegmund, and Deb, 2017, optimization is run on a real-world simulation model of
the car engine factory of a Swedish automotive manufacturer. This model was presented in
Ng, Bernedixen, and Pehrsson, 2014, where the focus was on bottleneck improvements using
NSGA-II. In Ng, Siegmund, and Deb, 2017, we focus on studying the performance of Dynamic
Resampling together with the R-NSGA-II algorithm. Optimization on an earlier version was
run in Siegmund et al., 2012.
It models a large production line with around 90 stations and just over 70 buffers, mostly conveyor belts, but also some larger warehouses. The line is very complex with several parallel
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sections, some assembly, several two-piece stations, automatic as well as manual testing with
scrap or rework options, portal cranes, and some pallet loops. Figure 2.3 shows a simplified
layout of the described production line. Apart from maintenance issues that affect the availabilities of the machines, multiple variants have to be processed on the line and variations in
the weekly volume contribute to the higher variability of the system compared to the assembly
line described in the next section. The higher noise level is a possible challenge that is handled
by the Dynamic Resampling algorithms in our study.
The engineers in charge of the production line are faced with a rather tough, but not uncommon task. They are to make it capable of handling some new variants coming in, and at the
same time, increase its capacity to meet customer demands. Based on the current condition of
the line and a simulation study considering the new variants, they are far from reaching their
capacity goal. The engineers are able to reach a throughput of 84 pieces per hour instead of
the needed 95 pieces per hour, i.e., they will have to increase the capacity with at least 13%.
Given the size and complexity of the line, deciding where to make improvements in order to
reach this goal is not an easy task, and it is even harder if, at the same time, the engineers must
make sure that as few improvements as possible are needed. A lean improvement project was
used, however, given the size, complexity, and variability of the line, locating where and what
to improve, besides the effect of performing the improvements if only traditional Lean tools,
e.g., Value Stream Mapping, were to be used, was believed to be extremely difficult. For both
of these cases, it was obvious that not a single, but multiple improvements had to be made in
order to achieve the targeted throughput levels.
Three types of improvements were considered: Reduction of cycle time, Improved availability,
Reduction of mean time to repair. The values for each improvement were provided by the engineers in charge of the production line. These improvements were considered on all stations,
if their original value was not worse than the proposed improvement value. This resulted in
128 potential improvements, which in turn represents 2128 ≈ 3.4E+38 possible combinations
of improvements. Given this huge number of possible combinations, it was decided to use
SBO and EMO to evaluate which combination of improvements should be implemented.

3.5.4 Assembly model
Simulation and optimization were run on this model in Ng, Siegmund, and Deb, 2017. It
models the mounting of inner parts on cylinder blocks at a Swedish automotive manufacturing company. A graphical overview is given in Figure 2.3. It has been described in Bernedixen
et al., 2015 where discussions on the importance of avoiding a manually tedious and errorprone optimization setup by using software support are presented. In Ng, Siegmund, and Deb,
2017, the focus was to study the behavior of Dynamic Resampling during optimization with
the R-NSGA-II algorithm. The assembly model represents a complex assembly line comprising 71 workstations, 72 buffers, pallets for carrying 2 variants for assembly and disassembly
processes. The improvement options for the line are the reduction of processing times by 20%,
improvement in availability from its current value to 0.98, and repair times reduced by 50%.
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Overview of the contributions
4.1 Dynamic Resampling
4.1.1 Resampling algorithm classification
In this section, we present a classification of resampling algorithms based on Siegmund, Ng,
and Deb, 2013. Three classification categories have been described in Section 2.4.2. First,
sampling algorithms that base their sampling allocation on solution properties, such as mean
and variance, and sampling algorithms that do not use this information such as Static Resampling or resampling based on elapsed optimization time. Second, Dynamic Resampling
algorithms that consider the objective value mean and variance, and solutions that only consider the mean objective values. And third, Dynamic Resampling algorithms that calculate
the sampling budget as one-shot and Dynamic Resampling algorithms that calculate the sampling budget sequentially. More classification categories can be defined. A list of resampling
categories is presented in Table 4.1.
Table 4.1: Classification of resampling strategies.
Solution independent
Mean-based
One-shot sampling
Single-objective
Algorithm independent
Individual resampling
Single criterion

Solution dependent
Variance-based
Sequential sampling
Multi-objective
Algorithm specific
Comparative resampling
Hybrid

Another way to determine the number of samples is to aggregate the objective values into a
single value. For example, the R-NSGA-II algorithm provides such a scalar aggregation value
on which the sampling budget allocation can be based; the distance to the reference point.
A Distance-based Resampling strategy could allocate only few samples at the beginning of
the optimization runtime, when the found solutions are far away from the reference point.
Towards the end of the runtime, more objective value samples can be drawn, which helps to
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distinguish the many solutions that are close to the Pareto-front. In contrast, a truly multiobjective resampling strategy would be to assign the maximum number of samples to solutions
with Pareto-rank 1 and the least number of samples to solutions with the maximum Paretorank.
If we use Distance-based Resampling on R-NSGA-II, we classify the use of this resampling
technique as an algorithm specific resampling strategy. On the other hand, if Static Resampling is applied on an algorithm, we classify its use as an independent resampling strategy
application, since it is not taking any characteristics of the optimization algorithm into account. This classification category is not always applicable in a clear way. If, for example, the
Pareto-rank-based Resampling algorithm is applied on the R-NSGA-II algorithm, then only
one part of the algorithm selection procedure is supported. The secondary selection criterion,
the distance to a reference point, is not supported.
The sampling strategies introduced in the previous section consider only one single solution
at a time, when making sampling allocation decisions. The Pareto-rank-based sampling strategy, however, compares solutions when allocating samples. The former strategies can therefore be classified as Individual Resampling and the Pareto-rank-based strategy as Comparative
Resampling.
Some resampling algorithms base their sampling allocation on one resampling criterion only,
such as elapsed optimization time, objective variance, or Pareto-rank. Hybrid Dynamic Resampling strategies combine multiple criteria to determine the sampling allocation.
For each solution in the generation, the Dynamic Resampling algorithm is applied and one or
more multiple samples are assigned to it. This is called a resampling pass. Several resampling
passes are executed, one after another, until no sample is added during the resampling pass.
This is to make sure that each solution in a generation is treated equally, on the same preconditions. Otherwise, for Dynamic Resampling algorithms where the sampling allocation
of one solution is dependent on the sampling result of other solutions, the desired sampling
distribution cannot be achieved. Here, it is important that before the sampling allocation for
a solution is calculated a second time, all other solutions have the chance to be evaluated by
the resampling algorithm. In this way, we provide the possibility that more accurate information is available to recalculate the sampling allocation. Another case where we find that
resampling in passes is advisable is when the sampling allocation is based on the elapsed optimization time, since the time changes with every solution sample that is evaluated. Solutions
that are evaluated first in a generation might be sampled less often than others. This can be a
disadvantage, in the case of hybrid time-based resampling algorithms. If the allocation is also
based on other resampling criteria, this overall sampling allocation is biased inappropriately
regarding the order of solution evaluation. Another reason for executing the resampling in
passes is to facilitate the ex post analysis of the algorithms’ inner workings.

4.1.2 New hybrid Dynamic Resampling algorithms
Dynamic Resampling for general EMO
During the research work, several DR algorithms were developed which do not use user preferences and are therefore less complex. They are applicable to Multi-objective Optimization
problems where no preference information is given. We started the research work by devel40
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oping these algorithms, since they use basic resampling criteria such as the elapsed optimization time, which only requires a moderate implementation effort. Another criterion is the
Pareto-rank, which requires a more complex allocation infrastructure, since the Pareto-ranks
of the solutions have to be recalculated after every additional sample that is added to one of
the solutions in the population. The allocation is run iteratively, which means that for each
solution at most one more sample is allocated and simulated. Based on the new knowledge,
the Pareto-ranks and the allocation are recalculated. The allocation is considered as finished
for a generation, when no additional samples are allocated to any solution based on the latest
knowledge about the objective values. The same principle was later applied to Time-based
Dynamic Resampling, in order to obtain an allocation that is easier to comprehend, in terms
of algorithm verification. If the time-based allocation has exceeded the threshold to increase
the number of samples per solution by one, this new allocation is applied to all other solutions in the same generation as well. The allocation function for Time-based DR is given in
Equation 4.1 and an example allocation over time is displayed in Figure 4.1.
xTs = min {1,

a
Bt
} .
B − BF

(4.1)

Bt stands for the current budget and B is the total simulation budget which is adjusted by
the total number of samples that are added to the final population BF . The parameter a > 0
allows the delay or acceleration of the allocation. Increasing a reduces the acceleration of
the sampling budget, reducing a increases the acceleration. Furthermore, the minimum and
maximum number of samples for an individual solution are denoted as bmin and bmax . The
calculated normalized sampling need xs is discretized as in Equation 4.2, resulting in the sampling budget bs for solution s. This guarantees that bmax is already assigned for xs < 1:
bs = min {bmax , ⌊xs (bmax − bmin + 1)⌋ + bmin } .

(4.2)

The DR algorithms for general EMO are competitive and, in this thesis work, they have an
important role as benchmark algorithms for comparison with the preference-based DR algorithms. The results show that when preference information is given in the form of a reference
point, the Preference-based EMO algorithms can achieve better results (Paper IV, Siegmund,
Ng, and Deb, 2017b), but some hybrid variants, such as Rank-time-based Dynamic Resampling, are not significantly inferior. In the case of general EMO which is not guided by a decision maker, the DR algorithms for general EMO show good results which was demonstrated
in Paper VI (Siegmund, Ng, and Deb, 2016b).
The allocation function of Rank-based DR is given in Equation 4.3. Here, an extension of
the algorithm which limits the maximum considered Pareto-rank of the solutions is shown.
A hybrid Dynamic Resampling strategy which uses both information about the Pareto-rank
of a solution and the elapsed optimization time is defined, for example, by using the minimum or product of the allocation functions for the individual criteria (Equation 4.4). In our
publications the minimum is used.
a

xRn
s =1−(

min{n, Rs } − 1
) .
min{n, Rmax } − 1

xRT
= min {xTs , xR
s
s },

xRT
= xTs xR
s
s.

(4.3)
(4.4)
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Figure 4.1: Time-based Dynamic Resampling - Number of samples over time.

In Siegmund, Ng, and Deb, 2016b, another DR strategy for general EMO is evaluated which,
like the Rank-based DR, uses the domination relation as the resampling criterion. We first
introduced Domination Strength Dynamic Resampling (DS) in Siegmund, Ng, and Deb, 2013,
and proposed an extension in Siegmund, Ng, and Deb, 2016b. Like Rank-based DR, DS allocates more samples to non-dominated or almost non-dominated solutions. However, this is
done only if those solutions do dominate several other solutions. Equation 4.5 describes the
allocation function.
a

xDSn
= max {0,
s

min{n, dom(s, P )} min{n, dom(P, s)}
−
} .
min {n, Dmax }
min {n, Infmax }

(4.5)

dom(s, S) is the number of solutions in the population which are dominated by solution s,
and Dmax = maxs∈P dom(s, P ). dom(P, s) is the number of solutions in the population
which dominate solution s, or, in other words, to which solution s is inferior. The maximum
count of dominating solutions is therefore called Infmax = maxs∈P dom(P, s). The second
term of the formula is a correctional term which prevents dominated solutions that dominate
many others receiving an increased sampling budget. The time-based hybrid DR algorithm,
DST, is created similar to Equation 4.4.
Another DR algorithm, we proposed for general EMO, is a multi-objective extension of SEDR,
the Multi-objective Standard Error Dynamic Resampling (MO-SEDR). We first mention it in
Paper X (Siegmund, Ng, and Deb, 2013), and give a detailed description in Siegmund, Ng, and
Deb, 2017c where different variants and hybrid extensions are proposed. The single-objective
version of SEDR (Di Pietro, While, and Barone, 2004) iteratively adds more samples until the
standard error of the objective value seni (s) drops below a threshold value seth (Equation 4.6).
The number of samples n in the denominator is increased step-wise until the criterion is satisfied, based on the new objective samples µn (Fi (s)). For the termination criterion of the
the multi-objective extension MO-SEDR, by forcing the maximum of all objective standard
errors seni (s), i = 1, . . . , H below the standard error threshold as in Equation 4.7, we guarantee that the SEDR termination criterion for a single objective in Equation 4.6 is satisfied for
all objectives.
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seni (µn (Fi (s))) =

σn (Fi (s))
√
< seth .
n

sen (s) ∶= max seni (s) < seth ,
i

i = 1, . . . , H.

(4.6)

(4.7)

Dynamic Resampling for Preference-based EMO
Preference information given by reference points can be used to define distance-based Dynamic Resampling algorithms for Preference-based EMO. If such a distance-based DR algorithm is used on the R-NSGA-II algorithm, R-NSGA-II can be supported with better knowledge about the solutions in the preferred area of the objective space. The reference point
distance is another resampling criterion and it can be combined with other resampling criteria presented in the previous section. Besides the distance criterion, Dynamic Resampling
algorithms can be based on the progress towards the reference point, depending on the reference point distance. In our papers, the progress is measured as the average progress of the
population towards the preferred area of the objective space, in terms of reference point distance.
The Dynamic Resampling algorithms for general EMO can be used on Preference-based EMO.
For some algorithms the results are competitive, but in general, better results can be achieved
when the preference information is exploited for the resampling allocation. The best results
of DR algorithms for general EMO used in Preference-based EMO in our experiments were
achieved with Rank-Time-based Dynamic Resampling (Siegmund, Ng, and Deb, 2015; Siegmund, Ng, and Deb, 2017b).
Dynamic Resampling for Preference-based EMO with unattainable reference points
Since the reference point could be placed in an unattainable part of the objective space (Miettinen, 1998), a resampling strategy solely based on distance would not perform well (Figure
4.2). Instead, any hybrid DR algorithm which uses the reference point distance should use it

min f2

Result population



Pareto-front

R
min f1
Figure 4.2: Bi-objective minmin-problem scenario with unattainable reference point R. The
distance of the result population to R is limited by a lower bound δ.
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together with the population progress. This allows identifying when the population has converged at the Pareto-front, when the progress is close to zero. In Siegmund, Ng, and Deb,
2013; Siegmund, Ng, and Deb, 2015 and Siegmund, Ng, and Deb, 2017b, we give a detailed
description of our hybrid distance-based DR algorithm. It also uses the elapsed optimization
time which helps to prevent the allocation of samples for populations that have prematurely
converged in a local optimum. The hybrid version which combines distance and progress towards a reference point and the elapsed optimization time is called Distance Progress Timebased Dynamic Resampling (DDR). The allocation function is given in Equation 4.8, where ds
is the reference point distance of solution s, and δ the closest possible distance to the reference
point of any solution.
a

xDDR
= min {1, (
s

1 − ds
) }.
1−δ

(4.8)

In the following, the formula is derived. An intuitive way to assign resamplings based on
reference point distance is Equation 4.9, where a > 0 is a polynomial acceleration or delay
parameter.
xs = (1 − ds )a .

(4.9)

For an unattainable reference point, this allocation needs to be modified, in order to already
allocate the maximum number of samples to solutions which are among the closest possible
to the reference point. The calculation is done by taking a percentage of the population and
measuring the maximum relative distance m of this subset S to the reference point, m =
maxs∈S ds . The allocation function is adapted through a factor c which makes sure that the
maximum number of samples is already reached at distance m to the reference point, as shown
in Equation 4.10.
c(1 − m)a ∶= 1 ⇒ c =

1
.
(1 − m)a

(4.10)

As long as we can assume an unattainable reference point and if the optimization progress per
generation drops, the slope of the transformation function will be increased in several steps.
If the average generation progress P is less than 10% per generation, the transformation function will assign the maximum allowed number of samples only to the (hypothetical) solutions
that are closest to the reference point. If the average progress is below 5%, the transformation
function will be adapted in a way that guarantees at least 10% of the population full samples.
Accordingly, a progress < 2.5% corresponds to 20% of the population with full samples and a
progress < 1% to 40%. This allocation scheme is combined with a sample allocation based on
the elapsed optimization runtime. The allocation function is adapted by reducing c to delay
the incline of the sampling allocation. Before 50% of the time has passed (xT < 50%), the
distance m will be reduced to m0 = 0, i.e. c = 1. Until 65%, m will be reduced to m1 = 1/3m
and, until 80%, it will be reduced to m2 = 2/3m. In Figure 4.3, an example is given where the
closest relative distance to the reference point was δ = 0.37.
If the average population progress is above 10%, then the sampling allocation will be reduced
by using c = 1 − m, where m is the maximum distance of the best 10% of the population
(lowest line in Figure 4.3). If it is detected that the reference point is attainable, this allows a
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smooth transition to the attainable case, which uses a similar allocation function. The allocation function is defined as in Formula 4.11.
min {1, c(1 − ds )a } .

(4.11)

Combining the intuitive distance-based allocation in Equation 4.9 with the adaptive transformation functions in Formula 4.11 gives us the resampling need xDDR
as in Equation 4.8.
s
100
Time ≥ 80%
Time < 80%
Time < 65%
Time < 50%
Progress ≥ 10%
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0
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Figure 4.3: Transformation functions for an attainable reference point. The figure shows values for coefficients c for a scenario with δ = 0.37. The coefficient for xT ≥ 80% is therefore c = 1/(0.63)2 ≈ 2.52. For xT ∈ [65%, 80%) and m2 = 2/3m it will be reduced to
c = 1/(0.753)2 ≈ 1.76. The sampling need x in percent based on the relative reference point
distance d is translated into a relative number of samples that are allocated to a solution.

Dynamic Resampling for Preference-based EMO with attainable reference points
As soon as a solution that dominates the reference point is found, the sampling allocation will
switch to the allocation function for the case of attainable reference points, starting with the
next generation of R-NSGA-II. We have proposed transformation functions for attainable reference points in Siegmund, Ng, and Deb, 2013 that can provide a seamless sampling allocation
and smooth transition from the unattainable case to the attainable case, which is illustrated in
Figure 4.4.
Since no experiments with attainable reference points were performed within this thesis work,
only a shorter description of the allocation functions for attainable reference points is given
here. At the beginning of the optimization runtime, the decision maker might define a reference point that is attainable. This means it is possible to find a solution that features exactly
the same objective values as the reference point. This may happen since in most real-world
cases the Pareto-front is not known before the optimization is started. The reference point
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R

Population

Pareto-front
min f1
Figure 4.4: Bi-objective minmin-problem scenario with attainable reference point R.

might be set too conservatively and, during the optimization run, it might be detected that solutions better than the reference point can be found. R-NSGA-II can handle this case (Deb et
al., 2006), i.e., the optimization will still move towards the preferred part of the Pareto-front.
This is because the Pareto-dominance is the primary fitness criterion that is checked before
the solutions are compared by the reference point distance. For the sampling allocation, however, this would mean that the allocation would be reversed. Solutions that are closer to the
Pareto-front are further away from the reference point and would be sampled less. We therefore proposed a sampling allocation based on a virtual reference point that is not dominated
by any solution in the population (Siegmund, Ng, and Deb, 2013).
For R-NSGA-II, we recommend that the reference point is adapted in the case of an attainable
reference point, given that the decision maker is available. This is because an unattainble
reference point, or a point on the Pareto-front, will help R-NSGA-II converge faster. This is
important, since we assume a limited optimization time.
We propose a distance-based sampling allocation function that is activated as soon as a solution is found that dominates the reference point. It is designed to imitate the sampling allocation as if the reference point were unattainable or situated on the Pareto-front. For this
purpose, the reference point is replaced by a virtual reference point and the sampling allocation is based on the distances to this point instead. As the virtual reference point, the objective
vector of the solution that is non-dominated and closest to the original reference point is used.
We do not require the virtual reference point to dominate the original reference point, as long
as there is another point that does. The virtual reference point is only used for the sampling
allocation, not for guidance of the algorithm.
Similarly to the unattainable case, we would like to use the progress and the elapsed time as
additional criteria for sampling allocation. The time can be used in the same way as for the
unattainable case, but the progress is difficult to measure and is therefore not considered.
The transformation function maps the relative sampling need xs = 1 − ds to the sampling
allocation in percent, where ds is the normalized reference point distance, as defined above,
however, to the virtual reference point, as in Formula 4.12.
c(1 − ds )2 , c ≤ 1.
46

(4.12)

4.1. DYNAMIC RESAMPLING

100
Time ≥ 80%
Time < 80%
Time < 65%
Time < 50%

90

Assigned samples (% of max)

80
70

x2 →

60
50

0.75x2 →

40
30

0.5x2 →

20

0.25x2 →

10
0

0

20

40
60
Sampling need x=1−d (% of max)

80

100

Figure 4.5: Distance-based Resampling: Allocation function for attainable reference points,
based on a virtual reference point.
The factor c is controlled by the elapsed time. Until some time has passed, it is expected that
the population is still progressing. Many solutions would be assigned a high sampling budget,
since the virtual reference point is defined as a solution that is part of the population which is
converging towards each other in a cluster close to the preferred area. Therefore, the allocation is delayed initially. Unless 50% of the time has passed, the sampling allocation is slowed
down with r = 1/4. Until 65% has passed, c is chosen as c = 1/2, and until 80%, c is 3/4.
After 80% of the time, the allocation is not slowed down. The transformation functions are
displayed in Figure 4.5.
Comparative Dynamic Resampling for Preference-based EMO
With the distance information towards the preferred area available, a resampling algorithm
can allocate samples for the purpose of enabling an optimal comparison between solutions regarding distance. A comparison of solutions within a stochastic simulation scenario requires
that information about their objective variance is considered. With this information, a statistically significant calculation can be made regarding which one of two solutions is closer to
the reference point. For this purpose, we proposed the use of a Ranking & Selection (R&S) algorithm called OCBA-m (Chen et al., 2008) on R-NSGA-II, which can determine the solution
subset of size m that contains the m closest solutions to the reference point, with a desired accuracy. The Optimal Computing Budget Allocation is an R&S algorithm, which allocates samples to the considered designs, according to a scalar objective value. In our case, this value is the
distance to the reference point and its variance, according to all calculated objective value samples so far. We call this Dynamic Resampling algorithm Distance-based OCBA-m Dynamic
Resampling (D-OCBA-m). We describe D-OCBA-m and its integration with R-NSGA-II in
Siegmund, Ng, and Deb, 2016a. The original OCBA procedure, by Chen et al., 2000, allocates
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samples in order to identify the best design. The OCBA-m algorithm, by Chen et al., 2008,
extends OCBA to identify the best m designs. In order to support R-NSGA-II, which is a
population based EA, the DR algorithm should aim at identifying the selected set of solutions
for the next generation (a paradigm which we call Selection Sampling in Siegmund, 2010).
Since R-NSGA-II uses two different fitness functions, the Pareto-dominance, and the reference point distance, the direct application of D-OCBA-m would be problematic. The most
important selection decisions are made on the basis of the Pareto-dominance, and not on the
reference point distance. The D-OCBA-m allocation which supports selection based on the
distance would have little effect. Therefore, in Siegmund, Ng, and Deb, 2016a, we proposed an
extended R-NSGA-II algorithm which puts more emphasis on the reference point distance as
fitness function. It is called R-NSGA-II with Delayed Pareto-Fitness (DPF-R-NSGA-II). The
Delayed Pareto-Fitness is a modification which deactivates the Pareto-dominance as fitness
function until the population has (mostly) converged at the Pareto-front. This method is used
to speed up the convergence of R-NSGA-II, and is therefore explained further in the chapter about Adaptive Preference-based EMO (Chapter 4.2). At the same time, the R-NSGA-II
with Delayed Pareto-Fitness is well suited for the application of D-OCBA-m, since until the
population has converged, all selection decisions are made on the solution distance to the reference point (with the exception of the R-NSGA-II epsilon-clustering which is still applied
(Siegmund, Ng, and Deb, 2016a; Siegmund, Ng, and Deb, 2017a).
The sampling allocation problem that is solved by D-OCBA-m is stated in Equation 4.13 (Siegmund, Ng, and Deb, 2016a). The corresponding notation is given in Table 4.2. It is solved
asymptotically, which means D-OCBA-m re-calculates the allocation iteratively, after having
received new objective value evaluation data.
max

∏ P {d¯k ≤ c} ∏ P {d¯k ≥ c}

N1 ...N∣S∣ s ∈S
m
k

sk ∉Sm

σ̄k d¯k + σ̄km d¯km+1
where c = m+1 m
σ̄km + σ̄km+1
∣S∣

s.t.

(4.13)

∑ Nk ≤ Ntotal ,
k=1

Nk ∈ N, n0 ≤ Nk ≤ bmax , k = 1 . . . ∣S∣

Table 4.2: Notation for OCBA-m applied to the distance-based selection problem, called DOCBA-m (Siegmund, Ng, and Deb, 2016a).
rsk
Reference point closest to solution sk
d¯k
Mean of the distance of the objective vector of solution sk to reference point
rsk , dk = d(sk , rsk )
σk
Standard deviation of stochastic variable dk
Nk
Number of samples for solution k
σ̄k
Standard deviation of the mean d¯k . σ̄k = √σNk
k
n0
Minimum number of samples for all solutions
Ntotal
The overall number of samplings that can be executed
Sm
The subset containing the best m solutions
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In Equation 4.13, km is the index of the m-th best solution. This means that in the list of
solutions sorted by reference point distance, there are m − 1 solutions that are closer to r than
for solution m. The index km+1 belongs to the next best solution in the ordered list. This
solution and all other worse solutions are not selected into the next population.
With Karush-Kuhn-Tucker the allocation is optimal if the following holds (Chen et al., 2008)
for all solutions i, j (Equation 4.14).
2

σi /δ̄i
Ni
=(
) ,
Nj
σj /δ̄j

where δ̄i = d¯i − c.

(4.14)

This allocation can be achieved by selecting one solution arbitrarily (let it be solution s) and
putting all others in relation to it, as in Equation 4.15.
βi =

Ni
, i = 1 . . . k.
Ns

(4.15)

The βi can be calculated using Equation 4.14. The allocation for solution i, with respect to the
∣S∣
problem constraint ∑k=1 Nk ≤ Ntotal , can now be calculated approximately, as in Equation
4.16.
Ni = ⌊

βi
Ntotal ⌋
∑j βj

(4.16)

This allocation will, most probably, not be optimal, since δi and σi can only be estimated and
are not known accurately. This first allocation is done on the basis of the n0 initial samples
for each solution and is therefore suboptimal. After the sampling based on the allocation in
Equation 4.15 is performed, a repeated allocation yields very different, better Ni . The iterative
allocation procedure of D-OCBA-m is defined in Algorithm 4 and the corresponding notation
is given in Table 4.3.
Algorithm 4 D-OCBA-m Sequential Sampling procedure based on Chen et al., 2008, Chen
et al., 2000, and Fu, 2015.
1: Sample each solution in the considered solution set of parent and offspring solutions n0
times.
β
2: Calculate sampling allocation Nk = ⌊ kβ Nmax ⌋, k = 1, . . . , ∣S∣, as in Equation 4.16.
∑ j
j

3:
4:
5:
6:

Assign each solution the additional budget min {δ, max {0, Nkν+1 − Nkν }}.
Perform the sampling. If the sum of all assigned budget ≥ Ntotal , then sample only the
solutions with the highest β, until Ntotal is reached.
Increase Nmax by ∆.
Stop if the sum of all assigned budget ≥ Ntotal , otherwise go to step 2.

The new contributions of the D-OCBA-m algorithm are the application of a scalar R&S algorithm on R-NSGA-II, the modification of R-NSGA-II with the Delayed Pareto-Fitness, the
hybrid control of D-OCBA-m with other resampling criteria, as described in the next section,
the SBO-related limitation of samples for each individual solution which does not exist in
OCBA, and three different sampling paradigms on how to support the R-NSGA-II selection
step in the best way. The last two contributions are discussed in Section 5.3.2.
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Nmax
∆
δ
ν

Table 4.3: Additional notation for D-OCBA-m for its iterative application.
The current maximum budget that can be assigned to all solutions, i.e.
∣S∣
∑k=1 Nk ≤ Nmax . Nmax is increased iteratively.
Nmax is increased iteratively by ∆.
Maximum additional samples per solution and iteration
Iteration counter

Hybrid Dynamic Resampling for Preference-based EMO
The Dynamic Resampling algorithm showing the most promising results is a hybrid DR algorithm combining the DDR strategy together with the Pareto rank resampling criterion. We
call it Distance Rank-based Dynamic Resampling (DR2) (Siegmund, Ng, and Deb, 2015). Equation 4.17 describes its sampling allocation. In this DR algorithm, the distance-based allocation
function is not calculated individually for each solution. Instead, DR2 identifies the solution
sm closest to the reference point, dm = mink {dk } and the normalized sampling need for
xDDR
is used in the formula as fixed value for all solutions in the current generation. This
m
particular way of combining rank and distance information was chosen for DR2, since it has
shown the best optimization results in different situations.
xDR2
= min {xDDR
, xR
s
m
s }.

(4.17)

The thesis work includes hybrid MO-SEDR variants which use other resampling criteria, such
as the elapsed optimization time or the reference point distance, to control the allocation of
the MO-SEDR algorithm. This can be done by, for example, controlling the SEDR threshold
or the minimum and maximum number of allowed samples per solution. Examples are: Standard Error Rank Time-based Dynamic Resampling (SE-RT-DR), Standard Error Distancebased Dynamic Resampling (SE-DDR), and Standard Error Distance Rank-based Dynamic
Resampling (SEDR2), which are presented in Siegmund, Ng, and Deb, 2017c.
Also, the sampling allocation level of the D-OCBA-m algorithm can be controlled by additional resampling criteria (Siegmund, Ng, and Deb, 2016a). Just as the hybrid MO-SEDR control, D-OCBA-m can use additional resampling criteria to adapt the minimum and maximum
number of samples per solution. This makes the allocation of D-OCBA-m significantly different from OCBA-m, where a maximum number of samples per solution does not exist, and
all solutions theoretically have a chance to be sampled according to the optimal allocation. In
addition to the minimum and maximum number of samples per solution, the maximum total number of samples for the whole solution set S considered for sampling, Ntotal , is made
adaptive by specifying two quantities, b̄min and b̄max , which determine the initial and final
level of Ntotal . These quantities specify a number of samples per solution and are multiplied
by the number of considered solutions ∣S∣, as in Equation 4.18, in order to obtain the adaptive
p
Ntotal
. ∣S∣b̄min is the minimum value for Ntotal and ∣S∣b̄max the maximum. The parameter p
is set on the basis of another resampling criterion, such as the elapsed optimization time, distance or progress to a reference point, or combinations thereof, which makes the D-OCBA-m
procedure a hybrid DR algorithm.
p
Ntotal
= ⌊∣S∣(p(b̄max − b̄min ) + b̄min )⌉ .
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4.1.3 Final samples
After the optimization is finished and the final non-dominated result set has been identified,
a post-optimization resampling process is needed. For each solution that is presented to the
decision maker, we want to be confident about the objective values. Therefore, we guarantee
a high number of samples bf for each solution (bf ≥ bmax ) in the final population after the
EA selection process. Thereby, we can also guarantee that the non-dominated solutions in the
final population have been identified correctly. The total number of extra samples added to
the last population is BF ≤ (bf − 1)∣P ∣, where ∣P ∣ is the population size.
For optimization problems with simple and quick function evaluations, another type of evaluation is possible. Instead of returning only the non-dominated solutions of the last population
to the decision maker, a continuously updated archive of non-dominated solutions found during the whole optimization runtime is returned (Siegmund, Ng, and Deb, 2015). The accurate
evaluation of the solutions with bf samples can be done in post-processing or in the background, without consuming and removing evaluations from the optimization process, due to
the negligible evaluation times for solutions. The archive of non-dominated solutions can increase considerably, especially in high-dimensional objective spaces. This type of evaluation
is suitable for algorithm benchmarking on test functions only.

4.1.4 Comments on handling final results
When Dynamic Resampling is performed, each solution is evaluated a different number of
times. Consequently, the total number of samples done during one generation of an EA, BG ,
is different and, in most cases, it is not possible to know this number of samples in advance.
When the total number of solution evaluations B is limited, it is therefore necessary to estimate the number of samples needed for the next generation. Each time a new generation
is to be started, the algorithm needs to make a decision whether the resampling on the new
generation can be performed in the ordinary way with enough samples available.
In this thesis work, starting from Siegmund, Ng, and Deb, 2017b, BF samples are added to
the last population, and our resampling algorithm framework makes a decision whether the
remaining samples are sufficient according to Equation 4.19, where ∣Q∣ is the number of offspring solutions. We do not evaluate more samples than bf of each solution, in order to make
the algorithm results more comparable. Any remaining samples are discarded.
B − Bt ≥ (bf − 1)∣P ∣ + bmax ∣Q∣.

(4.19)

In case no final samples are added to the population, the resampling algorithm framework
makes a decision whether the remaining samples are sufficient according to Equation 4.20,
where BG is the average number of samples used for the last 3 generations. An exception is
Static Resampling, where the coefficient of BG is ignored.
1.1 ⋅ BG ≥ B − Bt .

(4.20)

If Equation 4.20 is satisfied, the next generation is executed as usual. If the available number
of samples, contrary to the expectations, is not enough, the sampling is stopped. Due to the
sequential sampling procedure, almost all solutions should have been sampled according to
the original sampling allocation.
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If Equation 4.20 is not satisfied, no new generation is evaluated. Instead, the available samples
are distributed among the current population, one by one, according to the fitness hierarchy.
In case of R-NSGA-II, this means the samples are distributed by the order of reference point
distance (R-NSGA-II reference point rank).

4.2 Adaptive Preference-based EMO
Our experience with deterministic objective functions shows that R-NSGA-II in the standard
configuration, as in article Deb et al., 2006, with population size 50, first focuses on the Ideal
point (Siegmund, Ng, and Deb, 2012). After convergence, the population explores the Paretofront, and first then it focuses towards the reference point of R-NSGA-II. This leads to a delay
in convergence towards the reference point. The effect is stronger if the objective functions
are noisy.
In Siegmund, Ng, and Deb, 2017a, we therefore introduce different R-NSGA-II modifications
that can avoid delayed convergence towards the reference point, even for stochastic objective
functions. These methods are adaptive and can change according to the problem settings.
Therefore, in the following section, we describe three criteria which can help R-NSGA-II
adapt to the optimization problem. These criteria are the elapsed optimization time in timeconstrained optimization, the distance towards the reference point, or the population progress
towards the reference point.

4.2.1 Time-based adaptive control
With Time-based Adaptive Control (TAC), we can define a progress value p which can be used
to adapt the algorithm behavior. In Equation 4.21, the time criterion increases along with the
elapsed optimization time Bt until the total budget B is reached, adjusted by the final samples
for the result population BF .
pTAC = min {1,

a
Bt
} .
B − BF

(4.21)

Since we have preference information available in R-NSGA-II, we can make use of it to define another adaptive control strategy. We propose Distance-based Adaptive Control based
on the DDR resampling algorithm (Siegmund, Ng, and Deb, 2013), which is described in the
following section.

4.2.2 Distance-based adaptive control for unattainable reference points
Distance-based Adaptive Control (DAC) is based on the adaption mechanism of Distance
Progress Time-based Dynamic Resampling (DDR). DDR is proposed in (Siegmund, Ng, and
Deb, 2013) and it assigns samples to a solution on the basis of its distance to a reference point.
Since a reference point in the objective space can be unattainable by the optimization, the DDR
algorithm combines the distance allocation with a progress measure. Such reference points
are common, since the decision maker usually picks a reference point out of an optimistic area
in the objective space. Therefore, if the optimization convergence slows down, the progress
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measure will indicate that the best attainable solutions with the closest distance to the reference point have been found. In addition, DDR also considers the elapsed optimization time,
in order to handle situations of premature convergence in a local Pareto-front (Siegmund, Ng,
and Deb, 2013). This adaptive control method can be used as a progress measure p for an adaptive R-NSGA-II algorithm. The formula for the distance-based control is given in Equation
4.22. For the progress and time mechanisms please refer to Siegmund, Ng, and Deb, 2013.
a

DAC

p

1 − ds
) },
= min {1, (
1−δ

ds = d1/4
s , s ∈ S.

(4.22)

p is determined by calculating the DDR allocation for solution s which has the lower quartile
1/4
distance ds among all solutions in the set of population and offspring S. The lower quartile
is chosen to avoid the influence of outliers among the solutions.

4.2.3 Adaption strategies for R-NSGA-II speedup
The progress measure, calculated by the different adaption algorithms described in the previous section, can be used to control R-NSGA-II in different ways, in order to avoid a convergence to the Ideal point and to help R-NSGA-II converge faster to the reference point. Two
of the adaption mechanisms, the Delayed Pareto-Fitness (DPF) and the Constrained ParetoFitness (CPF), limit the use and the effects of the dominance relation, which causes the convergence delay. The CORE NSGA-II algorithm controls the algorithm by adding objective
constraints in the shape of a cylinder or cone in the objective space. The Adaptive Population Size (APS) approach reduces the number of population members close to the reference
point and thereby reduces exploration of the Pareto-front before convergence to the reference
point. The different techniques are described in detail in Paper IX (Siegmund, Ng, and Deb,
2017a) and Paper X (Siegmund, Ng, and Deb, 2012), and they are discussed in Section 5.4.

4.3 Included articles
4.3.1 Paper I
Siegmund, Florian, Jacob Bernedixen, Leif Pehrsson, A. H. C. Ng, and Kalyanmoy Deb
(2012). “Reference Point-based Evolutionary Multi-Objective Optimization for Industrial
Systems Simulation”. In: Proceedings of the Winter Simulation Conference 2012, Berlin,
Germany. isbn: 978-1-4673-4781-5. doi: 10.1109/WSC.2012.6465130.
In this conference paper presented at the Winter Simulation Conference 2012 in Berlin, Germany, we showed the applicability of the R-NSGA-II algorithm on an industrial production
line optimization problem. The simulation model represents a production line at an engine
plant of our industrial partner, a Swedish automotive manufacturer. The thesis includes a
graphical overview of the line in Figure 2.3. The model included 128 possible options for the
improvement of the production process. These improvements were represented as 128 binary input parameters in the model, and the system performance was measured by the Work
in Progress and the Throughput of the production line.
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The evaluation of the two algorithms was done with a limited time budget of 5,000 simulation runs. Figures 4.6 and 4.7 show the found solutions in the objective space for the NSGA-II
algorithm and the R-NSGA-II algorithm with reference point (10,95). Figure 4.8 shows the
median attainment surface comparison of the two algorithms where the two different optimization experiments have been replicated 5 times each. The figures illustrate that R-NSGA-II
can find a more converged result front in the preferred area close to the reference point than
NSGA-II. The attainment surface also reveals that the part of the R-NSGA-II Pareto-front
which is superior to the NSGA-II Pareto-front is not centered around the reference point, but
adjacent to it. It focuses on the Ideal point, which is located at approx. (0, 110). This effect was
observed in many of our experiments with a limited simulation budget where no full convergence is achieved. With only 5,000 evaluations, the true Pareto-front could not be attained
in this model and, therefore, the optimization moves first towards the Ideal point, and then
towards the reference point.

Figure 4.6: Results from a run without reference point (NSGA-II).

4.3.2 Paper II
Deb, Kalyanmoy, Florian Siegmund, and Amos H. C. Ng (2014). “R-HV : A Metric for
Computing Hyper-volume for Reference Point Based EMOs”. In: Proceedings of the 5th
International Conference on Swarm, Evolutionary, and Memetic Computing, 2014, Bhubaneswar,
India, pp. 98–110. isbn: 978-3-319-20293-8. doi: 10.1007/978-3-319-20294-5_9.

Preference-based Multi-objective Optimization requires performance metrics to assess the
result of the optimization run. Performance metrics for general EMO cannot be used for this
task, since they cannot verify that the focused result population is at the right place in the objective space and thereby matches the decision maker preferences. Therefore, we developed a
metric called R-HV for reference point-based EMO and presented it at the International Conference on Swarm, Evolutionary, and Memetic Computing 2014 (SEMCCO) in Bhubaneswar,
India. R-HV is based on the Hypervolume metric (Zitzler and Thiele, 1998) and it translates
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Figure 4.7: Results from a run with reference point (R-NSGA-II). Reference point (10,95).

Figure 4.8: Attainment surface combining the experiments of R-NSGA-II (dotted line) and
NSGA-II (solid line). Reference point (10,95).

result populations in the objective space. This translation is done by repositioning the result
population towards the reference point along the ISO-distance line, according to the Achievement Scalarization Function (ASF) distance, and thereby adding a penalty to the performance
value (Figure 4.9). This translation operation moves different populations into the part of
the objective space that can be measured by the Hypervolume and, in this way, enables a fair
comparison between focused result populations in different places of the objective space.
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Figure 4.9: R-HV metric translation operation in objective space (Deb, Siegmund, and Ng,
2014). The two solution sets S1 and S2 are compared. The translated set of S1 has a lower
metric value than S2 .
However, during later experiments with stochastic optimization functions and a limited budget, I found that this metric is not suitable for measuring the performance of algorithms during the optimization runs. This is because in a noisy scenario, the R-HV translation operation, which is based on one representative solution with uncertain objective values, leads to
fluctuating results for non-converged populations, and full convergence is rarely achieved in
high-noise scenarios with a limited simulation budget. We therefore developed a different
metric which is suitable for continuous performance measurements of noisy optimization. It
is called Focused Hypervolume (F-HV) and we propose it in Paper III. In Paper IV, we provide
a detailed F-HV description and present other performance metrics which are based on the
F-HV metric.

4.3.3 Paper III
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2015). “Hybrid Dynamic
Resampling for Guided Evolutionary Multi-Objective Optimization”. In: Proceedings of the
8th International Conference on Evolutionary Multi-Criterion Optimization, 2015, Guimarães,
Portugal. Vol. 9018. Lecture Notes in Computer Science, pp. 366–380. isbn:
978-3-319-15934-8. doi: 10.1007/978-3-319-15934-8_25.
In this paper, presented at the 8th International Conference on Evolutionary Multi-Criterion
Optimization 2015 in Guimarães, Portugal, we extended the ideas from the concept Paper
XI and explored the possibilities for hybrid Dynamic Resampling strategies. These are algorithms which use multiple criteria to control their sampling allocation. This can be elapsed
optimization time, Pareto-rank, or distance and progress to a reference point. We introduce a
systematic numeric evaluation of the algorithms with the help of a new performance metric for
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reference point-based EMO algorithms: The Focused Hypervolume metric, F-HV. The performance measurements are done continuously during the optimization runtime, and measurements from multiple experiments are combined with interpolation resulting in median
values.
We identified two new promising Dynamic Resampling strategies, both based on the Paretorank of a solution. Pareto-RankMaxN Time-based Dynamic Resampling, abbr. RnT, combines both the Pareto-rank of a solution and the elapsed optimization time. Solutions with a
Pareto-rank lower than N will be assigned additional samples (R5T was used). The maximum
number of samples is increased as more and more optimization time has passed. If a reference
point is defined by the decision maker, the rank information can be combined with the reference point distance instead. We call this strategy Distance Rank-based Dynamic Resampling,
abbr. DR2. Both strategies show promising results, and for R-NSGA-II, DR2 performs better,
as expected. Clear results were obtained for the ZDT4 function and the F-HV measurements
over time (5,000 evaluations) are displayed in Figures 4.10 and 4.11.

Figure 4.10: Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT4-(0.05,5) for resampling methods that do not rely on preference information.
Reference point (0.05, 0.5).

Figure 4.11: Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT4-(0.05,5) for resampling methods that use preference information. Reference
point (0.05, 0.5). For comparison purposes, the curve for Rank-Time-based DR from Figure
4.10 is included.
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4.3.4 Paper IV
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017b). “Dynamic Resampling for
Preference-based Evolutionary Multi-Objective Optimization of Stochastic Systems”.
Submitted to Computational Optimization and Applications. COIN Report No. 2015020.

In this paper, submitted to the journal Computational Optimization and Applications, we discuss the Dynamic Resampling algorithms from Papers XI and III and evaluate them on scalable industrial simulation problems with different noise levels. The evaluation also includes a
representative set of benchmark functions, covering different problem difficulties. Different
new DR algorithms are added to make the set of algorithms for problems with invariant objective noise complete. The Focused Hypervolume metric, proposed in Paper III, is explained
and motivated in more detail. Additional performance metrics are proposed, based on the
cylinder filter of the F-HV metric. This paper also introduces a new way of measuring the
optimization results. A certain minimum number of final samples are performed on the final
population and guarantee that the decision maker can rely on the quality of the final design
that is implemented. This sampling budget is included in the total simulation budget. The
paper includes a study on algorithm performance in scenarios with different noise levels and
problem complexity.
The median attainment surfaces of the two industrial simulation problems are displayed in
Figures 4.12 (Noisy Machine variant) and 4.13 (Noisy Source variant) with 20% relative noise.
The order of performance is as follows. The best result is achieved by the preference-based
DR algorithms, DDR and DR2. Then follow the Rank-Time-based and Time-based DR algorithms. The Static1 and Rank-based DR algorithms show the worst performance.

Figure 4.12: PL-NM-20% model results shown as median attainment surface. 10,000 evaluations and Reference point (TNB, TH)=(30,40).

58

4.3. INCLUDED ARTICLES

Figure 4.13: PL-NS-20% model results shown as median attainment surface. 10,000 evaluations and Reference point (TNB, TH)=(10,35).

4.3.5 Paper V
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017c). “Standard Error Dynamic
Resampling for Preference-based Evolutionary Multi-objective Optimization”. Submitted to
Computers & Operations Research. COIN Report No. 2015021.
In this paper, which was accepted for publication by the journal Computers and Operations
Research, we propose Dynamic Resampling strategies based on objective variance. We extend
the Standard Error Dynamic Resampling algorithm for Multi-objective Optimization and call
it MO-SEDR algorithm. In the same way as in Papers III and IV, we propose hybrid variants
of the MO-SEDR algorithm, both for general EMO and preference-guided EMO. Different
ways to control MO-SEDR by other resampling criteria are suggested. The best results were
achieved when both the SEDR threshold and the minimum and maximum number of samples
were adjusted dynamically.
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Figure 4.14: F-HV performance results for different variants of the ZDT4-20% function with
different noise landscapes.
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In order to evaluate the presented Dynamic Resampling algorithms, we propose several multiobjective benchmark functions with variable noise landscape, based on the ZDT benchmark
problem suite (Zitzler, Deb, and Thiele, 2000). The ZDT4 benchmark function is combined
with different noise landscapes of varying complexity. The results for the three noise landscapes on ZDT4 are shown in Figure 4.14. This figure illustrates that the new hybrid MO-SEDR
variants outperform the corresponding DR algorithms which do not consider objective variance (discussed in Paper IV) on the variable noise landscape functions.

4.3.6 Paper VI
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016b). “Hybrid Dynamic
Resampling Algorithms for Evolutionary Multi-objective Optimization of Invariant Noise
Problems”. In: Proceedings of the Evostar-EvoApplications 2016 conference, March 2016, Porto,
Portugal. Vol. 9598. Lecture Notes in Computer Science, pp. 311–326. isbn:
978-3-319-31152-4. doi: 10.1007/978-3-319-31153-1_21.
This contribution at the Evostar-EvoApplications 2016 conference in Porto, Portugal, evaluates the Dynamic Resampling algorithms for non-variant noise landscapes proposed in Papers
III and IV on general EMO problems without user preferences. Two benchmark problems and
an industrial production line were used for evaluation in a high noise and low noise scenario.
The Dynamic Resampling algorithms are evaluated on the NSGA-II (Deb et al., 2002) and the
HypE (Bader and Zitzler, 2008) Evolutionary Multi-objective Optimization algorithms.
The Dynamic Resampling algorithms which were evaluated on the EMO problems besides
different Static Resampling configurations are:
• Time-based DR
• Time-Step-based DR
• Pareto-rank DR algorithms and (hybrid) variants
• Domination Strength DR algorithms and (hybrid) variants
The Domination Strength Dynamic Resampling algorithm is proposed in (Siegmund, Ng, and
Deb, 2013) and its variants are a new contribution of the Evostar conference paper. Similar to Pareto-Rank-based Dynamic Resampling, this DR algorithm assigns more samples to
solutions which are close to the Pareto-front and in a crowded area, or which are only dominated by a few other solutions. This DR algorithm explicitly models this allocation strategy
by counting the number of solutions dominated by solution s and adjusting the result by the
number of solutions dominating s. The allocation function is given in Equation 4.23.
a

xDSn
= max {0,
s

min{n, dom(s, P )} min{n, dom(P, s)}
−
} .
min {n, Dmax }
min {n, Infmax }

(4.23)

In Equation 4.23, dom(s, S) is the number of solutions in the population which are dominated
by solution s, and Dmax = maxs∈P dom(s, P ). dom(P, s) is the number of solutions in the
population which dominate solution s or, in other words, to which solution s is inferior. The
maximum count of dominating solutions is therefore called Infmax = maxs∈P dom(P, s).
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The article includes three experiment scenarios which cover both optimization problems with
low and high complexity, and with low and high noise level. The scenarios were:
• A ZDT1 problem with low noise level (5%),
• The complex ZDT4 problem with low noise level (5%),
• The stochastic production line model (PLNM) described in Siegmund, Ng, and Deb,
2017b with a high noise level (20%).
In the following figures, the median attainment surface of 5 experiment replications is shown
as the result of the optimization runs after a limited budget of B = 10, 000 simulations and
a maximum of 10 samples per solution. Besides the Hypervolume metric, the Population Diversity (PD) metric is used for result evaluation, which we propose in Siegmund, Ng, and Deb,
2017b. For clarity, the experiments were split in two groups. The first group are the Timebased hybrid DR algorithms and the second are the Single criterion DR algorithms. For the
PLNM-20% model, the results are displayed in Figures 4.15 and 4.16. The time-based hybrid DR algorithms could achieve a slightly more significant performance gain against Static1
resampling in the most relevant area of the objective space of low buffer sizes than the singlecriteria DR algorithms. For the ZDT4-5% function, the results are clearer, displayed in Figures
4.17 and 4.18. DS5T is the best DR algorithm. For the ZDT1-5% function results (Figures 4.19
and 4.20), the time-based hybrid DR algorithms are best, but only with a slight margin.
The results of our experiments indicate that the proposed Domination Strength Dynamic Resampling variants show comparable results to Pareto-Rank-based Dynamic Resampling algorithms and that both Rank-Time-based Dynamic Resampling and Domination Strength Timebased Dynamic Resampling perform best. As a conclusion, we find that in EMO with limited
time budget, hybrid Time-based Dynamic Resampling algorithms are superior to DR algorithms which do not consider the elapsed optimization runtime.

Figure 4.15: Attainment surface of the PLNM model - Time-based hybrid DR algorithms.
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Figure 4.16: Attainment surface of the PLNM model - Single criterion DR algorithms.

Figure 4.17: Attainment surface of the ZDT4-5% function - Time-based hybrid DR algorithms.
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Figure 4.18: Attainment surface of the ZDT4-5% function - Single criterion DR algorithms.

Figure 4.19: Attainment surface of the ZDT1-5% function - Time-based hybrid DR algorithms.
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Figure 4.20: Attainment surface of the ZDT1-5% function - Single criterion DR algorithms.

4.3.7 Paper VII
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016a). “A Ranking and Selection
Strategy for Preference-based Evolutionary Multi-objective Optimization of Variable-Noise
Problems”. Accepted for publication in the Proceedings of the Congress on Evolutionary
Computation WCCI-CEC 2016, July 2016, Vancouver, Canada. COIN Report No. 2016002.

The third step, after investigating Dynamic Resampling algorithms for invariant noise landscapes in Papers IV and VI, and variance-based Dynamic Resampling algorithms in Paper V,
was to develop a comparative Dynamic Resampling algorithm for Preference-based EMO.
A comparative Dynamic Resampling algorithm for general EMO is the MOCBA algorithm
applied on an elitistic Evolutionary Algorithm (Chen and Lee, 2010). In Siegmund, Ng, and
Deb, 2016a, we proposed a comparative DR algorithm for Preference-based EMO which uses
the distance-based fitness function of R-NSGA-II. For this purpose, a single-objective R&S
algorithm OCBA-m is used (Chen et al., 2008), which identifies the m best solutions, by comparing their scalar distance values to the reference point and the standard deviation of the distance. This algorithm we call Distance-based OCBA-m Dynamic Resampling (D-OCBA-m)
algorithm.
Since R-NSGA-II primarily uses the Pareto-dominance relation, and the distance-based fitness only with second priority, applying the OCBA-m R&S algorithm is not effective enough.
Therefore, we developed a modification of R-NSGA-II which delays the use of the Paretodominance until a certain optimization time threshold is passed. This algorithm is thus called
R-NSGA-II with Delayed Pareto-Fitness (DPF-R-NSGA-II). An algorithm based on a similar
idea has been proposed by López-Jaimes, Arias Montaño, and Coello Coello, 2011; LópezJaimes and Coello Coello, 2014. It implements fitness comparisons of solutions based on
the reference point distance, but only for the solutions at a large distance to the reference
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Figure 4.21: R-NSGA-II algorithm with Delayed Pareto-Fitness (DPF-R-NSGA-II) – Example
for selection step in objective space in the same scenario as in Figure 2.8 The distances from
the objective vectors to the reference point R are compared and the best ∣P ∣ = 6 solutions are
selected.

point. Therefore, fitness comparisons done by the Pareto-dominance are carried out during
the whole optimization runtime, which we wanted to avoid. In order to not lose too much
diversity at the beginning, it still uses the epsilon-based clustering of R-NSGA-II. The fitness
assignment and selection is displayed in Figure 4.21.
We propose three variants for the integration of the Ranking & Selection algorithm into DPFR-NSGA-II. The R&S algorithm implements a Selection Sampling (Siegmund, 2010) procedure, if m is chosen as the population size of the EA. This can be an inferior integration
approach, since a lot of samples are spent on solutions which are discarded in the selection
step of the EA. Therefore, we also run OCBA-m with m = 1 and only let it identify the best
solution (Best Sampling). The third variant we call DB Sampling, since it increases m from
m = 1 at the beginning of the optimization runtime to m = ∣P ∣ (the population size) towards
the end of the runtime.
Similar to previous articles, this one proposes several hybrid variants of the D-OCBA-m algorithm, in order to make it competitive. Those are D-OCBA-m Time, D-OCBA-m R5T,
D-OCBA-m DDR, and D-OCBA-m DR2. Instead of controlling the minimum and maximum
allowed samples per solution, the additional resampling criteria are used to control the total
number of allowed samples for all considered solutions, as described in Chapter 4.1.2.
The Dynamic Resampling algorithms are evaluated with R-NSGA-II and DPF-R-NSGA-II on
a complex benchmark function with high-level, variable additive noise. This was the ZDT4
benchmark function with 20% additive noise which is controlled by a trigonometric function based on the distance to the Pareto-front (see Paper V). The results were evaluated by
the F-HV metric. The comparison of the three different sampling modes for D-OCBA-m
shows that Dynamic Best Sampling performs best. As expected, the proposed DR algorithm
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variants perform better together with the DPF-R-NSGA-II algorithm, than with the original
R-NSGA-II. The D-OCBA-m DDR variant performed best among all Dynamic Resampling
algorithms. The D-OCBA-m could beat the hybrid, variance-based MO-SEDR variants proposed in Paper V (Siegmund, Ng, and Deb, 2017c) and the non-variance-based DR algorithms
evaluated in Paper IV (Siegmund, Ng, and Deb, 2017b).

4.3.8 Paper VIII
Ng, Amos H. C., Florian Siegmund, and Kalyanmoy Deb (2017). “Reference Point Based
Evolutionary Multi-Objective Optimization with Dynamic Resampling for Production
Systems Improvement”. Completed manuscript, to be submitted to International Journal of
Production Economics.
In this completed manuscript, which is to be submitted to the International Journal of Production Economics (IJPE), we evaluate the Dynamic Resampling algorithms, proposed in this
thesis work, on two complex and time-consuming industrial real-world models of production
lines. The first model represents a production line at the engine factory of a Swedish automotive manufacturer. The conflicting optimization objectives are the Throughput and the
necessary improvements to the line, respectively investments. The second model represents
an assembly line at the same factory, and has the same optimization objectives. A graphical
overview is given in Chapter 2 in Figures 2.3 and 2.4.
The algorithm configurations in the experiments were as follows:
• NSGA-II with Static Resampling and 10 samples (Static10)
• R-NSGA-II - Static10
• R-NSGA-II - Time-based Dynamic Resampling 1-10
• R-NSGA-II - Distance Rank-based Dynamic Resampling (DR2) 1-10
• R-NSGA-II - Distance-based OCBA-m Dynamic Resampling (D-OCBA-m) 1-10
The Static Resampling algorithms (Static10) were chosen for comparison, since Static Resampling is a common noise handling method in commercial optimization software. The
Dynamic Resampling algorithms dynamically allocate sampling according to a hypothetical
model for objective accuracy needs. They can thereby save optimization budget and evaluate
more unique solutions than the Static10 algorithms and explore the problem better.
Two different experiment setups were run:
• Optimistic reference point close to the Ideal Point, 10,000 evaluations.
• Reference point close to the non-dominated point with maximum achievable throughput, 10,000 evaluations.
The reference points for the engine factory model were R1 = (0, 100) and R2 = (400, 100).
In Figure 4.22, the attainment surface result for the first scenario is shown. R-NSGA-II outperforms NSGA-II at the closest point to R1 . The best result is achieved by R-NSGA-II and
the Dynamic Resampling method DR2, followed by D-OCBA-m and Time-based DR.
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For the second scenario with the high Throughput reference point R2 , similar results could
be achieved, as shown in Figure 4.23. R-NSGA-II outperforms NSGA-II and the Dynamic
Resampling algorithms on R-NSGA-II outperform Static Resampling. The performance differences between the DR on R-NSGA-II are insignificant and we can therefore assume they
perform equally well.
For the assembly model and an optimistic reference point, it seemed to be harder to achieve an
improvement with a better Dynamic Resampling algorithm, or when comparing R-NSGA-II
versus NSGA-II Static10 (Figure 4.24). Dynamic Resampling performs significantly better
than Static Resampling, and among the groups of the DR algorithms and the Static10 algorithms the order is the same as for the engine factory model. However, there is no significance
in order, within the experiment groups. Based on our experience, the reason for this could be
the fact that the assembly model is smaller and less complex than the engine factory model and,
therefore, a smaller optimization budget of around 5,000 evaluations would be sufficient. The
optimization converges at an earlier stage and at this point no significant improvement can be
achieved with a better DR algorithm. For the MaxTP reference point, D-OCBA-m performed
best, and there is no clear advantage of using Time-based Dynamic Resampling or DR2 (Figure 4.25). R-NSGA-II Static10 however, is clearly better than NSGA-II close to the reference
point. Using a Dynamic Resampling algorithm improves the results and is advisable.

Figure 4.22: Engine factory model - Optimistic reference point - Attainment Surface.
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Figure 4.23: Engine factory model - MaxTP reference point - Attainment Surface.

Figure 4.24: Assembly model - Optimistic reference point - Attainment Surface.
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Figure 4.25: Assembly model - MaxTP - Attainment Surface.

4.3.9 Paper IX
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017a). “A Comparative Study of
Fast Adaptive Preference-Guided Evolutionary Multi-objective Optimization”. Submitted to
9th International Conference on Evolutionary Multi-Criterion Optimization 2017 in
Münster, Germany.
This paper, submitted to the 9th International Conference on Evolutionary Multi-Criterion
Optimization 2017 in Münster, Germany, compares four different methods to speed up the
convergence of R-NSGA-II. R-NSGA-II has a tendency to explore the objective space and
converge to the Pareto-front, before it focuses towards the reference point. This is because
R-NSGA-II uses the Pareto-dominance as the primary fitness criterion and the reference point
distance only as the secondary criterion. Therefore, we developed four different approaches to
speed up the algorithm and compared them in this study. These algorithm extensions support
R-NSGA-II to focus on the preferred area.
The first approach is called Delayed Pareto-Fitness (DPF) which modifies R-NSGA-II in the
way that the algorithm, under certain conditions, only uses the reference point distance as
fitness function. The attraction force on the population of the modified algorithm is stronger
than with standard R-NSGA-II. As a consequence, the algorithm cannot actively maintain
diversity within the population. Therefore, we kept the ϵ-clustering of standard R-NSGA-II
in the algorithm. The threshold condition activating the Pareto-fitness can be, for example,
the exceeding of a certain elapsed optimization time or the attainment of a certain reference
point distance threshold.
The second approach modifies the primary fitness criterion instead, the Pareto-dominance. In
order to limit the diversity caused by fitness based on Pareto-dominance, the maximum number of selected solutions per front is limited. We call it Constrained Pareto-Fitness (CPF). As
for the Delayed Pareto-Fitness, the maximum number of selected solutions can be controlled
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by the elapsed optimization time, Time-based Adaptive Control (TAC), or by the reference
point distance, Distance-based Adaptive Control (DAC).
The third approach is based on the performance metric we developed for our research. The
Focused Hypervolume (F-HV) metric uses a cylinder filter to measure how focused and converged the population is during the optimization runtime and after termination. This cylinder can also be used to guide Reference point-based NSGA-II during the optimization runtime, by integrating it into the algorithm. In our article, we also describe how Distance-based
Adaptive Control can be used. The result is a cone filter which becomes more and more
narrow as the population approaches the reference point. The distance-based variant of the
approach gave the algorithm its name, which we call Cone Reference point-based NSGAII (CORE NSGA-II).
Table 4.4: F-HV performance measurement results for R-NSGA-II with different adaptive extensions. Five experiment replications have been performed. The measurement is performed
on the last population where bf = 10 final samples have been executed.
ZDT1-1% StdDev ZDT4-1% StdDev
R-NSGA-II 0.2792

0.1682 0.0000

0.1384

DPF TAC
DPF DAC

0.3883
0.4080

0.0478 0.7045
0.0366 0.4624

0.0657
0.0236

CPF
CPF TAC
CPF DAC

0.3685
0.5478
0.4708

0.1730 0.3517
0.1680 0.0000
0.0980 0.0121

0.4000
0.1997
0.0365

APS TAC
APS DAC

0.3302
0.2279

0.0620 0.0000
0.1404 0.0000

0.3938
0.3020

CORE
0.3826
CORE DAC 0.3736

0.0347 0.2355
0.0221 0.3552

0.0991
0.2489

The fourth approach is called Adaptive Population Size (APS). In this adaptive R-NSGA-II extension, the population size is reduces as the population approaches the preferred area. At the
beginning of the runtime, a large population is needed to explore the optimization problem.
At the end, however, a smaller population will lead to less diversity, and it is also sufficient
to cover the smaller, preferred part of the Pareto-front. As for the other approaches, TAC or
DAC is used to control the reduction of the population size.
The four approaches were compared on the ZDT1 and ZDT4 functions, which had a noise
level of 1% relative to the relevant objective space [0, 1]×[0, 10] and [0, 1]×[0, 100], respectively. The comparison was also between the two adaptive control methods TAC and DAC, as
well as the two algorithm extensions CPF and CORE NSGA-II without adaptive control.
The evaluation in the article was done with the help of the Focused Hypervolume performance
metric. Its parameters are given in Table 4.5. The results listed in Table 4.4 show an advantage for the TAC methods. All four adaptive extensions were able to perform better than the
standard R-NSGA-II algorithm, whereof DPF and CPF achieved better results.
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Table 4.5: F-HV configuration. Cylinder radius r = c ∣P ∣/2ϵ = 0.025c.
ZDT1-1%
ZDT4-1%

R
0.5, 0
0.5, 0

HV -R
0.6, 1
0.6, 50

HV -B
0.4, 0
0.4, 0

D
0.6, 2
0.5, 50

r
0.05
0.1

4.4 Articles not included
4.4.1 Paper X
Siegmund, Florian, A. H. C. Ng, and Kalyanmoy Deb (2012). “Finding a preferred diverse set
of Pareto-optimal solutions for a limited number of function calls”. In: Proceedings of the
Congress on Evolutionary Computation 2012, Brisbane, Australia, pp. 2417–2424. isbn:
978-1-4673-1508-1. doi: 10.1109/CEC.2012.6256654.
This conference paper was our first study about a convergence speedup for the Preferenceguided EMO algorithm R-NSGA-II. The method is called Constrained Pareto-Fitness (CPF).
It limits the maximum number of solutions per front. In this way, less effort is spent on exploring the whole Pareto-front and the focus is on convergence towards the reference point.
The number of selected solutions per front Fi is described in Equation 4.24. Since this is a
geometric series, the total number of selected solutions is approximately ∣P ∣. This paper is
not included since the Constrained Pareto-fitness method was improved and made adaptive
(distance and time-based) in Siegmund, Ng, and Deb, 2017a.
#Sel(Fi ) =

∣P ∣
,
2i

i = 1, . . . , ∣P ∣

⇒

n

#Sel = ∑ ⌊
i=1

∣P ∣
⌋ ≤ ∣P ∣.
2i

(4.24)

This paper also includes a second R-NSGA-II extension called Distance-based Diversity Control, or Adaptive Epsilon Diversity (AED). Its purpose is to increase the population diversity
in the initial phase of the optimization and reduce it as the population approaches the reference point. An increased diversity at the beginning allows the decision maker to make better
decisions regarding where to put and adapt the reference point. In our experiments, the ϵ parameter has an influence on the convergence speed of the algorithm. Therefore, this method
can be seen as an approach to control the convergence speed of R-NSGA-II in a trade-off
with population diversity. The ϵ-function is adapted on the basis of the distance di to the
reference point, according to Equation 4.25. This equation also shows the chosen lower and
upper bounds for ϵ.
ϵi ∝

di K
,
2∣P ∣

ϵi ∈ [ϵ,

¯
dK
].
2∣P ∣

(4.25)

At the point of publication, there was no distance-based adaptive method that could handle
attainable and unattainable reference points which are not on the Pareto-front. This missing functionality was developed after the conference and presented the following year at the
CEC13 conference (Paper XI, Siegmund, Ng, and Deb, 2013). There, it was used to adaptively
control Dynamic Resampling.
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4.4.2 Paper XI
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2013). “A Comparative Study of
Dynamic Resampling Strategies for Guided Evolutionary Multi-objective Optimization”. In:
Proceedings of the Congress on Evolutionary Computation 2013, Cancún, México, pp. 1826–1835.
isbn: 978-1-4799-0454-9. doi: 10.1109/CEC.2013.6557782.
This conference paper shown at the Congress of Evolutionary Computation 2013 in Cancún,
México presented the main contribution of this thesis. We proposed a concept for distancebased Dynamic Resampling strategies on the R-NSGA-II algorithm for both unattainable and
attainable reference points, with the constraint of a limited simulation budget. This Dynamic
Resampling method adapts its parameters dynamically, based on the problem characteristics.
We also included ideas for general Multi-objective Optimization without guidance from decision maker preferences and compared their performance to the distance-based experiments.
A Dynamic Resampling strategy based on objective variance called Multi-objective Standard
Error Dynamic Resampling (MO-SEDR) was proposed. Hybrid variants of the Dynamic Resampling algorithms for general EMO were proposed. A classification of Dynamic Resampling algorithms and a proof-of-concept experiment set is included.
This paper is a concept article that proposes a new method to handle unattainable and attainable reference points for Dynamic Resampling which are defined in an optimistic or conservative way, far from the Pareto-front. The aim of the paper is to use the additional information
about the optimization problem given by the reference point distance to improve the sampling
allocation. The distance information enables the resampling algorithm to react to the properties of the problem, i.e., how the Pareto-front is situated in the objective space. This makes
the resampling allocation adaptive. The goal for the distance-based allocation is to assign
more samples to solutions close to or on the Pareto-front. In Figure 4.3, the transformation
functions for unattainable reference points is shown. This paper also presents transformation
functions for attainable reference points which are shown in Figure 4.5.
The results indicate a slight advantage for distance-based Dynamic Resampling. From the
current perspective, a few years after the publication, the ZDT1 function was insufficient to
show a significant performance gain, due to its low complexity (Convergence to the Paretofront can be achieved with just 1,000 to 2,000 function evaluations). Another result is the
inferior performance of the variance-based DR algorithm SEDR and Static Resampling with
3 samples per solution. This is confirmed in later publications.
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Discussions
In this chapter, the results presented in the articles included in this thesis are analyzed and
discussed.

5.1 Distance-based Adaptive Control method (DAC)
The core of this thesis work is the Distance-based Adaptive Control (DAC) method which
makes use of a control criterion based on distance in the objective space which is useful in
Preference-based Evolutionary Multi-objective Optimization. Such a method can be used, for
example, to control Dynamic Resampling algorithms, or to control adaptive, Preference-based
EMO algorithms, like the R-NSGA-II Evolutionary Algorithm. This control method was developed from a necessity to handle reference points for the R-NSGA-II algorithm, which are
not on the Pareto-front. The adaptive control method has the goal to assign an extreme control value to solutions on the Pareto-front and closest to the reference point. In the case of an
unattainable reference point or an attainable reference point, this is not possible with the distance measure alone. This is the challenge of the distance-based allocation method and, in the
following, the functionality of the DAC control method for both attainable and unattainable
reference points is discussed.

5.1.1 Unattainable reference points
In Siegmund, Ng, and Deb, 2017b, the Distance-based Adaptive Control method for Dynamic
Resampling, proposed in Siegmund, Ng, and Deb, 2013, is discussed and evaluated in detail. The distance-based criterion is combined with a progress measure towards the reference point. The progress measure indicates if the population has converged to the Paretofront and cannot come close to the reference point. A low progress towards the reference
point requires a high allocation value. The distance-based criterion is also combined with the
elapsed optimization runtime. This was done for the purpose of handling the special cases
of local Pareto-fronts where the algorithm population can converge prematurely, and nonconvergence during the available optimization time. If the population of the R-NSGA-II is
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caught in a local Pareto-front and has not yet converged to the global Pareto-front, the optimization progress will be low, and it will therefore indicate a higher allocation value. This is
prevented with the time criterion, which does not allow high allocation values early during
the runtime, when premature convergence in a local optimum occurs. If the population does
not converge within the available optimization time, the elapsed optimization time allocates
a high value, but the progress-measure will prevent it.
The DAC method is used as a Dynamic Resampling method to dynamically allocate samples to
solutions. The distance-based DR algorithm is called Distance Progress Time-based Dynamic
Resampling (DDR) algorithm (Siegmund, Ng, and Deb, 2013). It has a performance advantage
over DR algorithms which do not use preference information. In adaptive preference-based
EMO, DAC can be used in the Delayed Pareto-Fitness (DPF) method, the Constrained ParetoFitness (CPF) method, and the Adaptive Population Size (APS) method (Siegmund, Ng, and
Deb, 2017a). It could be used in the Adaptive Epsilon Diversity approach as well (Siegmund,
Ng, and Deb, 2012). In Siegmund, Ng, and Deb, 2017a, the results do not show a superiority
of the distance-based control method (DAC) over the time-based control method (TAC).

5.1.2 Attainable reference points
As an extension to the DAC method, in Siegmund, Ng, and Deb, 2013, a control method for
attainable reference points is proposed. The problem with attainable reference points (called
feasible reference points in the article) is that a distance-based allocation would assign the
highest values to solutions close to the reference point, which possibly are not Pareto-optimal.
In Siegmund, Ng, and Deb, 2013, we propose to define Virtual Reference Points, which can
then be used to apply the control method for unattainable reference points. As virtual reference point, the objective vector of an existing solution is used. This solution has to be a
non-dominated solution and it has to be the non-dominated solution closest to the reference
point. It is not required that this solution dominates the reference point, as long as a solution
has been found that does dominate it.
This method has not been evaluated in the articles included in this thesis. It is planned to be
future work, together with a new ASF direction method for attainable reference points, which
is presented in Section 5.6 about future research.

5.2 Distance-based Dynamic Resampling algorithms
As a distance-based DR algorithm, we propose the Distance Progress Time-based Dynamic
Resampling (DDR) algorithm. It uses the distance to a reference point, the progress towards
it, and the elapsed optimization time as allocation criteria (Siegmund, Ng, and Deb, 2013;
Siegmund, Ng, and Deb, 2017b). It is also evaluated in Siegmund, Ng, and Deb, 2017c and
Siegmund, Ng, and Deb, 2016a. The results are better than those of the DR algorithms which
do not use preference information and which can be used on general EMO as well, like the
RnT algorithm.
The second DR algorithm we propose is the Distance Rank-based Dynamic Resampling (DR2)
algorithm. Several different experiments combining both quality indicators about a solution
in the R-NSGA-II algorithm, the Pareto-rank as a grade of non-dominance and the distance to
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the reference point, led to the development of the DR2 algorithm. The two criteria are combined with the minimum function (Equation 5.1). The distance-based allocation is calculated
for solution sm and used for all solutions in the population. Other ways to combine the two
criteria would also be possible, but the minimum showed the best results. The way of combining multiple resampling criteria can be seen as an algorithm parameter. This parameter
has been chosen as the simplest and intuitive algorithm configuration available, in the same
way as all other algorithm parameters have been chosen in this thesis work. The minimum
function is a conservative allocation method, since it does not allocate more samples than the
allocation based on the individual criteria would do. At the same time, it is simpler to analyze
and understand than the product of the two allocation functions xDDR
xRank
. The maxim
s
mum of the two functions would lead to a very different Dynamic Resampling algorithm, one
which would make sure that more samples are not only distributed along the Pareto-front, but
also in proximity to the reference point. This allocation function could be useful for certain
applications, but did not show good results in our experiments.
} , dm = mink {dk }.
xDR2
= min {xDDR
, xRank
s
m
s

(5.1)

DR2 shows good results in the articles Siegmund, Ng, and Deb, 2015; Siegmund, Ng, and Deb,
2017b; Siegmund, Ng, and Deb, 2017c and Siegmund, Ng, and Deb, 2016a. In Ng, Siegmund,
and Deb, 2017, it reveals the best results in the case of an optimistic reference point.

5.3 Variance-based Dynamic Resampling algorithms
The objective variance is important information about the objective value of a solution. It can
be used by a DR algorithm to reduce the number of required samples.

5.3.1 Multi-objective Standard Error Dynamic Resampling
The objective variance can be used to calculate the accuracy of the objective values, in the form
of the standard error of the mean. A solution can be sampled iteratively, until the standard
error of the mean drops below a user-defined threshold value, as in Equation 5.2 (for notation
refer to Equation 4.6).
seni (µn (Fi (s))) =

σn (Fi (s))
√
< seth .
n

(5.2)

In Di Pietro, While, and Barone, 2004 different SEDR variants are presented that use an objective standard error of the mean threshold as a termination criterion for resampling. For
Multi-objective Optimization algorithms, an extension was needed, which we propose and
describe in Siegmund, Ng, and Deb, 2017c and refer to as Multi-objective Standard Error
Dynamic Resampling (MO-SEDR).
In order to formulate the termination criterion in Equation 5.3 for multiple objectives, we
calculate an aggregation of the standard error of the mean of all objectives (Siegmund, Ng,
and Deb, 2013) and push it below the threshold seth . As aggregation value, we propose to use
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the maximum standard error of all objective values.
sen (s) ∶= max seni (s) < seth .
i

(5.3)

By using the maximum of all seni (s), i = 1, . . . , H, we guarantee that the termination criterion in Equation 5.3 is satisfied for all objectives.
In order to improve MO-SEDR, the sampling need can be made dependent on additional criteria, apart from the sen (s). The threshold seth can be modified dynamically during the optimization runtime, based on an additional criterion p ∈ [0, 1]. Typically, a higher objective
accuracy is needed towards the end of the algorithm runtime, as suggested in Siegmund, Ng,
and Deb, 2013 and Siegmund, Ng, and Deb, 2015. Therefore, seth should be reduced when
the additional criteria indicate a higher accuracy need, as in Equation 5.4, where a > 0 is a
parameter to control the speed of the decrease.
min
seth (p) = (1 − p)a (semax
− semin
th
th ) + seth .

(5.4)

In another algorithm variant, seth is kept constant, but bmax (p) and bmin (p) are controlled
according to Equations 5.5 and 5.6 and the additional resampling criterion p.
bmax (p) = min {bmax , ⌊pa (bmax − bmin + 1)⌋ + bmin } .

(5.5)

bmin (p) = min {bmin , ⌊pa (bmin )⌋ + 1} .

(5.6)

The two described approaches of controlling the threshold and controlling the minimum and
maximum allowed samples can be combined. This means that seth (p), bmax (p), and bmin (p)
are all adapted during the optimization runtime.
By controlling these different algorithm parameters, algorithm variants with hybrid Dynamic
Resampling can be defined. These additional criteria can be, for example, the elapsed time,
the degree of (non-) domination, or distance and progress to a reference point, in the case of
Preference-based EMO. The standard version of MO-SEDR has a fixed threshold seth and
fixed bmin and bmax values. Like Rank-based Dynamic Resampling (Siegmund, Ng, and Deb,
2015), this algorithm does not show a good optimization performance on R-NSGA-II, since it
allocates too many samples at the beginning of the optimization run. To avoid this, we propose
hybrid SEDR algorithms which allocate samples based both on the noise level of a solution s,
and on another criterion p ∈ [0, 1], or on multiple other criteria. Some examples of hybrid
MO-SEDR algorithms are mentioned in the following.
In SE-Time-DR, the SEDR threshold seth (p), or the min./max. number of samples bmax (p)
and bmin (p), or both, are controlled by the elapsed optimization time. In Standard Error Rank
Time-based Dynamic Resampling (SE-RT-DR), those parameters are controlled both by the
Pareto-rank of a solution s and the elapsed optimization time, according to the sampling allocation of the Pareto-RankMaxN Time-based Dynamic Resampling algorithm (Siegmund, Ng,
and Deb, 2015). In Standard Error Distance-based Dynamic Resampling (SE-DDR), seth (s, p),
or bmax (s, p), bmin (s, p) are adapted according to a solution’s distance to a reference point,
as in the Distance Progress Time-based Dynamic Resampling (DDR) algorithm (Siegmund,
Ng, and Deb, 2015). As mentioned above, DDR also considers population progress and elapsed
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optimization time as sampling criteria. Standard Error Distance-Rank-based Dynamic Resampling, which we call SEDR2, uses the allocation of the Distance-Rank-based Dynamic Resampling algorithm (DR2) (Siegmund, Ng, and Deb, 2015) to control seth (s, p) or bmax (s, p),
bmin (s, p), thereby combining five resampling criteria: Standard error and Pareto-rank of a
solution, distance and progress towards a R-NSGA-II reference point, and the elapsed optimization time.
Our results show that controlling the threshold and the maximum and minimum number of
samples at the same time provided the best results. We demonstrated that, for optimization
with the R-NSGA-II algorithm, the variance-based MO-SEDR algorithms show a better performance than the resampling algorithms which do not consider objective variance, and a
better performance than Static Resampling algorithms. The experiments were performed on
problems with a low noise level close to the reference point, where the variance-based DR
algorithms could detect the low objective variance and could thereby save sampling budget
(Figures 3.6 and 3.8). In addition, experiments were performed on optimiztion problems with
trigonometric noise landscapes (Figure 3.7), where the variance-based Dynamic Resampling
algorithms also showed a performance advantage.

5.3.2 Distance-based OCBA-m
In Chapter 4.1.2, the resampling allocation problem of D-OCBA-m is stated in Equation 4.13,
and the optimal allocation solution is given in Equation 4.16. The iterative allocation procedure for an asymptotic solution is listed in Algorithm 4 in the same chapter, and the notation
in Tables 4.2 and 4.3. In the following, several details of our algorithm are discussed.
In every iteration ν, only a few new samples are drawn, on the basis of the following rule:
min {δ, max {Nkν+1 − Nkν , 0}}. A maximum of δ new samples are executed and, if the new
budget Nkν+1 is smaller than the old budget Nkν , no additional samples are executed. The
sampling algorithm is implemented in the way that if solution k has already been sampled
before, more than or exactly Nkν + δ times, no new samplings are executed. This is a common
case, since solutions that are selected into the next population are sampled again in the next
iteration. Therefore, the overall number of executed samples by the sampling algorithm can
change with every iteration of the evolutionary algorithm.
If the fitness values can be calculated fast, δ should be chosen small (e.g. δ = 1). Many iterations will be executed and a good budget allocation will be the result. If the fitness values are
expensive to calculate, δ should be set higher. The algorithm runtime will decrease, but the
sampling allocation will not be as accurate anymore. The decision for a certain δ is dependent
on the evaluation time of the function to be optimized. If the algorithm running time is very
short, in relation to the function execution time (e.g. for simulation optimization in our case),
a small δ can be chosen.
In the sequential sampling procedure (Algorithm 4), using the sum of all the assigned budget
in Step 6 instead of the condition Nmax ≥ Ntotal enables us to run a few more iterations of
the algorithm and to use the complete available sampling budget when a small δ is used. When
Nmax ≥ Ntotal is satisfied, the sum of all the assigned budget is often less than Nmax for a
few iterations of the algorithm, before our termination criterion in Step 6 holds true.
Contrary to OCBA-m, in D-OCBA-m, a maximum number of samples per solution is applied.
Since the research in this thesis is about optimization with a limited time-budget, our experi77
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ence shows that it is beneficial to limit the maximum number of samples by bmax , as we have
done for all other DR algorithms. In the original OCBA-m specification, there is no upper
limit for the maximum number of samples per solution. This led to sampling allocations up
to five times as high as the bmax limit we considered reasonable for other DR algorithms. The
trade-off between problem exploration and exploitation within the limited time budget limits
the number of samples which can be spent on one solution in a meaningful way. There is a
diminishing marginal utility in adding more samples to a solution, since this means the optimization process has less samples available for exploring the search space, leading to worse
optimization results. However, the bmax limit per solution in D-OCBA-m also means that
some solutions with highly variable objective values cannot be sampled according to the optimal allocation in Equation 4.16. This disadvantage is accepted, but at the same time, according
to our experience, the sampling limit helps the DR algorithm save sampling budget and achieve
better optimization results.
The authors in Chen et al., 2008 recommend a minimum number of samples of n0 = 5, but for
our application with limited sampling budget this would be too much in most cases. Instead,
the minimum is set to n0 = 2, or even to n0 = 1 at the beginning of the optimization run (then
OCBA is initially deactivated, since no variance information can be calculated). Later, it can
be increased to n0 = 2 or higher, according to an additional resampling criterion.
In hybrid D-OCBA-m algorithms, in addition to the minimum and maximum number of samples, which are controlled by additional resampling criteria, the maximum sampling budget
allowed for all considered solutions, Ntotal , is adapted according to Equation 4.18, as described in Chapter 4.1.2.
As distance function, the ASF function is used. We denote the sample mean of the distance of
the objective vector of solution sk to reference point rsk as µn (dk ), and the sample standard
deviation of dk as σn (dk ). The sample mean of the distance µn (dk ) is calculated as d¯k ≈
µn (dk ) = µn (d(sk , rsk )) = δASF (µn (F (sk )), rsk ) = maxH
i=1 {µn (Fi (sk )) − rski }. The
j
n
1
sample standard deviation σn (dk ) is based on µn (dk ): σk2 ≈ σn2 (dk ) = n−1
∑j=1 (dk −
j
µn (dk ))2 , where dk is the j-th sample of dk .

Dynamic Best Sampling vs. Selection Sampling
We propose an alternative to the Selection Sampling procedure that the original OCBA-m was
designed as: Dynamic Best Sampling, abbr. DB Sampling. Similar to the Multi-objective Optimal Computing Budget Allocation (MOCBA) algorithm (Chen and Lee, 2010), which identifies the non-dominated solutions, this variant of the D-OCBA-m algorithm identifies the
best, or the better solutions, according to the reference point distance. As for the MOCBA
sampling algorithm, this set of identified best solutions does not need to be the same as the
set of selected solutions by the EMO algorithm. For the Dynamic Best Sampling D-OCBA-m
variant, fewer solutions than the selected solutions are identified. The reason for this is that
the Selection Sampling D-OCBA-m with m = ∣P ∣/2 will spend a lot of sampling budget on the
other half of the solutions which will be discarded by the Evolutionary Algorithm during the
selection process. Usually, the most samples are allocated to solutions which are almost inside
or outside of the identified set Sm . By keeping m below ∣P ∣/2, those solutions are selected
into the next population, and the optimization algorithm can still make use of those solutions
and the invested samples. For m = 1, we call this algorithm variant Best Sampling.
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During the optimization runtime, DB Sampling changes the size of the set of best solutions Sm
which shall be identified. At the beginning, we only identify the best solution by resampling.
Later during the runtime, we identify the set of mmax solutions. The number of best identified
solutions mp is set dynamically as in Equation 5.7. We set mmax to mmax = ∣P ∣/2, and
mmin = 1. The motivation behind this adaptive procedure is to avoid wasting samples on
discarded solutions which are far away from the Pareto-front. Accidentally discarding a good
solution at an early stage is not as severe as discarding a good solution close to the Paretofront. Sampling solutions close the Pareto-front which are to be discarded still provides a
benefit to the decision maker. In Siegmund, Ng, and Deb, 2016a, DB Sampling showed the
best initial result and was chosen for the experiments.
mp = ⌊(1 − p)(mmax − mmin ) + mmin )⌉ .

(5.7)

p ∈ [0, 1] in Equation 5.7 can be set as, for example, the elapsed optimization time (TAC) or
can be controlled by the reference point distance (DAC).

5.4 Speed up R-NSGA-II convergence
As stated in Siegmund, Ng, and Deb, 2017a, R-NSGA-II has a tendency to converge towards
the Ideal Point of an optimization problem first, before the population spreads out along the
Pareto-front. In the case of noisy optimization problems, this effect is even stronger. In order
to speed up the R-NSGA-II convergence, five techniques have been developed during my thesis work. These methods control or limit the diversity of the algorithm which leads to a faster
convergence.
The common idea behind these methods is to influence or control the population diversity
during the runtime, with the goal to achieve a focused, compact population close to the Paretofront. This can be done by considering, for example, the elapsed optimization time in timeconstrained optimization. A second promising method is to use a distance measure when
controlling the algorithm, similar to the Distance Progress Time-based Dynamic Resampling
allocation algorithm (or just the population progress). Those control methods are called Timebased Adaptive Control (TAC), Distance-based Adaptive Control (DAC), and PAC.
Delayed Pareto-fitness
The Delayed Pareto-Fitness (DPF) has been proposed in Siegmund, Ng, and Deb, 2016a and
discussed in more detail in Siegmund, Ng, and Deb, 2017a. The idea behind DPF is that the
R-NSGA-II fitness function based on the reference point distance can be emphasized and the
fitness based on the Pareto-dominance can be restricted, by using only the reference point
distance as fitness function for some time during the optimization run. The goal with this
modification of R-NSGA-II is to help the algorithm focus and converge faster towards the
reference point. The DPF control is done by the progress measure p as in Equation 5.8.
⎧
⎪
⎪scalar
op_mode = ⎨
⎪
⎪
⎩standard

if p < θ,
otherwise.

(5.8)
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In order to not lose too much diversity, which is mainly maintained by the Pareto-fitness in
the standard R-NSGA-II algorithm, the ϵ-based clustering function is applied even during the
scalar, only distance-based operation mode of the DPF-R-NSGA-II algorithm. This is illustrated in Chapter 4 in Figure 4.21. In Siegmund, Ng, and Deb, 2016a, DPF-R-NSGA-II is
evaluated in a high-noise scenario with the D-OCBA-m resampling algorithm, while in (Siegmund, Ng, and Deb, 2017a) the evaluation is done in a low-noise scenario without noise handling (a fixed number of final samples is evaluated for the result population). The use of DPF
improved the optimization results in both cases, since Dynamic Resampling can be applied in
a better way and it makes the population converge faster.
The progress measure p can be set by different control methods. TAC or DAC can be used, as
shown in Siegmund, Ng, and Deb, 2016a and Siegmund, Ng, and Deb, 2017a. The formulas
have been explained in Chapter 4 in Equations 4.21 and 4.22. Progress-based control of the
Delayed Pareto-Fitness is possible (Progress-based Adaptive Control, PAC). Since the progress
becomes low close to the reference point, the p < θ condition has to be changed to pP AC > θp .
This means that if the population progress is high and if convergence to the reference point
has not been achieved yet, the use of the Pareto-dominance is delayed, and only the scalar
distance to the reference point is used. The PAC could be combined with time-based control,
as in Equation 5.9, as Progress-Time-based Adaptive Control, PTAC. This is another way of
combining control values, different from the minimum function used in DAC in Equation
5.1. It includes a time-independent progress term. Initial experiments have found 0.25 to be
a reasonable value for λ.
λpPAC + (1 − λ)pPAC (1 − pTAC ) > θpt .

(5.9)

Constrained Pareto-fitness
In Siegmund, Ng, and Deb, 2012, we propose a method to limit the effect on diversity of the
Pareto-dominance. We only allowed a reduced number of solutions per front to be selected
into the next generation. For the first front this number of selectable solutions is highest and
reduces for each dominated front. It is described in Equation 5.10. The maximum number of
selected solutions reduces by factor 2 for each front. Since the sum is a geometric series, the
final sum of selected solutions will be the population size ∣P ∣. In case a front contains fewer
solutions than the selection limit #Sel(Fi ), the remaining solutions can be selected from the
next front.
#Sel(Fi ) ≤=

∣P ∣
,
2i

i = 1, . . . , ∣P ∣

⇒

n

#Sel = ∑ ⌊
i=1

∣P ∣
⌋ ≤ ∣P ∣.
2i

(5.10)

In Siegmund, Ng, and Deb, 2017a, we present an extension to this approach which adapts
the front-wise selection limitation on the basis of a progress measure. This is achieved by
dynamically modifying the denominator of Equation 5.10. The progress measure is weighted
by parameter ∆ > 0 and the denominator assumes values in [1, 1 + ∆]. In Siegmund, Ng, and
Deb, 2017a, the parameter value ∆ = 1.5 is used. With this selection procedure, it can happen
that the sum of the assigned selected solutions exceeds ∣P ∣. In this case, the algorithm stops
the selection and makes sure that exactly ∣P ∣ solutions are selected.
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n

∣P ∣

i=1

(1 + ∆p)

#Sel(p) = ∑ ⌊

i

⌋.

(5.11)

CORE NSGA-II
In Siegmund, Ng, and Deb, 2017a, we introduce an extension of the R-NSGA-II algorithm
which not only guides the population by the distance to a reference point, but also with the help
of objective constraints. A filter is applied before the regular R-NSGA-II selection procedure
is started. It is based on the cylinder filter of the Focused Hypervolume (F-HV) performance
metric. The modified R-NSGA-II algorithm is called Cone Reference point-based NSGAII (CORE NSGA-II) and is able to focus on the reference point faster than the R-NSGA-II
algorithm. For R-NSGA-II and a bi-objective problem, solutions within the distance r = ∣P2 ∣ ϵ
from a cylinder or cone axis, with ∣P ∣ being the population size and ϵ the R-NSGA-II clustering
parameter, are allowed to be selected into the next population. The CORE NSGA-II requires
two points to be specified: A reference point R and a direction point D, defining the cylinder
axis (D can be chosen, for example, as the centroid of the initial population). The cone filter
is illustrated in Figure 5.1.
The distance d of solution s to the cylinder axis is calculated by projecting the distance of the
⃗ onto the cylinder axis. The projection
objective vector of solution s to the reference point s⃗−R
⃗
⃗
⃗
⃗
⃗ where the operator ⋅ denotes the
vector p⃗ is obtained as p⃗ = (⃗
s − R) ⋅ (D − R)/∣(D − R)∣,
⃗
scalar product. The distance of s towards the cylinder axis is then obtained as d = ∣⃗
p −(⃗
s − R)∣
and has to be smaller than the cylinder radius, d ≤ r, in order for solution s to be considered
for selection.
The cone filter, which gives the algorithm its name, is created by making the radius dependent
on the reference point distance, making CORE NSGA-II an adaptive algorithm. The variable
radius is calculated as r(⃗
p) = c∣⃗
p∣ + ∣P2 ∣ ϵ. The cone filter coefficient c controls the cone angle.
We usually set c to a value in [0, 0.1]. Here the progress measure which controls the algorithm
and makes it adaptive is the projection vector p⃗, i.e., a distance to the reference point.
In a variant of the algorithm, in order to not be too restrictive, i.e., elitistic, we allow solutions outside of the cone to be selected, but they are assigned a penalty value: P enalty(⃗
s) =
max {0, d − r(⃗
p)}. The penalty vector is shown in the right part of Figure 5.1.
Adaptive Population Size
In Siegmund, Ng, and Deb, 2017a, we propose an adaptive extension of R-NSGA-II which
allows to change the population size dynamically during the optimization runtime. The idea
behind this modification is the assumption that the R-NSGA-II algorithm needs a larger population at the beginning of the optimization runtime, to explore the search space, and a smaller
population when it covers the preferred area around the reference point. The changing population size is defined in Equation 5.12 and can be controlled by the criteria described in Section
4.2 through the progress parameter p.
∣P ∣ = ⌊(1 − p) (∣P ∣max − ∣P ∣min )⌉ + ∣P ∣min .

(5.12)
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s

d <= r

R

Objective1 (minimize)

Objective2 (minimize)

Objective2 (minimize)

D

s

R

Objective1 (minimize)

Figure 5.1: In the left figure, the objective constraints of CORE NSGA-II filter out solutions
which cannot take part in the selection procedure. Solution s has a distance d to the axis which
is smaller than the radius r, or r(⃗
p). The right figure shows a variant of the algorithm which
assigns a penalty value for solutions like solution s which is outside of the objective constraint
boundaries. The penalty is proportional to the distance to the filter boundaries.

Experience shows that the APS has great potential to improve the optimization results. However, in Siegmund, Ng, and Deb, 2017a, the APS did not show a performance gain. This is due
to the low simulation budget of only B = 2, 500 evaluations. A thorough evaluation which
investigates scenarios with different simulation budget, noise level, and function complexity
will be needed. Another advantage of using an Adaptive Population Size is the larger set of
alternatives at the beginning of the optimization run, which allows the decision maker to set
a reference point that matches his or her preferences at an early stage in the optimization. A
fair assessment of the APS method should include a scenario where the decision maker adapts
the reference point based on the large set of initial alternatives, compared to an optimization
run with a small population that focuses on fast convergence, but with a result that is only
partially interesting to the decision maker.

Adaptive Epsilon Diversity
An algorithm extension for R-NSGA-II which adaptively changes the epsilon diversity is described in Siegmund, Ng, and Deb, 2012. It is called Distance-based Diversity Control, or
Adaptive Epsilon Diversity (AED). It was evaluated in experiments carried out during a master thesis by Seyed Ruhollah Kashfi (Kashfi, 2014). The purpose of this extension is to increase
the population diversity in the initial phase of the optimization and to reduce it as the population approaches the reference point. An increased diversity at the beginning allows the decision maker to make better decisions regarding where to put and adapt the reference point.
The experiments show an influence of the ϵ parameter on the convergence speed of the algorithm. Therefore, this method can be seen as an approach to control the convergence speed
of R-NSGA-II. The results show that a trade-off exists between increased diversity and faster
convergence of the algorithm. The ϵ-function is adapted on the basis of the distance di to the
reference point according to Equation 5.13, within the lower and upper bounds.
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ϵi ∝

di K
,
2∣P ∣

ϵi ∈ [ϵ,

¯
dK
].
2∣P ∣

(5.13)

5.5 Integration of Dynamic Resampling with adaptive
R-NSGA-II
During the work that was done to improve the algorithm efficiency by the considered approaches noise handling and preference-based EMO, two aspects were found where the two
approaches can benefit from each other. An additional performance gain could be achieved
by using both methods simultaneously.
Delayed Pareto-fitness
In Siegmund, Ng, and Deb, 2017a, we propose to modify the R-NSGA-II algorithm to achieve
faster convergence towards the reference point, by making the scalar distance the predominant fitness function. But the modification is also done to make R-NSGA-II more suitable
for integration with a single-objective Ranking & Selection (R&S) Dynamic Resampling algorithm. An R&S algorithm is a promising DR algorithm, since it considers the objective
variance in addition to the objective mean when making sampling allocation decisions. This
comparative Resampling strategy is more complex to implement than other Dynamic Resampling algorithms, but has shown promising results (Chen and Lee, 2010) and raises expectations of possibly outperform other DR algorithms. A consequent step would be to use a multiobjective R&S algorithm for Evolutionary Multi-objective Optimization algorithms. One example is the MOCBA algorithm (Lee et al., 2008). However, in Siegmund, Ng, and Deb, 2017a,
in order to avoid the complex implementation of the MOCBA algorithm, we propose the use
of a single-objective OCBA algorithm instead. For our case, where a solution set is selected
as the next population of the EMO algorithm, an OCBA variant called OCBA-m is available
(Chen et al., 2008), which selects the subset of the best m solutions according to the distance
to the reference point. We call this Dynamic Resampling algorithm Distance-based OCBA-m
(D-OCBA-m).
Adaptive Population Size
The adaptive population size approach, which was discussed in Section 5.4, is a noise handling
method by itself. A large population helps to even out the effects of noise (Jin and Branke,
2005). For R-NSGA-II, a larger population size is needed for the exploration of the problem in
the initial phase of the optimization runtime. Towards the end of the runtime, fewer solutions
are required, since a good coverage of the preferred area can be achieved with fewer solutions.
As shown in 5.4, fewer solutions help to speed up convergence, since the population is more
compact in the objective space and fewer solutions outside of the preferred area are generated
by the crossover operator. The adaptive population size method for R-NSGA-II is therefore a
method which improves both the noise handling and the guided search towards the reference
point.
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5.6 Future research
As future research, three different areas have been identified where the achieved results can
be extended to cover more optimization scenarios, or where the results can be made more
detailed. A challenge that will be common for all future research are the user-specified optimization and Dynamic Resampling algorithm parameters, since the algorithm performance is
heavily dependent on them. For an optimal optimization result, they need to be adapted to the
problem characteristics, which usually is not possible due to the optimization time constraint.
The adaptive control methods described in this thesis, e.g., the time-based control (TAC) and
distance-based control (DAC) methods, are a first approach to adaptively choose algorithm
parameters, based on optimization problem characteristics (position of Pareto-front or local fronts and available optimization time). In future articles, the possibility to automatically
adapt algorithm parameters to the problem characteristics will be explored further.

5.6.1 Conservative reference points
One area where no detailed experimental evaluation was done within the time budget of the
thesis work, is conservative reference points. These are points which can be attained and
dominated by the optimization algorithm, thereafter called Attainable reference points. While
solutions dominating the reference point are no problem for the R-NSGA-II algorithm, attainable reference points can be a problem for the Dynamic Resampling algorithm.
Concept work is done in Paper XI, (Siegmund, Ng, and Deb, 2013), where a method is proposed which uses unattainable virtual reference points that are set and changed automatically
by the algorithm. The virtual reference point VR is defined as the point in the objective space
which:
1. is non-dominated,
2. and is closest to R by Euclidean distance.
It is not required that VR dominates R, as long as there is another solution that dominates
it. During the thesis work, another method was developed which is currently unpublished.
It is an improvement of the method published in Siegmund, Ng, and Deb, 2013 in the way
that the virtual reference points are defined with the help of the Achievement Scalarization
Function (ASF). The idea is described in the following.
The improved method uses a direction vector to make sure the virtual reference point is defined as close as possible to the preferred area. This can be achieved with the ASF function. If
not specified otherwise by the user, the diagonal weight vector w = (1, . . . , 1) is used. VR is
defined as the point in the objective space which:
1. dominates the user specified reference point R,
2. and has the lowest ASF distance to R.
Such a point exists, since it has been detected that R is attainable. A graphical example is
shown in Figure 5.2. The VR lies on one of the two shown ISO-ASF lines whose points all
have the lowest ASF distance to R.
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min f2

R
Population
VR
Pareto-front
min f1

Figure 5.2: Handling attainable reference points by the Achievement Scalarization Function (ASF). The virtual reference point VR has the lowest ASF distance to the attainable
R-NSGA-II reference point R, and is used to dynamically allocate samples to the solutions
on the basis of the reference point distance.
After the virtual reference point has been defined, the allocation method from Paper XI (Siegmund, Ng, and Deb, 2013) is applied. The advantage of the improved method is that the VR is
defined closer to the preferred area, since it is close to the direction vector. For the method in
Siegmund, Ng, and Deb, 2013, this is not guaranteed, since both offside VRs that dominated
R as well as VRs that do not dominate R, but are close to it, can be defined. In both cases,
VR is distant to the direction vector and the preferred area. A journal publication of the new
method, extending the article (Siegmund, Ng, and Deb, 2017b), is planned.

5.6.2 Comparison with MOCBA and CDR
An article comparing the Dynamic Resampling algorithms of this thesis with the MOCBA
algorithm (Lee et al., 2008) and the CDR (Syberfeldt et al., 2010) is planned. These Dynamic
Resampling algorithms are promising, since they use the objective variance of solutions. Both
of the cases of general EMO and Preference-based EMO will be included. This means that the
DR algorithms of this thesis, which are applicable to general EMO, are compared to MOCBA
and CDR used in general EMO. In addition, all DR algorithms of this thesis are compared to
MOCBA and CDR on the R-NSGA-II algorithm for preference-based EMO. The comparison
will be done both on problems with invariant noise and with variant noise.
The DR algorithms proposed in this thesis can be implemented with less effort than MOCBA,
which is an advantage. Furthermore, what makes this comparative study interesting is that the
DR algorithms proposed in this thesis do not make assumptions about the distribution of the
objective noise as MOCBA and CDR do (with the exception of D-OCBA-m). This makes them
applicable to a wider range of problems. In order to test whether this can be an advantage,
benchmark functions with non-gaussian noise will be used.
The MOCBA algorithm in Lee et al., 2008 is run with high elitism, as only the first front is
selected into the next generation. In order to make the comparison more just, the MOCBA-EA
also has to be run in a (|P|+|P|) configuration where |P| offspring solutions are always generated
and |P| solutions are selected into the next generation. CDR in the MOPSA-EA algorithm
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(Syberfeldt et al., 2010) is run in a (|P|+1) configuration, since only one offspring solution is
generated and compared with all other solutions.
Since MOCBA and CDR assign a higher number of samples to the first few fronts, the comparison with Pareto-Rank-based Dynamic Resampling-based hybrid DR algorithm variants
and Domination Strength Dynamic Resampling variants is interesting. These DR algorithms
assign most of the samples to solutions in the first fronts.
In Siegmund, 2009, promising MOCBA results in the (|P|+|P|) configuration were published,
for ZDT1-4 and ZDT6 for high noise levels of 10%, 15%, and 20%, and a simulation budget of
5,000 function evaluations. Those experiments will be re-run to make them comparable. An
extension of MOCBA, which was not evaluated in Siegmund, 2009, identifying not only the
first front, but several fronts, will be studied.

5.6.3 Ranking and Selection for Preference-based EMO
As an extension of the study (Siegmund, Ng, and Deb, 2016a), an article is planned which
compares D-OCBA-m with MOCBA for Preference-based EMO on R-NSGA-II. In order
to make the comparison more fair, a hybrid extension of MOCBA will be presented which
is controlled by different resampling criteria such as the reference point distance and Paretoranks (DR2-MOCBA). Different ways of controlling MOCBA will be proposed and evaluated.
For example, MOCBA can be controlled by changing the epsilon parameter which stands for
the required confidence, or the total number of available samples per generation, Ntotal .
Both the elitistic version of MOCBA (Lee et al., 2008) which identifies and selects only the best
front (comparable to D-OCBA-m Best Sampling) and the (|P|+|P|) MOCBA version are used
for comparison.
As mentioned, the article will extend Siegmund, Ng, and Deb, 2016a and will contain an evaluation of the Logistic and Delayed Trigonometric noise landscape (Siegmund, Ng, and Deb,
2017c) and the Invariant noise landscape. It will also include experiments on different control methods for the adaptive delay of R-NSGA-II, based on the adaption methods proposed
in Siegmund, Ng, and Deb, 2017a, such as Time-based Adaptive Control (TAC) and Distancebased Adaptive Control (DAC).

5.7 Dynamic Resampling implementation in optimization
cluster software framework
In order to run real-world problems, an existing framework for optimization had to be used
and extended. This was done with the OPTIMISE platform which is maintained by the Department of Production and Automation Engineering at the University of Skövde in Sweden.
The system architecture of the OPTIMISE system is shown in Figure 5.3. It consists of seven
main parts: The user interface in different shapes, the web service interface, the OptManager
which starts optimization runs, the OptEngine which is an optimization instance that sends
jobs to a SimManager, SimAgents which can receive jobs and start a simulation instance, and
a database where the optimization process is documented.
In the standard version, OPTIMISE was configured to always receive the same result when a
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Figure 5.3: System Architecture of the OPTIMISE platform (Ng et al., 2008).
solution was simulated multiple times, making results replicable. Resampling could be done
by sending a job which included multiple replications to a SimAgent. The resampling with
stochastic output, mean and variance values, was performed by the simulation software. For
Dynamic Resampling, this feature was not sufficient, since it only allows Static Resampling.
In order to enable the platform to run Dynamic Resampling, besides adding a parameter to the
platform allowing non-replicable simulation runs, the following UML model was developed
which shows how the system should be structured at an abstract level, both in the software
during the runtime and in the database (Figure 5.4).
Solution

Evaluation
1

1..*

Job
1

1..*

Replication
1

1..*

Figure 5.4: Extension of the OPTIMISE platform for Dynamic Resampling - UML Diagram.
In order to avoid restructuring large parts of the system, the model was only partly implemented, but allowed the same functionality. The Evaluation object existed only in the database
and is not necessary during the runtime in the software. Therefore, no change was necessary.
The Job object exists in the software but not in the database. This was sufficient, but a job
counter was added to the database. The Replication object existed in the software and in the
database. The UML object, however, which required changes, was the Solution object, which
is described in the following.
Solution object
The Solution object only existed in the software, but not in the database. In order to build
the same functionality in the database, no solution table was created. Instead, the previous
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objective samples of a solution are copied to a new Evaluation table entry, when new simulations are run. This is done when a new generation is started. If additional sampling jobs
are then sent to the SimManager during the same generation, those samples are added to the
same evaluation object. The knowledge about the objective vectors of solutions can therefore
only be traced back to the generation level, not to the individual sample level. In order to be
able to count the number of unique solutions, the number of solutions is counted and stored
during the optimization run.
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Conclusions
This thesis work with Dynamic Resampling (DR) has shown that a performance gain can be
achieved by using flexible and dynamic resampling algorithms which make the most of the
available computing budget. In reviewing the literature regarding DR algorithms, it became
clear that the aspect of limited optimization time has not been well studied, despite its relevance for real-world optimization applications. This led to our focus on time-constrained
optimization. We started comparing Preference-based EMO and general EMO and demonstrated that the Preference-based EMO algorithm R-NSGA-II can find a better result in the
preferred area of the objective space, within the available optimization time on a real-world
optimization model (Siegmund et al., 2012). Several approaches to further improve the convergence speed of Preference-based EMO on benchmark functions (Siegmund, Ng, and Deb,
2012; Siegmund, Ng, and Deb, 2017a) were demonstrated. These extensions to the R-NSGA-II
algorithm control the diversity of the algorithm. The results showed that, in the case of limited
optimization time, it is important to use preferences to improve result quality. Therefore, we
found it worthwhile to study Dynamic Resampling together with Preference-based EMO.
The research results show that in the case of a limited simulation budget and a simulation
model with stochastic output values, using a Dynamic Resampling algorithm can, in most
cases, improve the optimization result, if it is combined with a time-based budget as a hybrid DR strategy and if the algorithm parameters are chosen according to the noise level and
problem complexity. The time-based resampling criterion can make sure that the budget allocation is increased towards the end of the optimization run and can thereby save sampling
budget for the later phase of the optimization. This observation can be made both for general
EMO and Preference-based EMO. For general EMO, the best results could be accomplished
by using a Pareto rank-based or Domination Strength-based DR algorithm with time control (Siegmund, Ng, and Deb, 2016b). For Preference-based EMO, using the same Dynamic
Resampling strategies recommended for general EMO delivers good results. If preference information is used for both the EMO algorithm and the Dynamic Resampling algorithm, even
better results can be achieved. A reference point specified for the R-NSGA-II algorithm can
be used for a distance and progress-based sampling allocation.
We proposed two preference-based Dynamic Resampling algorithms: Distance Progress Timebased Dynamic Resampling (DDR) uses the preference information to assign more samples to
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a converged population close to the reference point. It combines three resampling criteria:
distance to the reference point, progress, and elapsed optimization time. It can thereby support a Preference-based EMO algorithm better than the DR algorithms which also work for
general EMO (Siegmund, Ng, and Deb, 2017b). Distance Rank-based Dynamic Resampling
(DR2) is an extension of DDR which combines Pareto rank-based allocation with distancebased allocation. For complex optimization problems or high-noise problems, it can achieve
a better result than the DDR strategy (Siegmund, Ng, and Deb, 2015; Siegmund, Ng, and Deb,
2017b). The DR algorithms were evaluated on R-NSGA-II on two stochastic real-world production line models (Ng, Siegmund, and Deb, 2017). The results for an optimistic reference
point close to the Ideal Point showed that preference-based DR algorithms on R-NSGA-II
performed best, followed by Time-based DR. The lowest performance on R-NSGA-II was
shown by Static Resampling, but it outperforms general EMO with NSGA-II which uses no
user preferences. For an offside reference point which emphasizes higher objective values for
some objectives but accepts worse objective values for others, the differences between the various DR algorithms were much smaller and insignificant. The superiority of R-NSGA-II over
NSGA-II in the case of Static Resampling is even clearer than for the case of Ideal reference
points.
Two DR algorithms for MOO which consider objective variance were developed. The first algorithm is a multi-objective extension of Standard Error Dynamic Resampling (SEDR) called
MO-SEDR. With different hybrid extensions, it can be controlled by, for example, elapsed
optimization time or preference information. The second DR algorithm considering objective variance, called D-OCBA-m, is a selection sampling method for single-objective Ranking
& Selection problems applied on the scalar reference point distance of R-NSGA-II. These
variance-based DR algorithms were tested on benchmark problems with variable noise landscapes and could outperform algorithms that do not consider variance for those problems.
D-OCBA-m is an example where Dynamic Resampling and Preference-based EMO can be
integrated and better results can be achieved. The Delayed Pareto-Fitness (DPF) extension of
R-NSGA-II, published in Siegmund, Ng, and Deb, 2016a and Siegmund, Ng, and Deb, 2017a,
emphasizes the reference point distance as fitness function in R-NSGA-II, which allows a better application of OCBA-m (Chen et al., 2008) on DPF-R-NSGA-II.
The experimentation part was performed with intuitively reasonable fixed parameters for the
Dynamic Resampling and EMO algorithms. In order to study problem parameters, the thesis includes a study about benchmark functions with different noise levels and landscapes,
and with different problem complexities. From this investigation of problem parameters, the
conclusion can be drawn that for Dynamic Resampling to be beneficial, a certain problem
complexity is required. The different noise levels led to different performance gains by DR,
but the improvement was consistent. For high-noise problems, a greater maximum number
of samples is required, to enable the beneficial effects of Dynamic Resampling. As expected,
for problems with variable noise landscapes, the variance-based DR algorithms had an advantage. Variance-based Dynamic Resampling requires a higher minimum number of samples to
work, which was confirmed.
In summary, in the case of a limited simulation budget, the results allow the conclusions that
both decision maker preferences and Dynamic Resampling should be used at the same time
to achieve the best results in Simulation-based Evolutionary Multi-objective Optimization.
Preference-based DR algorithms which consider the distance to a reference point are able to
achieve the best results in Preference-based EMO with the R-NSGA-II algorithm.
90

REFERENCES

References
Aizawa, Akiko N. and Benjamin W. Wah (1993). “Dynamic Control of Genetic Algorithms in a
Noisy Environment”. In: Proceedings of the 5th International Conference on Genetic Algorithms,
pp. 48–55. isbn: 978-1-55860-299-1.
Aizawa, Akiko N. and Benjamin W. Wah (1994). “Scheduling of Genetic Algorithms in a Noisy
Environment”. In: Evolutionary Computation 2.2, pp. 97–122. issn: 1063-6560. doi: 10.1162/
evco.1994.2.2.97.
Bader, Johannes, Kalyanmoy Deb, and Eckart Zitzler (2010). “Faster hypervolume-based search
using monte carlo sampling”. Multiple Criteria Decision Making for Sustainable Energy and Transportation Systems. Vol. 634. Lecture Notes in Economics and Mathematical Systems. SpringerVerlag Berlin Heidelberg, pp. 313–326. isbn: 978-3-642-04045-0. doi: 10.1007/978- 3642-04045-0_27.
Bader, Johannes and Eckardt Zitzler (2008). HypE: An algorithm for fast hypervolume-based manyobjective optimization. TIK Report 286. Computer Engineering and Networks Laboratory (TIK),
ETH Zurich.
Bartz-Beielstein, Thomas, Daniel Blum, and Jürgen Branke (2007). “Particle Swarm Optimization and Sequential Sampling in Noisy Environments”. In: Metaheuristics – Progress in Complex Systems Optimization. Vol. 39. Operations Research/Computer Science Interfaces Series,
pp. 261–273. isbn: 978-0-387-71919-1. doi: 10.1007/978-0-387-71921-4_14.
Bartz-Beielstein, Thomas, Marco Chiarandini, Luís Paquete, and Mike Preuss, eds. (2010). Experimental Methods for the Analysis of Optimization Algorithms. Springer-Verlag Berlin Heidelberg. isbn: 978-3-642-02537-2. doi: 10.1007/978-3-642-02538-9.
Bernedixen, Jacob, Amos H. C. Ng, Leif Pehrsson, and Tobias Antonsson (2015). “Simulationbased multi-objective bottleneck improvement: Towards an automated toolset for industry”.
In: Proceedings of the 2015 Winter Simulation Conference. Vol. 39, pp. 2183–2194. isbn: 9781-4673-9741-4. doi: 10.1007/978-0-387-71921-4_14.
Beume, Nicola, Boris Naujoks, and Michael Emmerich (2007). “SMS-EMOA: Multiobjective Selection Based on Dominated Hypervolume”. In: European Journal of Operational Research 181.3,
pp. 1653–1669. issn: 1049-3301. doi: 10.1016/j.ejor.2006.08.008.
Branke, Jürgen (2016). “MCDA and Multiobjective Evolutionary Algorithms”. In: Multiple Criteria Decision Analysis – State of the Art Surveys, pp. 977–1008. issn: 0884-8289. doi: 10.1007/
978-1-4939-3094-4_23.
Branke, Jürgen and Jochen Gamer (2007). “Handling Uncertainties in Evolutionary Multi-Objective
Optimization”. In: Proceedings of the 2007 INFORMS Simulation Society Research Workshop, pp. 42–
46.

Branke, Jürgen and Christian Schmidt (2004). “Sequential Sampling in Noisy Environments”. In:
Proceedings of the 8th International Conference on Parallel Problem Solving from Nature, 2004, Birmingham. Vol. 3242. Lecture Notes in Computer Science, pp. 202–211. isbn: 978-3-540-302179. doi: 10.1007/978-3-540-30217-9_21.
Brockhoff, Dimo, Johannes Bader, Lothar Thiele, and Eckart Zitzler (2013). “Directed Multiobjective Optimization Based on the Weighted Hypervolume Indicator”. In: Journal of MultiCriteria Decision Analysis 20.5–6, pp. 291–317. issn: 1099-1360. doi: 10.1002/mcda.1502.
Chen, Chun-Hung and Loo Hay Lee (2010). Stochastic Simulation Optimization - An Optimal Computing Budget Allocation. World Scientific Publishing Company. isbn: 978-981-4282-64-2.
Chen, Chun-Hung, Jianwu Lin, Enver Yücesan, and Stephen E. Chick (2000). “Simulation Budget Allocation for Further Enhancing the Efficiency of Ordinal Optimization”. In: Discrete Event
Dynamic Systems 10.3, pp. 251–270. issn: 1573-7594. doi: 10.1023/A:1008349927281.
Chen, Chun-Hung, Donghai He, Michael Fu, and Loo Hay Lee (2008). “Efficient Simulation Budget Allocation for Selecting an Optimal Subset”. In: Journal on Computing 20.4, pp. 579–595.
doi: 10.1287/ijoc.1080.0268.
Coello Coello, Carlos A. and Margarita Reyes Sierra (2004). “A Study of the Parallelization of
a Coevolutionary Multi-Objective Evolutionary Algorithm”. In: Proceedings of the 3rd Mexican International Conference on Artificial Intelligence, 2004, México City, pp. 688–697. isbn: 9783-540-24694-7. doi: 10.1007/978-3-540-24694-7_71.
Deb, Kalyanmoy (2001). Multi-Objective Optimization using Evolutionary Algorithms. John Wiley
& Sons. isbn: 978-0-471-87339-6.
Deb, Kalyanmoy and Himanshu Jain (2014). “An Evolutionary Many-Objective Optimization
Algorithm Using Reference-Point-Based Nondominated Sorting Approach, Part I: Solving
Problems With Box Constraints”. In: IEEE Transactions on Evolutionary Computation 18.4, pp. 577–
601. issn: 1089-778X. doi: 10.1109/TEVC.2013.2281535.
Deb, Kalyanmoy, Florian Siegmund, and Amos H. C. Ng (2014). “R-HV : A Metric for Computing Hyper-volume for Reference Point Based EMOs”. In: Proceedings of the 5th International
Conference on Swarm, Evolutionary, and Memetic Computing, 2014, Bhubaneswar, India, pp. 98–
110. isbn: 978-3-319-20293-8. doi: 10.1007/978-3-319-20294-5_9.
Deb, Kalyanmoy, Amrit Pratap, Sameer Agarwal, and T. Meyarivan (2002). “A Fast and Elitist
Multiobjective Genetic Algorithm: NSGA-II”. In: IEEE Transactions on Evolutionary Computation 6.2, pp. 182–197. issn: 1089-778X. doi: 10.1109/4235.996017.
Deb, Kalyanmoy, J. Sundar, Udaya Bhaskara Rao N., and Shamik Chaudhuri (2006). “Reference
Point Based Multi-objective Optimization Using Evolutionary Algorithms”. In: International
Journal of Computational Intelligence Research 2.3, pp. 273–286. doi: 10 . 5019 / j . ijcir .
2006.67.
Deb, Kalyanmoy, A. Sinha, P.J. Korhonen, and J. Wallenius (2010). “An Interactive Evolutionary
Multiobjective Optimization Method Based on Progressively Approximated Value Functions”.
In: IEEE Transactions on Evolutionary Computation 14.5, pp. 723–739. issn: 1089-778X. doi:
10.1109/TEVC.2010.2064323.
Di Pietro, Anthony (2007). “Optimizing Evolutionary Strategies for Problems with Varying Noise
Strength”. PhD thesis. University of Western Australia, Perth.
Di Pietro, Anthony, Lyndon While, and Luigi Barone (2004). “Applying evolutionary algorithms
to problems with noisy, time-consuming fitness functions”. In: Proceedings of the Congress on
Evolutionary Computation 2004, Portland 2, pp. 1254–1261.
Enginarlar, Emre, Jingshan Li, and S. M. Meerkov (2005). “How lean can lean buffers be?” In: IIE
Transactions 37.4, pp. 333–342. doi: 10.1080/00207546308947819.

Eskandari, H., C. D. Geiger, and R. Bird (2007). “Handling uncertainty in evolutionary multiobjective optimization: SPGA”. In: Proceedings of the Congress on Evolutionary Computation 2007,
Singapore, pp. 4130–4137. doi: 10.1109/CEC.2007.4425010.
Fieldsend, Jonathan E. (2015). “Elite Accumulative Sampling Strategies for Noisy Multi-objective
Optimisation”. In: Proceedings of the 8th International Conference on Evolutionary Multi-Criterion
Optimization, 2015, Guimarães. Vol. 9019. Lecture Notes in Computer Science, pp. 172–186.
isbn: 978-3-319-15892-1. doi: 10.1007/978-3-319-15892-1_12.
Fieldsend, Jonathan E. and Richard M. Everson (2005). “Multi-Objective Optimisation in the Presence of Uncertainty”. In: Proceedings of the Congress on Evolutionary Computation 2005, Edinburgh, pp. 476–483. doi: 10.1109/CEC.2005.1554691.
Fieldsend, Jonathan E. and Richard M. Everson (2015). “The Rolling Tide Evolutionary Algorithm: A Multiobjective Optimizer for Noisy Optimization Problems”. In: IEEE Transactions
on Evolutionary Computation 19.1, pp. 103–117. issn: 1089-778X. doi: 10.1109/TEVC.2014.
2304415.
Fu, Michael. C. (2015). Handbook of Simulation Optimization. 1st ed. Vol. 216. International Series in Operations Research & Management Science. Springer New York. isbn: 978-1-49391383-1. doi: 10.1007/978-1-4939-1384-8.
Goh, Chi K. and Kay C. Tan (2009). Evolutionary Multi-objective Optimization in Uncertain Environments: Issues and Algorithms. Springer-Verlag Berlin Heidelberg. isbn: 978-3-540-959762.
Goienetxea Uriarte, Ainhoa, Enrique Ruiz Zúñiga, Matías Urenda Moris, and Amos H. C. Ng
(2015). “System design and improvement of an emergency department using Simulation-Based
Multi-Objective Optimization”. In: Journal of Physics: Conference Series 616.1.
Goulart, Fillipe and Felipe Campelo (2016). “Preference-guided evolutionary algorithms for manyobjective optimization”. In: Information Sciences 329. Special issue on Discovery Science, pp. 236–
255. issn: 0020-0255. doi: 10.1016/j.ins.2015.09.015.
Gregor, Shirley and Alan R. Hevner (2013). “Positioning and Presenting Design Science Research
for Maximum Impact”. In: MIS Quarterly 37.2, pp. 337–355. issn: 0276-7783.
Hevner, Alan R., Salvatore T. March, Jinsoo Park, and Sudha Ram (2004). “Design Science in Information Systems Research”. In: MIS Quarterly 28.1, pp. 75–105. issn: 0276-7783.
Jain, Himanshu and Kalyanmoy Deb (2014). “An Evolutionary Many-Objective Optimization
Algorithm Using Reference-Point Based Nondominated Sorting Approach, Part II: Handling
Constraints and Extending to an Adaptive Approach”. In: IEEE Transactions on Evolutionary
Computation 18.4, pp. 602–622. issn: 1089-778X. doi: 10.1109/TEVC.2013.2281534.
Jin, Yaochu and Jürgen Branke (2005). “Evolutionary optimization in uncertain environments
- a survey”. In: IEEE Transactions on Evolutionary Computation 9.3, pp. 303–317. issn: 1089778X. doi: 10.1109/TEVC.2005.846356.
Kashfi, Seyed Ruhollah (2014). “Towards Evaluation of the Adaptive-Epsilon-R-NSGA-II Algorithm (AE-R-NSGA-II) on Industrial Optimization Problems”. Master thesis at University of
Skövde, Sweden. url: http : // urn . kb. se / resolve ? urn = urn : nbn : se : his : diva 10841.
Lee, Loo Hay and Ek Peng Chew (2005). “Design sampling and replication assignment under fixed
computing budget”. In: Journal of Systems Science and Systems Engineering 14.3, pp. 289–307.
issn: 1004-3756. doi: 10.1007/s11518-006-0195-6.
Lee, Loo Hay, Ek Peng Chew, Suyan Teng, and Yankai Chen (2008). “Multi-objective simulationbased evolutionary algorithm for an aircraft spare parts allocation problem”. In: European Jour-

nal of Operational Research 189.2, pp. 476–491. issn: 0377-2217. doi: http : / / dx . doi .
org/10.1016/j.ejor.2007.05.036.

Lee, Loo Hay, Ek Peng Chew, Suyan Teng, and David Goldsman (2010). “Finding the Non-dominated
Pareto Set for Multi-objective Simulation Models”. In: IIE Transactions 42.9, pp. 656–674. doi:
10.1080/07408171003705367.
López-Jaimes, Antonio, Alfredo Arias Montaño, and Carlos A. Coello Coello (2011). “Preference
incorporation to solve many-objective airfoil design problems”. In: Congress on Evolutionary
Computation 2011, New Orleans, USA, pp. 1605–1612. isbn: 978-1-4244-7834-7. doi: 10.1109/
CEC.2011.5949807.
López-Jaimes, Antonio and Carlos A. Coello Coello (2014). “Including preferences into a multiobjective evolutionary algorithm to deal with many-objective engineering optimization problems”. In: Information Sciences 277, pp. 1–20. issn: 0020-0255. doi: http://dx.doi.org/
10.1016/j.ins.2014.04.023.
Martinez Lopez, Pablo Enrique (2015). “Preference-guided Optimization for an Industrial Production Line”. Final report of Artificial Intelligence - Industrial Project course AU719A at University of Skövde, Sweden.
Miettinen, Kaisa (1998). Nonlinear Multiobjective Optimization. Vol. 12. International Series in Operations Research & Management Science. Springer New York. isbn: 978-0-7923-8278-2. doi:
10.1007/978-1-4615-5563-6.
Mohammadi, A., M. N. Omidvar, and Xiaodong Li (2013). “A new performance metric for userpreference based multi-objective evolutionary algorithms”. In: Proceedings of the Congress on
Evolutionary Computation 2013, Cancún, pp. 2825–2832. doi: 10.1109/CEC.2013.6557912.
Ng, Amos, Henrik Grimm, Thomas Lezama, Anna Persson, Marcus Andersson, and Mats Jägstam
(2008). “OPTIMISE: An Internet-Based Platform for Metamodel-Assisted Simulation Optimization”. In: Advances in Communication Systems and Electrical Engineering, pp. 281–296. doi:
10.1007/978-0-387-74938-9_20.
Ng, Amos H. C., Jacob Bernedixen, and Leif Pehrsson (2014). “What Does Multi-Objective Optimization Have to Do with Bottleneck Improvement of Production Systems?” In: Proceedings of The 6th International Swedish Production Symposium 2014.
Ng, Amos H. C., Florian Siegmund, and Kalyanmoy Deb (2017). “Reference Point Based Evolutionary Multi-Objective Optimization with Dynamic Resampling for Production Systems
Improvement”. Completed manuscript, to be submitted to International Journal of Production Economics.
Oates, Briony J. (2006). Researching Information Systems and Computing. London: SAGE Publications Ltd. isbn: 978-1-4129-0224-3.
Park, Taejin and Kwang Ryel Ryu (2011). “Accumulative Sampling for Noisy Evolutionary Multiobjective Optimization”. In: Proceedings of the Conference on Genetic and Evolutionary Computation 2011, Dublin, Ireland, pp. 793–800. isbn: 978-1-4503-0557-0. doi: 10.1145/2001576.
2001684.
Schmidt, Christian (2006). “Evolutionary Computation in Stochastic Environments”. PhD thesis. University of Karlsruhe, Germany.
Schmidt, Christian, Jürgen Branke, and Stephen E. Chick (2006). “Integrating Techniques from
Statistical Ranking into Evolutionary Algorithms”. In: Proceedings of the 2006 International Conference on Applications of Evolutionary Computing, pp. 752–763. isbn: 978-3-540-33237-4. doi:
10.1007/11732242_73.

Siegmund, Florian (2009). “Sequential sampling in noisy multi-objective evolutionary optimization”. Master thesis at University of Skövde, Sweden, and Karlsruhe Institute of Technology.
url: http://urn.kb.se/resolve?urn=urn:nbn:se:his:diva-3390.
Siegmund, Florian (2010). “Optimal Computing Budget Allocation for Noisy Hypervolume-Based
Multi-Objective Evolutionary Optimization”. Master thesis at Karlsruhe Institute of Technology, Germany, and National University of Singapore.
Siegmund, Florian, A. H. C. Ng, and Kalyanmoy Deb (2012). “Finding a preferred diverse set of
Pareto-optimal solutions for a limited number of function calls”. In: Proceedings of the Congress
on Evolutionary Computation 2012, Brisbane, Australia, pp. 2417–2424. isbn: 978-1-4673-15081. doi: 10.1109/CEC.2012.6256654.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2013). “A Comparative Study of Dynamic Resampling Strategies for Guided Evolutionary Multi-objective Optimization”. In: Proceedings of the Congress on Evolutionary Computation 2013, Cancún, México, pp. 1826–1835. isbn:
978-1-4799-0454-9. doi: 10.1109/CEC.2013.6557782.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2015). “Hybrid Dynamic Resampling
for Guided Evolutionary Multi-Objective Optimization”. In: Proceedings of the 8th International
Conference on Evolutionary Multi-Criterion Optimization, 2015, Guimarães, Portugal. Vol. 9018.
Lecture Notes in Computer Science, pp. 366–380. isbn: 978-3-319-15934-8. doi: 10.1007/
978-3-319-15934-8_25.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016a). “A Ranking and Selection Strategy for Preference-based Evolutionary Multi-objective Optimization of Variable-Noise Problems”. Accepted for publication in the Proceedings of the Congress on Evolutionary Computation WCCI-CEC 2016, July 2016, Vancouver, Canada. COIN Report No. 2016002.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016b). “Hybrid Dynamic Resampling
Algorithms for Evolutionary Multi-objective Optimization of Invariant Noise Problems”. In:
Proceedings of the Evostar-EvoApplications 2016 conference, March 2016, Porto, Portugal. Vol. 9598.
Lecture Notes in Computer Science, pp. 311–326. isbn: 978-3-319-31152-4. doi: 10.1007/
978-3-319-31153-1_21.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017a). “A Comparative Study of Fast
Adaptive Preference-Guided Evolutionary Multi-objective Optimization”. Submitted to 9th
International Conference on Evolutionary Multi-Criterion Optimization 2017 in Münster,
Germany.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017b). “Dynamic Resampling for Preference-based Evolutionary Multi-Objective Optimization of Stochastic Systems”. Submitted
to Computational Optimization and Applications. COIN Report No. 2015020.
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017c). “Standard Error Dynamic Resampling for Preference-based Evolutionary Multi-objective Optimization”. Submitted to Computers & Operations Research. COIN Report No. 2015021.
Siegmund, Florian, Jacob Bernedixen, Leif Pehrsson, A. H. C. Ng, and Kalyanmoy Deb (2012).
“Reference Point-based Evolutionary Multi-Objective Optimization for Industrial Systems
Simulation”. In: Proceedings of the Winter Simulation Conference 2012, Berlin, Germany. isbn:
978-1-4673-4781-5. doi: 10.1109/WSC.2012.6465130.
Stump, G., T. W. Simpson, J. A. Donndelinger, S. Lego, and M. Yukish (2009). “Visual Steering
Commands for Trade Space Exploration: User-Guided Sampling With Example.” In: Journal
of Computing and Information Science in Engineering 3.4, 044501:1–10. issn: 1530-9827. doi:
10.1115/1.3243633.

Syberfeldt, Anna (2009). “A multi-objective evolutionary approach to simulation-based optimisation of real-world problems”. PhD thesis. De Montfort University, Leicester, UK.
Syberfeldt, Anna, A. H. C. Ng, Robert I. John, and Philip Moore (2010). “Evolutionary optimisation of noisy multi-objective problems using confidence-based dynamic resampling”. In:
European Journal of Operational Research 204.3, pp. 533–544. issn: 0377-2217. doi: 10.1016/
j.ejor.2009.11.003.
Tan, Kay Chen and Chi Keong Goh (2008). “Handling Uncertainties in Evolutionary Multi-Objective
Optimization”. In: Plenary/Invited Lectures of World Congress on Computational Intelligence 2008,
Hong Kong. Vol. 5050. Lecture Notes in Computer Science, pp. 262–292. isbn: 978-3-540-688600. doi: 10.1007/978-3-540-68860-0_13.
Tsoularis, Anastasios (2001). “Analysis of Logistic Growth Models”. In: Research Letters in the Information and Mathematical Sciences 2, pp. 23–46. issn: 0025-5564. doi: 10.1016/S00255564(02)00096-2.
Zitzler, Eckart, Kalyanmoy Deb, and Lothar Thiele (2000). “Comparison of Multiobjective Evolutionary Algorithms: Empirical Results”. In: Journal of Evolutionary Computation 8.2, pp. 173–
195. issn: 1063-6560. doi: 10.1162/106365600568202.
Zitzler, Eckart and Simon Künzli (2004). “Indicator-based selection in multiobjective search”.
In: Conference on Parallel Problem Solving from Nature - PPSN VIII. Vol. 3242. LNCS. Springer
Science+Business Media, pp. 832–842. isbn: 978-3-540-23092-2. doi: 10.1007/978- 3540-30217-9_84.
Zitzler, Eckart and Lothar Thiele (1998). “Multiobjective Optimization Using Evolutionary Algorithms - A Comparative Case Study”. In: Proceedings of the 5th International Conference on
Parallel Problem Solving from Nature, 1998, Amsterdam, pp. 292–301. isbn: 3-540-65078-4.

INCLUDED ARTICLES

Included Articles
The following included articles have been published during my PhD studies, or are under
review.

Paper I
Siegmund, Florian, Jacob Bernedixen, Leif Pehrsson, A. H. C. Ng, and Kalyanmoy Deb (2012).
“Reference Point-based Evolutionary Multi-Objective Optimization for Industrial Systems Simulation”. In: Proceedings of the Winter Simulation Conference 2012, Berlin, Germany. isbn: 978-14673-4781-5. doi: 10.1109/WSC.2012.6465130.
Paper II
Deb, Kalyanmoy, Florian Siegmund, and Amos H. C. Ng (2014). “R-HV : A Metric for Computing Hyper-volume for Reference Point Based EMOs”. In: Proceedings of the 5th International Conference on Swarm, Evolutionary, and Memetic Computing, 2014, Bhubaneswar, India, pp. 98–110. isbn:
978-3-319-20293-8. doi: 10.1007/978-3-319-20294-5_9.
Paper III
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2015). “Hybrid Dynamic Resampling
for Guided Evolutionary Multi-Objective Optimization”. In: Proceedings of the 8th International
Conference on Evolutionary Multi-Criterion Optimization, 2015, Guimarães, Portugal. Vol. 9018. Lecture Notes in Computer Science, pp. 366–380. isbn: 978-3-319-15934-8. doi: 10.1007/9783-319-15934-8_25.
Paper IV
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017b). “Dynamic Resampling for Preference-based Evolutionary Multi-Objective Optimization of Stochastic Systems”. Submitted to
Computational Optimization and Applications. COIN Report No. 2015020.
Paper V
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017c). “Standard Error Dynamic Resampling for Preference-based Evolutionary Multi-objective Optimization”. Submitted to Computers & Operations Research. COIN Report No. 2015021.

Paper VI
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016b). “Hybrid Dynamic Resampling
Algorithms for Evolutionary Multi-objective Optimization of Invariant Noise Problems”. In: Proceedings of the Evostar-EvoApplications 2016 conference, March 2016, Porto, Portugal. Vol. 9598. Lecture Notes in Computer Science, pp. 311–326. isbn: 978-3-319-31152-4. doi: 10.1007/9783-319-31153-1_21.
Paper VII
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2016a). “A Ranking and Selection Strategy for Preference-based Evolutionary Multi-objective Optimization of Variable-Noise Problems”. Accepted for publication in the Proceedings of the Congress on Evolutionary Computation WCCI-CEC 2016, July 2016, Vancouver, Canada. COIN Report No. 2016002.
Paper VIII
Ng, Amos H. C., Florian Siegmund, and Kalyanmoy Deb (2017). “Reference Point Based Evolutionary Multi-Objective Optimization with Dynamic Resampling for Production Systems Improvement”. Completed manuscript, to be submitted to International Journal of Production Economics.
Paper IX
Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017a). “A Comparative Study of Fast
Adaptive Preference-Guided Evolutionary Multi-objective Optimization”. Submitted to 9th International Conference on Evolutionary Multi-Criterion Optimization 2017 in Münster, Germany.

PAPER I

REFERENCE POINT-BASED EVOLUTIONARY
MULTI-OBJECTIVE OPTIMIZATION FOR INDUSTRIAL
SYSTEMS SIMULATION

Siegmund, Florian, Jacob Bernedixen, Leif Pehrsson, A. H. C. Ng, and Kalyanmoy Deb (2012).
“Reference Point-based Evolutionary Multi-Objective Optimization for Industrial Systems Simulation”. In: Proceedings of the Winter Simulation Conference 2012, Berlin, Germany. isbn: 978-14673-4781-5. doi: 10.1109/WSC.2012.6465130.

Proceedings of the 2012 Winter Simulation Conference
C. Laroque, J. Himmelspach, R. Pasupathy, O. Rose, and A. M. Uhrmacher, eds.

REFERENCE POINT-BASED EVOLUTIONARY MULTI-OBJECTIVE
OPTIMIZATION FOR INDUSTRIAL SYSTEMS SIMULATION
Florian Siegmund
Jacob Bernedixen
Leif Pehrsson
Amos H.C. Ng

Kalyanmoy Deb
Department of Electrical and Computer Engineering
Michigan State University
428 S. Shaw Lane, East Lansing, MI 48824, USA

Virtual Systems Research Center
University of Skövde
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ABSTRACT
In Multi-objective Optimization the goal is to present a set of Pareto-optimal solutions to the decision
maker (DM). One out of these solutions is then chosen according to the DM preferences. Given that
the DM has some general idea of what type of solution is preferred, a more efficient optimization could
be run. This can be accomplished by letting the optimization algorithm make use of this preference
information and guide the search towards better solutions that correspond to the preferences. One example
for such kind of algorithms is the Reference point-based NSGA-II algorithm (R-NSGA-II), by which
user-specified reference points can be used to guide the search in the objective space and the diversity of
the focused Pareto-set can be controlled. In this paper, the applicability of the R-NSGA-II algorithm in
solving industrial-scale simulation-based optimization problems is illustrated through a case study for the
improvement of a production line.
1

INTRODUCTION

Simulation-based multi-objective optimization problems are in many cases difficult to solve which is caused
by the vast number of simulation runs that are needed in order to find a converged and diverse set of
Pareto-optimal solutions. The standard goal usually pursued in multi-objective optimization is to find
a converged set of solutions that is also featuring diversity. This goal requires to find a large number
of solutions to cover the whole Pareto-front. Besides a complex problem structure the high number of
simulation runs can also be caused by uncertainty in the input or output parameters of the model which
has to be handled by simulating every solution multiple times and using the average objective values. Also
a high number of problem objectives can make it necessary to execute many solution evaluations. This is
because the Pareto-optimal front of a high-dimensional problem is a large subspace. In order to cover it
sufficiently many Pareto-optimal solutions need to be found.
For complex real-world simulation models the execution time usually is high so that the overall number
of simulation runs that can be executed is limited. With this limited simulation time budget in many cases
only an inferior Pareto-optimal front can be found. For many optimization problems however the DM has
domain knowledge about which solutions are most interesting. After the optimization has been run only a
single solution is chosen and implemented. If the DM can provide preference information that indicates
where the DM expects to choose a solution the algorithm can exploit this information and guide the search
towards this area. In this way only a small part of the Pareto-optimal front needs to be covered and the
algorithm can find a focused solution set that is more converged in the interesting area than algorithms that
aim at finding a solution set covering the whole Pareto-front.
1
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Several algorithms have been proposed that can focus the search towards a certain area of the objective
space. A comprehensive overview on guided search algorithms controlled by preferences is given in
(Miettinen 1999, Branke et al. 2008). Guided search algorithms can be distinguished by the type of
information that is used to specify interesting solutions. For example the DM can make comparisons
between different solutions. This information can be transformed into a value function that serves as a
fitness function for the optimization algorithm (Deb et al. 2010). Another way of preference articulation is
the specification of a preference direction or light beam along which the search is guided (Deb and Kumar
2007, Jaszkiewicz and Slowinski 1999). The way of preference specification that is used in this article
requires the user to specify one or more reference points in interesting areas of the objective space where
the search is guided to. An algorithm that implements this search is the R-NSGA-II algorithm which was
proposed by (Deb et al. 2006). Extensions have been proposed by (Siegmund, Ng, and Deb 2012).
In this paper we present the application of this algorithm in a real-world simulation optimization case
study. This simulation optimization problem deals with the optimization of a production line that can be
configured via binary parameters.
The paper is structured as follows. The R-NSGA-II algorithm is described in section 2. In section
3 the industrial case is introduced. Following, the experiments and results are presented in section 4. In
section 5 we draw conclusions and present future research questions.
2

R-NSGA-II ALGORITHM

In this study the application of the R-NSGA-II algorithm on a real-world simulation optimization problem
is performed and evaluated. In this section we describe the algorithm on a general level without going into
details. This is to give the reader a general overview and understanding of the way the algorithm works.
The R-NSGA-II algorithm is a multi-objective evolutionary optimization algorithm that is based on the
Non-dominated Sorting Genetic Algorithm II, NSGA-II (Deb et al. 2002). The NSGA-II algorithm is an
elitist multi-objective evolutionary algorithm that uses two types of fitness functions. The primary fitness
function is the Pareto-optimality. Solutions that cannot be compared by means of Pareto-optimality are
distinguished by a secondary fitness criterion called crowding distance. To guide the search for new solutions
the R-NSGA-II algorithm allows the specification of one or more reference points in the objective space
where the search is attracted to. Solutions close to the reference points are preferred. This fitness criterion
replaces the crowding distance measure of NSGA-II. In the following the context of where NSGA-II uses
the crowding distance measure is described and how the distance measure to the reference points is used
instead.
The primary fitness criterion Pareto-optimality means that solutions are preferred that are not worse in
any objective than another solution but truly better in at least one objective. If this is true for two solutions
then the better solution is said to be dominating the other solution. Solutions that are not dominated by
any other solution are called non-dominated solutions. All non-dominated solutions form a set which is
called a front. Assumed that those solutions are removed a new front of non-dominated solutions will
be formed. In this way a solution set can be fully partitioned into front subsets. Inside of those subsets
solutions are not comparable. NSGA-II selects solutions according to their front membership. It forms
the union of population and offspring and partitions this set into fronts. All fronts that fit completely
into the next population are selected. The front that only partially fits into the next population requires a
special selection procedure. Here the secondary fitness type is applied. NSGA-II uses a diversity fitness
measure called crowding distance which makes sure that a subset of this partially selected front with high
diversity is selected. R-NSGA-II uses a different secondary fitness measure. It is based on the distance of
the solutions to the reference points. Those who are closest to the reference points are selected into the
next population. By means of this secondary selection criterion the algorithm can be guided towards the
reference points. However, at the same time a certain degree of diversity must be maintained. For this
purpose R-NSGA-II uses a clustering algorithm that filters out solutions that are too close to each other.
The remaining solutions are considered for selection. Without this clustering step the algorithm would find
2
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a population which is situated in very close proximity to the reference points in the objective space. The
alternative solutions the DM could choose from would not be very different from each other.
2.1 Algorithm Description
The R-NSGA-II algorithm follows a scheme as of many evolutionary algorithms. A set of solutions,
the population, is maintained whereof new offspring solutions are generated through mating, crossover
and mutation (Deb 2001). The best solutions among the old population and the offspring solutions are
chosen to form the new population. The working scheme is depicted in Figure 1. In contrast to the
NSGA-II algorithm which uses the Pareto-rank as fitness function in the tournament selection for mating
the R-NSGA-II algorithm uses the reference point rank. The reference point rank is calculated by creating
a distance ranking among all solutions for each reference point. For a certain reference point the closest
solution is assigned rank 1, the second closest solution rank 2, and so on. The reference point rank for a
solution is the minimum rank that has been assigned to it among all different rankings.
Start

Select parent solutions for mating
(Tournament selection based on
reference point rank)

Generate initial
population P

Crossover and
mutation

Evaluation of new
offspring solutions Q

no

Return final
population

yes

Generation limit
reached?

Selection of new
population out of
P∪Q

Figure 1: R-NSGA-II flowchart.
The selection step of the R-NSGA-II algorithm that is marked as a sub process in Figure 1 is complex
and is therefore displayed in Figure 2. After partitioning the set of population and offspring solutions into
fronts on each front a clustering algorithm is performed. It chooses a representative solution out of the
front which has the lowest reference point rank. All solutions within a radius epsilon are cleared and are
added to the cluster of the representative. In the following they are not considered for selection, only the
representative solution is considered. The clustering selects the next representative solution and clears out
the neighboring solutions again. This is continued until all solutions have been assigned to clusters. This
is performed for all fronts. The epsilon distance can be chosen as a parameter to allow the user to choose
different amounts of diversity.
After the clustering the algorithm works similar as NSGA-II. It browses through the fronts and checks
whether the current front, respectively its set of cluster representatives can be selected completely into
the next front. In this case all representative solutions are selected into the next population and the
algorithm continues with the next front. Otherwise, in case the algorithm can only use a subset of
the cluster representatives, the representatives solutions with the lowest reference point ranks among the
representatives are selected into the next population. The new population is complete and is returned to
the algorithm main loop.
In case the algorithm reaches the last front and it was not possible to select enough solutions to fill
the new population completely the algorithm starts over with the remaining solutions. The clustering is
performed once more and the algorithm browses through the fronts starting with the first front. For the
full functionality of the algorithm the reader may confer to (Deb et al. 2006, Siegmund et al. 2012).
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Figure 2: R-NSGA-II selection step sub flow.
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GUIDED SEARCH OPTIMIZATION CASE STUDY

This section describes the production line used in the case study. It is a large production line with around
90 stations and just over 70 buffers, mostly conveyor belts but also some larger warehouses. The line is
very complex with several parallel sections, some assembly, several two-piece stations, automatic as well
as manual testing with scrap or rework options, portal cranes, and some pallet loops. Figure 3 shows a
simplified layout of the described production line.
The engineers in charge of the production line are faced with a rather tough, but not uncommon task.
They are to make it capable of handling some new variants coming in and at the same time increase its
capacity in order to meet customer demands. Based on the current condition of the line and a simulation
study considering the new variants they are far from reaching their capacity goal. They are able to reach a
throughput of 84 pieces per hour instead of the needed 95 pieces per hour, i.e. they will have to increase
the capacity with at least 13%.
Given the size and complexity of the line it is not an easy task to decide where to make improvements
in order to reach this goal, and it is even harder if at the same time it has to be made sure that as few
improvements as possible are needed. Three types of improvements were considered as shown in Table 1
(due to limited amount of space, larger buffer capacities were excluded as a possible improvement).
Table 1: Improvement, values, and example of possible ways of achieving the improvement.
Improvement
Reduction of cycle time

Values
Original value down to 26
seconds.

Improved availability

Original value up to 98%.

Reduction of mean time
to repair

Original value down to 5
minutes.

4

Possible solutions
New faster machine, new
tools, improvement machine sequence or code.
New more reliable machine or tools.
More resources for support and maintenance.

Siegmund, Bernedixen, Pehrsson, Ng, and Deb

Figure 3: Simplified layout of the machining line.
The values for each improvement were provided by the engineers in charge of the production line.
These improvements were considered on all stations if their original value was not worse than the proposed
improvement value. This resulted in 128 potential improvements, which in turn represents 2128 ≈ 3.4E+38
possible combinations of improvements. Given this huge number of possible combinations it was decided to
use simulation based multi-objective optimization to evaluate what improvements that should be implemented.
Using binary variables for representing the improvements (value = 0, original value / value=1, improvement value) the following multi-objective optimization problem was defined in which an implemented
improvement is counted as one change.
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The formal description of the optimization problem looks as follows:
58

min

Changes = min

24

46

!

∑ αi + ∑ β j + ∑ γk

i=1

j=1

k=1

max T hroughput
where
αi = cycle time improvement ∈ {0, 1}
β j = availability improvement ∈ {0, 1}
γk = mean time to repair improvement ∈ {0, 1}
4

NUMERICAL EXPERIMENTS

In this section the experiment setup of the case study is described and the results are analyzed.
4.1 Case Study
The simulation horizon of the model was set to one month (32 days with 2 days of warm-up time) and
evaluation was run with five replications. The time to run one evaluation was about 16 minutes. To
speed up the search an initial population was used. The initial solution with zero changes (representing
the current conditions of the line) was added to the otherwise randomly chosen initial population of the
optimization. The optimizations in this study were allowed to run for 5000 evaluations. Given the stochastic
nature of evolutionary optimization algorithms the optimizations were replicated five times in order to get
reliable results. Results from these replicated optimizations are illustrated using median attainment surfaces
(Bartz-Beielstein et al. 2010).
The NSGA-II algorithm was configured as follows. Since the problem is a binary decision problem
the algorithm works on binary vectors. Uniform crossover is used which chooses randomly between the
parameter values of two solutions, with uniform probability. Crossover probability is 0.8.

Figure 4: Results from a run without reference point (NSGA-II).
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Mutation is performed by choosing uniformly either value 0 or 1 for the mutated parameters. Mutation
probability is 1/15 which means that on average 9 of 128 parameters are mutated. The population size is
chosen to be 50.
As a basis the optimization is run once by NSGA-II without guidance. The result is displayed in
Figure 4. It is able to find a converged and diverse set of solutions that even includes several solutions
that reach and exceed the capacity goal of 95 while at the same time requiring less than 10 changes. This
was, according to the engineers, a reasonable number of changes. The following goal was set by the
automation engineers: ”Try to reach a throughput of 95 pieces per hour with 10 or fewer improvements on
the line”. This goal was added to the optimization algorithm as the reference point in order to find out if
this additional information could help the optimization in providing even better solutions given the same
budget.
R-NSGA-II was configured identically to NSGA-II. Additionally, the reference point was chosen to
be (Number of Changes = 10, Throughput = 95) for all experiments. As distance measure an achievement
scalarizing function was used that calculates the maximum normalized objective distance between a solution
and the reference point, as defined in (1). For diversity control epsilon is configured to be 0.001 unless
otherwise stated.


ASF F(s), r = maxi F i (s) − ri

(1)

where
F(s) is the normalized vector of fitness values of solution s
r is the normalized reference point in the objective space
The result of R-NSGA-II with reference point (10, 95) is displayed in Figure 5. The optimization was
able to find solutions that satisfy the capacity goal of 95 pieces per hour. The solution that met the capacity
goal and had the fewest number of changes produced 96.7 pieces per hour with 8 changes. Compared to
NSGA-II the solutions found by the optimization could achieve an improvement in both objectives.

Figure 5: Results from a run with reference point (R-NSGA-II). Reference point (10,95).
To obtain reliable results both optimizations have been executed five times and their average performance
was compared via a median attainment surface as in Figure 6. The performance advantage of R-NSGA-II
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can clearly be observed. Also a tendency of R-NSGA-II to achieve the most improvement at parts of the
front with higher throughput values than the reference point can be seen. It is assumed that this is an effect
described in (Siegmund, Ng, and Deb 2012). The 5000 evaluations do not allow the algorithm to converge
fully to the true Pareto-front. In this state algorithms based on Pareto-optimality have a tendency to have
a bias towards the ideal point (Deb 2001) which lies approximately at (0, 115).

Figure 6: Attainment surface combining the experiments of R-NSGA-II (dotted line) and NSGA-II (solid
line). Reference point (10, 95).

Figure 7: Attainment surface combining the experiments of R-NSGA-II (dotted line) and NSGA-II (solid
line), using biased crossover and mutation operators favoring a lower number of changes. Reference point
(10, 95).
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4.2 Biased Variation Operators
Considering the long run time and the tremendously large search space (3.4E+38 possible combinations)
biased crossover and mutation operators promoting low number of changes were implemented in the
optimization algorithm in order to get even better results. In detail, continuous variation operators are used
that generate crossover and mutation values that lie in the interval [0,1]. All values in [0, 1) are rounded
downwards to 0.
In Figure 7 the attainment surface of the experiments with the biased variation operators is displayed.
The dotted line represents the result of R-NSGA-II. The performance advantage in the preferred region of
R-NSGA-II over NSGA-II is even more clear compared to the previous experiment (Figure 6).
4.3 Diversity Control
The R-NSGA-II algorithm allows to control the diversity of the found solutions via a parameter called
epsilon. Since R-NSGA-II prioritizes solutions with high reference point rank before Pareto-optimal
solutions R-NSGA-II uses clustering to maintain diversity. The parameter epsilon is used in the clustering
algorithm as the minimum distance between two selected solutions as in (1). Step by step a representative
solution is chosen and all other solutions within radius epsilon around this solution are discarded. In this
chapter we show the effect of choosing a different epsilon parameter value. Epsilon is increased from
the original value 0.001 to 0.005. The objective vectors of the Pareto-front in the original experiment
with epsilon 0.001 are shown in Figure 8. The results of the increased diversity experiment with epsilon
0.005 are displayed in Figure 9. The results show that by increasing epsilon the Pareto-front is not more
widespread. However, a more evenly spread Pareto-front can be found. During the optimization process
more solutions in dense areas of the current non-dominated front of the population are cleared out than in
the original experiment. This increases the probability for the creation of Pareto-solutions in more sparse
areas of the Pareto-front. If the budget for simulation evaluations would not be limited the final population
would be more widespread for epsilon 0.005 than for epsilon 0.001 as shown in the experiments in (Deb
et al. 2006).

Figure 8: Found Pareto-front for experiment with diversity parameter value epsilon=0.001. Reference point
(10, 95).
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Figure 9: Found Pareto-front for experiment with diversity parameter value epsilon=0.005. Reference point
(10,95).
5

CONCLUSIONS

The following conditions are often present in industrial cases, (1) limited time for analysis (e.g. optimizations), (2) very large and complex problems, and (3) knowledge of what represents a desirable and
somewhat realistic performance of the studied system exists. This paper has shown, at least for one such
case, a successful use of a reference point guided optimization algorithm, R-NSGA-II, that outperformed
its standard counterpart, NSGA-II.
In future studies we will test the use of multiple reference points. Another ability of R-NSGA-II will
be demonstrated in future work. In multi-objective simulation optimization problems it can happen that
parts of the Pareto-front are not fully explored. This occurs often for parts of the Pareto-front where a
small improvement of one objectives leads to large losses regarding another objective. Here it is difficult
to find a diverse set of Pareto-optimal solutions. With R-NSGA-II those areas can be explored and the
gaps can be filled. One such case is described in (Aslam, Karlsson, and Ng 2012).
Several extensions to R-NSGA-II have been made regarding diversity control and compromised Paretooptimality (Siegmund, Ng, and Deb 2012). There will be follow up studies testing these extensions of
R-NSGA-II on real-world problems.
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Abstract. For evaluating performance of a multi-objective optimization
for ﬁnding the entire eﬃcient front, a number of metrics, such as hypervolume, inverse generational distance, etc. exists. However, for evaluating an EMO algorithm for ﬁnding a subset of the eﬃcient frontier, the
existing metrics are inadequate. There does not exist many performance
metrics for evaluating a partial preferred eﬃcient set. In this paper, we
suggest a metric which can be used for such purposes for both attainable
and unattainable reference points. Results on a number of two-objective
problems reveal its working principle and its importance in assessing
diﬀerent algorithms. The results are promising and encouraging for its
further use.
Keywords: Evolutionary multi-objective optimization
metric · Hyper-volume · Reference point

1

·

Performance

Introduction

In multi-objective optimization, there are two goals: (i) convergence to the eﬃcient
front and (ii) diversity of the obtained set of points in representing the entire eﬃcient front [7]. When diﬀerent multi-objective optimization algorithms were developed (mainly using evolutionary algorithms) [6,8,17,19], the resulting evolutionary multi-objective optimization (EMO) algorithms needed to be evaluated for
both aspects of convergence and diversity maintenance. Despite the existence of
performance metrics for evaluating convergence and diversity independently, the
metrics that evaluated both aspects of EMO had gained popularity. The hypervolume metric [3,5,18], μ-distributed hyper-volume indicator [1], inverse generational distance metric [7] and others [14] are some common measures used for this
purpose. Despite some idiosyncrasies with each of these metrics, they were mainly
suitable for evaluating a set of representative points on the entire eﬃcient front.
Unfortunately, the existing performance metrics are not suitable for evaluating a set of preferred points on a speciﬁc part of the eﬃcient front. In preference
c Springer International Publishing Switzerland 2015
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based EMO applications, it is desired to ﬁnd a preferred part of the Paretooptimal set, instead of a set covering the entire eﬃcient front. Reference point
based NSGA-II (R-NSGA-II) [12], light beam search based EMO [10], reference
direction based EMO [9], epsilon-dominance based MOEA [11] are some such
examples for EMO-based algorithms. Since the focus in these EMO methods
is to ﬁnd a partial front focused on a speciﬁc part of the eﬃcient front, the
hyper-volume metric or IGD value may not be optimum for a desired preferred
set. Additional but unwanted points may provide a better metric value, thereby
making these metrics unsuitable for the purpose.
In this paper, we propose a hyper-volume based R-metric (R-HV) in Sect. 2
that performs the following operations: (i) it ﬁlters the entire set of points to
keep relevant solutions close to the supplied reference point, (ii) it translates the
ﬁltered points so as to make the points meaningful according to a multi-criteria
decision making (MCDM) approach, and (iii) it computes the hyper-volume
value for the translated points. The pre-processing approach of computing the
R-HV gives importance for convergence to the desired part of the eﬃcient front
and also to maintain a relevant diversity among them. The proposed R-HV
metric can be used with attainable or unattainable reference points without any
change in the procedure. The proposed R-HV is then applied to several twoobjective optimization problems in Sect. 3 to illustrate its working principle.
The metric is ready to applied in evaluating EMO algorithm’s performance for
solving three and higher objective test and applied problems. Conclusions are
drawn in Sect. 4.

2

Proposed R-Metric Computation Principle

The R-metric computation procedure uses hyper-volume metric but uses a preprocessing procedure based on the preference information used in the respective
EMO procedure. We assume that the following entities are known before computing the R-metric:
Number of objectives:
Reference point:
Worst point for computing R-metric:
Size of trade-oﬀ set:
Trade-oﬀ set:

M
Zr
Zw (assume Zr dominates Zw )
N
S = (f (j) , j = 1, 2, . . . , N )

The idea uses a multi-criteria decision-making (MCDM) concept for ranking
diﬀerent solutions, given a reference point and a weight vector. We illustrate the
procedure using Fig. 1. In this hypothetical problem, let us imagine that an EMO
used the information of a reference point Zr and found a set of eight solutions
as shown in the ﬁgure as S. The performance of the algorithm in solving the
problem with above information now needs to be evaluated using a performance
metric. First, it is evident from the ﬁgure that the set S is not quite close to
the eﬃcient front. An appropriate performance metric should evaluate this set
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Reference
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f1

Fig. 1. R-metric computation for a set S for a reference point Zr .

of solutions to be not as good as another set (say, ‘ideal set’) which would have
been closer to the reference point.
If the usual hyper-volume is computed for this set of eight solutions with the
worst point Zw (shown in the ﬁgure), the resulting hyper-volume value may be
larger or equivalent to the hyper-volume computed for the ideal set mentioned
above. This indicates that the usual hyper-volume metric may not be suitable
for preference based EMO algorithms for which the target is to ﬁnd a biased
set of preferred solutions and not the whole eﬃcient front. We now describe the
procedure for computing our proposed R-HV metric.
In order for any reference point Zr to be used, we bring in the achievement
scalarizing function (ASF) concept [16] for computing the R-HV metric, but
we also take into consideration the desired spread of solution set S. First, we
identify a representative point from the set S. In the ﬁgure, we use the centroid
of S in the objective space as a representative point, but any other ideas of
arriving at a representative point may also be used. Then, other solutions from
set S that can be considered as meaningful for the R-metric computation are
ﬁltered. Thereafter, the representative point and the ﬁltered set of points are
evaluated using ASF and a corresponding iso-ASF point (Zl ) on the line joining
Zr and Zw is located. This iso-ASF point will provide us with an information
about the closeness of the representative point to the desired preferred point
on the eﬃcient front due to the speciﬁcation of the supplied reference point Zr .
Thereafter, all members of the set S are translated towards the weight vector
and the hyper-volume is computed as usual using the supplied worst point Zw .
The step-by-step procedure is presented below:
Step 1: Identify a Representative Point: Identify a representative point
(Zp ) of the set S. A typical way to identify such a point may be to ﬁrst ﬁnd
the centroid point, as follows:

R-HV: A Metric for Computing Hyper-volume

zic =

N
1  (j)
f ,
N j=1 i

∀i = 1, 2, . . . , M,
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(1)

and then identify the point which is closest to the centroid as Zp .
Step 2: Filter the Set S: Keep points that are close to Zp for R-metric
computation. One way to ﬁlter the points would be to keep points that are
within an Euclidean distance Δ from Zp .
Step 3: Translate Filtered Points to the Reference Line: This operation
requires a few sub-steps:
Find joining Zr to Zw using the following steps.
1. Construct a reference line joining Zr to Zw .
2. Identify the intersection point (Zl ) of the ASF contour line with the
reference line. This requires to identify the objective (k) that contributes
to the ASF contour value:
 p

zi − zir
k = argmaxM
.
(2)
i=1
ziw − zir
and then compute Zl as follows:
zil = zir +

zkp − zkr w
(z − zir ).
zkw − zkr i

(3)

3. Shift all members of S by the vector (Zl − Zp ).
Step 4: Compute Hyper-volume: Compute hyper-volume using the translated solutions and by using Zw as the worst point and declare the hypervolume as the R-metric.
Larger the value of the R-metric, the
point Zr .
Interestingly, two sets of tradeoﬀ points S1 and S2 , as shown in
Fig. 2, have diﬀerent R-HV metric values. Here, in Step 2, we do not ﬁlter
any of the solutions; instead consider
all points to compute the R-HV metric. The one (S2 ) closer to the reference point Zr has a larger R-HV metric value (shown as the white space).
Since, the representative point of S2
has a better (smaller in this case)
ASF value, the translation eﬀect of
these points is smaller than that for
S1 (shown as a shaded region). This
cases the R-HV metric value of S2 to
be larger than that of S1 .

better is the set close to the reference
f2
Worst w
point, Z
Pareto−optimal
R−metric
front
for S2 R−metric
for S1
Set S1
Translated Set S1
Reference
r
point, Z

Set S 2
Iso−ASF lines
f1

Fig. 2. R-HV metric value of set S2 is better than that of set S1 . In this case, set S2
does not get translated.
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Fig. 3. R-HV metric computation for
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c
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r
Iso−ASF line
point, Z
f1

Fig. 4. R-HV metric computation for
an arbitrary reference point Zr .

The above R-HV metric can also be used for reference points that lie on the
feasible objective space or for cases where the reference point is supplied outside
the region bounded by the ideal and nadir point of the Pareto-optimal front, as
illustrated in Figs. 3 and 4.
It is also intuitive to realize that if an EMO fails to ﬁnd a good distribution of
points, the resulting R-HV metric value will be smaller, meaning a worse performance compared to a widely-distributed set of points. However, the modiﬁcation
suggested in the next subsection ensures that a limited distribution is preferred
over an overly large distribution for certain special EMO algorithms.
Another interesting fact is that the R-HV metric becomes equal to the usual
hyper-volume metric, if following procedures are used in Steps 1 and 2. In Step 1,
the representative point Zp can be chosen as the point closest point to the
reference line, or the point having the smallest ASF value (point A shown in
Fig. 5). In Step 2, no ﬁltering is performed. If there exists a Pareto-optimal point
in the set S on the reference line, it will be chosen as Zp , and Step 3 reduces to no
translation process. Thus, in Step 4, the hyper-volume computation will result in
the usual hyper-volume value. However, if the ideal point of the obtained front is
chosen as the reference point Zr and if in Step 2 no ﬁltering is performed, for a
set S covering the entire Pareto-optimal front, the representative point Zp make
a slight shift of the set for the R-HV metric computation, as shown in Fig. 5.
We now compute a complexity estimate of implementing the R-HV metric. In
Step 1, the identiﬁcation of a representative point Zp from a non-dominated set
of N points requires O(N ) computations. The ﬁltering of points in Step 2 can be
achieved in O(N ) computations. In Step 3, translating at most N points on the
reference line also requires O(N ) computations. The hyper-volume computation
in Step 4 is the only time-consuming eﬀort and governs the complexity of the
overall R-HV computational eﬀort. Although calculation of exact hyper-volume
is exponential to the number of objectives [13], faster sample-based methods
exist [2,4,5,15] and can also be used in computing R-HV metric value.
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Fig. 5. If the reference point Zr is considered to be the ideal point, the resulting R-HV
metric value may closely represent the hyper-volume measure.

2.1

R-HV Metric for -dominance Based EMOs

If the R-HV metric is to be computed for an -dominance based EMO algorithm,
the above procedure can be modiﬁed slightly to take into account the extent of
desired spread in solution set S. Assuming that a maximum of N points are to
be found at the end and there is a minimum diﬀerence of  is desired between
two consecutive solutions in the objective space, we expect all solutions S to
lie within Δ = ±(N/2) around the centroid Zp . One way to restrict this is to
eliminate all points that lie outside (zip ±(N/2)i ) and compute the R-HV metric
for all the solutions that are inside the hyper-box. Thereafter the procedure is
identical to the generic procedure given earlier. Figure 6 illustrates the idea.
Again, the larger the value of the R-HV metric, the closer is the set to the
reference point Zr . Like the generic case, the above -based R-HV metric can
also be used for attainable reference points and for other cases. Also, both the
above R-HV metrics can be used for any number of objectives.

3

Results

We now present results of the above R-HV metric on a number of two-objective
test problems.
3.1

Problem ZDT1

First, we consider two-objective ZDT1 problem and show the change of RHV metric for diﬀerent sets of Pareto-optimal
solutions. A total of N = 41
√
points are created along the front (f2 = 1 − f1 ) and centered around a point
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Fig. 6. R-HV metric computation for -dominance based EMO algorithms.

Zp = (z1p , z2p )T . The extent of N/2 points on either direction of Zp is a speciﬁed
quantity: Δ. We vary z1p from zero to one with an interval of 0.01 and create a
total of N points around Zp . Then, remove all solutions outside [0,1] on both f1
and f2 axes and apply the above step-by-step R-HV computing procedure.
Unattainable Reference Points: The R-HV metric is computed using Zw =
(1.1, 1.1)T . Figure 7 shows the change in R-HV metric value with z1p for a supplied reference point Zr = (0.25, 0.25)T . It can be seen that the R-HV metric
1.2
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Fig. 7. Variation of R-HV metric value
with z1p .
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Fig. 8. R-HV metric reaches its maximum for a set which is closest to
the supplied reference point Zr =
(0, 25, 0.25)T .
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Fig. 10. R-HV metric reaches its maximum for a set which is closest to
the supplied reference point Zr =
(1.1, −0.1)T .

value is largest (= 0.606) for a set centered around z1p = 0.38. As shown in Fig. 8,
at this z1p , the line joining Zr and Zw intersects the Pareto-optimal front. In this
scenario, the representative point Zp is ‘closest’ to the the reference point Zr ,
which makes the R-HV metric to achieve its maximum.
Extreme Reference Points: Next, we consider a reference point that is outside
the range of Pareto-optimal front: Zr = (1.1, −0.1)T . We also change the worst
point as Zw = (1.5, 1.1)T . Figure 9 shows the variation of R-HV metric with z1p .
It can be seen that the R-HV metric value is now maximum when z1p = 0.91.
Figure 10 shows the distribution of points for ZDT1 problem for other parameter
values identical to that in the previous case. Since Zr lies on one extreme, it
is expected that for a set of Pareto-optimal points at the respective extreme
boundary is desired and our R-HV metric is able to capture this fact. For larger
Δ values, N = 40 population points are too sparsed and introduce a ﬂuctuation
in the R-HV metric value, but as shown in Fig. 9 the ﬂuctuation reduces with a
larger population size (N = 500). For Δ = 0.2, 0.3 and 0.5, the maximum R-HV
occurs at z1p = 0.820, 0.738, and 0.682, respectively.
Attainable Reference Points: Figure 11 shows the variation of R-HV metric for an
attainable reference point: Zr = (0.75, 0.75)T . Since this point lies on a 45◦ line
from the worst point, for ZDT1 problem we should expect to have an identical
R-HV value as that obtained for Zr = (0.25, 0.25)T in Fig. 7. Notice that these
two ﬁgures are identical. This illustrates that the proposed R-HV metric also
works with reference points that lie in the feasible objective space.
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Fig. 11. R-HV metric variation for an attainable reference point.

3.2

Problem ZDT2

We now compute the R-HV metric for the ZDT2 problem, having a Paretooptimal front f2 = 1 − f12 . Figure 12 shows the variation of R-HV metric for
diﬀerent z1p values for Zr = (0.25, 0.25)T , Zw = (1.1, 1.1)t and N = 41. For
diﬀerent Δ values, the maximum R-HV value occurs at z1p = 0.62, which happens
to be the ‘closest’ point from the chosen reference point to the eﬃcient front.
Figure 13 shows 41 points on the Pareto-optimal front and the measured R-HV
metric value.
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Fig. 12. Variation of R-HV metric
value with z1p on ZDT2 problem.
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Fig. 13. R-HV metric reaches its maximum for a set with z1p = 0.62 which is
closest to the supplied reference point
Zr = (0, 25, 0.25)T .
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R-HV Metric Computation for -Dominated Points

To show the eﬀect of , we consider a problem with linear Pareto-optimal front:
f2 = 1 − f1 . We also consider Zr = (0.4, 0.4)T and Zw = (0.6, 0.6)T . It is then
expected that a set centered around Zp = (0.5, 0.5)T will produce the highest RHV value. Let us say diﬀerent sets of solutions around Zp but having a spread of
±Γ on each objective axis are obtained by an algorithm, but we ﬁlter solutions
around ±Δ of Zp on both objectives for computing the R-HV metric value.
Since we shall consider points within ±Δ (Δ1 = Δ2 = 0.707 is ﬁxed here)
around Zp , if too sparse a set of solutions (meaning Γ > Δ) is found by an
algorithm, fewer points will be used to compute the R-HV metric and hence
the R-HV metric will be calculated to be small. Figure 14 shows R-HV metric
values for diﬀerent sets of trade-oﬀ solutions having diﬀerent Γ/Δ ratios from
0.25 to 3.0 with N = 21 points. It is clear from the ﬁgure that, when all 21
points are found covering the entire Δ-box, the R-HV metric becomes large. For
other cases (when a more-densed (Γ < Δ) or less-densed (Γ > Δ) set of points),
the R-HV metric value is small. Figures 15 and 16 show two distributions (with
Γ/Δ = 1 and 3, respectively) and their R-HV metric values. It is clear that the
ﬁrst distribution having a distribution matching the desired Δ-box has a better
R-HV metric value, compared to the second one which is unnecessarily more
sparse. It is interesting also to note that the diﬀerence in R-HV metric values
between these two cases is much smaller than if a similar range of distribution
was found in another location on the Pareto-optimal front.
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Fig. 14. R-HV metric variation with diﬀerently sparsed points. Γ/Δ ≈ 1 means a
desired distribution of points obtained and evaluates to have the near-largest R-HV
metric value.

108

K. Deb et al.
1

1
R−metric = 0.01774

R−metric = 0.01864

0.8

0.8
Zw

0.6

0.4

0

0.2

0.4

0.6

0.8

1

f1

Fig. 15. Distribution of points within
the entire Δ-box makes a large R-HV
metric value.

4

Z

r

0.2

0.2
0

Δ−box

f2

f2

Δ−box
Zr

0.4

Zw

0.6

0

0

0.2

0.4

0.6

0.8

1

f1

Fig. 16. Distribution of a unnecessary
sparse set of points does not make a
large R-HV metric value.

Conclusions

Performance metrics for evaluating the convergence and diversity aspects of a
set of trade-oﬀ optimized solutions obtained by an evolutionary multi-objective
optimization (EMO) algorithm has been an important matter of study. Besides
ﬁnding the entire eﬃcient front, EMO researchers have also worked on developing MCDM-based methodologies that would ﬁnd a part of the eﬃcient frontier
often dictated by a reference point. In evaluating such a set of preferred trade-oﬀ
solutions, the usual performance metrics, such as hyper-volume and IGD metrics, do not work as well. In this paper we have suggested a R-HV metric that
uses hyper-volume measure but ﬁlters and translates the trade-oﬀ points near
the supplied reference point using the achievement scalarizing function concept
borrowed from the MCDM literature. On several two-objective problems, the
eﬃcacy of the proposed R-HV metric is demonstrated. Based on the achievement of desired properties of R-HV metric, we believe that it is now ready to be
applied to three and higher objective optimization algorithms for their ability
to ﬁnd a preferred set of trade-oﬀ points.
Acknowledgment. Authors thank Debayan Deb, an undergraduate student of Michigan State of University, USA, for assisting in computer programming of the R-HV
metric concept.
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Abstract. In Guided Evolutionary Multi-objective Optimization the
goal is to ﬁnd a diverse, but locally focused non-dominated front in a
decision maker’s area of interest, as close as possible to the true Paretofront. The optimization can focus its eﬀorts towards the preferred area
and achieve a better result [7, 9, 13, 17]. The modeled and simulated systems are often stochastic and a common method to handle the objective noise is Resampling. The given preference information allows to
deﬁne better resampling strategies which further improve the optimization result. In this paper, resampling strategies are proposed that base
the sampling allocation on multiple factors, and thereby combine multiple resampling strategies proposed by the authors in [15]. These factors
are, for example, the Pareto-rank of a solution and its distance to the
decision maker’s area of interest. The proposed hybrid Dynamic Resampling Strategy DR2 is evaluated on the Reference point-guided NSGA-II
optimization algorithm (R-NSGA-II) [9].
Keywords: Evolutionary multi-objective optimization · Guided search ·
Reference point · Dynamic resampling · Budget allocation

1

Introduction

In Guided Evolutionary Multi-objective Optimization the decision maker is looking for a diverse, but locally focused non-dominated front in a preferred area
of the objective space, as close as possible to the true Pareto-front. As solutions found outside of the area of interest are considered less important or even
irrelevant, the optimization can focus its eﬀorts towards the preferred area and
ﬁnd the solutions that the decision maker was looking for in a faster way, i.e.
with less simulation runs. This is particularly important if the available time
for optimization is limited, as for many real-world applications. Focusing the
search eﬀort sets time resources free which, if not needed elsewhere, can be used
to achieve a better result. Multi-objective evolutionary algorithms that can perform guided search with preference information are, for example, the R-NSGA-II
algorithm [9], Visual Steering [17], and interactive EMO based on progressively
approximated value functions [7].
c Springer International Publishing Switzerland 2015
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In Simulation-based Optimization the modeled and simulated systems are
often stochastic. To obtain an as exact as possible simulation of the system
behavior the stochastic characteristics are often built into the simulation models.
When running the stochastic simulation this expresses itself in deviating result
values. That means that if the simulation is run multiple times for a selected
parameter setting the result value is slightly diﬀerent for each simulation run. In
the literature this phenomenon of stochastic evaluation functions is sometimes
called Noise, respectively Noisy Optimization [1,3].
If an evolutionary optimization algorithm is run without countermeasure on
an optimization problem with a noisy evaluation function the performance will
degrade in comparison with the case if the true mean objective values would be
known. The algorithm will have wrong knowledge about the solutions’ quality.
Two cases of misjudgment will occur. The algorithm will see bad solutions as
good and select them into the next generation. Good solutions might be assessed
as inferior and might be discarded. The performance can therefore be improved
by increasing the knowledge of the algorithm about the solution quality.
Resampling is a way to reduce the uncertainty of the knowledge the algorithm
has about the solutions. Resampling algorithms evaluate solutions several times
to obtain an approximation of the expected objective values. This allows EMO
algorithms to make better selection decisions, but it comes with a cost. As the
modeled systems are usually complex they require long simulation times, which
limits the number of available solution evaluations. The additional solution evaluations needed to increase objective value knowledge are therefore not available
for exploration of the objective space. This exploration vs. exploitation trade-oﬀ
can be optimized, since the required knowledge about objective values varies
between solutions. For example, in a dense, converged population it is important to know the objective values well, whereas an algorithm which is about
to explore the objective space is not harmed much by noisy objective values.
Therefore, a resampling strategy which samples the solution carefully according
to their resampling need, can help an EMO algorithm to achieve better results
than a static resampling allocation. Such a strategy is called Dynamic Resampling. This has been done previously for single-objective optimization problems
by [11] and [4]. In this paper we study dynamic resampling algorithms that can
handle multi-objective evaluation functions, based on a previous study [15].
The paper is structured as follows. In Section 2 background information to
Dynamic Resampling and an introduction to the R-NSGA-II algorithm is given.
In Section 3 diﬀerent resampling techniques for EMO and for guided EMO are
explained. A new resampling algorithm is proposed combining several resampling techniques in Section 4. In Section 5 numerical experiments on benchmark
functions are performed. The test environment is explained and the experiment
results are analyzed. In Section 6 conclusions are drawn and possible future work
is pointed out.
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Background

In this section, background information is given regarding Resampling as a
noise handling method in Evolutionary Multi-objective Optimization and the
preference-based multi-objective optimization algorithm R-NSGA-II [9], which
are the basis for the proposed algorithms in this paper.
2.1

Noise Compensation via Sequential Dynamic Resampling

To be able to assess the quality of a solution according to a stochastic evaluation function statistical measures like sample mean and sample standard
deviation can be used. By executing the simulation model multiple times a
more accurate value of the solution quality can be obtained. This process is
called Resampling. We denote the sample mean
n value of objective function
Fi for solution s as follows: μn (Fi (s)) = n1 j=1 Fij (s), where Fij (s) is the
j-th 
sample of s, and the sample variance of objective function i: σn2 (Fi (s)) =
n
j
1
2
j=1 (Fi (s) − μn (Fi (s))) .
n−1
The general goal of resampling a stochastic objective function is to reduce the
standard deviation of the mean of an objective value σ(μ(Fi (s))) which increases
the knowledge about the objective value. With only a limited number of samples
available the standard deviation of the mean can be estimated by the sample
standard deviation of the mean which usually is called standard error of the
mean. It is calculated as follows:
sen (μn (Fi (s))) =

σn (Fi (s))
√
n

By increasing the number of samples n of Fi (s) the standard deviation of the
mean and its estimate sen (μn (Fi (s))) is reduced.
Dynamic resampling allocates a diﬀerent sampling budget to each solution
based on the evaluation characteristics of the solution. A basic dynamic resampling procedure would be to reduce the standard error until it gets below a
certain threshold sen (μn (F (s))) < sethr . The required sampling budget for the
2

(s))
. However, since the sample
reduction can be calculated as n > σnse(Fthr
mean changes as new samples are added this one-shot sampling allocation might
not be optimal. The number of ﬁtness samples drawn might be too small for
reaching the error threshold, in case the sample mean has shown to be larger
than the initial estimate. On the other hand, a one-shot strategy might add too
many samples if the initial estimate of the sample mean was too big. Therefore
dynamic resampling is often done sequentially. Through this sequential approach
the number of required samples can be determined more accurately. For Sequential Dynamic Resampling often the shorter term Sequential Sampling is used.
Dynamic resampling techniques can therefore be classiﬁed in one-shot sampling
strategies and sequential sampling strategies.
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Reference Point-Guided NSGA-II

The resampling techniques described in this paper will be tested how well they
can support the Reference point-Guided NSGA-II algorithm (R-NSGA-II) [9]
as an example for a guided Evolutionary Multi-objective Optimization (EMO)
Algorithm. It is particularly suitable for evaluation in this paper since it uses
ﬁtness functions which are used as resampling criteria in resampling algorithms.
Therefore, the resampling algorithms can support R-NSGA-II particularly well.
R-NSGA-II is based on the Non-dominated Sorting Genetic Algorithm II
[6] which is a widely-used and representative multi-objective evolutionary algorithm. NSGA-II sorts the solutions in population and oﬀspring into diﬀerent
non-dominated fronts. Selected are all solutions in all fronts that ﬁt into the next
population. From the front that only ﬁts partially those solutions are selected
into the next population that have big distances to their neighbors and thereby
guarantee that the result population will be diverse. As diversity measure the
crowding distance is used. After selection is completed oﬀspring solutions are
generated by tournament selection, crossover, and mutation. The oﬀspring are
evaluated and the selection step is performed again. The R-NSGA-II algorithm
replaces the crowding distance operator by the distance to reference points.
Solutions that are closer to a reference point get a higher selection priority. The
reference points are deﬁned by the user in areas that are interesting and where
solutions shall be found. As a diversity preservation mechanism R-NSGA-II uses
clustering. The reference points can be created, adapted or deleted interactively
during the optimization run. Since R-NSGA-II uses non-domination sorting it
has a tendency to prioritize population diversity before convergence to the reference points. Therefore, extensions have been proposed which limit the inﬂuence
of the Pareto-dominance and allow the algorithm to focus faster towards the
reference points [14].

3

Resampling Algorithms

In this chapter several resampling algorithms are described which are used in
this study to support the R-NSGA-II algorithm at stochastic simulation optimization problems. We denote: Sampling budget for solution s: bs , minimum
and maximum number of samples for an individual solution: bmin and bmax ,
acceleration parameter for the increase of the sampling budget: a > 0. Increasing a decreases the acceleration of the sampling budget, decreasing a increases
the acceleration. The calculated normalized sampling need xs is discretised in
the following way which guarantees that bmax is assigned already for xs < 1:
bs = min {bmax , xs (bmax − bmin + 1) + bmin }
3.1

Generally Applicable Resampling Techniques

This section contains resampling strategies that can be used in all multi-objective
optimization problems regardless of preference information is given by a decision
maker or not. They can support the goal of ﬁnding the whole Pareto-front as
well as the goal of exploring a limited, preferred area in the objective space.
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Static Resampling samples each solution the same amount of times. The
sampling budget is constant, bs = bmin = bmax . If the objective noise is high
enough this technique can lead to an improvement of the optimization result for
bs > 1. However, since many samples are wasted on less important solutions,
this technique is inferior to more advanced resampling techniques. The reason
for its popularity is the low implementation eﬀort it requires.
Time-Based Dynamic Resampling allocates a small sampling budget in the
beginning of the optimization and a high sampling budget towards the end of
the optimization [15]. The strategy of this resampling technique is to support the
algorithm when the solutions in the population are close to the Pareto-front and
to save sampling budget in the beginning of the optimization when the solutions
are still far away from the Pareto-front.
Time-based Resampling is a dynamic resampling technique that is not considering variance and a one-shot allocation. We denote: B = maximum overall
number of simulation runs, Bt = current overall number of simulation runs. The
normalized time-based resampling need xTs is calculated as in Equation 1.
 a
Bt
xTs =
(1)
B
Rank-Based Dynamic Resampling assigns more samples to solutions in the
ﬁrst few fronts and less samples to solutions in the last fronts, to save evaluations
[15]. In a well-converged population most solutions will have Pareto-rank 1 and
get the maximum number of samples. This technique is not eﬀective in manyobjective optimization, since there most solutions are non-dominated. Rankbased Resampling performs sequential sampling and is a comparative resampling
technique. We denote: S = solution set of current population and oﬀspring, Rs =
Pareto-rank of solution s in S, Rmax = maxs∈S Rs . The normalized rank-based
resampling need xR
s is calculated as in Equation 2.

a
Rs − 1
R
xs = 1 −
(2)
Rmax − 1
We propose a modiﬁcation of Rank-based Resampling that allocates additional samples only to the ﬁrst n fronts. This allows to concentrate the additional
samples on the ﬁrst fronts where they can be more beneﬁcial.
The allocation
a

{n,Rs }−1
min
Rn
function of MaxN-Rank-based Resampling is xs = 1 − min{n,R }−1 .
max
We propose a Hybrid Dynamic Resampling algorithm: Rank-based Resampling can be combined with Time-based Resampling to avoid allocating samples
in the beginning of the optimization where the optimization algorithm has only
little gain of knowing the accurate objective values. Similar to a logical conT
junction xR
s and xs can be combined to form the Rank-Time-based Resampling
RT
allocation xs for solution s as in Equation 3.
= min{xTs , xR
xRT
s
s}

(3)
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Preference-Based Resampling Techniques

In this section two resampling algorithms are described that use the preference
information given by a decision maker in form of a reference point r in the
objective space for the R-NSGA-II algorithm [9].
Progress-Based Dynamic Resampling allocates samples to solutions
depending on the progress of the population towards a reference point r. If
the population is more converged better knowledge of the objective values is
required. The progress is deﬁned as the average distance from the population
members to r. Since the progress in Evolutionary Multi-objective optimization
can be ﬂuctuating the average progress P from the last n populations is used.
Progress-based Resampling is a sequential sampling algorithm. We denote: Pmax
= the maximum progress threshold. If P > Pmax then bmin is allocated. If a
progress measurement is negative the absolute value of the progress will be used,
multiplied by a penalty factor. This method also works for the case of a feasible
reference point, where a population moving away from r is a wanted behavior.
At convergence the absolute progress value becomes smaller and smaller, leading
to higher sampling allocations. The normalized progress-based resampling need
xP
s is calculated as in Equation 4.

a
min{P , Pmax }
(4)
xP
s =1−
Pmax
The disadvantage of Progress-based resampling is that all solutions in the
population are assigned the same budget. This means that solutions, population
or oﬀspring, which are dominated by many solutions or distant to r and thereby
less relevant, will be assigned an unnecessary high number of samples. They
might be discarded in the next selection step of the evolutionary algorithm which
reduces the beneﬁt of the assigned samples even more. Progress-based resampling
without using the distance information to the reference point is often of little
use. As soon as the optimization gets stuck in a local optimum far from r, too
many samples are wasted, in a situation where less samples and more uncertainty
would actually help to escape the local optimum. Progress-based Resampling has
been evaluated in [16].
Distance-Based Dynamic Resampling (DDR). The Hybrid Dynamic
Resampling strategy Distance-based Dynamic Resampling DDR was proposed
in [15]. A summary is given in the following. This paper focuses on the more
important case of infeasible reference points, and only the description for this
case is given. Infeasible reference points are outside the feasible objective space
and cannot be attained by the optimization. Distance-based Resampling requires
the use of the factors of progress and time. In the case of an infeasible reference
point r the solution at the minimum possible distance to r should be assigned
bmax , otherwise the decision maker would not be guaranteed full control over the
sampling allocation. The time factor is required because in case the optimization
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gets stuck at an early point in time in a local optimum with a low progress, then
no samples should be wasted during this stage. DDR is a sequential sampling
algorithm.

Fig. 1. Sampling allocation of the Distance-based Dynamic Resampling (DDR) algorithm [15]. Acceleration parameter a = 2.

If ds is the distance of solution s to r then the sampling budget is assigned
= (1−ds )a . Distance-based Dynamic Resampling guarantees
according to xDDR
s
bmax samples for a certain percentage of the solutions in the current population,
depending on the average progress P in the population. If 10% > P ≥ 5% then
only the best (hypothetical) solution that is closest to r is allocated bmax . If
5% > P ≥ 2.5% then the 10% best solutions are allocated bmax . 2.5% > P ≥ 1%
corresponds to 20% of the solutions and P < 1% to 40%. For this purpose the
maximum distance δ to r of 40% of the population is calculated and the allocation
function is increased by the factor 1/(1 − δ) (cf. Equation 5). If P > 10% then
the closest (hypothetical) solutions are allocated less than bmax to be prepared
in case r is feasible and bmax should only be allocated to solutions dominating
r. As mentioned above, the time criterion is used to slow down the allocation.
In several steps during the optimization runtime the slowing eﬀect is reduced.
This is shown in Figure 1.
 
a 
1 − ds
=
min
1,
(5)
xDDR
s
1−δ
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Distance-Rank Dynamic Resampling (DR2)

As an attempt to use several diﬀerent resampling criteria in a resampling algorithm and to create a hybrid resampling strategy for guided EMO, we propose to combine the Rank-based Dynamic Resampling and the Distance-based
Dynamic Resampling (DDR) strategies described previously in Section 3. We call
it Distance-Rank Dynamic Resampling (DR2). It uses four diﬀerent factors to
determine the resampling allocation for individual solutions: Pareto-rank, time,
reference point distance, and progress. Whereas the elapsed optimization time
can be combined with any other resampling criterion with little eﬀort, as seen at
Rank-Time-based Dynamic Resampling mentioned above, the Pareto-rank and
the reference point distance are two truly diﬀerent resampling criteria. Therefore
we emphasize the term Hybrid for the DR2 algorithm in this paper.
Equation 6 describes the sampling allocation of DR2. Similarly to RankTime-based Resampling, the minimum of both the normalized sampling need
of Distance-based Resampling and Rank-based Resampling is used to create a
combined sampling allocation. However, the Distance-based sampling need is not
calculated individually for each solution. Instead, DR2 identiﬁes the solution sm
closest to r and the normalized sampling need for xDDR
is used in the formula
m
as ﬁxed value for all solutions in the current generation. This way of combining
rank and distance information has shown the best optimization results.
= min xDDR
, xR
xDR2
s
m
s

5

(6)

Numerical Experiments

In this section the described resampling techniques in combination with RNSGA-II are evaluated on two benchmark functions.Stepwise, more and more
advanced techniques using multiple resampling criteria are compared in diﬀerent
conﬁgurations, showing superior results. To facilitate comparison, the experiments are grouped in experiments where no preference information is used for
resampling and experiments where the resampling algorithm uses information
about the distance to a reference point r deﬁned for R-NSGA-II. For reasons
of simplicity only experiments with one reference point are run, even though
R-NSGA-II is capable of guiding multiple sub-populations to diﬀerent reference
points in the objective space. Also, the reference point is chosen to be infeasible
in order to keep R-NSGA-II and the preference-based resampling algorithms as
simple as possible. The combinations of R-NSGA-II with diﬀerent resampling
strategies are tested on two bi-objective benchmark functions ZDT1 and ZDT4
[18]. The ZDT1 function is used for evaluation due to its popularity in the literature. ZDT4 is more diﬃcult to solve and features many local Pareto-fronts.
This allows a more detailed analysis of the algorithm behavior. The ZDT benchmark functions are deterministic in their original version. In order to create noisy
problems, a zero-mean normal distribution is added on both objective functions.
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5.1

Problem Settings

The used benchmark functions are deterministic in their original version. Therefore zero-mean normal noise has been added to create noisy optimization problems. The ZDT1 objective
functions
= x1 + N (0, σ1 )

 are for ex. deﬁned as f1 (x) 
30
and f2 (x) = g(x) 1 − x1 /g(x) +N (0, σ2 ), where g(x) = 1+9 i=2 xi /29. For
the ZDT1 and ZDT4 functions the two objectives have diﬀerent scales. Therefore the question arises if the added noise should be normalized according to
the objective scales. We consider the case of noise strength relative to the objective scale as realistic which can occur in real-world problems, and therefore this
type of noise is evaluated in this paper. For the ZDT1 function the relative added
noise (5%) is (N (0, 0.05), N (0, 0.5)) (considering the relevant objective ranges of
[0, 1]×[0, 10]), and for ZDT4 it is (N (0, 0.05), N (0, 5)) (relevant objective ranges
[0, 1] × [0, 100]). In the following these problems are called ZDT1-(0.05,0.5) and
ZDT4-(0.05, 5).
5.2

Algorithm Parameters

The limited simulation budget is chosen as 2000 solution replications for ZDT1
and 5000 replications for ZDT4. This corresponds to a 1 day optimization runtime on a cluster with 50 computers and a 15 minutes function evaluation time,
which could be a realistic real-world optimization scenario. R-NSGA-II is run
with a crossover rate pc = 0.8, SBX crossover operator with ηc = 2, Mutation
probability pm = 0.07 and Polynomial Mutation operator with ηm = 5. The
Epsilon clustering parameter is chosen as  = 0.001. This corresponds to a 1 day
optimization runtime on a cluster with 50 computers and a 15 minutes function evaluation time, which could be a realistic real-world optimization scenario.
R-NSGA-II is run with a crossover rate pc = 0.8, SBX crossover operator with
ηc = 2, Mutation probability pm = 0.07 and Polynomial Mutation operator with
ηm = 5. The Epsilon clustering parameter is chosen as  = 0.001. For ZDT1 and
ZDT4 the reference point r = (0.05, 0.5) is used which is close to the Ideal point
(0, 0).
Since there is no perfect parameter conﬁguration for Dynamic Resampling
algorithms that works well on all optimization problems, we chose one conﬁguration and did not do any parameter optimization. We chose the parameter
values that seemed most intuitive to us and used them for all experiments. For
all resampling algorithms the minimum budget to be allocated is bmin = 1 and
the maximum budget is bmax = 5. Static Resampling is run in two conﬁgurations with bs = 1 and 2. Time-based Resampling uses uses a linear allocation, a = 1. Rank-based Resampling and Rank-Time-based Resampling are run
as Max5 Rank-based Resampling and use linear allocation (a = 1) for both
the rank-based and time-based criteria. Progress-based Dynamic Resampling
is not evaluated due to the described disadvantages. Distance-Progress-Timebased Dynamic Resampling DDR uses delayed (a = 2) distance-based allocation. Distance-Rank-based Dynamic Resampling DR2 uses the same parameters
as the constituting resampling techniques.
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Evaluation, Replication, and Interpolation

In order to obtain a reliable performance measurement the accurate objective
values for each evaluated solution are used. For the benchmark problems, either
the added noise landscape can be removed and the solution is evaluated deterministically, or the solution can be sampled a high number of times to obtain
accurate objective values, which was done in this study. 2500 samples on a benchmark problem solution reduce the uncertainty of the objective values by a factor
of 50.
All experiments performed in this study are replicated 10 times and mean
performance metric values are calculated. To be able to see the performance
development over time a performance metric is evaluated after every generation of the optimization algorithm. This is shown in Figure 2. However, due
to the resampling, each generation uses a diﬀerent number of solution evaluations. Since it is assumed that solution evaluations are equally long and that the
runtime of the optimization algorithm and resampling algorithms is negligible
compared to the evaluation time, the number of solution evaluations corresponds
to the optimization runtime. Therefore, an interpolation is required which calculates the performance metric values at equidistant evaluation number intervals
where the mean performance measure values for all experiment replications can
be calculated. Not only diﬀer the number of solution evaluations per generation
(measurement points) between experiment replications, but also between diﬀerent experiments with diﬀerent resampling algorithms of the same optimization
problem, which shall be compared.

Fig. 2. Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT1-(0.05,0.5) for resampling methods that do not rely on preference information. Reference point (0.05, 0.5).

5.4

Focused Hypervolume

To measure and compare the results of the diﬀerent resampling algorithms
together with R-NSGA-II the Focused Hypervolume performance metric for dominance based EMOs (F-HV) is used [16]. The F-HV allows to measure the
convergence and diversity of a population limited to a preferred area in the
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objective space. The limits are deﬁned based on the intended diversity and the
population size of the optimization algorithm. This allows to measure to which
degree the optimization algorithm can achieve the intended diversity. For the
R-NSGA-II algorithm the intended diversity is controlled by the user parameter epsilon. F-HV is based on the Hypervolume metric (HV) [19]. In F-HV the
population is ﬁltered before it is judged by the HV. The ﬁlter is a cylindrical
subspace of the objective space retaining only solutions close to the reference
point r dominating the HV-reference point. The cylinder axis is deﬁned by r
and a second point determining the direction, approximately orthogonal to the
potentially not completely known true Pareto-front. For R-NSGA-II and a biobjective problem, solutions within the distance d =  N2 from the cylinder axis,
with N being the population size, are passed on to the standard HV, the rest
is discarded. In this way, within the cylinder there is enough space for N nondominated solutions, each with the distance  to its neighbors. The cylinder
ﬁlter must be applied before the non-domination sorting is performed. Otherwise, dominated solutions are ﬁltered out during non-domination sorting which
would be non-dominated after the application of the cylinder ﬁlter. The F-HV
is similar to the R-Metric (R-HV) [8], which is a metric to assess the quality
of converged, focused populations on the Pareto-front. It ﬁlters the solutions
with a box around a representative solution of the population and then projects
the remaining solutions on an axis deﬁned by r and HV reference point. Due
to the limited optimization time in our experiments, the population will never
fully converge towards the Pareto-front, or r. Therefore, the R-HV representative point ﬁlter and the shifting operation cannot be applied. Instead, the F-HV
is used which ﬁlters the solutions close to r, regardless of the population position
in the objective space. This can lead to zero metric values in the beginning of
the optimization.
For ZDT1 with the reference point r = (0.05, 0.5) the HV reference point
is chosen as (0.1, 1.1) and a base point for normalization as (0, 0.68). For the
ZDT4 function with r = (0.05, 0.5) the HV reference point is chosen as (0.1, 30)
and a base point for normalization as (0, 0).
In all cases, the population size 50 together with R-NSGA-II epsilon 0.001
leads to a cylinder diameter of 0.05. The cylinder axis is deﬁned by r and the
direction point. For ZDT1 and this direction point is deﬁned as (0.06, 1.1) and
for ZDT4 as (0.06, 30).
5.5

Resampling Without Preference Information

In this section the resampling algorithms from Section 3.1 are evaluated and compared: Static Resampling, Time-based Dynamic Resampling, Rank-based and
Rank-Time-based Dynamic Resampling.
In Figure 2 the results of the diﬀerent resampling techniques together with
R-NSGA-II are evaluated on the ZDT1-(0.05,0.5) problem with reference point
(0.05, 0.5) and 2000 function evaluations. The results show that Static Resampling with 1 sample is both better than Time-based and Rank-based Dynamic
Resampling. Static2-Resampling is worse than Static1-Resampling, which shows
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Fig. 3. Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT4-(0.05,5) for resampling methods that do not rely on preference information. Reference point (0.05, 0.5).

that Dynamic Resampling is required to achieve a performance gain over the
Static1 strategy. This is achieved by the hybrid strategy Rank-Time-based
Resampling which outperforms all others.
In Figure 3 the results of the diﬀerent resampling techniques together with
R-NSGA-II are evaluated on the ZDT4-(0.05,5) problem with reference point
(0.05, 0.5) and 5000 function evaluations. The results conﬁrm the results shown
in Figure 2, however, the diﬀerences between the diﬀerent resampling algorithms
become more clear, since the ZDT4-(0.05,5) problem is more diﬃcult (many local
Pareto-fronts) and needs more time to converge to the reference point.
5.6

Resampling with Reference Points

In this section the resampling algorithms from Section 3.2 are evaluated and
compared: Distance-Progress-Time-based Dynamic Resampling DDR, and
Distance-Rank(-Progress-Time)-based Dynamic Resampling DR2. The results
for Rank-Time-based Resampling are included for comparison purposes.

Fig. 4. Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT1-(0.05,0.5) for resampling methods that use preference information. Reference point (0.05, 0.5). For comparison with the non-preference methods, the curve
for Rank-Time-based resampling from Figure 2 is included.
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In Figure 4 the results of the diﬀerent resampling techniques together with
R-NSGA-II are evaluated on the ZDT1-(0.05,0.5) problem with reference point
(0.05, 0.5) and 2000 function evaluations. The results show that DDR is slightly
better than Rank-Time-based Resampling. However, DR2 performs slightly
worse than Rank-Time-based Resampling. As a reason we can see that the
ZDT1-(0.05,0.5) problem is not suﬃciently complex (short convergence time)
and does not allow DR2 to develop its full potential.
In Figure 5 the results of the diﬀerent resampling techniques together with
R-NSGA-II are evaluated on the ZDT4-(0.05,5) problem with reference point
(0.05, 0.5) and 5000 function evaluations. Since the the ZDT4-(0.05,5) problem
is more diﬃcult it allows for a more clear evaluation. Here, it can be seen very
clearly that DR2 outperforms Rank-Time-based Resampling, and thereby all
other resampling algorithms evaluated in Figure 3. DDR however, shows not to
be very powerful on this problem. Yet, combined with the Pareto-rank criterion
as DR2, it is superior to all others.

Fig. 5. Focused Hypervolume chart showing the R-NSGA-II progress development over
time on ZDT4-(0.05,5) for resampling methods that use preference information. Reference point (0.05, 0.5). For comparison purposes, the curve for Rank-Time-based
resampling from Figure 3 is included.

6

Conclusions and Future Work

We have proposed and evaluated Hybrid Dynamic Resampling strategies that
use multiple resampling criteria on the guided EMO algorithm R-NSGA-II.
Examples are Rank-Time-based Dynamic Resampling which uses the Paretorank and elapsed optimization runtime for sampling allocation, or DistanceProgress-Time-based Dynamic Resampling (DDR) [15]. They are compared with
resampling techniques that base their sampling allocation on a single criterion, like Time-based Dynamic Resampling or Rank-based Dynamic Resampling.
The results on benchmark functions and a reference point close to the Ideal
point show that Hybrid Dynamic Resampling techniques are superior to singlecriterion techniques and Static Resampling, given that the optimization problem
is suﬃciently complex. Furthermore, we proposed and evaluated a resampling
algorithm that uses both the Pareto-rank and Reference point distance as a basis
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for sampling allocation. Both these criteria are used by the R-NSGA-II algorithm
as ﬁtness functions. Thus, we expected that the Distance-Rank Dynamic Resampling algorithm (DR2) is able to support the R-NSGA-II algorithm better than
previous resampling algorithms that only consider one of the criteria, which we
could prove in numerical benchmark experiments.
Future Work will cover the following studies:
– A future task will be to study the combination of a resampling algorithm
that uses the objective variance and Distance-based Dynamic Resampling.
Such a resampling strategy based on variance is Multi-objective Standard
Error Dynamic Resampling [15].
– The resampling algorithms in this paper that are based on the Paretorank base their sampling allocation on a comparison of solutions. They
have thereby an advantage over resampling algorithms that treat each solution individually. Slightly modiﬁed, the comparison approach could support
the evolutionary optimization algorithm in comparing solutions for selection
decisions, also called Selection Sampling. A study investigating the eﬀect of
Selection Sampling on guided EMO of stochastic systems will be performed.
– A parametric study will be performed that identiﬁes guidelines for parameter
conﬁguration for diﬀerent problems characteristics.
– A worthwhile future task will be to extend and evaluate the resampling and
optimization algorithms for scenarios with feasible reference points.
– Extensions for existing EMO algorithms for guided search need to be proposed that allow for faster convergence to the preferred objective space area.
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Abstract
In Preference-based Evolutionary Multi-objective Optimization, the goal is to find a diverse, but locally focused non-dominated
front in a decision maker’s area of interest, as close as possible to the true Pareto-front. The optimization can focus its efforts on
the preferred area and achieve a better result. The modeled and simulated systems are often stochastic and a common method of
handling the objective noise is Resampling. The given preference information allows for better resampling strategies to be defined,
which can further improve the optimization result. In this paper, resampling strategies are proposed that base the sampling allocation
on multiple factors, and thereby combine multiple resampling strategies proposed by the authors in Siegmund et al. (2013, 2015).
These factors are, for example, the Pareto-rank of a solution and its distance to the decision maker’s area of interest. In this paper we
focus on Dynamic Resampling algorithms that do not consider the objective variance. The proposed hybrid Dynamic Resampling
Strategies are evaluated on the Reference point-guided NSGA-II optimization algorithm (R-NSGA-II) with infeasible reference
points on multi-objective benchmark functions and two stochastic production line problems.
Keywords:
Evolutionary multi-objective optimization, guided search, preference-based optimization, reference point, dynamic resampling,
budget allocation, simulation-based optimization, decision support, stochastic systems.

1. Introduction
In Preference-based Evolutionary Multi-objective Optimization, the decision maker is looking for a diverse, but locally focused non-dominated front in a preferred area of the objective
space, as close as possible to the true Pareto-front. As solutions
found outside of the area of interest are considered less important or even irrelevant, the optimization can focus its efforts on
the preferred area and find the solutions that the decision maker
is looking for more quickly, i.e. with fewer simulation runs.
This is particularly important if the available time for optimization is limited, such as for many real-world applications (Lee
& Chew, 2005). Focusing the search effort sets time resources
free which, if not needed elsewhere, can be used to achieve a
better result. Multi-objective evolutionary algorithms that can
perform a guided search with preference information are, for
example, the R-NSGA-II algorithm (Deb et al., 2006), Visual
Steering (Stump et al., 2009), and interactive EMO based on
progressively approximated value functions (Deb et al., 2010).
In Simulation-based Optimization, the modeled and simulated systems are often stochastic. To obtain an as exact as
possible simulation of the system behavior, the stochastic characteristics are often built into the simulation models. When
running the stochastic simulation, this expresses itself in devi-

ating result values. Therefore, if the simulation is run multiple
times for a selected parameter setting, the result value is slightly
different for each simulation run. In the literature, this phenomenon of stochastic evaluation functions is sometimes called
Noise, respectively Noisy Optimization (Bartz-Beielstein et al.,
2007; Branke & Schmidt, 2004; Tan & Goh, 2008; Goh & Tan,
2009).
If an evolutionary optimization algorithm is run without countermeasure on an optimization problem with a noisy evaluation
function, the performance will degrade, compared to the case if
the true mean objective values were known. The algorithm will
have incorrect knowledge about the solutions’ quality and two
cases of misjudgment will occur. The algorithm will see bad
solutions as good and select them for the next generation (Type
II error) while good solutions might be assessed as inferior and
could be discarded (Type I error). The performance can therefore be improved by increasing the knowledge of the algorithm
regarding the solution quality.
Resampling is a way to reduce the uncertainty of the knowledge the algorithm has about the solutions. Resampling algorithms evaluate solutions several times to obtain an approximation of the expected objective values. This allows EMO algorithms to make better selection decisions, but it comes with a
cost. As the modeled systems are usually complex, they re-

quire long simulation times, which limits the number of available solution evaluations. The additional solution evaluations
needed to increase objective value knowledge are therefore not
available for exploration of the objective space (Aizawa & Wah,
1993, 1994). This exploration vs. exploitation trade-off can be
optimized, since the required knowledge about objective values
varies between solutions. For example, in a dense, converged
population, it is important to know the objective values well,
whereas an algorithm which is about to explore the objective
space is not harmed much by noisy objective values. Therefore,
a resampling strategy which samples the solution carefully, according to the resampling need, can help an EMO algorithm
achieve better results than a static resampling allocation.
Such a strategy is called Dynamic Resampling, DR. The resampling need varies between solutions. Solutions with a high
objective variance need more evaluations to achieve a certain
accuracy level. Dynamic Resampling algorithms for singleobjective optimization problems that apply this strategy have
been proposed by, for example, by Di Pietro et al. (2004); Di Pietro
(2007), and Chen et al. (2008). Whereas the Optimal Computing Budget Allocation OCBA in Chen et al. (2008) requires a
high implementation effort, the Standard Error Dynamic Resampling SEDR in Di Pietro et al. (2004) allows an easier application to an optimization algorithm. Other Multi-objective
Dynamic Resampling algorithms have been proposed by Syberfeldt et al. (2010) and Lee et al. (2008, 2010); Chen & Lee
(2010). MOPSA-EA (Syberfeldt et al., 2010) has limited applicability to only steady-state EMO algorithms and the MOCBA
and EA approach in Chen & Lee (2010) requires an EA with
high elitism and high implementation effort. DR algorithms
which are integrated with an EA were proposed in Eskandari
et al. (2007), Fieldsend & Everson (2005); Fieldsend (2015);
Fieldsend & Everson (2015) and Park & Ryu (2011). The EA
integration limits their applicability. They also do not consider
the limited sampling budget as in our situation. In Siegmund
et al. (2013) and Siegmund et al. (2015), we proposed easy to
implement addon multi-objective DR algorithms which can be
integrated with many preference-based EMO algorithms. Those
DR algorithms were designed to add an increased sampling
budget to solutions close to a preferred area (i.e., in this article
close to a R-NSGA-II reference point), both keeping simplicity
and general applicability in mind.
The paper is structured as follows. Section 2 introduces the
R-NSGA-II algorithm, while Section 3 provides background
information to the Dynamic Resampling method. Section 4
presents a classification of Dynamic Resampling algorithms and
comments on the challenges of applying them in the scenario
with a limited simulation budget. In Sections 5 and 6, different resampling algorithms for general EMO and for preferencebased EMO are explained. Section 7 introduces the stochastic
production line models, while Section 8 presents and defines
new performance measures for preference-based EMO, used in
this study. In Section 9, numerical experiments on benchmark
functions and simulation optimization problems are performed.
Furthermore, the test environment is explained and the experiment results are analyzed. Conclusions are drawn and possible
future work is pointed out in Section 10.
2

2. Reference point-based NSGA-II
The resampling algorithms described in this paper are tested
regarding how well they can support the Reference point-Guided
NSGA-II algorithm (R-NSGA-II) (Deb et al., 2006), as an example for a guided Evolutionary Multi-objective Optimization
(EMO) Algorithm. It is particularly suitable for evaluation in
this paper, since it employs fitness functions which are used as
resampling criteria in resampling algorithms. Therefore, the resampling algorithms can support R-NSGA-II particularly well.
R-NSGA-II is based on the Non-dominated Sorting Genetic
Algorithm II (Deb et al., 2002) which is a widely-used and
representative multi-objective evolutionary algorithm. NSGAII sorts the solutions in population and offspring into different
non-dominated fronts. Those selected comprise all solutions in
those best fronts that fit completely into the next population.
From the best front that only partially fits, a subset of solutions
must be selected into the next population which have the largest
distances to their neighbors. This selection mechanism is called
Crowding Distance and guarantees that the result population
will be diverse. The parental selection for offspring generation follows this fitness hierarchy. After selection is completed,
offspring solutions are generated by tournament parental selection, crossover, and mutation. The offspring are evaluated and
the selection step is performed again. The R-NSGA-II algorithm replaces the crowding distance operator by the distance
to user-specified reference point(s). Solutions that are closer to
a reference point receive a higher selection priority. The reference points are defined by the user in areas that are more interesting and where he or she wants more alternative solutions
to be found in a limited area of the objective space. However,
in order to not lose all diversity, a clustering mechanism with a
minimum objective vector distance  is used. Solutions that are
too close to each other are considered with a lower priority. The
R-NSGA-II selection step is depicted in Figure 1. The same fitness hierarchy, dominance first, then reference point distance
and -clustering, is used for parental selection. All substeps of
the selection process are documented in Figure 2.
The reference points can be created, adapted or deleted interactively during the optimization run, taking effect each time
a new generation is started. In case all reference points have
been removed, R-NSGA-II will continue the optimization as an
instance of the regular NSGA-II algorithm. Since R-NSGAII uses non-domination sorting it has a tendency to prioritize
population diversity before convergence to the reference points.
Therefore, extensions have been proposed which limit the influence of the Pareto-dominance and allow the algorithm to focus
faster on the reference points (Siegmund et al., 2012b).
3. Dynamic Resampling
In this section, background information is given regarding
Resampling as a noise handling method in Evolutionary Multiobjective Optimization and the preference-based multi-objective
optimization algorithm R-NSGA-II (Deb et al., 2006), which
are the basis for the proposed algorithms in this paper.

Objective2 (minimize)

3.1. Noise Compensation by Resampling
To be able to assess the quality of a solution according to
a stochastic evaluation function, statistical measures, such as
sample mean and sample standard deviation, can be used. By
executing the simulation model multiple times, a more accurate value of the solution quality can be obtained. This process is called Resampling. We denote the sample mean value
of objective function Fi for solution s as follows: µn (Fi (s)) =
j
j
1 Pn
j=1 F i (s), i = 1 . . . H, where F i (s) is the j-th sample of
n
s, and the sample variance of objective function i: σ2n (Fi (s)) =
j
1 Pn
2
j=1 (F i (s) − µn (F i (s))) . The performance degradation evon−1
lutionary algorithms experience, caused by the stochastic evaluation functions, can be compensated partly through resampling. However, a price has to be paid for the knowledge gain
through resampling and the resulting performance gain of the
optimization. In a scenario with limited simulation time, the
total number of evaluations is limited. If resampling is performed, the total number of solutions that can be evaluated is
reduced. Thereby, the search space cannot be explored as much
as when each solution is evaluated only once. A trade-off situation arises between sampling each solution several times and
sampling different solutions in the search space.
In many cases, resampling is implemented as a Static Resampling scheme. This means that all solutions are sampled a
fixed number of times. This static method uses an equal amount
of the total, available sampling budget for all solutions. The
need for resampling is, however, often not homogeneously distributed throughout the search space. Solutions with a smaller
variance in their objective values will require fewer samples
than solutions with a higher objective variance. Solutions closer
to the Pareto-front or preferred areas in the objective space require more samples. In order to sample each solution the required number of times, a dynamic resampling technique is required, which is described in the following section.

ε

R

Objective1 (minimize)

Figure 1: R-NSGA-II selection step. In this example, the set of population
and offspring consists of 12 solutions grouped in 4 fronts. In order to select
6 solutions into the next population, 2 solutions have to be selected out of the
second front by distance and -clustering.
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3.2. Dynamic Resampling
Dynamic Resampling allocates a different sampling budget
to each solution, based on the evaluation characteristics of the
solution. The general goal of resampling a stochastic objective
function is to reduce the sample standard deviation of the mean
of an objective value σn (µn (Fi (s))) which increases the knowledge about the objective value. A required level of knowledge
about the solutions can be specified. For each solution, a different number of samples is required, to reach the required knowledge level. Resampling can be performed dynamically in the
way that each solution is allocated exactly the required number
of samples, up to an upper bound. In comparison with Static
Resampling, a part of the sampling budget can be saved and
used to evaluate more solutions and run more generations of an
evolutionary algorithm.
With only a limited number of samples available, the standard deviation of the mean can be estimated by the sample standard deviation of the mean, which is usually called standard
error of the mean. It is calculated as in Equation 1.
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Figure 2: R-NSGA-II algorithm - Selection step flowchart showing all substeps
of the selection process.

seni (µn (Fi (s))) =
3

σn (Fi (s))
.
√
n

(1)

4. Resampling Algorithms

By increasing the number of samples n of Fi (s), the standard deviation of the mean and its estimate sen (µn (Fi (s))) is reduced.
For the standard error of the mean, however, this is not guaranteed, since the standard deviation estimate σn (Fi (s)) can be
corrected to a higher value by drawing new samples of it. However, the probability of reducing the sample mean by sampling s
increases asymptotically, as the number of samples is increased.

In this chapter, several resampling algorithms are described,
which are used in this study to support the R-NSGA-II algorithm for stochastic simulation optimization problems. We denote: Sampling budget for solution s: b s , minimum and maximum number of samples for an individual solution: bmin and
bmax , maximum overall number of simulation runs B, current
overall number of simulation runs Bt , and acceleration parameter for the increase of the sampling budget: a > 0. Increasing a
decreases the acceleration of the sampling budget, decreasing a
increases the acceleration. The calculated normalized sampling
need x s is discretized as in Equation 2 which guarantees that
bmax is already assigned for x s < 1:

3.3. Sequential Dynamic Resampling
An intuitive dynamic resampling procedure would be to reduce the standard error until it drops below a certain user-defined
threshold sen (µn (F(s))) < seth . The required sampling budget
 (F (s)) 2
i
for the reduction can be calculated as n > σnse
. However,
th
since the sample mean changes as new samples are added, this
one-shot sampling allocation might not be optimal. The number of fitness samples drawn might be too small to reach the
error threshold, in case the sample mean has been shown to be
larger than the initial estimate. On the other hand, a one-shot
strategy might add too many samples, if the initial estimate of
the sample mean is too big. Therefore, dynamic resampling is
often done sequentially. Through this sequential approach, the
number of required samples can be determined more accurately.
For Sequential Dynamic Resampling, often the shorter term Sequential Sampling is used. Dynamic resampling algorithms can
therefore be classified in one-shot sampling strategies and sequential sampling strategies.
Sequential sampling adds a fixed number of samples at a
time. After an initial estimate of the sample mean and calculation of the required samples, the sufficiency of the knowledge
about the solution is checked. If needed, another fixed number of samples is drawn and the number of required samples is
recalculated. This is repeated as long as no additional sample
needs to be added. The basic pattern of a sequential sampling
algorithm is described in Algorithm 1. Through this sequential
approach, the number of required samples can be determined
more accurately than with a one-shot approach. It guarantees
that the solution is sampled often enough, and can reduce the
number of excess samples. Dynamic resampling algorithms
can therefore be classified in one-shot sampling strategies and
sequential sampling strategies.

b s = min {bmax , bx s (bmax − bmin + 1)c + bmin } .

(2)

4.1. Resampling algorithm classification
In this section, we present a classification of resampling algorithms based on Siegmund et al. (2013). Three classification
categories have been described in the previous section. First,
sampling algorithms that base their sampling allocation on solution properties such as mean and variance and sampling algorithms that do not use this information such as Static Resampling or resampling based on elapsed optimization time. Second, Dynamic Resampling algorithms that consider the objective value mean and variance and solutions that only consider
the mean objective values. And third, Dynamic Resampling algorithms that calculate the sampling budget as one-shot and Dynamic Resampling algorithms that calculate the sampling budget sequentially. More classification categories can be defined.
A list of resampling categories is presented in Table 1.
Table 1: Classification of resampling strategies.

Solution independent
Mean-based
One-shot sampling
Single-objective
Algorithm independent
Individual resampling
Single criterion

Algorithm 1 Basic sequential sampling algorithm pattern.
1: Draw bmin initial samples of the fitness of solution s, F(s).
2: Calculate mean of the available fitness samples for each of
P
the H objectives: µn (Fi (s)) = 1n nj=1 Fij (s), i = 1, . . . , H.
3: Calculate objective sample standard deviation with available fitness samples:
q
j
1 Pn
2
σn (Fi (s)) = n−1
j=1 (F i (s) − µn (F i (s))) , i = 1, . . . , H
4: Evaluate termination condition based on µn (F i (s)) and
σn (Fi (s)), i = 1, . . . , H.
5: Stop if termination condition is satisfied or if the maximum
number of samples is reached; Otherwise sample the fitness
of s another k times and go to step 2.

Solution dependent
Variance-based
Sequential sampling
Multi-objective
Algorithm specific
Comparative resampling
Hybrid

Another way to determine the number of samples is to aggregate the objective values into a single value. For example,
the R-NSGA-II algorithm provides such a scalar aggregation
value on which the sampling budget allocation can be based;
the distance to the reference point. A Distance-based Resampling strategy could allocate few samples at the beginning of
the optimization runtime, when the found solutions are far away
from the reference point. Towards the end of the runtime, more
objective value samples can be drawn, which helps to distinguish the many solutions that are close to the Pareto-front. In
contrast, a truly multi-objective resampling strategy would be
to assign the maximum number of samples to solutions with
4

Pareto-rank 1 and the least number of samples to solutions with
the maximum Pareto-rank.
If we use Distance-based Resampling on R-NSGA-II, we
classify the use of this resampling technique as an algorithm
specific resampling strategy. On the other hand, if Static Resampling is applied on an algorithm, we classify its use as an
independent resampling strategy application, since it is not taking any characteristics of the optimization algorithm into account. This classification category is not always applicable in
a clear way. If, for example, the Pareto-rank-based Resampling
algorithm is applied on the R-NSGA-II algorithm, then only
one part of the algorithm selection procedure is supported. The
secondary selection criterion, the distance to a reference point,
is not supported.
The sampling strategies introduced in the previous section
consider only one single solution at a time, when making sampling allocation decisions. The Pareto-rank-based sampling strategy, however, compares solutions when allocating samples. The
former strategies can therefore be classified as Individual Resampling and the Pareto-rank-based strategy as Comparative
Resampling.
Some resampling algorithms base their sampling allocation
on one resampling criterion only, such as elapsed optimization
time, objective variance, or Pareto-rank. Hybrid dynamic resampling strategies combine multiple criteria to determine the
sampling allocation.
For each solution in the generation, the Dynamic Resampling algorithm is applied and one or more multiple samples
are assigned to it. This is called a resampling pass. Several resampling passes are executed, one after another, until no sample
is added during the resampling pass. This is to make sure that
each solution in a generation is treated equally, on the same
preconditions. Otherwise, for Dynamic Resampling algorithms
where the sampling allocation of one solution is dependent on
the sampling result of other solutions, the desired sampling distribution cannot be achieved. Here, it is important that before
the sampling allocation for a solution is calculated a second
time, all other solutions have the chance to be evaluated by the
resampling algorithm. In this way, we provide the possibility
that more accurate information is available to recalculate the
sampling allocation. Another case where we find that resampling in passes is advisable is when the sampling allocation is
based on the elapsed optimization time, since the time changes
with every solution sample that is evaluated. Solutions that are
evaluated first in a generation might be sampled less often than
others. This can be a disadvantage, in the case of hybrid timebased resampling algorithms. If the allocation is also based on
other resampling criteria, this overall sampling allocation is biased inappropriately regarding the order of solution evaluation.
Another reason for executing the resampling in passes is to facilitate the ex post analysis of the algorithms’ inner workings.

values. Therefore, we guarantee a high number of samples b f
for each solution (b f ≥ bmax ) in the final population after the
EA selection process. Thereby, we can also guarantee that the
non-dominated solutions in the final population have been identified correctly. The total number of extra samples added to the
last population is BF ≤ (b f − 1)|P|, where |P| is the population
size.
For optimization problems with simple and quick function
evaluations, another type of evaluation is possible. Instead of
returning only the non-dominated solutions of the last population to the decision maker, a continuously updated archive
of non-dominated solutions found during the whole optimization runtime is returned (Siegmund et al., 2015). The accurate evaluation of the solutions with b f samples can be done
in post-processing or in the background, without consuming
and removing evaluations from the optimization process. The
archive of non-dominated solutions can increase considerably,
especially in high-dimensional objective spaces, and therefore
it is not feasible to sample all the found non-dominated solutions b f times with evaluations from the total optimization budget B. The evaluation can be done outside of this budget. Due
to the negligible evaluation times for solutions, the time consumed for these extra evaluations, done as post-processing or
in the background, is insignificant. This type of evaluation is
suitable for algorithm benchmarking on test functions only.
4.3. Comments on handling final results
When Dynamic Resampling is performed, each solution is
evaluated a different number of times. Consequently, the total
number of samples done during one generation of an EA, BG , is
different and, in most cases, it is not possible to know this number of samples in advance. When the total number of solution
evaluations B is limited, it is therefore necessary to estimate the
number of samples needed for the next generation. Each time a
new generation is to be started, the algorithm needs to make a
decision whether the resampling on the new generation can be
performed in the ordinary way with enough samples available.
In this paper, BF samples are added to the last population,
and our resampling algorithm framework makes a decision whether
the remaining samples are sufficient according to Equation 3,
where |Q| is the number of offspring solutions. We do not evaluate more samples than b f of each solution, in order to make the
algorithm results more comparable. Any remaining samples are
discarded.
B − Bt ≥ (b f − 1)|P| + bmax |Q|.
(3)
In case no final samples are added to the population the resampling algorithm framework makes a decision whether the
remaining samples are sufficient according to Equation 4, where
BG is the average number of samples used for the last 3 generations. An exception is Static Resampling, where the coefficient
of BG is ignored.
1.1 · BG ≥ B − Bt .
(4)

4.2. Final samples
After the optimization is finished and the final non-dominated
result set has been identified, a post-optimization resampling
process is needed. For each solution that is presented to the
decision maker, we want to be confident about the objective

If Equation 4 is satisfied, the next generation is executed
as usual. If the available number of samples, contrary to expectations, is not enough, the sampling is stopped. Due to the
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sequential sampling procedure, almost all solutions should have
been sampled according to the original sampling allocation.
If Equation 4 is not satisfied, no new generation is evaluated. Instead, the available samples are distributed among the
current population, one by one, according to the fitness hierarchy. In case of R-NSGA-II, this means that the samples are
distributed by the order of reference point distance (R-NSGA-II
reference point rank).

when the solutions are still far away from the Pareto-front. Acceleration parameter a > 0 is used to control the time-based
allocation. Increasing a delays the allocation of the sampling
budget, decreasing a leads to a high sampling allocation in the
beginning of the runtime. The normalized time-based resampling need xTs is calculated as in Equation 5.
 B a
t
.
(5)
xTs =
B
Time-based Resampling is an optimization algorithm inde5. Generally applicable resampling algorithms
pendent and solution independent Dynamic Resampling algorithm. It makes only one sampling decision for each solution
This section contains resampling strategies that can be used
in all multi-objective optimization problems, regardless of whether (one-shot allocation), according to the elapsed time. However,
if a solution survives into the next generation of an evolutionary
preference information is given by a decision maker or not.
algorithm, the decision is made again.
They can support the goal of finding the whole Pareto-front,
The total number of samples available for optimization is
as well as the goal of exploring a limited, preferred area in the
limited by the final samples BF added to the last population. For
objective space.
time-based resampling, this means that the elapsed time needs
to be adjusted so that 100% of the time is already reached when
5.1. Static Resampling
B − BF samples have been used. The modified allocation funcStatic Resampling assigns the same constant number of samtion is shown in Equation 6. This function is used in all the
ples to all solutions involved in an optimization run (b s = bmin =
other resampling algorithms that use the elapsed optimization
bmax ). This is popular among optimization practitioners, since it
time as one of their resampling critera.
requires a relatively small implementation effort. The disadvan)a
(
tage is that accurate knowledge of the objective vectors is not
Bt
.
(6)
xTs = min 1,
needed for all solutions; not all solutions have objective values
B − BF
with high variability and, at the beginning of an optimization
run, the benefit of accurate values usually does not justify their
5.3. Time-Step Dynamic Resampling
cost. If, for example, B = 5,000 and b s = 5, there will only
We propose another time-based DR algorithm which uses
be 1,000 solutions available, with which to explore the search
an allocation function different from Time-based DR. Instead of
space. Whether the increased accuracy can make up for the lost
gradually increasing the allocation budget, Time-Step Dynamic
exploratory power depends on the objective noise level. If the
Resampling allocates only bmin samples in the beginning of the
noise is high enough, there might be a b s > 1, where Static Reoptimization runtime, like Static Resampling. At a certain time
sampling can lead to an improvement of the optimization result,
threshold Bthr , the allocation is increased to bmax within a short
compared to b s = 1. However, compared to more advanced reperiod of time. This allocation function cannot be created by
sampling algorithms, Static Resampling is inferior, since many
changing the acceleration parameter a in Time-based DR. The
samples are wasted on less important solutions. An exception
sudden raise of the allocation function can be done with the step
to this rule is the degenerated form of Static Resampling with
function, as in Equation 7.
b s = 1 for low noise levels. It achieves competitive results in

this case (Siegmund et al., 2015), since the optimization has


0 if Bt < Bthr ,
more solutions available for exploring the search space, which
(7)
xTs S = 

1 otherwise.
is most important in a low-noise scenario.
Another, smoother, way to rapidly increase the sampling allocation to bmax is the Sigmoid function or, more general, the
Logistic Growth (Tsoularis, 2001; Siegmund et al., 2013). The
allocation function of Time-Logistic Dynamic Resampling is
given in Equation 8, where γ > 0 is the growth rate, Bthr ∈ [0, 1]
the point of highest growth, and ν > 0 determines if the maximum growth occurs close to the lower or the upper asymptote.

5.2. Time-based Dynamic Resampling
Time-based Dynamic Resampling (Siegmund et al., 2013)
is a generally applicable Dynamic Resampling algorithm which
can be used on any optimization algorithm. It assumes that the
need for accurate knowledge of objective values increases towards the end of the optimization run. This hypothesis was
proven in Aizawa & Wah (1993, 1994) for single-objective Evolutionary Algorithms. Time-based Dynamic Resampling allocates a small sampling budget at the beginning and a high sampling budget towards the end of the optimization. The strategy
of this resampling algorithm is to support the algorithm, when
the solutions in the population are close to the Pareto-front, and
to save sampling budget at the beginning of the optimization,

xTs S =

1
1

(1 + e−γ(Bt −Bthr )/(B−BF ) ) ν

.

(8)

5.4. Rank-based Dynamic Resampling
Rank-based Dynamic Resampling (Siegmund et al., 2013)
is a dynamic resampling algorithm which can be used on any
multi-objective optimization algorithm. It measures the level of
6

non-dominance of a solution and assigns more samples to solutions with a lower Pareto-rank and fewer samples to solutions
in the last fronts, in order to save evaluations. The normalized
rank-based resampling need xRs is calculated as in Equation 9.
We denote: S = solution set of current population and offspring,
R s = Pareto-rank of solution s in S , Rmax = max s∈S R s .
!a
Rs − 1
.
(9)
xRs = 1 −
Rmax − 1

a reference point r. Its premise is that if the EMO population
progress towards a reference point slows down, the population
members are concentrated in a small area. In this situation, the
algorithm will benefit from accurate knowledge about the objective vectors. The progress is defined as the average distance
from the population members to r. Since the progress in Evolutionary Multi-objective Optimization can fluctuate, the average progress P from the last n populations is used. Progressbased Resampling is a solution independent, mean-based, sequential sampling allocation. It uses the average scalar distance
value and is algorithm dependent, in the sense that a reference
point is required. All solutions in the population are treated
equally, based on one resampling criterion, the average population progress. We denote: Pmax = the maximum progress
threshold. For P > Pmax , bmin is allocated to all solutions in the
population. If a progress measurement is negative, the absolute
value of the progress will be used, multiplied by a penalty factor. This method also works for the case of a feasible reference
point, where a population moving away from r is a desirable
behavior. When convergence is reached, the absolute progress
value becomes smaller and smaller, leading to higher sampling
allocations. The normalized progress-based resampling need
xPs is calculated as in Equation 12.

Rank-based resampling shows good results on (R-)NSGAII, which is expected, since the dominance relation is its main
fitness function. In contrast to the previously described algorithms, Rank-based DR is a solution-dependent and mean-based
sampling allocation. Since the dominance relations in the population of a multi-objective optimization algorithm changes after
each added sample, Rank-based DR is performed sequentially.
It is based on multiple objectives, but otherwise independent of
the optimization algorithm. Also, it is a comparative resampling technique based on the single criterion of Pareto-rank.
In Many-objective Optimization, Rank-based Dynamic Resampling is not effective, since most solutions in a well-converged
solution set are non-dominated and are assigned the maximum
number of samples.

a

 min{P, Pmax } 
 .
xPs = 1 − 
Pmax

5.4.1. RankMaxN-based DR
We propose a modification of Rank-based Resampling that
allocates additional samples only to the first n fronts. This allows us to concentrate the additional samples on the first fronts,
where they can be more beneficial. The allocation function of
RankMaxN-based Dynamic Resampling is given in Equation
10.
!a
min{n, R s } − 1
.
(10)
xRn
s =1−
min{n, Rmax } − 1

(12)

The disadvantage of this strategy becomes apparent in a situation of premature convergence. If a population-based optimization algorithm fastens in a local optimum, it has been
shown that more objective uncertainty, and not less, can be
helpful to escape the local optimum (Jin & Branke, 2005). Therefore, progress-based resampling without using the distance information to the reference point is often of little use. As soon
as the optimization fastens in a local optimum far from R, too
many samples are wasted. In the following section, we describe
a hybrid progress-based resampling algorithm which solves this
problem by considering the reference point distance and elapsed
optimization runtime: Distance-based Dynamic Resampling,
DDR.
Another disadvantage of Progress-based DR is that all solutions in the population are assigned the same budget. This
means that solutions, population or offspring, which are dominated by many solutions or are distant to R and thereby less
relevant, will be assigned an unnecessarily high number of samples. These solutions might be discarded in the next selection
step of the evolutionary algorithm, which reduces the benefit
of the assigned samples even more. This can be avoided by
combining the progress measure with the distance to R as it is
done in DDR in the following section. Another way to solve
this problem is to use a second resampling criterion that indicates whether solutions have a high chance of being selected,
better than with the distance measure. For R-NSGA-II, this is
the Pareto-rank. A resampling algorithm combining progress
and Pareto-rank is presented in Section 6.3. In this algorithm,
Distance-Rank-based Dynamic Resampling (called DR2), the
distance to r is used to control bmax for the whole population

5.4.2. Rank-Time-based DR
We propose a Hybrid Dynamic Resampling algorithm: Rankbased DR can be combined with Time-based DR to avoid allocating samples at the beginning of the optimization, where
the optimization algorithm only has slight gains from knowing
the accurate objective values. Similar to a logical conjunction,
xRs and xTs can be combined to form the Rank-Time-based Resampling allocation xRT
s for solution s, as in Equation 11. Another allocation would be the product of both allocation values:
RT
T R
xs = xs xs .
n
o
T R
(11)
xRT
s = min x s , x s .
6. Preference-based resampling algorithms
This section describes two resampling algorithms that use
the preference information given by a decision maker in the
form of a reference point R in the objective space for the RNSGA-II algorithm (Deb et al., 2006).
6.1. Progress-based Dynamic Resampling
Progress-based Dynamic Resampling allocates samples to
solutions depending on the progress of the population towards
7

instead.

6.2.1. Adaptive strategy for infeasible reference points
In this section, we propose a method of how to adapt the
transformation function in the case of an infeasible reference
point.
We use this transformation function as long as no soluIn this section, we describe a resampling strategy that is
tion that dominates the reference point is found. This means
specifically adapted to the R-NSGA-II algorithm and uses the
that feasible reference points on the Pareto-front are handled
extra information that is available through the R-NSGA-II reference points. This hybrid Dynamic Resampling strategy Distance- in the same way as infeasible reference points. In the case of
an infeasible reference point, the reference point distance of
based Dynamic Resampling DDR was proposed in Siegmund
the sought-after, focused Pareto set cannot be reduced below a
et al. (2013). It assigns more samples to solutions that are close
certain distance δ by optimization. This scenario is displayed
to the reference points. The intention of allocating samples in
in Figure 3. Therefore, if this lower bound δ of the reference
this way is that solutions which are close to a reference point
point distance is large enough and a linear, or delayed, distanceare likely to be close to the preferred area on the Pareto-front.
based allocation scheme is used, the maximum sampling budThis part of the population has converged and it is important
get will never be reached during the optimization runtime. Too
to be able to reliably identify which solutions dominate other
few samples will be assigned to the last populations that insolutions.
clude the best found solutions. Therefore, in order to create a
According to the classification in Table 1, Distance-based
Dynamic Resampling considers only the mean objective values
and ignores the objective variances, performs sequential sampling, uses the reference point distance which is an aggregated
form of the objective values, and is an algorithm specific resamResult population
pling method that allocates the sampling budget for each solution individually. It is also a hybrid resampling algorithm, as we
describe in the following. We denote: r s is the reference point
that is closest to solution s. In this study, we use an Achieve
Pareto-front
ment Scalarization Function (Siegmund et al., 2012a) as distance metric. δAS F (F(s), R s ) is the absolute reference point disR
tance. For the sampling allocation, we use the normalized refs)
}, where D is the
erence point distance d s = min{1, δAS F (F(s),R
Objective 1 (minimize)
D
maximum reference point distance of the initial population of
R-NSGA-II. An intuitive way to assign resamplings based on
Figure 3: Bi-objective min/min-problem scenario with infeasible reference
point R. The distance of the result population to R is limited by a lower bound
reference point distance is Equation 13.
Objective 2 (minimize)

6.2. Distance-based Dynamic Resampling (DDR)

δ.

xDDR
= 1 − ds .
s

(13)
good distance-based sampling strategy for infeasible reference
points, the budget allocation has to be accelerated. Then, it
is not necessary to come close to the reference point to gain
the highest number of samples. The full number of samples
will already be allocated to solutions at a certain distance to the
reference point. Since the lower bound of the reference point
distance is not known, the sampling allocation has to be accelerated iteratively. The challenge is to adapt the transformation automatically, so that at the end of the optimization run
the samples are distributed among all found solutions, as if the
reference point was feasible and on the Pareto-front.
To achieve this, the distance criterion is combined with two
additional criteria, thus making DDR a hybrid Dynamic Resampling algorithm:
1. The progress of the population during the optimization
runtime and 2., the elapsed time since the start of the optimization. In contrast to the algorithm independent strategies,
this algorithm has access to distance information to reference
points and can measure progress. The optimization progress
will slow down as soon as the population approaches the Paretofront, which is at some distance to the reference point. In this
way, it can be detected that the algorithm is converging towards the preferred area and that more samples per solution
are needed. However, the reference point distance and the opti-

Reference points are usually not chosen on the Pareto-front.
Therefore, a transformation function needs to be applied to Equation 13. In this paper, we describe the case of infeasible reference points. The definition of an infeasible reference point is
that it is not on the Pareto-front and no solution can be found
that dominates it (Miettinen, 1998). Handling infeasible reference points requires an approach that adapts the transformation
function dynamically during the optimization runtime, since it
is not known from the beginning whether the reference point is
infeasible. We assume that in most cases the decision maker
will define a reference point that is optimistic and therefore no
solution can be found that attains this level of expectation. The
case of pessimistic reference points, where solutions are found
that dominate the reference point, is not considered in this article. We have proposed transformation functions for feasible
reference points in Siegmund et al. (2013), and they are not our
priority in this article. We refer to the feature of R-NSGA-II that
allows the interactive adaption of a pessimistic reference point,
that has been identified as a feasible one during the optimization process, and to move it forward to turn it into an infeasible
point. Distance-based Dynamic Resampling for feasible reference points is discussed in future work.
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mization progress alone would not be sufficient, since the algorithm might temporarily slow down in local optima at an early
stage and show only little progress. This can, for example, occur for the ZDT4 function (Zitzler et al., 2000) which features
many local Pareto-fronts. In that case, the goal is to escape the
local optimum, which does not require more exact knowledge
about the solutions and no increased number of samples. That
is why, in the case of infeasible reference points, the reference
point distance, progress, and elapsed time together are taken
into account for the sampling allocation.
The optimization progress is measured by the average Reference Point Distance of the population, on average for the last
n populations. This metric was proposed in Siegmund et al.
(2013). The average improvement in reference point distance
of the last n populations is used as a progress indicator. The
transformation function is designed as an ascending polynomial function. Initially, it will assign fewer than the maximum
allowed samples to the solution that is closest to the reference
point, in order to be prepared for the case of a feasible reference point. If the reference point is feasible, the solutions that
dominate the reference point should get the highest number of
samples instead. As long as we can assume infeasibility and if
the optimization progress per generation drops, the slope of the
transformation function will be increased in several steps. If the
average generation progress P is less than 10% per generation,
the transformation function will assign the maximum allowed
number of samples only to the (hypothetical) solutions that are
closest to the reference point. If the average progress is below
5%, the transformation function will be adapted in a way that
guarantees at least 10% of the population full samples. Accordingly, a progress < 2.5% corresponds to 20% of the population
with full samples and a progress < 1% to 40%.
As transformation function, x s = (1−d s )a is used, where a is
a polynomial acceleration parameter. The calculation is done by
taking a percentage of the population and measuring the maximum relative distance m of this subset S to the reference point,
m = max s∈S d s . The transformation function is adapted through
a factor c which makes sure that the maximum number of samples is already reached at distance m to the reference point, cf.
Equation 14.
c(1 − m)a := 1 ⇒ c =

1
.
(1 − m)a

tions in relation to the maximum number of evaluations, as it
is done by Time-based Resampling in Section 5.2. If B f final samples are added at the end of the optimization run, the
time measurement is adjusted as in Equation 6. The transformation function is adapted by reducing c to delay the incline
of the sampling allocation. Before 50% of the time has passed
(xT < 50%), the distance m will be reduced to m0 = 0, i.e.
c = 1. Until 65%, m will be reduced to m1 = 1/3m and, until 80%, it will be reduced to m2 = 2/3m. The transformation
functions for an example case with δ = 0.37 are shown in Figure 4.
100

Assigned samples (% of max)

80
70
60

2.52x2 →

50

1.76x2 →

40

1.3x2 →

30

← x2

← 0.75x2

20

←δ

10
0

0

20

40
60
Sampling need x=1−d (% of max)

80

100

Figure 4: Transformation functions for an infeasible reference point. The figure
shows values for coefficients c for a scenario with δ = 0.37. The coefficient for
xT ≥ 80% is therefore c = 1/(0.63)2 ≈ 2.52. For xT ∈ [65%, 80%) and
m2 = 2/3m it will be reduced to c = 1/(0.753)2 ≈ 1.76. The sampling need
x in percent based on the relative reference point distance d is translated into a
relative number of samples that are allocated to a solution.

Combining the intuitive distance-based allocation in Equation 13 with the adaptive transformation functions in Equation
15 gives us the resampling need xDDR
as in Equation 16.
s
(
!a )
1 − ds
DDR
x s = min 1,
.
(16)
1−δ

(14)

As soon as a solution that dominates the reference point
is found, the sampling allocation will switch to the allocation
function for the case of feasible reference points, starting with
the next generation of R-NSGA-II. We have proposed transformation functions for feasible reference points in Siegmund
et al. (2013) that can provide a seamless sampling allocation
and smooth transition from the infeasible to the feasible case.
Future work will cover a detailed evaluation of Distance-based
Dynamic Resampling for feasible reference points.

However, as mentioned above, if the average population
progress is above 10%, then the sampling allocation will be reduced by using c = 1 − m, where m is the maximum distance
of the best 10% of the population. If it will be detected that the
reference point is feasible, this allows a smooth transition to
the feasible case which uses a similar allocation function. The
transformation functions are defined as in Equation 15.
min {1, c(1 − d s )a } .

Time ≥ 80%
Time < 80%
Time < 65%
Time < 50%
Progress ≥ 10%

90

(15)

6.3. Distance-Rank Dynamic Resampling (DR2)
As an attempt to combine multiple different resampling criteria in a resampling algorithm, in Siegmund et al. (2015) we
proposed to combine the Rank-based Dynamic Resampling and
the Distance-based Dynamic Resampling (DDR) strategies, de-

This allocation scheme is combined with a sample allocation based on the elapsed optimization runtime. The elapsed
time is measured by the number of executed solution evalua9

10 min, CV = 10) than the other machines, causing a high standard deviation of the average throughput objective measured
during the whole simulation time. Thus, Dynamic Resampling
algorithms are required to compensate for the noisy Throughput
values.
Automated machine processes are essentially deterministic,
so that an automated production line has, in principle, very low
variability. But in practice, a single, stochastic, manual workstation is enough to add very high variability to an automated
production line (Papadopoulos et al., 2009). The high variability may be caused by a manual operator who is needed to start
an automated process, e.g., after tool changes. Or more commonly, the variability may be caused by a manual quality inspection workstation in which the times for visually checking
for any defects in the work-pieces vary significantly. For the
model shown in Figure 5, if the processing times are all constant (= 1 min), the CV of the main production output (TH)
is 0. Only machine M4 is changed to have a lognormal distribution. This is more suitable in order to model human work
time distribution than a normal distribution, according to Dudley (1963). Mean and standard deviation of the processing time
are set as 1 min and 25 min respectively (i.e. CV=25). Thereby,
the CV of TH becomes 0.2089, i.e., around 20% noise, which is
a sufficiently high noise level to test the Dynamic Resampling
algorithms. We call this model PL-NM-20% in the following.
Three other configurations of the problem with different noise
levels are used for experimentation in this paper: PL-NM-5%
with σ = 7 min for M4 which leads to a TH-CV of 0.0580.
PL-NM-10% with σ = 15 min for M4 whith TH-CV of 0.1037.
And the noisiest model PL-NM-30% with σ = 35 min for M4
and a TH-CV of 0.2958.

scribed previously in Section 6. We call it Distance-Rank Dynamic Resampling (DR2). It uses four different factors to determine the resampling allocation for individual solutions: Paretorank, time, reference point distance, and progress. Whereas
the elapsed optimization time can be combined with any other
resampling criterion with little effort, as seen with Rank-Timebased Dynamic Resampling mentioned above, the Pareto-rank
and the reference point distance are two truly different resampling criteria. Therefore, we emphasize the term Hybrid for the
DR2 algorithm.
Equation 17 describes the sampling allocation of DR2. Similar to Rank-Time-based Resampling, the minimum of both the
normalized sampling need of Distance-based Resampling and
Rank-based Resampling is used to create a combined sampling
allocation. However, the Distance-based sampling need is not
calculated individually for each solution. Instead, DR2 identifies the solution sm closest to R, dm = mink {dk } and the normalized sampling need for xmDDR is used in the formula as fixed
value for all solutions in the current generation. This particular
way of combining rank and distance information was chosen
for DR2, since it has shown the best optimization results in different situations.
n
o
xDR2
= min xmDDR , xRs .
(17)
s
7. Stochastic Production Line Models
The benchmark optimization problem used for evaluation is
a stochastic simulation model consisting of 6 machines (Cycle
time 1 min, σ = 1.5 min, CV = 1.5, lognormal distribution)
and 5 buffers with sizes ∈ [1, 50]. The source distribution is
lognormal with µ = 1 min and σ = 1.5 min, if not stated otherwise. The basic structure is depicted in Figure 5. The simulated
warm-up time for the production line model is 3 days and the
total simulated time of operation is 10 days. The conflicting objectives are to maximize the main production output, measured
as Throughput (TH) (parts per hour), and to minimize the sum
of the buffer sizes, TNB = Total number of buffers. This is a
generalization of the lean buffering problem (Enginarlar et al.,
2005) (finding the minimal number of buffers required to obtain
a certain level of system throughput). In order to consider the
maintenance aspect, the machines are simulated with an Availability of 90% and a MTTR of 5 min, leading to a MTBF of 45
min.

7.2. Noisy source
In this stochastic production line model (abb. PL-NS), the
input is unreliable. This means that the parts entering the system at the source do no follow a fixed input distribution, which
makes it hard to design an optimized production line. Instead, a
robust design is needed which performs as well with few parts
entering the system as for the case of parts entering the systems
frequently. The source follows a lognormal distribution with σ
= 1.5 min, but the mean can vary between 15 parts per hour and
120 parts per hour, on a uniform distribution (This corresponds
to a part entering the system between every 240 seconds and every 30 seconds). When a solution is simulated multiple times,
this leads to an average TH-CV of 0.2037, which is approximately 20% noise. We call this model PL-NS-20%. We also
perform experiments with three other configurations of different noise levels: PL-NS-5%, where the mean varies between 30
and 120 parts per hour and the TH-CV becomes 0.0503. PLNS-10%, where the mean varies between 20 and 120 parts per
hour and the TH-CV becomes 0.0977. And the noisiest model
PL-NS-30%, where the mean varies between 12 and 120 parts
per hour. This means that parts may enter the system as slowly
as every 300 seconds and the TH-CV becomes 0.3103.
For the PL-NS models, the optimization has to be conservative and find robust solutions that anticipate the highly variable
input source. Therefore, a type of multi-objective Robustness

Figure 5: A simplistic production line configuration.

There are two variants of the production problem: a model
where one of the machines has a highly variable cycle time and
a model with an uncertain source node. We present the two
variants in the following sections.
7.1. Noisy machine
In this stochastic production line model (abb. PL-NM), the
cycle time of machine M4 has a higher standard deviation (σ =
10

HV-R

optimization approach is applied (Deb & Gupta, 2006), where
Dynamic Resampling is used to estimate the mean according
to different accuracy requirements. Objective variance, or a
variance constraint, is not used explicitly, only the mean fitness is optimized. However, since the sampling distribution of
the mean is not limited to a local neighborhood, but only to the
global interval [30s, 240s], high variance values influence the
mean value and are considered implicitly in this way.

Objective2 (minimize)

D

s

8. Performance metrics

d <= r

R
HV-B

In this section, we propose several multi-objective performance metrics which allow us the measurement of optimization
performance indicators, such as convergence of a population towards a reference point or diversity of the population. Two of
the metrics can be used to measure both performance indicators, convergence and diversity, at the same time in a single
aggregated value.

Objective1 (minimize)

Figure 6: The Focused Hypervolume (F-HV) performance measure with cylinder filter of radius r. The objective vectors marked in black are considered for
performance measurement. A solution s is only considered for hypervolume
measurement, if it is contained in the cylinder, which means d ≤ r. Some of
solutions marked in black are dominated, but they are non-dominated after the
cylinder filter operation.

Objective2 (minimize)

8.1. Focused Hypervolume (F-HV)
To measure and compare the results of the different resampling algorithms together with R-NSGA-II, we propose the Focused Hypervolume performance metric for -dominance based
EMOs (F-HV) (Siegmund et al., 2015). The F-HV allows the
measurement of the convergence and diversity of a population
limited to a preferred area in the objective space. The limits
are defined on the basis of the intended diversity and the population size of the optimization algorithm. This allows us to
measure the degree to which the optimization algorithm can
achieve the intended diversity. For the R-NSGA-II algorithm,
the intended diversity is controlled by the user parameter epsilon. F-HV is based on the Hypervolume metric (HV) (Zitzler
& Thiele, 1998). In F-HV the population is filtered before it is
assessed with the regular HV metric. The filter is a cylindrical
subspace of the objective space retaining only solutions close to
the reference point R dominating the HV-reference point HV-R.
A graphical example is shown in Figure 6. The cylinder axis is
defined by R and a second point D determines the direction, approximately orthogonal, to the potentially only partially known
true Pareto-front. Often D is defined as D := HV-R.

HV-R

R
Objective1 (minimize)

Objective2 (minimize)

D
HV-R
r

R
Objective1 (minimize)

Figure 7: Hypervolume (HV) vs. Focused Hypervolume (F-HV) performance
measures. In this example, the Pareto-front is flat in relation to the whole objective space [0,1]x[0,10]. If the HV-R point is put close to R the non-dominated
points to the left side of R will have a higher influence on the HV value. Therefore, F-HV applies a cylinder filter with radius r = c |P|
2 , before the nondomination sorting is done. This ensures a more equal influence of the points
on both sides of R on the Pareto-front.

process. Due to the F-HV cylinder, HV-R can be chosen further away from R and the larger HV area can capture solutions
further away from R. A larger HV area however is not able to
measure the performance of the algorithm to converge towards
a preferred area. The cylinder filter ensures that the metric values remain relevant for preference-based optimization.

8.1.1. Motivation
The F-HV metric allows us to limit a relevant area close to
the reference point which aims to give equal influence to solutions in all directions on the Pareto-front. In the example shown
in Figure 7, the solutions on the left side of R would have more
influence on the HV value, if the F-HV cylinder filter was not
in place. The cylinder radius is a parameter which allows us to
customize the metric values, so that the highest values will be
achieved, if the algorithm population is able to exactly maintain
the intended diversity, which is controlled by  in R-NSGA-II.
As we are only measuring the algorithm performance on biobjective optimization problems in this article, we set the cylinder radius as the product of the algorithm population size and
, as described further below.
Another important reason for using the F-HV metric is to
be able to measure HV metric values early in the optimization

8.1.2. Detailed description
A more detailed description of the F-HV definition follows.
For R-NSGA-II and a bi-objective problem, solutions within
the distance r = |P|
2  from the cylinder axis, with |P| being the
population size and  the R-NSGA-II clustering parameter, are
passed on to the standard HV, the rest is discarded. In this way,
there is enough space within the cylinder for |P| non-dominated
solutions, each with the distance  to its neighbors. The distance
d of solution s to the cylinder axis is calculated by projecting
~ onto the cylinder axis. The projection vector ~p is obtained
~s − R
11

~ · (D
~ − R)/|(
~ D
~ − R)|,
~ where the operator · denotes
as ~p = (~s − R)
the scalar product. The distance of s towards the cylinder axis is
~ and has to be smaller than the
then obtained as d = |~p − (~s − R)|
cylinder radius, d ≤ r, in order for solution s to be considered
for hypervolume measurement.
The cylinder filter must be applied before the non-domination
sorting is performed. Otherwise, dominated solutions are filtered out during the non-domination sorting, which would be
non-dominated after the application of the cylinder filter. In our
case of stochastic simulation with limited budget, we allow the
cylinder radius to be larger: r = c |P|
2 , c ≥ 1, since it is not
possible for the optimization to converge with enough solutions
into the cylinder within the available optimization time. F-HV
requires four points to be specified: A reference point R, a direction point D, and a hypervolume reference point and base
point HV-R and HV-B (Figure 6).
8.1.3. Similar performance metrics
We have proposed a performance metric similar to F-HV
which is called R-Metric or R-HV (Deb et al., 2014). It is a performance metric that is able to compare sets of non-dominated
solutions with different distances to R in the same hypervolume
setting. The different non-dominated sets are made comparable
by projecting the solutions on an axis defined by R and HV-R.
Solution sets with a larger reference point distance will keep a
larger distance on the axis. In other words, the order of reference point distance between solution sets is invariant to the
projection operation. Also, an -filter similar to that of the FHV metric is applied. A |P|-wide box is applied as a filter,
before the projection operation.
However, due to the limited optimization time in our experiments, the population often never fully converges towards
the Pareto-front, or R. During the whole optimization runtime,
the population has a wide spread and is moving. Therefore,
the representative point used by the R-HV filter often changes,
which leads to highly fluctuating metric values as the optimization progresses. Due to the noise and Dynamic Resampling, the
objective values of already found solutions change as additional
samples are added, which contribute to the fluctuation of metric
values. As a result, we recommend the use of the R-HV metric
for non-noisy scenarios on almost converged populations.
Another performance metric for preference-based EMO algorithms using hypervolume was created by Brockhoff et al.
(2013). It uses a weighted hypervolume indicator. The hypervolume contribution of solutions close to R is emphasized by
defining a density function with the help of a weight parameter.

Figure 8: A Focused Inverse Generational Distance F-IGD reference Paretofront of the ZDT1 and ZDT4 benchmark functions used in this paper. The
focused reference Pareto-set marked in bold was generated by the application
of the F-HV cylinder filter on the complete reference Pareto-set. In this example
the cylinder axis was defined by R = (0.05, 0.5) and HV-R = (0.1, 1.5) with a
cylinder radius of r = 0.05.

Pareto-front can be derived from the problem specification. Instead of using a reference set of objective vectors covering the
whole Pareto-front, the Focused IGD metric uses a reference
Pareto-set close to the reference point. This set is generated
with the help of the Focused Hypervolume cylinder. All objective vectors of the non-dominated reference set which are
contained in the cylinder are members of the focused reference
set. A diagram showing a focused reference set of objective
vectors is shown in Figure 8. An additional F-IGD parameter is
the number of objective vectors in the reference set.
A similar performance metric which uses reference points
to create a focused reference set of objective vectors was created by Mohammadi et al. (2013).
8.3. Focused Reference Point Convergence (F-RC)
The Reference Point Convergence RC is a performance metric that measures the convergence of a population towards a
reference point in the objective space. It was proposed in Siegmund et al. (2013). In order to avoid outliers, only the α% closest solutions to R are considered, which is set Pα , as in Equation
18.
X
δAS F (F(s), r) / |Pα |.
(18)
RC (P) =
s∈Pα

The Focused Reference Point Convergence F-RC makes use
of the F-HV cylinder to create a focused solution set for performance assessment. Instead of using Pα which can be spread
widely in the objective space, the focused population PF is created, which is contained within the F-HV cylinder and locally
limited in the objective space. In order to make the measurement insensitive to remaining outliers, the median distance of
all points in PF to the reference point r is measured and followed during the optimization runtime (Eq. 19).

8.2. Focused IGD (F-IGD)

F-RC (P) = δg
AS F (F(s), r) , s ∈ PF .

We propose another performance measure for referencepoint based multi-objective evolutionary algorithms. The Focused IGD performance measure F-IGD is based on the Inverse
Generational Distance (Coello Coello & Reyes Sierra, 2004)
and measures convergence and diversity of the population. It
requires the true Pareto-front of the optimization problem to be
known. Therefore, in this paper it is used to assess the performance on benchmark functions where the definition of the

(19)

Unlike F-HV and F-IGD, F-RC measures convergence towards r but is not able to measure the diversity of the focused
population towards r. Therefore, another metric is required
which only measures diversity of the focused population. It
is described in the following section.
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9. Numerical Experiments

8.4. Focused Diversity (F-Div)
In order to measure the diversity of a focused population
towards a reference point r, we propose a metric based on the
NSGA-II Crowding Distance by Deb et al. (2002). The Crowding Distance is defined for mutually non-dominating sets of solutions. It is used by the NSGA-II algorithm to stimulate diversity of the population. During the selection phase, partial
selection has to be done on one of the non-dominated fronts,
where the solutions with the greatest distance to others are favored. Our goal is to continuously measure the diversity of
a population-based multi-objective optimization algorithm during the optimization runtime. For this purpose, the diversity of
not only the first front, but also of all other fronts in the population, has to be measured. This is because the diversity of the
fronts 2 . . . n influences the future development of the diversity
of the first front. Another reason for measuring the diversity
of all fronts in the population are the noisy objective vectors.
Some solutions that appear to be part of the first front of the
population would be identified as dominated solutions, if the
true objective values were known.
Our goal is to calculate a diversity measure allowing us to
compare the diversity of populations, therefore called Population Diversity PD. In order to make the value independent of the
population size, the diversity measure δ based on the Crowding
Distance is calculated for each solution within the population;
all values are summed up and divided by the population size as
in Equation 20.
X
δ (s) / |P|.
(20)
PD (P) =

In this section, the described resampling algorithms in combination with R-NSGA-II are evaluated on two benchmark functions. Stepwise, more and more advanced algorithms using
multiple resampling criteria are compared in different configurations, showing superior results. To facilitate comparison,
the experiments are grouped into experiments where no preference information is used for resampling and experiments where
the resampling algorithm uses information about the distance
to a reference point r defined for R-NSGA-II. For reasons of
simplicity, only experiments with one reference point are run,
even though R-NSGA-II is capable of guiding multiple subpopulations to different reference points in the objective space.
Also, the reference point is chosen to be infeasible, in order
to keep R-NSGA-II and the preference-based resampling algorithms as simple as possible. The combinations of R-NSGAII with different resampling strategies are tested on three biobjective benchmark functions. ZDT1, ZDT4 (Zitzler et al.,
2000), and a variant of ZDT1 with a Pareto set which is not
found on the boundaries of the input space and thereby more
difficult to solve: ZDT1-NBPS-α, with α > 0. The definition
of ZDT1-NBPS-α is given in the next section. The ZDT1 function is used for evaluation due to its popularity in the literature.
ZDT4 is more difficult to solve and features many local Paretofronts. The complexity of ZDT1-NBPS-α is in between the
complexity of ZDT1 and ZDT4. The applicability of Dynamic
Resampling algorithms requires a minimum time available for
optimization. If convergence to the Pareto-front and a reference point is too fast, the sampling allocation is not able to save
evaluations and distribute them in a beneficial way. The time
until convergence is correlated to function complexity. Using
a graded set of benchmark functions with different complexity
therefore allows a more detailed analysis of the algorithm behavior.
The ZDT benchmark functions are deterministic in their
original version. In order to create noisy problems, a zero-mean
normal distribution is added onto both objective functions.

s∈P

In the context of preference-based optimization, it is crucial
to only measure the diversity of the population in the preferred
region of the objective space. For this purpose, we use the cylinder filter of the Focused Hypervolume, described above, to obtain the filtered population PF and call the performance metric
Focused Diversity F-Div (Eq. 21).
F-Div (P) = PD (PF ) .

(21)
9.1. Problem settings
The used benchmark functions are deterministic in their original version. Therefore, zero-mean normal noise has been added
to create noisy optimization problems. The ZDT1 objective
functions are for ex.
 as f1 (x) = x1 + N(0, σ1 ) and
p defined
f2 (x) = g(x) 1 − x1 /g(x) + N(0, σ2 ), where g(x) = 1 +
P30
9 i=2 xi /29. The definition of ZDT1-NBPS-α is the same as
for ZDT1, except for the g(x) function as in Equation 23. In this
article we use it as ZDT1-NBPS-0.5 and call it short ZDT1-H.

The Crowding Distance measures the sum of the objective distances between neighboring solutions in the same nondominated front. Extremal solutions without two neighboring
solutions are assigned value infinity. In order to make the values comparable, for extremal solutions, PD assigns the objective distances towards the single neighbor N instead. If there
is a front consisting of only one solution, then this solution is
assigned value zero. The formal definition of δ (sk ) is given in
Equation 22, where N j are neighboring solutions and we write
Fi (sk ) := µn (Fi (sk )) to simplify the notation.

H 
X

if Fi (sk ) extremal,
|Fi (sk ) − Fi (sN )|
δ (sk ) =
(22)


|Fi (sN1 ) − Fi (sN2 )| otherwise.
i=1

g(x) = 1 + 9

30
X

|xi − α|/29, α ∈ [0, 1].

(23)

i=2

For the ZDT1 and ZDT4 functions, the two objectives have
different scales. Therefore, the question arises whether the added
noise should be normalized according to the objective scales.
We consider the case of noise strength relative to the objective
scale as realistic which can occur in real-world problems, and
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therefore this type of noise is evaluated in this article. For the
Progress-based Dynamic Resampling is done with the average
ZDT1 function, the relative added noise (20%) is (N(0, 0.2), N(0, 2))progress P of the last n = 3 populations. Distance-Progress(considering the relevant objective ranges of [0, 1]×[0, 10]), and
Time-based Dynamic Resampling DDR uses delayed (a = 2)
for ZDT4 it is (N(0, 0.2), N(0, 20)) (relevant objective ranges
distance-based allocation. Distance-Rank-based Dynamic Re[0, 1] × [0, 100]). In the following, these problems are called
sampling DR2 uses the same parameters as the underlying reZDT1-20%, ZDT1-H-20%, and ZDT4-20%.
sampling algorithms.
9.3. Evaluation, replication, and interpolation
In order to obtain a reliable performance measurement, BF
final samples are added to the result population. Furthermore,
to be able to measure the performance over time, for some experiments, the accurate objective values for each evaluated solution are used, as in Siegmund et al. (2015). For the benchmark
problems, either the added noise landscape can be removed and
the solution is evaluated deterministically, or the solution can be
sampled a great number of times to obtain accurate objective
values, which was done in this study. Calculating 2500 samples on a benchmark problem solution reduces the uncertainty
of the objective values by a factor of 50. For the production
line models, the simulation time is around 1 second, which is
tremendously longer than for the benchmark problems. Therefore, only 100 objective value samples are run for each solution,
reducing the uncertainty by a factor of 10.
All experiments performed in this study are replicated 10
times and median performance metric values are calculated. To
be able to see the performance development over time, a performance metric is evaluated after every generation of the optimization algorithm. This is shown in Figure 9. However, due
to the resampling, each generation uses a different number of
solution evaluations. Since it is assumed that solution evaluations are equally long and that the runtime of the optimization
algorithm and resampling algorithms is negligible, compared to
the evaluation time, the number of solution evaluations corresponds to the optimization runtime. Therefore, an interpolation
is required, which calculates the performance metric values at
equidistant evaluation number intervals, where the mean performance measure values for all experiment replications can be
calculated. Not only does the number of solution evaluations
per generation (measurement points) differ between experiment
replications, but also between different experiments with different resampling algorithms of the same optimization problem,
which shall be compared.
In the following, we specify the parameters of the metrics
used to measure algorithm performance.

9.2. Algorithm parameters
The limited simulation budget is chosen as 5,000 solution
replications for ZDT1 and ZDT1-H, and 10,000 replications for
the ZDT4 problem. The production line problems are run with
B = 10, 000. This corresponds to a 1 day optimization runtime on a cluster with 100 computers/cores and a 15 minutes
function evaluation time, which could be a realistic real-world
optimization scenario. However, the benchmark functions and
simplistic production line models run much faster, which allows fast experimentation. R-NSGA-II is run with a crossover
rate pc = 0.8, SBX crossover operator with ηc = 2, Mutation probability pm = 0.07 and Polynomial Mutation operator
with ηm = 5. The Epsilon clustering parameter is chosen as
 = 0.001. For ZDT1, ZDT1-H and ZDT4 the reference point
r = (0.05, 0.5) is used, which is close to the Ideal Point (0, 0).
For the stochastic production line model variants, two different
experiments are run, with r = (10, 35) for the first experiment
and r = (30, 40) for the second experiment.
Since there is no perfect parameter configuration for Dynamic Resampling algorithms that works well on all optimization problems, we chose one configuration that seemed most
intuitive to us and used it for all algorithms on all the experiments (for example, all algorithms that use a time-based allocation are configured with the same parameters for time-based
resampling). Instead of performing an individual parameter
tuning for one specific optimization problem, we use the same
intuitive parameter configuration for all Dynamic Resampling
algorithms and compare the results on five different optimization problems and problem variants with different noise levels.
Thereby, we can identify which algorithms show a tendency to
perform better in most cases. However, some algorithm parameters however have to be adapted according to the problem characteristics, but the same value is set for all algorithms. At the
end of this article, we present a study about varying noise levels,
where we adapt several parameters according to the noise level
of the optimization problem: bmax , B, and b f . For experiments
with the ZDT4-20% function, we set the minimum budget to be
allocated to bmin = 1 and the maximum budget to bmax = 20 for
all Dynamic Resampling algorithms. For all other experiments
with 20% noise level, we set bmax = 15 for all Dynamic Resampling algorithms. Static Resampling is run in configurations
with b s between 1 and 5. Time-based Resampling uses a linear allocation, a = 1. The allocation function of Time-Step DR
1
. Rank-based Resamis configured as xTs S = (1+e−40(Bt −0.6)/(B−B
F ) )0.5
pling and Rank-Time-based Resampling are run as RankMax5based Dynamic Resampling and use linear allocation (a = 1)
for both the rank-based and time-based criteria. Rank-Timebased Resampling uses the minimum of the Pareto-rank-based
allocation and the time-based allocation: xRT
= min{xTs , xRs }.
s

9.3.1. Performance measurement
The parameters of the F-HV metric is given in Table 2.
The same cylinder radii are used for the calculation of the FIGD, F-RC, and F-Div metrics. The R-NSGA-II experiments
use an  value of 0.001, which results in a cylinder radius of
r = |P|/2 = 25 · 0.001 = 0.025. For some experiments,
however, an expanded cylinder (c = 2) is used with radius
r = 2 |P|/2 = 0.05. This is because the objective noise of
some experiments causes a wide spread within the algorithm
population and only a few objective vectors are found within the
F-HV cylinder, especially in the early phase of the optimization
process. In addition, the limited budget and the noise do not
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Table 2: F-HV configuration. Cylinder radius r = c |P|/2 = 0.025c.

ZDT1
ZDT1-H
ZDT4
PL-NM
PL-NS

R
0.05, 0.5
0.05, 0.5
0.05, 0.5
30, 40
10, 35

HV-R
0.1, 1.5
0.2, 2
0.1, 50
55, 35
20, 30

HV-B
0, 0.5
0.05, 1
0, 0
30, 40
10, 35

D
0.06, 1.5
0.2, 2
0.1, 50
55, 35
20, 30

r
0.05
0.05
0.05
0.05
0.025

Figure 9: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT1-5% for resampling methods that do not rely on
preference information. Reference point (0.05, 0.5).

Table 3: ZDT1-20% benchmark function, reference point (0.05, 0.5): Performance measurement results of Dynamic Resampling algorithms on R-NSGA-II
that do not consider preference information, followed by algorithms that use a
reference point. The measurement is performed on the last population where
b f = 25 final samples have been executed.

allow the algorithm to attain the optimal solution set along the
true Pareto-front with distance  in between the objective vectors. In order to be able to include more objective vectors in
the measurements during the whole optimization process, the
cylinder radius is doubled for some experiments.
F-IGD is used to assess the performance on the benchmark
functions ZDT1, ZDT1-H, and ZDT4. All three functions have
the same Pareto-front. Therefore, the reference Pareto-front
used is identical for all three functions. If the normalized cylinder radius r is chosen as r = 0.025 then ZDT1, ZDT1-H, and
ZDT4 have f1 values in [0.0401, 0.0842]. If r is chosen as
r = 0.05 the three functions have f1 values in [0.0351, 0.1155].
9.4. Results
In this section, the resampling algorithms from Sections 5
and 6 are evaluated and compared.The noise level of the used
optimization problems is 20% of the relevant objective space
dimensions. This means that the objective standard deviations
for the ZDT1 problem are (σ1 , σ2 ) = (0.2, 2). The same noise
level has been used in Syberfeldt et al. (2010).
The results are presented in figures measuring performance
metric values continously during the optimization runtime and
result tables which contain the metric values for the final nondominated set or population. For purposes of clarity, the graphical results are split into figures comparing the results of the
experiments with generally applicable resampling algorithms,
described in Section 5, and figures comparing the results of the
preference-based Dynamic Resampling algorithms described in
Section 6.

Static1
Static2
Static3
Static4
Static5
Time 1-15
Rank 1-15
R5 1-15
R5T 1-15

F-HV
0.3393
0.3092
0.3469
0.2503
0.1944
0.3744
0.2567
0.2707
0.2927

F-IGD
0.0411
0.0403
0.0408
0.0576
0.0647
0.1068
0.0566
0.0539
0.0416

F-RC
0.1359
0.1112
0.1172
0.1463
0.1747
0.1332
0.1383
0.1375
0.1093

F-Div
0.0150
0.0146
0.0191
0.0264
0.0397
0.0520
0.0279
0.0277
0.0125

P 1-15
PT 1-15
DDR 1-15
DR2 1-15

0.2289
0.2535
0.3295
0.3780

0.0478
0.0434
0.0394
0.0538

0.1327
0.1301
0.1232
0.1023

0.0306
0.0285
0.0314
0.0120

Dynamic Resampling DR2. The results for Rank-Time-based
Resampling are included for comparison purposes.

Figure 10: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT1-5% for resampling methods that use preference information. Reference point (0.05, 0.5). For comparison with the nonpreference methods, the curve for Rank-Time-based resampling from Figure 9
is included.

9.4.1. Benchmark functions
In Figure 9, the results of the different resampling algorithms, together with R-NSGA-II, are evaluated on the ZDT15% problem with reference point (0.05, 0.5) and 5,000 function evaluations. The results show that Static Resampling with
1 sample is both better than Time-based and Rank-based Dynamic Resampling. Static2-Resampling is worse than Static1Resampling, which shows that Dynamic Resampling is required
to achieve a performance gain over the Static1 strategy. This is
achieved by the hybrid strategy Rank-Time-based Resampling
which outperforms all others. Table 3 shows the final performance metric values for the four different metrics for the ZDT120% problem.
Next, the resampling algorithms from Section 6 are evaluated and compared: Distance-Progress-Time-based Dynamic
Resampling DDR, and Distance-Rank(-Progress-Time)-based

In Figure 10, the results of the different resampling algorithms, together with R-NSGA-II, are evaluated on the ZDT15% problem with reference point (0.05, 0.5) and 5,000 function evaluations. The results show that DDR is slightly better
than Rank-Time-based Resampling. However, DR2 performs
slightly worse than Rank-Time-based Resampling. As a reason, we can see that the ZDT1-5% problem is not sufficiently
complex (short convergence time) and does not allow DR2 to
develop its full potential.
In Figure 11, the results of the different generally applicable Dynamic Resampling algorithms, together with R-NSGA15

II, are evaluated on the ZDT1-H-5% problem with reference
point (0.05, 0.5) and 10,000 function evaluations. The results
show that Static Resampling with 1 sample is both better than
Time-based and Rank-based Dynamic Resampling. Static2Resampling is worse than Static1-Resampling, which shows
that Dynamic Resampling is required to achieve a performance
gain over the Static1 strategy. This is achieved by the hybrid
strategy Rank-Time-based Resampling, which outperforms all
others. Table 4 shows the final performance metric values for
the four different metrics for the ZDT1-H-20% problem.

Table 4: ZDT1-H-20% benchmark function, reference point (0.05, 0.5): Performance measurement results of Dynamic Resampling algorithms on R-NSGA-II
that do not consider preference information, followed by algorithms that use a
reference point. The measurement is performed on the last population where
b f = 25 final samples have been executed.

Figure 11: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT1-H-5% for resampling methods that do not rely
on preference information. Reference point (0.05, 0.5).

In Figure 12, the results of the different preference-based
Dynamic Resampling algorithms, together with R-NSGA-II,
are evaluated on the ZDT1-H-5% problem with reference point
(0.05, 0.5) and 10,000 function evaluations. Since the ZDT1H-5% problem is more difficult, it allows for a more clear evaluation. Here, it can be seen very clearly that DR2 outperforms Rank-Time-based Resampling, and thereby all other resampling algorithms evaluated in Figure 11. DDR, however, is
shown not to be very powerful on this problem. Yet, combined
with the Pareto-rank criterion as DR2, it is superior to all others.

Static1
Static2
Static3
Static4
Static5
Time 1-15
Rank 1-15
R5 1-15
R5T 1-15

F-HV
0.2101
0.2619
0.2549
0.1728
0.0734
0.3527
0.2553
0.2634
0.2921

F-IGD
0.1407
0.1288
0.1188
0.1385
0.1439
0.1252
0.1275
0.1278
0.1097

F-RC
0.2292
0.2208
0.1940
0.2218
0.2305
0.1888
0.2045
0.2037
0.1847

F-Div
0.0701
0.0388
0.0214
0.0364
0.0384
0.0397
0.0477
0.0456
0.0406

P 1-15
PT 1-15
DDR 1-15
DR2 1-15

0.1819
0.2573
0.3701
0.3826

0.1265
0.1259
0.1125
0.1219

0.2068
0.2016
0.2218
0.2349

0.0537
0.0498
0.0250
0.0390

Figure 13: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT4-5% for resampling methods that do not rely on
preference information. Reference point (0.05, 0.5).

evaluation. Here, it can be seen very clearly that DR2 outperforms Rank-Time-based Resampling, and thereby all other resampling algorithms evaluated in Figure 13. DDR, however, is
shown not to be very powerful, also on this problem. Yet, combined with the Pareto-rank criterion as DR2, it is superior to all
other Dynamic Resampling algorithms on R-NSGA-II.
Figure 12: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT1-H-5% for resampling methods that use preference information. Reference point (0.05, 0.5). For comparison with the nonpreference methods, the curve for Rank-Time-based resampling from Figure 11
is included.

In Figure 13, the results of the different generally applicable Dynamic Resampling algorithms, together with R-NSGAII, are evaluated on the ZDT4-5% problem with reference point
(0.05, 0.5) and 5,000 function evaluations. The results confirm the findings in Figure 9, however, the differences between
the various resampling algorithms become more clear, since the
ZDT4-5% problem is more difficult (many local Pareto-fronts)
and needs more time to converge to the reference point. Table 5
shows the final performance metric values for the four different
metrics for the ZDT4-20% problem.
In Figure 14, the results of the different preference-based
Dynamic Resampling algorithms, together with R-NSGA-II,
are evaluated on the ZDT4-5% problem with reference point
(0.05, 0.5) and 5,000 function evaluations. Since the ZDT45% problem is even more difficult, it allows for a more clear

Figure 14: Focused Hypervolume chart showing the R-NSGA-II progress development over time on ZDT4-5% for resampling methods that use preference
information. Reference point (0.05, 0.5). For comparison purposes, the curve
for Rank-Time-based resampling from Figure 13 is included.

9.4.2. Results of the PL-NM model
In the following, the results of the stochastic production line
models are presented and analyzed with different types of figures and corresponding data.
Figure 15 shows the attainment surface of the different resampling algorithms, together with R-NSGA-II, on the PL-NM20% problem with reference point (TNB, TH)=(30,40) and 10,000
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Table 5: ZDT4-20% benchmark function, reference point (0.05, 0.5): Performance measurement results of Dynamic Resampling algorithms on R-NSGA-II
that do not consider preference information, followed by algorithms that use a
reference point. The measurement is performed on the last population where
b f = 25 final samples have been executed.

Static1
Static2
Static3
Static4
Static5
Time 1-15
Rank 1-15
R5 1-15
R5T 1-15

F-HV
0.2260
0.4553
0.0342
0.0000
0.0000
0.1931
0.1557
0.1694
0.5005

F-IGD
0.1226
0.1172
0.1705
0.2147
0.2408
0.2067
0.1683
0.1622
0.0770

F-RC
0.1620
0.1233
0.2377
0.2739
0.2947
0.2211
0.2009
0.1956
0.1733

F-Div
0.0429
0.0031
0.0155
0.0395
0.0476
0.0211
0.0379
0.0393
0.0358

P 1-15
PT 1-15
DDR 1-15
DR2 1-15

0.2117
0.2370
0.3696
0.5285

0.1357
0.1178
0.0831
0.0935

0.2176
0.1998
0.1224
0.1453

0.0354
0.0336
0.0211
0.0283

Figure 16: PL-NM-20% model normalized optimization results of 10,000 replications shown as median Focused Hypervolume. The error bars show the minimum and maximum values of the experiment replications. The data is based
on accurate objective vectors and is interpolated according to intervals of 100
replications. Reference point (TNB, TH)=(30,40).

Table 6: Stochastic production line model PL-NM-20%, reference point (TNB,
TH)=(30,40): Performance measurement results of Dynamic Resampling algorithms on R-NSGA-II that do not consider preference information followed by
algorithms that use a reference point. The measurement is performed on the last
population where b f = 25 final samples have been executed. Average runtime.

Static1
Static2
Static3
Static4
Static5
function evaluations. The results show that DDR performs slightly Time 1-15
better than DR2. Together, they show a better performance than
Rank 1-15
all other algorithms.
R5 1-15
In Figure 16, the F-HV measurement results over time on
R5T 1-15

PL-NM-20% of the resampling algorithms, together with RNSGA-II, are shown. The results indicate that DDR and DR2
outperform the other Dynamic Resampling algorithms. Towards
the end of the runtime, a drop in the F-HV measurement values
can be observed. This is due to the final samples that are added
to the last population. Table 6 shows the measurement values
for the final population of the different metrics.

P 1-15
PT 1-15
DDR 1-15
DR2 1-15

F-HV
0.0611
0.0505
0.0565
0.0467
0.0431
0.1381
0.0643
0.0627
0.0996

F-RC
0.1638
0.1526
0.1349
0.1312
0.1315
0.1584
0.1383
0.1309
0.1135

F-Div
0.0382
0.0392
0.0389
0.0404
0.0462
0.0349
0.0475
0.0514
0.0294

0.0934
0.1006
0.1610
0.1618

0.1567
0.1373
0.1223
0.1284

0.0452
0.0419
0.0422
0.0465

the uncertain objective vectors of the Static1 experiment further
away from the reference point.
Figure 18 shows the average sampling allocation for the
different resampling algorithms over time on the PL-NM-20%
simulation model. Rank-based Dynamic Resampling allocates
a high number of samples during the whole optimization time.
The allocation of Time-based Resampling is rising continuously.
At the DDR allocation curve, it can be seen that the allocation
can drop, if the population temporarily moves away from the
reference point (at approx. 7,000 evaluations).
On the other hand, Figures 19 to 23 show resampling allocations for single experiments. They allow for a detailed
analysis and comparison of the algorithm behaviour and enable
us to verify the behavior of the algorithms. The allocation of
Time-based Dynamic Resampling in Figure 19 shows allocation steps which become shorter and shorter as the optimization
progresses, since at a higher number of samples, fewer solutions can be evaluated until the next step is reached. It shall be
mentioned that if the next step is reached during the evaluation
of a generation, all solutions will be evaluated with the higher
number of samples. This ensures a fair distribution of samples
among the unordered list of solutions in the population.
It can be seen, that with an average of around 8 samples
per solution the Rank-based experiment (Figure 20) only has

Figure 15: PL-NM-20% model results shown as median attainment surface.
10,000 evaluations and Reference point (TNB, TH)=(30,40).

Figure 17 presents the F-RC measurement results over time
on PL-NM-20% of the resampling algorithms, together with RNSGA-II. Time-based Dynamic Resampling outperforms the
Static Resampling with 1 evaluation for each solution. Towards
the end of the runtime, a rise in the F-RC measurement values can be observed for Static1 Resampling. This is due to the
final samples that are added to the last population which move
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Figure 17: PL-NM-20% model normalized optimization results of 10,000 replications shown as median Focused Reference Point Convergence of 10 experiments each. The error bars show the minimum and maximum values of the
experiment replications. The data is based on accurate objective vectors and is
interpolated according to intervals of 100 replications. Reference point (TNB,
TH)=(30,40).

Figure 19: PL-NM-20% model number of replications per solution until 10,000
replications for one optimization run of Time-based Dynamic Resampling on
R-NSGA-II. bmin = 1, bmax = 15, and b f = 25. Reference point (TNB,
TH)=(30,40).

Figure 18: PL-NM-20% model average number of replications until 10,000
replications interpolated according to intervals of 100 replications. bmin = 1,
bmax = 15, and b f = 25.
Figure 20: PL-NM-20% model number of replications per solution until 10,000
replications for one optimization run of RankMax5-based Dynamic Resampling on R-NSGA-II. bmin = 1, bmax = 15, and b f = 25. Reference point
(TNB, TH)=(30,40).

around 1200 solutions available. This is only around half of the
solutions as for the Time-based experiment in Figure 19. The
experiment with the Rank-Time-based Resampling can avoid
this drawback by adding less samples than Rank-based DR in
the beginning, and providing a better allocation with less samples than Time-based DR in the end of the optimization run.
The Rank-Time-based allocation is shown in Figure 21. The
minimum of the Pareto-rank-based and Time-based allocated
samples is used: xR5T
= min{xTs , xR5
s
s }. This is the allocation
used in the experiments for this article. An alternative allocation is to use the product of the Pareto-rank-based and Timebased for allocation: xR5T
= xTs xR5
s
s , depicted in Figure 22. This
allows to assign samples more differentiated earlier during the
optimization runtime, which saves sampling budget and allows
to run around 400 more unique solutions than in the case of Figure 21. However, initial experiments shows better performance
metric results for the allocation in Figure 21 and therefore was
not used in this article.
In Figure 23 the sampling allocation of an optimization run
with Distance-based Dynamic Resampling is shown. The initial increase in allocated samples until 400 solution evaluations
is caused by the reducing distance to the reference point. At
around 1,000 evaluations the population progress was negative,
leading to a more conservative allocation. But starting from
around 1,100 evaluations, a large part of the population is assigned a high number of samples.
Figures 24, 25, and 26 show the objective space of the PLNM-20% model after 10,000 solution evaluations with all solutions found during the optimization runtime. The bigger circles
mark the position in the objective space of the solutions in the
result population, after the final b f samples have been added.
A fallback can be observed for those solutions. This effect is
strongest for the Static1 Dynamic Resampling algorithm (Figure 24). The Static5 algorithm has only 2,000 evaluations avail-

able for the optimization since each solution is evaluated five
times. Therefore, it can only attain a small area in the objective
space with the final population (Figure 25). The Time-based
Resampling algorithm in Figure 26 performs best, since it can
achieve a trade-off between exploration of the objective space
and exploitation of better knowledge of the objective vectors
achieved through resampling.
9.4.3. Results of the PL-NS model
Figure 27 shows the attainment surface of the different resampling algorithms, together with R-NSGA-II, on the PL-NS20% problem with reference point (TNB, TH)=(10,35) and 10,000
function evaluations. The results show that DDR and DR2 perform equally well and better than all other algorithms. Timebased Resampling and Rank-Time-based Resampling also show
a promising performance.
In Figure 28, the F-HV results on PL-NS-20% of the Dynamic Resampling algorithms, together with R-NSGA-II, are
shown. The results indicate that DR2 shows the best F-HV performance. The second best result is achieved by Rank-Timebased Dynamic Resampling. Towards the end of the runtime,
a drop in the F-HV measurement values can be observed. This
is due to the final samples that are added to the last population.
Table 7 shows the measurement values for the final population
of the different metrics.
Figure 29 illustrates the sampling allocation for the different resampling algorithms over time on the PL-NS-20% simulation model. Rank-based Dynamic Resampling allocates a high
number of samples during the whole optimization time. The
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Table 7: Stochastic production line model PL-NS-20%, Source interval:
[30s,240s], reference point (TNB, TH)=(10,35): Performance measurement results of Dynamic Resampling algorithms on R-NSGA-II that do not consider
preference information followed by algorithms that use a reference point. The
measurement is performed on the last population where b f = 25 final samples
have been executed. Average runtime.

Figure 21: PL-NM-20% model number of replications per solution until 10,000
replications for one optimization run of RankMax5-Time-based Dynamic Resampling on R-NSGA-II. The minimum of the Pareto-rank-based and Timebased allocated samples is used: xR5T
= min{xTs , xR5
s
s }. bmin = 1, bmax = 15,
and b f = 25. Reference point (TNB, TH)=(30,40).

Figure 22: PL-NM-20% model number of replications per solution until 10,000
replications for one optimization run of RankMax5-Time-based Dynamic Resampling on R-NSGA-II as in Figure 21, but for the sampling allocation the
product of the Pareto-rank-based and Time-based allocation is used: xR5T
=
s
xTs xR5
s . bmin = 1, bmax = 15, and b f = 25. Reference point (TNB, TH)=(30,40).

Static1
Static2
Static3
Static4
Static5
Time 1-15
Rank 1-15
R5 1-15
R5T 1-15

F-HV
0.3034
0.4347
0.4058
0.3640
0.2709
0.4885
0.4552
0.4597
0.5680

F-RC
0.1701
0.1726
0.1713
0.1532
0.1721
0.1423
0.1468
0.1401
0.1391

F-Div
0.0433
0.0201
0.0184
0.0206
0.0236
0.0068
0.0206
0.0206
0.0151

P 1-15
PT 1-15
DDR 1-15
DR2 1-15

0.4047
0.4237
0.4779
0.6693

0.1558
0.1406
0.1542
0.1347

0.0153
0.0174
0.0443
0.0194

allocation of Time-based Resampling is rising continuously.
Table 8 shows a comparison of the F-HV metric values for
the final population of all optimization problems run in this paper.
9.5. Varying noise strength
In this section, we perform a study on how the algorithm
performance changes under different levels of noise. This allows us to present different parameter configurations that perform well under the different noise circumstances. In particular, the relationship between the objective noise level of the
problem and the total simulation budget and maximum allowed
number of samples is illustrated. Another important problem
characteristic to consider is the problem complexity (time until
convergence) which requires adaption of the delayed allocation
parameters.
Four different noise levels are defined: 5%, 10%, 20%, and
30%, and three different optimization problems of increasing
complexity are used: ZDT1, ZDT1-H, and ZDT4. Also, the
results are verified on the production line simulation models.
The results of the benchmark functions are shown in Figures
30, 31, and 32. The performance on the industrial models is
documented in Figures 33 and 34, and the F-HV measurement
values of the final population of all experiments are listed in
Table 9.
As a result, it can be seen that the Rank-Time-based Resampling, the Distance-based Resampling DDR, and the DistanceRank-based Resampling perform best. For the ZDT1 function

Table 8: F-HV results for the final non-dominated result front of Dynamic Resampling algorithms on R-NSGA-II. The problem noise level was 20% and 25
final samples were run on each member of the non-dominated front.
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F-HV
Static1
Static2
Static3
Time 1-15 / 20
Rank 1-15 / 20
R5 1-15 / 20
R5T 1-15 / 20

ZDT1
0.3393
0.3092
0.3469
0.3744
0.2097
0.2256
0.2927

ZDT1-H
0.2101
0.2619
0.2549
0.3527
0.2357
0.2386
0.2912

ZDT4
0.2260
0.4553
0.0342
0.1931
0.2513
0.2891
0.5005

PL-NM
0.0611
0.0505
0.0565
0.1381
0.0643
0.0627
0.0996

PL-NS
0.3034
0.4347
0.4058
0.4885
0.4552
0.4597
0.5680

P 1-15 / 20
PT 1-15 / 20
DDR 1-15 / 20
DR2 1-15 / 20

0.2371
0.2703
0.3295
0.3780

0.2509
0.2703
0.3701
0.3826

0.1381
0.1857
0.3696
0.5285

0.0934
0.1006
0.1610
0.1618

0.4047
0.4237
0.4779
0.6693

Figure 23: PL-NM-20% model number of replications per solution until 10,000
replications for one optimization run of Distance-based Dynamic Resampling
on R-NSGA-II. bmin = 1, bmax = 15, and b f = 25. Reference point (TNB,
TH)=(30,40).

Figure 25: PL-NM-20% model Dynamic Resampling R-NSGA-II designs in
objective space. Static Resampling with 5 samples was used. Reference point
(TNB, TH)=(30,40).

Figure 24: PL-NM-20% model R-NSGA-II designs in objective space. No
resampling algorithm was used. Reference point (TNB, TH)=(30,40).

with its low complexity and all experiments with the lowest
noise level 5%, this conclusion cannot be drawn, but it becomes
more clear as the noise level rises.

Figure 26: PL-NM-20% model R-NSGA-II designs in objective space. Timebased Dynamic Resampling with maximum 15 samples was used. Reference
point (TNB, TH)=(30,40).
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Figure 32: F-HV performance results for different variants of the ZDT4 benchmark function with increasing noise level.
Figure 27: PL-NS-20% model results shown as median attainment surface.
Reference point (TNB, TH)=(10,35).

Figure 28: PL-NS-20% model normalized optimization results of 10k replications shown as median Focused Hypervolume. The error bars show the minimum and maximum values of the experiment replications. The data is based
on accurate objective vectors and is interpolated according to intervals of 100
replications. Reference point (TNB, TH)=(10,35).
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Figure 33: F-HV performance results for different variants of the PL-NM model
with increasing noise level.

Figure 29: PL-NS-20% model average number of replications until 10,000
replications interpolated according to intervals of 100 replications. bmin = 1,
bmax = 15, and b f = 25.
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Figure 30: F-HV performance results for different variants of the ZDT1 benchmark function with increasing noise level.
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Figure 34: F-HV performance results for different variants of the PL-NS model
with increasing noise level.
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Figure 31: F-HV performance results for different variants of the ZDT1-H
benchmark function with increasing noise level.
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Table 9: F-HV results of Dynamic Resampling algorithms on R-NSGA-II on benchmark problems at different noise levels. The measurement is done on the
non-dominated front of the last generation, without archive, after applying final samples. For the optimization runs on ZDT4 we increased bmax by 5 samples.

F-HV

ZDT1, B=5k

Static1
Static2
Static3
Static4
Static5
Static6
Time 1-5 / 10
R5T 1-5 / 10
DDR 1-5 / 10
DR2 1-5 / 10

0.5013
0.5056
0.4854
0.4627
0.4488
0.4115
0.5048
0.5321
0.4891
0.5194

Static1
Static2
Static3
Time 1-10 / 15
R5T 1-10 / 15
DDR 1-10 / 15
DR2 1-10 / 15

0.4003
0.4443
0.3253
0.3482
0.5027
0.5541
0.4814

Static1
Static2
Static3
Time 1-15 / 20
R5T 1-15 / 20
DDR 1-15 / 20
DR2 1-15 / 20

0.3393
0.3092
0.3469
0.3744
0.2927
0.3295
0.3780

Static1
Static2
Static3
Time 1-15 / 25
R5T 1-15 / 25
DDR 1-15 / 25
DR2 1-15 / 25

0.2761
0.1644
0.2983
0.0000
0.2609
0.0163
0.3739

ZDT1-H, B=5k ZDT4, B=10k
Noise level 5%, b f =15
0.5425
0.1410
0.5034
0.3251
0.6877
0.4715
0.5414
0.5546
0.6620
0.6278
0.3703
0.4717
0.4830
0.6254
0.4707
0.6498
0.7480
0.3586
0.6307
0.7508
Noise level 10%, b f =20
0.2908
0.7125
0.3719
0.7078
0.1802
0.3393
0.4047
0.7018
0.3459
0.6059
0.6736
0.6017
0.5454
0.7714
Noise level 20%, b f =25
0.2101
0.2260
0.2619
0.4553
0.2549
0.0342
0.3527
0.1931
0.2912
0.5005
0.3701
0.3696
0.3826
0.5285
Noise level 30%, b f =35
0.1473
0.1591
0.2494
0.0495
0.2189
0.0000
0.0585
0.0755
0.2705
0.1423
0.2988
0.2855
0.4179
0.1856
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PL-NM, B=10k

PL-NS, B=10k

0.1776
0.3220
0.2854
0.4724
0.4222
0.4716
0.4615
0.4439
0.5484
0.4820

0.9111
0.9099
0.9322
0.9225
0.9166
0.8801
0.8913
0.8779
0.9135
0.8856

0.0914
0.1981
0.2033
0.1975
0.1864
0.1679
0.2114

0.6619
0.7116
0.8332
0.8688
0.8819
0.8799
0.7272

0.0611
0.0505
0.0565
0.1381
0.0996
0.1610
0.1618

0.3034
0.4347
0.4058
0.4885
0.5680
0.4779
0.6693

0.0000
0.0000
0.0068
0.0081
0.0095
0.0063
0.0124

0.2162
0.3680
0.1132
0.2516
0.4314
0.3429
0.4955

10. Conclusions and future work
We have proposed and evaluated Dynamic Resampling strategies that use different resampling criteria on the guided EMO
algorithm R-NSGA-II under a limited simulation budget. The
results on benchmark problems and industrial simulation models show that it is beneficial to add more samples towards the
end of the optimization and that using the Pareto-rank information for resampling gives a performance advantage, if it is
combined with time-based allocation.
Since hybrid Dynamic Resampling algorithms have shown
to be a promising concept, we also proposed Dynamic Resampling Algorithms that use multiple resampling criteria, including the distance to a reference point specified by a decision
maker. Examples are Distance-Progress-Time-based Dynamic
Resampling (DDR) (Siegmund et al., 2013) which uses the distance and progress to a reference point, and the elapsed optimization runtime for sampling allocation, or Rank-Distancebased Dynamic Resampling (DR2) which combines the DDR
allocation with the Pareto-rank-based allocation. The hybrid
algorithms are compared with resampling algorithms that base
their sampling allocation on a single criterion, such as Timebased Dynamic Resampling or Rank-based Dynamic Resampling. The results on benchmark functions and industrial models show that Hybrid Dynamic Resampling algorithms are superior to single-criterion algorithms and Static Resampling, given
that the optimization problem is sufficiently complex, or has a
high noise level.
We proposed a new performance metric for reference-point
based EMO algorithms, the Focused Hypervolume metric (FHV). We also proposed a set of other performance metrics,
based on the F-HV metric, which allow a more differentiated
assessment of the algorithm performance. The new metrics
proved to be effective in measuring algorithm performance in an
optimization scenario with preference information in the form
of a user-specified reference point.
In our future work, we will propose and investigate hybrid dynamic resampling algorithms that consider the objective variance of the solutions. In particular, we will evaluate a multiobjective extension of the Standard Error Dynamic Resampling
algorithm by Di Pietro et al. (2004); Di Pietro (2007) which we
proposed in Siegmund et al. (2013) and combine it with other
resampling criteria.
The Pareto-rank-based Dynamic Resampling algorithms in
this article base their sampling allocation on a comparison of
solutions. They can thereby have an advantage over resampling
algorithms that treat each solution individually. Slightly modified, the comparison approach could support the evolutionary
optimization algorithm in comparing solutions for selection decisions, which we call Selection Sampling. A study investigating the effect of Selection Sampling on preference-based EMO
of stochastic systems will be performed.
For extended analysis of the distance-based sampling allocation algorithms, future work will cover the evaluation of
the Dynamic Resampling algorithms for optimization scenarios with feasible reference points.
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Table A.10: F-HV results for the final non-dominated result front of Dynamic
Resampling algorithms on R-NSGA-II, when a solution archive is used. The
problem noise level was 20% and 25 final samples were run on each member
of the non-dominated front.

Static1
Static2
Static3
Time 1-15 / 20
Rank 1-15 / 20
R5 1-15 / 20
R5T 1-15 / 20

ZDT1
0.3269
0.3154
0.3708
0.3278
0.2122
0.2376
0.3570

ZDT1-H
0.2501
0.2931
0.2236
0.3293
0.2699
0.2809
0.3457

ZDT4
0.2819
0.4230
0.1080
0.2503
0.2675
0.3178
0.5253

PL-NM
0.1145
0.0790
0.0576
0.1535
0.0799
0.0933
0.1347

PL-NS
0.3942
0.4532
0.4758
0.4734
0.4763
0.4948
0.6203

P 1-15 / 20
PT 1-15 / 20
DDR 1-15 / 20
DR2 1-15 / 20

0.2966
0.3120
0.3700
0.4543

0.2367
0.2589
0.3947
0.4277

0.2548
0.2989
0.4131
0.5603

0.0836
0.0989
0.1972
0.2363

0.4431
0.4787
0.5482
0.6978
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Abstract
In Preference-based Evolutionary Multi-objective Optimization, the decision maker is looking for alternative solutions in a limited
area of the objective space. In this area, which is of special interest to the decision maker, the goal is to find a diverse, but locally
focused non-dominated front. The preference information allows to focus the optimization efforts on this most relevant part of
the Pareto-front, and thereby achieve a better optimization result. Simulation-based optimization is often used to model stochastic
systems, and a popular method of handling their objective noise is Dynamic Resampling. The given preference information allows
for better Dynamic Resampling strategies to be defined, which further improve the optimization result. In our previous work,
we proposed hybrid Dynamic Resampling strategies that base their sampling allocation on multiple resampling criteria. These
criteria can be, for example, the elapsed optimization time, the Pareto-rank of a solution, or its distance to the decision maker’s
area of interest. In this article, the standard error of the mean objective values of solutions is introduced as a resampling criterion
for multi-objective optimization, and several variance-based, hybrid Dynamic Resampling algorithms are proposed and compared
with results of non-variance-based Dynamic Resampling algorithms, presented by the authors in [22, 23, 24]. For this purpose, a
multi-objective extension of the Standard Error Dynamic Resampling algorithm [12] is proposed. The new variance-based hybrid
Dynamic Resampling strategies are evaluated together with the Reference point-guided NSGA-II optimization algorithm (R-NSGAII) on variants of a multi-objective benchmark function with stochastic objectives. The noise strength of these new multi-objective
benchmark problems varies throughout the objective space; a function property called Noise Landscape. The algorithm performance
is evaluated on noise landscapes with different types of challenges.
Keywords:
Evolutionary multi-objective optimization, simulation-based optimization, decision support, guided search, preference-based
optimization, reference point, noise handling, dynamic resampling, budget allocation, hybrid, standard error

1. Introduction
The goal of Preference-based Evolutionary Multi-objective
Optimization is to provide the decision maker with a set of alternative solutions within a limited area of the objective space.
If the optimization problem is a simulation of a practical, realworld optimization problem, the number of solution evaluations
is usually limited [16]. Preference-based optimization allows to
find a better result set of solutions in the preferred area within
the available optimization time. In this way, a Preference-based
EMO algorithm can find a non-dominated front which is closer
to the true Pareto-front within the preferred area than the result front that can be attained by an algorithm which explores
the whole Pareto-front. As a second goal, in order to provide
the decision maker with a solution set which are genuine alternatives, Preference-based EMO needs to preserve a certain
amount of diversity in the result population. Multi-objective
Evolutionary Algorithms that can perform guided search with

preference information are, for example, the R-NSGA-II algorithm [10], NSGA-III [6, 15], Directed MOO based on Weighted
Hypervolume [3], Visual Steering [25], and interactive EMO
based on progressively approximated value functions [9].
Besides limited optimization time, Simulation-based Optimization entails the challenge of handling noisy objective functions [1, 2, 27, 14]. In order to simulate the system behavior in
a realistic way, stochastic system characteristics are often built
into the simulation models. When running the stochastic simulation, this expresses itself in deviating result values. Therefore, if the simulation is run multiple times for a certain system
configuration, the result value is slightly different for each simulation run.
If an evolutionary optimization algorithm is run without noise
handling on a stochastic simulation optimization problem, the
performance will degrade in comparison with the case if the
true mean objective values would be known. The algorithm will
have wrong knowledge about the solutions’ quality. Two cases

of misjudgment will occur. The algorithm will perceive bad solutions as good and select them into the next generation (Type II
error). Good solutions might be assessed as inferior and might
be discarded (Type I error). The performance can therefore be
improved by increasing the knowledge of the algorithm about
the solution quality.
Resampling is a way to reduce the uncertainty about objective values of solutions. Resampling algorithms evaluate solutions several times to obtain an approximation of the expected
objective values. This allows EMO algorithms to make better selection decisions, but it comes with a cost. As the modeled systems are usually complex, they require long simulation times, which limits the number of available solution evaluations. The additional solution evaluations needed to reduce
uncertainty of objective values are therefore not available for
exploration of the objective space. This exploration vs. exploitation trade-off can be optimized, since the required knowledge about objective values varies between solutions. For example, in a dense, converged population which often occurs in
Preference-based EMO, it is important to know the objective
values well, whereas an algorithm which is about to explore the
objective space is not harmed much by noisy objective values.
Therefore, a resampling strategy which samples the solutions
carefully according to their resampling need, can help an EMO
algorithm to achieve better results than a static resampling allocation. Such a strategy is called Dynamic Resampling, DR.
In this article we propose new Dynamic Resampling strategies
for Preference-based EMO. They are evaluated together with
the Preference-based EMO algorithm Reference point-guided
Non-domination Sorting Genetic Algorithm-II optimization algorithm (R-NSGA-II) [10], which uses reference points specified by the decision maker to guide the population towards the
preferred area in the objective space.
The resampling need varies between solutions and can be
calculated in many different ways [24]. One approach is to assign more samples to solutions close to the Pareto-front. Since
in real-world problems, the Pareto-front is not known, this can
be achieved approximatively by assigning more samples to solutions as the optimization time progresses. Another approximation strategy is to assign more samples to solutions that dominate more other solutions, or are dominated by fewer other solutions, respectively. This is done by, for example, Confidencebased Dynamic Resampling and the MOPSA-EA algorithm [26],
or Rank-based Dynamic Resampling [22, 23, 24]. In our case,
when preference information is available, increased sampling
budget can be assigned to solutions close to a preferred area
(i.e. in this article close to a R-NSGA-II reference point). This
valuable information allows for DR algorithm with better performance to be designed. DR algorithms which use distance
as a resampling criterion, i.e. the DDR algorithm [22, 23, 24],
and Progress-based DR algorithms [23, 24] perform better than
DR algorithm which do not have the distance information available. The second important approach is to assign samples in
order to compare the objective values of solutions. EMO algorithms have a selection operator which determines if solutions
will be part of the next population or be discarded. This approach is used by the MOPSA-EA algorithm [26] which com-

pares pairs of solutions using Confidence-based DR (CDR) or
the MOCBA and EA approach [5] (Multi-objective Optimal
Computing Budget Allocation), which compares sets of solutions. CDR and MOCBA show promising results, but they have
the disadvantage of limited applicability to only special types of
Evolutionary Algorithms. CDR is limited to steady state EAs
and MOCBA requires an EA with high elitism. Other examples for DR algorithms which have limited applicability, due to
direct integration with a certain EA, were proposed in [13] and
[21]. The mentioned algorithms, except for MOPSA-EA/CDR,
do not consider the limited sampling budget as in our situation.
A sampling allocation strategy which compares solutions is
required to consider the objective variance as a resampling criterion, which is done by CDR and MOCBA. In our previous
publications, the variance criterion was not used. However, we
consider it to be valuable information about solutions, which
can be used to create better DR algorithms, generally applicable to any EMO algorithm, and Preference-based EMO algorithms in particular. Therefore, in this article, we focus on Dynamic Resampling algorithms which use the objective variance
as a resampling criterion, and evaluate them together with the
Preference-based EMO algorithm R-NSGA-II.
The resampling need varies between solutions. Solutions
with a high objective variance need more evaluations to achieve
a certain accuracy level. A Dynamic Resampling algorithm for
single-objective optimization problems that applies this strategy
is the Standard Error Dynamic Resampling (SEDR) algorithm
[12, 11]. It uses a single resampling criterion, which is the standard error of the mean of the optimization objective. This criterion can be used to create new variance-based DR algorithms.
Its simplicity allows to combine it with other resampling criteria and to design new promising hybrid variance-based DR
algorithms.
In this article, we propose a multi-objective extension of
SEDR, and control the accuracy level of SEDR by other resampling criteria. This allows for generally applicable, variancebased DR algorithms to be designed. In addition, the simplicity
of the standard error criterion reduces the implementation effort of the DR algorithms, which is higher for OCBA-based DR
algorithms [4, 17, 18, 5].
The paper is structured as follows. Section 2 provides background information to Dynamic Resampling and an introduction to the R-NSGA-II algorithm. Furthermore, different resampling techniques for EMO and for Preference-based EMO
are reviewed. A multi-objective variant of the Standard Error
Dynamic Resampling algorithm (SEDR) is proposed in Section
3. On this basis, Section 4 presents several hybrid MO-SEDR
variants, using general and preference-related resampling criteria. Section 5 introduces benchmark problems with variable
noise landscape, which are used for evaluating the proposed resampling algorithms. In Section 6, numerical experiments on
benchmark functions are performed and evaluated with performance metrics for preference-based multi-objective optimization. In Section 7, conclusions are drawn and possible future
work is pointed out.
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Objective2 (minimize)

be evaluated. Thereby, the search space cannot be explored as
much as when each solution is evaluated only once. A trade-off
situation arises between sampling each solution several times
and sampling different solutions in the search space.
In many cases, resampling is implemented as a Static Resampling scheme. This means that all solutions are sampled
an equal, fixed number of times. The need for resampling,
however, is often not homogeneously distributed throughout the
search space. Solutions with a smaller variance in their objective values will require less samples than solutions with a higher
objective variance. Solutions closer to the Pareto-front or preferred areas in the objective space require more samples. In
order to sample each solution the required number of times, dynamic resampling techniques are used, which are described in
the following section.

ε

R

Objective1 (minimize)

Figure 1: R-NSGA-II selection step

2. Background
2.2.1. Dynamic Resampling
Dynamic Resampling allocates a different sampling budget
to each solution, based on the evaluation characteristics of the
solution. The general goal of resampling a stochastic objective function is to reduce the standard deviation of the mean
of an objective value σn (µn (Fi (s))), which increases the knowledge about the objective value. A required level of knowledge
about the solutions can be specified. For each solution a different number of samples is needed to reach the required knowledge level. Resampling can be performed dynamically in the
way that each solution is allocated exactly the required number
of samples, up to an upper bound. In comparison with Static
Resampling, Dynamic Resampling can save sampling budget
that can be used to evaluate more solutions and to run more
generations of an Evolutionary Algorithm instead [22].
With only a limited number of samples available, the standard deviation of the mean can be estimated by the sample standard deviation of the mean, which usually is called standard
error of the mean. It is calculated as follows [12]:

2.1. R-NSGA-II algorithm
The R-NSGA-II algorithm was proposed in [10] and is based
on the NSGA-II algorithm [7]. NSGA-II is a population-based
Evolutionary Algorithm for optimization problems with multiple objectives. In the selection step NSGA-II sorts the population and offspring into multiple fronts and selects front by front
into the next population as long as the fronts can be selected as
a whole. If the next front can only be selected partially NSGAII uses a clustering method called Crowding Distance to determine which solutions of the front shall be selected, in a way
that increases population diversity. The parental selection for
offspring generation follows this fitness hierarchy. R-NSGA-II
replaces the secondary fitness criterion Crowding Distance by
the distance to user-specified reference point(s), which helps
the EA to focus on a preferred region instead. However, in
order to not lose all diversity, a clustering mechanism with a
minimum objective vector distance  is used. The R-NSGA-II
selection step is depicted in Figure 1. The same fitness hierarchy, i.e., dominance first, then reference point distance, is used
for parental selection.

seni (µn (Fi (s))) =

2.2. Noise compensation by Sequential
Dynamic Resampling
To be able to assess the quality of a solution according to
a stochastic evaluation function, statistical measures like sample mean and sample standard deviation can be used. By executing the simulation model multiple times, a more accurate
value of the solution quality can be obtained. This process
is called resampling. We denote the sample mean value of
objective function Fi and solution s as follows: µn (Fi (s)) =
j
j
1 Pn
j=1 F i (s), i = 1 . . . H, where F i (s) is the j-th sample of
n
s, and the sample variance of objective function i: σ2n (Fi (s)) =
j
1 Pn
2
j=1 (F i (s) − µn (F i (s))) . The performance degradation Evon−1
lutionary Algorithms experience caused by the stochastic evaluation functions can be compensated partly through resampling.
However, a price has to be paid for the knowledge gain through
resampling and the resulting performance gain of the optimization. In a scenario with limited simulation time the use of
resampling will reduce the total number of solutions that can
3

σn (Fi (s))
.
√
n

(1)

By increasing the number of samples n of Fi (s) the standard
deviation of the mean is reduced. However, for the standard
error of the mean this is not guaranteed, since the standard deviation estimate σn (Fi (s)) can be corrected to a higher value
by drawing new samples of it. Yet, the probability of reducing
the sample mean by sampling s increases asymptotically as the
number of samples is increased.
2.2.2. Sequential Dynamic Resampling
An intuitive dynamic resampling procedure would be to reduce the standard error until it drops below a certain user-defined
threshold sen (s) := sen (µn (F(s))) < seth . The required sampling
budget for the reduction can be calculated as in Equation 2.
n(s) >

σn (Fi (s))
seth

!2
.

(2)

However, since the sample mean changes as new samples
are added, this one-shot sampling allocation might not be opti-

mal. The number of fitness samples drawn might be too small
for reaching the error threshold, in case the sample mean has
shown to be larger than the initial estimate. On the other hand,
a one-shot strategy might add too many samples, if the initial
estimate of the sample mean was too big. Therefore Dynamic
Resampling is often done sequentially. For Sequential Dynamic
Resampling often the shorter term Sequential Sampling is used.
A Sequential Dynamic Resampling algorithm which uses the
sen (s) < seth termination criterion is Standard Error Dynamic
Resampling, SEDR proposed in [12].
Sequential Sampling adds a fixed number of samples at a
time. After an initial estimate of the sample mean and calculation of the required samples it is checked if the knowledge
about the solution is sufficient. If needed, another fixed number of samples is drawn and the number of required samples is
recalculated. This is repeated as long as no additional sample
needs to be added. The basic pattern of a sequential sampling
algorithm is described in Algorithm 1. Through this sequential
approach, the number of required samples can be determined
more accurately than with a one-shot approach. It guarantees to
sample the solution sufficiently often, and can reduce the number of excess samples.

run. It is popular among optimization practitioners since it requires a relatively small implementation effort. The disadvantage is that accurate knowledge of the objective vectors is not
needed for all solutions: Not all solutions have objective values with high variability, and in the beginning of an optimization run the benefit of accurate values usually does not justify
their cost. The degenerated form of Static Resampling with
only one sample per solution achieves competitive results [23],
since the optimization has more solutions available for exploring the search space. But with the exception of this special case,
Static Resampling is inferior to many Dynamic Resampling algorithms.
Time-based Dynamic Resampling. Time-based DR [22] is a
generally applicable dynamic resampling algorithm which can
be used on any optimization algorithm. It assumes that the need
for accurate knowledge of objective values increases towards
the end of the optimization run. Time-based DR makes only
one sampling decision for each solution (one-shot allocation)
according to the elapsed time. However, if a solution survives
into the next generation of an Evolutionary Algorithm the decision is made again.
Rank-based Dynamic Resampling. Rank-based DR [22] is a
dynamic resampling algorithm which can be used on any multiobjective optimization algorithm. It measures the level of nondominance of a solution and assigns more samples to solutions
with lower Pareto-rank. It can have a parameter allowing only
the solutions with a Pareto-rank of n or less to be allocated additional samples (RankMaxN-based DR) [23]. Rank-based DR
can be used in a hybrid version as Rank-Time-based DR [23].
Rank-based Dynamic Resampling shows good results on the
(R-)NSGA-II algorithm which is expected since the dominance
relation is its dominant fitness measure. Since after each added
sample, the dominance relations in the population of an MOO
algorithm changes Rank-based DR is performed sequentially.
The normalized rank-based resampling need of RankMaxNTime-based Dynamic Resampling, xRnT
s , is calculated as in Equation 3, where B is the maximum overall number of simulation
runs, Bt the current overall number of simulation runs, BF the
final samples for the last population, and a > 0 and b > 0
the acceleration parameters for the increase of the time-based
and rank-based sampling need. n is the maximum considered
Pareto-rank. Only solutions with Pareto-rank n or less are considered for allocating additional samples. Furthermore, S is
the solution set of current population and offspring, R s is the
Pareto-rank of solution s in S , and Rmax = max s∈S R s .

Algorithm 1 Basic sequential sampling algorithm pattern
1: Draw bmin initial samples of the fitness of solution s, F(s).
2: Calculate mean of the available fitness samples for each of
P
the H objectives: µn (Fi (s)) = 1n nj=1 Fij (s), i = 1, . . . , H.
3: Calculate
objective
sample
standard
deviation
with
available fitness samples:
σn (Fi (s))
=
q
j
1 Pn
2 , i = 1, . . . , H
(F
(s)
−
µ
(F
(s)))
n
i
j=1
i
n−1
4: Evaluate termination condition based on µn (F i (s)) and
σn (Fi (s)), i = 1, . . . , H.
5: Stop if termination condition is satisfied or if the maximum
number of samples is reached; Otherwise sample the fitness
of s another k times and go to step 2.

2.3. Resampling Algorithms
In this section Dynamic Resampling algorithms are reviewed
as a reference for the multi-objective SEDR algorithm proposed
in this paper. The new DR algorithms and their variants will be
compared with the algorithms of this section and new hybrid
DR algorithm variants will be created which use the same resampling criteria as the DR algorithms of this section.

2.3.1. Generally applicable resampling algorithms

In this section resampling algorithms from the literature are
)a
!b 
(



min{n, R s } − 1 
Bt


described which do not rely on an external preference-information
,
1
−
(3)
xRnT
= min 
min
1,

s



B − BF
min{n, Rmax } − 1 
of the decision maker. However, they can be applied both on
MOO algorithms which explore the Pareto-front and algorithms
Standard Error Dynamic Resampling. The SEDR resampling
which explore a preferred part of the Pareto-front. In this paper,
algorithm assigns the number of samples to a solution based
the multi-objective extension of SEDR given in Section 3.1 will
on its objective variance, for each solution individually. It was
be compared with these resampling algorithms.
proposed in [12], as a single-objective DR algorithm. Here, a
Static Resampling. Static Resampling assigns the same fixed
multi-objective version is proposed in Section 3.1. SEDR connumber of samples to all solutions involved in an optimization
tinuously adds samples to a solution until the standard error of
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the mean falls below a user-defined threshold sen (s) < seth , as
in Equation 1.
SEDR is performed as a sequential sampling algorithm, i.e.
after each k samples the termination condition seni (s) < seth is
evaluated again. If the termination condition is not satisfied,
additional k samples are added to the solution. SEDR shares a
disadvantage of all resampling algorithms that use the standard
deviation: At least 2 samples are required to make an allocation
decision. This can lead to samples spent unnecessarily in the
beginning of the optimization runtime, where SEDR is inferior
to for example Time-based DR.

3. Multi-objective Standard Error Dynamic Resampling
In [12] different SEDR variants were presented that use an
objective standard error of the mean threshold as a termination
criterion for resampling. For multi-objective optimization algorithms an extension is needed which we propose and describe
in the following section and refer to as MO-SEDR.
3.1. Multi-objective extension
In order to formulate the termination criterion in Equation 1
for multiple objectives we calculate an aggregation of the standard error of the mean of all objectives [22] and push it below
the threshold seth . We propose to use the maximum standard
error of all objective values.

2.3.2. Preference-based resampling algorithms
The DR algorithms in this section use preference information specified by a decision maker to define their sampling allocation. In this paper, the preference information is specified
as reference points in the objective space for R-NSGA-II. These
resampling algorithms are described here, since we propose hybrid extensions of SEDR which are based on and build in the
same way as the algorithms below.

sen (s) := max seni (s) < seth .
i

(4)

By using the maximum of all seni (s), i = 1 . . . H, we guarantee
that the termination criterion in Equation 1 is satisfied for all
objectives.

Progress-based Dynamic Resampling. Progress-based DR is
described in [23]. Its premise is that if the R-NSGA-II population progress towards a reference point slows down the population members are concentrated in a small area. In this situation
the algorithm will benefit from accurate knowledge about the
objective vectors. The disadvantage of this strategy becomes
apparent in a situation of premature convergence. If a population based optimization algorithm gets stuck in a local optimum, it has been shown that more objective uncertainty, and
not less, can be helpful to escape the local optimum.

3.2. Hybrid sampling control
In order to improve MO-SEDR, the sampling need can be
made dependent to additional criteria, apart from the sen (s).
Thereby, algorithm variants with hybrid Dynamic Resampling
can be defined. These additional criteria can be, for example,
the elapsed time, the degree of (non-) domination, or distance
and progress to a reference point in the case of Preference-based
EMO. As mentioned in [22], these additional criteria can control the resampling algorithm in two different ways, which are
described in the following. In addition, a third algorithm combining the two control modes is proposed. Last but not least, we
propose a method how the sampling need based on the current
sample standard deviation and seth can be used as an independent resampling criterion and can be combined with any other
resampling criterion.

Distance-based Dynamic Resampling, DDR. DDR was proposed in [22] and it assigns samples to a solution based on its
distance to a reference point. Since a reference point in the
objective space can be unattainable by the optimization, the hybrid DDR algorithm combines the distance allocation with a
progress measure. Unattainable reference points are common,
since the decision maker usually will pick a reference point out
of an optimistic area in the objective space. Therefore, if the optimization convergence slows down, the progress measure will
indicate that the best attainable solutions with the closest distance to the reference point have been found and the sampling
allocation is increased to bmax for those solutions. In addition,
DDR also considers the elapsed optimization time, in order to
handle situations of premature convergence in a local Paretofront where the progress measure causes unwanted high number
of samples [22], or if a satisfying convergence never is achieved
during the optimization runtime.

3.2.1. Threshold control
The threshold seth can be modified dynamically during the
optimization runtime based on an additional criterion p ∈ [0, 1].
Typically, a higher objective accuracy is needed towards the end
of the algorithm runtime, as suggested in [22, 23]. Therefore,
seth should be reduced when the additional criteria indicate a
higher accuracy need, as in Equation 5, where a > 0 is a parameter to control the speed of the decrease.
min
min
seth (p) = (1 − p)a (semax
th − seth ) + seth .

Distance-Rank-based Dynamic Resampling, DR2. DR2 was proposed in [23] and it combines Distance-based DR and Rankbased DR [22]. Since DDR is involved, DR2 is a preferencebased DR algorithm. Due to the promising results of RankTime-based DR in [23] we combined the rank criterion with
the distance resampling criterion and were able to show its superiority for complex optimization problems.
5

(5)

In order to avoid the expensive lower bound of 2 samples
per solution for SEDR, we do not perform additional resampling for solutions with low resampling need. In Formula 6
we obtain a discrete number of samples from p, where bmin and
bmax denote the minimum and maximum number of samples for
an individual solution.
min {bmax , bp(bmax − bmin + 1)c + bmin } .

(6)

If this formula indicates 1 sample only then no additional samples are drawn from the solution. Otherwise the SEDR sampling allocation is done regularly according to the adapted seth (p).
3.2.2. Controlling the max. and min. sampling budget
In this algorithm variant seth is kept constant, but bmax (p)
and bmin (p) are controlled according to Equations 7 and 8 and
the additional resampling criterion p.
bmax (p) = min {bmax , bpa (bmax − bmin + 1)c + bmin } .

(7)

bmin (p) = min {bmin , bpa (bmin )c + 1} .

(8)

4.1. Standard Error Time-based DR
The SEDR threshold seth (p), or the min./max. number of
samples bmax (p) and bmin (p), or both, are controlled by the elapsed
optimization time. The acronym for this DR algorithm is SETime-DR.

3.2.3. Controlling threshold and max./min. sampling budget
The approaches in Sections 3.2.1 and 3.2.2 can be combined. This means that seth (p), bmax (p), and bmin (p) all are
adapted during the optimization runtime. seth (p) is adapted as
in Section 3.2.1 with an arbitrary resampling criterion p, and
bmax (p), and bmin (p) as in Section 3.2.2 according to the elapsed
optimization runtime as resampling criterion. We propose to
choose different resampling criteria to control the threshold on
the one hand and the sampling bounds on the other hand in order to avoid high fluctuations of the sampling allocation. The
choice of Time-based resampling for controlling the sampling
bounds allows a clear analysis of the algorithm behavior.

4.2. Standard Error Rank-Time-based DR
The SEDR parameters seth (s, p), or bmax (s, p), bmin (s, p) are
controlled both by the Pareto-rank of a solution s and the elapsed
optimization time, according to the sampling allocation of the
RankMaxN-Time-based DR algorithm [23] (abbr. SE-RT-DR).
For smaller N, the rank-based sampling allocation is quite restrictive. Many solutions will only be assigned a sampling need
of 0.25 or 0.5. Since the rank-based allocation should be used
together with a time-based allocation [24], we accelerate the
time-based part of the allocation by choosing a value a < 1 for
the acceleration parameter a, in order to facilitate the allocation
of higher number of samples.

3.2.4. Standard Error as independent resampling criterion
In order to combine the sampling allocation of MO-SEDR
with another resampling criterion C, a concrete and tangible
sampling allocation can be calculated, given in Equation 9, based
on the SEDR sampling allocation condition in Equation 2.

! 
 σn (Fi (s)) 2 
.
ni (s) = 
(9)
 seth (C) 

4.3. Standard Error Distance-based DR
In Standard Error Distance-based Dynamic Resampling, or
SE-DDR, seth (s, p), or bmax (s, p), bmin (s, p) are adapted according to a solution’s distance to a reference point, as in the Distancebased Dynamic Resampling (DDR) algorithm [23]. As mentioned above, DDR also considers population progress and elapsed
optimization time as sampling criteria.

If the resampling is performed as a one-shot sampling allocation the MO-SEDR sampling allocation xSs EDR would be
calculated as in Equation 10 and combined with the allocation xSs EDR of resampling criterion C as in Equation 11. As
explained in Section 2.2.2, the performance of SEDR as oneshot allocation is inferior. Therefore, only a fixed number of
samples should be added at a time, followed by a recalculation
EDR
of xSs EDR and xC−S
. This procedure is stopped as soon as
s
enough samples have been obtained according to Equation 11.
(
)
nmax (s)
, nmax (s) = max {ni (s)}.
xSs EDR = min 1,
i
bmax
n
o
EDR
= min xCs , xSs EDR .
xC−S
s

fixed threshold seth and fixed bmin and bmax values. Like Rankbased Dynamic Resampling [23], this algorithm does not show
a good optimization performance on R-NSGA-II, since it allocates too many samples in the beginning of the optimization
run. To avoid this, we propose hybrid SEDR algorithms which
allocate samples both based on the noise level of a solution s,
and on another criterion p ∈ [0, 1], or on multiple other criteria.
The parameters seth , bmin , or bmax can be controlled by p, or, in
the case of resampling criteria like Pareto-rank or distance to a
reference point, the control is also done based on the solution s
itself. Different Hybrid Multi-objective SEDR variants can be
defined, as described in the following sections.

4.4. Standard Error Distance-Rank-based DR
Standard Error Distance-Rank-based Dynamic Resampling,
which we call SEDR2, uses the allocation of the Distance-Rankbased Dynamic Resampling algorithm (DR2) [23] to control
seth (s, p) or bmax (s, p), bmin (s, p), thereby combining five resampling criteria: Standard error and Pareto-rank of a solution,
distance and progress towards a R-NSGA-II reference point,
and the elapsed optimization time.

(10)

(11)

5. Benchmark functions and noise landscape
Variance-based Dynamic Resampling algorithms have an
advantage over resampling algorithms not considering objective variance if they are used in the optimization of functions
with variable noise. This function property is called Noise Landscape [12]. An example scenario with varying noise strength is

4. Hybrid MO-SEDR
Similar to the hybrid DR algorithms proposed in [23], MOSEDR can be combined with other resampling criteria, as proposed in Section 3.2. The standard version of MO-SEDR has a
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a production line which is optimized according to buffer capacity and throughput [24]. For configurations with rather small
buffer sizes the simulated system throughput varies more than
for a production line generously equipped with big buffers.
In this paper, we evaluate the variance-based DR algorithms
on three different variants of the ZDT4 benchmark function
from the ZDT benchmark problem suite [29]. In the original
version, the function output of these functions is deterministic.
In order to create noisy variants, we add a variable noise landscape on the output values. We use relative noise, i.e. the general noise level is given in percent of the objective ranges. We
designed the noise landscapes to change the noise level depending on the quality of the solutions. In other words, a solution
with objective values closer to the Pareto-front than other solutions will have a different noise level. The ZDT functions have a
component which controls this distance. It is called g-function,
and we use its normalized value in Equation 12 to control the
noise level.

those resampling algorithms showed the best performance of all
algorithms [24]. Variance-based algorithms can detect the drop
in noise level close to the reference point R and thereby save
resampling budget. Therefore, they have more budget available
to explore the objective space close to R and can find better
solutions than distance-based DR algorithms.

l(s) = (g(s) − 1)/(gmax (s) − 1).

Figure 3: Trigonometrical variable noise level Ltrig (s) based on the g-function
in the ZDT benchmark problem suite. The parameters are set to N = 10, a = 3,
φ = π/2, and Lmin = 0.05.
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We define three noise landscapes which can be used on all
ZDT benchmark functions. A noise landscape with logistic
growth [28] for the ZDT functions can be created as in Equation 13. A graph of the logistic noise level function is shown
in Figure 2. Close to the Pareto-front the noise level is defined
at the minimum Lmin . Around the threshold g(s) ≈ θ, the noise
level rises quickly following a logistic function to the maximum
noise level.
Llog (s) =

1 − Lmin
+ Lmin .
(1 + e−100(l(s)−θ) )0.5

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

We create a trigonometric noise landscape for the ZDT functions in Equation 15. Its graph is displayed in Figure 3. The
challenge of this landscape are its many hills and valleys, similar to the Cosinusoidal noise landscape in [12]. N ∈ N allows to
specify the number of peaks, while a ≥ 1 influences the width
of the peaks. By changing the phase offset φ, a low or high
noise level can be set at the Pareto-front.

(13)

Ltrig (s) = −(1 − Lmin )|sin(Nπl(s) − φ)|a + 1.

(15)

A trigonometric noise landscape which features a low-noise
area close to the Pareto-front is defined in Equation 16. This
delayed trigonometric noise landscape for the ZDT functions
features the properties and challenges of both the logistic and
the trigonometric landscapes (Figures 2 and 3). Its graph is
displayed in Figure 4. N ∈ N allows to specify the number
of peaks, while a ≥ 1 influences the width of the peaks. The
parameter b > 1 defines the size of the low-noise area close to
the Pareto-front.
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Ltrig (s, d) = −(1 − Lmin )|sin(Nπld (s) − φ)|a + 1.

Figure 2: Logistic variable noise level Llog (s) based on the g-function in the
ZDT benchmark problem suite. The parameters are set to θ = 0.2 and Lmin =
0.05.

(16)

6. Numerical Experiments
In this section the described resampling techniques in combination with R-NSGA-II are evaluated on benchmark functions with different noise landscapes. To facilitate comparison,
the experiments are grouped in experiments where no preference information is used for resampling and experiments where
the resampling algorithm uses information about the distance to
a reference point R defined for R-NSGA-II. The reference point
is chosen to be unattainable in all experiments. The definition
of an unattainable reference point is that it is not on the Paretofront and no solution can be found that dominates it [19]. This

The variable noise landscape is then created by multiplying
the original fixed standard deviation of the objective functions,
σ1 , σ2 , with the variable noise level L, as in Equation 14.
!
!
N(0, σv1 (s))
N(0, L(s)σ1 )
=
(14)
v
N(0, σ2 (s))
N(0, L(s)σ2 )
This logistic noise landscape was created in order to challenge the resampling algorithms which use the distance to a reference point as resampling criterion. On a flat noise landscape,
7

DDR uses delayed (a = 2) distance-based allocation. DistanceRank-based Dynamic Resampling DR2 uses the same parameters as the underlying resampling algorithms.
The SEDR threshold is set to seth (s) = 20. If it is adapted
during the optimization runtime it can vary between seth (s, p) ∈
[10, 20]. The upper bound 20 is chosen as a rule of thumb as
the same value as the maximum standard deviation of the objective noise. For the variance-based hybrid Dynamic Resampling
algorithms which use the Pareto-rank as one of the resampling
criteria, i.e., SE-RT-DR, SE-DDR, and SEDR2, we accelerate
the allocation by choosing the time-based acceleration parameter a = 0.5, in order to facilitate higher resampling rates in the
beginning of the optimization run.
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Figure 4: Delayed trigonometrical variable noise level Ltrig (s, d) based on the
g-function in the ZDT benchmark problem suite. The parameters are set to
N = 10, a = 3, d = 2, φ = π/2, and Lmin = 0.05.

6.3. Performance Measurement
All experiments performed in this study are replicated 10
times and mean performance metric values are calculated. Additional 25 samples are added to the final population to allow
confident implementation decisions. The Focused Hypervolume performance measure which is described in the following
is used to quantify the performance comparison between different DR algorithms. For the figures where the performance measurement has been performed over time during the optimization
run, an interpolation of the metric values is done, on intervals
of 100 function evaluations.

case of pessimistic reference points is not considered in this
article. We refer to the feature of R-NSGA-II that allows the interactive adaption of a pessimistic reference point, that has been
identified as an attainable one during the optimization process,
and to move it forward to turn it into an unattainable point. A
Distance-based Dynamic Resampling algorithm for attainable
reference points has been proposed in [22]. Future work will
cover a detailed evaluation of Dynamic Resampling algorithms
for attainable reference points.

HV-R

6.1. Problem settings
For the ZDT4 function the relative added noise (20%) is
(N(0, 0.2), N(0, 20)), as the relevant objective ranges are [0, 1]×
[0, 100]). In the following, this problem is called ZDT4-20%.
The threshold offset θ of the logistic variable noise landscape is set to θ = 0.2. The phase offset φ of the trigonometric
function is set to φ = π/2, the number of peaks to N = 10, and
the peak-width parameter a to 3. The minimum noise level is
set to Lmin = 0.05.

Objective2 (minimize)

D

s

d <= r

R

6.2. Algorithm parameters

HV-B

The limited simulation budget is chosen as 20,000 solution
replications. R-NSGA-II is run with a crossover rate pc =
0.8, SBX crossover operator with ηc = 2, Mutation probability pm = 0.07 and Polynomial Mutation operator with ηm = 5.
The Epsilon clustering parameter is chosen as  = 0.001. The
reference point is chosen as R = (0.05, 0.5) is used which is
close to the Ideal Point (0, 0). For all resampling algorithms
the minimum budget to be allocated is bmin = 1 and the maximum budget is bmax = 15. Static Resampling is run in configurations with b s ∈ [1, 5]. Time-based Resampling uses a
linear allocation, a = 1. Rank-Time-based Resampling is run
as RankMax5-based Dynamic Resampling and uses linear allocation for both the rank-based (b = 1) and time-based criteria (a = 1). Rank-Time-based Resampling uses the minimum
of the Pareto-rank-based allocation and the time-based allocaT R
tion: xRT
s = min{x s , x s }. Progress-based Dynamic Resampling
is done with the average progress P of the last n = 3 populations. Distance-Progress-Time-based Dynamic Resampling

Objective1 (minimize)

Figure 5: The Focused Hypervolume (F-HV) performance measure with cylinder filter of radius r. Solution s is only passed on to the regular hypervolume
measurement, if it is contained in the cylinder, which means d ≤ r. Solutions
outside of the cylinder subspace are not considered.

6.3.1. Focused Hypervolume F-HV
To measure and compare the results of the different resampling algorithms together with R-NSGA-II the Focused Hypervolume performance metric for -dominance based EMOs (FHV) is used [23, 24]. Figure 5 shows the points in the objective
space which define the F-HV measurement. F-HV applies a
cylinder filter along an axis from R approximately perpendicular to the Pareto-front. All solutions with objective vectors
within this cylinder are passed on to the regular hypervolume
measurement. The cylinder filter is used because, in a situation
where the Pareto-front has a skewed shape, applying the standard hypervolume would value the solutions on one side of R
8

Objective2 (minimize)

HV-R

R
Objective1 (minimize)

Objective2 (minimize)

Figure 7: F-HV performance of different SEDR control methods. SEDR is run
as the hybrid SE-DDR algorithm on the ZDT4-20% function with the logistic
noise landscape.

D
HV-R
r

R

6.4.2. Hybrid MO-SEDR results
In Figure 8, the attainment surface is shown for the Timebased Dynamic Resampling algorithm and the hybrid SE-Timebased DR algorithm for the logistic noise landscape. The results
show a clear advantage for the SEDR hybrid resampling algorithm. The reason for this advantage is that SE-Time-based DR
is able to save function evaluations due to the detection of the
low noise level close to the reference point R. This can be seen
in Figures 10 and 11. With SE-Time-based DR, R-NSGA-II
has around 5,000 more function evaluations at its disposal to
explore the low-noise objective space close to R. The average
number of samples per solution is displayed in Figure 12. SETime-based DR uses fewer samples throughout the optimization runtime. This gives us a proof of concept for MO-SEDR.
The F-HV measurements in Figure 9 confirm this finding. All
F-HV measurement values are listed in Table 1, at the end of
the results section. The low number of assigned samples in SETime-based DR makes us want to compare it with simple Static
Resampling algorithms on R-NSGA-II. Their F-HV results are
also given in Table 1. It shows that some Static Resampling algorithms perform better than SE-Time-based DR. However, all
SE-RT-DR, SE-DDR, and SEDR2 perform better than all Static
Resampling algorithms.
The same observations can be made for the trigonometric
noise landscape and the delayed trigonometric noise landscape.
The results on benchmark functions with a delayed trigonometric noise landscape are similar to those of the logistic noise
landscape (Table 1). Due to the higher average noise level of
the benchmark function with trigonometric noise landscape, the
variance-based resampling criterion is less beneficial. However,
we found the variance-based DR algorithms to be better than
their non-variance-based counterparts, and the Static Resampling algorithms.

Objective1 (minimize)

Figure 6: Hypervolume (HV) vs. Focused Hypervolume (F-HV) performance
measures on benchmark function ZDT4. In this example, the Pareto-front is
flat in relation to the whole objective space [0,1]x[0,335]. If the HV-R point is
put close to R the non-dominated points to the left side of R will have a higher
influence on the HV value. Therefore, F-HV applies a cylinder filter with radius
r = c |P|
2 , before the non-domination sorting is done. This ensures a more equal
influence of the points on both sides of R on the Pareto-front.

more than on the other side of the Pareto-front. Such a situation
is illustrated in Figure 6. The cylinder has a radius based on 
and the population size |P| of R-NSGA-II. F-HV requires four
points to be specified: A reference point R, a direction point D,
and a hypervolume reference point and base point HV-R and
HV-B (cf. Figure 5). The F-HV parameters used for the benchmark function in this paper are R = (0.05, 0.5), D = (0.1, 20),
HV-R = (0.1, 20), and HV-B = (0, 0). Due to the high noise
levels of the used benchmark functions and the limited sampling budget, the cylinder radius r is increased to r = c |P|
2 ,
c ≥ 1. An increased value of c = 2 is used. Other performance
metrics for Preference-based EMO algorithms using hypervolume were created by [8] and [3]. The latter uses a weighted
hypervolume indicator. The hypervolume contribution of solutions close to R is emphasized by defining a density function
with the help of a weight parameter. Another performance metric for Preference-based EMO algorithms was created by [20].
6.4. Experiment results
6.4.1. Comparison of MO-SEDR sampling control methods
In Figure 7 we present a comparison of the F-HV performance of the different methods to control the SEDR algorithm
by other resampling criteria (cf. Section 3.2). The experiment was done on the ZDT4-20% function with the logistic
noise landscape and the hybrid SE-DDR algorithm. The results show that SEDR with constant threshold (here it was set
to seth (s, p) = 15) performs worst, as expected. Then follows
SEDR with threshold control seth (s, p) ∈ [10, 20]. The variant
with constant threshold and control of the maximum samples
bmax ∈ [1, 15] gives an additional advantage. Using SEDR as
independent criterion was promising, but best was the performance of the simultaneous control of threshold and maximum
samples by xDDR
. Therefore, we use this control method for all
s
other numerical experiments in this article.

Figure 8: Attainment surface on ZDT4-20% with logistic noise landscape Comparison of Time-based Dynamic Resampling and the hybrid SEDR variant
controlled by the Time-based resampling criterion, SE-Time-based Dynamic
Resampling. Reference point (0,05, 0,5).
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Figure 9: F-HV performance of SE-Time-based DR compared to Time-based
DR on ZDT4-20% with logistic noise landscape.
Figure 12: Average number of samples development over time on the ZDT420% with logistic noise landscape - Comparison of Time-based Dynamic Resampling and the hybrid SEDR variant controlled by the Time-based resampling criterion, SE-Time-based DR. Reference point (0.05, 0,5).

Figure 10: Maximum Standard Error development over time for an SE-Timebased DR experiment on ZDT4-20% with logistic noise landscape.

Figure 10 shows the reduction of the Standard Error Threshold by SE-Time-based DR from 20 to 10. In the beginning of
the optimization the threshold could not be reduced under 20
for all solutions since the maximum number of samples still
was too small at that point in time. Time-based DR reduces the
threshold faster due to the increased sampling allocation.
The results for SE-Rank-Time-based Resampling confirm
these results. It is interesting to note that more solutions with
low threshold can be found when the Rank-Time-based resampling criterion is used (cf. Figures 15 and 16). The highest
reduction is achieved for the DDR algorithm, shown in Figure
21. It assigns too many samples are to solutions in the lownoise region close to R, and thereby suffers a performance loss
compared to SE-DDR (cf. Figure 19. The highest performance
gain is achieved by SEDR2 compared to DR2 (cf. Figure 24).

Figure 13: Attainment surface on ZDT4-20% with logistic noise landscape Comparison of Rank-Time-based Dynamic Resampling and the hybrid SEDR
variant controlled by the Rank and Time-based resampling criteria, SE-RankTime-based Dynamic Resampling. Reference point (0,05, 0,5).

7. Conclusions
We have proposed a multi-objective extension of the SEDR
algorithm and different methods on how to control it by resampling criteria. We also proposed different hybrid variants of the
MO-SEDR algorithm for general, and preference-based Evolutionary Multi-objective Optimization. The algorithms have
been evaluated together with the R-NSGA-II algorithm on a

Figure 14: F-HV performance of SE-Rank-Time-based DR compared to RankTime-based DR on ZDT4-20% with logistic noise landscape.

Figure 15: Maximum Standard Error development over time for an SE-RankTime-based DR experiment on ZDT4-20% with logistic noise landscape.

Figure 11: Maximum Standard Error development over time for a Time-based
DR experiment on ZDT4-20% with logistic noise landscape.
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Figure 20: Maximum Standard Error development over time for an SEDistance-based DR (SE-DDR) experiment on ZDT4-20% with logistic noise
landscape.

Figure 16: Maximum Standard Error development over time for a Rank-Timebased DR experiment on ZDT4-20% with logistic noise landscape.

Figure 17: Average number of samples development over time on the ZDT420% with logistic noise landscape - Comparison of Rank-Time-based Dynamic
Resampling and the hybrid SEDR variant controlled by the Rank and Timebased resampling criteria, SE-Rank-Time-based DR. Reference point (0.05,
0,5).

Figure 21: Maximum Standard Error development over time for a Distancebased DR (DDR) experiment on ZDT4-20% with logistic noise landscape.

Figure 22: Average number of samples development over time on the ZDT420% with logistic noise landscape - Comparison of Distance-based Dynamic
Resampling and the hybrid SEDR variant controlled by the Distance-based resampling criterion, SE-DDR. Reference point (0.05, 0,5).

Figure 18: Attainment surface on ZDT4-20% with logistic noise landscape
- Comparison of Distance-based Dynamic Resampling and the hybrid SEDR
variant controlled by the Distance-based resampling criterion, SE-DDR. Reference point (0,05, 0,5).
Figure 23: Attainment surface on ZDT4-20% with logistic noise landscape
- Comparison of Distance-Rank-based Dynamic Resampling and the hybrid
SEDR variant controlled by the Distance and Rank-based resampling criteria,
SEDR2. Reference point (0,05, 0,5).

Figure 19: F-HV performance of SE-Distance-based DR compared to DDR on
ZDT4-20% with logistic noise landscape.
Figure 24: F-HV performance of SE-Rank-Distance-based DR (SEDR2) compared to DR2 on ZDT4-20% with logistic noise landscape.

11

0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0

els in order to see how the algorithm behaves under different noise conditions. In particular, the relationship between the objective noise level of the problem and the
total simulation budget and maximum allowed number
of samples shall be investigated.

Time
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Logistic

Delayed Trigonometric

• For extended analysis of resampling algorithms considering distance to a reference point, future work will cover
the evaluation of Dynamic Resampling algorithms for optimization scenarios with attainable reference points.

Trigonometric

Figure 25: F-HV performance results for different variants of the ZDT4-20%
function with different noise landscapes.
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0.4373
Time 1-15
0.2272
0.6402
SE-Time-DR 1-15 0.5566
0.6424
RT 1-15
0.6095
0.7113
SE-RT-DR 1-15
0.7686
0.8591
DDR 1-15
0.6025
0.5449
SE-DDR 1-15
0.7943
0.7728
DR2 1-15
0.5023
0.7623
SEDR2 1-15
0.7353
0.8417

This study was partially funded by the Knowledge Foundation, Sweden, through the BlixtSim and IDSS projects. Their
provision of research funding is gratefully acknowledged.

Trigon.
0.3430
0.3720
0.5019
0.5785
0.0000
0.2778
0.6284
0.0000
0.7112
0.7242
0.7301
0.5537
0.6250

Figure 26: Maximum Standard Error development over time for an SE-RankDistance-based DR (SEDR2) experiment on ZDT4-20% with logistic noise
landscape.

new set of multi-objective benchmark functions with variable
noise landscape, based on the ZDT benchmark problem suite.
The results of our study show that using different ways to control the level of sampling allocation in multi-objective SEDR
can show a different optimization performance. Controlling the
threshold and the maximum number of samples at the same
time provided the best results. We showed that, for R-NSGA-II
optimization on problems with a low noise level close to the reference point, the variance-based MO-SEDR algorithms show a
better performance than the resampling algorithms which do
not consider objective variance, and a better performance than
Static Resampling algorithms. For trigonometric noise landscapes, the variance-based Dynamic Resampling algorithms also
showed a performance advantage.

Figure 27: Maximum Standard Error development over time for a DistanceRank-based DR (DR2) experiment on ZDT4-20% with logistic noise landscape.

For future work we have the following ideas:
Figure 28: Average number of samples development over time on the ZDT420% with logistic noise landscape - Comparison of Distance-Rank-based Dynamic Resampling and the hybrid SEDR variant controlled by the Distance and
Rank-based resampling criteria, SEDR2. Reference point (0.05, 0,5).

• Evaluate the proposed variance-based resampling algorithms on more benchmark functions with different complexity from the ZDT benchmark problem suite, and on
academic simulation optimization problems, with variable noise landscapes.
• Perform a study on test problems with different noise lev12
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Abstract. In Simulation-based Evolutionary Multi-objective Optimization (EMO) the available time for optimization usually is limited. Since
many real-world optimization problems are stochastic models, the optimization algorithm has to employ a noise compensation technique for
the objective values. This article analyzes Dynamic Resampling algorithms for handling the objective noise. Dynamic Resampling improves
the objective value accuracy by spending more time to evaluate the solutions multiple times, which tightens the optimization time limit even
more. This circumstance can be used to design Dynamic Resampling
algorithms with a better sampling allocation strategy that uses the time
limit. In our previous work, we investigated Time-based Hybrid Resampling algorithms for Preference-based EMO. In this article, we extend
our studies to general EMO which aims to ﬁnd a converged and diverse
set of alternative solutions along the whole Pareto-front of the problem. We focus on problems with an invariant noise level, i.e. a ﬂat noise
landscape.
Keywords: Evolutionary multi-objective optimization · Simulationbased optimization · Noise · Dynamic resampling · Budget allocation ·
Hybrid

1

Introduction

Simulation-based optimization of real-world optimization problems is usually run
with a limited time budget [13]. The goal of Evolutionary Multi-objective Optimization is to provide the decision maker with a well-converged and diverse set
of alternative solutions close to the true Pareto-front. Covering the whole Paretofront is usually hard to achieve within the available time, dependent on the
optimization problem. Besides limited optimization time, Simulation-based Optimization entails the challenge of handling noisy objective functions [2,4,11,22]. To
obtain an as realistic as possible simulation of the system behavior, stochastic system characteristics are often built into the simulation models. When running the
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stochastic simulation, this expresses itself in deviating result values. Therefore, if
the simulation is run multiple times for a certain system conﬁguration, the result
value is slightly diﬀerent for each simulation run.
If an evolutionary optimization algorithm is run without noise handling on
a stochastic simulation optimization problem, the performance will degrade in
comparison with the case if the true mean objective values would be known. The
algorithm will have wrong knowledge about the solutions’ quality. Two cases of
misjudgment will occur. The algorithm will perceive bad solutions as good and
select them into the next generation (Type II error). Good solutions might be
assessed as inferior and might be discarded (Type I error). The performance can
therefore be improved by increasing the knowledge of the algorithm about the
solution quality.
Resampling is a way to reduce the uncertainty about objective values of solutions. Resampling algorithms evaluate solutions several times to obtain an approximation of the expected objective values. This allows EMO algorithms to make
better selection decisions, but it comes with a cost. The additional samples used for
Resampling, are not available for the optimization. Therefore, a resampling strategy which samples the solutions carefully according to their resampling need, can
help an EMO algorithm to achieve better results than a static resampling allocation. Such a strategy is called Dynamic Resampling, DR. In this paper, we run
Dynamic Resampling strategies for Evolutionary Multi-objective Optimization,
which were proposed for Preference-based EMO in our previous work [17–19], and
which can be used on any EMO algorithm. They are evaluated together with the
EMO algorithms Non-domination Sorting Genetic Algorithm-II (NSGA-II) [7],
and the Hypervolume Estimation algorithm (HypE) [1].
The resampling need varies between solutions and can be calculated in many
diﬀerent ways [19]. One approach is to assign more samples to solutions close to
the Pareto-front. Since in real-world problems, the Pareto-front is not known,
this can be achieved approximatively by assigning more samples to solutions as
the optimization time progresses. If the Ideal Point can be estimated, ﬁtnessbased Dynamic Resampling algorithms can be used, which can assign higher
samples to solutions with good objective values [8,16]. Another approximation
strategy is to assign more samples to solutions that dominate more other solutions, or are dominated by fewer other solutions, respectively. This is done by,
for example, Conﬁdence-based Dynamic Resampling and the MOPSA-EA algorithm [21], or Rank-based Dynamic Resampling [17–19]. EMO algorithms have
a selection operator which determines if solutions will be part of the next population or be discarded. This approach is used by the MOPSA-EA algorithm
[21] which compares pairs of solutions using Conﬁdence-based DR (CDR) or
the MOCBA and EA approach [5] (Multi-objective Optimal Computing Budget
Allocation), which compares sets of solutions. CDR and MOCBA show promising results [5,16], but they have the disadvantage of limited applicability to only
special types of Evolutionary Algorithms. CDR is limited to steady state EAs
and MOCBA requires an EA with high elitism. Other examples for DR algorithms which have limited applicability, due to direct integration with a certain
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EA, were proposed [10] and [15]. The mentioned algorithms, except for MOPSAEA/CDR, do not consider the limited sampling budget as in our situation. In
this paper, we show how Dynamic Resampling and EMO performance can be
improved by considering a ﬁxed time limit for optimization.
The paper is structured as follows. Section 2 provides background information
to Dynamic Resampling and an introduction to the NSGA-II and HypE Evolutionary Algorithms. Diﬀerent Resampling Algorithms for time-constrained optimization are explained in Sect. 3. Section 4 describes a stochastic production line
problem. In Sect. 5, numerical experiments of Dynamic Resampling algorithms
on the two Evolutionary Algorithms are performed and evaluated with diﬀerent
performance metrics for multi-objective optimization. In Sect. 6, conclusions are
drawn and possible future work is pointed out.

2

Background

In this section, background information is provided regarding Resampling as a
noise handling method in Evolutionary Multi-objective Optimization. Also, an
introduction to the multi-objective optimization algorithms NSGA-II [7] and
HypE [1] is given, which are used to evaluate the Dynamic Resampling algorithms in this paper.
2.1

Noise Compensation by Sequential Dynamic Resampling

To be able to assess the quality of a solution according to a stochastic evaluation function, statistical measures like sample mean and sample standard
deviation can be used. By executing the simulation model multiple times, a
more accurate value of the solution quality can be obtained. This process is
called resampling. We denote the sample mean
n value of objective function
Fi and solution s as follows: μn (Fi (s)) = n1 j=1 Fij (s), i = 1 . . . H, where
Fij (s) is the j-th sample of s, and the sample variance of objective function i:
n
j
1
2
σn2 (Fi (s)) = n−1
j=1 (Fi (s) − μn (Fi (s))) . The performance degradation evolutionary algorithms experience caused by the stochastic evaluation functions
can be compensated partly through resampling.
In many cases, resampling is implemented as a Static Resampling scheme.
This means that all solutions are sampled an equal, ﬁxed number of times. The
need for resampling, however, is often not homogeneously distributed throughout
the search space. Solutions with a smaller variance in their objective values will
require less samples than solutions with a higher objective variance. Solutions
closer to the Pareto-front or preferred areas in the objective space require more
samples. In order to sample each solution the required number of times, Dynamic
Resampling techniques are used, which are described in the following section.
Dynamic Resampling. Dynamic Resampling allocates a diﬀerent sampling
budget to each solution, based on the evaluation characteristics of the solution. The general goal of resampling a stochastic objective function is to reduce
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the standard deviation of the mean of an objective value σn (μn (Fi (s))), which
increases the knowledge about the objective value. A required level of knowledge about the solutions can be speciﬁed. For each solution a diﬀerent number
of samples is needed to reach the required knowledge level. Resampling can be
performed dynamically in the way that each solution is allocated exactly the
required number of samples, up to an upper bound. In comparison with Static Resampling, Dynamic Resampling can save sampling budget that can be
used to evaluate more solutions and to run more generations of an evolutionary
algorithm instead [17].
With only a limited number of samples available, the standard deviation of
the mean can be estimated by the sample standard deviation of the mean, which
usually is called standard error of the mean. It is calculated as follows [8]:
seni (μn (Fi (s))) =

σn (Fi (s))
√
.
n

(1)

By increasing the number of samples n of Fi (s) the standard deviation of the
mean is reduced. However, for the standard error of the mean this is not guaranteed, since the standard deviation estimate σn (Fi (s)) can be corrected to a
higher value by drawing new samples of it. Yet, the probability of reducing the
sample mean by sampling s increases asymptotically as the number of samples
is increased.
Sequential Dynamic Resampling. An intuitive dynamic resampling procedure would be to reduce the standard error until it drops below a certain
user-deﬁned threshold sen (s) := sen (μn (F (s))) < seth . The required sampling
budget for the reduction can be calculated as in Eq. 2.

n(s) >

σn (Fi (s))
seth

2
.

(2)

However, since the sample mean changes as new samples are added, this oneshot sampling allocation might not be optimal. The number of ﬁtness samples
drawn might be too small for reaching the error threshold, in case the sample
mean has shown to be larger than the initial estimate. On the other hand, a oneshot strategy might add too many samples, if the initial estimate of the sample
mean was too big. Therefore Dynamic Resampling is often done sequentially. For
Sequential Dynamic Resampling often the shorter term Sequential Sampling is
used. A Sequential Dynamic Resampling algorithm which uses the sen (s) < seth
termination criterion is Standard Error Dynamic Resampling, SEDR proposed
in [8].
Sequential Sampling adds a ﬁxed number of samples at a time. After an initial
estimate of the sample mean and calculation of the required samples it is checked
if the knowledge about the solution is suﬃcient. If needed, another ﬁxed number
of samples is drawn and the number of required samples is recalculated. This is
repeated as long as no additional sample needs to be added. The basic pattern
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Algorithm 1. Basic sequential sampling algorithm pattern
1: Draw bmin minimum initial samples of the ﬁtness of solution s, F (s).
2: Calculate mean ofthe available ﬁtness samples for each of the H objectives:
j
μn (Fi (s)) = n1 n
j=1 Fi (s), i = 1, . . . , H.
3: Calculate objective
sample
standard deviation with available ﬁtness samples:

n
j
1
2
(F
σn (Fi (s)) = n−1
i (s) − μn (Fi (s))) , i = 1, . . . , H
j=1
4: Evaluate termination condition based on μn (Fi (s)) and σn (Fi (s)), i = 1, . . . , H.
5: Stop if termination condition is satisﬁed or if maximum number of samples bmax
is reached; Otherwise sample the ﬁtness of s another k times and go to step 2.

of a sequential sampling algorithm is described in Algorithm 1. Through this
sequential approach, the number of required samples can be determined more
accurately than with a one-shot approach. It guarantees to sample the solution
suﬃciently often, and can reduce the number of excess samples.
Final Samples. After the optimization is ﬁnished and the ﬁnal non-dominated
result set has been identiﬁed, a post-optimization resampling process is needed.
For each solution that is presented to the decision maker, we want to be conﬁdent
about the objective values. Therefore, we guarantee a high number of samples
bf for each solution (bf ≥ bmax ) in the ﬁnal population after the EA selection
process. Thereby, we can also guarantee that the non-dominated solutions in
the ﬁnal population have been identiﬁed correctly. The total number of extra
samples added to the last population is BF ≤ (bf − 1)|P |, where |P | is the
population size.
2.2

Evolutionary Multi-objective Optimization

In this section, two popular Evolutionary Multi-objective Optimization algorithms are presented. In this article, those algorithms are used for evaluation
with Multi-objective Dynamic Resampling algorithms.
NSGA-II Algorithm. The NSGA-II algorithm was proposed in [7].
NSGA-II is a population-based evolutionary algorithm for optimization problems
with multiple objectives. In the selection step NSGA-II sorts the population and
oﬀspring into multiple fronts and selects front by front into the next population
as long as the fronts can be selected as a whole. If the next front can only be
selected partially NSGA-II uses a clustering method called Crowding Distance to
determine which solutions of the front shall be selected, in a way that increases
population diversity. The parental selection for oﬀspring generation follows this
ﬁtness hierarchy. The NSGA-II selection step is depicted in Fig. 1. The same
ﬁtness hierarchy, i.e., dominance ﬁrst, then reference point distance, is used for
parental selection.
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HypE Algorithm. The Hypervolume Estimation Algorithm HypE was proposed in [1] and is based on the NSGA-II algorithm [7]. It is designed to optimize
the hypervolume of the ﬁnal population and can achieve higher hypervolume values than NSGA-II [1]. It was chosen for evaluation in this paper, since it is a
popular Evolutionary Multi-objective Optimization algorithm its goal is to ﬁnd
a distribution of solution alternatives which maximizes the hypervolume measure. This distribution is diﬀerent that the NSGA-II distribution, and we hope
to see a performance diﬀerence even in optimization with noisy objective values.
HypE works according to the same principal structure as NSGA-II. For both
parental selection and environmental selection, ﬁrst a non-domination sorting is
performed. In the environmental selection step, HypE selects those fronts into
the next population that ﬁt as a whole. If the next front can only be selected
partially, instead of using a clustering method like NSGA-II to maintain population diversity, HypE uses a measure called Shared Hypervolume to determine
which solutions of the front shall be selected. This measure indicates how much
a solution contributes to the hypervolume of the whole population. The HypE
selection step is depicted in Fig. 1. The same ﬁtness hierarchy, i.e., dominance
ﬁrst, then Shared Hypervolume, is used for parental selection.
The Shared Hypervolume is a better indicator of the hypervolume contribution of a solution marginal hypervolume used in SMS-EMOA [3]. In this paper,
only bi-objective optimization problems are run. For a higher number of objectives, HypE uses a hypervolume estimation algorithm based on Importance Sampling for the Shared Hypervolume, hence the name. This makes HypE suitable
for Many-objective Optimization.

Fig. 1. Environmental selection step. Six out of twelve solutions are selected. The left
ﬁgure shows the NSGA-II selection result. The complete ﬁrst front and the extremal
solutions from the second front are selected. The one remaining solution is selected due
to its highest Crowding Distance value. — The right ﬁgure shows the HypE selection
result. The complete ﬁrst front and the solution set of three solutions with the highest
overall hypervolume contribution are selected from the second front. The rectangles
which are dominated by solution a are marked with a’s hypervolume contribution.
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Resampling Algorithms

This section presents the resampling algorithms that are evaluated in this paper.
3.1

Static Resampling

Static Resampling assigns the same ﬁxed number of samples to all solutions
involved in an optimization run. It is popular among optimization practitioners
since it requires a relatively small implementation eﬀort. The disadvantage is
that accurate knowledge of the objective vectors is not needed for all solutions:
Not all solutions have objective values with high variability, and in the beginning
of an optimization the beneﬁt of accurate values often does not justify their cost.
3.2

Time-based Dynamic Resampling

Time-based DR [17] is a generally applicable dynamic resampling algorithm
which can be used on any optimization algorithm. It assumes that the need
for accurate knowledge of objective values increases towards the end of the optimization run. Time-based DR makes only one sampling decision for each solution
(one-shot allocation) according to the elapsed time, the current overall number
of simulation runs Bt . However, if a solution survives into the next generation of
an evolutionary algorithm the decision is made again. The optimization is run
until the total number of solution evaluations B is reached, leavning only BF
samples for the ﬁnal population. The acceleration parameter a > 0 allows to
speed up or slow down the sampling allocation.

a
Bt
.
(3)
xTs = min 1,
B − BF
3.3

Time-Step Dynamic Resampling

We propose another time-based DR algorithm which uses an allocation function diﬀerent from Time-based DR. Instead of gradually increasing the allocation budget, Time-Step Dynamic Resampling allocates only bmin samples in the
beginning of the optimization runtime, like Static Resampling. At a certain time
threshold Bthr , the allocation is increased to bmax within a short period of time.
This allocation function cannot be created by changing the acceleration parameter a in Time-based DR. The sudden raise of the allocation function can be
done with the step function, as in Eq. 4.

0 if Bt < Bthr ,
TS
xs =
(4)
1 otherwise.
Another, smoother, way to rapidly increase the sampling allocation to bmax
is the Sigmoid function or, more general, the Logistic Growth [17,23]. The
allocation function of Time-Logistic Dynamic Resampling is given in Eq. 5,
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where γ > 0 is the growth rate, Bthr ∈ [0, 1] the point of highest growth, and
ν > 0 determines if the maximum growth occurs close to the lower or the upper
asymptote.
xTs S =
3.4

1
1

(1 + e−γ(Bt −Bthr )/(B−BF ) ) ν

.

(5)

Rank-based Dynamic Resampling

Rank-based DR [17] is a dynamic resampling algorithm which can be used on any
multi-objective optimization algorithm. It measures the level of non-dominance
of a solution and assigns more samples to solutions with lower Pareto-rank. It
can have a parameter allowing only the solutions with a Pareto-rank of n or less
to be allocated additional samples (RankMaxN-based DR) [18]. Since after each
added sample, the dominance relations in the population of an MOO algorithm
changes Rank-based DR is performed sequentially.
The normalized rank-based resampling need of RankMaxN-based Dynamic
Resampling, xRn
s , is calculated as in Eq. 6, where a > 0 is the acceleration
parameter for the increase of the time-based and rank-based sampling need. n is
the maximum considered Pareto-rank. Only solutions with Pareto-rank n or less
are considered for allocating additional samples. Furthermore, S is the solution
set of current population and oﬀspring, Rs is the Pareto-rank of solution s in S,
and Rmax = maxs∈S Rs .

a
min{n, Rs } − 1
=
1
−
.
(6)
xRn
s
min{n, Rmax } − 1
Rank-Time-based DR. Rank-based DR can be used in a hybrid version as
Rank-Time-based DR [18]. Thereby, it can use the information given by the
limited time budget B. A Rank-Time-based sampling allocation can be achieved
T
by using the minimum or the product of the Rank-based xR
s or Time-based xs
allocation functions (Eq. 7).

xRT
= min xTs , xR
= xTs xR
(7)
xRT
s
s ,
s
s.
3.5

Domination Strength Dynamic Resampling

We proposed Domination Strength Dynamic Resampling in [17], and present
an improved version here. Like for Rank-based DR, we are interested to know
the accurate objective values of Pareto-optimal solutions, or solutions which
are only dominated by a few other solutions. In Domination Strength DR, a
higher sampling budget is added to those solutions, but only if they dominate
many other solutions. The idea behind this is that we need to know the accurate objective values for Pareto-solutions which are surrounded by dominated
solutions, in order to make good selection decisions in the Evolutionary Algorithm. In order to reduce the sampling allocation for dominated solutions which
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themselves dominate many other solutions, we subtract the number of other
solutions by which the solution is dominated. The allocation function is given in
Eq. 8, where dom(s, S) is the number of solutions in the population which are
dominated by solution s, and Dmax = maxs∈P dom(s, P ). dom(P, s) is the number of solutions in the population which dominate solution s, or in other words,
to which solution s is inferior. The maximum count of dominating solutions is
therefore called Infmax = maxs∈P dom(P, s).
Similar to RankMaxN-based DR we introduce an upper limit n for counting the number of dominated or dominating solutions. Equation 8 deﬁnes the
allocation function of DSMaxN-based DR.

a
min{n, dom(s, P )} min{n, dom(P, s)}
−
xDSn
=
max
0,
.
(8)
s
min {n, Dmax }
min {n, Infmax }
DS-Time-based DR. In the same way as for Rank-Time-based DR, for DSbased DR we propose to deﬁne a hybrid version which gradually increases the
Domination-Strength-based allocation based on the elapsed optimization runtime. Using the information about the time limit, we are able to deﬁne hybrid
Dynamic Resampling algorithms with better performance. A DS-Time-based
sampling allocation can be achieved by using the minimum or the product of the
or Time-based xTs allocation functions (Eq. 9).
Domination Strength-based xDS
s

,
= min xTs , xDS
xDST
s
s

4

xDST
= xTs xDS
s
s .

(9)

Stochastic Production Line Model

The benchmark optimization problem used for evaluation is a stochastic simulation model described in [19], consisting of 6 machines (Cycle time 1 min, σ = 1.5
min, CV = 1.5, lognormal distribution) and 5 buﬀers with sizes ∈ [1, 50]. The
source distribution is lognormal with μ = 1 min and σ = 1.5 min, if not stated
otherwise. The basic structure is depicted in Fig. 2. The simulated warm-up time
for the production line model is 3 days and total simulated time of operation is
10 days. The conﬂicting objectives are to maximize the main production output,
measured as Throughput (TH) (parts per hour) and to minimize the sum of the
buﬀer sizes, TNB = Total number of buﬀers. This is a generalization of the lean
buﬀering problem [9] (ﬁnding the minimal number of buﬀers required to obtain
certain level of system throughput). In order to consider the maintenance aspect
the machines are simulated with an Availability of 90 % and a MTTR of 5 min,
leading to a MTBF of 45 min.

Fig. 2. A simplistic production line conﬁguration.
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In this stochastic production line model the cycle time of machine M4 has
a higher standard deviation (σ = 25 min, CV = 25) than the other machines,
causing a high standard deviation of the average throughput objective measured
during the whole simulation time. The CV of TH becomes 0.2089, i.e. around
20 % noise. We call this model PL-NM-20 % in the following. Dynamic Resampling algorithms are required to compensate for the noisy Throughput values.
Automated machine processes are essentially deterministic so that an automated production line has in principle very low variability. But in practice, a
single, stochastic, manual workstation is enough to add very high variability to
an automated production line [14]. The high variability may be caused by a
manual operator which is needed to start an automated process, e.g. after tool
changes. Or more commonly, the variability may be cause by a manual quality
inspection workstation in which the times for visually checking if there are any
defeats in the work-pieces vary signiﬁcantly.

5

Numerical Experiments

In this section, the described resampling algorithms are evaluated in combination
with the NSGA-II and HypE algorithms on benchmark functions and a stochastic
production line simulation model.
5.1

Problem Settings

Two function characteristics are important for experimentation. The function
complexity and the noise level. Therefore, we test the DR algorithms on the
ZDT1-5 % function, which has low complexity, and the ZDT4-5 % function with
high complexity. In order to test a high-noise function, we use the stochastic
production line model PL-NM-20 %. We conﬁgure it with CV=25 for machine
4, which gives an output noise of around 20 %.
The used benchmark functions ZDT1 and ZDT4 [25] are deterministic in their
original versions. Therefore, zero-mean normal noise has been added to create
noisy optimization problems. For example, the ZDT4 objective functions are
deﬁned as f1 (x) = x1 + N (0, σ1 ) and f2 (x) = g(x) 1 − x1 /g(x) + N (0, σ2 ),
n
where g(x) = 1 + 10(n − 1) + i=2 (x2i − 10 cos(4πxi )).
The two objectives of the ZDT functions have diﬀerent scales. Therefore, the
question arises whether the added noise should be normalized according to the
objective scales. We consider the case of noise strength relative to the objective
scale as realistic which can occur in real-world problems, and therefore this type
of noise is evaluated in this article. For the ZDT functions, the relative added
noise 5 % is (N (0, 0.05), N (0, 5)) (considering the relevant objective ranges of
[0, 1] × [0, 100]). In the following, the ZDT benchmark optimization problems
are called ZDT1-5 % and ZDT4-5 %.
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Algorithm Parameters

The limited simulation budget is chosen as B = 10, 000 replications for both the
ZDT problems and the production line problem. NSGA-II and HypE are run
with a crossover rate pc = 0.8, SBX crossover operator with ηc = 2, Mutation
probability pm = 0.07 and Polynomial Mutation operator with ηm = 5.
We set the minimum budget to be allocated to bmin = 1 and the maximum
budget to bmax = 15 for all Dynamic Resampling algorithms. Static Resampling
is run in conﬁgurations with ﬁxed number of samples per solution between 1 and 5.
Time-based Resampling uses a linear allocation, a = 1. The allocation threshold
of Time-Step DR is set to Bthr = 0.8. The allocation function of Time-Step Logis1
. Rank-based Resampling
tic DR is conﬁgured as xTs S = (1+e−40(Bt −0.6)/(B−B
F ) )0.5
and Rank-Time-based Resampling are run as RankMax5-based Dynamic Resampling and use linear allocation (a = 1) for both the rank-based and time-based criteria. Rank-Time-based Resampling uses the minimum of the Pareto-rank-based
= min{xTs , xR
allocation and the time-based allocation: xRT
s
s }. The same parameters are chosen for Domination Strength Dynamic Resampling and DS-Timebased Dynamic Resampling.
5.3

Performance Measurement

In this paper, the Hypervolume measure (HV) [26] is used for measuring convergence and diversity of the optimization results. For the HV metric, a Hypervolume
reference point HV-R and a Hypervolume base point HV-B for normalization must
be speciﬁed. For ZDT1-5 %, we use HV -R=(1,1) and HV -B=(0,0). For ZDT4-5 %,
we use HV -R=(1,20) and HV -B=(0,0). The HV performance of the PL-NM-20 %
model is measured with HV -R=(100,25) and HV -B=(10,45).
In order to get a second measurement value, the Inverse Generational Distance Metric (IGD) [6] is used to measure convergence and diversity for problems
where a reference Pareto-front is available. In order to measure convergence separately, the Generational Distance (GD) [24] is used, for optimization problems
with known true Pareto-front. For measuring the diversity of the population
separately, we use a new metric which is described in the following section.
Population Diversity (PD). In order to measure the diversity of a population, we use a metric based on the NSGA-II Crowding Distance [7], which
we proposed in [19]. It measures the diversity of not only the ﬁrst front, but
also of all other fronts in the population. This is because the diversity of the
fronts 2 . . . n inﬂuences the future development of the diversity of the ﬁrst front.
Another reason for measuring the diversity of all fronts in the population are
the noisy objective vectors. Some solutions that appear to be part of the ﬁrst
front of the population would be identiﬁed as dominated solutions, if the true
objective values were known.
Our goal is to calculate a diversity measure allowing us to compare the diversity of populations, therefore called Population Diversity PD. In order to make
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the value independent of the population size, the diversity measure δ based on
the Crowding Distance is calculated for each solution within the population; all
values are summed up and divided by the population size as in Eq. 10.
δ (s) / |P |.

P D (P ) =

(10)

s∈P

The formal deﬁnition of δ (sk ) is given in Eq. 11, where Nj are neighboring
solutions and we write Fi (sk ) := μn (Fi (sk )) to simplify the notation.

H
|Fi (sk ) − Fi (sN )|
if Fi (sk ) extremal,
δ (sk ) =
(11)
(s
)
−
F
(s
)|
otherwise.
|F
i
N
1
i
N
2
i=1
5.4

Results

The measured optimization performance results are shown in Table 1 for the
ZDT1-5 % benchmark problem, in Table 2 for the ZDT4-5 % benchmark problem,
and in Table 3 for the stochastic production line problem PL-NM-20 %.
Table 1. Performance measurement results on the ZDT1-5 % benchmark function for
NSGA-II and HypE with diﬀerent Dynamic Resampling algorithms. The measurement
is performed on the last population where bf = 25 ﬁnal samples have been executed.
HV
IGD
NSGA-II

GD

Static1

0.7493

0.3416

Static2

0.7141

0.3365

Static3

0.6225

Static4
Static5

PD

HV
HypE

IGD

GD

PD

0.0558 0.0438

0.4030

0.0780

0.0182

0.0570

0.1239

0.0233

0.4658

0.1282

0.0078

0.0693

0.3687

0.1191

0.0183

0.5328

0.0489

0.0090

0.0641

0.6159

0.3294

0.0678

0.0206

0.5306

0.0369 0.0104

0.0723

0.5218

0.3719

0.2711

0.0463

0.5977

0.0560

0.0082

0.0446

Time 1–10 0.7178

0.2928

0.2678

0.0538

0.6278

0.0446

0.0076

0.0538
0.0492

TS 1–10

0.6854

0.2755 0.2279

0.0573

0.4372

0.1108

0.0163

TSL 1–10

0.6617

0.3085

0.2162

0.0364

0.5682

0.0513

0.0085

0.0458

Rank 1–10 0.4387

0.4042

0.3887

0.0507

0.5249

0.0644

0.0095

0.0376

RT 1–10

0.7496

0.2861

0.2848

0.0569

0.5927

0.0548

0.0071 0.0382

R5 1–10

0.6677

0.3307

0.2737

0.0553

0.5927

0.0834

0.0129

0.0603

R5T 1–10

0.9100 0.3135

0.1048

0.0228

0.6738

0.0502

0.0133

0.0610

DS 1–10

0.5108

0.3576

0.3225

0.0345

0.4840

0.1602

0.0109

0.0354

DST 1–10

0.7576

0.2937

0.2507

0.0593 0.5437

0.1070

0.0134

0.0416

DS5 1–10

0.7231

0.3305

0.1818

0.0532

0.4585

0.2718

0.0084

0.0247

DS5T 1–10 0.8618

0.3151

0.1973

0.0445

0.6924 0.0517

0.0152

0.0866
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Table 2. Performance measurement results on the ZDT4-5 % benchmark function for
NSGA-II and HypE with diﬀerent Dynamic Resampling algorithms. The measurement
is performed on the last population where bf = 25 ﬁnal samples have been executed.
HV
IGD
NSGA-II

GD

PD

HV

IGD

Static1

0.5594

0.2825

0.1048

0.0321

0.4304

0.3635

0.0607

0.0177

Static2

0.3014

0.4077

0.1301

0.0398

0.4288

0.4160

0.1598

0.0468

Static3

0.5434

0.3535

0.1075

0.0223

0.2198

0.4255

0.1897

0.0367

Static4

0.0614

0.3596

0.1006

0.0169

0.2433

0.1592

0.0895

0.0485

Static5

0.0000

0.4360

0.1244

0.0105

0.0000

0.2451

0.2649

0.0518

0.1573 0.0903

0.0549

0.2016

0.2458

0.1245

0.0282

Time 1–10 0.0720

GD
HypE

PD

TS 1–10

0.6331

0.2406

0.0816

0.0422

0.6981

0.3978

0.0391 0.0087

TSL 1-10

0.2359

0.2248

0.0964

0.0373

0.2963

0.3956

0.1373

0.0436

Rank 1–10 0.0559

0.1879

0.1677

0.0467

0.0000

0.3628

0.1512

0.0270

RT 1–10

0.4020

0.3741

0.1158

0.0249

0.0000

0.4069

0.0958

0.0095

R5 1–10

0.1043

0.4240

0.1209

0.0187

0.0000

0.4259

0.1332

0.0430

R5T 1–10

0.5297

0.4057

0.0961

0.0196

0.3863

0.1284 0.0634

0.0275

DS 1–10

0.4754

0.3450

0.1495

0.0332

0.0567

0.3775

0.1512

0.0225

DST 1–10

0.0022

0.3929

0.1294

0.0236

0.4546

0.3876

0.1157

0.0221

DS5 1–10

0.2885

0.4135

0.0625 0.0080 0.0644

0.4140

0.1367

0.0263

0.6983 0.4007

0.0498

0.0153

DS5T 1–10 0.6530 0.3802

0.0648

0.0164

For the ZDT1-5 % function, it can be seen that considering the elapsed optimization time in sampling allocation increases the performance of both NSGA-II
and HypE, compared with DR algorithms that do not consider time. The R5T
and DS5T DR algorithms, combining dominance and time, show the best performance. The highest diversity could be achieved with the Domination Strength
allocation and the HypE algorithm.
Similar observations can be made on more complex ZDT4-5 % problem. However, not as high diversity values could be achieved. This is due to the fact
that the algorithms are not able to explore the whole Pareto-front within the
B = 10, 000 function evaluations. A ﬁnal population close to the Ideal Point is
found. Rank-based and Domination Strength-based DR both show good results,
with an advantage for Domination Strength-based DR.
On the stochastic production line model PL-NM-20 %, NSGA-II and HypE
show a similar performance. Time-based DR algorithms show the best results,
whereof Time-based Logistic DR, with an increase of samples around Bt = 0.6
shows the best results. The reason for the superiority of time-based Dynamic
Resampling is shown in the #Sol. column in Table 3. Time-based DR algorithms
save function evaluations in the beginning of the optimization runtime, using less
function evaluations for resampling. These evaluations can be used to explore the
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Table 3. Performance measurement results on the production line model PL-NM-20 %
for NSGA-II and HypE with diﬀerent Dynamic Resampling algorithms. The measurement is performed on the last population where bf = 25 ﬁnal samples have been
executed. The #Sol. column shows how many unique solutions have been simulated.
HV
PD
NSGA-II

#Sol HV
HypE

PD

#Sol

Static1

0.4899

0.0501

8800 0.4728

0.0505

8800

Static2

0.4860

0.0512

4400 0.4888

0.0353

4400

Static3

0.4667

0.0581

2900 0.4638

0.0485

2900

Static4

0.4614

0.0606

2200 0.4661

0.0599 2200

Static5

0.4390

0.0650

1750 0.4735

0.0373

1750

Time 1–10 0.4910

0.0552

2400 0.4602

0.0423

2400

TS 1–10

0.4688

0.0554

6800 0.4891

TSL 1–10

0.5079 0.0563

0.0330

6800

3850 0.5152 0.0334

3850

Rank 1–10 0.4355

0.0530

1150 0.4062

0.0359

1100

RT 1–10

0.4739

0.0718 2500 0.4674

0.0337

2550

R5 1–10

0.4891

0.0480

1900 0.4490

0.0367

1950

R5T 1–10

0.4995

0.0368

3650 0.4851

0.0479

3600

DS 1–10

0.4149

0.0642

2650 0.5110

0.0451

2400

DST 1–10

0.4883

0.0613

4800 0.4744

0.0460

4950

DS5 1–10

0.4824

0.0557

2050 0.4860

0.0445

2100

DS5T 1–10 0.5067

0.0594

4450 0.4817

0.0417

4600

objective space and Pareto-front instead. It can be observed that DominationStrength-based DR algorithms allocate less samples and have more unique solution evaluations available for objective space exploration.

6

Conclusions and Future Work

This paper has provided a number of existing and possible methodologies of
handling noise in multi-objective optimization algorithms. Diﬀerent possibilities from Static to several Dynamic Resampling strategies have been discussed.
Two stochastic, numerical two-objective problems and an uncertain production line optimization problem have been chosen to compare diﬀerent sampling
methodologies. As a conclusion, we ﬁnd that in EMO with limited time budget,
Hybrid Time-based Dynamic Resampling algorithms are superior to DR algorithms which do not consider the elapsed optimization runtime. The proposed
Domination Strength Dynamic Resampling variants show comparable results to
Pareto-Rank-based Dynamic Resampling algorithms.

Hybrid Dynamic Resampling Algorithms
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Future Work. In this paper, we focused on invariant-noise problems. In a
future study, we will evaluate Dynamic Resampling for general EMO with limited budget on optimization problems with variable output noise. This study
will compare Multi-objective Standard Error Dynamic Resampling [20], which
allocates samples until a certain objective accuracy is reached, with other Multiobjective Dynamic Resampling algorithms, like the MOCBA algorithm [5] or
Conﬁdence-based Dynamic Resampling [21], on optimization problems with different noise landscapes.
Acknowledgments. This study was partially funded by the Knowledge Foundation,
Sweden, through the BlixtSim and IDSS projects. The authors gratefully acknowledge
their provision of research funding.
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pp. 366–380. ISBN 978-3-319-15934-8 (2015)
19. Siegmund, F., Ng, A.H.C., Deb, K.: Dynamic resampling for preference-based evolutionary multi-objective optimization of stochastic systems. Submitted to European Journal of Operational Research (2016). http://www.egr.msu.edu/kdeb/
papers/c2015020.pdf
20. Siegmund, F., Ng, A.H.C., Deb, K.: Standard Error Dynamic Resampling for
Preference-based Evolutionary Multi-objective Optimization. Submitted to Computers & Operations Research (2016). http://www.egr.msu.edu/kdeb/papers/
c2015021.pdf
21. Syberfeldt, A., Ng, A.H.C., John, R.I., Moore, P.: Evolutionary optimisation of
noisy multi-objective problems using conﬁdence-based dynamic resampling. Eur.
J. Oper. Res. 204(3), 533–544 (2010). ISSN 0377–2217
22. Tan, K.C., Goh, C.K.: Handling uncertainties in evolutionary multi-objective optimization. In: Zurada, J.M., Yen, G.G., Wang, J. (eds.) Computational Intelligence:
Research Frontiers. LNCS, vol. 5050, pp. 262–292. Springer, Heidelberg (2008)
23. Tsoularis, A.: Analysis of logistic growth models. Res. Lett. Inf. Math. Sci. 2, 23–46
(2001). ISSN 0377–2217
24. Van Veldhuizen, D.A.: Multiobjective Evolutionary Algorithms: Classiﬁcations,
Analyses, and New Innovations. Ph.D. thesis, Department of Electrical and Computer Engineering, Graduate School of Engineering, Air Force Institute of Technology, Wright-Patterson AFB, Ohio, USA (1999)
25. Zitzler, E., Deb, K., Thiele, L.: Comparison of multiobjective evolutionary algorithms: Empirical results. Evol. Comput. 8(2), 173–195 (2000)
26. Zitzler, E., Thiele, L.: Multiobjective optimization using evolutionary algorithms a comparative case study. In: Schoenauer, M., Schwefel, H.-P., Eiben, A.E., Bäck,
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result population. Multi-objective evolutionary algorithms that
can perform guided search with preference information are, for
example, the R-NSGA-II algorithm [9], Visual Steering [30],
and progressively approximated value functions [8].
Besides limited optimization time, Simulation-based Optimization entails the challenge of handling noisy objective
functions [1], [2], [17], [32], [15]. To obtain an as realistic as
possible simulation of the system behavior, stochastic system
characteristics are often built into the simulation models.
When running the stochastic simulation, this expresses itself
in deviating result values. Therefore, if the simulation is run
multiple times for a certain system configuration, the result
value is slightly different for each simulation run.
If an evolutionary optimization algorithm is run without
noise handling on a stochastic simulation optimization problem, the performance will degrade in comparison with the
case if the true mean objective values would be known. The
algorithm will have wrong knowledge about the solutions’
quality. Two cases of misjudgment will occur. The algorithm
will perceive bad solutions as good and select them into
the next generation (Type II error). Good solutions might be
assessed as inferior and might be discarded (Type I error).
The performance can therefore be improved by increasing the
knowledge of the algorithm about the solution quality.
Resampling is a way to reduce the uncertainty about
objective values of solutions. Resampling algorithms evaluate
solutions several times to obtain an approximation of the
expected objective values. This allows EMO algorithms to
make better selection decisions, but it comes with a cost. As
the modeled systems are usually complex, they require long
simulation times, which limits the number of available solution
evaluations. The additional solution evaluations needed to reduce uncertainty of objective values are therefore not available
for exploration of the objective space. This exploration vs.
exploitation trade-off can be optimized, since the required
knowledge about objective values varies between solutions. For
example, in a dense, converged population which often occurs
in Preference-based EMO, it is important to know the objective
values well, whereas an algorithm which is about to explore the
objective space is not harmed much by noisy objective values.
Therefore, a resampling strategy which samples the solutions
carefully according to their resampling need, can help an EMO
algorithm to achieve better results than a static resampling

Abstract—In simulation-based Evolutionary Multi-objective
Optimization the number of simulation runs is very limited, since
the complex simulation models require long execution times. With
the help of preference information, the optimization result can be
improved by guiding the optimization towards relevant areas in
the objective space, for example with the R-NSGA-II algorithm
[9], which uses a reference point specified by the decision maker.
When stochastic systems are simulated, the uncertainty of the
objective values might degrade the optimization performance.
By sampling the solutions multiple times this uncertainty can
be reduced. However, resampling methods reduce the overall
number of evaluated solutions which potentially worsens the
optimization result.
In this article, a Dynamic Resampling strategy is proposed
which identifies the solutions closest to the reference point which
guides the population of the Evolutionary Algorithm. We apply
a single-objective Ranking and Selection resampling algorithm in
the selection step of R-NSGA-II, which considers the stochastic
reference point distance and its variance to identify the best
solutions. We propose and evaluate different ways to integrate
the sampling allocation method into the Evolutionary Algorithm.
On the one hand, the Dynamic Resampling algorithm is made
adaptive to support the EA selection step, and it is customized to
be used in the time-constrained optimization scenario. Furthermore, it is controlled by other resampling criteria, in the same
way as other hybrid DR algorithms. On the other hand, R-NSGAII is modified to rely more on the scalar reference point distance
as fitness function. The results are evaluated on a benchmark
problem with variable noise landscape.

I. I NTRODUCTION
The goal of Preference-based Evolutionary Multi-objective
Optimization is to provide the decision maker with a set
of alternative solutions within a limited area of the objective space. If the optimization problem is a simulation of
a practical, real-world optimization problem, the number of
solution evaluations is usually limited [18]. Preference-based
optimization allows to find a better result set of solutions in
the preferred area within the available optimization time. In
this way, a Preference-based EMO algorithm can find a nondominated front which is closer to the true Pareto-front within
the preferred area than the result front that can be attained
by an algorithm which explores the whole Pareto-front. As a
second goal, in order to provide the decision maker with a
solution set which are genuine alternatives, Preference-based
EMO needs to preserve a certain amount of diversity in the
1

sampling techniques for EMO and for Preference-based EMO
are reviewed. Section III explains the R-NSGA-II algorithm
and an extension with scalar fitness function is proposed. On
this basis, Section IV presents a new Ranking and Selectionbased resampling algorithm and hybrid algorithm variants.
Section VI shortly explains benchmark problems with variable
noise landscape, which are used for evaluating the proposed
resampling algorithms. In Section VII, numerical experiments
on benchmark functions are performed and evaluated with
performance metrics for preference-based multi-objective optimization. In Section VIII, conclusions are drawn and possible
future work is pointed out.

allocation. Such a strategy is called Dynamic Resampling, DR.
In this article we propose new Dynamic Resampling strategies
for Preference-based EMO. They are evaluated together with
the Preference-based EMO algorithm Reference point-guided
Non-domination Sorting Genetic Algorithm-II optimization
algorithm (R-NSGA-II) [9], which uses reference points specified by the decision maker to guide the population towards
the preferred area in the objective space.
The resampling need varies between solutions and can be
calculated in many different ways [27], [28]. One approach is
to assign more samples to solutions close to the Pareto-front.
Since in real-world problems, the Pareto-front is not known,
this can be achieved approximatively by assigning more samples to solutions as the optimization time progresses. Another
approximation strategy is to assign more samples to solutions
that dominate more other solutions, or are dominated by fewer
other solutions, respectively. This is done by, for example,
Confidence-based Dynamic Resampling and the MOPSA-EA
algorithm [31], or Rank-based Dynamic Resampling [25],
[26], [27], [28]. In our case, when preference information
is available, increased sampling budget can be assigned to
solutions close to a preferred area (i.e. in this article close to a
R-NSGA-II reference point). This valuable information allows
for DR algorithm with better performance to be designed. DR
algorithms which use distance as a resampling criterion, i.e. the
DDR algorithm [25], [26], [27], [28], and Progress-based DR
algorithms [26], [27], [28] perform better than DR algorithm
which do not have the distance information available. The
second important approach is to assign samples in order to
compare the objective values of solutions. EMO algorithms
have a selection operator which determines if solutions will
be part of the next population or be discarded. This approach
is used by the MOPSA-EA algorithm [31] which compares
pairs of solutions using Confidence-based DR (CDR) or the
MOCBA and EA approach [5] (Multi-objective Optimal Computing Budget Allocation), which compares sets of solutions.
Both approaches use a method called Ranking and Selection
[12], and both algorithms show promising results.
In this article, we propose a Dynamic Resampling algorithm which uses a Ranking and Selection method to allocate
samples for a single-objective fitness function. The R-NSGAII algorithm uses the scalar reference point distance as secondary fitness criterion. The single-objective version OCBA
of the MOCBA algorithm was proposed in [4] identifies the
alternative design with the best performance value out of a
set of candidate designs or configurations of a system. In
[3], an algorithm variant was proposed which identifies the
best m alternatives, called OCBA-m. This algorithm can be
used to identify a set of solutions with the best reference
point distances in R-NSGA-II. We show how this algorithm
can be integrated with the R-NSGA-II algorithm to support it
in the best possible way. We also propose a modification of
the R-NSGA-II algorithm, in order to give a higher emphasis
to the reference point distance as a fitness criterion, without
losing control over the population diversity of the Evolutionary
Algorithm. Similar to previously published hybrid Dynamic
Resampling algorithms [25], [26], [27], [28], we show how
the distance-based OCBA-m Dynamic Resampling algorithm
can be controlled by other resampling criteria.

II. R ESAMPLING A LGORITHMS
In this section, Dynamic Resampling algorithms are reviewed as a reference for the Ranking and Selection Strategy
proposed in this paper.
A. Generally applicable resampling algorithms
In this section resampling algorithms from the literature
are described which do not rely on an external preferenceinformation of the decision maker. However, they can be
applied both on MOO algorithms which explore the Paretofront and algorithms which explore a preferred part of the
Pareto-front.
1) Static Resampling: Static Resampling assigns the same
fixed number of samples to all solutions involved in an optimization run. It is popular among optimization practitioners
since it requires a relatively small implementation effort.
The disadvantage is that accurate knowledge of the objective
vectors is not needed for all solutions: Not all solutions have
objective values with high variability, and in the beginning of
an optimization run the benefit of accurate values usually does
not justify their cost. The degenerated form of Static Resampling with only one sample per solution achieves competitive
results [26], since the optimization has more solutions available
for exploring the search space. But with the exception of this
special case, Static Resampling is inferior to many Dynamic
Resampling algorithms.
2) Time-based Dynamic Resampling: Time-based DR [25]
is a generally applicable dynamic resampling algorithm which
can be used on any optimization algorithm. It assumes that
the need for accurate knowledge of objective values increases
towards the end of the optimization run. Time-based DR
makes only one sampling decision for each solution (oneshot allocation) according to the elapsed time. However, if a
solution survives into the next generation of an evolutionary
algorithm the decision is made again.
3) Rank-based Dynamic Resampling: Rank-based DR [25]
is a dynamic resampling algorithm which can be used on any
multi-objective optimization algorithm [29]. It measures the
level of non-dominance of a solution and assigns more samples
to solutions with lower Pareto-rank. It can have a parameter
allowing only the solutions with a Pareto-rank of n or less to
be allocated additional samples (RankMaxN-based DR) [26].
Rank-based DR can be used in a hybrid version as RankTime-based DR [26]. Rank-based Dynamic Resampling shows
good results on the (R-)NSGA-II algorithm which is expected
since the dominance relation is its dominant fitness measure.
Since after each added sample, the dominance relations in the
population of an MOO algorithm changes, Rank-based DR is
performed sequentially.

The paper is structured as follows. In Section II, different re-
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4) Standard Error Dynamic Resampling: The SEDR resampling algorithm assigns the number of samples to a solution
based on its objective variance, for each solution individually.
It was proposed in [10], as a single-objective DR algorithm.
Here, a multi-objective version is described. SEDR continuously adds samples to a solution until the standard error of the
mean falls below a user-defined threshold sen (s) < seth .
In order to formulate the termination criterion for multiple
objectives we calculate an aggregation of the standard error of
the mean of all objectives [25] and push it below the threshold
seth . We propose to use the maximum standard error of all
objective values.
sen (s) := max seni (s) < seth .
i

C. Hybrid SEDR Strategies
Similar to the hybrid DR algorithms proposed in [26], MOSEDR can be combined with other resampling criteria [28].
We proposed hybrid SEDR algorithms which allocate samples
both based on the noise level of a solution s, and on another
criterion p ∈ [0, 1], or on multiple other criteria. Different
Hybrid Multi-objective SEDR variants can be defined, as
described in the following sections.
1) Standard Error Time-based DR: The SEDR threshold
seth (p), or the min./max. number of samples bmax (p) and
bmin (p), or both, are controlled by the elapsed optimization
time.
2) Standard Error Rank-Time-based DR: The SEDR parameters seth (s, p), or bmax (s, p), bmin (s, p) are controlled
both by the Pareto-rank of a solution s and the elapsed
optimization time, according to the sampling allocation of the
RankMaxN-Time-based DR algorithm [26].
3) Standard Error Distance-based DR: In Standard Error
Distance-based Dynamic Resampling, or SE-DDR, seth (s, p),
or bmax (s, p), bmin (s, p) are adapted according to a solution’s
distance to a reference point, as in the Distance-based Dynamic
Resampling (DDR) algorithm [26]. As mentioned above, DDR
also considers population progress and elapsed optimization
time as sampling criteria.
4) Standard Error Distance-Rank-based DR: Standard Error Distance-Rank-based Dynamic Resampling, which we call
SEDR2, uses the allocation of the Distance-Rank-based Dynamic Resampling algorithm (DR2) [26] to control seth (s, p)
or bmax (s, p), bmin (s, p), thereby combining five resampling
criteria: Standard error and Pareto-rank of a solution, distance
and progress towards a R-NSGA-II reference point, and the
elapsed optimization time.

(1)

seni (s),

i = 1 . . . H, we
By using the maximum of all
guarantee that the termination criterion is satisfied for all
objectives.
B. Preference-based resampling algorithms
The DR algorithms in this section use preference information specified by a decision maker to define their sampling
allocation. In this paper, the preference information is specified
as reference points in the objective space for R-NSGA-II.
These resampling algorithms are described here, since we
propose hybrid extensions of SEDR which are based on and
build in the same way as the algorithms below.
1) Progress-based Dynamic Resampling: Progress-based
DR is described in [26]. Its premise is that if the R-NSGA-II
population progress towards a reference point slows down the
population members are concentrated in a small area. In this
situation the algorithm will benefit from accurate knowledge
about the objective vectors. The disadvantage of this strategy
becomes apparent in a situation of premature convergence. If
a population based optimization algorithm gets stuck in a local
optimum, it has been shown that more objective uncertainty,
and not less, can be helpful to escape the local optimum.
2) Distance-based Dynamic Resampling, DDR: DDR was
proposed in [25] and it assigns samples to a solution based
on its distance to a reference point. Since a reference point in
the objective space can be unattainable by the optimization,
the hybrid DDR algorithm combines the distance allocation
with a progress measure. Such unattainable reference points are
common, since the decision maker usually will pick a reference
point out of an optimistic area in the objective space. Therefore, if the optimization convergence slows down, the progress
measure will indicate that the best attainable solutions with the
closest distance to the reference point have been found and the
sampling allocation is increased to bmax for those solutions. In
addition, DDR also considers the elapsed optimization time, in
order to handle situations of premature convergence in a local
Pareto-front where the progress measure causes unwanted high
number of samples [25], or if a satisfying convergence never
is achieved during the optimization runtime.
3) Distance-Rank-based Dynamic Resampling, DR2: DR2
was proposed in [26] and it combines Distance-based DR
and Rank-based DR [25]. Since DDR is involved, DR2 is a
preference-based DR algorithm. Due to the promising results
of Rank-Time-based DR in [26] we combined the rank criterion with the distance resampling criterion and were able to
show its superiority for complex optimization problems.

III. T HE R-NSGA-II ALGORITHM
For evaluation of the Dynamic Resampling algorithms
in this paper, the preference-based multi-objective Evolutionary Algorithm R-NSGA-II (Reference point-based Nondomination Sorting Genetic Algorithm II) is used, as well as
an R-NSGA-II algorithm variant.
The R-NSGA-II algorithm was proposed in [9] and is
based on the NSGA-II algorithm [6]. NSGA-II is a populationbased Evolutionary Algorithm for optimization problems with
multiple objectives. In the selection step, NSGA-II sorts the
population and offspring into multiple fronts and selects front
by front into the next population, as long as the fronts can
be selected as a whole. If the next front can only be selected
partially, NSGA-II uses a clustering method called Crowding
Distance to determine which solutions of the front shall be
selected, in a way that increases population diversity. The
parental selection for offspring generation follows this fitness
hierarchy.
R-NSGA-II replaces the secondary fitness criterion Crowding Distance by the distance to user-specified reference point(s)
R, which helps the Evolutionary Algorithm to focus on a
preferred region instead. An example for the R-NSGA-II
selection step in the objective space is depicted in Figure 1. In
order to not lose too much population diversity, a clustering
mechanism with a minimum objective vector distance  is used.
The same fitness hierarchy, i.e., dominance first, then reference
point distance, is used for parental selection.
3

Objective2 (minimize)

Objective2 (minimize)

A. Extended R-NSGA-II - Scalar fitness
In this paper, an extended variant of the R-NSGA-II algorithm is proposed, which which is designed according to two
objectives. In this paper, we propose a Dynamic Resampling
algorithm which only works on a scalar fitness function. We
therefore propose an R-NSGA-II extension where the scalar
fitness criterion is used exclusively during a large part of the algorithm runtime. This distance-based fitness function supports
a second design objective. It can speed-up the convergence
towards the preferred area in the objective space. We call this
modification Delayed Pareto-fitness, and the algorithm variant
DPF-R-NSGA-II. This method works in a way that, until a
certain point of the elapsed optimization runtime, fitness comparisons are done only based on the distance to the reference
point(s), which otherwise is the secondary fitness criterion of
R-NSGA-II (Figure 2). In this way, the optimization algorithm
does not aim to cover a whole front and can thereby converge
faster towards the preferred area. After a certain point in time
has been reached, the normal operation mode of R-NSGA-II
is resumed. This guarantees a diverse and focused final result
front.

ε

R

Objective1 (minimize)

Fig. 2. R-NSGA-II algorithm with delayed Pareto-fitness (DPF-R-NSGA-II)
– Example for selection step in objective space in the same scenario as in
Figure 1. The distances from the objective vectors to the reference point R
are compared and the best |P | = 6 solutions are selected.

scalar fitness function, we designed DPF-R-NSGA-II in a way
so that the scalar fitness criterion is used exclusively during
a large part of the algorithm runtime. The extension will be
described in the next subsection.
B. Delayed Pareto-fitness
The selection step of the original R-NSGA-II algorithm
in a two-dimensional objective space was shown in Figure 1.
As mentioned, the predominance of the Pareto-fitness in the
algorithm (the non-domination sorting has a higher priority
than the reference point distance) can lead to that the convergence is delayed. The algorithm loses times when converging
towards the Ideal Point or while exploring the whole Paretofront. The distance-based fitness function in DPF-R-NSGA-II
can speed-up the convergence. However, an algorithm which
only uses a scalar fitness criterion cannot maintain diversity
in the population. We therefore include the R-NSGA-II based clustering method in DPF-R-NSGA-II. The solutions
are first sorted based on their reference point distance. The
solution with the lowest reference point distance is selected,
and all other solutions in its -vicinity in the objective space
are added to a cluster of solutions that are not considered
for selection. The same procedure is done repeatedly for the
remaining solutions, until |P | solutions outside of each others
-vicinity have been selected. In the case that less than |P |
solutions have been selected, the process is restarted with the
solutions that have not been considered for selection.
The Pareto-dominance has an even stronger effect on
population diversity than the -clustering method, and therefore
the standard operation mode of R-NSGA-II is started as soon
as a certain time-threshold θt is reached. Also, the standard
mode with Pareto-dominance and reference point distance is
activated as soon as a solution is found that dominates the
reference point, and if the euclidean distance metric is used.
This means that the reference point is attainable, and a fitness
function based on the euclidean distance to the reference point
alone does not work for attainable reference points.
The time threshold control of DPF-R-NSGA-II can be
replaced by a distance-based control. For example, a progress
measurement can be used and the operation mode can be
switched back and forth adaptively if the progress falls below
a threshold, p < θp . Another example would be to use an

ε

R

Objective1 (minimize)

Fig. 1. R-NSGA-II algorithm – Example for selection step in objective space.
The population size is |P | = 6. Four solutions are selected out of the first
front, and two out of the second front.

Our results on the bi-objective ZDT benchmark function
suite with deterministic objective functions [35] have shown
that R-NSGA-II in the standard configuration of [9] with
population size 50 will first focus on towards the Ideal Point
[24], then the population will explore the Pareto-front, and first
then it will focus towards the reference point of R-NSGA-II.
This leads to a delay in convergence towards the reference
point. Our experience shows that this effect is even stronger
for optimization problems with noisy objective functions.
An algorithm similar to DPF-R-NSGA-II has been proposed in [16]. This algorithm compares two solutions s1 and
s2 by the Pareto-dominance relation, if they are within a certain
region around the reference point R with radius dmin + δ to
R in the current population. dmin is the current best distance
to R, and δ a user defined parameter. If both s1 and s2 are
outside the region, then they are compared by their reference
point distance only. Solutions inside of the region are preferred
to solutions outside. Since dmin is continuously updated as
the population progresses, the are comparisons by dominance
and distance in every generation of the EA. Since we want to
employ a Dynamic Resampling algorithm which works on a
4

solution, since this means that the optimization process has
less samples available to explore the search space, leading to
worse optimization results.
In the following, the OCBA-m algorithm is described in
detail with slight notation variation in comparison to the original formulation. At first, the following notation is introduced
in Table I.

adaptive control similar to the distance-progress-time dynamic
resampling allocation function, xDDR
< θd , where sm is
sm
the closest solution to the reference point in the population,
dm = mink {dk }.
An Evolutionary Algorithm using a only a distance-based
fitness function but no diversity preservation mechanism was
done by [30] and is called Visual Steering. They guide the
search towards an arbitrary attractor point in the objective
space. However, their guided search by attractor point is not
using Pareto-dominance which leads to the described effect,
that for attainable reference points the best solutions cannot
be found. Instead, an accumulation of solutions around the
reference point is found as result set.

TABLE I.
N OTATION FOR OCBA- M APPLIED TO THE
DISTANCE - BASED SELECTION PROBLEM , CALLED D-OCBA- M .

rsk
d¯k
σk
Nk
σ̄k
n0
Ntotal

IV.

DYNAMIC D ISTANCE - BASED S AMPLING A LLOCATION
In the extended R-NSGA-II, during the major part of the
runtime, the fitness value is the distance to a reference point.
Therefore, during this time with this operational mode, DPFR-NSGA-II works as a single-objective optimization algorithm
(except for the -clustering mechanism. Out of the solution
set S = P ∪ O of parents and offspring, the best m = |P |
solutions are selected. This means we need to partition S into
the set of the best m solutions, Sm and the rest S \ Sm . This
is a classic Ranking and Selection problem [12], and we try
to solve it with the OCBA-m algorithm (Optimal Computing
Budget Allocation) described in [3], [34], which allocates the
samples in a way to make the best decision which solutions
have a fitness above and below a threshold c. Or in other
words, it aims at increasing the probability for correct selection
according to the scalar distance-based fitness value. We call
this algorithm D-OCBA-m.

Sm

Reference point closest to solution sk .
Mean of the distance of the objective vector of
solution sk to reference point rsk , dk = d(sk , rsk ).
Standard deviation of stochastic variable dk .
Number of samples for solution k.
Standard deviation of the mean d¯k . σ̄k = √σNk .
k
Minimum number of samples for all solutions.
The overall number of samplings that can be
executed.
The subset containing the best m solutions.

As objective function to be maximized, the probability of
correct selection is chosen. This means that all solutions in the
set Sm have a distance value smaller than c, and all solutions
in the complementary set have a fitness value higher than c.
The problem is formulated as follows in Equation 2.
max

N1 ...N|S|

A. Distance-based OCBA-m (D-OCBA-m)
Since we want to do an optimal selection sampling to
support a single objective evolutionary algorithm we can make
use of existing sampling strategies. The hypervolume-based
evolutionary algorithm tested in this paper generates a set of
offspring solutions and selects a subset of these solutions into
the next generation. There is a sampling algorithm that has
been developed for this purpose: The OCBA-m algorithm [3].
OCBA-m identifies the top m solutions of a given solution set
based on their scalar fitness value. It chooses a threshold c
based on the current knowledge about the solutions so that the
best m solutions have a higher fitness value than c. These best
m solutions are selected and all solutions with a lower fitness
value than m are discarded. The sampling budget for a solution
is then assigned based on the difference of the sampling mean
of the solution fitness to c, and on the variance of the solution.
It should be noted that OCBA-m assumes all fitness values
to be non-correlated [13], [14]. For our purpose, we use the
distance to R as solution fitness.
Since this paper focuses on optimization with a limited
time-budget, our experience shows that is is beneficial to limit
the maximum number of samples by bmax , as we have done
in this paper. In the original algorithm specification, there
is no upper limit for the maximum number of samples per
solution. This led to sampling allocations up to five times as
high as bmax which we use for other dynamic resampling
algorithms. In our previous publications, we found that the
trade-off between problem exploration and exploitation within
the limited time budget limits the number of samples which
can be spent on one solution in a meaningful way. There is
a diminishing marginal utility in adding more samples to a

Y


P d¯k ≤ c

sk ∈Sm

where c =
s.t.

|S|
X

Y


P d¯k ≥ c

sk ∈S
/ m

σ̄km+1 d¯km + σ̄km d¯km+1
σ̄km + σ̄km+1

(2)

Nk ≤ Ntotal ,

k=1

Nk ∈ N, n0 ≤ Nk ≤ bmax , k = 1 . . . |S|
In Equation 2, km is the index of the m-th best solution.
This means that in the list of solutions sorted by reference
point distance, there are m − 1 solutions that are closer to r
than for solution m. The index km+1 belongs to the next best
solution in the ordered list. This solution and all other worse
solutions are not selected into the next population.
With Karush-Kuhn-Tucker the allocation is optimal if the
following holds [3] for all solutions i, j (Equation 3).

2
Ni
σi /δ̄i
=
, where δ̄i = d¯i − c.
(3)
Nj
σj /δ̄j
This allocation can be achieved by selecting one solution
arbitrarily (let it be solution s) and putting all other in relation
to it, as in Equation 4.
βi =

Ni
, i = 1 . . . k.
Ns

(4)

The βi can be calculated using Equation 3. The allocation for solution i, with respect to the problem constraint
P|S|
k=1 Nk ≤ Ntotal , can now be calculated approximately
as in Equation 5. This allocation will most probably not be
optimal, since δi and σi can only be estimated and are not
known accurately. This allocation is done based on the n0
5

initial samples for each solution. After the sampling based on
the allocation in Equation 4 is performed, a repeated allocation
would yield very different new Ni . Ntotal needs to be chosen
as Ntotal > |S|n0 , in order to allow the minimum required
allocation n0 for all solutions.
$
%
βi
Ni = P
Ntotal
(5)
j βj

are expensive to calculate δ should be set higher. The algorithm
runtime will decrease but the sampling allocation will not be
as accurate anymore. The decision for a certain δ is dependent
on the evaluation time of the function to be optimized. If the
algorithm running time is very short in relation to the function
execution time (e.g. for simulation optimization in our case)
a small δ can be chosen. The sequential procedure is written
down in Algorithm 1.

Each Ni is assigned its correct share of Ntotal : Ni =

Algorithm 1 OCBA-m Sequential Sampling Procedure based
on [3], [4], and [12].
1: Generate initial population and sample each solution n0
times.
k
j
β
2: Calculate sampling allocation Nk = P kβ Nmax , k =
j j
1, . . . , |S|, as in Equation 5.
3: Assign
each
solution
the
additional
budget


min δ, max 0, Nkν+1 − Nkν .
4: Perform the sampling. If the sum of all assigned budget
≥ Ntotal , then sample only the solutions with the highest
β, until Ntotal is reached.
5: Increase Nmax by ∆.
6: Stop if the sum of all assigned budget ≥ Ntotal , otherwise
go to step 2.

Ni

b Pβiβj Ntotal c = b PNsNj Ntotal c = b PNiNj Ntotal c.
j

j Ns

j

B. Iterative D-OCBA-m procedure
On all occasions where the mean d¯k or the standard
deviation σk of a solution is required, we approximate them
by the sample mean µn (dk ) and the sample standard deviation
σn (dk ). The new notation is given in Table II. Since the
information about a solution becomes more accurate with every
sample drawn, the budget allocation should be recalculated
after a few new samplings have been executed. Based on the
better knowledge about the solutions better allocation decisions
can be made. Therefore, D-OCBA-m is executed in an iterative
manner. It is a sequential sampling strategy. Asymptotically,
the allocation will be optimal. For the variance estimation to
be good enough, the authors in [3] suggest n0 ≥ 5.
TABLE II.

µn (dk )
σn (dk )
Nmax
∆
δ
ν

In this paper, a variant of Algorithm 1 is used. We allow to
exceed Ntotal slightly in the last iteration of the algorithm to
allow sampling according to the sampling allocation (remove
the condition in Step 4).

A DDITIONAL NOTATION FOR D ISTANCE - BASED OCBA- M
FOR ITS ITERATIVE APPLICATION .

Sample mean of the distance of the objective
vector of solution sk to reference point rsk .
Sample standard deviation of dk .
The current maximum budget that can be assigned
P|S|
to all solutions, i.e. k=1 Nk ≤ Nmax . Nmax is
increased iteratively.
Nmax is increased iteratively by ∆.
Maximum additional samples per solution and
iteration.
Iteration counter.

C. Dynamic Best Sampling vs. Selection Sampling
We propose an alternative to the Selection Sampling procedure that the original OCBA-m was designed as: Dynamic Best
Sampling, abbr. DB Sampling. Similar to MOCBA [5], which
identifies the non-dominated solutions, this variant of the
OCBA-m algorithm identifies the best, or the better solutions,
according to the reference point distance. Like for the MOCBA
sampling algorithm, this set of identified best solutions does
not need to be the same as the set of selected solutions by the
EMO algorithm. For the Dynamic Best Sampling OCBA-m
variant, less solutions than the selected solutions are identified.
The reason for this is that the Selection Sampling OCBAm with m = |P |/2 will spend a lot of sampling budget on
the other half of the solutions which will be discarded by the
evolutionary algorithm during the selection process. Usually,
the most samples are allocated to solutions which are almost
inside or outside of the identified set Sm . By keeping m below
|P |/2, those solutions are selected into the next population, and
the optimization algorithm can still make use of those solutions
and the invested samples. For m = 1, we call this algorithm
variant Best Sampling.
During the optimization runtime, we change the size of the
set of best solutions Sm which shall be identified. In the beginning, we only identify the best solution by resampling. Later
during the runtime, we identify the set of mmax solutions. The
number of best identified solutions mp is set dynamically as in
Equation 6. We set mmax to mmax = |P |/2, and mmin = 1.

As distance function the Achievement Scalarization Function is used. The sample mean of the distance µn (dk )
is calculated as d¯k ≈ µn (dk ) = µn (d(sk , rsk )) =
δASF (µn (F (sk )), rsk ) = maxH
i=1 {µn (Fi (sk )) − rski }. The
sample standard P
deviation σn (dk ) is based on µn (dk ): σk2 ≈
n
j
1
2
σn (dk ) = n−1 j=1 (dk − µn (dk ))2 , where djk is the j-th
sample of dk .
In every iteration ν, only a few
 new samples are drawn
based on the following rule: min δ, max Nkν+1 − Nkν , 0 .
A maximum of δ new samples are executed and if the new
budget Nkν+1 is smaller than the old budget Nkν no additional
samples are executed. For this paper, the sampling algorithm
is implemented in the way that if solution k has already been
sampled before more than or exactly Nkν + δ times, no new
samplings are executed. This is a common case since solutions
that are selected into the next population are sampled again in
the next iteration. Therefore, the overall number of executed
samples by the sampling algorithm can change with every
iteration of the evolutionary algorithm.
If the fitness values can be calculated fast δ should be
chosen small (e.g. δ = 1). Many iterations will be executed and
a good budget allocation will be the result. If the fitness values

mp = b(1 − p)(mmax − mmin ) + mmin )e .

(6)

p ∈ [0, 1] in Equation 6 can be set as the elapsed
optimization time as in Section II-A2, or as the reference point
distance as in Section II-B2.
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V. H YBRID OCBA- M
In [10], [23], [25], [26], [27], and [28], it has been
shown that it is beneficial for the algorithm performance if
the dynamic resampling algorithm makes use of additional
resampling criteria. The sampling allocation level of the DOCBA-m procedure can be controlled by these criteria. For
example, this could be the elapsed optimization time, or the
distance to the Pareto-front, approximated by the distance
to a user-specified reference point, as in section II, or the
(objective-wise) distance to the Ideal Point [11].
The additional criterion or combination of criteria is integrated into the OCBA-m procedure in the following way.
Ntotal is made adaptive by specifying two quantities, b̄min and
b̄max , which determine the initial and final number of samples.
The quantities specify a number of samples per solution and
are multiplied by the number of considered solutions |S|, as
in Equation 7. |S|b̄min is the minimum value for Ntotal and
|S|b̄max the maximum.


p
Ntotal
= |S|(p(b̄max − b̄min ) + b̄min ) .
(7)

C. DDR-D-OCBA-m
The distance to a reference point in the objective space
can be used to control D-OCBA-m. For the distance-based
allocation, the reference point distance of the solution with
index km is used, i.e. the m-th best solution according to the
reference point distance. Since it is desirable to also include
the progress to the reference point and the elapsed optimization
time, we use the allocation function of the DDR algorithm [25]
to control OCBA, p = xDDR
skm .
D. DR2-D-OCBA-m
This algorithm combines the DDR-D-OCBA-m with the
Rank-based control in Formula 8. According to the name
of the Distance-Rank-based Dynamic Resampling algorithm
[27], DR2, we call this dynamic resampling algorithm DR2-DOCBA-m. The distance indicator the reference point distance
of the solution with index km is used, i.e. the m-th best solution
according to the reference point distance. p = xDR2
skm . As
for Rank-Time-based D-OCBA-m in section V-B, it shall be
noted that, despite the name, it is not the DR2 algorithm [26]
that is used to control D-OCBA-m, because the Pareto-rank
information is used in a different way.

b̄min should be chosen as b̄min > n0 ≥ bmin , and b̄max as
b̄max ≤ bmax . It shall be noted that the number of samples for
each individual solution is not limited by these quantities. The
individual number of samples is limited by bmax , bmin , and n0 .
The parameter p is set based on another resampling criterion,
like the elapsed optimization time, distance or progress to a
reference point, or combinations thereof, which makes the DOCBA-m procedure a hybrid dynamic resampling algorithm.
Those different hybrid D-OCBA-m algorithms are described
in the following subsections. In addition, a different way to
control the D-OCBA-m allocation based on the Pareto-rank
of solutions is presented, which can be combined with the
adaptive control in Equation 7.

VI. O PTIMIZATION P ROBLEMS
Variance-based Dynamic Resampling algorithms have an
advantage over resampling algorithms not considering objective variance if they are used in the optimization of functions
with variable noise. This function property is called Noise
Landscape [10].
In this paper, we evaluate the variance-based DR algorithms
on three different variants of the ZDT4 benchmark function
from the ZDT benchmark problem suite [35], which we
proposed in [28]. In the original version the function output
of these functions is deterministic. In order to create noisy
variants, we add a variable noise landscape on the output
values. We use relative noise, i.e. the general noise level is
given in percent of the objective ranges. We designed the noise
landscapes to change the noise level depending on the quality
of the solutions. In other words, a solution with objective
values closer to the Pareto-front than other solutions will have
a different noise level. The ZDT functions have a component
which controls this distance. It is called g-function, and we use
its normalized value in Equation 9 to control the noise level.

A. Time-based D-OCBA-m
The additional criterion p is set as the elapsed optimization
time.n0 is usually chosen as n0 ≥ 2, in order to be able to
calculate a standard deviation. This leads to that a lot of samples are spent on bad solutions which are discarded anyways.
In order to avoid this waste of samples, bmax and thereby n0
and bmin are reduced to 1, when the time-based allocation
bs = min {bmax , bpt (s)(bmax − bmin + 1)c + bmin } indicates
a sample value of 1. This way of saving sampling budget was
proposed for the hybrid MO-SEDR variants in [28].

l(s) = (g(s) − 1)/(gmax (s) − 1).

B. Rank-Time-based D-OCBA-m
For the Rank-Time-based D-OCBA-m, we propose to make
use of the maximum Pareto-rank parameter of RankMaxNTime-based Resampling Solutions with a rank of n or
worse are assigned one sample only, and are not considered
for Dynamic Resampling by the OCBA-m procedure. The
RankMaxN allocation formula, proposed in [27], is given
in Equation 8. The Rank-based control can be combined
with the time-based control of D-OCBA-m, resulting in the
RankMaxN-Time-based D-OCBA-m algorithm, or RnT-DOCBA-m. It shall be noted that, despite the name, it is not the
RankMaxN-based DR algorithm [27] that is used to control
D-OCBA-m, because the Pareto-rank information is used in a
different way.

a
min{n, Rs } − 1
xRn
=1−
.
(8)
s
min{n, Rmax } − 1

(9)

We perform experiments on two different noise landscapes
which can be used on all ZDT benchmark functions. A noise
landscape with changing noise level for the ZDT functions can
be created as in Equation 10. The hills and valleys are created
by the sine function and we therefore call it trigonometric noise
landscape.
Ltrig (s) = −(1 − Lmin )|sin(N πl(s) − φ)|a + 1.

(10)

A graph of the trigonometric noise level function is shown
in Figure 3. The challenge of this landscape are its many hills
and valleys, similar to the Cosinusoidal noise landscape in
[10]. N ∈ N allows to specify the number of peaks, while
a ≥ 1 influences the width of the peaks. By changing the
phase offset φ, a low or high noise level can be set at the
Pareto-front.
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B. Algorithm parameters
The limited simulation budget is chosen as 10,000 solution
replications. R-NSGA-II is run with population size |P | = 50,
a crossover rate of pc = 0.8, SBX crossover operator with
ηc = 2, Mutation probability pm = 0.07, and Polynomial
Mutation operator with ηm = 5. The Epsilon clustering
parameter is chosen as  = 0.001. The R-NSGA-II variant
with delayed Pareto-fitness, DPF-R-NSGA-II, is run with a
time threshold θt = 0.75. This means that until 7,500 function
evaluations, a purely distance-based optimization algorithm is
used for optimization. After this time limit, the ordinary RNSGA-II is run.
For all resampling algorithms, the minimum budget to be
allocated is bmin = 1 and the maximum budget is bmax = 10.
Static Resampling is run in configurations with bs ∈ [1, 5].
Time-based Resampling uses uses a linear allocation, a = 1.
Rank-Time-based Dynamic Resampling is run as RankMax5based DR and uses linear allocation for both the rank-based
(b = 1) and time-based criteria (a = 1). Rank-Time-based
Resampling uses the minimum of the Pareto-rank-based allocation and the time-based allocation: xRT
= min{xTs , xR
s }.
s
Progress-based Dynamic Resampling is done with the average
progress P of the last n = 3 populations. Distance-ProgressTime-based Dynamic Resampling DDR uses delayed (a = 2)
distance-based allocation. Distance-Rank-based Dynamic Resampling DR2 uses the same parameters as the underlying
resampling algorithms.
The SEDR threshold is set to seth (s) = 20, and bmin = 2.
If it is adapted during the optimization runtime, it can vary
between seth (s, p) ∈ [10, 20]. For the Rank-based hybrid MOSEDR algorithms, i.e., SE-RT-DR, SE-DDR, and SEDR2, we
accelerate the allocation by choosing the time-based acceleration parameter a = 0.5, in order to facilitate higher resampling
rates in the beginning of the optimization run.
D-OCBA-m is configured with n0 = 2, b̄min = 2.5,
b̄min = 5, δ = 1, and ∆ = 0.1|P | = 5. For the Dynamic Best
Selection D-OCBA-m algorithm, the mp can vary between
mmin = 1 and mmax = |P |/2 = 25. The adaptation is
controlled by the elapsed optimization time. For Selection
Sampling D-OCBA-m, m is set to |P |.
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Fig. 3. This Figure shows the trigonometrical variable noise level Ltrig (s)
based on the g-function in the ZDT benchmark problem suite. The parameters
are set to N = 10, a = 3, φ = π/2, and Lmin = 0.05.

The variable noise landscape for the ZDT functions is then
created by multiplying the original fixed standard deviation of
the objective functions, σ1 , σ2 , with the variable noise level L,
as in Equation 11.

 

N (0, σ1v (s))
N (0, L(s)σ1 )
=
(11)
N (0, σ2v (s))
N (0, L(s)σ2 )
In the following section, EMO algorithm performance is
evaluated on ZDT functions with the variable noise landscape
described here.
VII. N UMERICAL E XPERIMENTS
In this section, the described resampling techniques in
combination with R-NSGA-II are evaluated on benchmark
functions with different noise landscapes. To facilitate comparison, the experiments are grouped in experiments where no
preference information is used for resampling and experiments
where the resampling algorithm uses information about the
distance to a reference point R defined for R-NSGA-II. The
reference point is chosen to be unattainable in all experiments.
The definition of an unattainable reference point is that it is not
on the Pareto-front and no solution can be found that dominates
it [21]. This case of pessimistic or attainable reference points
is not considered in this article. We refer to the feature of RNSGA-II that allows the interactive adaption of a pessimistic
reference point, that has been identified as an attainable one
during the optimization process, and to move it forward to
turn it into an unattainable point. A Distance-based Dynamic
Resampling algorithm for attainable reference points has been
proposed in [25]. Future work will cover a detailed evaluation
of Dynamic Resampling algorithms for attainable reference
points.

C. Performance measurement
All experiments performed in this study are replicated 10
times and mean performance metric values are calculated.
Additional bf = 25 samples are added to the final population
to allow confident implementation decisions. The Focused
Hypervolume performance measure which is described in the
following is used to quantify the performance comparison
between different DR algorithms. For the figures where the
performance measurement has been performed over time during the optimization run, an interpolation of the metric values
is done, on intervals of 100 function evaluations.
1) Focused Hypervolume F-HV: To measure and compare
the results of the different resampling algorithms together with
R-NSGA-II the Focused Hypervolume performance metric for
-dominance based EMOs (F-HV) is used [26], [27]. Figure 4
shows the points in the objective space which define the FHV measurement. F-HV applies a cylinder filter along an
axis from R perpendicular to the Pareto-front. All solutions
with objective vectors within this cylinder are passed on to
the regular hypervolume measurement. The cylinder has a
radius based on  and the population size of R-NSGA-II. F-

A. Problem settings
For the ZDT4 function with invariant noise level, the
relative added noise (20%) is (N (0, 0.2), N (0, 20)), as the relevant objective ranges are [0, 1]×[0, 100]). For the optimization
problems with variable noise landscape, the objective standard
deviations are adjusted by the noise level L(s) as in Equation
11. In the following, this problem is called ZDT4-20%.
The phase offset φ of the trigonometric noise landscape
function is set to φ = π/2, the number of peaks to N = 10,
and the peak-width parameter a to 3, for all functions. The
minimum noise level is set to Lmin = 0.05. The reference
point is chosen as R = (0.05, 0.5).
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HV-R

Objective2 (minimize)

D

s

d <= r

Fig. 6. F-HV measurement results as in Figure 5, but with the original
R-NSGA-II algorithm.
R
HV-B

TABLE III.

F-HV MEASUREMENT RESULTS ON THE ZDT4-20%
BENCHMARK FUNCTION FOR DIFFERENT DYNAMIC R ESAMPLING
ALGORITHMS ON R-NSGA-II AND ITS VARIANT WITH DELAYED
PARETO - FITNESS , DPF-R-NSGA-II. T HE MEASUREMENT IS PERFORMED
ON THE LAST POPULATION WHERE bf = 25 FINAL SAMPLES HAVE BEEN
EXECUTED . D-OCBA- M IS RUN AS DYNAMIC B EST S AMPLING .

Objective1 (minimize)

Fig. 4.
The Focused Hypervolume (F-HV) performance measure with
cylinder filter of radius r. Solution s is only passed on to the regular
hypervolume measurement, if it is contained in the cylinder, which means
d ≤ r. Solutions outside of the cylinder subspace are not considered.

Fig. 5. F-HV measurement results on the ZDT4-20% benchmark function
with trigonometric noise landscape for different sampling modes of Timebased D-OCBA-m on DPF-R-NSGA-II. For the last population, bf = 25
final samples per solution have been executed. For all the other measurement/interpolation points (interval 200), 25 post-processing samples are
calculated, which are not included in the simulation budget limit B =10,000.
The error bars show the standard error of the mean of five experiment runs.

HV requires four points to be specified: A reference point
R, a direction point D, and a hypervolume reference point
and base point HV -R and HV -B. For ZDT4-20%, we use
R =(0.05, 0.5), HV -R = (1, 50) and HV -B = (0, 0), and HV D=HV -R. Due to the high noise levels of the used benchmark
function and the limited sampling budget, the cylinder radius r
is increased to r = c |P2 | , c ≥ 1. An increased value of c = 2
is used. Other performance metrics for Preference-based EMO
algorithms were created by [22] and [7].

F-HV ZDT4-20% DPF

Default

Static1
Static2
Static3
Static4
Static5

0.0762
0.3247
0.1914
0.1623
0.0000

0.1135
0.3192
0.3577
0.1985
0.0000

Time 1-10
R5T 1-10
DDR 1-10
DR2 1-10

0.2696
0.3081
0.2539
0.3570

0.1577
0.3120
0.3402
0.3620

SE-Time-DR 1-10
SE-RT-DR 1-10
SE-DDR 1-10
SEDR2 1-10

0.1623
0.2119
0.3630
0.3241

0.2009
0.2319
0.2540
0.3285

D-OCBA-m
D-OCBA-m
D-OCBA-m
D-OCBA-m

0.4048
0.3771
0.4263
0.3934

0.3647
0.3249
0.4059
0.3437

Time
R5T
DDR
DR2

lems with variable noise when the Dynamic Best Sampling
variant is used. Together with the R-NSGA-II variant with
delayed Pareto-fitness DPF-R-NSGA-II, the best results could
be achieved. For future work we have the following ideas:
• Evaluate the proposed variance-based resampling algorithms on more benchmark functions with different
complexity from the ZDT benchmark problem suite,
and on a real-world simulation optimization problems
with variable noise landscapes.
• Perform a study on test problems with different noise
strength in order to see how the algorithms behaves
under different noise levels. In particular, the relationship between the objective noise level of the problem
and the total simulation budget and maximum allowed
number of samples per solution shall be investigated.
• Compare the D-OCBA-m algorithm with other
variance-based Dynamic Resampling algorithms, such
as MOCBA [5], CDR and MOPSA-EA [31].
• For extended analysis of the distance-based Dynamic
resampling algorithm variants, future work will cover
their evaluation in optimization scenarios with attainable reference points.
• Propose and evaluate different methods to control
the adaptive delay of the DPF-R-NSGA-II, which
consider the distance to a reference point.

D. Experiment results
In Figure 5, we show a continuous F-HV measurement on
ZDT4-20% with trigonometric noise landscape on the DPF-RNSGA-II algorithm. We compare the three different sampling
modes for D-OCBA-m. The results show that Dynamic Best
Sampling performs best. In Figure 6, the same comparison is
done for the original R-NSGA-II. As expected, here the order
of the three modes is different. Since we want to choose one
of the three modes for our experiments, we choose Dynamic
Best Sampling due to the better result with DPF-R-NSGA-II.
Having identified Dynamic Best Sampling as best operation
mode for D-OCBA-m, we compare this result with optimization runs of the Dynamic Resampling algorithms from Section
II, shown in Table III. The results show that D-OCBA-m is
able to deliver better results than the best variance-based and
non-variance-based DR algorithms, on the DPF-R-NSGA-II
algorithm variant. As expected for the standard R-NSGA-II,
most D-OCBA-m variants cannot achieve significantly better
results.
VIII. C ONCLUSIONS
The results show that the distance-based D-OCBA-m procedure is able to support the R-NSGA-II algorithm for prob9
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Abstract
Stochastic simulation is the most popular tool among industrial practitioners and academic researchers
alike for quantitative analysis of production systems. Recent advancement in research on formulating
production systems improvement problems into multi-objective optimization ones has provided the
possibility to predict the optimal trade-offs between improvement costs and system performance, before
making the final decision for implementation. However, the fact that stochastic simulations rely on
running a large number of replications in order to cope with the randomness and obtain some accurate
statistical estimates of the system output, has posed a serious issue for using this kind of multi-objective
optimization in practice, especially with complex models. Many algorithms that consider the preferences
of the decision-maker in order to converge to find the optimal trade-off solutions faster. In simulation
literature, advanced dynamic resampling procedures have also proposed to avoid wasting a multitude of
simulation replications to non-optimal solutions. However, very few attempts have been made to study
the advantages of combining these two approaches to further enhance the performance of
computationally-expensive optimizations for complex production systems. This paper therefore
proposes some combinations of preference-based guided search with dynamic resampling mechanisms
into an evolutionary multi-objective optimization algorithm to lower both the computational cost in resampling and the total number of simulation evaluations. Specifically, it shows the performance
enhancements of the referenced-point based algorithm, R-NSGA-II, when augmented with three
different dynamic resampling mechanisms with increasing degrees of statistical sophistication, namely:
(1) time-based, (2) distance-rank and (3) OCBA, and with applications to two real-world production
system improvement studies. The results have shown that the more stochasticity that the simulation
models exert, the more the statistically advanced dynamic resampling mechanisms could significantly
enhance the performance of the optimization process.

Keywords
Production Systems Improvement, Multi-Objective Optimization, Multi-Criteria Decision Making.

1. Introduction
Real-world optimization problems very often involve multiple objectives that have to be considered
simultaneously. In terms of production systems improvement, there are almost always at least two
objectives to be considered – the targeted condition (Rother 2009) and the cost of improvement. As in
many real-world multi-objective problems (MOP), it is obvious that these two objectives are in conflict
with each other, so that an improvement in one objective can only be obtained at the expense of
degradation in at least one of the other objectives. These kinds of MOPs can be readily solved by an apriori approach which basically transforms the problem into a single-objective one by formulating the
objective functions as a single, weighted-sum function. However, this is usually not applicable if the
decision maker (DM) does not explicitly know how to weigh the various objectives before any optimal
alternatives are known. At the same time, it is not easy to understand the effects of the weights, in terms
of correlation and nonlinear outcomes, meaning that a small change in weights may change the solution
dramatically. In contrast to the a-priori approach where the DM has to explicitly determine their
preference regarding the objectives before the optimization process, a posterior approach aims to find
the entire set of best “trade-off” or so-called Pareto-optimal solutions, so that the DM can decide which
solution to implement after the optimization has been completed. The goal of a posterior optimization
approach is therefore to find a converged set of solutions that also feature wide diversity, in order to
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spread as much as possible in the objective space and form an optimal trade-off curve/surface, or socalled efficient frontier (EF). This approach is very desirable, since it allows the DM to obtain a more
complete picture about the problem under study, e.g. the relationship between the decision variables and
the objectives (Bandaru, Ng and Deb, 2016), and provides the DM with many alternatives to choose
from. However, it becomes a critical issue if the optimization process involves computationallyexpensive function evaluations, e.g., stochastic simulation runs on large-scale, complex models.
In terms of production systems analysis, stochastic simulation is not only a popular tool for the
evaluations of long, complex and real-world production systems, but probably the only feasible choice,
especially when the processing times and downtimes follow non-exponential or non-normal
distributions (Negahban and Smith 2014). Stochastic simulation is the only available choice for
researchers and practitioners in industry alike if more complex flows and other types of variability (e.g.
setups) are included in the study of unbalanced production lines. As claimed by Tempelmeier (2003),
“If quantitative performance evaluation is carried out at all (in industry), then in almost any case
simulation is the only tool used”. Wang and Chatwin (2005) summarize the three major weaknesses of
analytical/mathematical methodologies, compared to computer simulation: (1) analytical evaluation is
impractical when it encounters stochastic elements, such as many random and non-linear operations that
exist in virtually any manufacturing system; (2) due to randomness in a dynamic system which changes
with time, the mathematical modelling of a complex dynamic system requires many simplifications
which may cause the models to become invalid; (3) analytical methods are not sufficient for optimization
because of mathematical models can only be built with simplifying assumptions that may affect the
accuracy of the optimization results. Additionally, they also point out that in many cases one must resort
to simulation even though the system under study is analytically tractable because some performance
measures of the system have values that can only be computed by running simulations. Having listed all
these advantages offered by simulation, it is still an important issue that stochastic simulations rely on
running a large number of replications in order to cope with the randomness and obtain some accurate
statistical estimates at a specified level of confidence (Chen and Lee 2010). While the recent advance in
computing technology has greatly ameliorated this issue, Kleijnen (2015), however, correctly points out
that modelers also demand greater modelling complexity when the technology advances. Therefore, it
is not difficult to understand that the computational cost grows very quickly, with regard to handling a
stochastic MOP in which the aim is to both generate a wide-spread Pareto-optimal solution set and, at
the same time, ensuring the statistical soundness of the optimal solutions. For instance, a simulation
model that takes a CPU 3 minutes to execute a replication run will cost 250 hours, if 10 replications are
required and the optimization takes 5000 evaluations, which for any DM would simply be a prohibitively
long waiting period. As a matter of fact, it is not surprising that in a real industrial decision-making
situation that involves a short lead time, either the simulation accuracy or the optimality of the solutions,
or even both, have to be compromised for the DM if such a stochastic MOP approach has to be used. In
order to address this issue, many techniques that aim to obtain more accurate results with a reduced total
number of replications and/or evaluations have been proposed in the literature. In terms of reducing the
number of replications, most of these techniques involve the idea that replications should be dynamically
allocated to solutions that are believed to be near-optimal. This kind of dynamic allocation of
replications is also commonly called dynamic resampling, since the mechanism attempts to identify
which solutions should be given more samples during the optimization process. Optimal Computing
Buffer Allocation (OCBA)(Chen et al. 2008) is the best example of these advanced statistical techniques
that can estimate the optimal number of replications to the solution. These can be combined with various
evolutionary algorithms to optimize the accuracy of the optimal solutions. For example, a confidencebased dynamic re-sampling integrated into the well-known NSGA-II algorithm to improve the
confidence of the Pareto ranking was proposed in (Syberfeldt et al. 2009).
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On the other hand, in terms of reducing the total number of evaluation for faster convergence toward
the efficient frontier, a guided search that takes into account the preference(s) of the DM during the
optimization seems to be a promising approach proposed by EMO researchers (Branke, 2008). While it
may be impractical for a DM to completely specify the trade-offs between the different objectives as
suggested in an a-priori approach, it is also reasonable to assume that a DM has at least some rough idea
about what he/she would prefer. In the literature related to Multi-Criteria Decision Making (MCDM),
there is an abundance of methods that a DM can use to interactively specify his/her preference(s)
regarding the objectives. With such interactive methods, procedures of some iterative algorithms can be
repeated so that a DM can progressively provide the preference information required to find the most
preferred solution. Miettinen, Ruiz & Wierzbicki (2008) identify three ways in which a DM can provide
preference information to the interactive methods: (1) trade-off information; (2) classification-based,
and (3) reference point (RP) approach. In general, trade-off information concerns determining, to a
certain quantity, how much improving a certain objective will deteriorate another one. Such a trade-off
relationship can be measured objectively, when the move from one feasible solution to another one is
considered, so-called objective trade-off. It can also be acquired subjectively, when the DM determines
how much of the value of one objective can be sacrificed in order to desirably improve another one at a
specified quantity. Therefore, two different schemes, whether to determine at each iteration the objective
trade-offs and present them to the DM, or ask the DM to provide the subjective trade-off information in
order to find a Pareto-optimal solution, are developed in different trade-off-based interactive methods.
The latter, subjective methods usually assume the DM has an implicit value function, v, so that the aim
of the iterative algorithms is to use the progressively acquired trade-off information to approximate and
maximize v.
With classification methods, the DM indicates his/her preferences by classifying which objective
function should be improved and which one could be impaired or relaxed from its current values
(Miettinen, Ruiz and Wierzbicki 2008). For example, the satisficing trade-off method, STOM proposed
by Nakayama (1995), asks the DM to classify the objective functions into three classes: (1) I≤, values
should be improved; (2) I≥ values can be relaxed and (3) I=, those values are accepted. The DM has to
specify the desirable aspiration levels for the functions in I≤ and the upper bounds for functions in I≥.
In comparison, while classification methods assume that some objective function must be allowed to
become worse, a reference point to be selected in the RP approach can be chosen more freely. The RP
approach requires the DM to specify RP(s) in terms of aspiration and reservation levels for all objective
functions. Pareto-optimal solutions can then be generated through maximizing some achievement
scalarizing function (ASF) which is a non-linear aggregation of the objective functions. As an interactive
approach, the DM is supposed to learn about the decision situation and to explore different interesting
parts of the Pareto-optimal set through freely modifying the RPs. This learning aspect through
interactively varying the preferences is more flexible, compared to the two other methods. On a 2D/3D
plane, the RP approach would also allow the DM to easily verify visually whether the obtained results
correspond to his/her preferences (Mkaouer et al., 2013). At the same time, the RP approach makes it
possible to find Pareto-optimal solutions that correspond to multiple preference conditions
simultaneously. Additionally, RP-based methods are applicable to MOPs with a large number of
objectives (>3), a large number of variables, with linear or non-linear constraints (Chikumbo, Goodman,
& Deb, 2012), partly because the preference relation gives a finer order of vectors of objective space
than only the Pareto dominance relation (López-Jaimes & Coello Coello, 2014). With such motivations,
several algorithms with the capability to focus the search towards the preference areas in the objective
space, specified by RPs, have been proposed.
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As reviewed in this introduction, many algorithms that consider the preferences of the DM to converge
to Pareto-optimal solutions faster. There are also significant efforts in proposing various dynamic
resampling procedures to avoid wasting an abundance of simulation replications to non-optimal
solutions. However, to our best knowledge, very few attempts have been made to illustrate the
advantages of combining both of these two approaches to further enhance the performance of the
algorithm, especially if the problems under study involve computationally-expensive evaluations, such
as production systems simulation. The aim of this paper is therefore to propose a combination of a
preference-based guided search with DR into an evolutionary multi-objective optimization (EMO)
algorithm to lower both the computational cost in re-sampling and simulation evaluations. Specifically,
based on the above discussions about the advantages and flexibility offered by the interactive RP
approach, we carry out an experimental, comparative study of performance enhancements of R-NSGAII augmented with three DR mechanisms with increasing degree of statistical sophistications, namely:
(1) time-based, (2) distance-rank and (3) OCBA, with the original R-NSGA-II and NSGA-II, when
applied to real-world production systems improvement.
In the remainder of this paper, we first introduce how a production systems improvement problem can
be formulated into a MOP in Section 2, including an outline of how a RP-based algorithm can enhance
the accuracy and efficiency when a low-budget computational cost (i.e. limited number of re-samples)
is sought or allowed. Then, in Section 3, we describe the three DR mechanisms selected for examination
in this paper. Section 4 introduces R-NSGA-II and how it can be augmented with the selected DR
mechanisms. Experimental results when applied to the DR-augmented R-NSGA-II in two real-world
production system simulation models are presented in Section 5, followed by conclusions and future
work in Section 6.

2. Production Systems Improvement as MOP
Consider a general MOP that consists of m objective functions, fi(x), i=1,…,m, which can be minimized
and maximized with x as a decision (design) vector, comprising n decision variables, xi, within their
respective lower bounds (xiL) and upper bounds (xiU). Mathematically,
Maximize/Minimize F(x)={f1(x),…, fm(x)}

(1)

Subject to 𝐱 = (𝑥1 , 𝑥2 , … , 𝑥𝑛 )𝑇 ,
where 𝑥𝑖𝑙 ≤ 𝑥𝑖 ≤ 𝑥𝑖𝑢 and 𝑖 = 1,2, … 𝑛.
For a continuous MOP, we call Φ = ∏𝑛𝑖=1[𝑥𝑖𝑙 , 𝑥𝑖𝑢 ] ⊂ ℝ𝑛 as the design space. ℤ𝑚 is called the objective
space with the mapping 𝐅: Φ → ℤ𝑚 that evaluates f1(x),…, fm(x), for x ∈ Φ. For a production systems
design or improvement problem, 𝑥𝑖 can be either continuous or discrete. While processing times and
availability are continuous by nature, they can be restricted to be discrete in most practical situations.
Similarly, layout geometry and conveyor lengths can be formulated as either continuous or discrete.
In many MOPs, where the objectives fi(x) are in conflict with each other, finding a single best optimal
design is impossible because improving one objective would deteriorate the other (Deb, 2004). This
gives rise to the concept of Efficient Frontier (EF) that denotes the best trade-off in ℤ𝑚 with respect to
fi(x). The definition of dominance is essential for an optimization to find and compute x that constituent
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EF: considering only Min{f1(x),…, fm(x)}, a design vector x1 is said to dominate another solution vector
x2, denoted as x1≼x2, iff f1(x1) ≤fi(x2) ∀𝑖 ∈ {1, … , 𝑚}, but ∃𝑗 ∈ {1, … , 𝑚} s.t. f1(x1) < fi(x2). A decision
vector x* ∈ Φ is Pareto-optimal if ∄x that dominates x*. In other words, the Pareto-optimal set, PS,
consists of x* that are non-dominated to each other in ℤ𝑚 . Equivalently, an objective vector z*∈ ℤ𝑚 is
Pareto-optimal if the decision vector correspondent to it is Pareto-optimal (Miettinen, 1999). With the
above formulation, it is not difficult to understand that an optimization-based design approach will
involve a process for finding the PS that forms EF so that a DM can make a final selection on which z*
to choose. In the literature this is referred to as the post-optimality decision-making process that involves
some higher-level information that very commonly include some preferences of the DM which were not
formulated into the objectives in the MOP.
Several of our previous papers have shown the subtle relationship between production systems
improvement and MOPs (Pehrsson, Ng and Bernedixen, 2011)(Pehrsson, Ng and Stockton,
2013)(Pehrsson, Ng and Bernedixen, 2016). The basic idea proposed was based on an observation that
many decision-making situations in production system improvement projects can be effectively
formulated into MOPs. While the primary objective is usually related to a key performance index (KPI),
such as system throughput or manufacturing lead-time, the investments, or steps of changes
(improvement actions as described in ref) needed to improve various attributes of the system can be
formulated as the second objective of the MOP. For example, if the production system throughput (τ) is
the primary KPI as the improvement target, so that f1(x)=maximize(τ), then we can define the total
number of changes, i.e. improvement actions, as minimize(f2(x)) in the MOP. If we consider three types
of discrete, two-level decision variables: {αi, βi, γi}, i=1,…,n, where n=number of workstations so that
each variable can either be set to its original values or to some improved values, to represent the possible
improvements for availability, processing times and repair times, respectively for a workstation i, such
that, e.g., αi={0.9, 0.95}, βi={65sec., 60sec.} and γi={20min., 10min.}, then mathematically, the second
objective in the MOP can be formulated as a summation function:
n
n
n
f 2 x   min( i 1ˆ i  i 1 ˆi  i 1ˆi )

(2)

where:

ˆ i  0,1, ˆi  0,1, ˆi  0,1

as the binary variables which represent if whether correspondent

decision variables, αi, βi and γi retain their original values or are changed to some improved values. For
instance, with the above example, if αi is not changed (i.e. 0.9), then ˆ i  0 . Otherwise ˆ i  1 if αi is
improved to 0.95. Similarly, ˆi  1 if βi is cut to 60 seconds and ˆi  1 if γi is reduced to 10 minutes. It
is very important to note that improved values for βi and γi mean their values are reduced.
With this formulation, the second objective function is a discrete function that varies in the range [0, 3n]
because the maximum number of changes can only be 3n. Figure 1 illustrates this bi-objective problem
in a graphical way, showing how the Pareto-optimal solutions in the objective space can be used to
support the decision-making in regarding the selection of the optimal (minimal) changes required to
improve the system in order to achieve the target throughput.
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Figure 1. Objective space and EF by formulating a production systems improvement problem into a
MOP.
In Figure 1, the original throughput, τ0, represents the current condition when no improvement has been
made, i.e. f2(x)=0. If the target of the KPI is τ t, then in the objective space, z*1 denotes the optimal
number of changes (ct) required to improve the production system from τ 0 to τ t. As illustrated, z*t
dominates z1 since they have the same f2(x) value, however, a higher τ can be achieved with z*t. On the
other hand, in this MOP, τmax can also be a very interesting value for the DM, because it denotes the
maximum τ that can be obtained for the production line under study, when all possible changes that are
can be made in this MOP are considered. Note that τmax can be further increased if the processing times
of the workstations, βi, can be further reduced to some values not considered in the MOP. However,
since reducing physical processing times can only be done to a certain extent and αi is always <1 (max.
availability 100%) and γi ≥ 0, there is always a maximum practical τ in a real production system. Any
solutions beyond z*max, e.g. z2, which give a τ ≤ τmax with f2(x) value > cmax are dominated by z*max
because they require more, un-necessary changes and would certainly be considered as undesirable by
the DM.
In a real-world decision-making situation, finding z*t is a crucial process especially if the DM already
has a clear target KPI value in mind despite the fact that how this preference information in the objective
space can be provided for the optimization process is an interesting issue that has induced research into
different methods. On the other hand, although the DM may have the target τ t clearly in mind, finding
a single z*t, which could be done with a single-objective optimization process can be undesirable,
because the DM may want to explore more possible solutions around (ct, τ t,) for several reasons. Firstly,
it may be preferable to select a slightly higher value than τt in order to add a safety factor to τt to
compensate some possible evaluation error of the model (simulation) evaluation (see also the discussion
below on the estimation of fi(x)) or to address what is called preference correlation. This is a situation
where a DM would prefer to have one performance measure higher or lower than intended in order to
compensate for another performance measure that is being higher or lower than normal (Rosen,
Harmonosky & Traband, 2007). Such a preference correlation situation can occur easily if the DM has
explored the existence of some optimal trade-off solutions around τt that exert ‘knee’ points in MOP
literature (Branke et al., 2004)(Deb and Gupta, 2011), shown as z*k in Figure 2. As illustrated in Figure
2a, despite that τt is the target, but since the cost (required changes, ct – ck) of advancing from z*k to z*t
is high, the small gain with τt – τk may not justify so that the DM might relax τt and select z*k as the
chosen solution for implementation. On the other hand, for the ‘knee’ case in Figure 2b, the cost of
increasing τt to τk, represented as ck - ct, is so small the DM would be very comfortable selecting z*k. In
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both cases, the DM has gained better knowledge about the behaviour of the system under study and the
decision can be made with greater confidence which could not be easily obtained without finding more
trade-off solutions. In this way, the DM adjusts τt according to some broader information gained in a
multi-objective optimization process, which cannot be easily acquired from single-objective
optimization, and is referred to as ‘knowledge-driven optimization’ (Bandaru, Ng and Deb, 2016).
Max(f1)

τt
τk

Max(f1)

z*t

z* k

EF

τk
τt

τ0

EF

z*k
z*t

τ0
ck

ct

ct ck

Min(f2)

(a)

Min(f2)

(b)

Figure 2. Possible ‘knee’ points around τt in the objective space of the MOP for production systems
improvement.
With a simulation-based optimization approach, all function evaluations are done through the simulation
model, giving only an estimation of fi(x). In other words, F(x) can only be estimated by 𝐅̂(x) through
the performance values obtained from simulation replication runs. Stochastic simulation will result in
different 𝐅̂(x) in each replication so the estimated output objective function values used for the
optimization are actually 𝐅̂(x) = {(∑𝑟𝑗=1 𝑓1,𝑗 (𝐱))/𝑛,… , (∑𝑟𝑗=1 𝑓𝑚,𝑗 (𝐱))/𝑛}. Therefore, MOP is in general
more computational demanding than single-objective optimization, requiring many more function
evaluations (Simon, 2013). The fact that stochastic simulation requires multiple replications to reduce
the uncertainty of the objective functions evaluations has further increased the computational burden of
finding x*. Several important topics for future MOO research is given in (Simon, 2013), including: (1)
automatic, on-line adaptation of tuning parameters; (2) hybrid MOO and local search strategies; (3)
algorithms that can provide good performance with few function evaluations; (4) efficient algorithms
for many (>3) objectives; (5) the incorporation of user preferences into the algorithms. The DM is not
always interested in the whole EF which has led to the idea that optimization efficiency can be improved
by incorporating the preference(s), so that algorithm searches will be focused in the interested area(s) of
the EF. This concept of acquiring the preferences from the DM to guide the search of trade-off solution
is a central theme in MCDM research.

3. Guided Search using Reference Points
Using a reference point (RP) to indicate a DM’s aspiration levels in different objectives is perhaps the
most important way of providing preference information in an interactive MCDM procedure (Branke,
2008). As suggested by Wierzbicki (1980, 1982, 1986), the RP approach can be used to find a weakly,
є-properly or Pareto-optimal solution closest to a supplied RP of aspiration level, reflecting desirable
values for the objective function, based on optimizing an achievement scalarizing function (ASF). Given
a RP, 𝑧̅, for MOP of minimizing (f1(x), f2(x), …, fm(x)) as in Equation (1), the following single-objective
optimization is solved:
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𝑚
Minimize 𝑚𝑎𝑥𝑖=1
[ 𝑤𝑖 (𝑓𝑖 (𝐱) − z 𝑖 )]

(3)

Here, wi is the i-th component of a chosen weight vector used for scalarizing the objectives, in which
each component of the reference point represents the aspiration levels that the decision maker requires
for each objective. For a chosen RP, the closest Pareto-optimal solution, in the sense of the weightedsum of the objectives, is the target solution found by a RP procedure. If the decision-maker is interested
in biasing some objectives more than others, a suitable weight vector can be used with the RP selected.

Min(f2)

z

nad

(Nadir)

EF

s2

s1

z2
1/w2
1/w1

z1

z

idl

(Ideal)

Min(f1)

Figure 3. Illustration of the terminology and various properties of the RP approach.
When using a RP search procedure, the RP can be given in an interactive manner, preferably with the
approximated nadir and ideal objective vectors presented to the DM to illustrate the ranges of ℤ𝑚 . The
interactive procedure starts with the DM specifying a RP, 𝑧̅. By solving the ASF with a given 𝑧̅ and wi,
a z* will be located on EF as shown in Figure 3. If the DM is not satisfied with the Pareto-optimal
solutions generated, a new reference point can be suggested and the above procedure is repeated. In this
way, reference points can be created, adapted or deleted interactively during the optimization run. By
repeating the procedure from different reference points, the decision-maker tries to evaluate the region
of Pareto-optimality, instead of one particular Pareto-optimal point.
In order to make a RP procedure more interactive and useful in practice, Wierzbicki (1980) also
suggested the generation of m more new RPs by using the following:

z j  z  de j

(4)

Where d  z  z * and ej is the j-th unit vector for j=1,…,m. By using this calculation, z j represents
the newly generated RP along the j-th coordinate direction vector. The new m RPs can be used to find
m more z* as shown in Figure 3. In this way the new m RPs will form new ASFs so that m more z*,
instead of only one single Pareto-optimal solution can be found. Since d is proportional to the distance
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between z and z*, an interesting effect with this RP approach is that a RP which is further away from
the EF (e.g. z1 in Figure 3) results in larger spaced auxiliary reference points and thus finds solutions
with wider spread (s1) compared to z 2 which is closer to EF and finds less-spaced auxiliary reference
points (hence solutions with less spread, s2).
Depending on the ASF selected, the solutions found by a RP-based method can be weakly, є-properly
or Pareto-optimal. For example, to avoid the generation of weakly Pareto-optimal solutions, a
sufficiently small positive scalar ρ, can be incorporated into Equation (5):

𝑚
Minimize 𝑚𝑎𝑥𝑖=1
[ 𝑤𝑖 (𝑓𝑖 (𝐱) − z 𝑖 )] + 𝜌 ∑𝑚
𝑖=1(𝑓𝑖 (𝐱) − z 𝑖 )

(5)

On the other hand, one common approach to avoid using the weights, wi, as additional preference
information, is to calculate wi by normalizing each objective function (Mittnenen 1999)(López-Jaimes
& Coello Coello, 2014):

wj 

1
z nad
 z *j*
j

(6)

Here 𝒛∗∗ ∈ ℤ𝑚 is called a utopian, infeasible objective vector whose components are formed by 𝒛𝒋 ∗∗ =
𝑧𝑗𝑖𝑑𝑙 − 𝜀𝑗 , using the correspondent j component of the ideal point (𝑧𝑗𝑖𝑑𝑙 ) and a relatively small (but
computationally significant) scalar 𝜀𝑗 for all j=1,…,m. The basic idea is to avoid the case if the nadir
point is equal to or very close to the ideal point.
It is interesting to note that without using the absolute value of (𝑓𝑖 (𝐱) − z 𝑖 ) in the ASF function (Eqt.
3), the RP approach can be used for both feasible RP and infeasible RP (infeasible in every component
i). A feasible RP means that ∃ 𝒛 ∈ ℤ𝑚 s.t. z ≼ z , i.e., there is at least one solution that dominates z . In
other words, an infeasible point is a z that cannot be achieved from any solution in the feasible objective
space. If a reference point is feasible and is not a Pareto-optimal solution, the DM may then be interested
in knowing about solutions which are Pareto-optimal and close to the reference point. On the other hand,
if z is an infeasible RP, the DM would be interested in finding Pareto-optimal solutions which are close
to it. As suggested in the MCDM literature, e.g. Miettinen (1999), a DM should never be pessimistic
when choosing a RP to indicate his/her preference, therefore, starting with some infeasible RP is
recommended. Figure 3 also illustrates that an infeasible RP which is further away from the EF, such as
z1 , is desirable in the early interactive process, in order to explore a wider region of the EF. In general,
as mentioned previously, how a DM can interactively vary the preferences during the optimization
process in order to learn the behavior of the system under study through exploring the objective space
is an important motivation for the use of a RP approach in the guided search, compared to other MCDM
methods.
As described in (Goulart & Campelo, 2016), any Pareto-based algorithm can be adapted to incorporate
the RP approach. The earliest use of RP to guide an EMO algorithm was proposed by Fonseca and
Fleming (1993, 1998). In the current paper, we decided to investigate the combined effects of the DR
and RP approaches on an existing, efficient and well-known EMO algorithm, namely, NSGA-II.
Therefore the RP extension of NSGA-II, i.e., R-NSGA-II (Deb et al. 2006), is further extended with
three different DR mechanisms for running the experiments and then comparing the results with the
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original R-NSGA-II (no DR) and NSGA-II (with or without DR but no RP). In the next section, we
introduce the three DR mechanisms before presenting the details of the DR-extended R-NSGA-II in
Section 5.

4. Dynamic Resampling
The simplest resampling mechanism is to distribute the total amount of the replication budget equally
among the evaluated solutions. This is a popular method among simulation-based optimization
practitioners because it requires minimal implementation effort. If r denotes replication runs for a single
solution, x, and B is the total replication budget, then for such a static resampling mechanism, N=B/r
solutions can be evaluated. While increasing r can improve the accuracy of evaluating 𝐅̂(x), this will
reduce N. At the same time, the replications that are assigned to evaluate non-optimal solutions will be
wasted. In comparison to such a static resampling mechanism, the basic idea of dynamic resampling is
to dynamically allocate ri for a solution i, in a dynamic basis. An intuitive dynamic resampling procedure
would be to reduce the standard error until it drops below a certain user-defined threshold. The required
sampling budget for obtaining the reduction in threshold standard error (et) can be calculated as:

  ( f ( x)) 
bs   x i

et



2

(7)

However, since the sample mean changes as new samples are added, this one-shot sampling allocation
might not be optimal. The number of fitness samples drawn might be too small to reach the error
threshold, in case the sample mean has been shown to be larger than the initial estimate. On the other
hand, a one-shot strategy might add too many samples, if the initial estimate of the sample mean is too
big. Therefore, dynamic resampling is often done sequentially. Through this sequential approach, the
number of required samples can be determined more accurately. Dynamic resampling techniques can
therefore be classified into either one-shot sampling strategies or sequential sampling strategies. Some
other sequential sampling-based algorithms proposed can be found in (Branke and Schmidt, 2004)
(Bartz-Beielstein, Blum and Branke, 2007).
In the following sub-sections, we introduce the three different DR mechanisms based on some various
combinations of optimization time, distance to the RP and rank in the non-domination sorting of the
solutions. In the following, we denote:






B = maximum overall number of simulation runs, i.e. total budget, and Bt = current overall
number of simulation runs and BF=final samples for replicating the final set of solutions.
The number of sample(s) that should be allocated for a solution x, calculated in a DR iteration,
is bs. Minimum and maximum number of samples for an individual solution: bmin and bmax. In
other words, for static resampling, each solution will have a constant sampling budget, bs = bmin
= bmax.
Acceleration parameter for the increase of the sampling budget: a > 0 – increasing a decreases
the acceleration of the sampling budget, decreasing a increases the acceleration.
The calculated normalized sampling need, s, is discretized in the following way which
guarantees that bmax is already assigned for s < 1:
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bs  minbmax , s(bmax  bmin  1  bmin 

(8)

4.1 Time-based Resampling
Time-based Dynamic Resampling or TDR (Siegmund et al., 2013) is a generally applicable dynamic
resampling mechanism which can be used with any optimization algorithm. It assumes that the accuracy
of the objective values should be increased gradually when the optimization converges so that the
maximum number of replications should be used only towards the end of the optimization run. This
hypothesis was proven in Aizawa and Wah (1993, 1994) for single-objective EAs. Time-based Dynamic
Resampling allocates a small sampling budget at the beginning and a high sampling budget towards the
end of the optimization. The strategy of this resampling algorithm is to support the algorithm, when the
solutions in the population are close to the Pareto-front, and to save sampling budget at the beginning
of the optimization, when the solutions are still far away from the Pareto-front. The normalized timebased resampling need sT is calculated as:

B 
sT   t 
B

a

(9)

Time-based resampling is a DR technique that does not consider variance of the solutions. It makes only
one sampling decision for each solution according to the elapsed time, i.e. a one-shot allocation strategy.
However, if a solution survives into the next generation of an evolutionary algorithm, the decision is
made again. The total number of samples available for optimization is limited by the final samples, BF,
added to the last population. For time-based resampling, this means the elapsed time needs to be adjusted
so that 100% of the time has already been reached when B − BF samples have been used. The modified
allocation function is shown in Equation 9 below. This function is used in all the other resampling
algorithms that apply the elapsed optimization time as one of their resampling criteria.


  Bt
bs  min 1, 
B  BF

 

a

 
 
 


(10)

4.2 Distance Rank-based Dynamic Resampling (DR2)
As an attempt to combine multiple different resampling criteria in a resampling algorithm, our proposal
in (Siegmund, Ng, and Deb, 2015) is to combine the Rank-based Dynamic Resampling and the Distancebased Dynamic Resampling (DDR) strategies, so called Distance-Rank Dynamic Resampling (DR2). It
uses four different factors to determine the resampling allocation for individual solutions: Pareto-rank,
time, reference point distance, and progress. Although the elapsed optimization time can be combined
with any other resampling criterion with little effort, as seen with Rank-Time-based Dynamic
Resampling, the Pareto-rank and the reference point distance are two truly different resampling criteria.
Therefore, the term Hybrid is emphasized for the DR2 algorithm.
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The allocation function for Rank-based DR is given in Equation 11. 𝑅𝑠 stands for the Pareto-rank of
solution s and 𝑅𝑚𝑎𝑥 is the maximum Pareto-rank of the population. Equation 2 shows the distance-based
allocation of the DDR sampling algorithm. The reference point distance of solution s is denoted as 𝑑𝑠
and 𝛿 is the current minimum reference point distance achieved by any solution in the population. The
mechanisms regarding how we considered the elapsed optimization time and the population progress
towards the reference point in combination with the reference point distance in Equation 12, are
described in (Siegmund, Ng and Deb, 2013).

 R 1 

bsR  1   s
 Rmax  1 

a

(11)

a

  1  ds  

bsDDR  min 1, 
 

  1   




bsDR 2  min bmDDR , bsR



(12)

(13)

Equation 13 describes the sampling allocation of DR2. Similar to Rank-Time-based Resampling, the
minimum of both the normalized sampling need of Distance-based Resampling and Rank-based
Resampling is used to create a combined sampling allocation. However, the Distance-based sampling
need is not calculated individually for each solution. Instead, DR2 identifies the solution 𝑠𝑚 closest to
𝐷𝐷𝑅
R, 𝑑𝑚 = 𝑚𝑖𝑛𝑘 {𝑑𝑘 }, and the normalized sampling need for 𝑥𝑚
is used in the formula as a fixed value
for all solutions in the current generation. This particular way of combining rank and distance
information was chosen for DR2, since it has shown the best optimization results in different situations.

4.3 Distance-based OCBA-m Dynamic Resampling (D-OCBA-m)
With the distance information available towards the preferred area, a resampling algorithm can allocate
samples in order to enable an optimal comparison between solutions regarding distance. A comparison
of solutions within a stochastic simulation scenario requires considering information about their
objective variance. With this information, a statistically significant calculation can be made regarding
which one of two solutions is closer to the reference point. For this purpose, we proposed the use of a
Ranking & Selection algorithm called OCBA-m (Chen et al., 2008) to determine the solution subset of
size m which contains the closest solutions to the RP with a desired accuracy. The Optimal Computing
Budget Allocation is an R&S algorithm, which allocates samples to the considered designs according to
a scalar objective value. While the original OCBA procedure by Chen et al. (2000) allocates samples in
order to identify the best design according to the single scalar objective value, the OCBA-m algorithm
described in (Chen et al., 2008) extended the original algorithm to identify the best m designs. Since in
our case we treat the scalar objective value for OCBA-m as the distance to the RP and its variance
according to all calculated objective value samples so far, the variation is therefore called Distancebased OCBA-m Dynamic Resampling or D-OCBA-m as below.
The sampling allocation problem that is to be solved by D-OCBA-m is stated in Equation 14; see also
(Siegmund, Ng, and Deb, 2016). The corresponding notation is given in Table 1. It is solved
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asymptotically, which means D-OCBA-m re-calculates the allocation iteratively, after having received
new objective value evaluation data.

max ∏ 𝑃{𝑑̅𝑘 ≤ 𝑐} ∏ 𝑃{𝑑̅𝑘 ≥ 𝑐}

𝑁1 …𝑁|𝑆|

𝑠𝑘 ∈𝑆𝑚

𝑠𝑘

 𝑆𝑚
(14)

Where c 

 k dk   k dk
k k
m 1

m

m

m

m 1

S

m 1

s.t.

N
k 1

k

 N total , n0  N k  bmax , n0  N k  bmax , k  1,..., S

Table 1. Notation for D-OCBA-m
𝑑̅𝑘

Mean of distance of the objective vector of sol. sk to z , dk=d(sk, z ).

k

Standard deviation of the stochastic variable dk.

Nk

No. of samples for solution k.

k

m1

n0
Ntotal

Standard deviation of the mean d k s.t.  k 

k
Nk

.

Minimum number of samples for all solutions.
Total budget samples allocated for this iteration.

S

The set of all considered solutions (e.g. parents and offspring in an EMO).

Sm

A subset of S which contains the best m solutions (closest to z ).

Consequently, in the list of solutions sorted by reference point distance, there are m−1 solutions that are
closer to z than for solution m. The index km+1 belongs to the next best solution in the ordered list. This
solution and all other worse solutions are not selected into the next population. Note also that n0 is for
bounding Nk, it is related to bmin but if bmin=1 then n0 should be bigger in order to estimate the standard
deviation.
Based on the Karush-Kuhn-Tucker condition, the allocation is optimal if the following holds for all
solutions i and j, i≠j (Chen et al., 2008).

N i   i  i 
, where  i  di  c

N j   j  j 

(15)

This allocation can be achieved by selecting one solution arbitrarily (let it be solution s) and putting all
other in relation to it, as in the equation below:
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i 

Ni
, i  1,..., k .
Ns

(16)

The allocation for solution i, with respect to the problem constraint,



S

k 1

N k  Ntotal , can now be

calculated approximately as in Equation 17. This allocation will most probably not be optimal, since  i
and  i can only be estimated and cannot be known accurately. This allocation is done on the basis of
the n0 initial samples for each solution. After the sampling based on the allocation in Equation 15 has
been performed, a repeated allocation would yield very different new Ni. Ntotal needs to be chosen as

Ntotal  S n0 , in order to allow the minimum required allocation n0 for all solutions. By making use of
the relation that βi is a ratio of Ni and Ns, then Ni can be calculated as follows:

 Ni

  N
 
  N

i
s
i
Ni  
N total   
N total   
N total 
Nj
 j N j
  j  j
 

j N
 
s



(17)

Equation 17 can be used because Ni should be assigned its correct share of Ntotal. For more details of the
iterative D-OCBA-m procedure, readers are referred to (Siegmund, Ng and Deb, 2016).

5. DR-Augmented R-NSGA-II
R-NSGA-II is based on the Non-dominated Sorting Genetic Algorithm II, NSGA-II (Deb et al., 2002),
which is a widely-used and representative EMO algorithm. NSGA- II sorts the solutions in population
and offspring into different non-dominated fronts. Those selected comprise all solutions in those best
fronts that fit completely into the next population. From the best front that only partially fits, a subset of
solutions which have the largest distances to their neighbors must be selected into the next population.
This selection mechanism is called crowding distance and guarantees that the result population will be
diverse. The parental selection for offspring generation follows this fitness hierarchy. After selection
has been completed, offspring solutions are generated by tournament parental selection, crossover, and
mutation. The offspring are evaluated and the selection step is performed again. The R-NSGA-II
algorithm replaces the crowding distance operator by the distance to user-specified RP(s). Solutions that
are closer to a RP will receive a higher selection priority. As shown previously, the DM defines the RPs
in areas of interested to find more alternative solutions in some limited regions of the objective space.
However, in order to not lose all diversity, a clustering mechanism with a minimum objective vector
distance ε is used. Solutions that are too close to each other (d < ε) are considered with a lower priority
as illustrated in Figure 4. The same fitness hierarchy, dominance first, then reference point distance and
ε-clustering, is used for parental selection.
The RPs can be created, adapted or deleted interactively during the optimization run, taking effect each
time a new generation is started. In case all RPs have been removed, R-NSGA-II will continue the
optimization as an instance of the regular NSGA-II algorithm. Since R-NSGA-II uses non-domination
sorting, it has a tendency to prioritize population diversity before convergence to the RPs. Therefore,
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extensions have been proposed which limit the influence of the Pareto-dominance and allow the
algorithm to focus faster on the RPs (Siegmund, Ng, and Deb, 2012).

Min(f2)

<ε
s1

<ε
s2

z
Min(f1)

Figure 4. Illustration of ϵ-clustering in R-NSGA-II: s1 and s2 are excluded as their distances to other solutions <
ε.

The R-NSGA-II algorithm is described in pseudocode in Algorithm 1; the steps that are augmented with
a DR mechanism are highlighted. Since R-NSGA-II is a population-based EA, the DR algorithm should
aim at supporting the correct selection of the best solutions for the next generation.
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Compared to its predecessor, NSGA-II, less reporting has been done on the application of R-NSGA-II
in solving real-world problems. One application that gained some publicity was reported on (Chikumbo,
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Goodman and Deb, 2013) and concerned solving a land use management problem in New Zealand,
which comprised 14 objectives and 3150 integer variables. Some other applications using RP-based
EMO, in particular R-NSGA-II that can be found are logistics network design (Rajabalipour, Islam &
Desa, 2014), reversible logic circuit design (Wang and Wang, 2014) and work-flow scheduling in
computing grid (Garg, 2011)(Navaz & Ansari, 2012) or cloud computing (Verma and Kaushal, 2015).
In manufacturing, there are very few reported applications of R-NSGA-II, except, for instance, tool
sequence and parameter optimization of rough milling (Churchill, Husbands & Philippides, 2013a and
2013b). We believe the application studies presented in the next section are among the first ones testing
R-NSGA-II on complex production system models.

6. Industrial-Scale Applications and Results
This section addresses the experimental setup and results of using the DR-augmented R-NSGA-II on
two real-world industrial application studies, both found in the automotive industry. The optimizations
have the same aim – to effectively identify the exact areas of optimal improvements required to reach
the desired target condition within a very limited simulation budget, B=5000.
The first model represents a complex assembly line comprising 71 workstations (i.e. n=71), 72 buffers,
pallets for carrying 2 variants for assembly and disassembly processes. The reduction for each αi
(processing time) is 20%; improvement in availability for βi from its current value to 0.98 and repair
times (γi) reduced by 50%, i=1,…,n. The second complex production system is an automotive engine
machining line that includes multiple parallel sections, portal cranes, machining centers and assembly
stations which conduct multiple operations. Apart from some maintenance issues that affect the
availabilities of the machines, multiple variants have to be processed on the line and variations in the
weekly volume contribute to the higher variability of the system compared to the previously-mentioned
assembly line. The crucial issue for the company was the poor production capacity of this line, far below
the capacity required to maintain production. A lean improvement project was in order. However, given
the size, complexity and variability of the line, locating where and what to improve, besides the effect
of performing the improvements if only traditional Lean tools, e.g., Value Stream Mapping, were to be
used, was believed to be extremely difficult. For both of these cases, it was obvious that not a single,
but multiple improvements had to be made in order to achieve the targeted throughput levels. The first
model has been described with more details in (Bernedixen et al., 2015) where discussions on the
importance of avoiding any manually tedious and error-prone optimization setup by using some software
support are presented. In addition, the engine machining line under study is the same one that is
presented in Ng, Bernedixen, and Pehrsson (2014). While that article is focused on the relationship
between bottleneck improvements using NSGA-II, the current paper mainly focus on the results of
applying the DR-augmented of R-NSGA-II. Various versions of the simulation models have been built
but the latest complete models for the optimization studies were developed using FACTS Analyzer (Ng
et al., 2007, 2008).
The five algorithm configurations in the experiments were as follows:





NSGA-II with Static Resampling and 10 samples (Static10).
R-NSGA-II - Static10.
R-NSGA-II - Time-based Dynamic Resampling 1-10.
R-NSGA-II - Distance Rank-based Dynamic Resampling (DR2) 1-10.
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R-NSGA-II - Distance-based OCBA-m Dynamic Resampling (D-OCBA-m) 1-10.

Two different experiment setups were run:


Optimistic reference point close to the ideal point, z1 .



z 2 , a reference point above the maximum achievable throughput, τmax.

The reference points for the assembly line were z1 = (0, 100) and z 2 = (100, 110) and for the engine
machining line model were z1 = (0, 100) and z 2 = (400, 100).
As stated, both optimization studies were allowed to run with B=5000. The results from five replicated
optimizations are illustrated using median attainment surfaces (Knowles, 2005). The results from the
two experiment setups for the two industrial application cases with the five algorithm configurations are
shown in Figures 5-8 below.

Figure 5. Median attainment surface results from the assembly model with z1 = (0, 100).
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Figure 6. Median attainment surface results from the assembly model with z 2 = (100, 110).

Figure 7. Median attainment surface results from the engine machining model with z1 = (0, 100).
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Figure 8. Median attainment surface results from the engine machining model with z 2 = (400, 100).
For the assembly model with two different RPs (Figure 5 and 6), distinguishing the performance among
the three DR mechanisms seems to be difficult. Unexpectedly, the difference between R-NSGA-II
Static10 and NSGA-II Static10 is not significant. However, what can be concluded here is that, in
general, DR-based algorithms perform significantly better than Static Resampling (Static10). For the
case with RP z 2 , D-OCBA-m performs best, and there is no clear advantage with using Time-based DR
or DR2 (Figure 6). R-NSGA-II Static10 however, is clearly better than NSGA-II close to z 2 .
On the other hand, the result variances from using different DR mechanisms are more pronounced for
the engine machining line. In Figure 7, the attainment surface results for the optimistic RP ( z1 , closer
to the ideal point) have shown that the best performance can be achieved by the R-NSGA-II with DR2
as the DR mechanism, followed by D-OCBA-m and Time-based DR. For the second scenario with z 2
as the RP (see Figure 8), similar results have been achieved, as shown in Figure 8. However, in this case,
the performance differences between the DR mechanisms on R-NSGA-II are insignificant and therefore
we can assume they perform equally well. The significantly better results of DR algorithms, especially
DR2 on the engine machining line are due to the higher stochasticity of the model (and the real line)
caused by the higher variant-dependent processing times at the workstations and lower machine
availabilities. In general, R-NSGA-II outperforms NSGA-II, while the DR algorithms on R-NSGA-II
outperform Static Resampling.

7. Conclusions
This paper has discussed and illustrated the advantages of combining the RP-based approach and DR
mechanisms to enhance the performance of EMO algorithms for the optimizations of production system
improvement that involve stochastic, computationally-expensive simulation evaluations. Specifically,
experimental, comparative evaluations of the performance enhancements on R-NSGA-II augmented
with three different DR mechanisms, with increasing degrees of statistical sophistication: (1) timebased, (2) distance-rank and (3) OCBA, which were applied to an assembly line and an engine
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machining line have been conducted. The conflicting optimization objectives were throughput of the
lines and the necessary improvements required to enhance them. The best results illustrated in the
attainment surface plots, were achieved by using R-NSGA-II with DR2 as the DR mechanism, followed
by D-OCBA-m and Time-based DR. As a general conclusion, DR-based algorithms perform
significantly better than algorithms with static resampling. In addition, the more stochasticity that the
simulation models exert, the more the statistically advanced DR could significantly enhance the
performance of the optimization process. As a consequence decision-makers can find better trade-off
solutions with lower computational budgets. Future work involves extensive experiments on both
hypothetical and real-world models that exert various levels of stochasticity using the DR-based
algorithms described in this paper.

Acknowledgements
This work was partially financed by the Knowledge Foundation (KKS), Sweden, through the Blixt-Sim
project (2011-2014). The authors gratefully acknowledge their provision of research funding, and thank
the industrial partners, Volvo Car Corporation and AB Volvo, for their supports in the project.

References
Aizawa, A.N. and Wah, B.W. (1993). Dynamic Control of Genetic Algorithms in a Noisy Environment. In:
Proceedings of the Fifth International Conference on Genetic Algorithms, 48–55.
Aizawa, A.N. and Wah, B.W. (1994). “Scheduling of Genetic Algorithms in a Noisy Environment”. In: Evolutionary
Computation 2.2, 97–122.
Bandaru, S., Ng, A.H.C. and Deb, K. (2016). Data Mining Methods for Knowledge Discovery in Multi-Objective
Optimization: Part A – Survey. Expert Systems with Applications (accepted).
Bartz-Beielstein, T., Blum, D. and Branke, J. (2007). “Particle Swarm Optimization and Sequential Sampling in
Noisy Environments”. In: Metaheuristics – Progress in Complex Systems Optimization. Vol. 39. Operations
Research/Computer Science Interfaces Series, 261–273.
Branke, J. and Schmidt, C. (2004). Sequential Sampling in Noisy Environments. In: Proceedings of the 8th
International Conference on Parallel Problem Solving from Nature, 2004, Birmingham. Vol. 3242. Lecture
Notes in Computer Science, 202–211.
Branke, J., Deb, K., Dierolf, H. and Osswald, M. (2004). Finding knees in multi-objective optimization.
International Conference on Parallel Problem Solving from Nature. Springer Berlin Heidelberg.
Branke, J. (2008). Consideration of Partial User Preferences in Evolutionary Multiobjective Optimization. In
Multiobjective Optimization: Interactive and Evolutionary Approaches, Branke, J., Deb, K., Miettinen, K.,
Slowinski, R. (Eds.), Springer-Verlag, 157-178.
Chen, C. H., He, D., Fu, M., and Lee, L. H. (2000). Efficient Simulation Budget Allocation for Selecting an Optimal
Subset. Informs Journal on Computing, vol. 20, no. 4, 579–595.
Chen, C. H. and Lin, J. and Yucesan, E. and Chick, S. E. (2008). Simulation Budget Allocation for Further
Enhancing the Efficiency of Ordinal Optimization. Discrete Event Dynamic Systems, vol. 10, no. 3, 251–270.
Chen, C.-H. and Lee, L.H. (2010). Stochastic Simulation Optimization - An Optimal Computing Budget Allocation.
World Scientific Publishing Company.
Chikumbo, O., Goodman, E., & Deb, K. (2012). Approximating a multi-dimensional Pareto front for a land use
management problem: A modified MOEA with an epigenetic silencing metaphor. IEEE Congress on
Evolutionary Computation, CEC 2012, 10–15.
Churchill, A. W., Husbands, P., & Philippides, A. (2013a). Multi-objective tool sequence and parameter
optimization for rough milling applications. IEEE Congress on Evolutionary Computation, CEC 2013, 1475–
1482.

22

Churchill, A. W., Husbands, P., & Philippides, A. (2013b). Tool sequence optimisation using preferential multiobjective search. Proceeding of the Fifteenth Annual Conference Companion on Genetic and Evolutionary
Computation Conference Companion - GECCO ’13 Companion, 181.
Deb, K., Agarwal, S., Pratap, A. and Meyarivan, T. (2002). A fast and elitist multiobjective genetic algorithm:
NSGA-II. IEEE Transactions on Evolutionary Computation, 6(2),182–197.
Deb, K., (2004). Multi-Objective Optimization using Evolutionary Algorithms. John Wiley & Sons Ltd.
Deb, K., Sundar, J., Reddy, U.B., Chaudhuri, S. (2006). Reference point based multiobjective optimization using
evolutionary algorithms. International Journal of Computational Intelligence Research, 2(3), 273–286.
Deb, K. and Shivam G. (2011) Understanding knee points in bicriteria problems and their implications as
preferred solution principles. Engineering optimization 43,11, 1175-1204.
Fonseca, C.M. and Fleming, P.J. (1993). Genetic algorithms for multiobjective optimization: Formulation,
discussion, and generalization. International Conference on Genetic Algorithms, 416–423.
Fonseca, C.M. and Fleming, P.J. (1998). Multiobjective optimization and multiple constraint handling with
evolutionary algorithms - Part I: A unified formulation. IEEE Transactions on Systems, Man, and Cybernetics
- Part A, 28(1), 26–37.
Garg, R. (2011). Multi-Objective Optimization to Workflow Grid Scheduling using Reference Point based
Evolutionary Algorithm. International Journal of Computer Applications, 22(6), 44–49.
Goulart, F. and Campelo, F. (2016). Preference-guided evolutionary algorithms for many-objective optimization.
Information Sciences, 329, 236–255.
Kleijnen, J.P.C. (2015). Design and Analysis of Simulation Experiments, 2nd edition. International Series in
Operation Research & Management Science, Springer AG: Switzerland.
Knowles, J. (2005). A summary-attainment-surface plotting method for visualizing the performance of stochastic
multiobjective optimizers. In Proceedings of the 5th International Conference on Intelligent Systems Design
and Applications (ISDA), 8-10 September 2005, Wroclaw, Poland, IEEE Computer Society, 552-557.
López-Jaimes, A., & Coello Coello, C. A. (2014). Including preferences into a multiobjective evolutionary algorithm
to deal with many-objective engineering optimization problems. Information Sciences, 277, 1–20.
Miettinen K. (1999). Nonlinear multiobjective optimization. Kluwer Academic Publishers, p.11.
Miettinen, K., Ruiz, F., Wierzbicki, A.P. (2008). Introduction to Multiobjective Optimization: Interactive
Approaches. In Multiobjective Optimization: Interactive and Evolutionary Approaches, Branke, J., Deb, K.,
Miettinen, K., Slowinski, R. (Eds.), Springer-Verlag, 27-58.
Mkaouer, M. W., Kessentini, M., Bechikh, S., & Tauritz, D. R. (2013). Preference-based multi-objective software
modelling. 1st International Workshop on Combining Modelling and Search-Based Software Engineering,
CMSBSE 2013 - Proceedings, 61–66.
Nakayama, H. (1995). Aspiration level approach to interactive multi-objective programming and its applications. In
Advances in Multicriteria Analysis, Pardalos, P.M., Siskos, Y., Zopounidis, C. (eds.). Kluwer Academic
Publishers, Dordrecht, 147-174.
Navaz, S. and Ansari, U. (2012). An Evolutionary Algorithm in Grid Scheduling by multiobjective Optimization
using variants of NSGA. International Journal of Scientific and Research Publications, 2(9), 3.
Negahban, A. and Smith, J.S. (2014). Simulation for manufacturing system design and operation: Literature
review and analysis. Journal of Manufacturing Systems, 33(2): 241–261.
Ng, A.H.C., Urenda Moris, M., Svensson, J., Skoogh, A., Johansson, B. (2007). FACTS analyzer: An innovative
tool for factory conceptual design using simulation. In Proceedings of the 1st Swedish Production Symposium
(SPS07), Gothenburg, 28-30 august 2007. 1–8.
Ng, A.H.C, Svensson, J., Urenda, M. (2008) Multi-Objective Simulation Optimization for Production Systems
Design using FACTS Analyzer. In Proceedings of the 2’nd Swedish Production Symposium (SPS’08),
Stockholm, Sweden, 2-3 November 2008.
Pehrsson, L., Ng, A.H.C. and Bernedixen, J. (2011). Multi-objective production system optimisation including
investment and running costs. In Evolutionary Multi-objective Optimization in Product Design and
Manufacturing, L. Wang, A. Ng, K. Deb (eds.), Springer, 431-454.

23

Pehrsson, L., Ng, A.H.C. and Stockton, D.J. (2013). Industrial Cost Modelling for Multi-Objective Optimisation of
Production Systems. International Journal of Computer and Industrial Engineering, Vol. 66, Issue 4, 10361048.
Pehrsson, L., Ng, A.H.C. and Bernedixen, J. (2016). Automatic Identification of Constraints and Improvement
Actions in Production Systems using Multi-Objective Optimization and Post-Optimality Analysis. International
Journal of Manufacturing Systems, 39, 24-37.
Rosen, S.L., Harmonosky, C.M. and Traband, C.M. (2007). A simulation optimization method that considers
uncertainty and multiple performance measures. European Journal of Operational Research 181.1: 315-330.
Rother, M. (2009). Toyota Kata: Managing People for Improvement, Adaptiveness and Superior Results.
McGraw-Hill.
Siegmund, F., Ng, A.H.C. and Deb, K. (2013). A Comparative Study of Dynamic Resampling Strategies for
Guided Evolutionary Multi-objective Optimization. In Proceedings of the Congress on Evolutionary
Computation, Cancún, México, 1826–1835.
Siegmund, F., Ng, A.H.C. and Deb, K. (2015). Hybrid Dynamic Resampling for Guided Evolutionary MultiObjective Optimization. In Proceedings of the 8th International Conference on Evolutionary Multi-Criterion
Optimization, Guimarães, Portugal. Vol. 9018. Lecture Notes in Computer Science, pp. 366–380.
Siegmund, F., Ng, A.H.C. and Deb, K. (2016). A Ranking and Selection Strategy for Preference-based
Evolutionary Multi-objective Optimization of Variable-Noise Problems. IEEE Congress on Evolutionary
Computation, CEC 2016, Vancouver, Canada, July 24-29.
Simon, D. (2013). Evolutionary Optimization Algorithms: Biologically Inpsired and Population-Based Approaches
to Computer Intelligence. New Jersey: John Wiley & Sons, Inc., 557-558.
Syberfeldt, A., Ng, A.H.C., John, R.I. and Moore, P. (2010). Evolutionary optimisation of noisy multi-objective
problems using confidence-based dynamic resampling. European Journal of Operation Research, 204(3),
533-544.
Rajabalipour, C.H., Islam, M. N. and Desa, M. I. (2014). A polar-based guided multi-objective evolutionary
algorithm to search for optimal solutions interested by decision-makers in a logistics network design problem.
Journal of Intelligent Manufacturing, 25(4), 699–726.
Tempelmeier, H. (2003). Practical considerations in the optimization of flow production systems. International
Journal of Production Research, 41(1), 149–170.
Wang, Q. and Chatwin, C. R. (2005). Key issues and developments in modelling and simulation-based
methodologies for manufacturing systems analysis, design and performance evaluation. International Journal
of Advanced Manufacturing Technology, 25(11-12), 1254–1265.
Wang, X. and Wang, X. (2014). Reference Point-based Evolutionary Multi-objective Optimization for Reversible
Logic Circuit Synthesis, (Bmei), 955–959.
Verma, A., Kaushal, S., Verma, A. and Kaushal, S. (2015). Cost-Time Efficient Scheduling Plan for Executing
Workflows in the Cloud. Journal of Grid Computing, 495–506.
Wierzbicki, A.P. (1980). The use of reference objectives in multiobjective optimization. In: G. Fandel and T. Gal,
eds. Multiple criteria decision making theory and applications. Berlin: Springer-Verlag, 468–486.
Wierzbicki, A.P. (1982). A mathematical basis for satisficing decision making. Mathematical Modelling 3, 391–
405.
Wierzbicki, A.P. (1986). On the completeness and constructiveness of parametric characterizations to vector
optimization problems. OR Spektrum 8, 73–87.

24

PAPER IX

A COMPARATIVE STUDY OF FAST ADAPTIVE
PREFERENCE-GUIDED EVOLUTIONARY
MULTI-OBJECTIVE OPTIMIZATION

Siegmund, Florian, Amos H. C. Ng, and Kalyanmoy Deb (2017a). “A Comparative Study of Fast
Adaptive Preference-Guided Evolutionary Multi-objective Optimization”. Submitted to 9th International Conference on Evolutionary Multi-Criterion Optimization 2017 in Münster, Germany.

A Comparative Study of
Fast Adaptive Preference-Guided
Evolutionary Multi-objective Optimization
Florian Siegmund1 , Amos H.C. Ng1 , and Kalyanmoy Deb2
1
School of Engineering Science,
University of Skövde, Högskolevägen, 54128 Skövde, Sweden,
{florian.siegmund, amos.ng}@his.se,
2
Department of Electrical and Computer Engineering,
Michigan State University, 428 S. Shaw Lane, East Lansing, MI 48824, USA
kdeb@egr.msu.edu

Abstract. In Simulation-based Evolutionary Multi-objective Optimization, the number of simulation runs is very limited, since the complex
simulation models require long execution times. With the help of preference information, the optimization result can be improved by guiding the
optimization towards relevant areas in the objective space with, for example, the Reference Point-based NSGA-II algorithm (R-NSGA-II) [4].
Since the Pareto-relation is the primary fitness function in R-NSGA-II,
the algorithm focuses on exploring the objective space with high diversity. Only after the population has converged close to the Pareto-front
does the influence of the reference point distance as secondary fitness
criterion is increase and the algorithm converges towards the preferred
area on the Pareto-front.
In this paper, we propose a set of extensions of R-NSGA-II which adaptively control the algorithm behavior, in order to converge faster towards the reference point. The adaption can be based on criteria such
as elapsed optimization time or the reference point distance, or a combination thereof. In order to evaluate the performance of the adaptive
extensions of R-NSGA-II, a performance metric for reference point-based
EMO algorithms is used, which is based on the Hypervolume measure
called the Focused Hypervolume metric [11]. It measures convergence
and diversity of the population in the preferred area around the reference point. The results are evaluated on two benchmark problems of
different complexity.

Keywords: Evolutionary multi-objective optimization, guided search, preferenceguided EMO, reference point, decision support, adaptive
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Introduction

In Simulation-based Evolutionary Multi-objective Optimization with complex
simulation models, the number of solution simulations is usually limited. In
1

today’s world, the preconditions for system operation and processes change frequently. For example, while an automotive production line may be optimized
for the current input and customer demand, those figures may change within a
few weeks, which means the car manufacturer will need to react and adapt the
production promptly. Consequently, only a few days would be available for optimizing the system. Given a 15 minute simulation time and half a day of available
time, only 48 configuration solutions could be simulated. Running optimization
in parallel with high-performance computing resources with 50 parallel evaluations will allow the execution of approximately 2,500 evaluations during those
12 hours.
This number of available evaluation samples should be used in the best possible way. If a decision maker specifies an area in the objective space where he or
she expects good solutions, the optimization can be guided in that direction. The
exploration of the whole Pareto-front can be avoided and the preferred area can
be explored better within the available optimization time. Preference articulation can be done in several ways. The Reference Point-based NSGA-II algorithm
[4] asks the decision maker to specify one or several reference points in the objective space and guides the population or multiple sub-populations towards the
reference points. In the Visual Steering method [13], reference points are used as
attractor points. However, Pareto-dominance is not used for all operation modes.
[1] use reference points (and other methods) to build a weighted hypervolume
indicator that guides the optimization towards the reference point. Another way
of preference articulation is to let the decision maker compare multiple pairs of
solutions [5]. In their publication, the binary preferences are transformed into
a value function in the objective space that increases the fitness of solutions
in preferred areas. Optimization is used to build a function that matches the
specified binary preferences as good as possible.
In this paper, we focus on the R-NSGA-II algorithm which features three
fitness criteria: Non-domination sorting, -clustering, and the distance to the
reference point. The Pareto-dominance is the primary fitness criterion with the
most influence on the algorithm behavior. Only after convergence to the Paretofront do the other fitness criteria become as important as the Pareto-dominance.
This leads to R-NSGA-II spending a lot of time exploring the objective space
instead of exploring the preferred area. Therefore, we investigate how R-NSGAII can be extended to reduce the strong influence of the dominance relation.
We propose several adaptive extensions of the algorithm, aiming to achieve a
speedup of the convergence towards the reference point.
The paper is structured as follows. Section 2 provides an introduction to
the Reference point-based NSGA-II algorithm (R-NSGA-II). Different criteria
for adaptive control of the R-NSGA-II are explained in Section 3. Section 4 describes and proposes the new adaption strategies for R-NSGA-II to accelerate
convergence towards the reference point. In Section 5, numerical experiments
with the different adaptive R-NSGA-II variants are performed and evaluated
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with the Focused Hypervolume metric. Conclusions are drawn and possible future work is suggested in Section 6.

2

The R-NSGA-II algorithm

Objective2 (minimize)

In this section, the R-NSGA-II algorithm for Preference-Guided Evolutionary
Multi-objective Optimization is described. The R-NSGA-II algorithm was proposed by [4] and it is based on the NSGA-II algorithm [2]. However, the crowding
distance for the partially selected front is replaced by a fitness criterion that is
based on the distance to the reference point. Offspring solutions are created by
crossover and mutation. From the set of population and offspring solutions, the
next population is selected by non-domination sorting and distance-based selection. A selection step example is shown in Figure 1. After selection, the process
continues with parental selection. This loop is called a generation and it continues until a maximum number of generations has been reached. The algorithm
pseudocode is given in Algorithm 1.
In the selection step of R-NSGA-II, a clustering method is used that allows
the diversity of the population to be controlled. Without this step, the population
would converge towards one point that is closest to the reference point.

ε

R

Objective1 (minimize)

Fig. 1. R-NSGA-II algorithm – Example for selection step in objective space. 6 out
of 12 solutions shall be selected. The first fitness selection criterion is the Paretodominance. The first front consists of 4 solutions and is selected completely into the
next population. The two remaining solutions are selected from the second front. In
this partially selected front the second selection criterion is used, which is the distance
to the reference point. In addition, solutions are discarded if they are within  distance
of a selected solution.
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Algorithm 1 R-NSGA-II algorithm pseudocode.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:

Generate initial population P .
Evaluate the solutions.
Perform non-domination sorting. // Start new generation
Calculate solution distances to reference point r and their reference point ranks.
(based on ASF distance)
repeat // Parental tournament selection and mating
for i ← 1, 2 do
Randomly select two parent solutions out of the population.
Select the solution for mating which dominates the other solution.
In case of mutual non-domination, compare by reference point rank.
end for
Create offspring solution by mating of the two parents with SBX crossover.
until |Q| = |P | offspring solutions have been created.
Apply Polynomial Mutation on all offspring solutions.
Evaluate each solution in Q.
// Environmental selection
Perform non-domination sorting on P ∪ Q.
Calculate reference point ranks.
Variant: Select all solutions in all fronts that fit into the next generation.
(non-clustered)
(Re-)run -clustering() on all fronts with remaining solutions (non-selected).
for all fronts do
Determine representative solution in each cluster (randomly or closest to r).
end for
Select all representative solutions in all fronts that fit completely into the next
generation (only representatives).
if all fronts fit into the next population then
go to line 21.
else
For the front that only partially fits, step-wise select the cluster representative
solutions which are closest to r, until the next population is complete.
end if
if less than B solutions have been evaluated then // Termination criterion
go to line 3 and start new generation.
end if
return non-dominated solutions.

37: function -clustering( front, r, )
38:
repeat
39:
Find the solution closest to r in front, based on ASF distance.
40:
Around this solution, create cluster of all solutions within -distance.
41:
(Euclidean distance)
42:
Remove all solutions within the new cluster from front.
43:
until front is empty.
44:
return set of clusters.
45: end function

4

Two extensions of R-NSGA-II have been proposed by the authors in [9] (Constrained Pareto-fitness) and [12] (Delayed Pareto-fitness). They are described in
the following section, together with two new adaptive R-NSGA-II extensions.

3

Adaptive R-NSGA-II

Our experience with the bi-objective ZDT benchmark function suite with deterministic objective functions [14] shows that R-NSGA-II in the standard configuration as in article [4], with population size |P | = 50, first focuses on the Ideal
point [9]. After convergence, the population explores the Pareto-front, and first
then it focuses towards the reference point of R-NSGA-II. This leads to a delay
in convergence towards the reference point. The effect is stronger if the objective
functions are noisy. In this paper, we therefore introduce different R-NSGA-II
modifications that can avoid delayed convergence towards the reference point,
even for stochastic objective functions. These methods are adaptive and can
change according to the problem settings. Therefore, in the following section,
we first present criteria which can help R-NSGA-II adapt to the problem. These
criteria are the elapsed optimization time in limited-time optimization, and the
distance and progress towards the reference point.
3.1

Time-based adaptive control

With Time-based Adaptive Control (TAC), we can define a progress value p ∈
[0, 1] which can be used to adapt the algorithm behavior. In Equation 1, the time
criterion increases along with the elapsed optimization time Bt until the total
budget B is reached. This total available time is adjusted by BF final objective
value samples which are evaluated for the last population. Each solution in the
last population is sampled bf times in order to reduce noise in the objective
P|P |
values, i.e., BF = i=1 bf . Parameter a > 0 allows to accelerate or delay the
progress measure.
a

Bt
.
(1)
pTAC = min 1,
B − BF
Since we have preference information available in R-NSGA-II, we can make
use of it to define another adaptive control strategy. We propose Distance-based
Adaptive Control based on the DDR resampling algorithm [10], which is described in the following section.
3.2

Distance-based adaptive control for unattainable reference
points

Distance-based Adaptive Control (DAC) is based on the adaption mechanism of
Distance-based Dynamic Resampling (DDR). DDR was proposed in [10] and it
assigns samples to a solution based on its distance to a reference point. Since a
reference point in the objective space can be unattainable by the optimization,
5

Objective 2 (minimize)

the DDR algorithm combines the distance allocation with a progress measure.
Such reference points are common, since the decision maker usually picks a
reference point from an optimistic area in the objective space. Therefore, if the
optimization convergence slows down, the progress measure will indicate that the
best attainable solutions with the closest distance to the reference point have
been found. In addition, DDR also considers the elapsed optimization time,
in order to handle situations of premature convergence in a local Pareto-front
[10]. This adaptive control method can be used to provide a progress measure
p ∈ [0, 1] for an adaptive R-NSGA-II algorithm. The formula for the distancebased control is given in Equation 2. For the progress and time mechanisms
please refer to [10].

Result population



Pareto-front

R
Objective 1 (minimize)

Fig. 2. Bi-objective min/min-problem scenario with infeasible reference point R. The
distance of the result population to R is limited by a lower bound δ.

 
a 
1 − ds
pDAC = min 1,
, ds = d1/4
(2)
s , s ∈ S.
1−δ
In Equation 2, ds stands for the distance of solution s to the reference point
R. δ is the minimum achievable distance to R by any solution. p is determined
by calculating the DDR allocation for solution s which has the lower quartile
1/4
distance ds among all solutions in the set of population and offspring S. The
lower quartile is chosen to avoid the influence of outliers.

4

Adaption strategies for R-NSGA-II speedup

In this section, we describe four different adaptive extensions for the R-NSGA-II
algorithm which can accelerate convergence towards the reference point.
4.1

Delayed Pareto-fitness

We proposed the Delayed Pareto-fitness (DPF) extension for R-NSGA-II in [12].
The goal was to achieve a convergence speedup as well as a better integration of Dynamic Resampling into R-NSGA-II. Here, we extend this approach
6

by the Distance-based Adaptive Control. The DPF allows to run R-NSGA-II
exclusively with the reference point distance and -diversity as fitness functions
(scalar mode), until a certain progress threshold θ is reached. When this threshold is exceeded, the algorithm works as the standard R-NSGA-II. Equation 3
shows the condition for the two operation modes and the right side of Figure 3
depicts an example of a selection step with Delayed Pareto-fitness.
(
op mode =

scalar
if p < θ,
standard otherwise.

(3)

ε

R

Objective2 (minimize)

Objective2 (minimize)

The standard mode is also activated as soon as a solution is found that
dominates the reference point. This means that the reference point is attainable
and, if the standard mode were not used in this case, then the best solutions
dominating the reference point could not be found. A similar approach was used
by [7, 8], but it makes comparisons based on dominance and distance during the
whole runtime. In [12], we designed the DPF extension to exclusively use the
distance criterion, which facilitates the application of Dynamic Resampling.
A similar approach was used by [13] and is called Visual Steering. They guide
the search towards an arbitrary attractor point in the objective space. However,
their guided search by attractor point does not use Pareto-dominance, which
leads to the described effect that for feasible reference points the best solutions
cannot be found. Instead, a circle of solutions as close as possible around the
reference point is found.

ε

R

Objective1 (minimize)

Objective1 (minimize)

Fig. 3. R-NSGA-II algorithm – Example for selection step in objective space (left side).
The population size is |P | = 6. Four solutions are selected from the first front, and
two from the second front. For the Delayed Pareto-fitness extension (right side), the
distances from the objective vectors to the reference point R are compared and the
best |P | = 6 solutions are selected.
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4.2

Constrained Pareto-fitness

The Constrained Pareto-fitness (CPF) extension was proposed in [9]. In this paper, the selection operator of R-NSGA-II was modified by controlling the number
of solutions selected from each individual front. The idea with this extension is
to constrain the number of solutions from the first fronts which have the highest
influence on the optimization process through mating. However, it is still important to select a large part of the next population from those fronts. Otherwise,
a strong emphasis on solutions from inferior fronts would render the algorithm
ineffective. Therefore, a decreasing assignment of solutions for selection is used.
The number of solutions that should be selected from front Fi is calculated as
in Equation 4.

#Sel(Fi ) ≤

|P |
,
2i

i = 1, . . . , |P |

⇒

#Sel ≤


n 
X
|P |
i=1

2i

≤ |P |.

(4)

Here, we propose an adaptive version which allows to control the fraction
of solutions chosen from the first and following fronts, based on the progress
value p ∈ [0, 1] (Equation 5). The extent of control is determined by parameter
∆ > 0 which is set to 1.5 for the experiments in this paper. Pseudocode of the
R-NSGA-II selection step with Adaptive CPF is listed in Algorithm 2.
$
%
n
X
|P |
#Sel(p) =
.
(5)
i
i=1 (1 + ∆p)

Algorithm 2 R-NSGA-II – Environmental selection – Adaptive Constrained
Pareto-Fitness pseudocode.
16:
17:
18:
19:
20:
21:

// Environmental selection
Perform non-domination sorting on P ∪ Q.
Calculate reference point ranks.
(Re-)run -clustering() on all fronts with remaining solutions (non-selected).
for i ← 1, #fronts do
Determine representative
solution in each cluster
(randomly
or closest to r).
ko
n
j

22:
23:
24: j

|P |
representative solutions
Select max |P | − #Repr(Fi ), #Repr(Fi ), (1+∆p)
i
which are closest to r.
if there
k are unselected representative solutions in Fi and ∃j < i : #Sel(Fj , p) <

|P |
(1+∆p)j

then

j
k
|P |
25:
Select remaining solutions (1+∆p)
− #Sel(Fj , p) from Fi .
j
26:
end if
27: end for
28: if less than |P | solutions have been selected then
29:
go to line 19.
30: end if
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With ∆ = 1.5, the denominator can take values in [1, 2.5] (the standard fixed
value was 2 in the original publication [9]). With this allocation, it could happen
that the assigned sum of selected solutions exceeds the population size |P |. We
implement an upper limit which makes sure that the total number of selected
solutions is exactly |P |. It is also possible that a front contains fewer solutions
than the assigned number. In this case, the missing solutions will be transferred
and added to the preferred number of solutions of the next front. A detailed
description of the algorithm can be found in [9].
4.3

CORE NSGA-II

We propose a Preference-based EMO algorithm, called Cone Reference pointbased NSGA-II algorithm (CORE NSGA-II), which is able to focus on the reference point faster than R-NSGA-II. It is based on the cylinder filter of the Focused
Hypervolume performance metric [11]. For R-NSGA-II and a bi-objective problem, solutions within the distance r = |P2 |  from a cylinder or cone axis, with
|P | being the population size and  the R-NSGA-II clustering parameter, are
allowed to be selected into the next population. The CORE NSGA-II requires
two points to be specified: A reference point R and a direction point D, defining the cylinder axis (D can be chosen, for example, as the center of the initial
population). The distance d of solution s to the cylinder axis is calculated by
projecting s − R onto the cylinder axis (See Figure 4). The projection vector p
is obtained as p = (s − R) · (D − R)/|(D − R)|, where the operator · denotes
the scalar product. The distance of s towards the cylinder axis is then obtained
as d = |p − (s − R)| and has to be smaller than the cylinder radius, d ≤ r, in
order for solution s to be considered for selection.

D

s

Objective2 (minimize)

Objective2 (minimize)

D

d <= r

s

R

R

Objective1 (minimize)

Objective1 (minimize)

Fig. 4. CORE NSGA-II filter. On the right side, the penalty function for solutions
outside of the cylinder/cone is shown.

The cone filter is created by making the radius dependent on the reference
point distance, making CORE NSGA-II an adaptive algorithm: r(p) = c|p| +
9

|P |
2 . The cone filter coefficient c is usually chosen in c ∈ [0, 0.1]. In order to not
be too restrictive, we allow solutions outside of the cone to be selected, but they
are assigned a penalty value: P enalty(s) = max {0, d(s) − r(p)}.
The cylinder filter must be applied before the non-domination sorting is
performed. Otherwise, dominated solutions are filtered out during the nondomination sorting, which would be non-dominated after the application of the
cylinder filter. In our case of stochastic simulation with a limited budget, we
allow the cylinder radius to be larger: r = c |P2 | , c ≥ 1, since it is not possible
for the optimization to converge with enough solutions into the cylinder, within
the available optimization time.

4.4

Adaptive population size

In this section, we propose an adaptive extension of R-NSGA-II which allows to
change the population size dynamically during the optimization runtime. The
idea behind this modification is the assumption that the R-NSGA-II algorithm
needs a larger population at the beginning of the optimization runtime to explore
the search space, and a smaller population when it covers the preferred area
around the reference point. The changing population size is defined in Equation
6 and can be controlled by the criteria described in Section 3 through the progress
parameter p.
|P | = b(1 − p) (|P |max − |P |min )e + |P |min .

5

(6)

Numerical Experiments

In this section, the described adaptive R-NSGA-II algorithm variants are evaluated on two benchmark functions of different complexity. The experiments are
conducted for optimistic, unattainable reference points.
5.1

Benchmark functions and settings

The benchmark functions used, ZDT1 and ZDT4 [14], are deterministic in their
original versions. Therefore, zero-mean normal relative noise has been added to
create noisy optimization problems. The added noise 1% is (N (0, 0.01), N (0, 0.1))
for ZDT1 and (N (0, 0.01), N (0, 1)) for ZDT4 (considering the relevant objective ranges of [0, 1] × [0, 10] and [0, 1] × [0, 100] respectively). In the following,
the ZDT benchmark optimization problems are called ZDT1-1% and ZDT4-1%.
Since these are low noise function scenarios, no resampling is done during the
optimization runs. However, bf = 10 final samples are evaluated for the final
population, in order to provide accurate objective values to the decision maker.
5.2

Algorithm parameter settings

The limited simulation budget is chosen as B = 2, 500 replications for both
ZDT problems, which we consider to be realistic. This corresponds to a one day
10

optimization runtime on a cluster with 100 computers/cores and a 15 minutes
function evaluation time, which could be a realistic real-world optimization scenario. However, the benchmark functions and simplistic production line models
run much faster, which allows fast experimentation. R-NSGA-II is run with a
population size of |P | = 50, crossover rate pc = 0.8, SBX crossover operator with
ηc = 2, Mutation probability pm = 0.07 and Polynomial Mutation operator with
ηm = 5.  is chosen as  = 0.001 as in the original R-NSGA-II publication [4].
The initial population is generated by Latin Hypercube Sampling.
The time threshold and the distance threshold of Delayed Pareto-fitness θ is
set to θ = 0.75. The adaptive Constrained Pareto-fitness variant uses a ∆ value
of 1.5, in order to realize denominator values in [1, 2.5] (the standard fixed value
was 2 in the original publication [9]). The cylinder filter of CORE R-NSGA-II
uses an  value of 0.002 for the cylinder/cone radius. This is because, in our
scenario with light objective noise, we want to allow more solutions to be inside
the cylinder filter. The distance-based adaption of the cone filter is controlled
by the parameter c = 0.01. The adaptive population size R-NSGA-II extension
changes the population size between |P |max = 50 and |P |min = 20.

5.3

Performance measurement

In this paper, a performance metric we call Focused Hypervolume metric (F-HV)
is used, which we proposed in [11]. It is based on the standard Hypervolume
definition [15] and the R-HV metric [3, 6]. Also, it measures convergence and
diversity, but in a limited area of the objective space which is of interest to the
decision maker. This limited area is defined by a cylinder (cf. CORE NSGAII description above) which filters solutions which are outside of the cylinder.
The cylinder is defined by the decision maker by setting certain points in the
objective space. An example is given in Figure 5.

HV-R

Objective2 (minimize)

D

s

d <= r

R
HV-B
Objective1 (minimize)

Fig. 5. The Focused Hypervolume metric.
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For the Focused Hypervolume, the Hypervolume reference point HV -R is
chosen close to the R-NSGA-II reference point R, in order to limit the objective
space that is of interest to the decision maker. Solutions that do not dominate
the Hypervolume reference point are ignored by the Focused Hypervolume. In
addition, a base point HV -B used for normalization of the Hypervolume value
is defined (Figure 5). It also limits the objective space that is relevant to the
decision maker. A direction point D is chosen in a way to define a cylinder axis
possibly perpendicular to the Pareto-front. Another performance metric with
the same purpose has been proposed by [1] who use a weighted hypervolume
indicator which values the hypervolume contribution of those solutions higher
which are close to a so-called preference point.
The F-HV metric parameter values are chosen as in Table 1. Due to the
higher complexity of ZDT4, we chose a wider cylinder radius (r = 0.1), in order
to allow more algorithm variants to find solutions in the preferred area within
the available time.
Table 1. F-HV configuration. Cylinder radius r = c |P |/2 = 0.025c.

ZDT1-1%
ZDT4-1%

5.4

R
0.5, 0
0.5, 0

HV-R
0.6, 1
0.6, 50

HV-B
0.4, 0
0.4, 0

D
0.6, 2
0.5, 50

r
0.05
0.1

Evaluation and replication

All experiments performed in this study are replicated five times, while median performance metric values as well as standard deviation values are calculated. To follow the performance development over time, the performance metric is evaluated after every generation of the optimization algorithm (Figure
6). The cylinder filter of the Focused Hypervolume metric is applied before the
non-domination sorting is performed and the hypervolume of the filtered nondominated solution set is calculated.
5.5

Results

The metric values for the result population on ZDT1-1% and ZDT4-1% are listed
in Table 2. A visual comparison during the whole optimization runtime for RNSGA-II with the Constrained Pareto-fitness extension and with the Delayed
Pareto-fitness is shown in Figure 6. All four extensions were able to achieve better
values than the R-NSGA-II algorithm. However, using the distance-controlled
Adaptive Population Size extension on ZDT1 revealed a result that was worse
than the result for the standard R-NSGA-II. DPF and CPF showed the best
results.
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Fig. 6. Normalized F-HV results for ZDT1-1% (upper image) and for ZDT4-1% (lower
image), measured over time up to 2,500 function value replications. The ZDT1 results
show the R-NSGA-II algorithm with and without the Constrained Pareto-fitness extension. The ZDT4 results compare R-NSGA-II with time-based and distance-based
Delayed Pareto-fitness. The values shown are median metric values. The error bars
show the standard error based on 5 experiment replications.

Table 2. F-HV performance measurement results for R-NSGA-II with different adaptive extensions. Five experiment replications have been performed. The measurement
is performed on the last population where bf = 10 final samples have been executed.
ZDT1-1% StdDev ZDT4-1% StdDev
R-NSGA-II

0.2792

0.1682

0.0000

0.1384

DPF TAC
DPF DAC

0.3883
0.4080

0.0478
0.0366

0.7045
0.4624

0.0657
0.0236

CPF
CPF TAC
CPF DAC

0.3685
0.5478
0.4708

0.1730
0.1680
0.0980

0.3517
0.0000
0.0121

0.4000
0.1997
0.0365

APS TAC
APS DAC

0.3302
0.2279

0.0620
0.1404

0.0000
0.0000

0.3938
0.3020

CORE
0.3826
CORE DAC 0.3736

0.0347
0.0221

0.2355
0.3552

0.0991
0.2489
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6

Conclusions

The experiments show that R-NSGA-II with the adaptive extensions can achieve
better results than the standard R-NSGA-II. It is therefore recommended to use
one of the proposed methods to speed up convergence towards the reference
point. The Delayed and Constrained Pareto-fitness extensions showed the best
results. Only a minor performance gain was achieved by adapting the population
size.
6.1

Future work

As future work, we will run the proposed R-NSGA-II extensions on real-world
industrial case studies. In addition, the algorithms will be extended for scenarios
with attainable reference points, and a parameter study will be conducted.
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pp. 366–380, ISBN 978-3-319-15934-8 (2015)
12. Siegmund, F., Ng, A. H.C., and Deb, K.: A Ranking and Selection Strategy
for Preference-based Evolutionary Multi-objective Optimization of Variable-Noise
Problems. Accepted for publication in the Proceedings of the Congress on Evolutionary Computation WCCI-CEC 2016, July 2016, Vancouver, Canada (2016).
Available at http://www.egr.msu.edu/~kdeb/papers/c2016002.pdf
13. Stump, G. and Simpson, T. W. and Donndelinger, J. A. and Lego, S. and Yukish, M.: Visual Steering Commands for Trade Space Exploration: User-Guided
Sampling With Example. Journal of Computing and Information Science in Engineering, vol. 9, no. 4, pp. 044501:1–10, ISSN 1530-9827 (2009)
14. Zitzler, E., Deb, K., and Thiele, L.: Comparison of multiobjective evolutionary
algorithms: Empirical results. Evolutionary Computation, vol. 8, no. 2, pp. 173–
195 (2000)
15. Zitzler, E., and Thiele, L.: Multiobjective Optimization Using Evolutionary Algorithms - A Comparative Case Study. Proceedings of the Parallel Problem Solving
from Nature V conference - LNCS, 292–301 (1998)

15

PUBLICATIONS IN THE DISSERTATION SERIES

Publications in the Dissertation
Series
1. Berg Marklund, Björn (2013) Games in formal educational settings: obstacles for the
development and use of learning games, Informatics. Licentiate Dissertation, ISBN 97891-981474-0-72.
2. Aslam, Tehseen (2013) Analysis of manufacturing supply chains using system dynamics and multi-objective optimization, Informatics. Doctoral Dissertation, ISBN 97891981474-1-43.
3. Laxhammar, Rikard (2014) Conformal Anomaly Detection-Detecting Abnormal Trajectories in Surveillance Applications, Informatics. Doctoral Dissertation, ISBN 978-91981474-2-14.
4. Alklind Taylor, Anna-Sofia (2014) Facilitation matters: a framework for instructor-led
serious gaming, Informatics. Doctoral Dissertation, ISBN 978-91-981474-4-55.
5. Holgersson, Jesper (2014) User participation in public e-service development: guidelines
for including external users, Informatics. Doctoral Dissertation, ISBN 978-91-9814745-26.
6. Kaidalova, Julia (2015) Towards a Definition of the role of Enterprise Modeling in the
Context of Business and IT Alignment, Informatics. Licentiate Dissertation, ISBN 97891-981474-6-97.
7. Rexhepi, Hanife (2015) Improving health care in formation systems – A key to evidence
based medicine, Informatics. Licentiate Dissertation, ISBN
978-91-981474-7-68.
8. Berg Marklund, Björn (2015) Unpacking Digital Game-Based Learning: The complexities of developing and using educational games, Informatics. Doctoral Dissertation,
ISBN 978-91-981474-8-3.
9. Fornlöf, Veronica (2016) Improved remaining useful life estimations for on-condition
parts in aircraft engines, Informatics. Licentiate Dissertation, ISBN
978-91-981474-9-0.
10. Ohlander, Ulrika (2016) Towards Enhanced Tactical Support Systems, Informatics. Licentiate Dissertation, ISBN 978-91-982690-0-0.

FL OR IAN SI EG MU N D

Florian Siegmund has a background in Computer Science and Operations Research. He received his diploma degree from Karlsruhe Institute
of Technology in Germany. After spending research visits in Sweden and
Singapore, he pursued a doctoral degree at the University of Skövde in
Sweden.
In his PhD thesis, Florian investigates how Evolutionary Multi-objective
Optimization with a limited time budget can be improved by both Dynamic Resampling to handle objective noise and decision maker preferences to focus the search for good solutions. He presents a set of new Dynamic Resampling algorithms which can improve the result quality using
the given optimization budget. These hybrid algorithms use different solution criteria to allocate samples, such as the elapsed optimization runtime, the Pareto-rank, or the objective variance of solutions. Preferencebased Evolutionary Multi-objective Optimization algorithms, like, for
example, the R-NSGA-II algorithm, can achieve a better result at userspecified reference points in a decision maker’s area of interest. The reference point distance can be used as an additional resampling criterion
which allows the design of better resampling algorithms. The thesis proposes several methods to speed up R-NSGA-II, and an algorithm extension is presented which allows a better integration of Dynamic Resampling algorithms into the multi-objective optimization algorithm. The
algorithms are evaluated on benchmark functions and stochastic production line models.

ISBN 978-91-982690-1-7
Dissertation Series, No. 11 (2016)

